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Abstract

Towards An Adaptive Interconnect For System on Chip

Emerging System-on-Chip (SoC) platforms, such as those for mobile systems, are
typically battery-powered systems that have to support a wide range of streaming
applications such as video and audio. To meet the high performance requirements for
these systems, SoCs integrate various hardware resources such as CPUs, DSPs, Memory
and I/O peripherals. These hardware resources normally communicate using a shared
medium such as the bus system. For large SoCs, the bus-based schemes become
restrictive because they are non-scalable and have higher overheads that adversely impact
performance and energy consumption. Network-on-Chip (NoC) architectures were
therefore proposed to solve the scalability problem experienced in bus-based SoCs. They
incorporate a communication infrastructure defined by a network topology, routers and
switches, in order to provide a scalable and high performance interconnection between
SoC resources while satisfying the constraints of embedded platforms.

This work: 1. conducts a comprehensive empirical and analytical study to
characterize the impact of NoC topology on performance, as well as energy and area
requirements; 2. introduces the concept of Field Adaptable NoC (FAN); and 3. proposes
the use of Network Calculus as a NoC modeling technique for design space exploration.

The empirical study aimed at exploring different configurations of network on chip
has been conducted. Different topologies are selected and analyzed using specific
routing and switching methods to check the suitability for NoC. Additionally, since the
energy and area are the primary concerns in NoC, models for energy and area are adapted

and simulators are built to calculate these metrics.
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The static on-chip interconnects, despite their advantages over bus based systems,
have latency and throughput that depend on the topology as well as application traffic
scenarios. Application-specific optimizations, needed to address this issue, require an
adaptable NoC infrastructure to allow in-field customizations. A methodology for
augmenting a NoC with a programmable infrastructure that allows application-specific
adaptation called Field Adaptable NoC (FAN) is presented. The resulting infrastructure
provides the flexibility required to maximize the performance for a given application,
while adhering to the system constraints such as energy and area. To evaluate the
proposed methodology of the adaptable NoC, the WK-recursive on-chip interconnect as
well as the 2D Mesh network are used as case studies.

Performance analysis and evaluation of on-chip interconnect (OCI) architectures are
widely based on system level simulation techniques. Due to the time-consuming nature
of simulation based approaches, as well as their limitations in providing an understanding
on the effects of various design parameters, analytical models for NoCs are essential.
Therefore, we introduce Network Calculus for design space exploration and as a suitable
analytical modeling tool for estimating and evaluating the performance of on-chip
interconnects. One of the primary advantages of Network Calculus is its ability to model
network traffic and service in terms of bounds, which enables worst-case analyses to be
carried out. To validate this analytical method and demonstrate its applicability for NoC,
different scenarios for application traffic are analyzed for different NoC configurations
and compared with simulation. The results from the analyses closely match those

obtained from the comprehensive empirical study.
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Chapter 1 - Introduction

The Network on Chip (NoC) paradigm has been a recent development in System-on-
Chip (SoC) design, fueled by the advances in VLSI technology which has lead to very
high levels of integration of hundreds of interacting components within a single chip. A
background on the evolution of NoCs will be first provided here, along with a description
of the limitations and the motivation for the research work described in this thesis. This
will be followed by a formal statement of the research problem, an overview of the
proposed methodology, as well as the scope and limitations of this work. The chapter
will then end with a summary of the organization of this thesis, thereby setting the stage

for a detailed description in the remaining chapters.

1.1 Background

Embedded systems have become widespread in various application domains, as
evident from their use in products such as PDAs, household appliances, automobiles.
This trend has been further accelerated by the advances in silicon technology, which has
enabled the design of complex SoCs that incorporate many hardware blocks and
Intellectual Property (IP) cores. In other words, SoCs nowadays integrate different types
of processors such as CPUs and DSPs, in addition to memories and peripherals in a
heterogeneous configuration, along with dynamically reconfigurable components such as

embedded FPGAs within a single chip, as shown in Figure 1-1.
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Figure 1-1: SoC architecture main resources

Due to their complexity, the design of SoCs has become very challenging. In order to
manage the complexity, platform-based design methodology was introduced in the recent

years.

1.1.1 Platform-based design methodology

Platform-based design is an integration-oriented design approach for developing
products based on the use of platforms and compatible hardware and software
components [1]. A library of qualified software and hardware components is used to
derive a new product from an application specific pre-verified platform. Figure 1-2
shows the generic SoC components, a “platform reference” that integrates a selected
subset of these components for an application domain using a generic architecture, and
the platform customization model that is used for modifying and augmenting the software
and hardware components.

Platform-based design aims to improve/reduce product cycle time and development

costs by providing a standard “platform” which a system designer can readily modify to



produce several distinct and usable end products. Typically the platform is composed of
a base block, an IP library, an expandable architecture and an integration environment.
The designer is given the responsibility of thinking through the augmented architecture

very carefully to promote flexibility so that effective re-use of IP is realized.

Platform Reference
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Figure 1-2 Platform-based design: components, architecture reference and models and the
augmentation of the platform with software and HW components

The base blocks shown in the left with solid border line comprise the fixed portion in
the platform. The fixed part is re-used and combined with different IP modules, shown in
lower blocks, to produce various derivative products, whereas the IP library is a
collection of “soft” and “hard” modules that should be verified. These features enable
the high re-use capability of the platform-based design approach, and ultimately lead to
lower development costs and faster time-to-market for products. The derivative products
adopt the same processor core and communication bus, after which various IP modules
can be selected from the IP library, giving rise to a very versatile design with numerous

options for its final implementation.



1.1.2 Evolution of Network-on-Chip

Through a methodic approach to SoC design, the platform-based approach helps in
managing the system complexity, while lowering the efforts involved in software and
hardware development. However, the need for high performance is not adequately
addressed by the initial model as depicted in Figure 1-2. To elaborate, the use of a
generic, shared-bus scheme for integrating SoC components can adversely impact the
system performance. With the emergence of new applications, such as video and audio
running on mobile, battery-powered devices, the bus-based schemes become limited
because they are inherently non-scalable and incur substantial overheads in performance.

To satisty quality of service (QoS) requirements of users for these emerging
applications, and also reduce the communication overhead, the network on chip (NoC)
paradigm has emerged as a solution for the interconnection problem in large SoCs, after
being introduced at the beginning of this decade [2,3].

The idea behind employing NoC is to address the communication issue by separating
the communication from the computation. A sophisticated communication infrastructure
is better suited to handle the increasing communication requirements of large SoCs. The
communication in a NoC is handled by on-chip interconnects, so scalability, reliability
and the performance can be improved [4].

Extending the platform-based design methodology with the NoC paradigm introduces
some additional steps into the design process. These involve (a) choice of a suitable
network topology for the on-chip interconnection network, (b) mapping the applications
to the hardware resources communicating through the chosen on-chip interconnect, and

(c) managing the physical effects of the VLSI implementation, such as cross-talk and hot-



spots. The research described here focuses on (a), the NoC architecture design and
selection; (b) and (c) are beyond the scope of this research.

NoC architecture is mainly characterized by the interconnect topology, routers that
are attached to different types of resources, and the data exchange and communication
between these routers using standard network layers. Figure 1-3 (a) shows large number
of SoC resources connected using a Mesh topology. Each of the nodes includes a router
and a computational resource. Different types of interconnection topologies are possible,
and a suitable network must be chosen based on the applications that need to be mapped
to the SoC. Different applications will have varying communication requirements.
Figure 1-3 (b) shows one of the possible communication patterns for an application,

across various computational nodes.
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(a) (b)
Figure 1-3 a) NoC-Mesh topology example b) Some traffic pattern of communication between
routers [5]



1.2 Motivations

Although the use of a network-on-chip offers the potential for significant
performance gains, there are many challenges that need to be addressed: (a) finding a
suitable choice of network topology for implementation on a single chip embedded
platform with performance and energy constraints, (b) accommodating wide range of
requirements for the different SoC applications and (c) establishing fast design space

exploration required for designing the system that addresses (a) and (b).

(a) Network Topology

The network topology can significantly impact the performance of the NoC for
different applications that run on the embedded platform. The trade-offs between
performance, energy, and area makes the selection of an appropriate topology for a NoC
an important issue [6]. For instance, a topology in which the node degree is high, or
increases as the network size increases, can significantly improve the performance of the
network. However, designing routers for such network is complex and expensive. In
addition, the choice of the NoC features and parameters, based on the application traffic
patterns as shown in Figure 1-3 (b), is critical for the communication architecture [2].
Thus, a comprehensive study of the various network topologies is essential, before

choosing one of them for implementation on a single chip.

(b) Wide Range of Application Requirements
Another important issue in NoC selection is the ability of the platform to target a

wide range of applications while maintaining efficiency. The design objectives are to



satisty the quality of service requirements, optimize the resource usage, and minimize the
energy consumption by separating communication from computation. For a single
application, this may be achieved by carrying out suitable application-specific
optimizations of the interconnection network. However, the static topology of the
interconnection can be a major impediment when multiple applications are to be mapped
to the embedded platform. To address the wide range of requirements of many
applications, the NoC topology needs to be adaptable. In other words, starting from the
selected network topology in (a) above, adaptable features need to be incorporated, along

with mechanism(s) for in-field adaptation before the execution of any application.

(c) Fast Design Space Exploration

Meeting the challenges in (a) and (b) is effectively a design space exploration
problem. More precisely, Design Space Exploration (DSE) is the process of searching
the design space to find design configurations that, in addition to meeting the
specification requirements, satisfy system constrains and achieve best objective functions
for criteria such as performance, power, cost, and area minimization. Simulation based
approaches for evaluating various points in the design space can be very time consuming,
especially for large SoCs with many components. A mathematical abstraction of the
network characteristics is essential in order to allow a fast evaluation of different network
configurations. Rapid DSE therefore requires an analytical model of different network
parameters, capturing both the characteristics of the network topology as well as the

application.



1.3 Problem Statement

The efficient mapping between application domains and architecture resources is
important for successful SoC design. Certain resources offer some flexibility that the
designer can utilize to target application requirements while adhering to basic design
requirements such as time to market.

We consider a SoC environment that includes fairly large number of hardware
computation resources such as general processors, DSPs and FPGAs, in addition to the
interconnection infrastructure that deals with the communications events among these
resources. Given such environment, it is then required to:

e Investigate the suitability of different network structures for NoCs and
propose efficient one(s)

e Propose an adaptable on-chip interconnect infrastructure that optimizes
performance while meeting the system constraints such as area and power for
target applications

e Develop models to estimate the most important metrics in NoC such as
throughput, communication load, and energy

e Develop analytical models to accelerate the design space exploration by

estimating the key metrics in NoC in early stages of the design process

1.4 Proposed Approach

To identify a suitable topology for NoC applications, several interconnection
structures are empirically compared based on simulation studies. In addition to networks

used in SoC designs, networks used in parallel machines and other domains are also



evaluated. Comparisons are based on critical performance metrics such as latency,
throughput, and communication load using a discrete event simulator. Energy and area
models for on-chip interconnect reported in the literature are adopted and used for
augmenting the basic set of performance metrics, resulting in a thorough comparison of
the various NoC architectures. The scalability for NoC structures is one of the main
features that need to be evaluated. Scalability study is conducted by comparing different
NoCs when number of nodes is increased. The detailed evaluation of the various NoC
architectures leads me to propose [7,8] the use of recursive networks [9] for the on-chip
interconnection network. Based on our results, the WK-recursive networks were found
particularly suited for NoC implementations [10,11].

With the WK-recursive network taken as the base topology, the addition of features
that would lend themselves to application-specific adaptations is explored. A general
methodology is then developed for the design and use of adaptable network topologies.
The adaptable features are first incorporated in the form of additional, programmable
links to the underlying structure, based on reducing the average distance from a purely
topological standpoint. With this augmented structure, application-specific adaptation
algorithms are developed in order to statically reconfigure the network based on
application requirements.

In order to obtain realistic estimates of the performance improvements achieved by
using the adaptable features, the workloads and communication patterns from real-life
applications are characterized. An emulation environment based on real applications
running on parallel machines is developed, in order to mimic the behavior of those

applications in a NoC environment.



Finally, based on the insights obtained from the simulation studies using synthetic
workloads and emulation of real applications, an analytical model is developed for aiding
rapid design-space exploration. The model (unlike other probabilistic techniques such as
queuing theory) is based on Network Calculus, which captures the traffic patterns
generated by different applications, and allows the designer to specify a system as a
mathematical model and evaluate performance bounds of important parameters such as

the end-to-end delay.

1.5 Scope and Limitations

A SoC architecture is usually composed of a number of computational resources that
can be fixed or reconfigurable. In simulation, we assume that all hardware resources are
fixed. Additionally, the computational resources are viewed as black boxes and modeled
as delay elements, all the effects that come from their memories or caches if shared or
distributed between cores are not considered in this research.

There is a NoC connecting all resources with bidirectional links. The NoC can be
statically or dynamically adaptable. In this thesis, the target architecture is the statically
adaptable NoC. As such, in-field adaptation of the NoC is considered here before the
execution of an application. It is different than dynamic adaptation since the decision to
turn ON and OFF some switches to activate/deactivate some links to benefit a target
application within the application domain is done before running and is instrumented
(embedded) into the application code. Dynamic adaptation at application run-time is

beyond the scope of this research.
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Workloads are considered to run long enough to capture consistent statistical
characteristics. Workloads are also assumed from some application domains, where the

workloads within one application domain exhibit somewhat similar characteristics.

1.6 Organization of the Dissertation

This dissertation is organized as follows. In Chapter 2, the related work in the
context of SoC research and the NoC challenges is discussed with emphasis on
architectures, performance and energy studies. Chapter 3 details the methodology used
for evaluating NoC architectures by introducing the models for performance as well as
the metrics used for comparison. The experimental setup and detailed experimental
results which conclude with the best performing NoCs are given at the end of the chapter.
Chapter 4 introduces the energy and area models, then the WK-recursive networks are
presented and compared with the best performing NoC from the previous chapter; the
energy and area metrics are used to demonstrate that WK-recursive is a suitable network
topology for NoC. Chapter 5 describes the Field Adaptable NoCs methodology used for
augmenting a given NoC topology in order to incorporate the features of adaptability.
Using the WK-recursive topology as a case study, the chapter describes the resulting
architecture termed as adaptable WK-recursive (AWKR). From the experimental results,
the improvement of adapting these structures is demonstrated and compared with regular
WK-recursive topology. 2D Mesh topology is also augmented using the same technique
and experimental results are shown to verify the validity of the methodology for different
topologies. Chapter 6 introduces Network Calculus, which is used here as an analytical

technique for evaluating NoC. Network Calculus is then compared against the simulation

11



to show its main advantages when used for design space exploration. Chapter 7
concludes this thesis, by summarizing the main contribution of this work, and includes

suggestions for future work.
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Chapter 2 -Related Work

On-chip interconnect architectures, used in current SoCs to integrate hardware
resources or cores, are based on shared-medium bus-based schemes such as the one
depicted in Figure 2-1. Because of the growing complexity of SoCs, and high application
demand for computation and communication, the bus-based schemes become limited
because they are inherently non-scalable and produce a large communication overhead
that affects the performance and can potentially increase the energy consumption; for
instance, common bus systems limit the maximum number of nodes to 16 PEs. Different
techniques are proposed to improve the bus systems either by expansion through bridges,
or using different coding methods to reduce the amount of transferred bits such as in
[12,13,14,15]. But these approaches have not completely solved the scalability problem.
New on-chip interconnects that are flexible as well as energy efficient are required. To

meet these requirements, NoCs have been proposed [3].

Multimedia
(MPEG)

Figure 2-1: Bus-based SoC architecture and main resources
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2.1 NoC Architecture

NoC architecture is mainly characterized by the topology, the switches or routers that
are attached to the resources, regions which include resources that are arranged in a
physical proximity in a groups which provide isolation between different types and sizes
of resources, and finally by the communication techniques used to allow data exchange
between these resources. In this section, we will explore the existing research work on

each of these properties.

2.1.1 Topology studies

Different on-chip interconnect architectures based on packet-switching have been
studied and adapted for SoCs. The on-chip interconnect architecture specifies the
structure in which routers and PEs’ are connected together. Examples of these
architectures are Fat-Tree (FT) [6], 2D Mesh [15], Ring [16], Butterfly-Fat Tree (BFT)
[17], Torus [3], Spidergon [18], and Octagon [19]. Figure 2-2 shows some of these on-
chip interconnection networks for the particular case of 16 PEs and 16 switches or routers.

NoC architectures have been studied and compared in terms of performance metrics,
resource usage and energy consumption as factors in selecting NoC attributes such as

topology, routing strategy and application mapping to PEs.

" PE( Processing Elements) and IP (Intellectual Property) refer to hardware resources in Figure 1-1, both
will be used interchangeably throughout this thesis
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Figure 2-2: Example of NoC topologies [6]

2.1.2 NoC router

Router is the main active component of a NoC architecture. Each router is attached to
a hardware resource, see Figure 2-2, and all communication activities are conducted with
the involvement of routers. The design of the routers is critical since routers introduce a
non-negligible area overhead and increase the average communication latency [20].
Therefore, it is important to reduce the area occupied by the router to a minimum while
keeping performance and energy consumption at acceptable levels. The common logic
blocks that can be found in the router are buffers, switches and arbitration logic. Figure
2-3 shows the logic circuit for an area optimized router in which authors in [20] claim to

reduce the area by reducing the buffer size.
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In [21], authors presented an algorithm that minimizes the energy consumption and
reduce delay by reducing the size of input buffers. On the other hand, authors in [22,23]
developed different algorithms that focus on maximizing the timing performance. In [24],
authors suggested three light routers and an algorithm is developed to select the required
router based on the application constraints and target performance. Another approach
that allows the configurability is presented in [20]. It allows customization by sharing
some of its resources to improve the bandwidth. In Chapter 5 we will discuss the

customized router design that is used for our adaptable NoC architecture.

2.1.3 Communication infrastructure

NoC architecture ensures acceptable levels of quality of service for the
communication between the router and resources. The communication activities are
performed on different layers following the standard reference model of layers. A
comparison between the standard OSI 7-layer model and NOC 5 layer-model is depicted

in Figure 2-4.
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Figure 2-4: NoC 5-layer model compared with the standard OSI 7-layers model. Two layers, namely
the presentation layer and session layer, are omitted in NoC model, whereas the other 5 layers have
direct correspondence with each other [25]

Most research efforts focus on the physical layer and network layer. The physical
layer includes parameters such as the physical distance between routers, number of lines
or wires, logical circuit control and the buffer and pipelining scheme used in
communication. The network layer parameters include packet/flit size, routing algorithm,

and addressing scheme based on number of resources as shown in Figure 2-5.
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Figure 2-5: Addressing scheme for 10x10 PEs in 2D Mesh NoC in network layer [5]
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In the network layer, the research focused mainly on the routing algorithms. For
example, in [26] the authors developed a simulator to evaluate different routing

algorithms, selecting the best for target applications.

2.1.4 Adaptable NOC architecture

Network-on-Chip is built based on state of the art packet switched network to replace
non-scalable bus-based system. However, the complex router design which is placed on
each hop of the network creates major overhead that reduces the aggregate throughput
and increases the delay and energy. To address this issue, NoC architecture should be
modified to provide very low delay and energy and increase the throughput. The solution
can be achieved by following three directions that were discussed in the literature and
also proposed in chapter 5.

The first approach is to search the best location and insert the minimum number of
long range physical links that bypass the hops and the complex routers. The static
insertion targets specific applications [57]. The drawback of this technique is the
additional wires that add more area and complicate the network. Moreover, the chip
design is dedicated to a single application.

In the second approach, the bandwidth of the physical link is divided into two halves,
one will be available for packets that pass regular link and routers, and the second half is
designated for packets that bypass the routers. The fact that no physical links are added
and the simplicity of the router design represent the main benefits of this approach,
subsequently, the latency and energy are reduced, but the aggregate throughput is

decreased because of the bandwidth reduction [72].
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Figure 2-6: Express Virtual Channels (EVC), referred to by dotted lines: 00 is a sink or source for
both x and y dimensions, node 13 is source or sink for x dimension, 04 for y dimension, 10 and 02 are
bypass nodes along the y dimension [27]

The third approach that has been discussed in the literature is based on Express
Virtual Channels EVC [27]. In EVC network, the packets/flits are injected into the
pipeline of routing stages in the router, the stages represent the decoding of the head flit,
allocation of the virtual channel or allocate switch. The head flit is decoded to determine
if the remaining flits will continue through the pipeline stages or go directly to the virtual
channel. Only one cycle is required to bypass the router. The virtual channels designated
on X and Y dimensions as shown in Figure 2-6. A distance of K hops (in this example 3
hops) is used, where the first and the last hops of this distance are sources and sinks,
while the hops in between are the bypass nodes. The drawback of this approach is the

large area incurred in modifying all the routers in the NoC.

2.2 Performance Studies
A simulation-based approach was proposed in [25] using the NS-2 simulator to

analyze a NoC Mesh interconnection topology. It is based on the CLICHE (Chip-Level
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Integration of Communicating Heterogeneous Element) [2]. In the Mesh, the number of
nodes equals to number of routers, since each router is connected to one PE node. NS-2
is used to construct the topology and generate different traffic scenarios using random
generator (synthetic generator) which generates packets according to an exponential
ON/OFF distribution. Packets are sent at a fixed rate during ON periods, and no packets
are sent during OFF periods. Both ON and OFF periods are taken from an exponential
distribution. Packets also have a constant size. Using this traffic generator, common
network performance metrics such as loss probability, packet delay, throughput and
communication load are analyzed against different buffer sizes and traffic injection rates.

In [6], another simulation-based approach is used to compare six common topologies,
Fat Tree (FT), Mesh, Butterfly Fat Tree (BFT), Octagon, Torus and Folded-Torus in
terms of several performance metrics such as message latency and throughput. Pareto
traffic is adopted to simulate the application using the wormhole switching technique.
Pareto traffic is identical to the Exponential ON/OFF distribution except that the ON and
OFF periods are taken from a Pareto distribution in which the aggregate traffic exhibits
characteristics found in streaming applications, such as high degrees of self-similarity and
long range dependency [28, 29].

Other investigations using the Mesh NoC have been conducted in [30] to verify the
suitability of this structure for NoC, based on tradeoffs of network parameters. Metrics
such as latency and packet loss probability were presented as a function of the
communication load and the buffer size, using the NS-2 simulator. In [31], the authors
compared the Ring, Irregular Mesh and Spidergon topologies using a discrete-driven

simulator (OMNET++) based on the wormhole switching technique. Their analysis has
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shown that the NoC based on Spidergon outperforms others in average latency and
throughput. The type of traffic has not been mentioned despite its prime importance in
NoC. In [32], an Application Specific NoC (ASNoC) design methodology was proposed,
that is, using a customized topology to fit the requirements of specific applications. In
that work, the OPNET simulator is used to compare the proposed structure with a Mesh
topology, using a HDTV decoder SoC as an application example; the results show that a
fully customized NoC outperforms the Mesh NoC. However, this approach has clear

drawbacks such as low reusability and unpredictable physical parameters.

2.3 Energy and Area Studies

NoCs are typically part of an embedded system that requires deployment in the field
and where energy is very valuable. On-chip interconnects are a dominant source of
energy consumption and area requirement in current SoC designs [33, 34]. Prior work
includes comparison of on-chip interconnect in terms of energy and area requirements.
For example, in [6], a simulation methodology was proposed to compare the performance
characteristics of a variety of on-chip interconnect architectures. Energy consumption
and area requirements models have been adopted because of the prime importance of
these metrics in SoC evaluation and design. Pareto generators were used to model traffic
generated by sources. The reported results show that on-chip interconnect architectures
with a higher degree of connectivity like 2D Mesh and Octagon have greater average
energy dissipation at the saturation point than the other architectures, but they provide
higher throughput and lower latency on the average. A circuit level design and synthesis
method to compare the silicon area requirements for those on-chip interconnect

architectures are also proposed and the results obtained based on their layout showed that
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FT and Octagon architectures have a considerably higher silicon area overhead due to
their higher degree of connectivity.

Design methodologies and tools to assist designers in developing high performance
and energy efficient NoC architectures were proposed in [35]. The objective was to
optimize certain metrics such as minimizing power and increasing the performance by
customizing the given NoC platform for a specific application using an energy-aware
scheduling algorithm. An energy model was also proposed and validated by simulation
on a regular 2D Mesh. In [36], an energy model was proposed to estimate the energy
consumption of on-chip architectures. This model is based on packet and circuit
switching techniques to predict the energy consumption per transported bit for the routers.
A regular 2D Mesh is compared with a traditional bus architecture using a model
proposed in [37,38] to estimate the energy consumption of the wires between the PEs.
The reported results show that the energy consumed to transport one bit in the bus-based
architecture is higher than other architectures. In addition, the energy consumption
increases quickly as the number of nodes increases in comparison with other architectures,
so the benefit of using an on-chip interconnect architecture was clearly noticeable for
large SoCs. In addition, the energy consumption when using a packet switching
technique is slightly higher compared to the circuit switching technique. A model to
evaluate the silicon area of the switching components inside the switch box was
presented in [39]. This model is based on the equations given in [40,41] and reported

results show that the buffer memory occupies the greatest part of the switch box.
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2.4 Analytical Models for NoC

On-chip interconnect architectures adopted for SoCs are characterized by different
trade-offs with regard to latency, throughput, communication load, energy consumption,
and silicon area requirements. Several works, such as that presented in [42], have
demonstrated that there is a crucial need for system design tools and methodologies to
analytically evaluate and compare NoC architectures for a given application.

Researchers have pointed out that current design methodologies are unable to provide
the required frameworks and simulation methods. Despite their accuracy, they are very
expensive and time consuming [42]. Techniques and tools are required to extract
application communication requirements to efficiently estimate their performance for
different candidate communication architectures.

Recently, there has been a great deal of interest in the development of analytical
performance models for NoC design. In [34], an analytical model using queuing theory
was introduced to evaluate the traffic behavior in Spidergon NoC. Simulation results to
verify the model for message latency under different traffic rates and variable message
lengths have been reported. In [43], a queuing-theory based model for evaluating the
average latency and energy consumption of on-chip interconnects was proposed. The
results from the analytical model were validated with those obtained from a cycle-
accurate simulator.

In [44], a generalized router model, using a probabilistic approach, was proposed for
NoC performance analysis and application mapping for an on-chip interconnect. In [45],
a model using a cyclo-static dataflow graph was used for buffer dimensioning in NoC

applications. The results derived from the model were compared with those extracted
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from simulations. It should be noted that most analytical models consider incoming and
outgoing traffic as a probability distribution (e.g., Poisson traffic). This allows designers
to perform a statistical analysis on the whole system in order to evaluate the network
performance metrics such as average buffer occupancy and average buffer delay. These
are, however, steady-state analyses that fail to capture the dynamic characteristics of the
network traffic.

In [11], a performance analysis methodology using Network Calculus was presented
and used to analyze and evaluate the performance of 2D Mesh topology for on-chip
interconnect.  Simulations were performed and results were compared with those
produced from Network Calculus based model to emphasize its usefulness for evaluating

on-chip interconnects.
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Chapter 3 - Exploring NoCs: Methodology and Performance Evaluations

In general, NoC is inspired by the interconnection networks in high performance
parallel computers and computer network design and operation. While parallel computer
architectures generally have a low degree of heterogeneity and are designed for general
purpose applications, NoC connects heterogeneous processing elements (e.g., CPU, DSP,
memory, etc) in a SoC that is usually tailored for a specific application. Additionally,
meeting energy constraints is of prime importance in NoC since applications run on
battery operated devices.

The major difference between NoC and a computer network is that NoCs have
defined topologies (e.g., Mesh, Ring, Fat-tree, etc), require energy-aware switching
techniques, and they should occupy a small area on the chip. Since the on-chip
interconnect topology is the key to determining the main performance metrics of the NoC,
basic performance, energy and area models are adapted and used to compare and report
experimental results for five common NoC topologies: 2D Mesh, Ring, Spidergon, FT
and BFT.

Performance metrics are explored for considered topologies. A simulation
environment is developed [25] based on NS-2 simulator, and extended to build different
topologies and incorporate new parameters. NS-2 simulator is an object-oriented and
discrete-event driven network simulator developed at UC Berkeley and written in C++
and OTCL [37]. The objective of using NS-2 is to rapidly explore the design space by

observing the performance of on-chip networks while using its facilities to vary the
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network topology, transmission protocols, routing algorithms, and traffic generation (e.g.,

Exponential, Pareto, etc).

3.1 Structures and Topological models

In this section, parameters related to the on-chip interconnect and the traffic models
used in NoC analysis are presented. Resources can be modeled as either sources or sinks,
where packets are produced by source PEs and consumed by sink PEs.

Additionally, there are links that interconnect these resources. As shown in Figure 3-

1, there are two types of links, router-to-PE and router-to-router. Two types of
parameters are considered to model each link: link delay (d,) and maximum bandwidth
or the maximum transmission speed permitted for each link (Bw_ ). The expected

bandwidth for the NoC communication link is in the order of Gigabits/s [49]. However,
due to limitations in the resolution of the NS-2 simulator, as well motivated by power
limitations in embedded systems, we choose relatively slower parameters for the NoC -
200 Mbps for the interconnection link bandwidth, and 0.1 ms for the constant link delay.
We demonstrate that the use of these slower parameters, when we present the results in
Section 3.5, does not result in any loss of generality and applicability to higher bandwidth
and lower latency networks as the trend remains the same.

We also consider that the buffer size inside each PE is unlimited since it has enough
space and speed to handle and process the arriving data, thereby preventing packets or

flits” from dropping.

"Wormhole is a routing technique in which packets are divided into flits (short for “flow control digit”) in
order to pipeline their transmission across multiple nodes. They usually have a smaller size; more
information can be found in [34]
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Figure 3-1: Chip layout for: (a) Mesh, (b) Ring, (c) Spidergon, (d) Butterfly Fat Tree (BFT), and (e)

Fat Tree (FT) [6]

In the routers, each port has a buffer for temporary storage of received flits. When a

flit arrives at a router, it must go into the buffer. The buffer type is similar to a Drop-tail

queue with a FIFO queue management mechanism.

In this type of queue, when the

buffer capacity of the queue is exceeded, the next flit to arrive will be dropped. Table 3-1

summarizes the parameters used for the on-chip interconnects.

Table 3-1: On-chip interconnects parameters

On-Chip Interconnects (OCI) 2D Mesh, Spidergon, FT, BFT, Ring,
Number of PEs 16
Number of routers Depends on the topology
Number of links Depends on the topology
Link delay (d,) 0.1ms
Maximal link capacity (Bw,, ). 200Mbps
Buffer size inside PEs Unlimited
Buffer size inside routers 2,4,8,16, 32 flits
Type of the buffer size Drop-tail queue

A wormhole switching technique should be used to minimize the dropping of flits,

reduce the buffer size requirements, and to also achieve a low latency. A way to use
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wormhole technique instead of the store-and-forward technique in the NS-2 simulator is
described in [10]. The authors in [10] have justified the use of NS-2 by comparing a
cycle accurate simulation developed using System-C with the NS-2 simulator, and proved
that they have the same behavior (i.e., results obtained are in the same order of
magnitude). To direct flits between routers, a deterministic routing method, in which all
routes are predetermined based on shortest path, is used. Unlike dynamic routing
protocols that require the implementation of a complex logic at the switch level,
deterministic routing protocols are usually used because they can be implemented using

simple logic [34].

3.2 The Performance Model

The main performance metrics that are used in the simulation study are
communication load, throughput, flit loss probability and latency. The expressions that

are used to calculate these metrics are as follows [25,50]:

Communication load
The communication load is the fraction of the total network capacity that is busy

during the execution of the application. In other words, the communication load L is

N ..
[ = _ flis—actual (1)

N flits— peak
where Npis-gemar 18 the actual number of flits that have arrived over all links during the
application execution and Njypear 1S the maximum number of flits that can possibly be

transmitted over all links during the same duration. The value of Ny pear is calculated

based on the total time taken for executing the application, 7}, (seconds), the maximum
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bandwidth of each link Bw,, (bits/second), the size of each flit S, (bits/flit), and the

number of bi-directional links »,, as follows:

T
N e =| 55 N |
Aits— peak {Sﬂit /meax) l )

Clearly, the value of L is between 0 and 1.
Throughput

The aggregate throughput for an application is a measure of the total number of bits
that have arrived per second at all the PEs in the network. If 7; denotes the throughput

for a single PE (PEi), the aggregate throughput 7 (bits/second) can be calculated as:
T=>T 3)

where N, is the number of resources or PEs in the network.

Flit Loss Probability

Flit loss probability p, . is the probability of flits getting dropped, i.e., flits not

forwarded due to a lack of buffer space in the routers. The simulator counts the number
of transmitted packets and reports the number of packets that are dropped. The metric is

defined as follows:

N
_ Slits—dropped
Ploss = N (4)

flits—sent
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where Nyiss-aropped  tepresents the number of flits dropped during the entire execution of
the application and Nyjs-sens 15 the number of flits sent from all source PEs during the
same duration.
Latency

Latency is defined as the time that elapses between injection of a flit into the
network at the source PE and its arrival at the destination PE. It includes buffering,
queuing, retransmission and propagation delays. Figure 3-2 shows the components that

contribute to the total latency of the flit when it traverses the network.
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Figure 3-2: Times contribute to the total latency between source and destination
The time between two neighboring nodes is L, =7, +/; +¢q, where j=i+1. The

S .
injection delay can be calculated as follows: 7, = ﬁ The total delay for one flit
w

max
n S n
f de to destination node is L, = Y L, or L, =n(—"—+()+Y g, ,wh
rom source node to destination node 1S L, = i OF Ly —I’l(B ) q; , where
i=1 max i=1

n 1s the number of nodes that the flit traverses.

3.3 The Application Model

3.3.1 Synthetic generator workload

In this study, two types of application representations are used. These are standard
traffic models, commonly used in the literature to mimic certain application domains such
as streaming applications, and real application representations based on an application

selected and instrumented using real hardware.
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For evaluating the performance using a system-level simulation methodology, we
consider that the application is represented as communicating parallel processes. Each
process is linked with a traffic generator that injects flits according to a given traffic
pattern. In the proposed evaluation, two cases are considered to generate traffics in the
system. In the first method, we assume that PEs continually send data at a constant rate to
the on-chip interconnect. In this method, the CBR (Constant Bit Rate) model is used to
inject flits at a deterministic rate. The second case employs probabilistic functions to
model the application traffic behavior. Examples of applications exhibiting this pattern

are audio and video streams [51].

3.3.2 Real application workload

There is a need to model certain applications and study their characteristics so that the
NoC architecture can be adapted for specific applications. To do so, a methodology to
characterize traffic for SoC applications is proposed. The methodology flow is depicted in
Figure 3-3. The methodology uses benchmark applications running on a multiple node
parallel machine (e.g. a cluster) and extracts the communication traffic as traces. Two real
applications, FFT and MG, have been selected from the NAS benchmark set, as

representative examples in this study.
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Figure 3-3: Methodology for simulating real application workload (left) compared with synthetic
workload generator (right)

They represent two distinct types of application related to the communication traffic
they generate. FFT is considered a communication intensive application with little
computation, while MG is considered computation intensive with less communication
traffic. It is possible to characterize the application traffic using exponential function as

shown in [52].
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Figure 3-4 : Visualization of communication traffic (a) FFT and (b) MG applications
An instrumentation tool MPICL [53] is used to instrument the communication events
in these applications. Figure 3-4 depicts the shape of the communication events for both
FFT and MG applications. The X axis represents the time intervals in which the
communication events occur while the Y axis represents the amount of traffic generated.
The traces are collected and analyzed and statistical characteristics are extracted and
made usable for the simulator. In addition, common workload specifications found in

literature [52] are also used and their parameters are fed into NS-2.

3.4 Simulation Methodology

A deterministic routing protocol is used to direct packets between routers. Unlike
dynamic routing protocols that require the implementation of complex logic at the router

level, deterministic routing protocols are usually used because they require simple logic
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for implementation [32]. A wormhole switching technique is also used to overcome the
packets’ drop problem, reduce the size of the buffer, and achieve a low latency.

A traffic generator that imitates applications is attached to each IP node. Three kinds
of source traffic models are considered: CBR, Exponential, and Pareto traffic sources.
The CBR model generates traffic at a deterministic rate. Exponential and Pareto models
[51] are used as traffic generators to generate flit bursts. The exponential model is an
ON/OFF model with exponentially distributed ON and OFF times. During each ON
period, an exponentially distributed random number of packets are generated at a fixed
injection rate, with an average OFF time of Ims and an average ON time of 0.ls as
suggested in [25]. In the Pareto model, five parameters are considered: the burst time, the
idle time, the traffic rate, the size of the flits, and the shape. The burst time is the average
ON time for the generator. The idle time is the average OFF time for the generator. The
traffic rate is the injection rate during a period of ON time. During each ON period of the
Pareto flow, flits are generated at a fixed rate, an average burst time of 0.1s and an average
idle time of 1ms. The shape parameter of the Pareto distributed OFF and ON times is 1.5.

The values considered for the injection rate are 100, 130, 160, and 190 Mbps.
100Mbps represents light injection rate and 190Mbps is the heavy injection rate
approaching the maximum permitted injection arte of 200Mbps. In the reported results,
the flit size is 8 bytes generated according to the traffic generator used. Table 3-2
summarizes the parameters related to traffic generators.

Note that the values of the burst time and the injection rate affect the communication

load, i.e., if these values are high, then more flits are generated into network in unit time.
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The value of the traffic rate should be lower than the maximum bandwidth; otherwise, a

large number of flits will be dropped.

Table 3-2 : Traffic parameters for CBR, Exponential, and Pareto generators

Sources 16
Sinks 16
CBR Traffic pattern Peer-to-peer
Flit size 8 byes
Injection rate 100, 130, 160, 190 Mbps
Sources 16
Sinks 16
Traffic pattern Peer-to-peer
Exponential Flit size 8 byes
Injection rate 100, 130, 160, 190 Mbps
ON time 0.1s
OFF time 1ms
Sources 16
Sinks 16
Traffic pattern Peer-to-peer
Pareto Flit size 8 byes
Injection rate 100, 130, 160, 190 Mbps
ON time 0.1s
OFF time 1ms

At the beginning of the simulation instance, each source starts to generate flits
according to the Pareto ON/OFF distribution. In this simulation, all module nodes are
traffic sources that transmit packets. However, sinks (destination) are selected according
to the communication locality principle described in [25]. This principle states that 75%
of the traffic takes place between neighboring resources and 25% of the traffic is
uniformly distributed among the rest. More precisely, 0.75 represents the probability of
one resource being one hop away from resource selected as a sink, and 0.25 represents the
probability of one resource being more than one hop away from the resource selected as a
sink. In this simulation, all nodes are selected to be sources and sinks in order to simulate

a high traffic network load.
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3.5 Experimental results

As described earlier, the two primary components of a NoC are the IP nodes and
Routers. For our studies, the IP node is considered to have unlimited buffer capacity,
whereas the buffer size of routers is finite. The buffer modeled in each router is a FIFO
using a Drop-tail queue management mechanism, i.e., all the arriving flits are dropped
whenever the FIFO is full. Furthermore, there are two types of links, router-to-IP and
router-to-router. Two parameters are used for modeling both types of links: link delay

(d,=0.1ms) and maximal bandwidth (Bw__=200Mbps). In all simulations carried out on

the NS-2 simulator for the NoC comparison study, the transmission protocol UDP is
adopted to transport packets from IP sources to IP destinations. This protocol is adopted
because of low overhead compared to other protocols that guarantee the transmission.
Static routing is used for all networks implemented using routing tables obtained from
Dijkstra’s all-pairs shortest path first (SPF) algorithm. The routing tables are incorporated
in all the routers. To model the network traffic, each IP node is attached to a traffic
generator that is randomly activated to act as a source.

The following scenarios are considered for the comparative simulations of different
topologies, such as: (a) variation of latency with the buffer size, (b) loss probability for
different buffer sizes, (c) variation of the loss probability with communication load and (d)
throughput versus loss probability. The results are first shown for the Spidergon network
as an illustrative example. Subsequently, a comparative study is presented for different
networks such as Spidergon, Mesh, Ring, Fat Tree (FT) and Butterfly Fat Tree (BFT).
Finally, the best results are taken and compared against the WK-recursive network.

The variation of packet transmission latency with the buffer size in each router is
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shown in Figure 3-5, for the Spidergon network. The figure shows an increase in latency
as the buffer size increases under heavy traffic conditions corresponding to an injection
rate 190Mbps at each source. The observed trend is due to the increase in waiting time in

each queue.
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The loss probability for packets or flits, for different buffer sizes, is shown in Figure 3-
6 for the Spidergon network. As expected, fewer packets are lost when the buffer size is
increased in each router. The probability of a packet loss is high when the buffer size is
relatively small (i.e. 2 packets). There is, however, a diminishing return for an increase

in the buffer size beyond a certain point, here seen at a size of 4 packets.

If the buffer size is fixed, the number of packets dropped depends on the rate at which
traffic is generated by the sources. Figure 3-7 shows that the likelihood of packet drop
increases as the communication load increases when the buffer size is fixed (i.e. 16
packets). This is due to the fact that as the load increases, the network becomes more
congested with heavy traffic. Thus, the queues tend to remain full for longer durations of
time, leading to more packets being dropped.

The other topologies exhibit results similar to Spidergon and are not presented here for
the sake of brevity. A comparison of the performance of different topologies is presented

next.
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Figure 3-8 shows a comparison of the maximum latency for different NoC topologies.
Since the network diameter plays a significant role in the average latency experienced by
packets, the ring network exhibits the highest latency values as expected.

As described earlier in Section 3.1, the bandwidth and latency parameters were chosen
for a relatively slower NoC. We also conducted the same set of experiments with
bandwidth= 4Gbps and link delay = 1ps. Due to the increase in link bandwidth, we
scaled up the injection rate from 190Mbps, to 3800 Mbps. The choice of link bandwidth
was in fact limited by the largest possible injection rate we could simulate - using an
injection rate larger than 3800 Mbps resulted in a floating point exception in the NS-2
simulator.

The results obtained using the faster set of parameters is given in Figure 3.8 (b). We
observe the same general trend of the results as observed with the original set of
parameters in Figure 3.8(a). However, with the faster parameters, there is a loss in
accuracy in the latency results. This is attributed to the fact that the recorded time events

in the output trace file of the simulator have a resolution limited to microseconds. In
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other words, the minimum time duration that can be measured is 1 ps, and all time
durations are integer multiples of 1 us. When we use very high bandwidths such as 3800
Mbps, the injection delayr, (see Section 3.2) is in the nanoseconds scale, which cannot
be recorded in the simulator output file. Hence the simulation results are less accurate

when we use faster values of the network link parameters. We therefore use the slower

set of parameters given in Section 3.1.
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Figure 3-9(a) shows the variation of communication load under different traffic rates.
It is observed that the FT topology outperforms the rest of the topologies for this metric.
However, FT is not suitable as a NoC due to its large number of links.

Figure 3-9(b) shows the variation of throughput under different injection rates. Mesh
outperforms the rest of the topologies because it has the lowest sensitivity for packet
drops (sensitivity means that the slope of the curve is high for one topology compared to
the other). Figure 3-9(c) depicts the variation of packet drop probability under different
traffic rates. As the injection rate increases, the likelihood of packet drop increases for all
topologies; however, the Mesh and Spidergon have the least tendency, while the ring is
the worst. Note that FT and BFT produce similar results in latency, loss probability and
throughput but FT outperforms BFT in communication load because of the additional

redundant router nodes that increase the number of available links.
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Chapter 4 Exploring NoC Architectures: Energy and Area Considerations

After exploring the performance metrics for common NoC architectures, other metrics
such as energy and area requirements need to be investigated because of their prime
importance in NoC. In regular computer networks, the energy consumed by routers is not
a major concern due to the size of the network and wires, while the area requirements are
not considered since the space covered by the network is usually very large compared to
the size of the main network components.

Table 4-1 compares NoC architectures to

regular computer networks and parallel machines.

Table 4-1 : Comparison of NoC with other network types

Network on Chip (NoC) Parallel Computing General computer
Network
Higher degree of heterogeneity Lower degree of Heterogeneous
heterogeneity
Tailored toward Application General purpose General purpose
Applications Applications

Important energy constraints
( energy aware routing and
switching techniques are needed)

Energy is not a major
concern

Energy is not a major
concern

Defined topology ( Fixed by design) | Defined Topology Undefined Topology
(extendable)
Sophisticated routing elements ( Routing is generally | Routers and switches
routers) handled by the
processor

In this chapter, we will extend the evaluation of NoC architectures by introducing
energy and area models. An additional topology called WK-recursive will be introduced
and adapted for NoC and then compared with the best two topologies obtained from the
performance comparison results, namely, Mesh and Spidergon. The energy and area
models will be used for extending the evaluation of NoC architectures. Scalability for

selected NoCs will also be studied because of the importance of this property in the NoC

evaluation process.
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4.1 The Energy Model

To calculate and evaluate the energy consumption of NoC architectures, we adapted
the model proposed in [35,36], which estimates the energy consumption for the traversal
of each bit. The total energy required to send one flit through the network can be
decomposed into the energy consumed per traversal from an input port of a router to an
output port, and energy consumed per wire distance traversed. Formally, the flit energy

(E, ;) metric is defined as the energy consumed when one flit is sent from its source, PE,

to its destination, PE;. It is calculated as follows:

E , =hE +(h-1)E, (5)
where £ is the number of links the flit crosses to travel from PE; to PE;, E, is the
average energy consumed during transportation of the flit between two neighboring
nodes, and E,is the average energy consumed during buffering and routing operations
inside a router. The values of E, and £, are constants for a given on-chip interconnect

and depend mainly on the router or switch architecture and the link characteristic such as
the width, the length, etc. In this evaluation, we use the values already estimated in [36]

in which the amount of energy required for a single bit to pass the switch or router is Eg =

0.9776 plJ/bit. The amount of energy required for a single bit to cross a link is Ep =
(0.39+0.12x ¢, ) pl/bit, based on the model proposed in [6] using 0.13pm CMOS
technology library. Here, 7, is the length of the link in mm. Based on equation (5), the

total energy consumed by all flits can therefore be calculated as follows:

Ni b flits

E= S, (h(K)E, +(h(k)=1)Ey) (6)
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where A(k)is the number of links traversed by the A" flit, Nb,, is the total number of

flits generated, and S, is the size of each flit. Expanding equation (6) using expressions

for E; and Ep, the average values for the link length (/) ), and number of hops (4, ), the
expression for total energy consumed is:

E = Nb Tits S s (A, (0.39 +0.12 x £37)+ 0.9776 (h, —1)] (7

The value of /7 is computed based on the chip layout depicted in Figure 3-1. In all

topologies, we consider that the link between each PE (resource) and its corresponding
router is of length 7}, , equal to Imm. There are 16 links of length ¢},. The length of

links between neighboring routers is calculated based on the on-chip layout. All links

(horizontal or vertical) between neighboring switches, at /, 2,.., i,..., n hops, when placed
on the 2-D regular substrate are also considered to be of length ¢3} , /32 ,....05, ..., (3
respectively, where ¢}, =2ximm.

We can see that the energy consumption depends mainly on three parameters:
application traffic (number of generated flits, Nb ,, ), the number of hops or links #,, that
the flits traverse, and the average link length ¢} . The values of Nby;, and h,, will vary

depending on the application. Three different applications were used in order to study

the variation of these parameters as well as the total energy.

4.2 The Area Model

For the NoC architectures depicted in Figure 3-1, we use some high level
abstractions based on the literature in order to obtain estimates for the required silicon

area. There are three components that contribute towards the total area: switches/routers,
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links and PEs. The switches, in turn, are composed of two main components: the buffers
used for temporarily holding the flits and the logic which implements the routing
algorithm. The links exist between routers or between a router and a PE; the area
required for a link depends on its length [31]. For the PE resources, the area can vary

based on the size of the PE components, such as DSP, FPGA and Memory. If we denote

the area requirements for the switch 7, resource j and link & by 4, (i), 4, (/) and 4, (k)

respectively, the total area may be computed as:
N N, N,
A= A D)+ A, () + D A, (k) (3)
i=1 Jj=1 k=1

where N,is the number of routers, N, is the number of resources (PEs), and ¥, is the

number of bidirectional links. Due to unequal values of PE areas, link lengths and the
areas of switches, we use average values for each of them in order to obtain an estimate

for the total SoC area. Therefore:
A=NyAg +N 4, + N, 4, 9)
where A4, is the average router area, 4, is the average resource or PE area, and 4, is the

average link area. The value of switch area 4, is given by the sum of the buffer area B,y
and the remainder switch silicon area R; required for the routing table and the logic that
implements the routing algorithm. That is, 4, = B,, + R,. The buffer area B,y is, in

turn, estimated as:

B, =a.d,S B, (10)

tot
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where B_ is the buffer size in flits, g, is the area required for one byte, § s is the size of

each flit in bytes, and d, is the average degree of the on-chip interconnect topology

(which also represents the average number of buffers inside the switch/router).

The link area A4, is given by the product of the link area per unit length, a , and the

link length, ¢¢". In other words, 4; = a,, (?'. Substituting for 4z and 4; in (9), the total

area is:

4 ~N,(R,+ad,S,; B)+ N, A4, +a,N /LT (11)

flit

4.3 WK-Recursive Network Overview

The WK-recursive network has received considerable attention in the parallel
computing community due to its many favorable properties, such as scalability, and ease
of extendibility [10].

One of the interesting properties of this structure that suits NoC is its ease of
expandability; the WK-recursive network can be constructed hierarchically by grouping
basic modules. More precisely, a WK-Recursive network with amplitude W and level L,
denoted by WK(W,L), can be recursively constructed [10]. A WK(W,0) is a vertex or
node with W free edges. A WK(W,1) is a W-vertex complete graph that is denoted by a
Kw, with the degree K equal to W. Each vertex has one free edge and W-1 edges that are
used for connecting to the other vertices. A WK(W,H) consists of W copies of
WK(W,H-1) as supervertices and the W supervertices are connected as a Ky, where
2 < H < L. By induction, WK(W,L) has W" vertices and W free edges. Consequently,

for any specified amplitude W, WK-Recursive networks can be expanded to an arbitrary
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level L without any changes to the router design. The structures of WK(4,0), a WK(4,1),

and WK(4,2) are depicted in Figure 4-1, and the structures of WK(5,0), a WK(5,1) and
WK(5,2) are depicted in Figure 4-2.

@ (b)

(©)
Figure 4-1: The structures of (a) WK (4, 0), (b) WK (4, 1), and (¢) WK(4, 2)

More details about the WK-recursive network features and topological properties
can be found in [54].
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Figure 4-2: WK-Recursive Topology for K=5 for (a) level 1, (b) level 2 and (c) level 3

For the structure shown in Figure 4-1 (c), W=4 (amplitude), K = 4 (degree), and L =
2 (level), and in Figure 4-2 (c), W=5, K=5, and L=2. The fundamental property of WK is

the fact that =K always and the network is characterized by the degree for each

supervertex, the number of levels L, and is represented as WK (K, L). The diameter of
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the network is independent of the amplitude # and degree K, and has a value D =2 " — 1.
The network structure scales well since the degree remains the same for L=2,3,4,5 ...
The number of levels and number of nodes are related by: L = logkN = logwN.

Other attractive properties of WK-Recursive networks include high network
connectivity [55] and Self-routing property (routes based on nodes labeling scheme) [56].

Due to the above properties of the WK-recursive network, especially the ease of
extendibility that suits NoC systems, we study and investigate this structure within the
NoC domain. Section 4.4 provides details of this study and includes performance
comparisons with a 2D Mesh of the same size, as well as other topologies.

Since the degree is the same irrespective of the number of levels, a fixed router
design, such as the one shown in Figure 4-3, can be used for WK(4,L) networks. Note
that the routers used in the interior of the network would use all the 5 links associated
with the router, whereas the routers at the corners will use only 4 links. For all cases, the

value of d, used in Equation (10) is d, = 5, for WK(4,L) networks.
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Figure 4-3: Router structure in WK(4,2)-recursive on-chip interconnect
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4.4 WK-Recursive Network Evaluation

In this section, WK-recursive on-chip interconnect, WK(4,2), is compared with
Spidergon and Mesh networks. Different simulation scenarios for each topology are
studied based on the simulation parameters specified earlier. Different values of injection
rates are considered for evaluating NoC performance metrics. The values considered are

70, 100, 130, 160, and 190Mbps. The buffer’s size is fixed to 32 flits.

4.4.1 Performance evaluation

Figure 4-4 compares the maximum latency for the three topologies for the following
two cases: (a) heavy traffic (190Mbps injection rate) and (b) light traffic (70Mbps
injection rate). It is seen that the WK-recursive topology offers a significantly better

performance, compared to the other two networks.
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Figure 4-4: Maximum latency for topologies using: (a) heavy traffic, (b) light traffic
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Figure 4-5 illustrates the variation of loss probability under different injection rates. As
the injection rate increases the likelihood of dropped flits increases for all topologies; the
WK-recursive topology has a low sensitivity when the injection rate is less that 160Mbps.

The Mesh is less sensitive than WK, while the FT has the highest sensitivity.
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Figure 4-6 shows the variation of aggregated throughput under different injection rates.
Independent of the injection rate, the throughput values are relatively similar for the three
topologies.

The results depicted in Figure 4-7 show the variation of communication load under

different traffic rates. Again, the WK-recursive topology exhibits very good results.
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Figure 4-7: Variation of communication load vs. injection rate
Results similar to those presented here were obtained using different buffer sizes; the
measured values of the performance metrics are in the same order of magnitude.

In conclusion, the WK-recursive topology compared favorably against Mesh and
Spidergon topologies, because of its regular structure as well as low diameter, leading to
lower latency and lower communication load. However, under heavy traffic conditions, a
slight increase in the dropping of flits is observed. Other important metrics, such as

energy consumption and area requirements, are evaluated in the following subsections.
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4.4.2 The energy evaluation

Different on-chip architectures are simulated and the energy consumption is estimated.
Similar to the studies described in the previous subsection, different values of the
injection rates are considered, varying from light traffic to heavy traffic conditions (100,
130, 160, and 190Mbps). The values of the buffer sizes used in the simulations are 2, 4,

8, 16, and 32 flits. The size of each flit is considered constant in this simulation (8 bytes).
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Figure 4-8: Chip layout of NoC Topologies with 16 nodes: (a) WK (4,2), (b) 2D Mesh

To evaluate the average energy consumption, the average link length ¢ for each of

the NoCs has to be calculated based on their approximated two-dimensional chip layout
as depicted in Figure 3-1. For the WK-recursive network, the two-dimensional
placement shown in Figure 4-8 (a) is used. For convenience and for comparison, the
Mesh topology from Figure 3-1 is repeated in Figure 4-8 (b). The Mesh has 16 links of
length ¢4, and 24 links of length ¢}, , so the average length is 1.6 mm (for the definition of
the symbols, please see Section 4.1). The WK-recursive network has 16 links of length

¢, 20 links of length ¢3, and 10 links of length ¢37, so the average link length is 2.087

mmi.
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Based on the energy model (see equation (7)), the energy consumption depends on a

variety of factors. However, the size of the flits (S Tits ) and the average link length (/%)

are constants. Therefore, the energy consumption depends mainly on the application
traffic (number of generated flits) and the number of hops or links traversed by the flits,

both of which can be easily ascertained from the output generated by NS-2.
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Figure 4-9: Comparison of the average energy consumption using CBR traffic for NoCs with 16
nodes

The effect of the number of flits, or equivalently, the injection rate, is first studied.
Figure 4-9 compares the energy consumption of the different on-chip architectures as a
function of the injection rate, when the constant bit rate (CBR) traffic model is used (the
buffer size is fixed here to 16 flits). Results using other traffic models have also been
obtained, but not shown here for the sake of brevity. The figure shows that the WK-

recursive topology has the highest energy consumption compared to the other
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architectures. In addition, the average energy consumption increases when the injection
rate increases, as expected.

To explain the reasons behind the higher energy consumption for the WK-recursive
topology, the number of hops for the networks needs to be compared. Figure 4-10 shows
the comparison for different injection rates. It is seen that the WK-recursive topology has
the highest number of hops. The larger number of hops is due to the topological
characteristics of the WK-recursive architecture (such as a larger number of paths that are

diameters).
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Figure 4-10: Comparison of the average number of hops using CBR

From Figure 4-10, it is observed that the average number of hops decreases with an
increase in the injection rate. The reduction is due to the fact that a larger number of flits
are dropped at higher injection rates, thereby reducing the number of flits that traverse the
entire distance from source to destination. It may also be noted that the reduction is less

for the WK-recursive architecture, since the sensitivity of the loss probability is less for



this architecture (as described earlier). This in turn leads to higher energy consumption
for the WK-recursive architecture at higher injection rates. It is important to note here
that although the average number of hops decreases with the injection rate, the energy
consumption increases, since energy also depends on the number of flits generated.
Nevertheless, the higher number of hops for the WK-recursive architecture highlights the

need for direct links between heavily communicating nodes for this architecture.
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Figure 4-11: Comparison of the average energy consumption using CBR under 5SMb/s (flit drop=0)

All the earlier plots compare the performance of various networks at highly
overloaded cases, effectively showing us which of them saturates faster and deteriorates
in performance as the injection rate is increased. All the performance results show that
WK is better than both Spidergon and 2D Mesh.

For energy, it is not a fair comparison at these injection rates, because a large
percentage of flits is dropped and not counted for, and the network is in not
“normal/functional operation”. To ensure that all flits are counted, we increase the

injection rate starting from a very low value, until any further increase results in the
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dropping of flits. An injection rate of around 5 Mb/s was eventually used. Figure 4-11
shows the energy results based on this injection rate, with no flits being dropped. It

shows that WK consumes less energy compared to Mesh and Spidergon.

4.4.3 The area evaluation

The switches or routers are the key components of a NoC due to the buffering and
routing tasks; the different architectures will therefore be compared by varying the
buffers and flits sizes. Since a deterministic routing algorithm is used and the number of
PEs and routers is fixed, the area required to store the routing table and other related

components of the area are considered constant, R, =1mm’ in this evaluation.
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Figure 4-12: Average area comparison of Mesh, Spidergon, FT and WK by varying the buffer size:
(a) flits size equal 8 bytes, and (b) flits size equal 16 bytes

Figure 4-12 summarizes the area comparison of WK-recursive with different on-chip

interconnect architectures by varying the buffers size, using a, =0.005mm’ ,

a,=0.02mm*, A =2mm’, R =1mm’®; the symbols have meanings as described in

Section 3.5.
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We consider that the chip size is of 20mmx20mm. The value of (7 for each

architecture is calculated as described in section 4.4.2 based on the layout of the
architectures. WK-recursive network uses more wires to achieve high throughput and
low latency. As expected, when the buffer size is equal to 32 flits, it requires more area;
for example, it needs 40% more than the most area efficient implementation of BFT.
However, the loss probability in WK and 2D Mesh architectures is approximately 4%
compared to 25% in BFT. With the buffer size equal to 2 flits in WK, we can obtain high
throughput as compared with the other architectures that use a buffer size equal to 32 flits.
So, the WK occupies less silicon area when the performance metrics are considered. We
can see from Figure 4-12 that the buffer size significantly affects the router/switch area.
Therefore, the buffer size should be carefully selected, because an unnecessarily large
size increases the silicon area and a small buffer size affects the performance. The choice
of buffer size depends both on the application as well as on the underlying on-chip

interconnect.

4.5 Scalability Study

All previous simulation experiments were conducted on fixed NoC topologies where
the number of nodes is always equals to 16 PEs. As we mentioned earlier, NoC paradigm
was introduced to address the scalability problem faced in SoCs when a non-scalable bus-
based system is used. It is therefore clear that in the evaluation and the NoC exploration
process, the scalability should be addressed as one of the main factors.

To determine if the NoC is scalable we will evaluate the effect that increasing the size

of network has on the main performance and energy metrics. The main structural and
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topological characteristics of NoC are first analyzed, and then simulation study will be
conducted to evaluate this effect. The three main topologies will then be compared based
on energy and performance metrics.

As part of the initial analysis, we first consider the diameter of the network, which is
one of the main topological parameters which clearly affects the performance and energy
consumption. Observing the diameter when increasing the number of nodes gives a
general insight about the performance of the topology and whether the network is
scalable enough to suite NoC systems.

Figure 4-13 compares the diameter of WK-recursive network and 2D Mesh. It shows
that WK-recursive is more scalable than Mesh, which we can expect to see in the

performance and energy results from simulation.
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Figure 4-13: Comparing diameters of 2D Mesh D, , and WK-recursive network D, for varying
# Nodes. Clearly, WK-recursive scales better than 2D Mesh

In the second phase, experimental study based on simulation is conducted. It uses
similar experimental environment with only difference in some parameters such as buffer

size to accommodate the growing size of the network and prevents network from getting

58



overloaded or congested. NoC structure are built with size growing: 16 , 64 and 256,
and the main performance metrics are reported. Figure 4-14 shows a comparison
between the three NoCs when using CBR traffics as the application and observing the
effect of increasing the size of the network on average latency. While the WK-recursive
scales slightly better than 2D Mesh for reasons discussed earlier, the general conclusion

is that WK-recursive and 2D Mesh scale relatively well compared to Spidergon.
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Figure 4-14: Comparison of average Latency of three NoCs for varying # nodes N
Figure 4-15 shows comparison between the three architectures when energy is
observed. We can easily notice the same pattern compared to average latency, however,

Spidergon clearly doesn’t scale well when energy is observed.
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Figure 4-15: Comparison of energy consumption of three NoCs for varying #nodes N
When increasing the number of nodes from 16 to 256, the average latency almost
went up three to four times in three NoCs, but the energy went up three times in WK-

recursive and 2D Mesh and six times in Spidergon.
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Figure 4-16: Comparison of performance per Watt of three NoCs for varying # nodes N
Figure 4-16 shows the performance per watt relative metric when to evaluate the

scalability for the three NoC architectures. Again, the chart shows the same pattern, but
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is more useful to show how this metric deteriorate for the Spidergon, thereby giving a
clear illustration of the general conclusion.

In the scalability study, WK-recursive and 2D Mesh NoC scales well since the
increasing number of nodes from 16 to 256 lead to approximately three times increase in
average latency and energy. However, Spidergon doesn’t scale especially for energy

which is of prime importance in NoCs.
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Chapter 5 Field Adaptable NoCs (FAN)

5.1 Introduction to NoC Customization

NoCs are generally built based on regular networks with fixed topologies. This is
primarily due to the fact that building a fully customized network such as in [32] is time
consuming and only suites a specific application, which is restrictive as it prevents
reusability [57]. In addition, electrical parameters become unpredictable for fully
customized networks.

While NoCs are usually built around regular networks with defined topologies, they
may suffer from high latency because of long routes traversed by packets exchanged
between distant, communicating nodes. In real time applications, where the timing
deadlines are firm, this creates a considerable challenge [28].

To address this issue, NoC systems need to be optimized with respect to the
architectural topology as well as application-specific requirements. Several studies have
investigated the architectural aspect by evaluating different types of topologies and
structural configurations that best fit the unique needs of NoC systems. These studies
have employed the tools and techniques that are usually used in regular computer
networks. Simulations of different architectural configurations are primarily used in the
estimation of various performance metrics, thereby helping in the selection of a suitable
NoC architecture. Based on the studies in the last chapter, one of the promising
structures is the WK-recursive network [8]. It has attractive features such as scalability,

self-routing and low diameter, making it suitable for NoC implementation. Therefore, it
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will be considered in this chapter along with another popular and efficient network, the
2D Mesh.

Despite the advantages of having a regular network, there is a crucial need to
customize the architecture for application specific communication workloads to improve
the performance [28]. Techniques and tools are required to extract application
communication requirements and to efficiently customize the network by physically
inserting additional links. In order to optimize a NoC system to achieve the best
performance for a specific application, the traffic patterns of the application need to be
analyzed. This allows for identification of congestion points and areas of highly
concentrated traffic, leading to solutions that reroute traffic to different locations or areas
on the chip [28]. Another type of adaptation is the use of different routing and switching
techniques based on these traffic patterns.

The alternative is to have an intermediate approach wherein the main system features
are not completely altered. Recent research has attempted to optimize NoC architectures
by adding long-range links to the base network architecture, based on the communication
requirements of the application [57]. Researchers have proposed a methodology that
starts with a regular on-chip interconnect architecture like the 2D Mesh and partially
customizes it by inserting a few application-specific long range links. Although the
application specific link insertion is meant for SoCs with Mesh topology, the technique is
suitable for other architectures as well. However, extending an architecture based on the
application makes the NoC application-specific, which is somewhat restrictive. For the

majority of the cases when the application is chosen at deployment, an adaptable NoC
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structure is desirable. ~ We therefore propose the augmentation of NoCs with

programmable links, allowing in-the-field adaptation.

5.2 Methodology for Customization

A methodology for adapting NoC topologies is presented here, resulting in a Field-
Adaptable NoC (FAN). In order to achieve the required adaptability in the field, a two-
phase approach is adopted. In the first phase a network-centric approach is used, which
is carried out once during the design/implementation of the NoC. The base NoC
structure is extended by adding links in strategically selected locations. The added links
are programmable through their associated simple routing infrastructure, allowing in-field
customization. In the second phase, the customization is carried out and can be based on
the traffic pattern analysis of the application. Application traffic analysis is carried out
offline to characterize different application needs, but the adaptation is carried out in the
field depending on the application selected for execution, thereby improving performance

while maintaining generality for targeting a wide range of applications.

5.2.1 Network-centric infrastructure

In order to demonstrate our FAN approach, we first consider the WK-recursive NoC.
One of the main advantages of the WK-recursive interconnect is the ability for the
structure to be extended without making major changes in the nodes or routers. However,
sometimes there is a need to modify the structure beyond increasing the number of the
processing elements. For example, consider a traffic pattern that heavily uses the route

from 11 to 03, in Figure 5-1. All of the flits/packets in this example will traverse many
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hops before reaching their destinations. If we introduce direct links between heavily
communicating distant nodes, there is a significant potential for a performance
improvement. Indeed, some studies carried out in [57] for regular Mesh networks
indicate the benefits of inserting application-specific long range links.

Even though insertion of long-range links is desirable, a redesign of the NoC for
every application is clearly infeasible. To enable link insertion in the field for
applications that need it, a new methodology is proposed, FAN. When we apply it to
WK-recursive networks, the resulting derivative is termed here as AWKR, or Adaptable
WK-Recursive NoC architecture. It should be noted here that AWKR is just a case study,

and the methodology is applicable for other topologies as well.

Direct links
infrastructure

Regular links

————— Programmed long-range link

Figure 5-1: Illustration of augmentation of WK-recursive topology, to obtain AWKR

The basic idea in the proposed AWKR is to overlay a fixed network on top of the

WK-recursive network, to provide the required direct links among distant nodes. The
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augmented portion is not a circuit-switched network; it is instead a set of fixed/direct
connections. Since application-specific needs will be different, it is desirable to provide
some programmability in the fixed network: the direct links can be activated/de-activated
as desired.

An example of AWKR is shown in Figure 5-1. The basic idea is to provide
additional links in parallel with the existing links, as shown by the solid lines in Figure 5-
1. By adding links in parallel with existing ones, the physical implementation maintains
the original structure, and the regularity and predictability of electrical parameters is
retained. The affected routers need to be modified. However, the modifications to the
routers will not significantly add to the delay in routing decisions; this is due to the fact
that these added links, termed as “direct links”, form a separate, fixed network which is
separate from the original WK-recursive structure. At appropriate routers, packets/flits
can crossover between the fixed network and the regular network.

The programmability in the fixed network arises from the fact that multiple direct
links can be statically programmed to be daisy-chained, in order to provide a long-range
link. Consider the example shown in Figure 5-1. The nodes/routers numbered 00, 03, 07,
12, 13, 15 are part of the adaptable network of the AWKR. Separately considered, it is
possible to create a direct, long-range path between any two pairs of nodes. For example,
a long-range path between 03 and 13 is possible, by a static programming of the router at
node 12. We can therefore say that a “virtual crossbar” exists between these six nodes.
However, it may be noted that due to shared resources, it is impossible to have all pairs of

long-range links active simultaneously.
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To elaborate, consider that the long-range link between nodes 03 and 13 has been
established. Under this condition, it is not possible to establish a direct link between 00
and 13, since it shares the path with the other direct link. If we chose to allow the direct
path 00€->13 in addition to 03<->13, then both of them are no longer direct paths; this
is due to the fact that a routing decision will have to be made at node 12, which
effectively means we have added an additional hop. Note that when there is a long-range
link between 03<—>13, it is still possible to have a long-range link from 15€->07.

Another important fact to consider regarding the proposed infrastructure is that the
long-range links are intended to be established statically, at the beginning of the
application, that is, dynamic adaptation is not envisioned. The reasons for prohibiting
dynamic reconfiguration will become clear in the description of the router design that
follows. But as a consequence, it is necessary to choose the best possible long-range
links from the programmable infrastructure that is available. An intelligent selection of
the long-range links to be programmed can be carried out based on the requirements of

the application, as will be described later in ‘Phase Two’ of the methodology.
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Figure 5-2: Modified router design
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The routers associated with the proposed fixed network will have to be modified. An
example of the original router design, prior to adding links, can be seen in the upper part
of Figure 5-2, for a WK(W,L) network. It is based on the design in [20], and includes a
(W+1)x(W+1) crossbar unit, routing tables, as well as an arbitration unit for cases when
the same destination port is required simultaneously by flits arriving at different inputs
ports.

To accommodate the additional links corresponding to the fixed network, the router is
modified by adding a static P x P crossbar, where P is number of links to add, and its
value depends on the designed fixed network. The modification is shown in Figure 5-2.
Clearly P < W since links are added in parallel with existing ones. Direct routes are
programmed statically into the new crossbar during the initialization phase. As noted
earlier, dynamic adaptation is prohibited, so the additional crossbar in the router is static.
Therefore, the area overhead is very limited or negligible compared to total router size,
since it does not have high-speed switching requirements (as compared to the original
cross-bar, which will have much higher area requirements to support low latency routing
decisions). Further, the fixed network part does not require any buffering (since
connections from input to output are static), thereby further reducing the area and energy
requirements. Note that there needs to be some mechanism to allow programming of the
static crossbar (suggested by the dotted red line in the figure). Further, paths between the
fixed network and regular network need to be provided at some of the routers; these
implementation details are not shown here since they are not the focus of this work.

Given this basis for the fixed but programmable infrastructure for long-range links, it

is necessary to determine the locations to add direct links to the original NoC topology.
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Nodes need to be chosen from the original WK-recursive structure so that a suitable fixed
network may be overlaid onto the regular network, to allow the direct connections. As
discussed earlier in this section, it may not be possible to connect all the selected nodes
simultaneously. In other words, a physical crossbar does not exist between the nodes

selected for the fixed network; yet, a “virtual crossbar” exists, as explained earlier.

Algorithm 1: Selecting nodes to be used for constructing the
augmented NoC

Input: Base network with N nodes, constraint on
number of nodes (g) that should be the
communication end-points for the direct links.

Output: Selection of ¢ nodes that would give the best
reduction in average distance

1.1 Build the adjacency matrix A for the base network with

N nodes

1.2 D <« oo;

1.3 for all possible combinations of q nodes out of N nodes
do

1.4 Add links to 4, corresponding to a “virtual crossbar”

for selected q nodes;
L5 Obtain the connectivity matrix C from 4;
1.6 Compute average # hops H using C.;

1.7 if 4 < D then

1.8 D =H;
1.9 Store the combination of ¢ nodes;

1.10  return the stored combination of ¢ nodes ;

The number of nodes ‘g’ for the fixed network needs to be decided beforehand, based
on resource constraints and expected requirements of applications. Since the actual
applications that will execute can be of different types, the selection of the q nodes must
be carried out with the objective of providing a benefit to as many applications as
possible. A metric that can provide a broad measure of performance improvement is the
average number of hops (or average distance) that is a characteristic of the network. The

objective, therefore, is to choose the g nodes which minimize the average distance.
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For small networks, explorations of the choice of ¢ nodes (among the available N
nodes) can be done exhaustively. Algorithm 1 gives the procedure to carry out the
required selection. The algorithm begins with the construction of the adjacency matrix A
for the base network, the WK-recursive network in our case. In every iteration of the
algorithm, one combination of ¢ nodes is selected, and the matrix 4 is augmented based
on the fact that a “virtual crossbar” exists between these g nodes. This is followed by a
computation of the connectivity matrix C using standard techniques. The average
distance of the augmented network is then computed by averaging out the values of the C
matrix, i.e. [sum of all elements of C/ + N[N-1]. The division is by N(N-1) instead of N,
since the diagonal elements of the connectivity matrix will be zeroes.

After selecting the q nodes which give the best reduction in average distance, the
direct links can be added between the routers. In doing so, direct links are added along a

shortest path between pairs of the chosen ¢ nodes.

5.2.2 Application-specific Adaptation

The augmented NoC was derived with the aim of reducing the average distance of the
topology, without considering the application characteristics. It is therefore suited for a
wide range of applications, thereby maintaining the generality of the architecture.
However, as we have noted earlier, all possible long-range links in the augmented
network cannot be activated simultaneously, due to shared resources. Although this
reduces the area and energy overheads, it also calls for an intelligent selection of the links
to be activated, based on the application characteristics.

To formalize the problem, let the augmented network consist of M programmable

long-range links that can be activated. Then, the set of programmable links can be
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denoted as L = {L;, L,..., Ly}. If we use a binary variable s; to denote the activation state
of the link Z;, then an activation set that denotes the state of all the links is Sy = {s, s2, ...,
sut. The subscript k identifies only one possible activation set, out of all possible
activation sets. Since there are M possible links, the total number of possible activation
sets is P = 2", In other words, one of the activation sets among S;, S5, ..., Sp can be used
for programming the augmented network. However, some of the activation sets are
illegal, due to the shared resource constraint noted earlier. For example, Sp = {1, I, ...1}
is not allowed, since it is not possible to activate all links simultaneously.

Whenever an augmented network is obtained using the methodology given in
previous subsections, it is possible to immediately obtain the number of links M, the
number of activation sets P, as well as the forbidden set F consisting of the indices k for
which S; is illegal. The forbidden set, for example, could be F = {6, 11, 13,.., P}. We
can be sure that P is a member of the forbidden set F, for reasons just described earlier.

Based on the above formalism, the intelligent selection of links boils down to a
suitable selection of the activation set S;. For solving this optimization problem, a
suitable metric needs to be chosen. The average packet latency for a given application is
a good measure of the performance of the application. Indeed, it has been shown in [57]
that a reduction in the average latency results in an increase in the critical traffic load,
thereby improving the usefulness of the network.

The average packet latency for an application depends on the application traffic
pattern — which in our case essentially consists of the number of packets injected at each

node, as well as the number of hops traversed by each packet. To minimize the average
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packet latency, we need to equivalently minimize the application-specific average

distance D, :

PIIAS)
app : ]zzn (12)

i

D

where n;; is the number of packets sent from node i to node j, and /(7,j) is the number of
hops traversed by a packet in going from node i to node j. In our work, we use static
routing tables based on Dijkstra’s all-pairs shortest path first (SPF) algorithm. Therefore,
hi(i,j) is constant for each packet traversing the route i = j, and depends only on the

activation set S;.

Algorithm 2: Determining the links to activate in the
augmented NoC

Input: Augmented network with N nodes and L
possible direct links, forbidden set F, and
traffic pattern nij,i,j =1, ....,N

Output: The activations set S, consisting of best
possible link activations for given application

2.1 Compute{hy(i,j),i,j=1,..,N} VS, k € F;
2.2 Initialize ¢ «<— 0, Dpyjp «— ©;

23 Initialize L « L1,...Ly ;

24 while L is non-empty do

25 Fine Link [ € L that gives min Dy, using(1);
2.6 Record [ in the activation set S,;

2.7 Remove [ from L

2.8 Find links in L that conflicts with [( based on F);
2.9 Remove conflicting links from L;

2.10 yeturn S, ;

A greedy algorithm for obtaining the activation set is shown in Algorithm 2. This
algorithm starts with the computation of shortest path routes /(i,j) for different flavors of
the network (different indices k), as long as it is not part of the forbidden set F. Then the

long-range link which yields the minimum application-specific average distance is
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chosen. Based on this link choice /, one or more links that cannot be active along with /
are removed from consideration. The process then repeats and links are greedily chosen
for activation till the algorithm terminates. It should be noted that the use of an analytical
estimate of the application performance (line 2.5) considerably speeds up the exhaustive
search process. It would have been much slower if simulation using a network simulator

(such as NS-2) was carried out for each iteration in the algorithm.

5.3 Methodology Evaluation and Results

The methodology described in the previous section is suitable for deriving an
adaptable NoC for any base network. The described approach is used for building
AWKR. In addition, the approach is also used here for obtaining an adaptable Mesh
topology, since Mesh is the most common structure used for NoCs. Comparisons and
evaluation of AWKR and Adaptable 2D Mesh (AMesh) are presented.

For the WK-recursive network, all evaluations are carried out for the WK(4,2)
network topology shown in Figure 5-1. We have used values of g=3 and g=4 since the
network size is small. It may be noted that the value of ¢ is governed by the resource
constraints (in terms of overhead that can be tolerated) as well as the number of nodes in
the network.

Based on Algorithm 1, discussed earlier, for WK(4,2) and ¢g=3 nodes, there are 24
possible options that can give the best reduction in average distance for the network. The
huge number of choices is due to the regular, recursive structure. If the processors in the

network are identical, any of the options can be chosen.
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Figure 5-3 : Direct links infrastructure, =3 (a) WK and (b) Mesh

One of these options is shown in Figure 5-3(a), with the selected ¢ nodes shown
highlighted. The fixed network is constructed along the red lines overlaid on top of the
base WK-recursive network as shown. Note that this example is a relatively simple case
and the long-range links that are shown in red are constructed by using three links each.
The number of options for activating long-range links is limited in this case.
Theoretically, the average distance of the network is reduced from 2.2 to 2.03, or
equivalently, 7.58 %. For g=4 nodes, there is only one option for WK(4,2), and that
option uses the corner nodes. The average distance in this case is reduced from 2.2 to 1.9
or, 13.64 %. Note that improvements for WK are not large, since it is already efficient
and has a low diameter. On the other hand, the Mesh network gives a reduction in
average distance from 2.67 to 2.2 for ¢ = 3 (i.e. 17.5 %), and for g = 4, the theoretical
reduction is from 2.67 to 2.05, or 23.13 %. This is a significant improvement by the
augmentation. One among the 4 available options for the Mesh network is shown in

Figure 5-3(b) for g = 3.
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Referring to the chosen network configurations in Figure 5-3 as S1 and the baseline
without augmentation as SO, we carry out some experimental evaluations using synthetic

generators and real workloads.

5.3.1 Synthetic applications

First, we study the advantages of S1 over SO, with respect to two synthetic
applications on a discrete event simulator. The simulator is derived from the NS-2
simulator [51] as described in [25]. The NoC parameters used for the simulations using
NS-2 are given in Table 5-1. A constant-bit rate traffic generator in the NS-2 simulator is

used for the synthetic applications.

Table 5-1: On-chip interconnects parameters

On-Chip Interconnects (OCI) WK-Recursive/2D Mesh
Number of PEs 16

Link delay (d,) 0.1ms

Maximal link capacity (Bw,__ ). 800Mbps

Buffer size inside PEs Unlimited

Buffer size inside routers 32 packets

Type of the buffer size Drop-tail queue

Two applications are generated as follows: (a) SYNI represents traffic that is
distributed uniformly on all 16 nodes and (b) SYN2 represents traffic that is from the
nodes in the top half of network to the nodes in the remaining half. An injection rate of
20 Mbps is used. All simulations use a packet size of 8 bytes.

The NoC metrics that are selected for evaluation are latency and energy. Average
packet latency is obtained from the simulation trace of the NS-2 simulator by summing
up the latency (in ms) incurred for each packet and then averaging it out. The energy
estimates are also inferred from the traces by adopting the energy model introduced in

chapter 4, and computing the energy for every packet separately and then summing them
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up. The energy depends on the packet size, number of hops traversed by a packet from

source to destination, as well as the physical link length in the network.
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Figure 5-4: Latency comparison for two versions of application traffics, n=16 nodes

Figure 5-4 shows the latency for the two applications when simulated using the base
configuration SO (labeled as ‘Base’) and the adaptable configuration S1 (labeled as
‘FAN’). A latency improvement of up to 5% for AWKR and up to 13:7% for AMesh are

observed.
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Figure 5-5: Energy comparison for two versions of application traffics
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The improvement in the average number of hops for SYN1 (not shown) exactly
matches the theoretical improvement in the average distance, since the traffic is uniform.
For SYN2, larger improvements in average number of hops are seen (8.75% for WK,
22.12% for Mesh). This is an expected result, since SYN2 restricts communication to
distant nodes belonging to the other half (top or bottom half) of the network.

Figure 5-5 shows the evaluation of the energy for both applications. It can be noticed
that the improvement depends on the number of packets (higher for SYNT1 since all nodes
are transmitting). Mesh exhibits the largest improvement in energy, 16% for Sl

compared with S0, for the application SYN2.

5.3.2 Simulation of real workloads

To demonstrate the applicability of the methodology as well as the simulation
framework, we have simulated two real applications — the Fast Fourier Transform (FFT)
and MultiGrid (MG) applications from the NAS parallel benchmark suite [58]. Since
NS-2 simulator does not directly support execution of parallel applications, the FFT and
MG applications were first run on a cluster of 16 nodes, based on Fortran and MPI. The
communication traces of the applications were captured by instrumenting the code using
the MPICL tool [53]. In order to feed this communication trace to NS-2, the traces were
postprocessed using ParaGraph which is part of MPICL and then decomposed into
individual traces for every source-destination pair. NS-2 was modified and rebuilt to
ensure that the traces are taken from the beginning of the files, instead of random
positions as per default behavior of NS-2. The packet size was restricted to 128 bytes,

and any larger messages were broken down into 128 byte packets transmitted every 4 s,
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which is well within the maximum link bandwidth simulated (Table 5-1). The results
obtained from the simulations for these two applications are given in Table 5-2, in terms
of the reduction in the average number of hops traversed by the packets. Since FFT has a
uniform all-to-all traffic distribution, it is seen that the reduction in average number of

hops is higher. On the other hand, MG has more localized communication.

Table 5-2. Comparing average #Hops for two real applications on 2D Mesh

Application SO (Baseline) | S1 (Adapt) % Reduction
NPB-MG 1.4782 1.4067 4.84%
NPB-FT 1.5981 1.5064 5.74%

Improvements for WK topology were insignificant and hence not reported here. To
demonstrate the true potential of our proposed methodology, we consider the AWKR
network for g = 4. It turns out that Algorithm 1 results in only one option, the selection

of the four corner nodes. The selected nodes are highlighted in Figure 5-6(a).

(a) WK-Adaptl (b) WK-Adapt2

Figure 5-6: Two link activation options for q = 4, WK topology. Legend used is same as in Figure 5-1

There are several options that can be chosen for activating the long range links in the
network shown. The selection of links to activate has to be carried out using Algorithm 2,

based on the application. We consider a synthetic application that has nodes 00, 01, 04,
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05, 10, and 11 communicating in an all-to-all fashion, each node injecting traffic at 20
Mbps, for duration of 45 ms. The communicating nodes are indicated by the bubble in
Figure 5-6. Using the considered traffic pattern, Algorithm 2 selects the link activation as
shown in Figure 5-6(b) — a fixed path is programmed in node 15 to allow the direct link
00€->10, in addition to the activation of other direct links 00€->05 and 05¢->10. The
selected active links matches the intuitively expected result, since traffic is concentrated
among the 6 nodes considered. We experimentally verified it by simulating the

activation suggested by Figure 5-6(a) in addition to that in Figure 5-6(b).

Table 5-3: Average #Hops and Energy for twvo AWKR configurations, =4
Parameter Baseline Adaptl | % Reduction Adapt2 % Reduction
# Hops 2.3333 1.8667 20.00 % 1.6667 28.57 %
Energy (mJ) 0.1568 0.1334 14.92 % 0.1252 20.15 %

The simulation results are shown in Table 5-3. The results show a significant
improvement over the baseline, and demonstrate that Algorithm 2 activates the
appropriate long-range links. The results also show that depending on the traffic pattern,
significant improvements in the number of hops and energy can be achieved (28.57% in
hops and 20.15% in energy for this example).

Static adaptability in FAN can be leveraged for not only a single application, but
rather a class of applications that share common characteristics (application domain). A
given flavor of FAN will suit one application domain over the other. To demonstrate this
idea, we consider two application categories: HTTP applications and streaming
applications. In HTTP applications, users require images and text; the generated traffic
can be modeled by Markov On-Off arrivals, with ON and OFF periods varying according

to an exponential distribution. Streaming applications such as HDTV and MPEG video
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comprise large data blocks and must respect strict time intervals. The traffic generated
by these types of applications is modeled with Pareto On-Off distribution. This traffic
model possesses self-similarity, which is a fundamental property exhibited by the bursty

traffic between on-chip modules in typical MPEG-2 video applications.
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Figure 5-7: Comparing two applications domain on FAN, Class A and class B: (a) Energy, (b)
Latency, and (c¢) communication load

To study the performance of these two application domains under a given FAN
configuration, simulation experiments have been conducted with the HTTP application
domain, shown here as Class A applications, and Streaming applications, shown as Class
B applications. Figure 5-7 shows the two classes for latency, energy, and load. Clearly,

different improvements in latency are seen for Class A and Class B, comparing the FAN
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configuration S1 against the base configuration SO. An improvement of up to 20% in
load for class B is observed, compared to 17% for class A applications. The results
clearly demonstrate varying levels of performance achieved for different application
domains, for a given FAN. This also demonstrates that further improvements in
performance may be achieved by building a FAN that is customized for a particular class
of applications, while at the same time retaining the adaptability in order to cater to the

different applications within the application domain.
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Chapter 6 - Design Space Exploration of NoCs Using Network Calculus

Performance analysis and evaluation of on-chip interconnect (OCI) architectures are
widely based on system level simulation techniques. Simulation can incur very high
computational costs, especially for large-scale NoCs. Furthermore, simulation-based
approaches do not generally yield fundamental insights into the behavior of the network
[28]. To carry out rapid design space exploration (DSE), and to allow designers to detect
and locate network contention and bottlenecks in the early stages of the design process,
an effective traffic analysis methodology is required. Due to the time-consuming nature
of simulation-based approaches, as well as their limitations in providing an understanding
of the effects of various design parameters, analytical models for NoCs are essential.

In this chapter, we introduce Network Calculus as a suitable analytical modeling tool
for estimating and evaluating the performance of on-chip interconnects. This tool was
originally proposed for studies involving the quality of service in the internet [47,48,59]
and has later been used in many other fields such as embedded systems for network
processors [60,61], switched Ethernet networks [62], sensor networks [63], and optimal
routing [64].

The main objective of this chapter is introduce the use of Network Calculus as a high
level modeling tool that allows the designer to carry out a systematic and efficient
performance comparison of on-chip interconnect architectures.

First, the fundamentals of Network Calculus are introduced, followed by a description
of the proposed methodology for modeling NoCs. Using a sample application workload
for a 2D Mesh topology, performance modeling using Network Calculus is demonstrated.

In order to validate the model, the results are compared with simulations using the same
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application workload, thereby demonstrating the effectiveness of using Network Calculus
in performance analysis and evaluation. Finally, analysis and comparison of three
topologies, namely, 2D Mesh, Spidergon and WK is carried out for different traffic loads.
The conclusions derived from the analytical comparison closely matches those obtained
from the empirical study in the previous chapters, which helps validate the model.
Network Calculus is thus shown to be a useful tool in NoC evaluation. Moreover, design
parameters such as buffer size, which cannot be directly obtained using simulation, are

estimated quickly using the proposed analytical approach.

6.1 Background and Motivation

On-chip interconnect architectures adopted for SoCs are characterized by trade-offs
between different parameters such as latency, throughput, communication load, energy
consumption, and silicon area requirements.

Several works, such as that presented in [42], have demonstrated that there is a crucial
need for system design tools and methodologies to compare NoC architectures for a
given application.  The authors note that simulation-based methods, despite their
accuracy, are very expensive and time consuming. Techniques and tools are required to
extract the communication requirements of applications and to efficiently estimate the
performance for different interconnection architectures.

To this end, in [34], an analytical model using queuing theory was introduced to
evaluate traffic behavior in Spidergon NoC. Simulation results to verify the model for
message latency under different traffic rates and message lengths were reported.

A queuing-theory-based model for evaluating the average latency and energy

consumption of on-chip interconnects was proposed in [43]. The results from the
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analytical model were validated with those obtained from a cycle-accurate simulator. In
[65], a generalized router model was proposed using a probabilistic approach. The model
was used for carrying out NoC performance analysis and for analyzing the mapping of
applications on NoCs.

Probabilistic approaches, such as queuing theory, model the network elements in an
equilibrium state, and provide estimates on the average latency experienced by packets
and the average number of packets held in the system (a router, for example). However,
steady state analyses fail to capture the dynamic characteristics of network traffic,
especially when certain QoS requirements have to be met in the midst of transients.
Furthermore, NoCs must be designed to handle worst-case scenarios; for example, the
buffer within a router must be sized so that it can handle cases when traffic from multiple
input ports exhibit burstiness.

Network Calculus models the flow of traffic, as well as the service offered by
network components, in terms of bounds, thereby enabling worst-case analyses to be
carried out. The mathematical framework provided by Network Calculus is useful for
obtaining computational rules that bound the delay and backlogs in networks, thereby
allowing the designer to estimate the worst case latency and buffer requirements.
Moreover, the Network Calculus framework transforms a non-linear system, such as a
queue, into a linear system allowing a simplified analysis.

In this chapter, Network Calculus is presented here as a tool for analyzing and
evaluating the performance of on-chip interconnects. Analytical studies are conducted to

show the potential of this technique. The studies demonstrate that Network Calculus can
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be used to select a suitable topology among candidate architectures, as well as for
choosing the suitable network parameters such as buffer size.

Three on-chip interconnects, 2D Mesh, Spidergon, and WK, under different
workloads, are considered for the performance evaluation. Simulations are carried out
for the 2D Mesh network in order to validate the results obtained from the proposed
analytical model. Results using the analytical model for the three topologies are then
compared in order to demonstrate the usefulness of Network Calculus for evaluating on-

chip interconnection networks.

6.2 Network Calculus: An Overview

Network Calculus [47,48] is a modeling framework that allows designers to specify a
system as a mathematical model and evaluate performance bounds of important metrics
such as end-to-end delay. The theory is based on the abstractions of “Arrival Curve” for
input and output traffic flows, and “Service Curve” for the network components. Using
these abstractions, it is possible to compute the bounds on the worst-case delay and
backlog. These estimates, when applied to each router in a NoC, can be used to

determine the latency and buffer requirements.

Delay
4 >

R(t) ~ a(t) R*(t) ~ a*(t)

Figure 6-1: Arrival and service curves in Network Calculus with delay and backlog bounds

Backlog
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Table 6-1: Summary of the notations used for the analytical model based on Network Calculus

t Time (seconds)
R(t) Input traffic function, cumulative data units seen on
the traffic flow in [0, t].
R*(t) Output traffic function for the input R(t),
cumulative data units observed on the flow in [0, t].
x(t) Backlog, amount of data units that are held inside the
system at time t
d(t) The virtual delay, or the delay incurred by a flit that
arrives at time ¢
a(t) Arrival curve that characterizes the input flow R(t)
a*(t) Arrival curve that characterizes the output flow R*(t)
B(t) Service curve of the network subsystem
(f ®g)(t) Convolution operation in Min-plus algebra, given by
infoss<t {f(t = 5) + 9(s)}
(f @g9)(®) Deconvolution operation in Min-plus algebra, given
by supsq {f(t +5) = g(s)}
r Traffic rate (bit/s) for a flow
b Burst parameter (bits) for a flow
R, Guaranteed service rate (bits/s) offered by a network
component
T Minimum delay (seconds) experienced by a flit when

serviced by a network component

k Flit size (bits)
r data transmission rate
D Upper bound on the delay
B Buffer size requirement, or upper bound on backlog
D; Upper bound on delay at router s;
B; Buffer size requirement for router s;
ap(t) Arrival curve associated with a flow f, at the input of
a router
ap(t) Arrival curve associated with a flow f, at the output
of a router
a;(t) Aggregate input arrival curve for all traffic arriving at
router s;

We begin with an overview of the general terminology used in a system under the
Network Calculus framework. Any network is comprised of one or several components

that exchange data in order to accomplish a given task. As a result of this data exchange,
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there are multiple data flows that are established between source and destination nodes.
All network components involved in the data exchanges are essentially subsystems that
accept an input traffic flow and shape the traffic in order to generate an output flow. An
illustration of a network subsystem or component is shown in Figure 6-1. The notation
used in this chapter is summarized in Table 6-1.

The figure shows a subsystem ‘C’ with input traffic represented by the accumulated
input traffic flow R(t). This input traffic flows through the subsystem and eventually
generates traffic at the output port, measured by the output traffic flow function R*(t).
Both functions are monotonically increasing functions with respect to t. With these input
and the output functions, we can derive the two quantities of interest, namely, the backlog
and the virtual delay [35]. The backlog x(t) is the amount of data units held inside the
system, i.e. x(t) = R(t) — R*(t). The virtual delay d(t) is the delay that would be
experienced by a data unit arriving at time ¢t if all units received before it are served

before it; mathematically, this is given by d(t) = inf{t = 0| R(t) = R*(t +1)}.

Delay bound
af(t,
|’1|,_u LB . ()

R{E g ooomzmpmssansng
Rl '

Backlog

bound

(a)

a b
Figure 6-2: Illustration of (a) the concepts of backlog and virtual delay and (b) the {)o)unds on delay
and backlog based on arrival and service curves
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The delay d(t;) and backlog x(t;) at time t, are illustrated in Figure 6-2(a). The
values of these parameters depend on the time instant ¢;considered. In order to obtain
bounds on these parameters, the concepts of arrival and service curves are useful. Each
traffic function can be characterized by an arrival curve as follows. An arrival curve a(t)
characterizes a traffic flow R(t), if f it upper-bounds the amount of data arriving through
this traffic flow during any time interval [0,t]. More formally, given a wide-sense
increasing function a(t)) defined fort > 0, we say that a flow R(t) is constrained by
a(t) iff for alls < t: ,R(t) — R(s) < a(t —s). It is also said that R(t) has a as an
arrival curve [35]. A similar definition holds for the arrival curve a*(t) for the output
R*(t)R*(1).

The service curve [(t) characterizes the component C under consideration. The
output function R*(t) for the component C can be calculated based on the effect of the
service curve f(t) on the input function R(t). We say that C offers to the flow R, a
service curve 8 (non-decreasing function) such that f(0) =0 iff VvVt >0, R*(t) =
infocs<e {R(s) + B(t — )}

Based on the definitions of the arrival and service curves, it is possible to show that
the upper bound D on the delay d(t) is given by: D = h(a, ) = sup,s, (inf{t >
0: as<pfs+r)[35]. Similarly, the backlog x(Z) is upper-bounded for all #such that <
supssoia(s) — B(s)}. Figure 6-2(b) illustrates the concepts of the bounds; if the arrival
curve and service curve for the system are as shown, then the delay bound is the
maximum horizontal distance between the two curves, and the backlog bound is the

maximum vertical distance between the two curves [47].
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Figure 6-3: Linearization of a network subsystem by using the service curve . The output of the
linear system, Ry;,(t), is a lower bound on the output traffic flow R*(t). Figure adapted from [47].

The concepts of arrival and service curves can be compactly represented using Min-
plus algebra, in which the addition (+) and multiplication (x) operators from standard
algebra are replaced by the minimum (") and addition (+) operators respectively. Based
on these operators, it is possible to obtain equivalent expressions in Min-plus algebra for
operations such as convolution that are defined in standard algebra. For example, given
f and g monotonically increasing functions and f(0) = g(0) = 0, their convolution is
defined as (f ®g)(t) = info<s<t {f(t —5) + g(s)}. Another operator, called the
deconvolution operator, is defined by (f @ g)(t) = supsso {f(t +5) — g(s)}.

Based on the compact representation in Min-plus algebra, and by deriving analogies
from standard linear systems theory using the convolution/deconvolution operators, it is
possible to arrive at simplifications to characterize the network behavior. The first
analogy with standard linear systems theory is observed in the Min-plus definition of the
service curve: f(t) must satisfy R* = RQ® [ . In other words, it is possible to replace the
non-linear network subsystem C by a linear system that provides a lower bound on the
output traffic flow, as illustrated in Figure 6-3.

Other simplifications using Min-plus algebra are as follows. The arrival curve a(t)
for the traffic flow R(t) needs to satisfy the condition R < RQa. Furthermore, the
arrival curve a*(t) for the output R*(t) can be shown to be given by a*(t) =

a(t) @ B(t). Another important property that can be derived based on Min-plus algebra
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is that, for a cascade of two systems with service curves f;(t) and B, (t), the effective
service curve is B (t)® B, (t) . There are several other important properties that simplify

the computations in Network Calculus, as explained in [59,66].

6.3 Proposed Methodology for Modeling NoC Architectures

In this section, we present the use of the Network Calculus methodology for
analyzing on-chip interconnects and evaluating various performance metrics. With the
knowledge of the arrival and service curves for each component in the network, it will be
possible to calculate performance metrics such as end-to-end delay and buffer size
requirements.

6.3.1 Network Calculus Analysis for a Router with Single Flow

We consider that an application has already been mapped to a set of processing
elements that comprise the NoC. Efficiently mapping an application to a set of
computational components (or cores) is beyond the scope of this study. Tools and
techniques such as that described in [67,68] can be used in the application mapping

process.
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Figure 6-4: Illustration of a single traffic flow in a NoC [72]
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For the purpose of analysis, all traffic in a NoC is decomposed into infinite streams of
unidirectional traffic between source and destination nodes. Communication between
two cores is characterized by flows that are represented by sequences of hops. For
example, in Figure 6-4, the flow f, = (¢y1, S11, Sg» S1,€1) represents communication
from core cq; to the core ¢;. The path traversed by the flow is statically determined,

based on the network topology.
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Figure 6-5: The input arrival curve a(t), service curve B(t) and output arrival curve a*(t) for a NoC
router. The backlog bound and delay bound are shown.
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Each router or switch along the path of the flow comprises a network component that
can be analyzed using Network Calculus. Each router takes an input arrival curve and
transforms it into an output arrival curve, incurring a maximum delay D and a backlog of
B. Each flow, at its source, is assumed to consist of a controlled leaky bucket flow
generator, with the arrival curve given by a(?) = b + rt. This arrival curve signifies that
no more than b data units can be sent at once, while maintaining a data transmission rate
r in the long-term. Each router is assumed to have a service curve characterized by the
rate-latency curve B(t) = Ryx(t-T)" = Ry x max (t-T, 0). This service curve is a standard
curve as per the Internet Engineering Task Force (IETF). The arrival and service curves
are depicted in Figure 6-5. These two curves are widely used in evaluating systems
[48,62,63,64]. Based on the discussion in the previous section, the bounds on the delay D

and backlog B for the router can be easily shown to be:

D = T+b/R, (1)

B=b+rT )

The output arrival curve a* can be derived based on the fact that a*(t) =
a(t) @ B(t). Using the expressions for a(t) and B(t) and applying the deconvolution

operator, as shown in Figure 6-5, we get

a*(t)=b+rT +rt 3)
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Figure 6-6: A router handling two input flows.

It is noteworthy that the same expression can be obtained based on the buffer
requirement given in equation (2). Since the buffer stores B; = (b + rT) bits, it gives rise
to a burst component b+rT in the output arrival curve a*(t); the output data rate and the
input data rate are the same, therefore the component “rt” is carried forward from the
expression in a(t) to a*(t). In other words,

a*(t) = (router buffer size) + rt 4)

This simplification based on the buffer requirement will be used in deriving the

output arrival curve when multiple flows are involved.

6.3.2 Router Analysis with Multiple Flows

As described, all the traffic seen in a NoC is decomposed into traffic flows. Since
multiple traffic flows traverse the network, a single router can be involved in handling
more than one flow. The flows can arrive at one or more input ports to the router, and
leave the router through one or more output ports, depending on the source and
destination cores for each of the traffic flows. Consider a router that handles two flows,
as shown in Figure 6-6. The aggregate input arrival curve a(t) is given by the sum of
the arrival curves for the input traffic flows, that is,

a(t) =a;(t) +tay(t) =(by + b)) + (n + 1) ¢t (5)
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The burst component of this arrival curve is (b;+b;). Using this burst component, the
maximum delay D experienced by packets can be obtained from (4), to give:

D =T+ (by + b2)/Rs (6)

The effective traffic rate for the input arrival curve is (r; + r;). By using (5), the

maximum buffer requirement B is, therefore,

B = (by+b)+(r +1)T (7

Based on the buffer requirement, we can derive the expressions for the output arrival

curves using the procedure previously outlined. Assuming that the buffer is equally

shared by the two input traffic flows, the output arrival curves based on (3) are therefore

given by,
b, +b,) + + T
af(t)=[( 1 2) + (1 + 1) T] rt
2
b, +b,) + + T
O L R G VL B

2

If there are more than two flows associated with the router, the procedure above is
easily extended in order to obtain the output arrival curves. These output arrival curves
will then serve as the input arrival curves to the routers that they are incident on. Each
router in the NoC can thus, in turn, be analyzed for the maximum delay as well as the
required buffer size. The end-to-end delay for each flow can be obtained by summing up
the individual delays computed for the routers that are traversed by the flow. The
maximum latency for the entire NoC can therefore be easily determined, by determining

the flow that experiences the maximum end-to-end latency.

94



(a) (b)

Figure 6-7: On-chip interconnects with data flows: (a) 2D Mesh, (b) Spidergon, (¢) WK recursive

6.4 NoC Performance Modeling: An Example

In this section, to show the effectiveness of using Network Calculus for the
performance analysis and evaluation, the on-chip interconnects shown with data flows
depicted in Figure 6-7 are considered. Based on the methodology described earlier, the
designer can describe each component with the arrival and output flows. In order to

analyze and evaluate the performance of the whole system, we need to build the model of
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the complete system. As depicted in Figure 6-7(a), there are three important elements in
a NoC: IP cores (or PEs), routers (or switches), and bidirectional links. The number of
routers is assumed here to be 16 and the number of cores or PEs is taken as 16. Each
core can be either a source or a sink, that is, cores can either generate or consume
messages. Each input port in the router has a buffer for temporary storage of information.
When a flit arrives at a router, it must go into the buffer. The buffer is similar to a drop-
tail queue with FIFO queue management mechanism. A simulation environment
presented in [25] based on the discrete event driven simulator NS-2 [51] is used in this
study in order to validate the analytical model. The 2D Mesh network with the flows
shown in Figure 6-7(a) will be used as an example for the following analysis in this
section.

The sources (¢s, Cg, €11, C15), and sinks (¢;, Cs, €15, €13) together with data flows
(f1i, f2» f3 far f5) used in the analysis and evaluation study are also used in the
simulation. These data flows are computed using a deterministic routing protocol to
direct flits between routers. Unlike dynamic routing protocols that require the
implementation of complex logic at the switch level, deterministic routing protocols
require simple logic, thereby minimizing the silicon area inside the chip [64]. Our study

therefore uses deterministic routing.
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Figure 6-8: Notation used for denoting input, output and aggregate arrival curves

The cores (cq, Ccg, C11,C15) are randomly selected to be sources and each c¢; generates
a traffic flow which is constrained by an arrival curve a;(t) = b+rt. The cores
(c1, cs, €13, €13) are considered as sinks, selected so that the following communication
locality property holds: 75 percent of the traffic takes place between neighboring cores
and 25 percent of the traffic is uniformly distributed among the rest. As depicted in
Figure 6-7(a), every PE or core is directly connected to a router/switch. Therefore, we
can describe the entire network if we know all the data flows that enter and leave every
router. Using a deterministic routing protocol, five data flows are selected as follows:
fi= (s Sg S12,€12) » f2= (Cs) Ss, S7, Se» S5, C5) s f3=(Ce) Se» S5, So, S13, C13) »
fa=(c11, S11, S7, S3,S3, S1,€1) , and fs = (€15, S15, S11, S12, C12). We can see that
for the chosen traffic pattern, cg is selected two times as a traffic source, corresponding

to flows f; and f,, while c;, appears as the sink for two traffic flows, f; and f5.

After defining data flows and routers participating in transmitting and/or receiving
data, the system is modeled by following the procedure outlined in the previous
subsections. Each router is successively analyzed based on its input traffic flows, in

order to determine the delay and buffer requirements. The output traffic flow from the
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router then feeds other routers, which are then analyzed in the succeeding iterations. We
use the following notation in the discussion that follows: at any router s; being analyzed,
input arrival curve for flow f,, is denoted by a,(t) and the output arrival curve for the
same flow is a,(t). To maintain simplicity in notation, we avoid adding a second
subscript j to the arrival curve notation. Nevertheless, j is used in our notation for the
aggregate input arrival, denoted by @;(t) for router s;. This notation is summarized in
Figure 6-8. In addition, the delay and buffer requirement at switch s; are denoted by D;
and B; respectively.

For the 2D Mesh network in Figure 6-7(a), the router s;5 is first analyzed. This
router has only one input flow f5, with the arrival curve given by as(t) = b +rt. The
aggregate input arrival curve to s;5 is the same, that is, @;5(t) = b + rt. The maximum
delay and the buffer requirement at this router is given by (1) and (2); therefore,

Dis =T+ b/Rg
Bis=b+71T

The output arrival curve for the router s is easily derived using (7), which gives us
as(t) = b+ rT +rt. The output flow f5 from s,5 serves as the input flow to s;;. The
router S also has another input flow f, originating from core c;;. Since all the input
flows to s;; are now known, it is possible to analyze the router s;;. For this router, the
input arrival curves from the flows f, and f5 are given by a,(t) = b + rt and a5(t) =
b+ 1T +rt, respectively. The aggregate input arrival curve for s;; is therefore
a.1(t) =2b+ T + 2rt. Following the procedure in Section 6.3.2, the delay and

backlog at this router are given by:
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Figure 6-9: Expression for maximum delay and buffer requirements for the routers participating in
the traffic flows depicted in Figure 6-7(a) for 2D Mesh.

As mentioned in Section 6.3.2, the flows f, and f5 are assumed to share the buffer
equally, that is, each flow uses a buffer of size (2b + 37rT)/2. The arrival curves for the
output flows is therefore given by a3(t) = b + 3rT/2 +rt and as(t) =b+3rT/2 +
rt, by following the procedure in Section 6.3.2.

In the third iteration, the parameters for the router sg are calculated in the same
manner. The calculation will be repeated for the other routers, in the order as follows:

S12, S7, S3, S2, S1, S¢» Ss» Sg and s;3. The results from the analysis are given in Figure
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6-9. The figure gives the delay and buffer requirements for all the routers that are

involved in processing the traffic that is given in Figure 6-7(a).
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Figure 6-10: Analytical results for (a) Spidergon and (b) WK-recursive topology - Expressions for
maximum router delay and buffer requirements for traffic flows depicted in Figure 6-7.

Following the same procedure for the other two topologies, namely, Spidergon from
Figure 6-7(b) and WK-recursive from Figure 6-7(c), we obtain the delay and buffer

requirements as summarized in Figure 6-10.

6.5 Validation of the Analytical Model

In this section, we first compare analytical and simulation results using the same
traffic pattern used earlier, which serves as an example for a target application. In
particular, we analyze the delay bound experienced by data flows sent by PEs, as well as
the maximum buffer size needed to store the data at input ports of routers, using both
analytical modeling and simulation. The comparison is carried out for the 2D Mesh

topology, with the flows depicted in Figure 6-7(a).
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Table 6-2: Parameters used for the analytical model

Parameter Value
b 64 bits
r 25,50, 75, and 100 Mbps
R, 200 Mbps
T k/Ry=0.32 us

After deriving the performance model that captures all information required for the
performance analysis (Figure 6-9), the worst case buffer requirements B;and the data
transfer delay D; of each switch s; can be calculated by assigning specific values to the
various parameters. Since the simulation setup generates a constant bit rate (CBR) traffic,
the burst parameter b in this study is taken to be one flit; that is, b=k, where £ is the flit
size. In our case, a flit consists of 8 bytes, therefore b=k=64 bits. The parameter r is
given by the injection rate at the source; the values considered for the injection rate r are
25,50, 75, and 100 Mbps. These parameters are used for analyses as well as simulations
using the discrete event simulator. For modeling the router service p(t) = Ryx(t-T), the
value of Ry = 200 Mbps is used based on the maximum bandwidth of each outgoing link.
The parameter T specifies the fixed delay that is experienced by every flit at the router, in
addition to the variable delay based on the rate of service. T it is therefore given by k/R;,
the fixed delay involved in traversing a link with bandwidth R;. The values of these
parameters are summarized in Table 6-2.

The total delay, called end-to-end delay bound Dy, of each data flow f; (from PE

source to PE sink) can be calculated by summing up the delay of each participating router.
Figure 6-11 show the maximum end-to-end delays calculated using Network Calculus
(NC) and network simulator (NS). In this figure, the delay increases linearly as injection
rate increases. We can see that the delay obtained using Network Calculus analysis is in

the same order of magnitude as the end-to-end delay obtained using simulation.
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We can also see that simulation results corroborate analytical results obtained using
Network Calculus, i.e., the deviation between them is less than 15 percent. In other
words, Network Calculus provides a high level abstraction for the application and
network behavior, allowing faster performance analysis and evaluation while producing

results that are sufficiently accurate.
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Figure 6-11: The maximum e2e delay, using simulation (NS) and Network Calculus (NC) for 2D
Mesh
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Figure 6-12: The buffer size evaluated using Network Calculus (NC) and measured using simulation
(NS)

102



It was demonstrated in previous works that a dominant part of the NoC area is due to
the buffers [69,70]. Thus, finding the minimum buffer size that still satisfies the
application requirements is very important. As described earlier in this chapter, Network
Calculus can be used to compute the buffer size required for each router, given a traffic
pattern (that is, application requirements). Figure 6-12 shows the results obtained for the
2-D Mesh network. The buffer size results from the analytical model are rounded to the
next integer value. As mentioned earlier, it is not possible to directly obtain the buffer
requirements using simulation; to estimate the required buffer size, simulations have to
be repeatedly carried out with increasing the buffer sizes, until there are no dropped flits
observed in simulation. Figure 6-12 shows that the buffer size requirements from
simulations are comparable to that obtained using the proposed analytical method.
Moreover, simulation incurs very high computational cost, due to the need for multiple

iterations.

6.6 Analytical Performance Comparison of Network Topologies

As described earlier, it is useful to perform traffic analysis and evaluation in the early
stages of the design. The goal is to avoid bottlenecks and contentions in the network, by
selecting appropriate on-chip interconnect architecture parameters. The results in the
previous subsection have shown that Network Calculus is fairly accurate in estimating the
performance metrics such as latency and buffer size requirements. In the rest of this
section, we will use Network Calculus to evaluate these metrics for different on-chip
interconnects, in order to demonstrate its usefulness as a modeling tool for comparing
different interconnect architectures. Herein, the 2D Mesh interconnect with data flows as

shown in Figure 6-7(a), is compared against the Spidergon in Figure 6-7(b) and WK-
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recursive on-chip interconnect depicted in Figure 6-7(c). This follows along the lines of
the detailed empirical analysis presented in chapter 3 for comparing the WK-recursive
architecture with the 2D Mesh architecture and other structures, in terms of several

performance metrics such as throughput, for a variety of load scenarios.
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Figure 6-13: The maximum latency for the Mesh, Spidergon and WK interconnects, using Network
Calculus, for 16 nodes.
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Figure 6-14: The maximum buffer size required for three topologies using Network Calculus, 16
nodes.
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Figure 6-13 compares the maximum latency for the three on-chip interconnects under
varying traffic load conditions, determined by the injection rate at each node. The results
show that the maximum latency increases as the communication load increases (with
increasing injection rate). In this figure, 2D Mesh shows a high maximum latency
compared to the WK because of its higher diameter.

Figure 6-14 illustrates the maximum buffer size required based on the analytical
model. As the injection rate increases, the buffer size increases because the network
becomes more congested with heavy traffic. Therefore more space is required to store
flits at higher injection rates. WK-recursive topology exhibits a lowest maximum buffer
size requirement than the 2D Mesh. It is important to note that the analytical model
directly gives the buffer requirements, without the need for repeated simulation to
determine the appropriate buffer size, as explained earlier.

In this chapter, we introduced Network Calculus as a useful tool for performance
analysis and evaluation of on-chip interconnects. This work demonstrates the modeling
of NoC application behavior using Network Calculus, and the computation of some
bounds on buffer sizes and end-end delay. The 2D regular Mesh, Spidergon, and WK-
recursive on-chip interconnects were selected and some performance metrics were
computed using a traffic pattern representative of an example target application.
Simulations were carried out to validate the results obtained using Network Calculus.
Based on the results presented in this chapter, it can be concluded that Network Calculus
is a powerful tool for analysis and design space exploration. It efficiently captures the
characteristics of on-chip communication traffic and therefore it is helpful in designing

the on-chip interconnect architecture optimized for a target application.
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Chapter 7 - Conclusions

Network-on-chip (NoC) has evolved in response to the scalability constraints
imposed by bus-based Systems on-Chip (SoC). One of the primary goals of using a NoC
is to have a dedicated and reliable communication infrastructure in the system which
satisfies the quality of service requirements, while meeting other system constraints,
namely power and area.

The network topology plays an important role in determining the NoC performance.
Hence, the study, conducted in this thesis, was first focused on studying different
topologies to determine which one of them best suits the NoC unique characteristics
which differ from regular computer networks or parallel machines. Performance models
that measure and evaluate main NoC metrics such as latency and throughput were
adopted. Extensive simulation-based experiments were deployed for all architectures
using a discrete-event simulator, and performance models were used for comparing these
architectures based on these metrics.

Additionally, energy and area models were adopted because of their significance in
NoC systems. Simulation experiments were conducted and the energy and area models
were used for evaluating the chosen architectures in the performance comparison stage.
WK-Recursive network and 2D Mesh topologies were found to be the most suitable
structures for NoC implementations.

It was observed that while NoC architectures with regular topologies have clear
advantages over bus-based systems, their latency and throughput depend on the topology

as well as the application specific scenarios.
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To tackle this issue, application-specific optimizations were suggested. This required
an adaptable NoC infrastructure to allow in-field customization. A methodology for
augmenting a NoC with a programmable infrastructure that allows application-specific
adaptation was presented. Based on the developed infrastructure, an algorithm was also
developed for static adaptation based on application traffic patterns. To evaluate the
proposed methodology of the adaptable NoC, the WK-recursive on-chip interconnect as
well as the 2D Mesh network were used as case studies. Simulations of the networks
using an event-driven simulator demonstrate the usefulness of the proposed approach.

Since the simulation-based approaches normally incur very high computational costs,
especially for large-scale NoCs, and do not generally yield fundamental insights on the
behavior of the network when exposed to application-specific traffic patterns, an
analytical model based on Network Calculus was developed. It was used as a powerful
tool for NoC analysis and design space exploration which efficiently captures the
characteristics of the on-chip communication traffic and therefore helps in the design of

the on-chip interconnect architecture optimized for a target application.

7.1 Summary of Contributions

The main contributions presented in this dissertation include:

Empirical study for evaluating and exploring NoC architectures

An empirical study aimed at exploring different configurations of network on chip
has been conducted. Five different topologies were selected and analyzed using specific
routing and switching methods, simulations have been carried out to compare the metrics

of performance such as packet loss, throughput, message delay and network load.
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The Ring topology performs badly for most of the performance metrics. In terms of
throughput, the Mesh and Spidergon outperform the rest, due to their reduced packet loss
probability at high injection rates. Packet losses are exhibited when there are too many
shared links, which also explains why the Mesh appears to be better compared to
Spidergon, based on throughput and packet loss probability metrics. For the average
latency (and therefore the average distance), the Spidergon is better than the Mesh for 16

nodes, but this is not the case for 64 and 256 nodes.

Adoption of the WK-recursive topology for NoC architectures

We proposed a NoC interconnect based on the WK recursive network. Simulation
study aimed at exploring this on-chip interconnect for NoC was conducted. The study
compared this topology with two NoC architectures: 2D regular Mesh and Spidergon.
The selected configurations of these architectures were constructed and simulated to
compare main performance metrics such as packet loss, throughput, message delay, and
network load.

WK-recursive topology generally outperform the Mesh and Spidergon topologies
because of its reduced diameter, leading to lower average latency and average number of
hops. At injection rates well below the network saturation, no packets are dropped and
therefore the reduced number of hops reflects in the lowest energy consumption exhibited
by WK-recursive topology. Consequently, the performance/watt is the best for WK. At
very high injection rates, the WK-recursive topology is slightly inferior to the other two
topologies for some cases, due to the shared communication paths in WK between nodes

belonging to different supernodes.
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Energy and Area models adaptation

Since the energy and area are the primary concerns on NoC, networks models for
energy and area were adapted and simulators were built to calculate these metrics. We
quantitatively compared and characterized the average energy consumption of five on-
chip interconnect architectures for different communication load and traffic models; the
comparison of the best NoC topologies have been presented in this thesis (Chapter 4).

We investigated the effects of load and traffic rates. The results show that the traffic
rates and the communication load have a direct effect on the energy consumption. In
these results, WK-recursive network and Mesh produced minimum energy consumption

when compared against other architectures in all load and traffic scenarios.

Field Adaptable NoC

A single, fixed network topology cannot provide the best performance for a wide
range of applications. More precisely, it is observed that applications that have heavy
communication between distant nodes naturally exhibit lower performance and higher
energy consumption. Application-specific optimizations require an adaptable NoC
infrastructure to allow in-field customizations. A methodology for designing this
reconfigurable infrastructure has been presented, along with a technique to carry out in-
field adaptation based on the application traffic patterns. Field Adaptable NoC (FAN)
based on WK recursive network, called Adaptable WK- recursive (AWKR) network, was
introduced and compared with FAN for a 2D Mesh. Simulation results were presented

based on synthetic traffic generators and real application traces. It was demonstrated that
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significant improvements in the data communication time and energy consumption can

be achieved, depending on the traffic patterns exhibited by the application.

Analytical modeling techniques based on Network Calculus

We introduced Network Calculus as a useful tool for performance analysis and
evaluation of on-chip interconnects. This work demonstrated the modeling of NoC
application behavior using Network Calculus, and computed some bounds such as buffer
sizes and end-to-end delay.

The 2D regular Mesh and WK on-chip interconnects were selected and some
performance metrics were computed using a specific traffic pattern representative of a
target application. Simulations were also carried out to show the effectiveness of using
Network Calculus. The main objective was to verify the preciseness of Network
Calculus compared to a simulation of the system. Our conclusion is that Network
Calculus is a powerful analysis and exploration tool which efficiently captures the
characteristics of on-chip communication traffic and can therefore guide the designer to
select and design the on-chip interconnection architecture that is optimized for a given

target application.

7.2 Future Work

In addition to our research findings and contributions, we have also identified a
number of areas that merit further investigations. Among those directions that should be

explored are:
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Multi-resolution tools and techniques for NoC evaluation and design

There are a variety of tradeoffs between detailed simulation, high level simulation,
detailed analytical modeling, and high level analytical modeling. In general, greater
accuracy is achieved whenever the modeling is carried out in higher detail. To allow
efficient design space exploration, it is necessary to have an integrated software tool that
uses a hierarchy of models, ranging from a high level analytical modeling to a detailed
simulation model. This will allow the designer to rapidly explore a large number of
architectural options based on certain traffic patterns, by modeling at a coarse-grain level
of details. A few potential candidates can be then chosen for simulation/modeling in
greater detail, using the same traffic patterns. In addition to synthetic traffic patterns, it
would be helpful if traffic traces from real applications can be integrated into the tool in
all levels of the hierarchy. For example, if Network Calculus is used, then the input
application traces would have to be automatically converted into their equivalent arrival
curves for use in the high-level modeling component of the tool. These features will
complement the designer’s expertise in making correct choices in selecting the various

network parameters and topology.

Improvements to the Field Adaptable NoC

The proposed Field Adaptable NoC (FAN) methodology relies on an exhaustive
search of the available options for the nodes constituting the reconfigurable infrastructure.
Future work must improve the methodology so that it is feasible for very large networks.
One approach, for example, is the use of heuristic algorithms such as Genetic Algorithms

in obtaining the infrastructure for the reconfigurable links.
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The reconfigurable infrastructure proposed in this thesis is very general and may
possibly hinder the advantages that can be achieved by long-range links; future work
must address the possibility of developing a reconfigurable infrastructure for a particular
application domain. One possible approach would be the use of our proposed analytical
model in exploring and identifying reconfigurable links that would improve the
performance of the targeted class of applications. The use of domain-specific FAN
would be conceptually similar to an ASIP (Application-Specific Instruction-set
Processor), wherein the programmable processor has its instruction set tailored to a
specific application domain. FAN, however, focuses on the network. Coupling FAN
with ASIP would be very powerful and an interesting topic for further research
exploration.

This thesis has limited the scope of adaptivity by considering only static adaptation,
that is, reconfiguration at the beginning of the application. Implications of dynamic
adaptation, based on the observation of application traffic patterns at run-time, need to be

evaluated as part of future work.

Improvements to the Network Calculus model

We have seen that Network Calculus is a powerful tool in modeling the performance
of the network topology, based on high level abstractions of the traffic and network
characteristics. However, equations that model the system are constructed manually in
this thesis. To allow efficient modeling, the various iterative computations involving the
modeling of each of the routers must be automated. Furthermore, the static routes for

different flows must be automatically determined based on the network topology.
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In this thesis, we have only considered applications which do not have flows that
create cycles. In other words, the system is represented by an acyclic digraph. Future
work can possibly leverage the approach proposed in [71] in order to address the problem

of using Network Calculus for arbitrary graphs.
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