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Abstract of Praxis 

 

Reducing bias through the careful curation of training data for developing face 

recognition algorithms 

 

    

  While face recognition algorithms have their uses, they also carry the potential to 

be biased and do harm to some groups. In order to create better models, it is essential to 

comprehend how these algorithms are trained and what factors affect their accuracy and 

fairness. How the ethnic composition of training data affects the performance of facial 

recognition systems is the topic of this research. We show that gender mislabeling and 

racial bias are two of several biases that can have a major effect on accuracy when 

combined.  

As part of our research, we compiled information from a wide variety of sources. 

We were able to significantly lower the likelihood of bias due to certain groups' 

underrepresentation, particularly African Americans, by including a wide range of 

perspectives and experiences in the data.  

We find that changing a color image to a grayscale one yields different meanings, 

which allows us to assess how well our curated datasets analyze the performance of our 

FRT algorithms. 

  In order to implement our findings, we developed a Predictive Code Completion 

Model using Python code that made use of the Tkinter toolkit.      
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Chapter 1—Introduction 

 

1.1 Background 

This study provides empirical evidence that bias, particularly against African 

Americans aged 18 to 65, can be mitigated by retraining facial recognition algorithms. 

This could help U.S. law enforcement accurately identify potential criminals. 

   Facial recognition technology (FRT) is utilized in several applications, such as 

enabling secure smartphone access and identifying criminal suspects from surveillance 

photographs, as a tool in the justice system (Wehrli et al., 2022). In collaboration with the 

academic community, various organizations advocating for citizens' rights and social 

justice have pinpointed negative societal outcomes resulting from the unquestioning 

application of FRT algorithms. These implications include wrongful arrests and an 

excessive level of government surveillance. In the United States, the negative outcomes 

of these consequences have had a greater impact on individuals belonging to racial and 

ethnic minority groups (Limante, n.d.). This issue is because algorithms are generally less 

precise when used on nonwhite people. Even more than this, FRT systems are being 

integrated into existing systems and institutions that have a history of unequal treatment 

and disparities (Terhorst et al., 2022). As research into racial biases in the operation of 

facial recognition technology continues to advance, enhancing facial recognition 

algorithms could become a comprehensive solution to mitigate these biases. Addressing 

population differences in training data is critical in preventing this phenomenon. This 

means making the labels on the data better and having outside auditors look over the 

datasets to make sure they are diverse and fair. 
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1.2 Research Motivation 

 Facial recognition technology is ubiquitous. Because this technology is almost 

unavoidable today, it is reasonable to expect it to be closely monitored and regulated. It 

isn't. The technology is fundamentally flawed and largely unregulated.  

The need to address algorithmic bias, which occurs when an algorithmic decision 

unfairly benefits some groups at the expense of others, is what motivates this research. 

This matters because algorithms are the gatekeepers of civil liberties.   

Imagine being handcuffed in front of your neighbors and family for stealing 

watches (Jefferson, 2020). After spending hours behind bars, you learn that the facial 

recognition software state police used on footage from the store identified you as the 

thief. But you didn’t steal anything; the software pointed cops to the wrong guy 

(Chicklas, 2021). Unfortunately, this is not hypothetical. This happened three years ago 

to Robert Williams, a Black father in suburban Detroit. Sadly, Williams’ story is not a 

one-off.  

In a recent case of mistaken identity, facial recognition technology led to the 

wrongful arrest of a Black Georgian for purse thefts in Louisiana (Brodkin, 2023). Many 

times, these misidentifications cause irreparable damage.  

Case in point, a Texas man is suing Macy's and Sunglass Hut's parent business for 

allegedly using error-prone facial recognition technology to wrongfully accuse him of 

armed robbery. Harvey Murphy Jr. was released after nearly two weeks in jail when 

prosecutors determined he was not physically present in the state when the crime 

occurred. During his imprisonment, Murphy was allegedly attacked and raped by three 

guys, resulting in lifelong damage (Fung, 2024). 
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Technology does not exist apart from the biases and bigotry that pervade our 

culture. According to studies, people of color, women, and nonbinary people have the 

lowest levels of facial recognition reliability (Garg et al., 2018). Conversely, criminal 

databases used by U.S. law enforcement disproportionately include individuals from 

minority groups, thereby exacerbating racial inequality. With law enforcement having 

access to this technology, the consequences can be fatal.  

Racial disparities in the performance of FRT can be attributed to the 

underrepresentation of non-white faces in the sample datasets used to train the algorithms 

(Jefferson, 2020). 

Most Americans support the use of facial recognition technology by law 

enforcement, but research shows that some law enforcement agencies rely too heavily on 

the system while human staff are still needed (Chong et al., 2022).  Increased 

transparency and effective leadership may be necessary to resolve the issue. 

1.3 Problem Statement 

Using improperly trained AI facial recognition technology by law enforcement 

results in an error rate ranging from 0.1 to 9.3% accuracy (Grother et al., 2019) causing 

a disproportionate number of misidentification of African Americans. 

The problem to be addressed through this study is to analyze the accuracy of 

facial recognition algorithms and suggest a strategy to mitigate their inaccuracies. Facial 

recognition is complex and relies on several factors; for instance, how up-to-date and 

accurate is the algorithm used by the justice system (Wu et al., 2023)? Which image 

feeds into the algorithm? To get witnesses to confirm or identify a list of suspects, what is 

the best way to display the list? People are quite concerned about how accurate the 
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program is (Albiero et al., 2020). However, the reliability of an algorithm is affected by 

several things. Among these elements are the decisions made by the developer, the 

quality of the dataset, the training process, and the structure of the neural network (Kabir 

et al., 2018). 

There is a correlation between the input photo's quality and the output (Morales et 

al., 2021). The gender, age, and race of the searcher may also have an impact on the 

algorithm's performance. Up until now, one of the biggest worries has been the 

possibility that algorithms would unfairly hurt Black people due to the technology's 

disproportionately high mistake rates for people of color (B et al., 2024). When law 

enforcement uses facial recognition technology, there is significant concern about the 

potential for false arrests (Johnson et al., 2022).  

1.4 Thesis Statement 

To enhance outcomes and reduce biases in facial recognition, an effective 

training algorithm uses data augmentation with diverse and balanced datasets to reduce 

disparities in ethnicity, gender, or skin tone. 

Federal, state, and local law enforcement agency’s use of a fine-tuned algorithm 

with less accurate results increases the chances of bias during arrests because of facial 

recognition.  One approach is to optimize the algorithm by removing color from the 

image, thus minimizing the likelihood of bias. Grayscale images eliminate color 

information, thereby reducing the impact of skin color changes on recognition accuracy 

(Bhatta et al., 2024). Training in grayscale may reduce bias; however, it is essential to 

maintain a diverse dataset that accurately represents various ethnicities and skin tones to 

optimize accuracy for all individuals. Facial recognition systems that use color images 
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may exhibit greater sensitivity to biases associated with skin color variation, particularly 

when accurately identifying individuals with darker skin tones.  

Employing methodologies like the “blind taste test” can effectively reduce bias 

(Galhotra et al., 2017). This involves evaluating algorithms without regard to the 

demographic details of people in the images (Morales et al., 2021), focusing solely on 

performance and accuracy while reducing implicit biases. 

Comprehensive data review and enhancement involves careful and systematic 

analysis of datasets and results, facilitating algorithmic improvements and mitigating bias 

in future software iterations (Terhorst et al., 2022). This requires enhanced data labeling 

and evaluation of external datasets to ensure diversity and representativeness. 

1.5 Research Objectives 

The primary goal of this research on FRT is to accurately identify and 

differentiate African Americans between the ages of 18 and 65, both individually and as a 

group. The number of incorrect identifications can fluctuate, contingent on the 

technological method employed for facial recognition (51Testing, 2021). The most 

accurate face identification algorithm has an error rate of 0.08% (admin, 2017). Facial 

recognition systems that incorporate liveness detection exhibit superior levels of 

accuracy. 

This work will focus on implementing facial recognition with deep learning CNN 

architecture in Python to mitigate algorithmic biases. 

This research will explore favorable strategies to reduce algorithmic bias by 

addressing the following research questions and hypotheses: 
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1.6 Research Questions and Hypotheses 

The study questions and hypotheses to reach the thesis statement are listed below, 

considering the previously stated research objectives: 

 RQ1: Are facial recognition algorithms racially biased? 

 RQ2: Can a facial recognition algorithm model be built to improve accuracy and 

reduce built-in biases? 

RQ3: Can the unjustness brought about by AI misidentification be mitigated by 

incorporating human oversight? 

 H1: Assuming the datasets used to train AI technology are biased, mostly using 

white male faces to train FR systems while ignoring faces of different races, the 

technology will unavoidably produce biased conclusions. 

 H2: With 90% accuracy, the facial recognition algorithm model can be retrained 

to correctly classify faces as Good or Bad Quality. 

 H3: Human involvement in data labeling, thorough data testing, and ensuring a 

diverse sample representative of the African American community effectively illustrate 

that basic best practice protocols in FRT mitigate biases. 

1.7 Scope of Research 

This study aims to investigate a significant issue where algorithms 

disproportionately affect African Americans, especially men and women between the 

ages of 18 and 65, by emphasizing a main concern: the reduced accuracy of FRT systems 

for African Americans, a phenomenon known as bias. 

Analyzing a clear method to eliminate this prejudice—that is, retraining models 

for sensitive features like gender or color—helps one to appreciate why this approach is 
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virtually equal to reducing bias. If facial recognition models focus less on sensitive 

features, one would expect the differences in accuracy between groups to be minimized. 

This method seems to successfully help to eliminate bias in scientific writing. This 

process involves assessing model awareness of sensitive aspects and their impact on 

accuracy. In particular, blind pre-trained models are examined to reduce their sensitivity 

to significantly important features. Not surprisingly, no correlation was shown between 

awareness and accuracy, or between awareness and bias. In these experiments, blinding 

has somewhat compromised accuracy (Albiero et al., 2020). The seemingly simple 

concept of reducing bias in facial recognition rates by reducing awareness of sensitive 

features is ineffective; ignoring sensitive features is unrealistic for achieving less biased 

facial recognition.  

The NIST-produced FRVT dataset provides a quantitative benefit to the research 

findings. Launched in 2000, the Face Recognition Vendor Testing Program (FRVT) at 

NIST was intended to test both prototype and commercially available facial recognition 

algorithms neutrally. The U.S. government is using the test results to help determine 

where and how to most judiciously apply facial recognition technology. To ensure more 

accurate reporting and complete this research, the NIST dataset was downloaded and 

extracted in March 2024. 

1.8 Research Limitations 

We recognize that our research study has certain constraints that may affect the 

practical implementation of our method in real-world scenarios. The following are 

limitations and challenges encountered within this research:  
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• Possessing a sufficient depiction of human faces, which differ widely in terms of 

size, shape, expression, and illumination. These characteristics may make it more 

difficult for the algorithm to generalize and adapt to different situations. A large 

number of the faces in the NIST FRVT dataset failed to provide a sufficiently 

representative sample of African American men and women in the 18-65 age 

range. 

• The diversity and caliber of the datasets employed to train and assess the 

algorithms. Diverse datasets may display differing characteristics, such as 

resolution, format, annotation, distribution, and bias.  This presents a significant 

issue in recognizing various skin tones, backgrounds, facial characteristics, and 

additional facial elements. The NIST dataset was partitioned into training and 

testing subsets and evaluated against the Labeled Faces in the Wild (LFW) 

dataset.  

• The complex nature and constraints of the algorithms employed to execute the 

tasks. The algorithms must be precise and resilient to accommodate the 

unpredictability and diversity of faces and datasets.  

Recognizing these limitations allows for the refinement and expansion of 

understanding of CNNs used for facial recognition.  

1.9 Organization of Praxis 

This study examines the feasibility of mitigating bias through careful curation of 

the training data used in the development of algorithmic CNN models. This praxis paper 

presents our research findings organized into five chapters.  
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Chapter 1 – Introduction: The first chapter presents the introduction to the 

research topic and outlines our research objectives by offering a comprehensive overview 

of facial recognition technology. This chapter discusses the biases present in the flawed 

algorithms used in law enforcement’s FRT and the effects these inaccuracies have on 

African Americans between the ages of 18 and 65. Our suggested solutions aim to 

mitigate these biases.  

Chapter 2 – Literature Review:  The second chapter presents the literature review 

of existing research on FRT. It provides a comparative analysis of previous studies 

related to this subject, highlighting both similarities and differences in findings. The 

literature review analyzes essential publications and sources to provide the basis for our 

research inquiry.  

Chapter 3 – Methodology: The third chapter is titled Methodology, and it is where 

the CNN architecture and the methodology that was employed for the study are 

presented. Some important components of the research are discussed, including the origin 

of the data, the machine learning algorithms that were implemented in Python, and the 

assessment measures that were utilized throughout the research.  

Chapter 4 – Results: The results of the retraining of the FRT algorithm are shown 

in the fourth chapter, which also includes a comparison of the method’s performance to 

that of previous works that have utilized the NIST FRVT dataset that is used by law 

enforcement.  

Chapter 5 – The fifth and final chapter of the research paper encompasses an 

overview of the research contributions to the existing body of knowledge, an examination 

of the implications and limitations of the findings, and recommendations for future 
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research in facial recognition technology and methods for mitigating bias in algorithms 

utilized by law enforcement. This chapter acts as the final summary of the research 

praxis. 

This document is structured in the following manner: Chapter 2 examines the 

existing literature on FRT research, focusing on the biases present in facial recognition 

algorithms. It provides a comparative analysis of previous studies related to this subject, 

highlighting both similarities and differences in findings. Chapter 3 outlines the 

methodology employed for the FRT algorithms utilized in this research. This summarizes 

the strengths and weaknesses found. Chapter 4 presents the quantitative findings of this 

study focused on mitigating FRT biases through the careful curation of training data for 

the models. Chapter 5 presents the findings of the research, highlighting any constraints 

in the analysis and specifically examining the validation or refutation of the hypotheses. 
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Chapter 2—Literature Review 

 

2.1 Introduction 

Facial recognition technology has become increasingly prevalent in law 

enforcement and other societal domains, raising concerns about its potential impact on 

marginalized communities, particularly African Americans within the 18-65 age range. 

However, the accuracy and fairness of these systems have been a growing concern, as 

they have been shown to exhibit biases against this demographic group (Stark, 2019)  

(Guo et al., 2019) (Zeng et al., 2019). These biases can lead to disproportionate errors and 

discriminatory outcomes, undermining the technology's trust and effectiveness. 

Recognizing the critical importance of addressing these biases, researchers have explored 

a multitude of strategies with a particular emphasis on the pivotal role of carefully 

curating the training data used to develop these algorithms (Ferrara, 2023). 

Facial recognition technology has been rapidly adopted by law enforcement 

agencies across the United States, with a growing number of police departments utilizing 

this technology for a variety of purposes, including surveillance, identification, and crime 

prevention (Radiya-Dixit & Neff, 2023). While the widespread use of this technology has 

the potential to aid law enforcement efforts, it has also raised significant concerns about 

its inherent biases and the infringement of civil liberties (Cagle, 2024), particularly for 

marginalized communities such as African Americans.  

As stated in Chapter 1, identifying criminal suspects from surveillance photos is 

one way that facial recognition technology (FRT) is used in the legal system (Wehrli et 

al., 2022). False arrests are one of these repercussions. People who identify as members 
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of racial and ethnic minorities in the US suffer more detrimental effects as a result of 

these outcomes (Limante, n.d.). The issue arises from the fact that algorithms frequently 

perform less accurately when they are applied to non-white individuals. The FRT system 

is also being added to already-existing establishments and organizations, which 

exacerbates the problems with biases in facial recognition algorithms (Gentzel, 2021). To 

further elaborate (Gentzel, 2021), the deployment of FRT in practical environments, such 

as businesses or institutions, may intensify pre-existing biases in the algorithms, resulting 

in unjust discrimination against particular groups, notably individuals with darker skin 

tones, such as African Americans.  

The study by (Robinson et al., 2020) shows that facial recognition technology 

(FRT) has the potential to exacerbate racial inequalities in policing. This study identified 

a significant bias in arrests made by law enforcement agencies, revealing a 

disproportionate representation of Black community members among those apprehended, 

as determined through an automated FRT. The identified biases are because of multiple 

factors, including inadequate representation of Black people in the training datasets 

utilized by the algorithms, the presumption of infallibility inherent in these systems, and 

the propensity for the personal biases of law enforcement officers to intensify these issues 

(Terhorst et al., 2022). 

As facial recognition technology becomes more prevalent in law enforcement and 

other areas of society (Bump, 2018), concerns have arisen about the potential impact it 

could have on marginalized groups (Brey, 2004), particularly African Americans. It is 

essential to assess the sociotechnical ramifications and ethical concerns associated with 

the adoption of this technology by law enforcement agencies (Office, n.d.-a). This study 
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analyzes the existing state of facial recognition technology, any possible biases, and the 

wider ramifications for the African American community. Although eliminating racial 

profiling presents challenges (Roy, 2017) the significance of automating the tedious and 

repetitive facial recognition process is substantial.  

2.2 AI in Law Enforcement 

It is important to understand how law enforcement uses facial recognition as 

illustrated in Figure 1. Police departments across the United States have been quick to 

incorporate FRT into their investigative processes (Facial Recognition Gives Police a 

Powerful New Tracking Tool. It’s Also Raising Alarms., 2018). To improve their ability 

to identify and monitor criminals, federal, state, and municipal agencies have partnered 

with FRT design firms such as Amazon and Google (The Facts on Facial Recognition 

with Artificial Intelligence, n.d.). Although law enforcement authorities now mostly use 

FRT to identify suspects from photographs taken by surveillance film or by a witness's 

camera, the applications of FRT will probably grow shortly (Wu et al., 2023). The 

government facial recognition market is expected to grow approximately threefold over 

the next decade. Currently, at least a quarter of state or local police agencies can use 

facial recognition systems for searches (Lewis & Crumpler, 2021).  

The implementation of FRT by law enforcement is expected to transform its 

ability to identify suspects, much like the development of forensic DNA identification in 

the late 1980s (Tracy & Morgan, 2000). Similar to DNA evidence, FRT enables law 

enforcement officials to extract tiny biometric samples from a crime scene and then 

cross-reference them with department databases to generate a detailed profile of a suspect 

(Garvie & Frankle, 2016). In contrast to DNA analysis, FRT does not require the 
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presence of a suspect's bodily tissues, fluids, or other biological materials at the crime 

scene. Facial recognition technology simply requires an image of the suspect through 

closed-circuit television (CCTV) or other sources (Binns, 2018). 

Studies on AI in law enforcement have produced inconsistent outcomes. Several 

scholars have expressed apprehensions over algorithmic prejudice (Stoica et al., 2018) 

asserting that it is both erroneous and exacerbates existing racial and gender biases in law 

enforcement, resulting in unequal treatment. Several police departments are employing 

AI to efficiently analyze large volumes of data to detect trends and patterns (Office, n.d.-

a). Even more, than this, they utilize tools like ChatGPT (Bigman & Gray, 2018) to serve 

as investigation aides. In recent years, AI has experienced significant advancements and 

quick expansion. In addition, there is intense competition in the sector, as companies such 

as Clearview AI (Shaker, 2022), Amazon (Roach, 2018),  and Microsoft (PatrickFarley, 

2024) are launching new features and enhanced iterations of their FRT products. These 

businesses possess proficiency in developing tailored solutions for diverse situations. 

Notwithstanding considerable progress in deep-learning methodologies, federal tests 

(Office, n.d.-b) have indicated that most facial recognition algorithms demonstrate 

inadequate efficacy in accurately identifying individuals outside the white male 

demographic, as detailed by (Wu et al., 2023) in their investigation of algorithmic bias. 

The majority of agencies use the same five-step procedure when identifying a 

suspect utilizing FRT. First, officers have a visual depiction of a criminal 

suspect. Second, police prepare the visual representation for inclusion in the FRT. Third, 

the FRT compares the visual representation against the system's database of faces, 

generally consisting of mugshots. The FRT generates a list of potential face matches for 



15 

 

an officer's examination; each match is usually paired with a corresponding confidence 

level, indicating the system's certainty over the identity of the suspect (Knox, 2018). 

 

 

 

 

 

 

 

 

 

 

 

 

 

Finally, an officer looks over the list that the FRT generated and determines 

whether any of the potential matches demand further investigation (Lewis & Crumpler, 

2021).  

 Numerous law enforcement agencies, such as the Federal Bureau of Investigation 

(FBI) and the New York Police Department (NYPD), see the outcomes of a Facial 

Recognition Technology (FRT) inquiry as merely an "investigative lead” (Nyoka et al., 

2023).  An "investigative lead" signifies that detectives must obtain further investigative 

evidence to establish the requisite probable cause for a valid arrest (Mcknight et al., 

 

Figure 1: Diagram of Facial Recognition System  

(Courtesy of Vigilant Solutions) 
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2011). The FBI is contemplating the elimination of the “investigative lead only” protocol, 

permitting an FRT match to attain probable cause due to confidence in its program and 

anticipated expansion (Schuetz, 2021). 

2.3 The Impact of Biased Training Data on African Americans 

Several studies have underscored the substantial influence of biased training data 

on the effectiveness and equity of facial recognition algorithms (Ferrara, 2023). These 

biases may originate from multiple sources, including the underrepresentation of specific 

demographics, stereotypic labeling, or the intrinsic biases in the training datasets. 

Research indicates that facial recognition systems frequently demonstrate elevated error 

rates when analyzing images of individuals from underrepresented racial and gender 

groups, resulting in disproportionate inaccuracies and potential discrimination. The 

African American community, particularly those between the ages of 18 and 65, has 

experienced significant effects from the use of FRT by law enforcement. Current studies 

show that FR algorithms frequently encounter difficulties in accurately recognizing 

individuals with darker skin pigmentation resulting in elevated rates of false positives and 

false negatives for African Americans (Hong et al., 2022) (Radiya-Dixit & Neff, 2023) 

(Dooley et al., 2023).  This bias may lead to the disproportionate representation of 

African Americans in the criminal justice system (Brodkin, 2023), along with a 

heightened likelihood of erroneous arrests and detentions (Allyn, 2020). 

2.4 The Need for Curated Training Data 

  One of the primary factors contributing to bias in facial recognition algorithms is 

the composition of the training data used to develop these models (Dooley et al., 2023) 

(Merler et al., 2019). Datasets used to train facial recognition algorithms often lack 
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diversity, with a predominance of images representing certain demographic groups, such 

as Caucasian males. Lack of inclusion in the initial dataset may cause the algorithm to 

acquire biased patterns, leading to increased error rates for underrepresented groups.   

  To address this issue, researchers have highlighted the importance of carefully 

curating the training data to ensure a balanced representation across different 

demographic characteristics, such as gender, race, age, and ethnicity (Leavy et al., 2020) 

(Merler et al., 2019) (Kuhlman et al., 2020). By incorporating a diverse set of facial 

images in the training data, the algorithms can learn to recognize a wider range of facial 

features and characteristics, reducing the risk of biased performance and thus enhancing 

trust in the system. Researchers ((Ahn et al., 2021) (Kuhlman et al., 2020) (Leavy et al., 

2020)  (Merler et al., 2019)) have proposed several strategies to mitigate bias in facial 

recognition technology through the careful curation of training data, including actively 

augmenting existing datasets, establishing standards and best practices for data collection 

and curation, and fostering interdisciplinary collaboration with diverse stakeholders.  

  The extensive implementation of FRT in law enforcement, lacking curated 

training datasets, has sparked significant concerns regarding potential misuse and 

violations of civil liberties. These surveillance practices may make African Americans 

feel even more marginalized and targeted (Albiero et al., 2020) resulting in a breakdown 

of trust between communities and law enforcement (Kolla & Savadamuthu, 2023).    

2.4.1 Challenges in Facial Recognition Data Curation 

   The effectiveness of FR systems is inherently dependent on the degree of 

accuracy and variation in training information used in their development. Current 

training datasets frequently lack essential diversity and representation, resulting in 
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biased algorithms that underperform for specific demographic groups (Fu et al., 

2020). This issue is especially pronounced among underrepresented groups, including 

ethnic minorities and women, where the available data is frequently inadequate or 

biased (Parra et al., 2022). 

   A study analyzing the Diversity in Faces dataset (Merler et al., 2019) 

revealed substantial disparities in the representation of various facial characteristics, 

with certain features being overrepresented while others are underrepresented. The 

absence of diversity may result in algorithms that exhibit reduced accuracy and 

increased susceptibility to errors for individuals with underrepresented facial 

characteristics. 

  Moreover, studies (Chi et al., 2021) have underscored the need for greater 

diversity in the formulation of FR technology. The underrepresentation of 

marginalized groups in the technology sector can exacerbate biases in algorithms 

(Beauxis-Aussalet et al., 2021), as the design and decision-making processes may 

insufficiently address the needs and concerns of these populations. 

2.5 Trust in AI 

  It is imperative that (Duenser & Douglas, 2023) expand on our understanding of 

how AI ethics principles, which have the potential to guide the creation of AI systems, 

are linked to people's perceptions of their trustworthiness and the circumstances in which 

that trustworthiness matters to them. Trust is goal-oriented and context-dependent. In this 

situation, a few of these elements might bolster an individual's judgments of 

trustworthiness and actions that are trustworthy when interacting with an AI (Ahn et al., 

2021).  Consequently, we argue that these issues require more in-depth discussion and 
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empirical research in order to prevent trust and credibility in AI systems from devolving 

into a vague catch-all for the "good" (Lora, n.d.). AI should be viewed as a socio-

technical system in which the relationships among various stakeholders may affect 

perceptions of reliability, and how these relationships may strengthen or weaken trust, as 

well as affect how widely accepted and used AI becomes (Radiya-Dixit & Neff, 2023). 

Our attention to how the interactions and dynamics between several stakeholders, their 

trustworthiness, and whether they adhere (or are seen to adhere) to AI ethics principles 

will determine how trust and confidence perceptions of AI systems, developers, 

providers, and users, and how this influences the acceptance or adoption of AI 

technologies (Beauxis-Aussalet et al., 2021). 

Face recognition systems serve two principal functions: one for law enforcement 

and the other for commercial applications. Face recognition technology is primarily 

employed in law enforcement, specifically in video surveillance through real-time 

matching of video sequences and in mugshot databases via static matching (Chellappa et 

al., 1995).  AI ethics principles such as explainability and transparency are frequently 

believed to enhance user trust in the system (Reinhardt, 2023).  Nevertheless, there is a 

lack of clear data demonstrating how these features influence users’ perceptions of the 

system's trustworthiness. Biases can be generated and reinforced in the machine-learning 

process via model predictions obtained from various sources (Jiang & Nachum, 2019). 

Inadequate data, erratic data collection, and substandard data practices throughout various 

phases of the model's development can lead to bias in the model's assessments (Leavy et 

al., 2020).  If the machine learning pipeline you are employing contains intrinsic biases, 
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the model will not only adopt them but also exacerbate and potentially amplify them 

(Ateniese et al., 2015). 

AI systems ought to be regarded as sociotechnical systems, indicating that the 

people who designed, constructed, deployed, and utilized the system are equally 

significant as the system itself in assessing its trustworthiness (Radiya-Dixit & Neff, 

2023). If we neglect these details, the phrases "trust in AI" and "trustworthy AI" could 

start to mean any good thing about AI systems (Reinhardt, 2023).  Increased awareness of 

the adverse consequences associated with the deployment of AI systems in real-world 

scenarios has resulted in the development of numerous strategies to mitigate these 

negative effects (Meenakshi, 2013).  

2.6 Explainable AI on Algorithmic Bias Mitigation 

  It is essential to identify, evaluate, and mitigate any potential biases that could 

affect the outcome when developing and maintaining a new machine learning model.  In 

the next study, the authors (B et al., 2024) emphasized the objectivity of automated 

decision-making by classifying FRT as AI. This gives the misleading appearance that the 

outcomes generated by these technologies are devoid of errors that human eyes or 

thoughts frequently commit, as well as free from the biases and preconceived notions that 

we struggle to overcome (Raposo, 2024). Nevertheless, AI is neither a remote technology 

nor an entirely impartial algorithm; rather, it consists of codes authored by humans and so 

adheres to the guidelines established by humans (Arneson, 1999). These regulations 

frequently exhibit either direct or indirect prejudice or contribute to the perpetuation of 

inequities that our communities still maintain (Pflanzer et al., 2023).  
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  To mitigate the risks associated with the use of facial recognition technology, it is 

essential to set up rigorous safeguards and oversight protocols.  This may include the 

formulation of transparent and accountable policies (Young et al., 2019), the creation of 

independent oversight boards (Ughade, 2023), and the execution of stringent bias testing 

and audit procedures (51Testing, 2021) (Radiya-Dixit & Neff, 2023).  Enhanced public 

awareness and community involvement can empower African Americans to assert their 

rights (Fjeld et al., 2020) and demand accountability from decision-makers (Bai et al., 

2022).  

 To safeguard the rights and welfare of all people, regardless of race or ethnicity, 

policymakers, technology firms, and law enforcement agencies must collaborate to create 

and execute facial recognition systems that are fair and impartial and uphold civil 

liberties. Inequalities in facial recognition software can have significant consequences, 

particularly for underrepresented groups.  Studies reveal that these systems often perform 

less accurately for women and individuals with darker skin tones, leading to higher rates 

of false positives and false negatives for these groups. Serious repercussions have 

followed from this, such as false arrests (Allyn, 2020) or denials of service access 

(Chicklas, 2021).  

 Mitigating bias in facial recognition technology is essential for guaranteeing that 

these systems are just, precise, and fair for all people, regardless of their demographic 

attributes (Chouldechova, 2017).  To accomplish this, researchers and developers 

(Crawford & Calo, 2016) must collaborate to meticulously curate training data, conduct 

thorough algorithmic audits, and promote interdisciplinary cooperation among various 



22 

 

stakeholders and experts, all aimed at creating more inclusive and equitable facial 

recognition technology. 

  Moreover, the utilization of FRT relies on human judgment since it was 

implemented and operated by humans (Jacovi et al., 2021), thus presenting additional 

possibilities for human prejudice. This study (Bach et al., 2024) examines the issues 

arising from the potential biases and prejudices associated with the use of FRT by law 

enforcement authorities. (Agarwal, 2020) also explores how FRT deployment can lead to 

bias and discrimination. The article (Dhar et al., 2021) explores the introduction of bias 

into the FRT software and its potential manifestation during use, leading to adverse side 

effects that disproportionately impact specific population groups. The research by (Silva 

et al., 2016)  examines the feasibility of overcoming these problems, with a specific 

emphasis on data and social viewpoints. 

2.6.1 Data Curation as a Mitigation Strategy 

One promising approach to mitigating bias in FRT involves the meticulous 

curation of the training data utilized for algorithm development (Kolla & 

Savadamuthu, 2023). By ensuring that the training data accurately reflects the 

diverse populations the technology is intended to serve, the algorithm can be 

trained to recognize a wider range of facial features and characteristics (Ferrara, 

2023). 

Researchers have developed a variety of strategies to improve the fairness 

and accuracy of FR systems through data management, as argued by (de Laat, 

2018). These include: 
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• Actively seeking out and incorporating data from underrepresented groups 

to improve demographic diversity in the training dataset (Chi et al., 2021). 

• Using synthetic data generation techniques to augment existing datasets 

and create more balanced representations (Leavy et al., 2020). 

• Establishing standards and best practices for data collection and curation 

with a focus on ethical and responsible handling of sensitive personal data 

(Yarger et al., 2019). 

• Fostering interdisciplinary collaboration between experts in machine 

learning, computer vision, and social sciences to ensure that the 

development of FRT is informed by a diverse range of perspectives and 

experiences (Shi, 2023). 

By adopting these strategies, researchers and developers of FRT 

algorithms can work to mitigate the risks of bias, thereby ensuring that these 

systems are more inclusive and fairer to all people. 

2.6.2 Algorithmic Auditing as a Mitigation Strategy 

In addition to curating training data, an important way to mitigate bias in 

FRT is through a comprehensive algorithm audit (Raji et al., 2020). Systematic 

evaluation of algorithm performance on various datasets is crucial for algorithm 

auditing. This involves a thorough review of the prevalence of errors among 

various demographic categories and formulating strategies to address any 

identified biases. 
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Researchers have suggested various methodologies for performing 

algorithmic auditing, including: 

• Testing the algorithms on benchmark datasets that are designed to evaluate 

fairness and accuracy across different demographic groups (Galhotra et 

al., 2017). 

• Conducting sensitivity analysis to understand how the algorithms’ 

performance is impacted by different facial features or characteristics 

(Roomi et al., 2011). 

• Evaluating the algorithms’ fairness metrics, such as demographic parity, 

equal opportunity, and equalized odds, to identify and address any 

disparities in their performance (Hardt et al., 2016). 

• Implementing feedback loops and iterative refinement processes to 

continuously monitor and improve the algorithms’ fairness and accuracy 

over time (Joachims et al., 2016). 

Through the implementation of a comprehensive algorithmic auditing 

procedure, researchers and engineers can attain a more profound comprehension 

of the origins of innate biases in FR systems and undertake specific measures to 

mitigate them. 

2.7 Face Recognition Biases Beyond Demographics 

 This article (Gong et al., 2020) evaluated two popular face recognition databases 

beyond demographics. The findings indicate that besides population trends, other 

variables substantially influence the detection effectiveness of the “FaceNet” and  
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“ArcFace” models.  While the observed differences brought about by various features 

continue to be fairly consistent for FaceNet (FaceNet - Using Facial Recognition System, 

2020),  ArcFace's (InsightFace, n.d.) decision threshold has a significant impact on these 

differences. FR tools are changing how important decisions are made more and more. 

New research has shown that FR solutions act very differently depending on the user's 

background (Tolba et al., 2005). But for FR technology to be reliable, it's important to 

know how a lot of different facial features affect FR, not just populations. Because of 

this, the researchers looked at FR bias across a lot of different traits. The effect of 47 

characteristics (Parker, 2023) of the verification performance of two well-known FR 

models is looked into. The tests were done on the MAAD-Face attribute database 

(Terhörst et al., 2021), which is open to the public and has over 120M high-quality 

attribute comments. They added control group-based validity values to figure out if the 

changes in performance were due to unbalanced test data so that false claims about biased 

performances don't get made (Hupont Torres & Fernández, 2019).  

 

Figure 2: Blue face detection image 
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The findings indicate that a wide range of factors other than age or gender  

significantly impact an individual's recognition performance. These consist of ornaments,  

facial shapes, abnormalities of the face, and hairstyles and colors. Based on what was  

found in this study, (The Misgendering Machines, 2022) more work needs to be done to  

make the FR system more reliable, fair, and easy to understand. The researchers  

explain the large differences in performance observed. However, some observations are  

not clear enough and need to be further explored in future studies. The results of this  

study suggest that further improvements need to be made to the resilience,  

understandability, and fairness of FR systems (Terhorst et al., 2022). 

2.7.1 “Face Recognition Biases: Too Bias, or Not Too Bias?” 

   The article by (Robinson et al., 2020) studied the imbalanced training sets 

of CNNs trained on faces recognized by face detection systems and the biases 

involved. This study utilized the Balanced Faces in the Wild (BFW) dataset. It 

consists of eight subgroups that are fairly divided by gender and race. By illustrating 

the challenges associated with categorizing subjects into a singular subset, they 

demonstrated the utility of creating subgroups, as the FR algorithm infrequently errs 

in these subdivisions. They purchased a Sphereface (Liu et al., 2018) and believed 

that this “state-of-the-art convolutional neural network (CNN)” was biased due to an 

inequitable training set. Upon establishing that the data was biased, it became evident 

that applying the same threshold across various racial and gender groups resulted in 

false positive rate discrepancies of up to twice the standard level. Moreover, distinct 

percentage disparities in the scores were evident between the subgroups. 
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Figure 3: Racial Discrimination in FRT  

(Courtesy Science in the News) 
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 Furthermore, they standardized the false positive rate (FPR) by establishing a cutoff 

for each subgroup, which minimized the disparities and resulted in an elevated true 

positive rate (TPR)  (Klare et al., 2012). They believed that the majority of people were 

raised among diverse groups, enabling them to learn from inherently biased datasets (Wu 

& Bowyer, 2023). Ultimately, manual evaluations showed that individuals exhibited bias, 
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as most people believed their group was the most representative (Ståhl et al., 2020). The 

study, data, and resources may be utilized in various capacities. This is merely a minor 

aspect of the broader issue of bias in machine learning, as the article demonstrated its 

significance through data (Darabant et al., 2021). 

 

Figure 4: Depiction of biometrics. 

The signal detection model (SDM) (top-left) shows the sensitivity related to a single threshold tg. 

Translated to error rate (bottom left), a direct trade-off between FNP and FPR. In practice, this is 

entirely application-dependent. Specifically, the specific choice in desired FPR *%) (bottom-right). 
(Courtesy (Robinson et al., 2020) 

 

2.8 Understanding Fairness of Gender Classification Algorithms 

 This paper investigates how different gender-race groups perform differently 

 while using gender classification algorithms. Within this study, researchers  

(Buolamwini & Gebru, 2018) did experiments that showed algorithms with different  

architectures might not all work the same, even if they were trained on a set of people of  
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equal race and gender. Therefore, a specific algorithm is not to blame for the bias in the  

method for classifying people by gender. In all of the tests that were done, Black Race  

and Black women in particular had the lowest success rates.  The highest accuracy rates  

were seen in Middle Eastern men and (Wu et al., 2023) Latina women, which was also  

seen in. The reason could be the way skin tones reflect (Roach, 2018) light in different  

conditions and the shape of the face. Bias in the training set may lead to larger  

differences in accuracy. Furthermore, the study found that the high mistake rates might  

be because black females' faces are different from those of the other females and look a  

lot alike with black male faces. The bias in the method for classifying people by gender is  

not caused by a specific algorithm, which proves my thesis (Krishnan et al., 2020). 

2.9 Summary and Conclusion 

Strong protections and monitoring systems must be put in place to deal with the 

possible dangers of FRT. Some possible steps in this direction include creating open and 

responsible policies, setting up impartial oversight committees, and instituting thorough 

procedures for testing and auditing bias. Researchers and developers can make these 

systems more accessible, accurate, and equitable for people of all demographics by 

applying these strategies.  

Facial recognition algorithms could be made much more accurate and fairer by 

implementing the suggested strategies for minimizing bias in training data and 

conducting thorough algorithmic audits. Researchers and developers can strive to build 

more diverse and representative training datasets by proactively seeking out and 

integrating data from underrepresented groups, employing synthetic data generation 

techniques, and establishing standards for responsible data handling. Thus, this can 
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ensure that the algorithms can correctly identify a wider range of facial features and 

traits, which in turn can help reduce the risk of demographic biases. 

Researchers and developers can further understand the sources of bias in their 

algorithms and take targeted actions to address them by implementing robust algorithmic 

auditing processes. These processes include testing on benchmark datasets, conducting 

sensitivity analysis, and evaluating fairness metrics. 

Together, data curation and algorithmic auditing, along with multidisciplinary 

cooperation and a dedication to responsible and ethical development, have the potential 

to greatly enhance the accuracy and fairness of face recognition technology, to the 

advantage of everyone in society. A multi-pronged strategy is needed to tackle the 

pressing problem of bias in FRT. Researchers and developers can make these systems 

more inclusive and equitable for everyone by implementing rigorous algorithmic auditing 

procedures and meticulously curating the training data used to build these algorithms. 

This will help mitigate the risks of demographic biases.  

Law enforcement’s extensive use of facial recognition technology has serious 

consequences for African Americans, especially those between the ages of 18-65. As a 

result of this prejudice, African Americans may be more likely to be wrongfully arrested 

and held in prison, and they may already be overrepresented in the criminal justice 

system. To address these issues, strong oversight mechanisms must be in place, equipped 

with the necessary tools to uphold their rights and hold those in power accountable. 

Strong protections and monitoring systems must be put in place to lessen the dangers that 

come with using face recognition technology. Some possible steps in this direction 

include creating open and responsible policies, setting up impartial oversight committees, 
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and instituting thorough procedures for testing and auditing bias. A combination of 

meticulous data curation for training, rigorous algorithmic auditing, and multi-

disciplinary collaboration is necessary to mitigate bias in face recognition technology. 
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Chapter 3—Methodology 

3.1 Introduction 

This chapter delineates the approaches implemented to guarantee effective 

curation of data related to FRT algorithms used by law enforcement, specifically 

concerning African Americans aged 18 to 65. Below are the steps we followed to reduce 

algorithmic biases in the FR datasets that could be used by law enforcement. 

 

Step 1: Data Collection. We performed our tests on the NIST FRVT dataset, 

Labeled Faces in the Wild (LFW) dataset, MORPH-II, and random photos from the 

internet. Thanks to carefully constructed deep learning models and ever-increasing 

information processing capabilities, modern FRTs can now learn from image datasets 

containing millions of faces. Our deep learning models relied on image datasets, which 
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served as the development and test set benchmarks. However, we found the majority of 

facial recognition datasets rely on crowdsourcing, which further introduces bias into the 

data.     

Step 2: Model Training.  We took the time to thoroughly investigate and analyze 

the dataset that we had chosen to use to test and train the models before we started 

developing them. We had to ensure these groups were protected and address any data 

bias or quality issues that may affect them. 

Step 3: Implement Responsible Data Modeling Best Practices.  After carefully 

curating our data and putting our model into production, we had to make sure that bias 

would not be introduced, and if it was introduced by accident, it would be quickly 

identified and mitigated. This was a constant process. 

Furthermore, we will outline the assessment criteria and validation protocols 

employed to gauge the efficacy of our proposed approach. We outline the criteria 

employed to assess model performance, validate the model, and juxtapose our findings 

with prior research methodologies. The principal objective of our praxis study is to assess 

the precision of algorithmic models applicable to law enforcement while tackling 

concerns associated with intrinsic data biases in existing methodologies. 

3.2 Face Recognition & Bias (Data Collection) 

In this section, we describe how to significantly reduce algorithmic bias during 

data collection.  Reducing bias in AI systems depends largely on the utilization of 

diverse, representative data. To ensure that the data fairly reflects the diversity of the 

target population, we collected information from many sources for our research. 
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Incorporating a diverse array of experiences and viewpoints in the data helped us 

demonstrate how to greatly reduce the dangers of bias caused by the underrepresentation 

of certain groups, particularly African Americans. Our work helps reduce (but not 

eliminate) current biases and limitations of existing datasets by collecting more diverse 

facial images of non-white racial groups. We empirically show that when the majority 

ethnic mix is not Caucasian, this results in a noticeable improvement in generalization 

performance to new image datasets. 

3.2.1 Datasets suitable for doing experiments in deep face recognition.  

There are multiple facial datasets available for training and testing deep 

facial recognition algorithms. Below, is specific information regarding a few of 

them.  The MORPH-II dataset provided the study data. Current publicly available 

facial datasets are significantly biased towards Caucasian faces due to the huge 

amount of available data, while other ethnic groups (such as African Americans) 

are significantly underrepresented. Through the use of public sources, the 

MORPH-II dataset was developed in 2006 to facilitate research on face-aging. 

This dataset is frequently and extensively utilized by the scientific community. 

This research is particularly pertinent because it contains a large collection of 

photographs that feature African American subjects. It was discovered that the 

MORPH-II meta-data was extraordinarily accurate, which led to alterations in the 

curation process not being needed for more than five percent of the original 

photos. Both mugshots with a resolution of 200x240 and 400x480 are included in 

this collection.  
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Figure 5: MORPH images 

Facial photographs from MORPH. The numbers next to each facial photo indicate age, ranging from 15 to 77 years, 

consistent with the target population of our current study. The average number of available facial photos per person 

was approximately four. 

 

3.2.2 Evaluation Datasets (Model Training) 

3.2.2.1 MORPH-II Dataset  

The MORPH-II Dataset is a facial age estimation dataset 

containing 55,134 photos of 13,617 participants ranging in age from 16 to 

77 years old. This dataset was used in comparative analysis to LFW and 

NIST FRVT.  

Table 1: Number of images by Gender and Race 

 

3.2.2.2 Labeled Faces in the Wild (LFW) dataset. 

The LFW dataset is a substantial collection of facial images. It was 

specifically created to evaluate the performance of face recognition 
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algorithms in realistic, uncontrolled environments. The photographs have 

been sourced from the Internet and encompass a wide range of variances 

in expression, stance, age, illumination, and resolution. The LFW database 

has photographs of 5749 individuals, with a cumulative count of around 

13000 photos. This collection contains a variety of photos with cluttered 

backgrounds. 

 

Figure 6: LFW sample images 

(Courtesy Labelled Faces in the Wild) 

3.2.2.3 NIST FRVT Dataset.  

The NIST FRVT test is critical for evaluating the effectiveness of 

face recognition algorithms. In our praxis evaluation, we compare LFW 

and MORPH-II with NIST FRVT and note that their algorithms can 

benefit significantly from modifications to the deployed test database and 

probe image format. 
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3.2.3 Data Bias Mitigation 

All too often, public datasets contain many pairs of redundant photos that 

are only distinguished by different cropping or compression methods. 

Consequently, when evaluating image models, it is common for a single image to 

appear in the two collections of images gallery (training) and the test set, so 

skewing the accuracy metrics in the machine learning assessment. Typical 

datasets include low-quality images and some inaccurate labels, and the 

prevalence of these features varies across different demographic groups. After 

addressing numerous imbalances and mislabels in the NIST FRVT and LFW 

photos, a dataset was constructed through rigorous manual curation. This dataset 

outperformed earlier facial recognition bias audit datasets.  

3.2.3.1 Model Data Quality 

This process of interracial transformation is often used to produce 

or equilibrate datasets that were previously imbalanced in terms of race, 

thereby achieving racial parity. Altering the racial composition of the 

individuals seen in the images can be performed using a variety of 

methods, including the utilization of generative adversarial networks 

(GANs) or AdaBoost.  As an additional recommendation, we propose that 

the quality of the model photos be improved in addition to these. As a 

consequence of this, a great deal of network enhancements were put into 

place, which led to a reduction in the amount of disparity in performance 

that existed between races. Some examples of these enhancements include 

loss functions, modifications to the architectures, modifications to the 

information, and the utilization of new data. Other examples include the 
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exploitation of additional data. Our goal was to demonstrate the present 

state of the field in terms of reducing racial bias in facial recognition, so 

we collected all of these contributions and studied them. Below is what we 

have included:  

(1) When looking at both racially balanced and unbalanced datasets, it is clear 

many of the FR datasets, that were extensively used, were considerably 

lacking in terms of equality across different races. 

(2) A discussion of the meanings of the procedures that were used to create 

new data to balance datasets, as well as an examination of the strategies 

themselves. 

(3) An outline of the many network enhancements that have the potential to 

effectively reduce the error gap that exists between different ethnic groups 

when it comes to activities that require FR. Consequently, the tight 

connection that exists between racial bias and gender bias, we also discuss 

gender bias in the context of these three specific contributions. 

3.2.3.2 Data Augmentation 

One novel approach to training generative models is the use of 

Generative Adversarial Networks (GANs) (Goodfellow et al., 2014). This task 

is viewed as a supervised learning problem with two sub-models: the 

discriminator's job is to distinguish between actual (domain) and false 

(generated) instances. New instances can be generated by training the 

generator. Within a mutually exclusive adversarial framework, the two models 

were concurrently trained so the model using discrimination was deceived 

approximately fifty percent of the time, indicating that the model used for 
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generation was producing credible examples. An ever-evolving area of study, 

Generative Adversarial Networks (GANs) create realistic examples for a 

variety of problem areas, fulfilling the potential of generative models. For 

example, converting summer photos to winter or daylight to midnight photos 

is an example of image translation. Gray-scaling the images while retraining 

the dataset is the GANS method we used in this study. 

3.2.4 Organization of CNNs 

A Convolutional Neural Network (CNN) is essentially a network of 

interconnected artificial neurons called perceptrons, which operate together to 

provide parallel signal processing across a large network topology. Adjustable 

weights are employed to regulate the interaction among the perceptron components. 

An essential element of a Convolutional Neural Network (CNN) is the hidden 

layers, which are strategically positioned between the input and output layers of the 

network. The hidden layers provide the allocation of nonlinear weights to the input 

and guide them towards the output. That is, they assist in the application of 

nonlinear mathematical functions to specific components of the network to generate 

a desired result. For instance, in the context of a face recognition job, a single 

hidden layer can be optimized to detect the colors present in the input image, while 

another hidden layer can be optimized to recognize the specific physical 

characteristics of the face. Collectively, the network can identify and categorize a 

face inside the input image. A standard CNN consists of several layers, which can 

be classified into three main kinds. The three types of layers used in this context are 

convolution layers (CONV), subsampling layers (POOL), and fully connected 
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layers (FC). Typically, these layers are organized in a precise method to convert the 

network's input into a meaningful representation that produces an output prediction, 

as depicted in Figure 7.  

 

Figure 7: How a CNN is put together 

 

It has several layers, such as fully connected layers, convolution layers, and pooled layers. 

 

3.2.4.1 Techniques for Training CNNs 

In general, there are three methods for implementing CNNs - 

training a network from the beginning, fine-tuning an existing model, or 

utilizing pre-existing CNN features. Transfer learning is the term used to 

describe the latter two processes. Training CNNs from scratch using the 

backpropagation algorithm necessitates the automated learning of a vast 

number of parameters, making it imperative to have a substantial amount 

of data.  Furthermore, CNNs require significant computer resources due to 

their high demand for data processing. Moreover, the process entails the 
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fine-tuning of multiple hyperparameters. Therefore, it is uncommon to 

train a complete network from the beginning. Fine-tuning entails 

transferring the learned weights of the initial n layers from a base network 

to a target network, followed by the continuation of backpropagation using 

a new dataset. Therefore, the target network is trained using the new 

dataset for a distinct goal, typically unrelated to that of the base network. 

Fine-tuning is typically employed when the new dataset is of modest size 

(ranging from tens to hundreds of thousands) and exhibits significant 

dissimilarity from the dataset used to train the base network. Utilizing the 

weights from the previous network for initialization aids the 

backpropagation mechanism, resulting in expedited automatic learning of 

more specialized characteristics. When dealing with a relatively small 

dataset, typically consisting of a few hundred data points, even adjusting 

the weights through fine-tuning can lead to overfitting. Nevertheless, due 

to the efficient learning capabilities of CNNs in acquiring generic picture 

characteristics, it becomes feasible to employ a pre-trained network solely 

as a static feature extractor. Therefore, the process involves extracting 

characteristics from incoming data by mapping them onto the activations 

of a particular layer in the pre-trained network. Subsequently, the acquired 

representations are inputted into uncomplicated classifiers to address the 

current problem. Researchers have utilized the off-the-shelf feature 

extraction method to obtain encouraging outcomes (Weiss & 

Khoshkoftaar, 2018), (Day & Khoshgoftaar, 2017).  Likewise, data 
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augmentation is the most straightforward approach to address the issue of 

overfitting faced by deep neural networks. This technique operates by 

artificially augmenting the dataset's size using diverse ways, such as 

altering the image orientation through flipping (which generates a 

mirrored image) and rotating the original photographs, so producing a new 

image. This guarantees that the learning system deduces characteristics 

from input with varying orientations. 

3.3 Metrics 

 Let's examine the issue of binary classification, where we have a 

collection of paired training data sample:  

Equation 5: Binary Classification 

𝒟train = {(𝒙(𝑖), 𝒚(𝑖))}
𝑖=1

𝑛
.  These samples consist of features 𝒙 ∈ ℝ𝑚 and labels 

𝒚 ∈ ℝ𝒅 .  The objective is to discover a practical relationship 𝑓: 𝑋 → 𝑌, which is 

determined by the parameter θ, that minimizes a specific loss function  ℒ(𝜽)across the 

entirety of our training dataset.  Put simply, our objective is to find a solution to the 

optimization problem stated as follows: 

Equation 6: Optimization Equation 

𝜃∗ = arg 𝑚𝑖𝑛
𝜃

1

𝑛
∑  

𝑛

𝑖=1

ℒ𝑖(𝜃) 

 When presented with a new test sample, (𝒙, 𝒚), the classifier should ideally 

produce an output 𝒚̂ = 𝒇𝜽(𝒙) that is similar to a 𝒚̂ is close to 𝒚, with the concept of 

similarity being determined by the original loss function.  Let’s suppose that each data 
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point is additionally accompanied by a continuous latent vector 𝒛 ∈ ℝ𝒌 represent the 

concealed and sensitive characteristics of the sample.   

 The concept of a biased classifier can be formalized in the following manner:  

- A classifier 𝑓𝜽(𝑥) is considered biased if its choice changes after being exposed to more 

inputs of sensitive features. To clarify, a classifier is considered fair about a specific 

collection of underlying characteristics, 𝒛, if: 𝑓𝜃(𝑥) = 𝑓𝜃(𝑥, 𝑧). When determining  

whether a picture includes a face, factors such as skin color, gender, and age are all 

hidden variables that can influence the outcome. However, modifying the values of these 

variables should not impact the classifier’s final judgment. 

- A dataset with almost homogeneous samples across the latent space should ensure a 

classifier's fairness across multiple latent variables. Stated differently, the training 

distribution itself shouldn't be biased to underrepresent some groups while 

overrepresenting others. Specifically, we are arguing that within a single class, the 

unobserved latent variables should also be balanced, not that our dataset should be 

balanced concerning the classes—that is, include about the same number of faces as non-

faces in the dataset. This would support the idea that all cases of a single class would be 

handled fairly by the classifier, such that even if a latent variable was altered to the 

opposite extreme (e.g., skin tone from light to dark), the accuracy of the classifier would 

not be altered. 

In addition, if we have a test set that is labeled and covers a range of sensitive 

latent variables, 𝒛, we may assess the bias of the classifier by calculating its accuracy for 

each of the sensitive categories, such as skin tone. The classifier's overall accuracy refers 
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to the average accuracy across all sensitive categories. On the other hand, bias is the 

measure of variation in accuracies observed across different realizations of these 

categories, such as distinguishing between light and dark faces. For instance, if a 

classifier achieves the same level of performance regardless of the precise occurrence of 

a certain hidden factor (such as skin tone), it will exhibit no variation in accuracy, and 

thus, be referred to as unbiased about that factor. 

Conversely, if some manifestations of the underlying variable result in improved 

or diminished performance of the classifier, the range of accuracies will expand, thus 

leading to an amplification of the classifier's bias. Utilizing a collection of human-defined 

sensitive variables to guarantee fair representation during training necessitates laborious 

manual annotation of each variable throughout the whole dataset. Moreover, this 

approach is susceptible to possible human prejudice in determining which variables are 

considered sensitive or not. In this study, we tackle this issue by acquiring knowledge 

about the hidden factors of the category through a completely unsupervised approach. We 

then utilize these acquired factors to dynamically adjust the dataset during the training 

process. In the subsequent part, we shall delineate the architecture employed for 

acquiring knowledge about the latent variables. 
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Figure 8: Confusion Matrix 

3.3.1 Datasets 

Our classifiers are trained using a dataset of images, 𝑛 = 4 × 105 which 

includes positive examples (images of faces) and negative instances  2 × 105 

(images of nonfaces). The dataset is divided into training and validation sets 

(80% and 20%). The NIST dataset provided positive samples, which were then 

cropped to a square shape according to the annotated face-bounding box. The 

negative examples were sourced from the LFW dataset, encompassing a diverse 

range of non-human categories. All photos were resized to 64 × 64. 
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Figure 9: Analysis of the progression of losses and validation accuracy 

The convergence of the overall loss on the training set (left) and the accuracy of classification on the validation set 

(right) for models with different levels of debiasing. 

3.3.2 Model Training 

To perform the traditional facial detection task, we utilize a convolutional 

neural network that consists of four consecutive convolutional layers. These 

layers use (5 × 5 filters with 2 × 2 strides) to extract features. The final 

classification is performed using two more fully linked layers, each containing 

1000 and 1 hidden neuron, respectively. ReLU activation and batch normalization 

are applied to all layers in the network.  To reduce bias in our CNNs, we have 

incorporated the technique of "grayscaling." This involves converting the training 

and classification input photos from color to grayscale, which in turn reduces 

variations in skin color. The main factor causing misclassification appears to be 

the difference between the images classified by the convolutional neural network 

(CNN) and the dataset used to train the CNN. 
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The presence of inequality in image processing algorithms can have 

different consequences. The current data standards do not meet the necessary 

criteria for equality. We further substantiated previous studies that have indicated 

that commercial face categorization software was inadequate performance when it 

comes to accurately identifying individuals from minority groups, especially those 

who are darker-skinned females. The accuracy of classification algorithms can be 

improved by providing additional training using only photos from the group that 

the system struggles to classify effectively. In the study by (Buolamwini & Gebru, 

2018) they recommended that the error gap between males and females, as well as 

lighter and darker classifications in artificial intelligence, be closed. Since default 

camera settings are often designed to better expose lighter skin than darker skin 

tones, underexposed and overexposed photos lose critical information, leading to 

incorrect classification measures within the AI system. The failure of benchmark 

datasets to capture particular demographics may be a contributing factor in the 

frequent targeting and mistrust of minority groups. Inaccurate facial recognition 

systems often misidentify people of color, women, and young people, leading to 

dangerous and life-threatening situations. The authors emphasize the important 

need to ensure the biological and demographic accuracy of these systems to 

protect the public and ensure technologies remain accountable and transparent. 

This gave us the idea that the demographics of a CNN training dataset can change 

how biased a CNN facial classification algorithm is. We hypothesize that by 

assuring equal representation of each race in our training data, we may reduce 

bias in the CNNs, and vice versa. To evaluate our hypothesis, we divided our data 
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into three distinct racial categories based on the available labels: Oriental, African 

American, Latinx, and Caucasian.  

Next, we validate the classifier by performing a contest elimination 

procedure. It will be more difficult to accurately classify a race if that race is not 

included in the training data. To demonstrate the impact of missing race data on 

classification accuracy, we exclusively train our Convolutional Neural Network 

(CNN) using data from only two of the available races. (For example, train using 

photographs of African American and Caucasian individuals, and then validate 

with images of Oriental, Latinx, and other individuals.) A higher representation of 

a certain race in the training data will result in increased accuracy when 

categorizing people of that race. To demonstrate the correlation between the 

frequency of a particular race in a dataset and the accuracy of its categorization, 

we exclusively train our Convolutional Neural Network (CNN) using data from 

that specific race. (For example, train the model using only photographs of 

African American people and assess its performance on images of Oriental, 

Latinx, and Caucasian images.) 

3.4 Performance Evaluation (Modeling Best Practices) 

To assess the efficacy of our curated datasets in examining the correctness of our 

FRT algorithms, we determine that changing a picture from color to grayscale yields 

varied significances.  

Facial recognition is the accurate identification of faces in photos or videos based 

on the pre-existing database of faces. This approach consists of two stages: face detection 

and face recognition. The detection step is identifying the face inside an image or video 
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frame, typically accomplished using techniques such as the Viola-Jones algorithm and 

deep learning approaches, among others. The recognition step entails the specific task of 

recognizing or verifying the discovered face. This is often achieved by including more 

sophisticated machine learning and deep learning methods such as CNNs. 

CNNs, such as the Viola-Jones method, break down the two-dimensional matrix 

of pixel values in a digital image into smaller constituents. However, rather than moving 

rectangular shapes over the image to find matches, they focus on specific sections of the 

image by employing tiny grids of pixel values known as kernels. The kernels generate 

feature maps by systematically traversing the entire image, attempting to identify matches 

for the specific feature that each of them has been trained to detect in the neural network. 

 

Figure 10: Flowchart of working Viola-Jones algorithm 
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3.4.1 Analysis of FMR and FNMR 

The FMR is a crucial parameter for assessing the precision of a biometric 

system. Once the right FMR range has been chosen for the job, representatives 

from different datasets can be used to compare possible matches and find the one 

with the lowest correlated FNMR (or highest validation rate). The ROC curve is 

an often-utilized instrument tool in the comparative evaluation of competing 

algorithms on the same dataset, as it intuitively represents the disparity among 

false negative rate (FNMR) and false positive rate (FMR). Given the set false 

match rate, it is easy to determine which matcher exhibits the highest true match 

rate. 

 

Figure 11: ROC Curve  

(Courtesy Evidently AI) 
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We are currently improving the accuracy metrics of facial recognition 

systems, regardless of the latest technology and computational environments. At 

present, virtualization and artificial intelligence are employed to enhance the 

efficiency of facial recognition and decrease time complexity. In the proposed 

framework, we tackle these difficulties with meticulous attention. The classifier 

performance evaluator does multiple performance assessments and classifies the 

FR accuracy into true positives (TP), false negatives (FN), false positives (FP), 

and true negatives (TN). Accuracy is a particularly compelling yet intricate 

metric, appropriate for comprehensive comparisons between individual classifiers 

and the proposed system. There are a total of four possible outcomes, given the 

two test predictions («accept» or «reject») and two true outcomes («accept» or 

«reject»): 
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Figure 12: Types of errors. 

Blue means "accept" and yellow means "reject". The background color shows the real values, and the image box color 

shows the decision made by the algorithm. - (Courtesy NTechLab) 

 

The other two results go by various names, but two of them are true. 

Sometimes called false accept, false positive, or false match, Type I errors are 

those that don’t match the data. Type II errors are those that don’t match the data. 

3.4.2 Processes for Ensuring Fairness in Model Training 

Throughout the training and testing phases, we scrutinized fairness 

measures with the same precision as we assessed model correctness. We assessed 

whether the model exhibited bias against any demographic, particularly focusing 

on our target protected group of African Americans aged 18 to 65. Statistically, 

facial recognition accuracy ought to exhibit minimal variance among the groups. 

This evaluation can be validated using a z-test due to the sample size exceeding 

50. We determined that all classifiers exhibit superior performance on male faces 

compared to female faces, with a difference in error rate ranging from 8.1% to 

20.6%. All classifiers exhibit superior performance on lighter faces compared to 
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darker faces, with a discrepancy in error rate ranging from 11.8% to 19.2%. All 

classifiers exhibit inferior performance on darker female faces, with an error rate 

ranging from 20.8% to 34.7%. 

Chapter 4—Results 

4.1 Introduction 

This investigation aims to evaluate the effectiveness of curating facial recognition 

algorithms informed by empirical evidence of bias, specifically targeting African 

Americans aged 18-65. The retraining of these algorithms may enhance the ability of US 

law enforcement to accurately identify potential criminals. We used two widely 

recognized face recognition models in our experiments: 1) NIST FRVT and 2) LFW. We 

generated facial encoding for specific face images in the FRVT dataset, the image 

underwent alignment, scaling, and cropping. The images received preprocessing, 

followed by labeling and classification according to their positions, specifically front, 

left, right, etc. The preparation process of the LFW dataset was the same as that of the 

FRVT dataset. Both models employed a CNN architecture and were trained via Adaboost 

within the Viola-Jones algorithm for identity verification. We developed Python code 

with the Tkinter library to create a Predictive Code Completion Model for executing our 

environment.  In this chapter, we will present the results of our models’ assessment and 

how well they perform under data augmentation.  

Furthermore, a key element of our study was to compare the results of our 

curation approach with those of previous studies using similar techniques. This 

comparison seeks to understand the potential advantages or drawbacks of similar data 

augmentation in relation to its centralized counterpart in the context of mitigating 
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algorithmic biases. We hope our findings will open doors for future research efforts and 

contribute efforts in further mitigating FR algorithmic biases. 

4.1.1 Obtaining NIST Dataset 

NIST tested nearly 200 facial recognition algorithms from nearly 100 

developers to assess demographic differences, using four sets of images that 

included more than 18 million images of more than 8 million people. The 

supported research aims to build face recognition systems. The FERET database 

was established to facilitate sponsored research and FERET evaluations. Before 

the FERET program, it was impossible to accurately test or compare facial 

recognition algorithms. The majority of US law enforcement agencies use this 

dataset. 

Instructions on getting the FERET database: 

To obtain the color FERET database, request an account by following 

the steps: 

1. Read the Release Agreement   

2. Email the form below in plain text: 

To: colorferet@nist.gov  

Subject: color FERET download request 

Please create an account that will allow me to download the color 

FERET database. I will abide by the Release Agreement version 1. 

and we will email back a reply detailing how to use the account. 

Once approved, if you cannot access the download: 

You can install wget by downloading its (free) source code from: 

mailto:colorferet@nist.gov
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• http://ftp.gnu.org/pub/gnu/wget/ and compiling it. Or you can use a 

search engine to locate a pre-compiled version of wget for your 

platform. 

Or you can download the 6 files (5 data files and 1 file containing their 

MD5 checksum) manually using any web browser. 

4.1.2 Obtaining LFW Dataset 

Labeled Faces in the Wild (LFW) is a collection of pictures of faces that 

were made to help researchers study the problem of recognizing faces without any 

restrictions. Researchers at the University of Massachusetts, Amherst, make and 

keep up with this database. The Viola-Jones face analyzer examined 13,233 

photos of 5749 people online and placed them in the center. 

This dataset is made up of 11 files. The images are in the file: 1fw-

deepfunneled.zip. The other 10 files are information that is useful and could help 

you make training and testing sets for your model. 

  How to Download Kaggle Dataset  

Method 1: Jupyter Notebook 

Step 1: Download and Install the required packages. 

!pip install opendatasets 

!pip install pandas 

 

Step 2: Visit the Kaggle website (www.kaggle.com). Go to your profile by 

clicking the picture, then settings, then API. Finally, click Create New 

Token.  

http://www.kaggle.com/
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Step 3: Open your Jupyter Notebook, import the opendatasets library and 

download your Kaggle LFW dataset by pasting the link. 

import opendatasets as od  

import pandas 

od.download("https://www.kaggle.com/datasets/jessicali9530/lfw-dataset)  

On the next field: Provide your Kaggle credentials to download this 

dataset.  Learn more: http://bit.ly/kaggle-creds 

Your Kaggle username:  lglittle 

Your Kaggle Key: [redacted] 

Step 4:  Now we are ready to use the dataset. 

Method 2:  

import  opendatasets  as  od 

import  pandas 

od.download("https://www.kaggle.com/datasets/jessicali9530/lfw-dataset) 

http://bit.ly/kaggle-creds
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Manually downloading the Kaggle dataset 

Step 1: Visit http://www.kaggle.com and select the Dataset tab 

Step 2: Search for the LFW dataset and Click Download

 

Step 3: The downloaded file will be in ZIP form, unzip it 

Step 4: Upload to your Jupyter notebook 

 

4.2 Executing Dataset Learning Environment 

We utilized the Python Tkinter software library to generate a total of 93 

Convolutional Neural Networks (CNNs). Each of our Convolutional Neural Networks 

(CNNs) comprised three sets of convolutional layers, which were subsequently followed 

by batch normalization and max pooling layers. The three groups adopted the Rectified 

Linear Unit (ReLU) activation function due to its good empirical performance and 

computationally simple derivatives. After the three groups, there was a subsequent group 

consisting of dropout layers.  

 

http://www.kaggle.com/
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The dropout layers aim to mitigate overfitting by nullifying a portion of the 

connections between layers during each iteration. The last group consists of a dense layer 

or a fully connected layer to transform the features into categories.  

We utilized images sourced from the NIST Database to train our Convolutional 

Neural Networks (CNNs). The dataset comprises 8 million high-resolution images of 

people in different poses, occasionally facing the camera directly against a plain white 

background. The images depict people wearing various accessories such as hats, scarves, 

and eyewear. The subject's race, gender, and emotion were each assigned labels to the 

corresponding image.  

A total of 26 Convolutional Neural Networks (CNNs) were trained and used to 

classify color images, while another set of 26 CNNs was trained and used to classify 

grayscale images. In each group, four Convolutional Neural Networks (CNNs) were 

trained exclusively on a single race for a duration of 15 epochs. Additionally, four CNNs 

were trained exclusively on a single race for a duration of 20 epochs, while another four 

CNNs were trained on all races except one for a duration of 20 epochs. The 'baseline' 

algorithm consisted of 26 Convolutional Neural Networks (CNNs) in each group.  

We trained these CNNs on each of the four races using a five-fold cross-

validation method, for a total of 40 epochs. This algorithm was designed to achieve 
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optimal performance and minimize bias. 

 

Subsequently, we employed our Convolutional Neural Networks (CNNs) to 

categorize images from the LFW dataset based on gender. The irregularity of these 

images was significantly greater compared to those from the NIST Database. The images 

showcase various backgrounds, multiple colors, faces shot at angles, full body frames, 

and lower image resolution. We employed the NIST dataset for testing to enhance the 

simulation of performance in contexts that closely resemble real-world scenarios. 

4.3 Details of Construction and Composition 

The database construction process can be delineated into the following steps:  
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1) Collecting raw images; For our research, not only did we gather images from 

both NIST FRVT and LFW databases, but we also augmented the datasets 

with overfitting images from the internet.  

 

2) Executing a face detection algorithm and manually removing false positives. 

 

3) Discarding duplicate images.  

4) Annotating the identified individuals. 
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5) Cropping and rescaling the detected faces, and  

 

6) Creating training and testing pairs for the different iterations run on the 

datasets.  

 

4.4 Dataset Evaluation 

To obtain dependable assertions on the influence of various features on FR, it is 

essential to have a database that 1) offers a substantial quantity of facial photos, 2) 

includes numerous attribute annotations, and 3) maintains good quality. We selected the 
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publicly accessible Labeled Faces in the Wild database, utilizing photos from VGG-Face, 

as it meets our experimental criteria. The LFW dataset comprises more than 13,233 facial 

pictures sourced from the internet. It comprises 5,749 IDs, including 1,680 people with 

two or more photographs. A comprehensive list of the LFW annotation qualities is 

included in Table 2, detailing the number of photos that possess (positive) and lack 

(negative) these attributes.  

Facial Recognition Models: We use two widely recognized face recognition 

models for the experiments: 1) GhostFaceNetV2-1 (LFW) and 2) NIST FRVT.   

Attribute Negative Positive Attribute2 Negative3 Positive4 

Male 7484 5749 Round Face 50 6956 

Young (18-30) 3289 9024 Double Chin 7720 82 

Middle-aged (31-

49) 1190 4412 Obese 0 0 

Senior (50-65) 8789 32 Dark Eyes 9076 552 

Asian 10321 129 Light Eyes 105 7035 

Caucasian 621 11196 Bushy Eyebrows 12107 5 

African American 9521 1532 

Arched 

Eyebrows 33 7277 

Bald 7691 59 Mouth Open 6333 874 

Hair 583 8320 Mouth Closed 1036 6333 

Glasses 6291 30 Smiling 1009 262 

No Glasses 30 6291 Frowning 1036 6333 

Hat 7277 3 Full Lips 93 3782 

No Hat 0 7277 Wide Nose 2 48 

Beard 3302 15 Pointy Nose 86 90 

No Beard 3302 0 Earrings 2811 4289 
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Oval Face 10234 10 No Earrings 209 5297 

Square Face 8922 48 Necktie 8402 4 

Any Facial Hair 2798 26 No Necktie 4 8402 

Table 2: Label distribution for LFW attributes 

 In the following investigation, we examine the essential attributes of ethnicity and 

gender. The Labelled Faces in-the-Wild (LFW) dataset was designed to examine racial 

bias in facial recognition (FR) systems. Each photograph is categorized into one of the 

four classifications: Caucasian, Oriental, African American, and other, denoting four 

separate ethnic groupings. Each subgroup has around 10,000 photographs of 3,000 people 

for facial verification. Furthermore, we assigned a gender identity to each photograph 

alongside the race designation. Our reports suggest that the model attains an accuracy of 

about 99.8%. The gender prediction is assessed using a continuous integer score ranging 

from 0 to 1, where lower values indicate men and higher values indicate women. The 

gender score was divided into fixed clusters of samples based on a threshold of 

𝒔𝒈𝒆𝒏𝒅𝒆𝒓 < 0.5 for males and 𝒔𝒈𝒆𝒏𝒅𝒆𝒓  > 0.5 for females. Using a dataset consisting of at 

least 4 face photos per person, each individual was classified as male or female based on 

their average score. The representation of Black women is significantly low, accounting 

for fewer than 1% of all samples. 
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Table 3: Presents a summary of the number of samples from each cluster categorized by ethnicity and gender 

 Caucasian other Oriental African 

American 

Total 

Male 9621 8312 7641 23,198 48,772 

Female 6872 2965 6110 745 16,692 

Total 16,493 11,277 13,751 23,943 65,464 

  

4.4.1 Dataset Balancing 

Succeeding the assessment of each dataset, before the training phase, we 

conducted a comprehensive evaluation of every set. The initially downloaded 

dataset was extracted and systematically divided into more than 93 CNNs. The 

labeling and training of these sets were conducted exclusively using the 

information obtained from the NIST and LFW coding. Our findings suggest a 

significant absence of representation for African Americans. The dataset's 

accuracy was evaluated, yielding an error rate of 42.3% for African American 

women and 34.7% for African American men. The dataset was rebalanced by 

increasing the representation of African Americans overall, followed by 

retraining. The implementation of data augmentation led to a significant 

improvement in dataset performance, achieving a confidence level of 90%. We 

determined a confidence level exceeding 90%, which allowed our model to 

identify faces with complete accuracy, achieving a 100% success rate. 
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Our objective in balancing this dataset is to enhance the model’s performance by 

removing any bias towards the class with a greater number of samples. 

See Appendix B for Minitab results: Analysis of Variance, Goodness-of-Fits 

Tests, Regression Equations, and Confusion Matrix results. 

4.5 Bias Mitigation by Retraining FR Algorithms vs. Results from Related Studies 

 

Papers Citation Model Used Dataset Accuracy 

Balancing Biases 

and Preserving 

Privacy on 

Balanced Faces in 

the Wild 

(Robinson, 

et.al., 2020) 

 CNN BFW AA-M=0.971 

AA-F=0.955 

Face Recognition 

Accuracy Across 

Demographics: 

Shining a Light 

into the Problem 

(Wu, et.al., 

2023) 

CNN (FR 

Model) 

PIE & Multi-

PIE; LFW 

AA-M=0.24 

AA-F=0.28 

Fly in the Face of 

Bias: Algorithmic 

Bias in Law 

(Schuetz, 

2021) 

CNN LFW AA=0.97 
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Enforcement’s 

Facial 

Recognition 

Technology and 

the Need for an 

Adaptive Legal 

Framework 

Proposed 

Curation 

Model 

 CNN NIST FRVT, 

LFW, 

MORPH-11 

AA-M=0.999 

AA-F=0.998 

     

Table 4: Comparative Results – Bias Mitigation vs. Results from related studies. 

 Within the segment that came before this one, in the literature review, we 

reviewed previous studies and discussed them in depth. We found some works to be 

particularly influential, including Face Recognition Accuracy Across Demographics: 

Shining a Light into the Problem by Wu, et al.; Fly in the Face of Bias: Algorithmic Bias 

in Law Enforcement’s Facial Recognition Technology and the Need for an Adaptive 

Legal Framework by Schuetz; and Balancing Biases and Preserving Privacy on Balanced 

Faces in the Wild by Robinson, et al.  To lay the framework for our discussion on the 

comparative strengths and limitations of our proposed training data curation 

methodologies, let us examine these studies. 

4.5.1 Summary of Key Studies from Literature Review 

-Study by Robinson, et al. (2020): This research study was focused on showing 

that FRT has the potential to exacerbate racial inequalities in policing. This study 

identified a significant bias in arrests made by law enforcement agencies, revealing a 

disproportionate representation of Black community members among those apprehended, 

as determined through an FRT. The main findings of the experimental results on the 
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NIST FRVT, MORPH-11, and LFW datasets proved if our methodology was used in 

curating the datasets within those algorithms, the accuracy of FRT correctly identifying 

African Americans would be near 100% (0.99). Our model curation method 

outperformed the one used to train the datasets used in this evaluation. 

-Study by Wu, et al. (2023):  This research examined how variations in facial 

illumination may contribute to discrepancies in face recognition accuracy among 

different demographic groups. This study revealed minimal differences between men and 

women, as both sets of imitation photo pairs had faces that were either too dark or 

excessively bright, resulting in elevated false match rates (FMR). They suggested that 

illumination modifications for each individual might decrease those FMR. As this study 

was a first of its kind, being unprecedented, we did not validate or refute its findings. 

This may warrant additional investigation in future studies. 

-Study by Schuetz (2021): This study advocates for legislative bodies to 

establish legal frameworks that address the troubling implications of FRT. This study 

helped me stay "grounded" and concentrated on the consequences of false-positive results 

as well as the drive to highlight necessary changes. 

Our proposed training data management strategy improves accuracy on some of 

the top FR datasets by achieving near-perfect accuracy for African Americans aged 18-

65. 

4.6 Research Findings and Hypotheses Validation 

 This study aims to systematically explore the subsequent research questions and 

hypotheses: 
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 RQ1: Are facial recognition algorithms racially biased? 

 RQ2:  Can a facial recognition algorithm model be built to improve accuracy and 

reduce built-in biases? 

 RQ3:  Can the unjustness brought about by AI misidentification be mitigated by 

incorporating human oversight? 

 HQ1: Assuming the datasets used to train AI technology are biased, mostly using 

white male faces to train FR systems while ignoring faces of different races, the 

technology will unavoidably produce biased conclusions 

 HQ2:  With 90% accuracy, the facial recognition algorithm model can be 

retrained to correctly classify faces as Good or Bad Quality. 

 HQ3:  Human involvement in data labeling, thorough data testing, and ensuring a 

diverse sample representative of the African American community effectively illustrate 

that basic best practice protocols in FRT mitigate biases. 

Research Question One: 

 For the dataset containing only race, we utilized recorded statistics. We randomly 

selected 3,000 samples from each dataset and labeled them with ethnic identifiers. As 

expected, the majority of current face attribute datasets, particularly those focused on 

African Americans, exhibit bias. Our investigation shows that facial recognition 

algorithms are racially biased. Figure 14, from the NIST Assessment of Face Recognition 

Technology, highlights the persistent disparities in how face detection and recognition 

algorithms are applied to African Americans. The algorithms showed considerable 
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disparities in accuracy between genders, with the most notable error rate reaching 30 

percent, particularly for the faces of women of color

 

Figure 13: Biases in Facial Recognition Technology 

(Courtesy NIST FRT) 

Research Question Two: 

 To make a facial recognition algorithm model that is more accurate and less 

biased, it is important to carefully choose training data that is diverse and representative, 

use fair learning methods like "sensitive loss," and check for biases regularly while the 

model is being built.  

 Essential considerations for mitigating bias in FR algorithms: 
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• Diverse training data: The paramount component in mitigating bias is the use of a 

training dataset that encompasses a diverse array of faces. We found this to be the 

case within our testing and immediately augmented with the representative group 

of African Americans between the ages of 18 and 65. 

• Data augmentation: Creating synthetic faces with different features helps to 

supplement the diversity of the training dataset. 

Research Question Three: 

 Human oversight can alleviate bias in facial recognition technology by 

scrutinizing the algorithm's outputs, ensuring decisions are not exclusively reliant on 

the automated system, and by vigilantly observing for bias patterns in the data and 

results, facilitating necessary system modifications; this encompasses training 

personnel to identify and correct potential biases in facial recognition matches, 

especially in sensitive contexts such as law enforcement. 

 We meticulously examined each image to accurately categorize our models 

according to their positioning, such as facing front, left, right, and whether the glasses 

were on or off. We accurately identified African Americans based on morphological 

characteristics, including hair texture, skin color, and nose and lip size. By including 

human assistance throughout the data labeling phase of our model configuration, we 

achieved a substantial enhancement in accuracy, resulting in a model performance 

with a confidence level of 90 percent or higher. Although this step is time-consuming 

and often overlooked, it ensures high-quality labeled data, which is critical to training 

our effective facial recognition algorithms. 
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Hypothesis Validation: 

Hypothesis One:  

 It is a well-documented fact that African Americans face a higher likelihood of 

misidentification or lack of identification by facial recognition systems, as evidenced by 

numerous studies, including my research. I have demonstrated the approach to mitigate 

this bias through the careful curation of data, involving significant human intervention 

during the labeling process. 

Initially, the software developer can address the numerous reasons why this 

theory is valid. The data-driven variant addresses the commonly held problem that image 

training datasets are inherently biased. Images must be utilized to accurately represent the 

group. The method employed in training images needs to ensure a uniform standard of 

quality throughout various competitions. It is essential to ensure sufficient representation 

of all racial groups, particularly African Americans aged 18-65, in the algorithms used 

for facial image computation. 

Hypothesis Two: 

 A facial recognition algorithm model exhibiting 90% accuracy can be 

reconfigured to categorize faces as Good or Bad quality, thereby determining the 

suitability of a facial image for recognition based on criteria such as clarity, lighting, and 

angle, potentially achieving a similar accuracy level of about 90%, contingent on “the 

training data and the quality of the new classification system.” 

 This research was conducted by revising the training dataset. We trained the 

model on a fresh dataset explicitly categorized as Good or Bad quality faces, enabling it 

to discern the characteristics that distinguish high-quality photos from low-quality ones. 

We also modified the algorithm to extract pertinent features such as sharpness, contrast, 
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lighting conditions, and facial occlusion to assess the quality of a facial image. We also 

analyzed the FR systems that utilize color images, as they were shown to exhibit greater 

sensitivity to biases associated with skin color variations, particularly when accurately 

identifying people with darker skin tones. 

 Grayscale images eliminate color information, thereby reducing the impact of 

skin color changes on recognition accuracy. Training in grayscale may mitigate bias; 

however, it is crucial to uphold a diverse dataset that appropriately reflects all ethnicities 

and skin tones to enhance accuracy for everybody, particularly for African Americans. 

Hypothesis Three:  

 Human intervention in data labeling, comprehensive testing of data, and ensuring 

a diverse sample representative of the African American community effectively 

demonstrated that simple best practice protocols can significantly improve the 

algorithmic accuracy of facial recognition technology.  

Mitigating bias in facial recognition algorithms is critical to achieving fair and 

equal outcomes. Developers and organizations can take bias mitigation measures by 

training algorithms on different datasets covering various demographics. Continuously 

auditing and evaluating the accuracy of these systems across different populations can 

reduce the risk of misidentification and ensure that the technology is fair and reliable for 

everyone.  

4.7 Ethics in FR 

There are two important ethical elements to this work. A clear issue emerges as to 

the potential for racial bias in facial classification systems. Underneath the surface exists 

a discussion regarding gender and its changing importance in modern society. Biased 
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training data can penalize underrepresented groups. Unfortunately, as shown by 

(Buolamwini & Gebru, 2018) (Esteva et al., 2017), this is generally the characteristic of 

the data available to engineers and scientists across various fields. Racial minorities and 

other structurally disadvantaged groups seem to have a lower representation in 

prestigious academic institutions, research laboratories, and various data-collecting 

organizations. The data generated by these organizations indicates their lack of presence 

in that context. It is essential for engineers and scientists across various fields to 

recognize this trend and actively strive to reduce its influence on their work. An instance 

illustrating the consequences of image processing occurred in 2015 with Google, whose 

image classification algorithm erroneously categorized photographs of Black people as 

"Gorillas"  (Vincent, 2018). Historically, the notion of racial superiority has frequently 

been linked to a communicative approach that seeks to dehumanize people of color or 

categorize them as outsiders (Kuhlman et al., 2020). When erroneous data is unchecked 

and used to develop flawed algorithms, it destructively perpetuates a harmful narrative.  

The introduction of machine learning techniques in the criminal justice system 

has intensified the consequences of biased data. Judges have begun utilizing criminal risk 

assessment algorithms to aid in their sentencing decisions (Roy, 2017). The algorithms 

produce a recidivism score through the examination of a convicted offender's profile, 

providing a numerical estimate of the likelihood that the person will engage in criminal 

behavior again. The effectiveness of these algorithms in addressing biases in the criminal 

justice system remains a subject of contention. Although algorithms can potentially 

render decisions free from the biases that human judges and juries may possess, this does 

not ensure that their outcomes are unbiased. Although they can improve our judicial 
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process, they still exhibit considerable shortcomings. The real danger lies in our 

inclination to assume that these algorithms possess objectivity solely because of their 

mathematical or computational characteristics, although they do not.  

The project has prompted significant discourse regarding gender recognition 

systems, which is equally as critical as the topic of race. We have consistently utilized the 

term gender, as it is the official designation in both the Labeled Faces in the Wild dataset 

and the NIST databases. The datasets classify people according to their biological sex 

(male/female) yet label this classification as gender. This prompts the question of the 

feasibility of determining an individual's gender or biological sex based solely on a 

photograph of their facial features. Ultimately, we concluded that it is not feasible to 

definitively establish an individual's gender; rather, the system is identifying the 

individual's gender expression. This underscores the issue surrounding the socially 

constructed nature of gender and how labeling an image as either man or woman 

reinforces the binary framework of gender, which is increasingly being challenged. This 

presents a potential danger to people who do not adhere to this binary structure. (Hamidi 

et al., 2018) contends that the binary perspective on gender overlooks non-binary people 

who do not fit within the current classification system. Furthermore, relying solely on 

visual indicators to determine gender suggests a limited perspective that ignores the 

existence of transgender people. As a result, the probability of misidentifying the gender 

of a transgender person is markedly increased, potentially leading to discriminatory 

treatment (Goel et al., 2018).  (Hamidi et al., 2018) examines strategies for developing 

gender-inclusive systems. The interviewees suggest methods that allow users to enter or 

confirm their identity. Whether a human or a computer conducts the assessment, (Hamidi 
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et al., 2018) agrees with (Wei et al., 2020) and (The Misgendering Machines, 2022) that 

determining gender through physical characteristics is impossible. Consequently, the 

obligation of self-identification should be assigned to the user. The utilization of a gender 

classifier in this study functions as a method to quantitatively evaluate the probability of 

racial bias within the system. Nonetheless, this classifier, due to its existing constraints, 

does not account for the non-binary aspects of gender. 
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Chapter 5—Discussion and Conclusions 

5.1 Discussion 

This study presents evidence that biases, specifically toward African Americans 

aged 18 to 65, can be alleviated through the retraining of facial recognition algorithms. 

Assume that fundamental models (with minimal parameters) may precisely deduce 

sensitive characteristics from the learning process of a face recognition neural network. 

Consequently, these features will probably be understood. The ability of a linear model to 

accurately predict a test subject's gender from their image utilizing face embeddings and 

gender labels assesses the model's gender awareness. Moreover, our results demonstrate 

that the algorithms display differing inaccuracies when forecasting individuals from 

various racial backgrounds. Among White people, the models demonstrate a greater 

tendency to differentiate between two photos of the same person. The opposite was true 

for appearances classified as black. Again, blinding the model had minimal effect on this. 

Improving the quality of the training data seems to be the more effective method for 

mitigating bias in the frequency range.  

The significant consequences of different error types become evident when 

examining a common application of facial recognition technology: law enforcement. 

False negatives in law enforcement denote the inability to recognize a suspect due to a 

disparity between the camera footage and the person's image in the database. False 

positives denote occurrences where camera footage of an innocent person is erroneously 

recognized as representing the subject of interest. The facial recognition algorithm 

overestimates the probability of identifying white people as potential suspects due to a 

greater incidence of false negatives than false positives. Conversely, when faces are 
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classified as black, the algorithm exhibits a greater propensity to misidentify an innocent 

person as a suspect rather than mistakenly overlooking an actual suspect. The disparity 

between the privileges afforded to white people and the discrimination faced by members 

of racial minority groups renders this problem particularly complex.  

When people are obliged to engage in face matching, the presence of biases 

resulting in a decreased capacity to identify persons belonging to particular races may not 

be attributed to prejudices but rather to restricted exposure to these faces. Our tests reveal 

that the FR models most likely follow the same rule: awareness of the racial or gender 

composition of the groups does not affect the variation in their performance levels. 

Rather, it results from their past limited exposure to persons from that specific 

demographic group. Therefore, we urge machine learning experts to rely on their sense of 

fairness to FR instead of trying to solve the issue of bias in fairness reporting. Ignoring 

subtle features does not seem in itself to be a sufficient medium for objective and fair 

description. FR developers who find biases in the performance rates of their models 

should improve the training data of their model as advised in past research instead of 

trying to blind their model. 

5.2 Conclusions 

Our research is coupled with specific constraints. The primary constraint is the 

data utilized for our investigations. We endeavored to use a dataset that was well-

balanced about racial and gender demographics. We selected the NIST FRVT dataset and 

the LFW dataset, as the NIST FRVT dataset is predominantly utilized by law 

enforcement in facial recognition technology. Compared to many other publicly 

evaluated datasets, the LFW dataset contains a large number of populations. Yet, the 
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dataset lacks labels for additional variables, including gender. Consequently, we had to 

label the dataset independently, utilizing “a pre-trained classifier. We discovered that 

faces identified as female, particularly those also categorized as African American or 

black, are underrepresented in the LFW dataset. By curating the training data for models 

that law enforcement will use in face recognition technology against African Americans 

between the ages of 18 and 65, we were able to successfully demonstrate the value of 

minimizing algorithmic biases in this work. If face recognition algorithms are not taught 

with a diverse set of examples, our findings suggest that they will struggle to correctly 

classify images belonging to underrepresented groups. Grayscale images can help a little 

with this issue, but it won't solve the problem entirely.  

The results show that there are risks that could be involved with developing any 

kind of face classification system. Though gender was used as a performance metric in 

this study, it doesn't mean we can build a system that can correctly identify a person's 

gender from just an input picture. Facial classification is an inadequate method for 

determining an individual's gender identity, as visual assessment alone cannot reliably 

convey this information. We painstakingly reviewed every picture to correctly classify 

our models based on their orientation, including whether they were looking forward, to 

the left, or right, and whether or not they were wearing eyeglasses. The modest measure 

of integrating human monitoring, although time-consuming and sometimes missed, 

proved helpful in reducing much of the bias in our facial recognition algorithms.  
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5.3 Contributions to Body of Knowledge  

 This study demonstrates the impact of curating algorithmic training data and the 

outcomes of employing a predictive model rather than depending exclusively on human 

analysis. The primary contributions to this research are listed below: 

1. Limited or Obsolete Technology and Algorithms. We demonstrate that 

taking a more modern approach can solve problems caused by limited or 

outdated algorithms and techniques by building predictive models for 

retraining data algorithms. The complexity and diversity of human facial 

features are often too much for those old or simplistic algorithms to 

manage. The fact that this limitation often leads to errors, particularly 

among African American populations, highlights the need for constant 

updates and improvements in algorithmic design.  

2. Analytics and Design Subjectivity.  Through screening, we were able to 

demonstrate that our system achieved true accuracy after retraining using a 

larger number of diverse faces representative of the African American 

population. This corrects for bias in facial recognition systems, which may 

unconsciously absorb the biases of those who create and direct them.  

3. Reinforce equality through better data labeling. We incorporated 

diverse perspectives when labeling the data. We were acutely aware of any 

potential bias and specifically sought to populate our sample with the 

largest, most diverse sample possible. This further mitigates any bias in 

our algorithmic model. 
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5.4 Recommendations for Future Research 

This research observation highlights significant issues in current FR solutions, 

particularly regarding labeling, robustness, fairness, and explainability. Here are some 

potential topics worth exploring for future research: 

-Improving the data utilized for training the FR models appears to be the most 

straightforward and least problematic approach to enhancing error rates. Within this 

research, this was the focus, curating the training data algorithm. Future research could 

deep dive into “training the trainer”. And what method to employ to regulate data 

augmentation.  

-Future research should examine the contexts in which FRT may be inappropriate and 

explore strategies to prevent its misuse, such as implementing relevant policies. 

Advocating for reduced bias in FR will benefit those who are excluded only after these 

issues have been resolved. 

-Engaging a third party to review your data labeling policies and confirm regulatory 

compliance offers a chance for an objective examination ML operations. This 

methodology was used within this study to ensure we mitigated bias in the algorithm.  

-External controls can promote accountability, openness, and fairness by carefully 

examining current labeling procedures and seeking improvements. 

-Regulating FRT. Future research could substantiate the need for governmental oversight 

based on the number of false arrests against African Americans by law enforcement.   
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Appendix A 

 

 

Figure A-1: ML Notations 
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Figure A-2: Probability Notations 
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Figure B-1 Results 
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In this matrix, we observe 23943 True Positives, 61 True Negatives, 38 False Positives, and 10 

False Negatives. These figures enable us to calculate various performance metrics: 

• Accuracy: 99.80% 
• Precision: 99.84% 
• F1-Score: 99.90% 
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• Data is normally distributed 

P = P(x ≤0.1794) = 0.5712 
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