Optimizing Harvest Piles Detection using CNNs, Vision Transformers, and Remote
Sensing

by Alazar S. Haile

M.Eng in Information Technology, May 2014, Helsinki Metropolia University
B.Eng. in Information Technology, August 2012, Helsinki Metropolia University

A Praxis submitted to

The Faculty of
The School of Engineering and Applied Science
of The George Washington University
in partial fulfillment of the requirements
for the degree of Doctor of Engineering

August 15, 2025

Praxis directed by

Amir Etemadi
Assistant Professor of Engineering and Applied Science



The School of Engineering and Applied Science of The George Washington University
certifies that Alazar Haile has passed the Final Examination for the degree of Doctor of

Engineering as of July 15, 2025, This is the final and approved form of the Praxis.

Optimizing Harvest Piles Detection using CNNs, Vision Transformers, and Remote
Sensing

Alazar S. Haile

Praxis Research Committee:
Amir Etemadi, Assistant Professor of Engineering and Applied Science, Praxis
Director

Hamza Alsarhan, Professorial Lecturer of Engineering and Applied Science,
Praxis Chair

Vijay Raghavan, Professorial Lecturer of Engineering and Applied Science,
Committee Member

il



© Copyright 2025 by Alazar Haile
All rights reserved

il



Dedication

To the memory of my beloved father, who taught me the value of hard work,
dedication and perseverance — not through words alone, but by the quite example of his

life.

"The legacy of heroes is the memory of a great name and the inheritance of a
great example."”

—Benjamin Disraeli

v



Acknowledgements
This Praxis marks the culmination of a journey that would not have been possible
without the support, guidance, and encouragement of many to whom I am deeply

grateful.

First and foremost, I thank God, whose grace, strength, and guidance have

sustained me throughout this journey.

I wish to express my sincere gratitude to my advisor, Professor Amir Etemadi,
whose insight, mentorship, and unwavering support have been instrumental throughout
this research. I also extend my appreciation to the members of my defense committee, Dr.
AlSarhan Hamza, and Dr. Vijay Raghavan for your invaluable input during the defense
and also to all professors who have taught core concepts and challenged me on various

avenues throughout the program.

To my beloved child, Ella, thank you for the time you indirectly contributed to
this Praxis. Your presence has been a constant source of purpose and joy, and your

patience, however unspoken—has not gone unnoticed.

Finally, to my family and friends, I am deeply grateful for your encouragement,
understanding, and belief in me. Your support has been the steady ground upon which I

stood during moments of uncertainty.

To all who have walked with me in this endeavor, Thank you!



Abstract of Praxis

Optimizing Harvest Piles Detection using CNNs, Vision Transformers, and Remote
Sensing

Accurate agricultural monitoring through satellite imagery plays an
important role in curbing global challenges such as food insecurity, drought response, and
climate change, particularly in developing countries where smallholder farming is
predominant. Due to lack of infrastructure and resource limitations, the work of gathering
statistical data to determine the productivity of remote areas is very difficult. In this
research, we investigate the use of deep learning techniques to detect harvest piles with
improved performance from previous studies. Using high performance machine learning
techniques coupled with satellite imagery, it's possible to determine the presence or

absence of agricultural production in remote areas.

In this research, a robust dataset—HarvestNet B— was constructed by
integrating satellite imagery from Planet Scope, SkySat, and EuroSat, resulting in over
442,000 labeled training images and 16,821 test images across ten land use and land

cover (LULC) classes.

Multiple state-of-the-art convolutional and transformer-based models, including
ResNet50, EfficientNetB2, ViT-B/16, and ViT-Max, were finetuned and evaluated on the
new dataset. The results show significant improvements in classification performance,
achieving over 90% precision, exceeding the performance obtained from using ResNet

baseline models in prior studies.

Vi



Furthermore, a novel ensemble architecture was developed by combining
EfficientNetB2 and ViT-B/16 backbone architectures by adding feature fusion and dense
layers. This hybrid model achieved 99.73% classification accuracy, 99.90% precision,
and a 99.8% F1-score in detecting harvest piles, demonstrating its effectiveness for high-

stakes geospatial classification tasks.

Key preprocessing methods, such as image patching, were also introduced,
significantly enhancing the learning capabilities of both CNN and Transformer models by
improving their ability to focus on relevant local and global features. The proposed
methods are well-suited for real-world deployment and decision support in agricultural

policy, resource planning, and humanitarian logistics.

This work lays a foundation for using satellite-based machine learning to inform
agricultural productivity assessment. Future research is recommended to extend the
current binary classification framework into a quantitative yield estimation model using
object detection or instance segmentation, enabling scalable, fine-grained monitoring of

agricultural production in data-scarce environments.
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Chapter 1—Introduction

1.1 Background

In remote parts of developing countries, due to poor infrastructure and resources,
it is challenging to gather data to accurately report productivity. In countries like
Ethiopia, where 85% of the population relies on subsistence farming, seasonal rain has a
direct impact on the cultivation of food crops. The increasing occurrence of unsustainable
global weather affecting the production of subsistent food crops like wheat, teff,
sorghum, etc., makes it very difficult for farmers to feed their families. Because of these
factors, the Ethiopian Disaster and Risk Management Commission (EDRMC), FAO, and
other aid organizations operate widely in the country to supply aid to these drought-prone
areas, particularly in the northern regions of Ethiopia -Tigray, Afar, and the Amhara

regions.

One important aspect of accurately projecting crop production is to assess the
impact of agricultural products on the macroeconomy level and to ensure the country is
on track of meeting its development goals. One of the pillars of such goals is to ensure
sustainable economic growth. Agriculture is a key sector in Ethiopian macroeconomics,

necessary for achieving the planned development goals (Bitew, Mewded & Melaku 2022,
p. 2).

A timely projection of the volume of aid resources needed is crucial for saving
many lives in drought-affected areas. Accurate estimation of smallholder farm production
can inform policies and programs related to food security, poverty reduction, rural

development, and environmental sustainability (Som H, 2020)



Becker-Reshef, 1., Justice, C., Sullivan, M., Vermote, E., Tucker, C.J., Anyamba,
& Hochamna, Z. (2010) suggested that an accuracy level of approximately 90-95% is
typically acceptable for global-scale agricultural planning and global croplands
monitoring using coarse resolution satellite images. For academic research and detailed
economic assessments, higher accuracy is often required. The International Food Policy
Research Institute (IFPRI) also indicates that an accuracy level of 90-95% is necessary to
ensure robust and reliable results. This level allows for effective decision making while
accommodating some margin of error due to the scale of operations (Castano 2018).
Machine learning methods coupled with satellite imagery and remote sensing play a
significant role in estimating seasonal crop production with reduced cost and time. In
this praxis, a predictive model for estimating the productivity of smallholder farming

using satellite imagery with better accuracy is discussed.

1.2 Research Motivation

As global weather patterns shift and average yearly temperatures rises due to
climate change, smallholder farmers continuously face challenges, particularly from
declining levels of rainfall. Smallholder farms, which often rely on seasonal rainfall, are
highly vulnerable to fluctuations in precipitation. Reduced and varying levels of rainfall
disrupt planting seasons, diminish crop yields, and lead to a decline in food production.
This is especially problematic in regions where smallholder farming is the backbone of
local economies and food security. As water availability decreases, crops may fail to
reach maturity, further exacerbating food insecurity and economic hardship in rural

communities dependent on agriculture.



As indicated in the publication (Jonathan et al. 2023, p. 2), while certain studies
provide more accurate predictions of agricultural productivity for large-scale mechanized
farming, such research is limited in regions characterized by dispersed and small-scale

farming, particularly in developing countries.

Ethiopia is one of the countries with diverse climate and soil fertility, where the
primary goal of farming is self-sufficiency as opposed to the commercial farming which
targets selling to the market (Boere, Monsnier, Krisztin & Havlik 2016). Subsistence
farming, which relies heavily on seasonal rainfall, faces significant risks in the face of
climate variability. In many rural regions, farmers depend on predictable seasonal
patterns to grow enough food to sustain their families. However, drastic changes in
rainfall, seasonal shifts, the amount if rainfall, and rainfall distribution heavily affects the
seasonal production of food crops causing serious ramifications among this part of the
population. Delayed rainfall is close to the harvesting season, for example, causes
significant damage to the crops. Excessive rainfall also results in soil erosion washing
away soil nutrients and crop seeds depending on the slop and orientation of the farmland.
This instability in production of crops puts this vulnerable part of society at risk of
sustaining their families. The issue is even exacerbated in areas where farmers who do
not have access to guidance and professional support form agricultural agencies working
on modern irrigation and technology. The vulnerability of these farming systems to
variable rainfall patterns calls for the need to a sustainable agricultural practice that is
supported by technology, climate-resilient planning and providing professional support

and guidance in the affected regions.



Food aid is one of the essential support elements needed in many regions where
changes in rainfall affect agricultural production, particularly in drought-prone areas.
Regions in the norther northern Ethiopia, Amhara, Tigray, and Afar, are frequently
affected by these severe droughts leading to low crop yields during harvest seasons which
intern increased the risk of food insecurity. Population living in these areas relies heavily
on local and international aid to meet their basic food needs during the years where
insufficient rainfall is recorded. Humanitarian and non-for-profit organizations, in
collaboration with the Ethiopian Disaster Risk Management Commission (formerly the
Ethiopia Disaster Relief and Prevention Agency), work around securing funds, and
providing food aid to support the livelihoods of those affected by seasonal drought. Their
efforts help mitigate the impact of crop failure and ensure that vulnerable populations

receive the necessary resources during these crises.

Among various approaches, a systematic method of predicting seasonal
productivity utilizing remote sensing to detect the presence of harvesting activities and to
measure and track sustainability. The visually diverse nature of smallholder farms has
made the applicability of traditional approaches to crop mapping limited. Though the
fragmented and sparse nature of the farms makes the collection of production and land
use maps and data challenging, particularly in the resource-constrained regions (Xu et al.
2023 p.1), machine learning algorithms and remote sensing have offered significant

achievements to measure the sustainability of crop cultivation.

Over the years, machine learning algorithms and remote sensing have achieved
significant results in measuring sustainability. Using spectral reflectance to detect

patterns of cultivated crops is challenging in rain-fed agriculture systems due to the



resemblance of weeds to actual crops, causing misclassification in spectral classification
tasks (Xu et al. 2023, p.1). One method of predicting seasonal productivity is by utilizing
remote sensing of harvest piles to detect the presence of crop harvest activities, to
measure and track sustainability. The harvest piles near the cultivation fields were
manually reaped and collected into piles of 3-10 meters before threshing activities

began (Asmamaw, 2017). Threshing is a process of splitting the grains from the straw.
The harvest pile footprints are visible in satellite imagery until threshing is completed.
Finally, the markers gradually disappear from satellite imagery when the land is refreshed
for another cycle. Since piles of straws are useful for feeding cattle, they are not left in
the fields. Instead, collected into a larger pile visible to on the satellite images. This

dynamic nature of these harvest piles is an indicator of seasonal farming.

The study by (Jonathan et al., 2023) covering the northern part of Ethiopia in the
Tigray and Ambhara regions collected hand-labeled ground data on the predominantly
produced crops (Srany & Tadele, 2022). By collecting SkySat satellite images and
surveying the location using coordinates for the presence or absence of harvest piles. By
utilizing expert researchers and agriculture extension workers in the region, the farm
locations are exhibiting positive harvest piles. The team then used the labeled dataset to
train the top-performing CNN-based models in satellite imagery, resulting in about 80%

accuracy on the best-trained model (Jonathan et al., 2023).

The team introduced a dataset called HarvestNet, consisting of about 7,000
satellite images collected from the northern part of Ethiopia, particularly in Amhara and
Tigray regions between 2020-2023(Xu et al., 2024, p.4). A noble approach to detect the

presence of harvesting activities was introduced by detecting harvest piles from the



collected images using a CNN based model. A ResNet50 base model was finetuned and

tested to reach an accuracy level of about 80%.

1.3 Problem Statement
The ResNet50-based solution for detecting harvesting activities in smallholder
farming achieves a precision below 80%, making it unreliable to forecast acute food

shortages in drought-risk areas. (Xu, Elmustafa, Weldegebriel, & Negash, 2023).

It is crucial to have a higher level of accuracy to estimate smallholder farm
production to answer key economic developmental questions, deriving strategic policies
and program developments targeting food security, poverty reduction, rural development,
and environmental sustainability in developing countries. Better accuracy of production
estimation allows policymakers and other organizations to allocate sufficient resources
effectively and design interventions that directly address the needs of the farmers in the
drought-affected areas. The Food and Agriculture Organization (FAO) recommends a
minimum accuracy level of 80-90% as generally acceptable for large-scale agricultural

production planning (Fang, Katchova, 2023, p.12).

For further detailed studies, such as academic research and economic assessments,
a higher level of accuracy is required to guide policymakers reach certain conclusions of
the current scale of production and projecting the level of productivity in the forthcoming
year. The International Food and Policy Research Institute (IFPRI) recommends above

90% accuracy to support reliable data-driven decision-making processes (Castano, 2018).

1.4 Thesis Statement



To ensure practical utility for local environmental and agricultural agencies, a
predictive model for harvest pile estimation is required with a precision level exceeding

80%.

Timely reporting of crop yield, and the volume of subsistence corps is essential
for aid programs and agricultural planning to make informed decisions. The main
objective of this research is to find a method of formulating a predictive model that
achieves precision above the baseline threshold and exceeding the benchmark
performance set by other prior methods and enabling the model to be usable by food

security agencies in Ethiopia.

Increasing the size of the training data is one of the important phases of this
research. It aims to improve the current ResNet50 model by adding more labelled satellite
images to the dataset. Doing so will help the model capture more complex features that
might have been overlooked in the initial low-resolution dataset. The ability of the model
to generalize will also be improved by this increase in volume of data, which could

theoretically result in predictions that are more accurate.

The creation of a better predictive model that complements or replaces the current
harvest pile prediction model which is based on ResNet50 is one of the important goal of
this study. Local and national agriculture and food security agencies will utilize this tool
to assess the production of smallholder farming by utilizing this new approach. This tool
will also help the assessment of crop yields offering vital information to promote

sustainable farming and food security.

1.5 Research Objectives



The primary objective of this research is to find ways to enhance the performance
of the HarvestNet classification model, by focusing on achieving accuracy above 80%.
The improvement on the performance will be accomplished by addressing the following
sub-objectives:
a) Finetuning other Models: To determine if it is possible to finetune other SOTA
models achieve a precision above 80%, surpassing the performance of the existing
finetuned ResNet50 model.
b) Augmentation of additional Satellite Images: To assess the impact of augmenting
HarvestNet dataset with satellite images from different farming locations on the
precision of the ResNet50 model, aiming to surpass 80% precision. By
systematically exploring these avenues, this research aims to identify effective
strategies to improve the accuracy and precision of the HarvestNet model beyond
the current capabilities of ResNet50.
c) Finetuning Ensemble Model: By combining two SOTA models, one from the
family of CNN based models and another from the family of transformer models,
this research aims to improve the performance gain in the classification task to
determine the presence or absence of the harvest piles in the satellite images with
accuracy of more than 80%.
1.6 Research Questions and Hypotheses

Based on the objectives outlined in section 1.5, this study will answer the
following three research questions:

RQ1: Does augmenting satellite images from other farming locations to

HarvestNet dataset improve the precision of the ResNet50 model above 80%?



RQ2: Is it possible to finetune a model with a precision above 80% better than the
existing ResNet-50 model?
RQ3: Does finetuning an ensemble model with HarvestNet dataset result in a

better precision above 80%?

Research Hypotheses

H1: Augmenting satellite images from other sources to the HarvestNet dataset
improves the precision of the ResNet50 model above 80%.

H2: Finetuning EfficientNet and ViT base models will achieve better precision
than ResNet50, scoring above 80%.

H3: Finetuning additional ensemble model with HarvestNet dataset result in a
better precision above 80%.
1.7 Scope of Research

The goal of this research is to evaluate and test models that potentially outperform
any SOTA solution with a practical application of detecting harvest piles by over 80%
accuracy. One method of achieving improved performance is by data augmentation and
retraining of the ResNet50 model. The second alternative is by finetuning other CNN-
based SOTA models, such as EfficientNet, to find a better performance. The transformer-
based approach is also investigated to validate the possibility of any performance gain

above the CNN-based approaches with the given training dataset.

In this research, we first collect additional satellite images from the geo-locations

used in HarvestNet labelled data. By using the coordinates of the positively labelled



images, we extrapolate the temporal dimension and produce more satellite images of the

same location.

1.8 Research Limitations

The accuracy and precision of the newly trained model are dependent upon the
fidelity of the original HarvestNet data labeling. Despite the collection of supplementary
data from identical geographic coordinates indicating positive harvesting activities, we
are acquiring further satellite photos from the same location at more frequent intervals.
This may cause unintended effects on the efficacy of our finetuned models, given the
quality of the HarvestNet dataset.
1.9 Organization of Praxis

This research is organized into five chapters:

Chapter 1 — Introduction: This chapter introduces the need of having a predictive
model to estimate the productivity of smallholder farming. This chapter defines the three
main research questions we aim to answer in this praxis. The three hypotheses are also

discussed based on research questions.

Chapter 2 — Literature Review: Provides a comprehensive overview of relevant
academic literature by highlighting the various studies made on the topic of satellite
imagery, remote sensing, predictive models on satellite imagery using CNNs, and
highlights the advantages and disadvantages of using Transformer-based models for
classifying the presence or absence of harvest piles. The advantages of using either

approach are discussed in depth.

10



Chapter 3 — Methodology: This chapter highlights the methodology and
techniques used to address the performance shortcomings of the harvest net predictive
model (Jonathan et al. 2023). Architectures of ResNet, EffcientNet and Vision
Transformers (ViTs) are discussed in depth, followed by demonstrating the work

developed to improve the performance of the ResNet50-based model to above 81%.

Chapter 4 — Results: Here, we discuss the findings of the three hypotheses
highlighted in the first chapter. Using the ResNet50 model metrics as a baseline, we
analyze the performance gains from augmenting an additional dataset, training
EfficentNetB2 base model, and Transformer base models (ViT). Finally, the results of the

ensemble method are presented.

Chapter 5 — Discussion and Conclusion: The last chapter highlights the
conclusion of this study by emphasizing the performance improvements and determining
that the performance level gained from this work will potentially make the predictive

model usable for agriculture planning agencies and aid organizations.
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Chapter 2—Literature Review
2.1 Literature Review and Research Strategy
Satellite imagery in agriculture has become a common practice in the context of
large-scale farming. On the contrary, the application of imaging technology is not widely
applicable in smallholder farming due to the scale and sparse nature of the farming

practices.

The aggregate production of smallholder farming makes up more than 80% of the
entire GDP in most developing countries, like Ethiopia. It makes the task of accurately
predicting productivity essential due to the nature, timeliness, and sensitivity of the
prediction to address issues of drought and food shortages in remote areas of these

countries.

A work by Xu et al (2023), discussed finetuning ResNet50 models, which is used
to determine the presence of harvest piles in satellite images. This method offered
promising results of about 81% accuracy. In this research, we aim to improve the
performance of the ResNet50, CNN-based model by replacing the model with a

transformer-based approach.

Scientific research (Khan et al. 2024, p.2) indicated that transfer learning may
enhance transformer-based models in satellite image categorization by fine-tuning the
existing ViT models introduced by Dosovitskiy et al. Transformers exhibit significant
potential in applications like remote sensing, extending beyond picture categorization to

encompass segmentation and object recognition.
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2.2 Productivity of Smallholder Farming

A study by Fantu, Bethelhem, & Alemayehu (2015, p. 10) found out a direct
relationship between farm size and productivity of smallholder farming on crops such as
teff - the primary food crop cultivated predominantly in Ethiopia - that on average, a
regular teff-producing household is less efficient than households that optimize farming

practices through the agriculture advisory by almost 50%.

It is important to utilize precise econometric measures on the efficiency and
productivity of teff-producing households. The researchers analyzed small to large farm
holder families separately to investigate the inverse relationship between the cultivated
area at the larger scale of operation versus small-scale farming. In their observation, there
is a linear relationship between the scale of production and cultivated areas. These
findings have important policy implications to improve production by providing the
farmers with access to training, credit facilities, and information on the market and

production.

The United Nations study states that the population of Ethiopia residing in rural
areas in 2024 is about 70 %, which is 40 percent more than the rural residents (UN,
2014). The primary contributor to the GDP of Ethiopia is the agricultural sector.
Smallholder farming takes about 94% of the national crop production in 2013/14 (Central
Statistical Agency of Ethiopia (CSA), 2014a). Population increases and the percentage of
land ownership in decline have prompted the Ethiopian Government to make smallholder
agriculture a center of its rural development policy initiatives as part of the Agricultural

Development Led Industrialization strategy in 1993 (Government of Ethiopia, 1993).
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As the studies by Collier and Dercon (2009) show, agriculture policies focusing to
medium to large-scale farming are more productive than smallholder farming. However,
the major source of Gross Domestic Product (GDP) in developing countries is the
produce of smallholder farming (National Bank of Ethiopia, 2004). From 2004 to 2013,
the average GDP per capita of Ethiopia grew at a rate between 7.9 and 10.7 percent.
Since teff is the primary agricultural produce from smallholder farming, its contribution
averaged 5.2 percent yield during this period, as stated in the Central Statistical Agency

of Ethiopia (CSA), 2014a.

Teff is a staple crop vital to Ethiopia's agricultural industry, which smallholder
farmers mostly drive. The research also addresses important issues encountered by these
farmers and makes practical recommendations, such as increasing access to agricultural

inputs and boosting farmer education and providing policymakers with vital insights.

The study, however, could benefit from incorporating geospatial data to analyze
how regional infrastructure availability, weather patterns, and soil quality etc., in the
analysis to have a broader picture of the effects on productivity. While the study
highlights the importance of better seeds, educating farmers, and irrigation, it overlooks
the potential of advanced technologies utilizing remote sensing and machine learning to
improve the prediction of production. It also has limitations on the applicability of the
study in other regions of the country with different types of crops and farming systems, as

it only focuses on Teff crops.

2.3 The Role of Geospatial Data and Remote Sensing in Precision Agriculture
Precision agriculture is supported by harnessing advanced remote sensing

technologies to advance productivity and reduce costs. Remote sensing technologies are
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essentially categorized based on the position of the sensors and the type of sensory device
used. Sensors positioned on the geostationary orbit above the Earth’s surface are suitable
for gathering data over a large surface area, offering a bird’s eye view of a wider range.
Aerial sensors mounted on manned or unmanned aerial vehicles cover mid-range areas as
aerial scouts that can provide more focused information. These types of sensors are useful
for habitat monitoring, geological surveys, climate research, and infrastructure

inspection.

The third class of sensors are stationary ground-based sensors, which are placed
in the fields closer to the subject crops for detailed observations at the plant level. Such
sensors are applicable for vegetation growth monitoring and analysis, measuring soil
moisture, erosion, and understanding the effects of temperature, fertilizers and other
natural nutrients to better understand and optimize farming practices such as irrigation

and fertilization.

The main categorization of sensors is based on their characteristics, including the
spatial resolution, radiometric, and temporal scales they offer. Spatial resolution
(Lillesand, Kiefer, & Chipman, 2015) is the measure of the smallest discernible detail in

an image, also known as ground sample distance (GSD)

Equation 2.1. Ground Sample Distance

_ HXIFOV

GSD
F

Where:

GSD: is Ground Sample Distance (spatial resolution)
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H: Height or altitude of the sensor above the ground

IFOV: Instantaneous Field of View (the angle subtended by one pixel at

the sensor)

F: Focal length of the camera or sensor

The following formula calculates the ground area that each pixel represents, thereby

defining the resolution of a spatial system (Li et al., 2022, p. 7-23).

Equation 2-2. Definition of Resolution of Satellite Images

Number of Pixels

Resolution,R =
esotution Area Covered

Resolution can be seen from two different aspects depending on the reference
frame we are viewing it. Temporal resolution (Rt) for a satellite is the duration of a
satellite to complete an orbit and reach the same observation area. Spectral resolution
(Rs), by contrast, describes the sensor’s ability of the satellite imagery to capture data
across distinct portions of the electromagnetic spectrum determined by both the number
and the width of spectral bands it records (Wightman, 2020). Hyperspectral images
contain tens or hundreds of narrow bands of width (<20nm) separated by increments in
wavelength (Loshchilov, 2017). Vegetation indices and statistical and machine learning
methods are applied for dimensionality reduction to extract useful information on crop

conditions (Teke et al., 2013).

As shown in the review publication by (Rajendra, Ram and Sudhir, 2020,
pp. 3-5), although numerous recent satellites offer high spatial resolution (of less than

5m) and Temporal (daily) resolution images, most publicly available satellite products
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are rather coarse for many publicly available applications. Appropriate spatial-temporal
resolution required for the public domain, depending on various factors including
application objectives, the size of the field, and the frequency of application of the output

consumed by the farm equipment (irrigation, fertilizer, pesticide, etc.).

Geospatial data includes information about static objects or events that are
dynamic in nature, happening on the Earth's surface. Sources of geospatial data include
remote sensing, GIS, and GPS data. Geospatial data is applicable in areas where
productivity enhancement is essential including crop health monitoring, soil condition

assessment, and examining the impact of environmental factors in crop production.

Another important data that provides high-resolution imagery applicable for
monitoring vegetation is NDVI (Normalized Difference Vegetation Index). It provides
high-resolution satellite imagery applicable in estimating crop biomass, detecting crop
stress and predicting yields (Li et al., 2020). SAVI (Soil-Adjusted Vegetation Index) is
also another remote sensing index that minimizes the impact of soil brightness on

vegetation indices NDVI in crop lands with low vegetation cover (USGS, 2023).

GIS integrates spatial and non-spatial data to create maps that identify spatial
patterns in soil fertility, rainfall, and temperature. It also facilitates localized
interventions, reducing resource wastage by helping in various mitigation planning and
implementations (Aggarwal et al., 2021). Geospatial data incorporates climatic variables
like precipitation and temperature, which are critical for modeling crop growth and yield

(Jones et al., 2019).
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2.4 Vision Transformers (ViT)

In a typical CNNs architectures, the primarily focus of such deep learning
networks is on recognizing image features without considering positional correlations
between the individual features. On the other hand, Vision Transformers (ViT)
architecture, first proposed by Dosovitskiy et al. (2020), offers a solution to this problem
by using self-attention layers. This mechanism enables the ViT mode capture global
information and feature relationships from the images, reducing image-specific inductive

bias and overcoming standard CNN constraints.

ViT-based models are used in satellite imagery classification, which was initially
designed for general image classification. Khan et al. (2024, p.15) state that the ViT-Base
model can identify distinct agricultural patterns, almost achieving a 100% score for
Annual crop and Pasture categories, indicating its reliability in agricultural management

and environmental monitoring.

Transfer learning has the potential to improve transformer-based models in
satellite image categorization, and careful fine-tuning can preserve efficiency while
minimizing accuracy tradeoffs. This study demonstrates the potential of improving
achieving better performance in Transformer-based models for more efficient and

transparent LULC analysis, fostering innovation in the field.

Analyzing land use and land cover (LULC) is essential to understanding the
interaction of human activities and the environment (Dosovitskiy et al., 2021). It focuses
on how humans use land for a variety of purposes, such as forestry or deforestation,

agriculture, urban and rural planning, environmental protection, and sustainable practices.
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Studying such changes in land use and land cover can help policymakers and researchers

develop more effective land management policies.

In recent years, Transformers models have been prevalent in computer vision,
significantly enhancing the efficacy of satellite image classification applications. The
precision of these models has transformed the analysis of land cover and land use into a
better utility. Recent advancements in transformer-based models for image classification

have proved the efficacy of ViT models first presented by Vaswani et al. (2017).

Improvements in transformer-based image classification models demonstrate that
the ViT model has significant advantages over typical CNN models. Transformer-based
models performed better in NLP tasks. Because of its success in natural language
processing, researchers have used this transformer model for a variety of computer vision

tasks.

2.4.1 Architecture of ViT

The ViT model for land use classification of satellite imagery, which was initially
designed for general purpose image classification, is expected to outperform the CNN-
based models for detecting harvest piles. In this research, the approach will only consider
the version of the ViT model that has favorable capability to address different aspects of
satellite image classification. The architecture representation of ViT is illustrated in

Figure. 2-1.

The ViT architecture is an efficient and scalable design suitable for satellite image
classification. SkySat images are processed into 512x512 pixel patches and labeled. The

labeled images are then used in fine-tuning the selected ViT base models.
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ViT_b 16 is one of the widely used ViT base models trained on Sentinel-2
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Figure 2-1. Architecture of Vision Transformer (ViT)

satellite images. This base model is finetuned in this study to detect harvest piles. Helber
et al. (2019) introduced a new dataset based on satellite images covering 13 spectral
bands and divided into ten classes, totaling 27,000 classified and georeferenced images.
The 5,400 harvest pile images containing positive harvest piles are augmented as an
additional class to the EuroSat dataset. The base model ViT b_16 benchmark
performance on this innovative dataset using deep convolutional neural networks yielded
an overall classification accuracy of 98.57% for the suggested dataset.

The HarvestNet dataset is augmented on top of the ESA dataset with an additional
class, adding 5,864 positively labeled patches. The base transformer learns new features
from the harvest pile images in addition to the other 9 classes.

2.4.2 Attention Mechanism
Attention mechanisms are key components of transformer architecture, allowing

models to focus on relevant information.
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Equation 2-3. Calculation of the Attention Weights

. QK™
Attention(Q, K,V) = softmax Vv

NEn

Where:

9 represents the query matrix
XK signifies the key matrix
"V denotes the value matrix.

The QK represents the matrix multiplication of @ with the transpose of K to

calculate the attention scores, and the dimensionality of the keys and queries indicated by

d acts as the scaling factor for the SoftMax calculation (Dosovitskiy et.al., 2021;

Vaswani et.al, 2019).

The normalization step, next to the attention layer, keeps the output layer of the
network stable. Dropout is used as a regularization method to help prevent overfitting.
The multilayer perception (MLP) block transforms the data via fully connected layers
using GELU (Gaussian Error Linear Units) as an activation function providing non-

linearity.
Equation 2-4. GELU Function
GELU(X) = X. d(X)

Where ®(x) is the cumulative distribution of the Gaussian distribution.
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The transformer encoder outputs are converted into a fully connected layer called
a Multi-layer Perceptron Head (MLP head), composed of a Linear fully connected layer,
an Activation layer, Dropout, and a final Classification layer. The MLP head converts the
fully connected transformer output layer into an output layer that maps to the number of
classes (for example, LULC categories including ‘Permanent Crop’, ‘Annual Crop’,
‘Forest’, etc.). We introduced a new class of image patches as a new augmented data for

‘Harvest Piles’ as an additional dataset.

Khan et.al. (2024) state that the ViT-Large model, known for its additional layers
and high capacity, enables the processing of satellite images with high resolution. To
finetune the ViT-Large model, consisting of 304 million parameters, demands intensive
resource and time. This version of the model is suitable for high resolution images with
granular details of features and patterns. On the other hand, the ViT-B model has only
86million parameters, making it efficient and ideal for tasks requiring less accuracy but
faster processing time during inference. This model is used in this research for its ease of
implementation and testing the performance improvements gained from the benchmark

ResNet50 model.

2.4.3 Data Augmentation and Regularization (ViTs)

As discussed in Steiner et al., (2022) supported by detailed empirical research to
show the effect of the volume of training data on model performance. It also found out
that, model regularization or data augmentation (AugReg) technique, model dimensions,
and computational resources also have a direct factor to improving model performance.
The study indicates that the integration of enhanced computing power with AugReg can

produce models that perform equivalently to those trained on significantly larger datasets.
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By utilizing ImageNet-2 1k dataset, the study was able to show the performance of the
models either matches or surpasses the performance of models trained on the bigger, yet

non-publicly available, JFT-300M dataset.

Dosovitskiy et al. (2020) state that, for ViT models to generalize effectively, they
usually need a large volume of training data or require robust data augmentation followed
by model regularization methods help overcome overfitting (Dosovitskiy et al., 2020).
Through a comprehensive empirical investigation, this study compared Vision
Transformers' model regularization or data augmentation techniques, training data size
relative to compute cost. Using AugReg and varying the size of the training data, the
study provides a thorough analysis of multiple ViT versions and compares them to the
computational resources needed to train the ViT models. Nowadays, Transformer models
have become widely used in computer vision, greatly improving the classification
performance of satellite images. The analysis of diverse land use has changed as a result
of these models' accuracy. The effectiveness of ViT models, initially introduced by
Vaswani et al., has been proved to be applicable in transformer-based models for image

classification.

The study made comparisons of four vision transformer configurations (ViT-Ti,

ViT-S, ViT-B and ViT-L). The details of the configurations are shown in Table 1 below.
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Table 2-1. Configuration of ViT Models

Model Layers Width MLP Heads Params
ViT-Ti(39) 12 192 768 3 5.8M
ViT-S(39) 12 384 1536 6 22.2M
ViT-Ti(13) 12 768 3072 12 86M
ViT-Ti(13) 24 1024 4096 16 307"M

These models were trained on ImageNet-1k and ImageNet-21k for pre-training.
The latter consists of 14 million images and approximately 21k distinct object classes,
while ImageNet-1k consists of 1.3 million images for pre-training and 1k classes
(Dosovitskiy et al. 2013, p. 3; Ridnik et al. 2021, p. 10). The team then eliminated
duplicate images from the test sets of the downstream tasks. ImageNetV2 was used for

testing.

This study combined two cutting-edge methods—Mixup and RandAugment—for
data augmentation. A hyperparameter a governs the introduction of linear interpolations
between training examples; a value of 0 denotes no input sample mixing (Zhang et al.,
2017, p. 4). Similar to this, RandAugment works by changing the magnitude parameter n
and necessitates the specification of the number of augmentation transformations k
(Cubuk et al., 2020, p. 4). According to experimental findings, the stochastic depth rate
should likewise be set to zero if dropout is not used. As an alternative, dropout with a
probability of 0.1 can be used with stochastic depth, where 0.1 is also the maximum
probability of layer dropping. Two workable regularization configurations are thus
produced. The tuple parameters (I, m, o) were also used to define seven different data

augmentation settings: ‘none (0, 0, 0), light1 (2, 0, 0), light2 (2, 10, 0.2), medium1 (2, 15,
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0.2), medium?2 (2, 15, 0.5), strongl (2, 20, 0.5), and strong?2 (2, 20, 0.8). As suggested by
Loshchilov and Hutter (2019, pp. 4, 14), the weight decay values of 0.1 or 0.03 were
separated from the optimization procedure and scaled in proportion to the learning rate,

which peaked at 0.001.

Pre-training the models with Adam optimization as mentioned in (Kornblith,
Shlens, & Le, 2019, p.10), using $1=0.9 and B2 = 0.999 with a batch size of 4,096 and a
cosine learning rate. The images are then pre-processed by applying cropping and
random flipping. The first observation was performed on both ImageNet-1k dataset (with

300 epochs), and the larger ImageNet-21k (with 30 and 300 epochs).

In the study, the major finding is that, using image augmentation and model
regularization, one can pre-train a model to a similar accuracy achieved by increasing
the dataset size. The best model trained on AugReg Imagenet-1k performs about equal to
the same as models pre-trained on the 10x larger plain ImageNet-21k dataset. Training on
AugReg ImageNet-21k, increasing compute, it was possible to achieve the performance
that matches or outperforms those trained on the plain JFT-300M dataset with 25x more
images.

The paper also investigated whether transfer learning is a better option for
medium-sized datasets. It stated that it's advisable to try training from scratch with
AugReg, or whether it is worth the time and money over the use of transfer learning
using pre-trained models that are freely available. (Stien et al. 2022, p 6) The result of the
research determined that transferring a pre-trained model is simultaneously significantly

cheaper and gives better results.
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Introducing data augmentation coupled with model regularization is essential to
have improved model performance when there is limited training dataset. The
performance improvements are applicable to both medium and large-sized datasets like
ImageNet-1k and ImageNet-21k, respectively. The settings to have the best results vary
depending on the model capacity and training schedule. The research also recommends
not to apply AugReg for small models when the pre-training dataset is small, otherwise

the model quality will deteriorate.

The research offered a detailed analysis of the effects of regularization, data
augmentation, model size, and training data size when pre-training Vision Transformers
(Stien et al. 2022). It also evaluated pre-trained models through the view of transfer
learning, offering insights on the impact of various techniques and the conditions when
data augmentation and regularization are beneficial and when they are not. It concludes
by suggesting that transfer-learning with more training data is a better practice than data
augmentation when there is an option of training with a wide range of datasets available

for pre-training.

2.4.4 Max-ViT

Google Researchers in 2022 released a new novel architecture called MaxViT
(Multi-Axis Vision Transformer) which served as a major advancement in computer
vision. With the focus on building scalable and effective attention mechanisms, MaxViT
successfully captures both local and global features in images by fusing convolutional
operations (CNN) with a new multi-axis self-attention mechanism. This combination
allows MaxViT to effectively model spatial relationships at multiple scales, effectively

balancing model capacity and computational complexity, resulting in an efficient
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attention mechanism due to multi-axis self-attention, enabling the model to capture both
fine-grained local details and broader contextual information without the quadratic

scaling issue associated with the traditional self-attention mechanisms.

Scalability is the second important benefit of the MaxViT design due to its

capability ranging from image classification to sophisticated predictions like object
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Figure 2-2. MaxViT Architecture

detection and segmentation (Tu et al., 2022), Max-ViT has proven to be the most
versatile architecture for a wide range of vision tasks. Additionally, empirical
assessments have shown that MaxViT outperforms several benchmarks, such as

ImageNet for image classification and COCO for object detection tasks (Tu et al, 2022).

MaxViT uses a combination of hierarchical design of CNNs similar to ResNet,
but replaces the traditional convolutional blocks with a unified module combining

MBConv and Attention blocks.
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e MBConv Block is an inverted bottleneck convolutional block. It consists of
depth-wise separable convolutions and squeeze-and-excitation (SE) modules that
helps facilitate an efficient local feature extraction.

e Block Attention applies self-attention within non-overlapping local windows
(blocks), capturing fine-grained local interactions.

e (rid Attention implements dilated global attention by attending over a grid of
spatially distributed tokens, enabling the model to capture wider dependencies
without incurring quadratic complexity.

The combination of these blocks allows MaxViT to maintain linear computational
complexity with respect to image size while effectively modeling both local and global
contexts throughout the network (Tu et al., 2022). MaxViT block enables local and global
receptive fields with O(n) complexity at all stages, including high-resolution stages.

On the other hand, as the integration of multiple components such as MBConv and SE
modules and multi-axis attention continues to grow, the architectural complexity pose
challenges on implementation and fine-tuning.

ViT-based models benefit from the tremendous performance improvement over
CNNs. This research presented a new approach of multi-axis attention using MBConv
that was achieved with linear complexity. It could be of significant advantage if the paper
presented benchmarking multiple versions of ViT base models to utilize in specific
application areas and image resolution. The scope of this research is limited to
demonstrating that the ViT_B_16 finetuned model performs better than the CNN-based

Swin, ResNet50, and EfficientNet models.
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Chapter 3—Methodology
3.1 Introduction
This chapter introduces the methods used in data collection, fine-tuning, analysis
of the results, and the findings of optimizing the harvest piles detection using a satellite
imagery dataset.

Farming activity is directly related to the presence or absence of harvest piles in

smallholder farming areas. Hence, given a location 1 described by longitude 71 and
latitude m, and a corresponding satellite image X; of the location, the aim is to find a
model that can output y; where V; is a binary output indicating the presence or absence

of farming activity at location 1.

Equation 3-1. BCE Loss

N
1
Heg = Nz —y;.log(y,) — (1 —y;)log(1l — §,)
1

Where Hcg is the binary cross entropy of the predictive model for binary classification, N
is the number of locations (labeled satellite images) included in the testing of the
corresponding model, y; is the actual binary label of the given location, ¥, is the predicted
value of the location for presence of harvesting activities.

Subsequent multi-class classifications implemented in this research used Cross
Entropy Loss because we augmented EuroSAT data into the HarvestNet dataset. The
binary classification problem converted into muti-class classification problem due to the

selected dataset having 10 classes. We added HarvestPiles class as one of the ten classes.
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Hence, the Cross Entropy Loss is chosen to be the right loss type for further training
configurations used in this study.
3.2 Dataset

The data set consists of satellite images collected from multiple sources such as
HarvestNet, Planet Scope, SkySat, and the EuroSat data. We processed these datasets and

formulated a combined dataset called HarvestNetB.

3.2.1 PlanetScope Data

Planet Labs is an Earth imaging provider offering to image the entire Earth daily,
to make the changes on the surface of the Earth visible and accessible to consumers. The
satellite images may be used for various purposes, ranging from Agriculture, Marine and
Atmospheric Sciences, and Geospatial Analytics. The company operates the largest Earth
imaging constellation with over 200 satellites, including the recently launched 44

PlanetScope sensors (Planet Labs 2025).

Figure 3-1. Ultra-Compact CubeSat/Dove Satellites (Planet Labs, 2025)
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Data collected from the PlanetScope satellite constellation consists of multiple
launches of a set of Dove satellites. On-orbit capacity is constantly improving in
capability and quality, with technological improvements deployed at a rapid pace. Each

satellite is a ClubSat 3U form factor (10cm by 10cm).

Dove satellites in orbit are equipped with PlanetScope sensors. As of March
2025, there are about 200 satellites in orbit. The spatial resolution of these satellites is 3.7
meters and are equipped with RGB and NIR for multi-spectral analysis and object
detection. The recent generation of PlanetScope sensors consists of eight bands (Coastal,
Aerosol, Blue, Green-1, Green-II, Yellow, Red-Edge-I, and NIR bands) sharing the

wavelength between 400nm and 1000nm.
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Table 3-1. PlanetScope Sensor Breakdown

Feature / Sensor Sentinel-2 (A/B) Dove Classic Dove-R SuperDove
Operator ESA (European Space Agency) | Planet Labs Planet Labs Planet Labs
Launch Years 2015 (824A), 2017 (82B) 2013-2016 2017-2018 2020+
Spatial Resolution | 10m /20m / 60m ~3-5m ~3.7m ~3.7m (GSD (@ 475

km altitude)

Spectral Bands 13 bands 3 bands 4 bands 8 bands
Band Details - Bl (Coastal, 60m) - Red (600-700 nm) - Red - Coastal Blue

- B2 (Blue, 10m) - Green (500-600 nm) | - Green - Blue

- B3 (Green, 10m) - Blue (400-500 nm) | - Blue - Green I

- B4 (Red, 10m) - NIR (Near IR) - Green

-B5-B7 (Red Edge, 20m) - Yellow

- B8 (NIR, 10m) -Red

- B8a (NIR narrow, 20m) - Red Edge

- B9 (Water vapor, 60m) - NIR

- B10 (Cirrus, 60m)
-B11-B12 (SWIR, 20m)

Revisit Frequency

5 days (with both S2A/S2B)

Daily (constellation)

Daily (constellation)

Daily (constellation)

Calibration

High precision

Basic calibration

Improved calibration

Radiometrically
calibrated (SR ready)

SkySat satellites are different from Dove because of their ability to be guided by

placing an order to have these satellites go to a specific area or path to capture an image.

The images are much smaller than the scenes compared to PlanetScope, and the

resolution is roughly 50cms per pixel, better in resolution than the Dove satellites.

Satellites: 21

GSD: 0.65M

Capacity: 400 K Km?/day

Orbit Altitude: 450 Km

| Spectral Bands: RGB, PAN and NIR

:Figure 3-2. Sk);Sat Satellite

PlanetScope and SkySat imagery technologies, provided by Planet Labs, are

widely utilized in remote sensing due to their high spatial and temporal resolutions.

PlanetScope consists of a large constellation of CubeSats that capture multispectral
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imagery at a resolution of approximately 3—5 meters per pixel, with near-daily global

coverage (Planet Labs, 2021).

This makes it valuable for continuous monitoring of land use, vegetation coverage
and growth, and environmental shifts. However, SkySat is a composition of different
high-resolution satellites capable of capturing panchromatic imagery that uses single
band combining RGB bands allowing greater spatial resolution with no wavelength-
specific information, and multispectral imagery up to 50 cm per pixel resolution (Wu et
al., 2022). This fine detailed spatial resolution is heavily used in object detection and
feature extraction of urban areas. The combination of these datasets enhances geospatial
analysis by providing both large-scale temporal coverage and high-resolution details in

machine learning applications.

For this study, we use SkySat imagery for regional-scale analysis utilizing
frequent temporal updates to detect land cover changes over time and to detect harvest
activities in areas where subsistence farming is prevalent. The satellite images then
underwent pre-processing through steps involving radiometric and geometric correction
to eliminate any atmospheric distortions and misalignments (Zhang et al., 2020). The
labeling of these images were implemented to facilitate machine learning classification,
annotated using a combination of manual labeling and auxiliary ground truth data from

government land cover maps and field surveys (Li et al., 2021).

According to several prior studies, data augmentation is used to improve model
generalization. This step includes random rotations, scaling, flipping, and spectral
transformations during pre-processing steps. Additionally, image fusion techniques were

applied to merge PlanetScope's broader coverage with SkySat’s high-resolution details,
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following the method proposed by Gao et al., (2023). This approach ensured an improved
representation of both macro and micro-scale landscape features, significantly aiding in

classification accuracy.

The processed images were fed into the convolutional neural networks (CNNs) to
extract the features for classification. We also trained deep learning Vision Transformers
(ViTs) from the same dataset. Pre-trained models such as ResNet50 and EfficientNet,
finetuned on the satellite datasets, were used to improve the accuracy of the classification
tasks. PlanetScope imagery served as the primary dataset for training, while SkySat
imagery was incorporated during validation to refine classification boundaries and reduce
misclassification errors. Performance evaluation was conducted using standard metrics,
including overall accuracy, precision, and F1-score, as recommended in previous

geospatial machine learning studies (Sun et al., 2022).

A comparative analysis was performed to assess the effectiveness of different data
fusion strategies and machine learning models in extracting meaningful patterns from
satellite imagery. The integration of high-resolution SkySat imagery significantly
improved classification performance, particularly in detecting small-scale urban

structures and vegetation variations.

3.2.2 HarvestNet Dataset

A dataset consisting of labelled satellite images was first introduced in the
research HarvestNet dataset for assessing smallholder farming activity by detecting the
presence of harvest piles using Remote Sensing by (Jonathan et. al., 2023). The data
collection was focused on the lowlands of the Northern parts of Ethiopia. The main crops

grown in these regions are teff, barley, wheat, maize and sorghum, finger millet, and
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sesame (ESS 2023, Sirany and Tadele 2022). The team collected SkySat satellite images

from these regions and hand-labeled them.

Manual labelling was conducted by local researchers and extension workers who
have experience in the domain in the Tigray and Amhara regions. The researchers
provided the necessary training and guidance to the extension workers on how to collect
the geo-location data and manual labeling. The satellite images were then collected,
matching those coordinates and AWS MTruk was used to identify the visible negatives
while experts labelled the positives (Xu et al, 2023). The remote sensing examples of
harvest piles at different stages used the labeled data to train advanced models in remote
sensing, like CNNs and transformers. The accuracy of the best ResNet model trained on

HarvestNet dataset reached about 80% accuracy.

HarvestNet dataset is the first dataset created for the task of identifying harvest
activity on the farm using pile detection. The dataset is composed of about 7 thousand
satellite images labeled by a set of experts collected from the two regions during the
harvest season of 2020 - 2023. Projecting the geo location to overlap for prior years of
harvest seasons for the duration between 2023 — 2025. About 8,000 additional satellite
images for training and validation, aiming at gaining performance improvement above

80% (Xu et al., 2023).

In this research, the HarvestNet-v1 (ResNet-50) model is considered as a
benchmark to test our methods against the ground truth data and hand-labeled data to

show the performance improvement gained.
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There are several studies done on remote sensing. Some methods employ feature
engineering with nonlinear classifiers and deep learning techniques, utilizing the
Normalized Difference Vegetation Index (NDVI) and multispectral bands as inputs to
evaluate plant stress, disease, precision farming, and nutrient deficiencies (Kamilaris &
Prenafeta-Boldu, 2018). It’s calculated as the difference between the red (R) and near-

infrared (NIR) bands of the electromagnetic spectrum:
Equation 3-2. NDVI Factor

npvi = NMR—R)
" (NIR+R)
NDVI is applicable for a wide array of implementations including detection of

vegetation, water, and forestry in a wide range of areas. Planet Scope offers a 3-5m

resolution NDVI dataset applicable to similar applications with paid subscription.

On the other hand, harvest piles are visible in satellite images when smallholder
farms grow crops such as teff, wheat, or barley. During harvest season, the crops are
collected into piles and staged for threshing. The heaps of harvest piles represent different

crop types usually gathered around the nearest threshing area within 100 meters.

The dataset consists of two different resolutions (0.5m per pixel and 4.77m per
pixel). Higher-resolution images are used to make hand labeling possible, while low-

resolution images are suitable for training the model and testing.

The detection of harvest piles during the harvest season is compelling evidence of

farming activity. In this research, the RGB band satellite imagery is employed for pile
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detection, as these color bands are widely accessible and can be easily and economically

adjusted for the desired purposes.

3.2.3 Additional Datasets

Additional satellite images are collected from PlanetScope’s SkySat imagery by
downloading satellite images of the same geolocations used in HarvestNet dataset and
extending the data collection years and months of the HarvestNet dataset. Meher is the
main harvest season between February and April. It is one of the two rainy seasons with
the highest rainfall. The harvest pile activities are expected to appear between October
and December of each year. The geographical scale of around 250m was found to be a
good fit for the purpose of identifying piles that are typically within 1km of the
agricultural plot. The satellite images thus cover square land areas of 256x256m (Xu et

al. 2023).
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Figure 3-3. Ethiopian Crop Calendar
To expand the HarvestNet dataset, 6,800 additional clip boxes of size 512x512

pixels are downloaded, intersecting the harvest seasons using the already labelled geo-

locations with positive harvest pile images.
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The labelled dataset is used as a baseline to interpolate more datasets at different
year and months that were not used in HarvestNet dataset. The new dataset needed
manual validation of all labels.

3.2.4 EuroSAT Dataset

The EuroSAT dataset is a cluster of Sentinel-2 satellite images freely accessible to
the public through the Earth observation program, Copernicus. The Sentinel-2 satellites
capture 13 spectral bands. This dataset from the satellite images consists of 10 classes
with a total of 27,000 labeled and geo-referenced images (Patrick, Benjamin. Andreas,

Damina, 2018).
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Figure 3-4. Extrapolating Additional Satellite Images from Planet Scope

The dataset is composed of ten input classes, namely “Annual Crop”, “Forest,

Herbaceous Vegetation”, “Highway”, “Industrial”, “Pasture”, “Permanent Crop”,
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“Residential”, “River”, “Sea/Lake”. The input type of dataset offers both RGB (3-band)
and Full multispectral (13-band) images, predominantly applicable for use cases such as
Agricultural analysis, LULC classification, and environmental monitoring. By
introducing the HarvestNet dataset, replacing one of the classes of the EuroSAT dataset,
and fine-tuning the ResNet and EfficientNet base models to achieve the best results for

the harvest piles detection without compromising the performance.

This novel dataset provided a benchmark with its spectral bands using SOTA
deep CNNs. High-accuracy results of this dataset make it applicable to several Earth
observation applications. We demonstrate how this dataset, coupled with CNN, can be

used in detecting land use and land cover (LULC) applications.

In this research, we introduced the positive harvest pile images by replacing the
“SealLake” class with “HarvestPiles” images (Figure 11). Our goal is to retrain the CNN-
based models to learn features of the harvest piles and predict the new class without

affecting the accuracy of the base model trained on this dataset for the rest of the classes.

There are 27,000 labeled images from the EuroSAT dataset we added 5,180
harvest pile images. We preprocessed our satellite images to 64x64 pixel RGB patches to

match that of the EuroSAT images to suit the fine-tuning of the base models.

3.2.5 Patching Satellite Images

To effectively utilize high-resolution SkySat satellite imagery, each of the 2,700
images measuring 512x512 pixels at a spatial resolution of 0.5 meters per pixel is
segmented into smaller 64x64 pixel patches. This patch-based approach allowed for a

more granular analysis of the visual content within each satellite image, ultimately
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resulting in 64 non-overlapping patches per image. By applying this strategy across the
entire dataset, a total of 172,800 patches were generated, significantly expanding the

available training data while maintaining spatial detail and context.

As shown in figure 3-6, each red line on the grid marks the boundaries of the
piece of the patch to illustrate patch-based processing of satellite images. To ensure the

quality and accuracy of the labels for these patches, a two-step relabeling process was

used.
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Figure 3-5. “Distribution of Classes in the Training Dataset”, including HarvestPiles Data

The first step was to classify each patch by using the ResNet-50 pre-trained model
on a large dataset to identify the patches containing harvest piles. The automated
predictions help formulate a baseline categorization for the newly created patches.
Subsequently, the new labeling was reviewed manually to evaluate and correct the

model’s predictions, guaranteeing that each patch was labeled with high confidence and
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fidelity to its visual content. This step was crucial in maintaining dataset integrity and

preparing high-quality input for downstream model training.

Instead of relying on the original 512x512 satellite images, the training process
focused exclusively on the 64x64 patches. This approach not only increased the effective
sample size but also emphasized local features that may be diluted in full-scale satellite
images. By training the model on these finely segmented and accurately labeled patches,
the model was able to learn from more focused spatial details, improving its capacity for
precise classification and potentially enhancing its generalization to other high-resolution

remote sensing tasks.

A) B)

Figure 3-6 (A) The 512x512 Pixel Image. Figure (B) Partitioned 8x8 Grid.

3.2.6 Data Preparation

To prepare the dataset for any of the approaches mentioned above, we started
from the benchmark labeled data file “all labels.csv”’ composed of filename, geo
coordinates, date, and label. The file contains the foundation of the training, validation,

and test datasets serving all the base models to be finetuned and tested. Each filename
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represents the file name of physical file located in HarvestNet dataset or the

EuroSAT RGB dataset, depending on which base model we are training.

For EuroSAT dataset, we randomly shuffle the files from the original data file and
the labeled HarvestNet data file, containing a list of labeled satellite images from the 10
classes of the EuroSAT dataset and positively labeled harvest piles in HarvestNet dataset.

We combined the two files into a file called “labelled all combined.csv”.

Table 3-2. Sample Training CSV File

] ~ | Filename B2 Labefd ClassName |id
3936 HerbaceousVegetation/HerbaceousVegetation_1463.jpg 2 HerbaceousVegetation
3167 HerbaceousVegetation/HerbaceousVegetation_1150.jpg 2 HerbaceousVegetation
12441 Highway/Highway_123.jpg 3 Highway

1046 HarvestPiles/8501_3.jpg 0 HarvestPiles

11029 River/River 974.jpg & River

7519 Forest/Forest_6.jpg 1 Forest

8259 Forest/Forest_240.jpg 1 Forest

10498 River/River_2236.jpg & River

1189 Pasture/Pasture_1420.jpg 5 Pasture

9779 River/River_1331.jpg 8 River

6593 Residential/Residential_1762.jpg 7 Residential

11456 Highway/Highway_1058.jpg 3 Highway

4114 HerbaceousVegetation/HerbaceousVegetation_2412.jpg 2 HerbaceousVegetation
2167 Industrial/Industrial_1724.jpg 4 Industrial

8439 Forest/Forest_2270.jpg 1 Forest

The data processor splits the total dataset into 70% training, 20% validation, and
10% test data. Each category is then exported into its own data file, i.e., train, validation,

and test data files with the same metadata.

The EurosatDataset class serves as a data preparation layer to read the CSV files
as input and load the corresponding datasets by converting the images into Torchvision

tensors.

3.3 CNN-Based Models
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As stated in the second chapter, the basis of this research (Xu et. al, 2023) is the
HarvestNet labelled dataset and the predictive ResNet based model. In this research, we
aim to formulate a methodology that could improve the performance better than the
benchmark ResNet-50 model. The results currently demonstrated in the paper have
accuracy of 79.18% and precision of 77.85% using ResNet50 model and 80.8%7 and

precision of 79.88% using Swin Autoencoder (Xu et. al, 2023).

In subsequent subsections, the performance of CNN-based models, specifically
“ResNet” and “EfficientNet” are evaluated on the HarvestNet dataset to discuss any

notable performance improvements.

3.3.1 ResNet

ResNet (Residual Network) is one of the best-known convolutional network
architectures introduced by Microsoft Research in 2015 paper (He et al, 2015). As the
name indicates, it is composed of residual connections or skip connections, that allow the
gradient to bypass one or more layers, solving the vanishing gradient problem in deep

neural networks.

Instead of learning the actual mapping H(x), ResNet learns a residual function
F(x) = H(x) — x. Hence, the original function becomes H(x) = F(x) + x. This makes it

easier for the network to optimize (He et. al, 2015).

Several variants of ResNet have been developed through time, but we particularly
focus in this research on ResNet-50, which comes with 50 layers and 25.6 million

parameters.
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Figure 3-7. ResNet50 Architecture

ResNet (Residual Network) is popular for introducing Skip Connections for
solving the function space problems that existed in VGG nets (Very deep convolutional
networks for large-scale image recognition) architecture (Simonyan & Zisserman, 2015).

It was initially solved by nesting the functions (He, Zhang, Ren & Sun., 2015; p.3) and

adding addition of identity function to the output.

Equation 3-3. Residual Function

weight layer

Flx) x
identity
Fix)+x

Figure 2. Residual learning: a building block.

Y =X+ Fx)
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Skip connections serve as a method of skipping layers with inhibiting

performance of the model to ‘skip’ the culprit layers.

The major components of the ResNet-50 architecture are: Input Layer, “cfg[0]”
blocks, “cfg[1]” blocks, “cfg[2]” blocks, “cfg[3]” blocks and Fully-Connected layer.
Varying number of cfg blocks might be used at different levels depending on the version

of ResNet architecture.

Table 3-2. ResNet Architecture Variations

Laver Name Output Size 18-Layer 34-Laver S0-Layer 101-Layer 152-Layer
Convl 1112 % 112 7% 7, 64, stride 2
3 x 3 max pool, stride 2
Convl.x L8 x 56 1x1, &4 1x1, 64 1x1, 64
3v3,647 1x3 64 ' ' o
avaed) (e ea] 3 [313. 64 |x3 [3.13. 64 [x3 [313.64 X3
S S 111.25w6 131256 171,256
1%1,128 1%1,128 161,128
Comv3.x 28 %28 [g;gi;g] 2 iii'_};g]ﬂ [3x3,1zsll x4 3x3,128| x4 [31—3.123 8
, " 11,51 1¥1,512 151,512
1x1, 256 1x1, 256 1x1, 256
Convid.x 14x 14 [ixiii: ¥2 [ixiiigl 6 [Sxﬂ. 251’:]1'!‘: [313. 256 |x23 Iﬂx:t.zsr, ¥36
A A 11,1024 1x1,1024 1x1,1024
171,512 1x1,512 1%1,512
3v3512 3x3,512 : ' :
Convéx 77 [313 51:] x2 [:;3 512] 3 [m. 512 ] X3 Im. 512 l 3 [m. 512 I 3
o ' 11,2048 1x1,2048 1x1,2048
1xl Average pool, 1000-d fe, softmaz

Setting up our fine-tuning configuration, the following parameters are used:

0.8/0.2 train-validation split, madgrad optimizer, 32 training batch size, learning rate: le-
3, mixed pre and maximum training epochs set to 100. The total number of steps is the
number of training epochs(100) multiplied by the number of steps per epoch (i.e. batch

size)
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Equation 3-4. Total Number of Steps; Given Steps Per Epoch, Batch Size and

Number of Epochs

T(total steps) = S(steps per epoch/batch size) * E(number of epochs)

The ResNet-50 base model finetuned using HarvestNet dataset achieved an
accuracy of 79.18% on hand-labelled data. The ResNet base model was used since it was

the best-performing model in terms of precision (Xu et al, 2023) at the time.

Retraining ResNet50 with (64x64) pixel patch images produced an accuracy of
92% which is significantly higher than training the model trained on the original SkySat

collected images, which is about 82% accuracy.
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Figure 3-8. ResNet50 Based Model Performance Comparison Between

Trained on Patched Images Versus Non-Patched SkySat Images

SkySat satellite imagery of 512x512 pixels with a pixel resolution of 0.5 meters.

Segmenting these photos into 64x64 pixel patches enhanced the training dataset's

46



concentration on attributes pertinent to the harvest piles. The blue chart above illustrates
that the ResNet50 model, trained directly with 512x512 pixel images, achieved an
accuracy of 81%. The second orange line illustrates the performance of the same model
trained using 64x64 pixel patched images, scaled to 512x512 pixels for compatibility
with the input layer, which exhibited a notable improvement, attaining 92.93% accuracy.
3.3.2 EfficientNet-B0 to B7

Convolutional Neural Networks (CNNs) have long been serving as a de facto
solution for SOTA performance in image classification and related tasks (Tan, M., & Le,
Q., 2019). However, designing and scaling CNNs for better accuracy and efficiency
remains a major challenge. Traditional scaling approaches—either increasing the
network's depth, width, or input resolution—often lead to suboptimal performance or
prohibitively high computational costs. In the 2019 paper titled "EfficientNet: Rethinking
Model Scaling for Convolutional Neural Networks", published by Mingxing Tan and
Quoc V. Le from Google Al propose a novel method for scaling CNNs that achieves both

high accuracy and efficiency.

This section discusses how the EfficientNet base model is finetuned and tested
using the new HarvestNet B dataset. Its preliminary results, as trained and tested by a
dataset used in the other base models, show significant improvement in model

performance discussed in detail in chapter 4.

This section discusses how the EfficientNet base model is finetuned and tested
using the new HarvestNet B dataset. Its preliminary results, as trained and tested by a
dataset used in the other base models, show significant improvement in model

performance discussed in detail in chapter 4.
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CNN s based architectures like ResNet, Inception, and MobileNet are scaled in
various ways to improve performance. For example, ResNet introduces deeper networks
while Inception uses multi-path structures; and MobileNet focuses on mobile efficiency.
These model architectures are advanced techniques in the field of vision. They mostly
rely on manual scaling and extensive trial-and-error techniques to enhance performance.
The authors argue that a more standardized approach of scaling could result in better

trade-offs between accuracy and computational efficiency.

EfficientNet uses a compound scaling method. A compound scaling method is an
architecture that uniformly scales a network's depth, width, and resolution using a set of
predefined coefficients. This approach avoids the inefficiencies of arbitrary or isolated

scaling.

A family of models; EfficientNet-B1 through EfficientNet-B7 was introduced
from the baseline network EfficientNet-B0O which was adapted from neural architecture
search (NAS). The subsequent family of architectures were introduced by scaling up the

base model by using very well studied compound method.

EfficientNet models achieve SOTA accuracy on ImageNet with significantly
fewer parameters and FLOPs (floating point operations per second) than previous

models, showcasing the effectiveness of compound scaling.
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Figure 3-9. EfficientNet Architecture

EfficientNet Architecture: EfficientNet-BO is the baseline model based on the
Mobile Inverted Bottleneck Convolution (MBConv) from MobileNetV2 (Tan & Le,
2019; Sandler et al., 2018). As shown in Figure 3-13, EfficientNet includes squeeze-and-

excitation (SE) optimization and swish activation functions for better performance.

o« MBConv Blocks: EfficientNet heavily relies on MBConv blocks, which use
depth-wise separable convolutions to reduce computational cost.
e Squeeze-and-Excitation: Introduced by (Hu et al.,2018), SE blocks adaptively
recalibrate channel-wise feature responses, improving representational power.
e Swish Activation: Swish is a smooth, non-monotonic function that empirically
outperforms ReL.U.
Compound Scaling Method: Traditionally, CNNs are scaled along one dimension, such
as:
e Depth Scaling: Making the model deeper.
e Width Scaling: Increasing the number of channels.

e Resolution Scaling: Using a higher input image resolution.
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Figure 3-10. Model Scaling.

Note: (a) is the “Stem” or baseline network; (b)-(d) are scaled version of the stem
network using “conventional scaling that only increases one dimension of network width,
depth, or resolution at a time.” (c) is the proposed scaling method, which uniformly
scales all three dimensions with a fixed ratio (Tan & V.Le, 2020 pp. 2-8). In the case of
EfficientNet-B0 for example, the stem consists of Conv2D - a 3x3 convolution with stride

2, Batch Normalization and Swish activation - a non-linear activation function.

The effectiveness of model scaling heavily depends on the baseline network (Tan
& Le, 2020, p. 3,8). EfficientNets used stem (baseline) networks and scaled them to
obtain a set of variants of the base model (EfficientNet-B0, EfficientNet-B1, etc.). Based
on the studies, the effectiveness of model scaling on the ConvNet Layer heavily

improved the performance.

A convolutional neural network (ConvNet) layer can be defined as a function of

Y: = Fi(Xi), where F; represents the operation applied to the input tensor X;, producing

the output tensor Y;. The input tensor, X, has dimensions (H;, W;, C;)!, where H; and W;
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are spatial height and width whereas C; is the number of channels. A full ConvNet model

N can be described as a composition of such layers:

Equation 3-5. ConvNet Layers

k
N=Feo.oFo R0 =] |00

j=1

These layers are grouped into stages, with each stage consisting of layers that
share the same configuration. For example, ResNet (He et al., 2016) is structured into
five stages, where each stage contains convolutional layers of the same type, except for
the initial layer in each stage, which typically includes a down sampling operation. As a

result, a ConvNet can be more formally expressed as:

Equation 3-6. ConvNet Layers with Scaling Factor
S
_ L; H;W;,C;
N = 1_[ P; l(X Wi l)
i=1

Where F " indicates that the layer Fi is repeated L times within stage i, and H;,

Wi, C; define the shape of the input tensor at that stage.

ConvNet designs are mainly about finding the best layer architecture to find the

best Fi whereas model scaling focuses on finding the best design by applying F; scaling

on the predefined baseline network expanding either the network Length (L;) and Width

(W) or resolution (H;, W;) or both, without changing ‘F; predefined in the baseline

network (He et al., 2016).
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Equation 3-7. ConvNet Layer with d, w, r Parameters

max Accuracy(N(d,w,r))
dw,r

S
Ad.L,
NEw) = | [ Kamriwe,s)
i=1

EfficientNet proposes a compound coefficient ¢ and constants a, 3, and y to

uniformly scale the network:

Depth (d = 0”¢ ) increasing the depth helps convnets learn intricate features with
more fine-grained details and generalize effectively on new tasks that have not been seen
by the network. On the other hand, very deep networks are challenging to train because
of the vanishing gradient problem (Zagoruyko & Komodakis, 2016). Skip connections as
used in ResNet architecture (He et al., 2016) coupled with batch normalization techniques
(Ioffe & Szegedy, 2015) help reduce the problem of vanishing gradient. As shown in the
paper of Tan and Le (2020), the rate of accuracy gains by increasing the depth for large
models falls significantly in very deep ConvNets. For example, ResNet-1000 has similar

accuracy to ResNet-101 even though it has many more layers.

Finding the right depth on scaling a baseline model with respect to image

resolution is essential.

Width (w = p"): increasing the width of networks is commonly employed
strategy for light-weight models (Howard et al., 2017). Wider architecture generally tends
to be able to effectively capture more subtle visual features and are often easier to train

and optimize. However, excessively wider but shallow networks tend to struggle
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capturing fine-detailed features. For wider networks having larger w and shallow depth,
the accuracy is proportional to the width by a small factor resulting in a relatively small

accuracy gain with increasing the width (Tan & Le., 2020).

Resolution (r = y"¢): Tan and Le (2020) also discussed that increasing the
resolution (r) of a ConvNet for a specified width (w) and depth (d) enables the network to
capture the intricate details of the image in high resolution images and promise better
performance. The team asserted that augmenting any aspect of network breadth, depth, or
resolution enhances accuracy; nevertheless, the improvement in accuracy reduces with
larger models. Standard ConvNets utilize a resolution of 224x224, but subsequent
iterations employ greater resolutions of 299x299 (Szegedy et al., 2016) or 331x331 (Zoph

et al., 2018), resulting in enhanced accuracy (Tan & Le, 2020).

Compound Scaling: As discussed in detail in the paper (Tan & Le., 2020, p. 5)

Subjectto: o - p2 -y 2=2, a=21,=1y=>1

These constants (o, f and y) are determined via grid search where as the
coefficient ¢ is determined by the user input controls the resources required for the model
scaling. The scaling method ensures balanced growth and leads to better accuracy and

efficiency than unidimensional scaling.

Through a number of iterations to obtain the best values of the constraints, (Tan &
Le., 2020) for optimized EfficientNet-B0O on ImageNet dataset are a = 1.2, = 1.1,y =
1.15 under constraint of a - A2 - yA2 = 2. Then, by fixing a,  and y as constants and
scale up baseline network with different ¢ using the equation to produce the other
variations of EfficientNet (EfficientNet-B1 TO B7)
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Each successive model in the EfficientNet family increases computational
resources but also gains top-1 accuracy on ImageNet. For example: EfficientNet-B0 with
5.3M parameters, obtained 77.1% accuracy, while EfficientNet-B7 attained a maximum
of 84.4% accuracy with 66M parameters. EfficientNet-B7 remains more efficient than
many contemporary CNN models like GPipe or AmoebaNet.

Tan and Le (2019) made the determination that EfficientNet outperforms ResNet,
Inception, and MobileNet families in both accuracy and parameter efficiency.
EfficientNet achieves 8 times better results in parameter efficiency and FLOPs efficiency
than other SOTA models. It also demonstrates better results in transfer learning tasks.

Although EfficientNet represents a significant advancement, it continues to
depend on neural architecture search for its initial model creation, which is resource-
intensive. Furthermore, the scaling method may need improvement for jobs outside of
image categorization (e.g., object detection, segmentation).

Table 3-3. Scaling Up MobileNets and ResNet.

Model | FLOPS  Top-1 Acc.
Baseline MobileNetV1 (Howard et al., 2017) | 0.6B 70.6%
Scale MobileNetV 1 by width (w=2) 2.2B 74.2%
Scale MobileNetV1 by resolution (r=2) 2.2B 72.7%
compound scale (d=1.4, w=1.2, r=1.3) 2.3B 75.6%
Baseline MobileNetV2 (Sandler et al., 2018) | 0.3B 72.0%
Scale MobileNetV2 by depth (d=4) 1.2B 76.8%
Scale MobileNetV2 by width (w=2) 1.1B 76.4%
Scale MobileNetV2 by resolution (r=2) 1.2B 74.8%
MobileNetV2 compound scale 1.3B 77.4%
Baseline ResNet-50 (He et al., 2016) | 4.1B 76.0%
Scale ResNet-50 by depth (d=4) 16.2B 78.1%
Scale ResNet-50 by width (w=2) 14.7B 77.7%
Scale ResNet-50 by resolution (r=2) 16.4B 77.5%
ResNet-50 compound scale 16.7B 78.8%

The EfficientNet publication presents a thorough and effective approach to CNN
model scaling, introducing a compound scaling method that optimally balances depth,

width, and resolution. Starting from a strong baseline architecture, EfficientNet scales
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into a powerful family of models that deliver state-of-the-art performance with high
efficiency. Its contributions have shaped the trajectory of CNN design and remain highly
relevant in the ongoing evolution of deep learning for computer vision.

EfficientNet exemplifies the importance of increasing dimensions (depth, width,
and resolution) in the design of deep learning architecture and sets a high standard for
future research in both accuracy and computational efficiency.

Fine-tunning Efficient net with the augmented EuroSAT data (HarvestNet B
dataset) attained a better performance than the ResNet model. The HarvestPiles class is
also fitted well with the other EuroSAT original classes.

To train the base model, the dataset with 64x64pixel image patches has been
resized and center cropped preserving the aspect ratio of the original images using
TensorFlow. Mean and standard deviation method for each color channel is also used to

normalize the satellite images.

HarvestPiles Forest PermanentCrop HerbaceousVegetation Sealake
.

Residential Pasture Highway River Industrial

Figure 3-11. HarvestNet_B EuroSat Combined with HarvestNet Dataset.
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As shown in Figure 3-15, the patches of the EuroSAT images to train the
EfficientNet model. The training model was configured with a learning rate of 0.001, 60
epochs, and a patience of 10. The input layer takes in an RGB image of size (3.64,64),
which is up sampled to match the expected input size of the pretrained model (224x224).

The architecture under consideration in this research, the EfficientNet-B2 is 6.1
times smaller and 13 times faster on inference than the ResNet V2 architecture achieving
SOTA 80.1% top-1 accuracy on ImageNet dataset (Tan & Le., 2020, p.11). The
performance improvement originates from better architecture, scaling, and better training
settings, which are used in EfficientNet.

3.4 Vision Transformers (ViT-B/16 and ViTMax)

Vision Transformers (ViTs) differ from CNNs due to their ability to detect objects

in the target image. ViTs have significantly improved image recognition tasks by

adapting the self-attention mechanisms of NLP transformers to visual data (Dosovitskiy,

2019).

In this research, we are considering two ViT base model architectures - the ViT-
B/16 and ViT-Max. These models are selected for analysis and comparison on the
HarvestPiles B dataset. These two models are suitable for HarvestNet B dataset because
of the nature of geo satellite images having fine-grained features. The Harvest Piles class
for example, consists of features that possess miniature pixel area relative to the entire

geographical size of the image.
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Figure 3-12. Relative Spatial Size of Harvest Piles

Among the various models developed within the ViT framework, ViT-B/16
stands as a baseline transformer architecture introduced in the seminal paper "An Image
is Worth 16x16 Words," whereas ViT-Max is a more recent, performance-maximized

version that pushes the boundaries of Vision Transformer capabilities.

To compare these two architectures, it is essential to identify the parameters for
evaluating the models. We evaluate ViT-B/16 and ViT-Max across various dimensions,

including architecture, performance, scalability, and practical applications

3.4.1. Architecture

ViT-B/16 and ViT-Max differ significantly in terms of architectural complexity

and design philosophy.

ViT-B/16 model represents the "Base" version of ViT with 16x16 patch sizes. It

uses a standard transformer encoder with 12 layers, 12 attention heads, and a hidden layer
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of 768. The architecture is relatively straightforward, serving as a strong yet simple

baseline (Dosovitskiy et al., 2021.

ViT-Max: Although not officially standardized, ViT-Max often refers to high-
capacity variants such as ViT-Huge or custom enhanced ViT models optimized through
techniques like layer-wise scaling, advanced regularization, and dynamic positional
embeddings. ViT-Max models can include up to 32 or more layers, higher attention head
counts, and hidden dimensions exceeding 1,000. These models are tailored for state-of-

the-art performance, especially on large-scale datasets.

3.4.2. Patch Embedding and Tokenization

Both ViT-B/16 and ViT-Max use patch embedding to convert images into
sequences of tokens. However, the resolution and embedding strategies differ. ViT-B/16:
Converts an image into 16x16 patches, resulting in a manageable number of tokens per
image. The linear projection of patches simplifies the embedding process. However, the
ViT-Max employs smaller patch sizes (e.g., 14x14 or even 8x8) for finer granularity.
Additionally, ViT-Max models can include hybrid embeddings that integrate

convolutional layers before patching for improved feature representation.

3.4.3. Training and Scalability of ViT Architecture

Training strategies and scalability of ViT models differ markedly between the two

models:

ViT-B/16 is commonly trained on large datasets like ImageNet-21k or JFT-300M
and then finetuned on smaller datasets. These model requires large computational
resources but are still feasible with high-end GPUs.
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ViT-Max: Multi-Axis Vision Transformers are also known as MaxViTs are
designed for massive-scale training. This architecture utilizes techniques such as
distributed training, mixed precision, and advanced optimizers (e.g., Adafactor, LAMB).
These models require high performance computing environment such as TPUs to trin the

models and finetuning.

ViT-B/16: Using the parameters to finetune the ViT-B/16 model was selected
based on iterative process until the best possible performance results are achieved.
Parameters as learning rate of 0.001, 32 batch size with patience of 5 resulted in the best

output performance compared with the other predecessor configurations.

3.4.4. Performance and Accuracy

ViT-B/16: Achieves high accuracy on standard benchmarks such as ImageNet,
CIFAR-100, and VTAB. However, it achieved sub-optimal results on newer models on
tasks requiring high resolution or fine-grained recognition. The use of 16x16 patches in
the model’s architecture means that it does not depend on pre-defined convolution
kernels and can learn arbitrary spatial relationships such as the land texture and the
presence of structures such as harvest piles, enabling the model to distinguish such fine-

grained features.

The finetuned model trained on the HarvestNet B dataset with 19,600 training
sample images and testing it on 5,400 test samples, achieved close to 98% cumulative

accuracy averaging the accuracy of all the classes.
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ViT-Max: Consistently outperforms ViT-B/16 across benchmarks due to its
increased capacity and training scale. Particularly effective in transfer learning scenarios

and complex image understanding tasks.

3.4.5. Applications and Use Cases

The Vision Transformer base model with patch size of 16x16 for ViT-B/16 is
mostly applicable in areas of academic research, prototyping, and commercial
applications where resource constraints are a factor. It is supported by libraries such as
Hugging Face and TensorFlow, facilitating its integration into various projects
(Dosovitskiy et al., 2020; Hugging Face, 2024). On the other hand, larger models like
MaxViT are primarily utilized in research laboratories and enterprise environments
aiming to achieve state-of-the-art performance, making them ideal for complex tasks in

medical imaging, satellite imagery, and multimodal Al systems (Tu et al., 2022).

ViT-B/16 and ViT-Max are well researched architectures representing the two
ends of the Vision Transformer spectrum. ViT-B/16 is an accessible, efficient model
balancing performance and resource usage. Understanding their differences helps
researchers and engineers choose the appropriate model based on the specific use case

and resources availability for the project.
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ViT-B/16 vs. ViT-Max
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Figure 3-13. ViT-B/16 Versus ViT-Max

Figure 3-17 shows the comparison of Vit-B/16 and ViT-Max highlighting fundamental

differences in architecture.

Using ViT-B/16 by adapting the model from torchvision.models to work with the
HarvestNet B dataset, which has 64x64 RGB images and 10 classes. The
standard vit_ b_16 model (as it is named in torchvision) is typically pre-trained on
ImageNet, which has 224x224 images and 1000 classes. The main issue training this base
model with the dataset is adapting the input resolution and the output layer (the head) of

the pre-trained model.

While the Vision Transformer architecture is theoretically flexible with input
resolutions, pre-trained models are optimized for the resolution they were trained on.
Directly feeding 64x64 images to the model expecting 224x224 does not yield good
results without further finetuning or modifications to the patch embedding layer.
However, modifying the code to utilize transformations
(transforms.Resize((224,)) and transforms.CenterCrop((224, 224))) to resize the 64x64
images to 224x224 before feeding them to the model to enable the model's initial layers

(patch embeddings) handle the resized input correctly.
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Output Layer (Head): The pre-trained vit b 16 has a classification head designed
for 1000 classes. For the HarvestNet B dataset with 10 classes, the head is modified to
output 10 class scores. The head is modified to handle the output of 10 classes similar to

the rest of the approaches we investigated in this paper.

Once the vit b_16 model is imported and instantiated with loading pre-trained
weights (the model does not perform well when finetuned from scratch without using the

pre-trained weights).

Using the torchvision.models.vit b 16 base model and adapting it for

HarvestNet B dataset, the following changes are made:

1. Import the correct ViT-B/16: Ensure the vit b 16 model is imported

from torchvision.models. The user's code already has this import commented out.

2. Instantiate ViT-B/16: Create an instance of the vit_ b 16 model, optionally loading pre-

trained weights.

3. Modify the classifier head: Replace the final linear layer in the classifier head to output

10 classes.

3.5 Ensemble Method (EfficientNet-B0 and ViT-B/16)

In this approach, we combine the local feature extraction strength of CNNs with
global context modeling capability of Vision Transformers (ViTs), to gain the best of
8each architecture to gain better results (Chen et al., 202). EfficientNet serves as a CNN
backbone to capture local patterns and low-to-mid-level features such as the harvest piles.
On the other hand, the ViT-B/16 base model captures the global dependencies, spatial
relationships and contextual patterns that CNNs base model may miss such as the
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association of farmland to harvest piles and the texture of the farmland around the harvest

piles.

Input Image [64xb4x3)

CHNN Backbone

ViT Backbone

{EficientNetB2)

CMN Feature Vec

Feature Fusion

Dense{128) + RelU

Dropout({0.5)

Dense{64) + RelU

Final Classification

Figure 3-14. Ensemble Architecture (EfficientNet and ViT-B/16)

CNN Branch: The input shape 64x64x3 RGB images is fed to the CNN and ViT

base models in two parallel branches training both models simultaneously.

ViT Branch: The first branch captures the local features of the input image and
outputs a flattened feature vector. In the second branch, the ViT backbone upsamples the
image into 224x224 pixel to match the ViT input size. The input size is divided into non-

overlapping patches (16x16) then flattening each patch and linearly projecting into an
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embedding space. The positional embeddings are added to preserve spatial order. The
transformer encoder consists of multiple layers of “Multi-Head Self-Attention (MHSA)”,
Layer Normalization, and MLP capturing long-range interactions across patches. The
transformer encoder then outputs a global feature vector typically from the [CLS] token

or pooled token embeddings (Dosovitskiy et al., 2021).

Fusion Layer: Feature fusion layer combines the output tensors of the CNN and
ViT along a specified dimension (along rows or columns), The concatenation along
dimension 1 (rows) increases the number of columns (for 2D tensors) resulting in a fused
tensor that combines the strengths of both architectures, creating a more comprehensive
feature representation. The fused tensor then fed to the successive Dense layers with
ReLu activation with 0.5 dropouts until the final Dense layer of 10 classes. Softmax is

used to determine the final output of the tensor.

In essence, fused classifier takes the combined feature representation from the two
models and passes it through a series of fully connected layers to produce the final
classification output. This is where the model makes its prediction about the class of the
input image based on the features extracted by both the CNN and the Vision

Transformer.
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Chapter 4—Results

4.1 Introduction

This chapter will examine the results of the baseline ResNet model on the
HarvestNet dataset, followed by the outcomes of data augmentation and the fine-tuning
of the EfficientNet model. We also discuss the results of the deep learning and hybrid
models by assessing the influence of data augmentation and patching on the efficacy of
the foundational models. The outcomes of deep learning foundational models,
specifically ViT_B 16 and ViT Max on the HarvestNet v3 dataset will be discussed in

contrast to the CNN models.

4.2 Results of ResNet-50

The first step taken in this praxis was to reproduce the results of the SOTA
ResNet-50 base model finetuned using HarvestNet dataset. The model uses
IMAGENETIK V2 weights of the pre-trained ResNet-50 model with “ImageNet 1k”
dataset version 2 (He, K., Zhang, X., Ren, S., & Sun, J. (2016)). It was then configured to
have input layer with zero padding, batch normalization layer, followed by four Conv3
layers. The original fully connected (FC) layer is replaced by a sequential layer with a

binary classification output using Sigmoid activation function.

Training on fp16 mixed precision, 0.001 learning rate and ADAM optimizer, it
was able to achieve a maximum accuracy of 81.04% and a precision of 81.76% which is

very similar to the original results presented by (Xu, et.al., 2023).

The results found in this step did not include any data augmentation or patching
techniques, and the original dataset was used to finetune the ResNet-50 model and test

with the application of several parameter tunning iterations.
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Figure 4-1. Finetuning ResNet-50 (Accuracy, Precision, Recall, F1-Score,

and AUROC Graphs)

With the goal of improving the ResNet50 model performance on HarvestNet
dataset, we patched each image into eight 64x64 pixel images and used the labelled
dataset to finetune the same base model. The same setup in architecture and hyper
parameters used in this exercise. After fine tuning the model it was observed that there
was no significant performance improvement obtained during this experiment. The
results are 80.78% accuracy, 68.35% recall, and 75.11% F1 score. The only performance
improvement was an improved precision (85.28%) which is attributed to the fact that
patching images to smaller (64x64 pixel size) allowed the receptive fields and
convolution strides to be more proportionate to the image size. When using the larger
image size (512x512 pixels), the model down-sampling layers (stride convolution and

max pooling layers) aggressively reduce spatial resolution early in the network discarding
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important details as discussed in the original paper by (He et.al, 2016). For tasks like
classification in satellite imagery, global layout matters more than the fine-grained
texture or edges. Larger images may not add meaningful discriminative information and

could instead introduce irrelevant variance.

Table 4-1. Results of ResNet50 model

Metric  Value

Accuracy 81.04
F1Score 74.64
AURODC  B7.69
Precision 81.76

Reca 7017

On the contrary, up-sampling low-resolution images to match the pre-trained
input (224x224 pixels) from 64x64 pixels introduces redundant pixels through
interpolation, which can potentially confuse the model distorting feature representations

in downstream tasks.

4.2 Results of EfficientNet

EfficientNet is one of the highest performing CNN based SOTA models
for image classification (Russakovsky et al,,2015) at a given FLOPS (time and
computational cost). Efficient models are derived from the baseline EfficientNet-B0 by
using different compound scaling coefficient ¢ as discussed in Chapter 3, Equation 3-7.
In this praxis, among the variation of EfficientNet models, the EfficientNet B0, B2 and

B7 variations are finetuned and tested.

The input for EfficientNet B7 with 66M parameters, expects 600x600 inputs but

the HarvestPiles augmented EuroSat dataset has 64x64 pixels. The training and validation
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results are not satisfactory B7 model due to the upscaling of the images 9.4 times at the

first convolution layer is a big stretch which causes overfitting. The model finds it very

difficult to learn meaningful patterns during training. Due to these resolution constraints

of the B7 base model, the B2 model is found to be the best EfficientNet base model to

finetune and test against the new augmented dataset.

The EfficientNet-B2 model outperformed the ResNet model and resulted in

remarkable improvements in most of the metrics (accuracy, precision, recall and f1-

score).
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Figure 4-2. EfficientNet-B2 Finetuning Charts

The purple graphs show the metrics of the training from scratch whereas the pink

charts show the training results of the model using the ImageNet 2k weights.
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Figure 4-3. Confusion Matrix of EfficientNet-B2

Confusion Matrix of the results of EfficientNet-B2 shows that EfficientNet-B2
results are higher in correctly classifying Harvest Piles. The highest number of
misclassifications of harvest piles is observed in the Herbaceous Vegetation class where
14 of the images are misclassified as Harvest Piles due to the similarity in texture of the

images with respect to local features.
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Table 4-2. Confusion Matrix of EfficientNet-B2

Class Name Precision Recall F1-Score | Support
AnnualCrop 0.973 0.977 0.975 300
Forest 0.964 0.99 0.977 300
HerbaceousVegetation 0.957 0.953 0.955 300
Highway 0.961 0.996 0.978 250
Industrial 0.984 0.972 0.978 250
Pasture 0.951 0.98 0.966 200
PermanentCrop 0.956 0.952 0.954 250
Residential 0.984 1 0.992 300
River 1 0.932 0.965 250
Sealake 1 0.977 0.988 300
Accuracy 0.973 2700
Macro Avg 0.973 0.973 0.973 2700
Weighted Avg 0.974 0.973 0.973 2700
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0.8 :
—— Class HarvestPiles
Class Forest
_5 0.6 —— Class HerbaceousVegetation
S —— Class Highway
,;Lf —— Class Industrial
0.4 ~—— Class Pasture
Class PermanentCrop
—— Class Residential
0.2 Class River
Class Sealake
= All Classes
0.0 0.2 0.4 0.6 0.8 1.0
Recall

Figure 4-4. EfficientNet-B2 Finetuning Precision-Recall Curve

As shown in the Precision-Recall curve, the classification threshold for

HarvestPiles class is closer to the other classes, illustrating the performance of the model
across different levels of sensitivity and precision. The curve is close to the upper right

corner of the chart for all the classes showing balanced performance in both precision and
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recall. The green graph shows the Herbaceous Vegetation class to have the lowest layer

of all the curves due to the number of images misclassified as HarvestPiles during testing.

4.2 Results of ViT-B/16

The ViT-B/16 model performed poorly in almost all classes due to the model
having a limited depth to capture the necessary distinguishing features from the images of
the classes. As can be seen in the confusion matrix below, the model struggled to
distinguish between classes with similar textures (See Lakes versus Permanent Crops,
Residential vs Forest etc.). The highest True-Positive was captured in the augmented
Harvest Piles class due to the distinct characteristics of the images of Harvest Piles that

helped the model identify with limited feature information.
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Figure 4-5. Confusion Matrix of ViT_B/16 Model

As can be seen from the performance metrics of this model, indicate that vision
transformers with limited architectural depth tend to underperform relative to CNNs and
more deeper transformer-based architectures. The performance limitation can be
attributed to the fact that shallow Vision Transformers (ViTs) lack the representation of
features necessary to capture complex spatial hierarchies and fine-grained patterns, which

are particularly important in domains such as satellite imagery.
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Table 4-3. Test Results of ViT_B/16 Model

Class Name Precision Recall F1-Score Support
HarvestPiles 0.647 0.474 0.547 742
Forest 0 0 0 300
HerbaceousVegetation 0.036 0.033 0.034 300
Highway 0.058 0.02 0.03 250
Industrial 0.055 0.128 0.077 250
Pasture 0 0 0 200
PermanentCrop 0.026 0.064 0.037 250
Residential 0.082 0.14 0.103 300
River 0.142 0.14 0.141 250
Sealake 0 0 0 300
Accuracy 0.157 3142
Macro Avg 0.105 0.1 0.097 3142
Weighted Avg 0.186 0.157 0.165 3142

In contrast, CNNs inherently encode spatial locality and benefit from hierarchical
feature extraction through stacked convolutional layers, while variants of deep
transformers such as ViT-B/16, if they incorporate sufficient depth and attention
mechanisms, model both local and global dependencies effectively. Even though ViTs
remain an effective solution for their architectural simplicity and lower computational
resources, their classification performance could be suboptimal when compared to deeper

alternatives in spatial analysis.

4.3 Results of MaxViT

This study evaluated the performance of a MaxViT model on the HarvestNet B
dataset, a dataset created for land use and land cover classification with augmentation of
harvest piles data. Assessing the performance of Max Vit with respect to a set of
comprehensive performance metrics such as precision, recall, and F1-score for each of

the 10 classes, as well as overall accuracy and macro and weighted averages.
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MaxViT model achieved a high overall accuracy of 93.5% on the test dataset,
which consisted of 3,142 images of which 742 images are from Harvest Piles class. An
examination of class-specific metrics reveals notable strengths and some areas for
potential refinement. On the 'HarvestPiles' class (F1-score: 0.991), 'Forest' (F1-score:
0.970), 'Industrial' (F1-score: 0.958), 'Residential' (F1-score: 0.978), and 'Seal.ake' (F1-
score: 0.969) were classified with exceptional accuracy, exhibiting both high precision
and recall. This indicates that the model is highly effective at identifying instances of

these land use types while minimizing both false positives and false negatives.
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Figure 4-6. Confusion Matrix of MaxViT Model

Conversely, the performance metrics for 'HerbaceousVegetation' (F1-score:
0.835) and 'Pasture’ (F1-score: 0.880) were comparatively lower. For

'HerbaceousVegetation', the recall (0.793) was notably lower than the precision (0.881),
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suggesting that the model had difficulty identifying all true instances of this class due to
the overall texture and both classes possessing similar global features. Similarly, for
'Pasture', while recall (0.915) was high, precision (0.847) was lower, indicating a
tendency to misclassify other classes as 'Pasture'. The remaining classes, including

'Highway', 'PermanentCrop', and 'River', showed strong performance with F1-scores

above 0.848.
Table 4-4. Test Results of MaxViT Model
Class Name Precision Recall  F1-Score | Support
HarvestPiles 0.998 0.884 0.938 741
Forest 0.909 0.997 0.951 300
HerbaceousVegetation 0.907 0.907 0.907 300
Highway 0.979 0.948 0.963 250
Industrial 0.987 0.908 0.946 250
Pasture 0.911 0.92 0.916 201
PermanentCrop 0.913 0.968 0.94 250
Residential 0.917 0.997 0.955 300
River 0.96 0.96 0.96 250
SeaLake 0.853 0.97 0.908 300
Accuracy 0.938 3142
Macro Avg 0.934 0.946 0.938 3142
Weighted Avg 0.942 0.938 0.938 3142

The macro average F1-score of 0.93.8 provides an unweighted average of the
class Fl-scores, giving equal importance to each class regardless of its size in the dataset.
The weighted average F1-score of 0.938, which accounts for class imbalance, aligns
closely with the overall accuracy, indicating robust performance across the dataset. These
results collectively suggest that the MaxViT model is an effective architecture for the
geo-spacial analysis tasks of multi-class LULC classification on the HarvestNet B

dataset. Future work could investigate strategies to further improve the classification
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performance on classes with relatively lower F1-scores, such as 'HerbaceousVegetation'

and 'Pasture’.

Overall, Max Vit architecture exhibited a superior performance over its ViT-B/16
counterpart resulting in only fewer false positives and false negatives achieving 93.5%
cumulative accuracy, 99.3% precision for Harvest Piles class with F1-Score of 99.1%.
Having a characteristics of a hybrid transformer combining CNN-like layers capturing
local features and transformer for capturing global features enabled the architecture to be

best performant over both CNNs and ViT-B/16 architectures.

4.4 Results of The Ensemble Method (ViT-B/16 and EfficientNet B0/B2)
The Ensemble model formed by combining EfficientNetB0 and ViT B/16, has
shown only 0.01% improvement in precision but a 9.0% decrease in accuracy specifically

for the HarvestPiles class compared to the results obtained from EfficientNetB2. This
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Figure 4-6. Confusion Matrix of the Ensemble Method
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decline in accuracy is attributed to EfficientNetB0’s limited depth to capture fine-grained
local features, which are essential for distinguishing HarvestPiles from other visually
similar classes such as SealLake. The model struggled to accurately differentiate the
texture and mis-identifying a spatial presence of harvest piles with other objects

appearing in other land cover categories as shown in the confusion matrix in Figure 4-6.

By replacing the EfficientNetB0 with the EfficinetNetB2 and retraining the
ensemble model resulted in remarkable performance improvements in both accuracy and

precision of the entire classes.

Table 4-5. Test Results of the Ensemble Method

Class Name Precision Recall F1-Score Support
HarvestPiles 0.999 0.997 0.998 742
Forest 0.92 0.993 0.955 300
HerbaceousVegetation 0.919 0.947 0.933 300
Highway 0.95 0.984 0.967 250
Industrial 0.996 0.956 0.976 250
Pasture 0.989 0.88 0.931 200
PermanentCrop 0.927 0.964 0.945 250
Residential 0.997 0.993 0.995 300
River 0.987 0.912 0.948 250
Sealake 0.99 0.993 0.992 300
Accuracy 0.97 3142
Macro Avg 0.967 0.962 0.964 3142
Weighted Avg 0.971 0.97 0.97 3142

The best performing model has an overall accuracy of 97.0% which is the average
accuracy of all classes. The model exhibited 99.9% accuracy for HarvestPiles class

misclassifying only 2 input images from the 742 HarvestPiles class test inputs.
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The ensemble model is by far the best performing model and can serve as a basis
in determining the harvesting activities in the remote areas where smallholder farming is

predominantly practiced.

4.5 Summary of Performance Metrics

As can be seen in the summary table below, the ensemble method beats all performance

metrics of the different architectures discussed in this research.

Table 4-6. Performance Summary of Various Architectures

Metrics/Model | ResNet50 | EfficientNet B2 | ViT_B/16 | MaxViT Ensemble
(EfficientNet B2
+ ViT-B/16)
Accuracy 81.04 95.01 47.44 98.92 99.73
Precision 81.76 99.60 64.70 99.30 99.90
Recall 70.17 95.40 47.40 98.90 99.70
F1-Score 74.64 97.40 54.70 99.10 99.80
Avg. Accuracy 94.20 15.70 93.50 97.00

Note: The Accuracy, Precision, Recall and F1-Score are calculated specifically for
HarvestPiles class as shown in the confusion matrix of each of the corresponding

architecture and the Average Accuracy is the average accuracy of all 10 classes.

4.6 Summary of Key Studies from Literature Review

Initial work by Xu et al, discussed that smallholder farming contributes a
significant portion of the economy in developing countries, especially in sub-Saharan
Africa where 80% of the economy depends on this farming practice. The team collected
baseline satellite image data by combining hand-labeled images and ground-collected
labels. The data was collected from Northern part of Ethiopia, Amahara and Tigray
regions. This data serves as a basis to extrapolate and collect more training data from

those regions. The team used a method of fine-tunning ResNet50 model as a basis to
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predict the presence of harvest piles in a given satellite image and was able to reach an
accuracy of 79.85% Accuracy and 80.34% Precision in ResNet-50; and 80.87% Accuracy

and 79.88% Precision in Swin ablation studies.

A study by (Fantu, Bethelhem, & Alemayehu, 2015, p. 10) indicated the direct
relationship between household number and farmland of smallholder farming. Moreover,
they found out the relationship between the farm size and productivity of smallholder
farming of teff and found out that on average, a regular teff-producing household is less
efficient than the optimal households by almost 50%. It is important to utilize precise
econometric measures on the efficiency and productivity of smallholder farming. Based
on these key findings enable decision makers to have important policy implications and
to improve production by providing the farmers with access to training, credit facilities,

and information on market and production information.

(Li et al. 2022 p4) also discussed the role of geospatial data for precision
agriculture and its impact on productivity. Precision Agriculture heavily relies on
geospatial data which is acquired from various sensor platforms attached to satellites
covering large surface area; or areal sensors attached to manned or unmanned aircraft or
static positional sensors installed closer to the target area on the ground. Satellite remote
sensing provides high-resolution imagery for monitoring vegetation indices such as the
Normalized Difference Vegetation Index (NDVI) and Soil-Adjusted Vegetation Index
(SAVI). These indices are instrumental in estimating crop biomass, detecting stress, and
predicting yields. Recent satellite images provide high resolution spatial imagery on a
daily basis. These satellite imagery services are mostly publicly available products for

various applications such as irrigation, fertilizer, and pesticide distribution.
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(Khan et al. 2024 p.2) indicated that transfer learning may enhance transformer-
based models in satellite image categorization by fine-tuning the existing ViT models
introduced by (Dosovitskiy et al., 2020). Transformers exhibit significant potential in
applications like remote sensing, extending beyond picture categorization to encompass

segmentation and object recognition.

By utilizing existing CNN and ViT base models and applying architectural
modifications and finetuning, the objective of this research is to obtain better
performance in detecting harvest piles to determine the presence of farm activities in
rural areas where lack of infrastructure and resources make it difficult to obtain timely
information. The information obtained from these areas is critical in ensuring lifesaving
aid reaches the population when there is no farm production recorded during farm
seasons. It also helps in balanced distribution of farm products over a large geographical

area where surplus production exists in one end and food shortage exists in another.
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Chapter 5—Discussion and Conclusions

5.1 Discussion

Satellite imagery plays an important role in addressing global challenges,
including environmental monitoring, wildlife tracking, population growth, agricultural
production, and urban development. The use of land use and land cover (LULC) data has
been a right approach to address the global challenges we face today. In this study, we
examine the application of satellite-based classification models for estimating agricultural
productivity in remote regions of developing countries, using the northern regions of
Ethiopia as a use case. The results demonstrate that productivity estimation can be
achieved with an acceptable level of precision, offering actionable insights for regions

where ground data collection is limited due to limitations in infrastructure and resources.

In many developing countries, smallholder farming remains the dominant
agricultural practice, often centered around subsistence farming that supports individual
households. These communities are typically dependent on seasonal rainfall for crop
cultivation, making them especially vulnerable to climatic variability. Periods of drought
can result in complete crop failure, leading to food insecurity and the loss of critical
household resources. Consequently, there is a pressing need for robust methods to

monitor and predict agricultural productivity, particularly in drought-prone areas.

Accurate prediction of agricultural output within specific time periods is essential
for early warning systems, effective allocation of agricultural inputs, and mobilization of
humanitarian aid. For predictive models to be actionable and trustworthy in policy and

planning contexts, an accuracy level of 90% or higher is typically recommended. This

81



threshold ensures that model predictions are sufficiently reliable to inform critical

decisions related to resource allocation and food distribution.

The primary objective of this research was to design and train a satellite imagery-
based classification model capable of detecting agricultural production with the level of
precision necessary to support evidence-based policymaking. The outcome of this study
aim to support governmental and non-governmental organizations in their efforts to
improve food security, allocate aid efficiently, and plan agricultural interventions in

regions with limited infrastructure and high climatic risk.

5.2 Research Findings and Hypothesis Validation
RQ1: Does augmenting satellite images from other farming locations to

HarvestNet dataset improve the precision of the ResNet50 model above 80%?

RQ2: Is it possible to finetune a model with a precision above 80% better than the

existing ResNet-50 model?

RQ3: Does fine tuning an ensemble model with HarvestNet dataset result in a

better precision above 80%?

Research Hypotheses

H1: Augmenting satellite images from other sources to the HarvestNet dataset
improves the precision of the ResNet50 model above 80%.

H2: Fine-tunning EfficientNetB2, ViT base models will achieve better precision
than the ResNet50 scoring above 80%.

H3: Fine-tunning Ensemble model from CNN and ViT base models will achieve

better precision than ResNet50, scoring above 80%.
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Research Question One

Augmenting additional satellite images from Planet Scope, SkySat and EuroSat
sources significantly improved the performance. ResNet50 base model for example,
gained 1.9% improvement in precision by adding 6,800 satellite images from Planet

Scope.

Patching input satellite images to (64x64) pixels by preprocessing and relabeling
helped the models focus on the important features describing harvest piles and identifying
the similar but unrelated geospatial structures on the surface. This pre-processing step
played a significant role in gaining performance improvements (>18%) in all CNN and

ViT models shown in Table A-3.

Research Question Two

In the process of fine-tuning ResNet-50 model, we added a new set of satellite
images from various locations and timeframes. A new augmented dataset from Harvest
Piles and EuroSAT has been formulated and used to train the ResNet50 base model with
pre-trained weights and training from scratch without utilizing the pre-trained weights. In
both scenarios, the performance of the ResNet50 model has improved slightly to 81.04%,

gaining an improvement in precision of 1.19%.

The reason that the ResNet50 model was not able to gain much performance
improvement is because of the nature of convolutional neural networks utilize local
features to detect harvest piles and failed to view the global features such as the
relationship of the harvest piles to the local farm areas around the piles which are useful

for identifying details of harvest piles.

Research Question Three
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Ensemble models are finetuned to classify harvest piles and other classes
exceeded all other architectural configurations with precision result of 99.90%, This
significant performance gain was achieved due to the intentional selection of a blend of
CNN based model (EfficientNetB2) and Transformer based model (ViT B/16).
Combining these architectures in the architecture helped the model learn local features
through the CNN layers and global details of the image through the transformer

architecture (ViT_B/16) model.

Hypothesis Validation
Hypothesis One (H1): We collected and processed additional 68,000 SkySat

images and 27,000 EuroSat datasets. Patching the existing satellite images to 64x64 patch
images also resulted in 288,000 labelled images. We constructed a new composite dataset
called HarvestNet B which is used in finetuning and testing the target models. The data

augmentation technique improved the performance of the models by more than 3%.

Hypothesis Two (H1): Test results show confirm that, with the right selection of
models and configuration its possible to achieve results above 80% of precision which
was obtained by fine-tunning ResNet50 model. Training and testing of EfficientNetB2
resulted in a precision of 99.6%, MaxViT got a precision of 99.3% and ensemble method
got 99.9%. Only using the ViT-B/16 as a base model resulted in less precision than

ResNet50 baseline scores.

Hypothesis Three (H1): The Ensemble model designed and finetuned with
HarvestNet B dataset improved the performance of the achieved a precision to 99.90%.
This is a remarkable improvement to use the architecture for production LULC

applications such as harvest piles detection.
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5.3 Conclusions

This study investigated advanced deep learning approaches for improving the
classification accuracy of satellite imagery, with a focus on detecting harvest piles from
satellite imagery. Through the integration of data augmentation strategies—utilizing
diverse datasets from PlanetScope, SkySat, and EuroSAT—we enhanced the variability
and robustness of the training data and improving the ability of the models to generalize
more effectively across diverse geographic contexts. We also introduced the application
of image patching prior to training that demonstrated clear benefits by helping both
Convolutional Neural Networks (CNNs) and Transformer-based models focus on local
spatial features critical for detecting fine-grained features in the geospatial classification
tasks.

By finetuning the state-of-the-art (SOTA) models - EfficientNetB2 and ViT-Max,
both of which surpassed the target precision threshold of 90%, validating the feasibility
of using deep learning models for harvest pile detection and similar applications in
resource-constrained and data-scarce regions. These results confirm that with appropriate
preprocessing and model selection, high-precision classification is achievable for tasks
such as detecting agricultural structures and land-use patterns.

To further enhance the performance of the SOTA models, we designed a hybrid
ensemble architecture that combines the strengths of both CNNs and Vision
Transformers. The proposed ensemble model morphed EfficientNetB2 and ViT-B/16 as
backbone structures to generate feature vectors, followed by feature fusion and dense
layers for final classification. This architecture achieved exceptional performance, with

99.73% classification accuracy on harvest piles class, 99.90% precision, and a 99.8% F1-
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Score specifically in detecting harvest piles—significantly outperforming individual
models.

Overall, the results demonstrate that hybrid deep learning architectures leveraging
both local feature extraction and global contextual understanding using transformer
architecture can offer powerful solutions for satellite imagery classification tasks
involving features having relatively miniature scale in the imagery. These models have
the potential to support policymakers, humanitarian planners, and agricultural
stakeholders in making timely and data-driven decisions, particularly in regions facing
climatic and infrastructural challenges.

5.4 Contributions to Body of Knowledge

In this research, we contributed the following:

1. In this study, we developed an augmented dataset named HarvestNet B, that is
constructed by integrating various satellite imagery from multiple sources
including SkySat, PlanetScope, and the EuroSAT dataset. HarvestNet B
comprises ten distinct land-use and land-cover (LULC) classes relevant to
agricultural productivity and environmental monitoring. To enhance the
generalization capability of the model, this dataset is augmented with the original
HarvestNet foundation dataset, resulting in a significantly more diverse and
robust training set. The final dataset included 442,496 labeled images from the
combined sources, alongside an additional 16,821 annotated EuroSAT images
allocated for validation and testing. This comprehensive data set supports the
development of high-performing models capable of classifying geospatial

patterns.
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2. We evaluated the effectiveness of various deep learning architectures on the task
of harvest pile detection by training and evaluating multiple state-of-the-art
(SOTA) models, including ResNet50, EfficientNetB2, ViT-B/16, and ViT-Max,
using the HarvestNet B dataset. Each model was finetuned and tested to
determine its suitability for the classification of harvest piles. Our experimental
results show that all finetuned EfficientNetB2 and MaxViT models achieved
precision levels exceeding 90%, substantially improving the baseline established
by the earlier ResNet50-based approach. These findings underscore the predictive
capacity of CNN increases as model architecture get deeper to be able to capture
fine-grained features. Transformer-based architecture also offers better
performance due to the capability of capturing both local and global features from
the geospatial images. Our findings support the viability of our proposed method
for real-world deployment by agricultural stakeholders and end users operating in
resource-constrained environments.

3. In addition to evaluating individual architecture, we proposed a novel ensemble
model that integrates both CNN and transformer-based state-of-the-art (SOTA)
networks—specifically, EfficientNetB2 and ViT-B/16—to leverage their
complementary strengths in feature extraction and global context modeling. The
ensemble architecture was designed with a hybrid fusion strategy, combining the
feature representations from both backbones before classification. When
evaluated on the HarvestNet B dataset, the ensemble model achieved superior
performance compared to its individual components and achieved better accuracy

and precision. These results showcase that this approach is suitable for
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deployment in land use and land cover (LULC) applications, such as harvest pile

classification harvest pile detection and other related tasks involving satellite

imagery.
5.5 Recommendations for Future Research

The current implementation of this research provides a harvest pile detection
framework to successfully identify the presence of harvest piles a given satellite imagery.
While this classification provides valuable insights for early-stage agricultural
monitoring, future research should extend this work to estimate the scale of agricultural
production. This can be achieved by incorporating object detection or instance
segmentation techniques to assess the size, quantity, and spatial distribution of harvest
piles within a given area. Integrating such capabilities would enable a more granular
understanding of crop yield and facilitate improved decision-making for resource

allocation, food security planning, and agricultural policy development.
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Appendix A

Figure A-1. The close look at the Harvest Piles Right: Person for scale (Xu et al.
2023)

Reference R-1. Snapshot of the Results of ResNet-50

{

n|n "Valid",
"Acc'": "80.36%"

}

Reference R-2. ViT_B/16 Configuration

Configuration:

{'batch_size": 32,

'data_root": '/content/drive/My Drive/SEAS/Praxis/dataset/EuroSat/EuroSat/,
'data_set": 'EuroSAT RGB),

'devices': 1,

'early stopping_ patience': 5,

'harvestNet test data path'": '/content/drive/My Drive/SEAS/Praxis/dataset/,
'learning_rate': 0.001,

'max_epochs': 1000,

96



'model": 'vit b 16',

'num_nodes": 1,

'run_id": 'alpha’,

'save_path': '/content/drive/My Drive/SEAS/Praxis/results/HarvestNetVS5.pth',
'valid size': 2700}

/content/drive/My Drive/SEAS/Praxis/dataset/EuroSat/EuroSat/EuroSAT RGB
classes to index

{'Forest': 0, 'HarvestPiles': 1, 'HerbaceousVegetation': 2, 'Highway': 3, 'Industrial': 4,
'Pasture': 5, 'PermanentCrop': 6, 'Residential': 7, 'River": 8, 'Seal.ake": 9}

Total number of samples: 27700

Training samples: 19600

Validation samples: 2700

Test samples: 5400

Finished data loading

Number of classes: 10

}

Table A-1. Results of ResNet50 Model

Metric  Value

Accuracy 81.04
F1 Score 7464
AURDC  B7.69
Precision 81.76

Reca F017
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Figure A-2. Confusion matrix of the Ensemble Method

precision recall fl-score  support

HarvestPiles g.9497 8.885 8.938 739
Forest a.9a9 8.997 8.951 Jeo
HerbaceousVWegetation g.987 g.987 8.0a7 388
Highway @.979 6.9428 B.963 2508
Industrial a.987 B.9a8 8.948 258
Pasture 8.911 B8.928 8.916 281
PermanentCrop 8.913 B8.9606 B8.936 252
Residential a.917 8.997 8,955 Jeo
River @.968 8.968 8.968 258

Sealake @.853 B6.978 B.988 380
accuracy B8.938 3142
macra avg 8.933 5.94% 8.938 3142
weighted avg @.941 8.938 8.938 3142

Figure A-3. Test Results of the Ensemble (ViT_B/16 and EfficientNetB0)
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Figure A-4. Images with Positive Harvest Piles

Source Code

The source code used in this praxis can be found in the GitHub Repo located here:

https://github.com/AlazarHaile/HarvestPiles/tree/main/ProjectFiles
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