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Abstract of Dissertation 

 
A Business Rules Approach to Self-Healing Software Architecture 

 

Today’s complex computing environments are constantly changing, and many 

computing systems must maintain flexibility in order to adapt to the business processes 

they were constructed to perform. Identifying a methodology to address software 

architectural changes during the design phase of the software development life-cycle 

(SDLC) can prevent future faults that may occur in the computing system.   

This research explores how business rules can be used as a methodology to 

enforce software architectural constraints in order to manage and correct structural 

changes that may introduce faults within the software architecture.  Software architectural 

faults, when left uncorrected, may lead to system failure. Utilizing business rules 

provides us with a common language to model the structural architectural elements of the 

software architecture as well as identify and enforce the constraints designed within the 

architecture.  In addition, since business rules are valid logical rules that can be 

automated and computed, building this rule logic within our software architecture will 

allow us to address software architectural changes with limited or no human interaction, 

therefore providing a capability to invoke self-healing qualities within the software 

architecture designs.       
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Chapter 1 - Introduction 

 
This thesis addresses the concept of providing a business rules approach to self-

healing software architecture.  The primary goal in applying business rules is to invoke 

self-healing qualities in software architecture in order to provide a methodology for 

software to be designed to protect against faults that maybe introduced due to changes 

within the underlying structure within the software architecture.  Since these faults may 

lead to system failure, it is imperative to address these potential faults as early in the 

software architecture development.   

Today’s complex computing environments are constantly changing, and many 

software systems must maintain flexibility in order to adapt to the business processes 

they were constructed to perform.  This constant change in business processes and 

underlying software architecture has led us to this problem space of providing a general 

solution to address change in software architecture with minimal user interaction; which 

we are calling self-healing.   

1.1 Self-Healing Software Architecture   
 

The self-healing concept originally stems from nature’s biological development of 

a single cell.  The life cycle of a single cell undergoes a substantial development process 

to complete its transformation into an organism.  The organism process can withstand 

individual cell failures, adapt to changing and often hostile environments, and heal 

damaged organs [14].  Building on the biological definition of self-healing, we propose 

that in order to maintain a particular level of software system healthiness, we need to 

invoke a methodology that can be used to heal a software system having suffered a fault 

and or system failure [42] during the software architecture design.  By designing this 
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functionality into the software architecture, we can begin to address and correct faults 

with limited or no human interaction.    

1.2 Business Rules 
 

Business Rules represent “an atomic piece of re-usable business logic, specified 

declaratively” and are used to define and guide how a business should behave [3]. These 

declarative statements can be expressed as functional, behavioral, and structural in order 

to express the business logic in mathematical forms to describe a business function [9].  

Business rules can be defined outside the business with laws and regulations; as well as, 

within the business to achieve the goals of the business.  We are utilizing business rules 

as the methodology to correct faults within the software architecture due to undesirable 

structural changes that may occur.   

1.3 Problem Description 
 

Most computing systems are built with customized applications to perform 

various functions.  Each time there is a change in the application design, it is not only 

time consuming but also extremely costly, to redesign the system to fit the changed 

environment.  We propose a self-healing software architecture methodology that can be 

used during the design phase to address undesirable structural changes to software 

architectures.  Changes in software architecture may be due to the designed operating 

modes, accumulated component and resource faults, adaptations to external 

environments, component evolution, and/or changes in system usage [33]. The Business 

Rules approach provides businesses with a methodology to manage the software 

architecture and automate any changes made to the architecture; which can then lead to a 

way to maintain manageability, awareness, and health of the software architecture. The 
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self-healing software architecture functionality will provide a way to incorporate self-

healing properties by using business rules to automatically correct faults.  To date, the 

existing approaches to self-healing software architecture present the following 

shortcomings: 

1. The approaches only work within a restricted domain and addresses specific software 

architectures,     

2. The approaches utilize proprietary rule logic that make it nearly impossible to use 

separately from the domains the logic was created to operate within, 

3. Some of the approaches have limited flexibility regarding the type of software 

architectural changes their self-healing solution can address, and   

4. The prior approaches lack ways to automate and compute software architectural 

changes  

 We propose a methodology that will address each of these shortcomings and 

provide a general solution which can be applied to all software architectures; in addition, 

it can be used within various problem spaces, is flexible to the changes induced into the 

software architecture, and can be computed for faster decision processes.     

1.4 Objectives  
 

Applying business rules to software architectures, allows us to describe the 

structural aspects of the software architecture in addition to capturing the constraints of 

the software architecture.   Identifying the constraints within the software architecture 

will be used to address any changes to the software architecture that may introduce faults.  

The business rules are created to identify where the software architectural changes have 

occurred and what if any actions should be taken to correct the changes.  Business rules 
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represent the following desirable characteristics that are useful for our self-healing 

software architecture methodology:  understandable due to their natural-like construct; 

declarative which makes it easier to explain; can handle simple as well as complex 

constructs; and promotes reuse because business rules can be stored and manage; to name 

a few [4].  We see business rules as a solution to providing the constructs needed to 

describe the software architectural elements (e.g. components, connectors, etc.) as well as 

the constraints on these architectural elements as a means to provide corrective action to 

constraint violations with minimum user interaction; therefore inducing self-healing 

qualities.  With this approach, we intend to show how this general solution can be applied 

to novel software architectures and then leverage this concept to address more complex 

software architectures. 

1.5 Structure of Dissertation 
 

This dissertation is structured as such:  Chapter 1 focuses on the problem 

identification, description, and the introduction to the current state of the problem domain 

of self-healing software architecture.  Chapter 2 focuses on the literature review from the 

following areas:  Software Architecture, Self-healing Systems, Business Rules and Self-

Healing Software Architectures. Chapter 3 focuses on our business rules approach to self-

healing software architecture for homogeneous software architectures.  Chapter 4 focuses 

on the advanced features of this work by utilizing our self-healing software architecture 

methodology to address heterogeneous software architectures.  Chapter 5 focuses on the 

verification and validation of our self-healing software architecture methodology.  

Chapter 6 focuses on the conclusion and future work. 
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Chapter 2 - Literature Review 
 
2.1 Software Architecture  
 

Software architecture represents a high-level design of a software computing 

system and highlights the components, connectors (connections between the 

components), as well as the behaviors that regulate the interaction of components and all 

the abstract representations that are created (constraints, interfaces, etc.) along with their 

functionality [1].  A software component is a unit of composition that encapsulates 

implementation but displays the interfaces that are used to interact with it [8].  Software 

components used to build a computing system and are modular, replaceable, and 

sometimes reusable units with the software architecture.  Some examples of software 

components are: clients, servers, filters, and databases [47].  Connectors are used as the 

conduit to exchange data between two components; however the method of data 

exchange can vary.  Some examples of connectors are: procedure call, event broadcast, 

database protocols, and pipes [47].  Software architecture allows software engineers a 

way to connect the characteristics of what users need in a system to the characteristics 

systems engineers can build [1].    

 2.1.1 Software Architectural Elements 
 

As mentioned earlier, software architecture consists of components and 

connectors which represent the interactions between components. Software architectural 

elements conform to a structural model of components and connectors which can be 

independently deployed and composed within the software architecture [7]. A component 

model defines specific interactions and standards for composition.  The component and 

connector interactions consist of ports, which are the interface points for components and 
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roles – which are the interface points for connectors [2].  The interface is an abstraction 

of the behavior of a component (subset of interactions together with constraints).  

Constraints are operations all components must adhere to.  Additional elements 

associated with the interface include: 

• Invariants – logical statement a component assumes is always true 

• Pre-conditions – associated with a method, must be true before that method is 

invoked 

• Post-conditions – associated with a method, must be true after that method is invoked 

• Effects – must be true after any method in that interface is invoked 

Figure 2-1 below graphically describes the software architectural elements: 

 

 
Figure 2-1: Illustration of a software architecture [8] 

 
2.1.2 Software Architectural Styles 

 
Architectural Styles are the underpinnings of the software architecture with 

characteristics that define a family of system types in terms of a pattern of structural 

organization.  An architectural style defines a semantic vocabulary of components and 

connector types, with a set of constraints, which define how they can be combined with 

their interfaces and properties together with a set of rules [8].  Architectural styles give 

semantic meaning on how architectural elements are arranged and each architectural style 

provides some quality features to the software architecture, such as the following 
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attributes:  performance, adaptability, usability, scalability, and reliability [1].  Some 

examples of architectural styles that are used to comprise software architectures:  data 

flow (e.g. batch, sequential, and pipe & filter), data centric (e.g. data repository and 

blackboard), object oriented, hierarchical (layered and virtual machine), implicit 

asynchronous communication (e.g. event-based, buffered messaging), and distributed 

(e.g. client/server and service oriented architecture) [1].  

2.1.3 Software Architectural Description Languages (ADLs) 
 

Architectural Description Languages (ADLs) provides the syntax for describing 

software architectures [65].  ADLs help characterize software architectures and provide 

practitioners a language to annotate how a system is comprised.  ADLs are normally 

written in a type of language that can be easily parsed and interpreted by computer 

programs (e.g. Extensible Markup Language (XML)) and allows the software 

architecture’s design to be communicated to developers and other stakeholders 

implementing the software architecture.  Although there is some discussion as to what 

architectural level of support should be provided, an ADL can be either a simple 

description of the software architecture or more granular specifications represented as 

formal syntax and semantics [26].  Some examples of ADLs used today that have been 

created by various academic institutions are Acme, Wright, Aesop, ArchWare, Darwin, 

Rapide, SADL, and Unicon [13].  Our self-healing software architecture methodology 

utilizes XML as the software architecture’s ADL.  The XML allows us to convert the 

software architectural descriptions and constraints into a format that can be used for the 

business rules creation.  For the purposes of this research, we did not explore which 

open-source ADL would best suit our business rule conversions. 
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2.1.4 Enterprise Architecture (EA) 

 An enterprise is defined as a business association, consisting of a recognized set 

of interacting business functions, able to operate as an independent, stand-alone entity 

[61]. There are enterprises within enterprises. For instance, a business unit within the 

overall corporate entity may be considered an enterprise as long as it could be operated 

independently.  There are many enterprise architecture models; which include the 

following created within the federal government system: Federal Enterprise Architecture 

(FEA), DoD Architecture Framework (DoDAF), and the Centers for Disease Control EA.  

These enterprise frameworks provide a standard way to address all business functions 

within their respective entities.    

2.2 Self-Healing Systems – Evolution  
 

The concept of self-healing systems evolved from discussions on the biological 

and/or neurological state of the human body [14].  Our bodies are the best self-healing 

systems around because of the various defense mechanisms that automatically counter 

anything attacking it.  The idea of having the ability to protect oneself against foreign 

cells is a characteristic that is innate to the human body.  The field of Artificial 

Intelligence (AI) has been exploring ways to create this functionality in computing 

systems.  The ability to have a computing system to innately have qualities to react and 

protect it against faults has stimulated the evolution of self-healing research.  In 

researching the concept of self-healing, we are able to trace its evolution through the 

following five research areas:  Fault-Tolerant Systems, Expert Systems, Configuration 

Management-CM (versioning), Adaptive Systems, and Autonomic Computing [40]. 

2.2.1 Fault-Tolerant Systems  
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Fault-Tolerant systems describe a software and/or hardware solution that is 

designed such that, in the event that a component fails, a backup component or procedure 

can immediately take its place with no loss of service. “A fault is the adjudged or 

hypothesized cause of an error and can be active or dormant, intentional or accidental” 

[36].  Fault-tolerance can be provided with software, embedded in hardware, or provided 

by some combination. With fault-tolerant systems, the requirements emphasize software 

reliability with some level of human intervention assumed.  Most of the software 

architectures developed with fault-tolerance are redundant systems that are static with 

little room for dynamic changes [29].  Our self-healing software architecture approach 

handles dynamic changes.  

2.2.2 Expert Systems 
 

Expert systems deal with understanding complex systems and generally are 

constructed with well-defined, high-level rules that analyze information about a specific 

class of problems.  Expert systems are “intelligent computer programs that use 

knowledge and inference procedures to solve problems that are difficult enough to 

require significant human expertise for their solution” [50].  The expert systems approach 

can utilize business rules for the knowledge and logic representations of business 

processes; however, expert systems methodology implements business rules based on the 

client-server model (meaning all rules are stored in a central repository) [5], which may 

not fit some business models.  The differences between expert systems and business rules 

are the following [6]: 
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1. Expert systems address very complex decision-making activities; complex logic, 

whereas, business rules address simple decision-making activities; dealing with 

normal daily business operations. 

2. Expert systems deal with uncertain knowledge and make determinations based on 

probability and confidence factors; whereas, business rules deal with certain 

knowledge with rules that provide a clear and unambiguous answer. 

3. Expert systems are based on inference rules, with one rule being dependent on 

another rule (normally preceding that rule) and uses an inference engine to 

accomplish the tasks; whereas, business rules can encompass inference rules but can 

also be classified as computations, guidelines, etc. and does not necessarily need an 

inference engine to carry out its rule tasks. 

2.2.3 Configuration Management – Versioning 
 

Configuration Management (CM) control changes that are introduced mainly 

within the system lifecycle.  CM is the key to managing and controlling complex 

software projects [28].  Software Configuration Management (SCM) is a type of CM that 

identifies a set of activities that are likely to change, control, and manage the software 

development of the project.  Version control, which is a type of CM requirement, 

maintains a history of changes within the software system that can be used to select a 

particular version to be available for user access.  Although the requirements within this 

domain are flexible to maintain system changes, it is easy to stray from the business goals 

due to multiple versions of the software system.  The multiple versions of the software 

system negatively impacts software maintenance; therefore overtime, this may yield an 

unmanageable system. 
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2.2.4 Adaptive Systems 
 

Adaptive Systems are capable of changing in response to the environment it is 

being deployed in and mainly work well with software systems that reside in dynamic 

environments.  Adaptation constrains a system’s behavior according to environmental 

conditions [37] and occurs at the architectural level at run-time.  Although an adaptive 

system can modify its own behavior in response to environment changes, the changes that 

are produced are performed at run-time and may not be the desirable changes expected.  

The changes may lead to a degraded and/or undesirable system state.  Our self-healing 

software architecture methodology identifies during the design phase undesirable 

software architecture changes that maybe introduced at run-time.  Our methodology will 

enforce only desirable changes that are dynamically introduced; therefore maintaining a 

system in a desirable state.   

In discussing adaptive systems, it is important to mention that in some literature 

the concepts of “self-adaptive” and “self-healing” are sometimes used interchangeably.  

[31] Karsai proposed a self-adaptive approach that provides a feedback loop that 

monitors system performance and changes the structure accordingly.  Their model-based 

approach for self-adaptive systems is part of the Model-Integrated Computing (MIC) 

methodology.  In contrast to our general framework, the MIC research area employs 

domain-specific models to represent the software, its environment, and their relationship 

[38].   

2.2.5 Autonomic Computing  
 

“Autonomic Computing” is a term coined by the International Business Machine 

(IBM) and stems from the word “autonomous” which means to self-govern, independent, 
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and not subject to control from outside, and represents an analogy for the autonomic 

nervous system [32].  Just like an autonomic nervous system, IBM proposed an initiative 

of integrated technologies that design and build computing systems that are self-

managed, or capable of running themselves by adjusting to the environment with minimal 

user input.  Their initiative was stimulated by the need to address the spiralling cost of 

managing increasing complex computing systems.  Software architecture for autonomic 

computing must describe the external interfaces and behaviors for an individual 

autonomic component and it must describe how to compose systems out of these 

autonomic components [39].  In doing so, [41] Kephart proposed a self-managed system 

that has the following “self” properties [43]:  

• Self-configuring: automates installation and setup of its own software;  

• Self-healing: monitors, detects errors, and remediates itself;  

• Self-optimizing: optimizes use of its own resources; and  

• Self-protecting: automatically configures and tunes itself to achieve security and 

privacy  

According to their perspective, self-healing is one of the four autonomic computing 

properties required to achieve self-managing systems.  In our approach, we focus only on 

the self-healing concept and use business rules as the logical methodology to achieve 

self-healing. 

2.2.6 Self-Healing and Computer Security  
 

In today’s computing and networking systems, self-healing is used as a type of 

security concept to prevent or recover from system failure due to intentional or 

unintentional acts that may cause the computing system to ultimately stop working or be 
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compromised for unauthorized usage.  In order for systems to prepare for these types of 

faults, computer vendors have launched initiatives to provide systems with built-in 

security support for hardware and firmware fault detection.  These systems come with 

monitoring software that can detect and/or contain faults, which may be introduced by 

malicious code.  Although the built-in monitoring support is beneficial, there are many 

disadvantages to this method, to include: 

• lack of detection for already compromised systems,  

• certain components for the integrity checking may fail, leaving the system 

unusable, and  

• increase monitoring can be a strain to resources that may become limited as the 

system usage increases.   

[59] Sultan et.al proposed an alternative approach to self-healing called remote healing, 

where monitoring, repair, and recovery functions are performed non-intrusively from a 

remote system.  Although this solution has some disadvantages of its own (equipping a 

system with a backdoor for specialized monitoring may not be ideal), this idea shows 

how self-healing concepts can be applied to the computer and network security realm.    

2.3 Business Rules  
 

The term “Business Rules” is a concept that has been around since the early 1990s 

when it was socialized as part of the Business Rules Approach [3], which identified 

business rules as a new paradigm to address system development’s impact on business 

functions.  According to Ross et. al (founder of the Business Rule Group), the business 

rule concept stemmed from a lack of alignment between the business goals and how 

systems were being developed to address the business needs [57].  In general, business 
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rules are similar to business policies, which not only contain the business knowledge base 

(or business logic) but also describe how a business should function (or behave).  As a 

knowledge base, business rules can be constructed to constrain, validate, compute, 

approve, or perform any operation that can be expressed as a valid rule and define a set of 

pre- and post- conditions that are used to define the conditions under which a process is 

carried out [5].  In our approach we utilize business rules to express the software 

architectural elements, constraints (due to the underlying architectural style) and what 

action must or must not be taken in order to uphold the constraints of the software 

architecture.   

Today, there are many applications that contain business rules, for example:  

IBM’s Tivoli system, ILOG (Intelligent Software), and Websphere.  Many of the 

aforementioned applications are used for large scale enterprise software products for 

various business domains. 

2.3.1 Business Rule Categories 
 

According to [30] business rules can be divided into two main categories:  

derivation rules and constraint rules.  Derivation rules define knowledge or information 

and how they are transformed.  A derivation rule can either be an inference rule or 

computational rule.  Inference rules specify conclusions that can be drawn based on 

presented facts.  These rules normally imply various operations based on the preceding 

logic or information.  Computational rules are mathematical in nature and the results are 

normally derived from processing an algorithm, which then specify attributes and 

contribute to how operations behave.  Constraint rules restrict the structure or the 

operation/behavior of objects or processes and can be further divided into three 
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categories:  structural, operational/behavioral, and stimulus/response [64].  Structural 

rules specify invariants and regulate how the structure must hold true.  Operational or 

behavioral rules define the pre- and/or post- conditions that constrain how an operation 

should be performed.  A pre-condition stipulates how the operation should be performed 

correctly and the post-condition guarantees the result of the operation holds true. 

Stimulus/response rules specify how certain actions should be performed when certain 

events occur within the business and generally defines the rules that trigger business 

processes.  An additional business rule category that was not proposed by [30] but is seen 

within various frameworks is the existence rule.  Existence rules define when something 

can exist and for how long (lifetime of the object) and when the existence is formed 

(object created or destroyed) [9].  Figure 2-2 below is an illustration of the Business Rule 

classification scheme: 

Rule 

Constrains 
information on 
behalf of the 
business event

Enables other 
action on 
behalf of the 
business event

Creates new 
information on 
behalf of the 
business event

Constrains 
(mandatory)

Guidelines 
(suggestions)

Action 
Enabler 
Rules

Computations Inferences
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Enables other 
action on 
behalf of the 
business event

Creates new 
information on 
behalf of the 
business event

Constrains 
(mandatory)

Guidelines 
(suggestions)

Action 
Enabler 
Rules

Computations Inferences

 

Figure 2-2: Illustration of a Business Rule classification scheme [6] 

2.3.2 Business Rule Constructs 
 

Business rules can be written a in a variety of constructs; however they must 

maintain certain characteristics in order to be considered valid.  Business rule statements 

must be:  atomic, unambiguous, compact, consistent, and compatible and normally 
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consist of an Event, Condition, and Action, which are called ECA rules [51].  An ECA 

rule indicates when a rule has to be executed and what condition has to be checked to 

decide what action has to be done.  Dayal provided a general business rule representation 

as seen in Figure 2-3 below [51]:   

 

ON event1 
IF condition1 
THEN action1 
ELSE action2 

ON event1 
IF condition1 
THEN action1 

ON event1 
IF NOT condition1 
THEN action2  

Figure 2-3: Illustration of the ECA (IF/THEN/ELSE) business rule constructs [51] 

In order for us to translate the ECA construct into business rules that can be computed, 

we can express this rule in a mathematical statement that is defined as: Rule: R with n ≥ 1 

and k ≥ 1 where [3]: 

 
 P1 ∧ P2 ∧ … ∧ Pn is a conjunction of n predicates and, 

 A1 ∧ A2 ∧ … ∧Ak is the set of conjunctions of k actions. 

 
Predicates (Pn) and results (Ak) express values of operands using relational operators 

from set S, where S = {>, <, ≠, =, ≥, ≤ }.  A typical example is in the form of the 

following statement: 

 R: if P1 ∧ P2 ∧ … ∧ Pn then A1 ∧ A2 ∧ … ∧Ak 
 
Using this business rule construct, the following is an example of a simple business rule: 

ON   (stock reduced) 

IF   stock <= $10.00 a share 
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THEN  sell shares of stock 

 Business Rule 1: If the stock falls below $10.00 a share then sell all shares of the 

stock 

Further dissecting the business rule written above, we identify the beginning clause as the 

IF portion of the rule as the antecedent or the left-hand-side (LHS), example from 

Business Rule 1 above: 

the stock falls below $10.00 a share 
 
Following the THEN portion of the rule identifies the list of actions to be executed when 

the rule fires.  This part of the rule is call the consequent or the right-hand-side (RHS), 

example from Business Rule 1 above: 

sell all shares of the stock 
 
Business rules can be created to be simple or complex, especially when conjunctions are 

added to the rule.  Business rules may have one or more clauses ANDed together on the 

left-hand- side but may only have a single clause on the right-hand-side. The right-hand-

side clause either restricts the value of a single attribute or assigns a value to an attribute 

when the left hand-side conditions are satisfied [78]. The following is an example of a 

complex business rule with conjunctions: 

 If the car won’t start and  

  The check engine light is on and 

 The battery indicator light is on  

 Then you need to purchase a new battery 
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In satisfying the business rule, the LHS is checked for any violations before the RHS is 

executed.  For the business rule to be valid, all LHS statements must yield to TRUE 

before an action can be executed on an event.   

2.3.3 Business Rule Languages 
 

Business rules languages are used to express business rules in a natural language 

type syntax that can be processed by a computing system.  The Extensible Markup 

Languages (XML) is a general-purpose specification for creating user-defined markup 

languages as instructions to display text structures and is used as basic syntax structure 

for many business rule languages.  Many XML based business rule languages can be 

proprietary, for example:  IBM’s proposed Business Rules Markup Language (BRML) as 

a standard language for their proprietary Business Rules for E-Commerce Project [52] in 

addition to ILOG’s JRules [54].  However, there are examples of nonproprietary business 

rule languages, for instance, an open-source project jointly developed by IBM research 

and academia launched a business rule language called XRules [53], which can be used 

to express constraints and validate business rules in an XML transaction.   

Business rules languages can be implemented in various frameworks, for example 

Microsoft created a Business Rules Framework which uses a .NET implementation of 

expressing rules for business objects (.NET components) as part of their BizTalk Server 

[55], and Ericksson et al [9] created the Ericksson-Penker Business Extensions, which 

uses the Object Constraint Language (OCL) within the standard Unified Modeling 

Language (UML) syntax to specify constraints with business rules. UML is a general 

purpose modeling language to specify, visualize, and document components of software 

systems.  The UML class diagram uses declarative rules to specify the relationships 
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between the objects of those classes [11]. Although UML and OCL are used for object-

oriented structures they are not used to specify the actions of an object as well as any 

actions to perform if a specific rule is violated.  [12] proposed the Constraint Description 

Language (CDL), which extends the standard OCL structure adapted to component 

architecture features.  CDL closely follows the OCL syntax; however it is slightly revised 

to support automatic implementation of constraints in component based applications.  

Business rules are implemented as constraints within the CDL; however this solution 

does not address how to correct any faults that may occur in the software architecture; 

instead CDL outlines any violations that may have occurred within a software 

architectural element (e.g. component) with no additional actions performed.    

2.3.4 Business Rule Engines (BRE) 
 

The Business Rule Engine (BRE) is a software system (normally a pluggable 

software component) that acts as a logic server to store, define, manage, infer, and 

execute one or more business rules [27].  A powerful mechanism of BRE’s is the ability 

to infer rules using various algorithms (e.g. Rete).  Inference is the process of drawing 

valid conclusions from the information presented and is a feature in most rule-based 

systems.  Standard inference mechanisms employed in BREs are:  forward chaining, 

backward chaining, or a mixture of both [40].  Forward chaining is a data-directed 

reasoning process because the data is known and the rules are applied successively to the 

data to assess what results are implied.  Backward chaining is a goal-directed reasoning 

process whereas rules are constructed based on a desired goal and additional rules are 

inferred to support the desired goal.  The mixture of both (or often called Opportunistic 

chaining) is the process of using backwards reasoning with opportunistic forward 
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chaining, whereas the data is used to infer rules as it becomes available [56].   The Rete 

algorithm is intended to improve the speed of forward-chained rule systems by limiting 

the effort required to recompute the rule set after a rule is fired.  It takes advantage of two 

empirical observations [79]: 

• Temporal Redundancy: The firing of a rule usually changes only a few facts, and only 

a few rules are affected by each of those changes.  

• Structural Similarity: The same pattern often appears in the left-hand side of more 

than one rule.  

As for the BRE implemented in our methodology, we make no distinction as to which 

inference mechanism is employed; but instead leave that up to the software architecture 

engineers to decide and deploy. 

2.3.5 Business Rule Management Systems (BRMS) 

Business Rules Management Systems (BRMS) encompasses all of the business 

rule processes from executing business rules (BRE) to providing the maintenance and 

management of business rules within an enterprise.  BRMS have applications across all 

industries, such as Fair Isaac’s Blaze Advisor, which assesses information from various 

sources to provide credit ratings, and other banking decisions [27].     

2.4 Self-Healing Software Architecture – Current State of the Art 
 

Today, there are two main approaches that attempt to address self-healing in 

software architectures.  The first approach discusses low-level implementations of self-

healing software systems.  The second approach, which is the focus of this paper, 

addresses self-healing from a high-level view on how software architectural models and 
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architectural styles play a role to determine how to induce self-healing properties into a 

software system.   

2.4.1 Low-level Self-Healing Approaches 
 

Several research concepts are built on dynamic adaptation at the implementation 

level.  There are several programming languages and libraries that provide exception-

handling capabilities with linking and binding mechanisms.  Computer systems with this 

approach have self-repair mechanisms built on a per program basis and are too 

customized for reuse.  For self-healing to be useful, there should be some notion of 

reusability and flexibility, not code specific solutions for each application.  The code 

specific solutions are too cumbersome and rigid to address change mechanisms within the 

software architecture.  [13] proposed a new domain-specific constraint language called 

Deladas (DE-clarative LAnguage for Describing Autonomic Systems), which specifies 

how Deladas can be used to drive the deployment and evolution process of autonomic 

systems.  Although this approach applies to autonomic systems, it does not contain any 

computational constructs and represents a low-level implementation for satisfying 

software architectural constraint problems.  In our view, a self-healing solution should 

have processes to support dynamic rule formation in order to uphold the self-healing, 

autonomic claim.  Demsky and Rinard [16] proposed a methodology to analyze the low-

level code and the relationships between abstract data objects.  Their solution focuses on 

recovering from data structure corruption by specifying key data structure consistency 

properties.  Their approach involves two data structure views: the concrete view, which is 

at the level of bits in memory and the abstract view, which deals with the relations 

between abstract objects.  These views support how they will specify the constraints of 
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the data structure and any inconsistency properties.  Violations to the data structure 

and/or properties are then repaired based on the code’s algorithm.  Since the repair 

algorithm is dependent on what is hard-coded in the data structure, we felt this approach 

did not uphold the concept of self-healing software architecture, because of the lack of 

reuse (hard-coded) and flexibility (only specific violations are addressed).  Therefore, this 

research we will not focus on solutions addressing self-healing from the low-level 

programming problem space. 

2.4.2 High-level Self-Healing Approaches 
 

There are several approaches that deal with research in software architectural 

modeling environments.  Most of the tools tend to be architectural style and notation 

specific.  Our approach looks to provide a general solution to modeling self-healing 

capabilities in software architecture utilizing business rules and can be employed within 

many architectural styles. The following sections discuss the approaches focused on 

addressing self-healing software architectures by developing architectural models with or 

without specific architectural styles.   

2.4.2.1 Architectural Models without Architectural Styles 
 

From a design and implementation perspective, the preferred way to enable a self-

healing system is to provide a mechanism for externalized repair from the software 

architecture instead of hard-coding adaptation logic inside the system.  Hard-coding self-

healing capabilities are harder to analyze, reuse, and extend the software [35].  Currently, 

there are several approaches that describe how to build self-healing mechanisms into 

software architectures as an abstract model of a system that highlights software 

components and its computational elements.  One of the approaches proposed by Shin 
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and Cooke [10] is a layered architecture whereas each layer has self-healing components 

that provides functionality (tasks) to other components.  In their proposition, most of the 

self-healing work is done within the connectors, which are responsible for detecting 

anomalous objects, reconfiguration of components, and repair of the anomalous objects.  

Although their approach seems promising, their approach does not take the constraints of 

the software architectural style into consideration, which is an important feature in our 

self-healing software architecture methodology.  

DARPA’s (Defense Advanced Research Projects Agency) DASADA (Dynamic 

Assembly for Systems Adaptability, Dependability, and Assurance) program [15] and 

Kinesthetics eXtreme (KX) [18] proposed an externalized infrastructure solution that 

does not adhere to any architectural styles; but instead approaches their solution by 

building a reflective model of the target system.  From the externalized model, they can 

monitor, interpret, analyze, and reconfigure running systems by determining if the health 

of the target system can be maintained and if not, what aspects can be changed to affect 

the repair.  Their solution uses probes to emit implementation-level events (collection), 

gauges to provide interpretations of these events (interpretation), and effectors to 

determine what process should be adapted (adaptation and configuration).   The main 

difference between [15, 18] is [18] adds a feedback control loop outside to the target 

system’s main computation, control, and communication [18].  Both of these approaches 

utilize special and/or proprietary rule logic to accomplish self-healing.  Our approach 

uses business rules which is a non-proprietary solution to accomplish self-healing and can 

be developed without knowledge of the run-time environment, which is required if 

probes and gauges are used.    



24 

2.4.2.2 Architectural Models with Architectural Styles 
 

Taylor et al [17] proposed a self-healing solution where they create software 

architectural models (abstract representations) of a software computing system before and 

after run-time, and the difference between these models serve as a basis for system 

reconfiguration and repair [23].  In their solution, they use architectural models of an 

event-based C2 architectural style (which is a type of event-based architectural style) to 

address distributed, dynamic, and evolvable systems [46].  After the software system is 

modeled, any changes to the architectural elements (component and connectors) before 

and after run-time are considered differences (or diffs) and are analyzed in a differencing 

engine that compares which architectural elements were changed between the original 

system (before run-time) and the target system (after run-time), as such [45]:   

d: = diff (arch1, arch2) whereas arch1 is the before run-time and arch2 is after 

run-time 

The diffs between the two systems are considered violations and a patch (d) is then 

merged with the before run-time system to yield the target system, as such [45]: 

 merge(arch1, d) = = arch2 

Although this approach shows promise, it is specific to event-based architectural styles 

and the framework is dependent on their tool suite of specialized ADLs, notations, and 

rule-logic in order to create a self-healing computing system; which is not feasible as a 

general solution.   

 Another approach similar to Taylor’s is the Weaves ADL proposed by Oriezy et 

al [23].  Weaves is a dynamic, object-flow-centric architecture designed that uses the 

data-flow architectural style to apply dynamic changes to the software architecture.  As 
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with the Taylor approach, Weaves was also style and notation specific, and therefore is 

not suited as a general solution to apply to most software architectural styles. 

Garlan et al [19] proposed a solution similar to Taylor et. al [17] utilizing 

software architectural models externalized before and after run-time as a basis for 

identifying architectural problems and resolving them [20].  Similar to [15, 18] their 

approach uses observation tools that contain various probes and gauges to identify the 

architectural elements that have changed during run-time.  They determine violations to 

the before and after run-time systems by utilizing pre-specified operations to check 

against.  For example, when this approach was applied to the client-server architectural 

style, it was adapted to capture the performance attributes and how certain thresholds 

must be maintained in order to uphold bandwidth quality of service (QoS).  The 

performance analysis uses the M/M/m-based queuing theory metric in order to manage 

important performance-related properties and constraints such as, client-server latency 

and server load [21].  Any violations to this metric trigger repair plans, which are pre-

specified, are used to correct the violations (e.g. overloaded server component, triggers 

adding another server component).  Similar to Taylor et al, this solution utilizes a 

specialized framework with specific notations and rule-logic in order to employ self-

healing in a system.  Since we need to have a solution that is flexible and extensible, this 

solution falls short; because Garlan et al [22] proposed a solution where the basic premise 

assumes a repair strategy is available to handle constraint violations without the notion of 

inference to compute rules that are flexible to various architectural changes.  Also, Garlan 

et al deploys monitoring mechanisms (e.g. probes and gauges) as in DARPA’s DASADA 

program [15], and Kinesthetics eXtreme (KX) [18]; which means their solution must 
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have detailed knowledge of the execution environment.  Our solution however, makes no 

obligations for the user to know the execution environment to create business rules, the 

user should only be concerned about how the system should behave and if there are any 

violations, it should handle how the violations should be corrected.  Additional research 

areas that use software architectural styles but are considered style-neutral are domain-

specific, have environments similar to ViSAC for Alfa (which stands for an assembly 

language for software architectures) [44].  In this approach, Alfa is used to compose 

architectural styles and style-based architectures from architectural primitives.  These 

primitives are fine-grained, low-level abstractions, each of which focuses on a single 

aspect within the architectural style [66].  Although this approach allows for multiple 

architectural style modeling, it is domain specific and does not handle constraint 

violations.   
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Chapter 3 – Self-Healing Software Architecture Framework 
 
 
3.1 Business Rules and Self-Healing Software Architectures 
 

Business rules are an excellent complement to defining the structural elements of 

software architectures during the design phase of the software development life-cycle 

(SDLC).  Since majority of today’s computing systems utilize some type of architectural 

style structure as the foundation, we can build abstract models of the software 

architecture to identify the architectural elements and constraints.  Using the software 

architecture models coupled with building business rules to identify the architectural 

elements and constraints have a number of benefits.  One benefit is reuse, because 

software architectures built with similar architectural styles would typically utilize similar 

business rules.  For example, two computing systems using the client-server architectural 

style may reuse business rules identifying the constraints of particular connector methods 

(e.g. web service, remote procedure calls (RPC), etc).   Another benefit is the ability to 

easily identify violations to the constraints of a particular architectural element [58].  For 

example, if a component of the software architecture has a constraint of not being 

instantiated (e.g. a singleton), then if a change to the architecture creates an additional 

component of that type, the component instantiation will be a violation of that software 

architecture’s constraint.  The advantages of utilizing business rules during the design 

phase are:   

• flexible to changes within the software architecture, without the need to recode 

anything, 

• easily understood by technical and non-technical users, 

• can be computed to derive the right action for the set of conditions being enforced,  



28 

• may prevent potential business errors and mistakes, and   

• encourages reuse instead of writing new business rules 

If there is a violation of a business rule, this information can be immediately known and 

another business rule can be implemented to correct the violation [80].  Since business 

rules can be inferred this capability provides us a way to induce self-healing qualities in 

software architecture development with minimal user input.   

Our main objective is to provide a general solution where the software 

architectural elements and constraints on those elements can be described and enforced.  

Business rules are used as the methodology to reinforce constraints and provide 

corrective action to any changes to the software architecture that may violate those 

constraints.  Since business rules can be computed to automatically correct faults, we 

view this as a method to apply self-healing properties to software architectures to 

provide:  manageability, awareness, and health to the computing system.   

3.2 Utilizing Software Architectural Styles for Self-Healing Software 
Architecture 
 
 Using software architectural styles to constrain the design space of software 

architectures for self-healing has many benefits to include:  support for analysis reuse, 

code generation, and flexibility for system evolution.  In addition, architectural styles 

helps to identify which elements and conditions are susceptible to undergo change during 

run-time.  Run-time changes are identified as changes to processing entities as well as the 

connections between the processes, including connections between remote components 

[62].  Architectural changes that are not within the architecture’s specifications can 

introduce errors, faults, or failure to the system.  Since we are addressing this issue from 

the structural view of the software architecture, business rules can be used to implement 
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the rule logic for self-healing by defining the software architectural elements in the 

architectural style.  The current solutions support specific styles in specific domains, 

which are normally constructed within their own proprietary frameworks.  There is a 

need for a general solution where the following can be achieved: 

• business rules can define the architectural styles elements and constraints; 

• business rules can be extended to include modeling any proposed changes to the 

architectural elements; and  

• business rules can apply those changes to the software architecture with minimal user 

input, thus inducing self-healing qualities in the software architecture.    

3.3 Business Rules Approach to Self-Healing Software Architecture  
 

We propose a general framework that will analyze software architectures and 

based on how the architectural elements are patterned (e.g. software architecture style); 

we can produce a design specification of constraints on components, connectors and their 

interfaces.  Our theory is based on the premise that most computing systems are either 

designed from the common architectural styles, a hybrid of these styles, or a unique 

design stemming from some characteristics derived from these common architectural 

styles.  Some of the common architectural styles classifications are referred in [25], and 

maybe comprised of pipes and filters, data abstraction, object-oriented organization, 

event-based/implicit invocation, layered systems, repositories, and table driven 

interpreters.  We propose if we can show how to describe an architectural style’s 

elements and their constraints via business rules, then we can start to provide a solution 

where changes to the system can be automated, computed, and managed dynamically.  

Kramer and Magee [24] proposed an “Evolving Philosophers” solution where the 
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architectural elements (components, connectors, and their interconnections) can be 

specified as structural changes and then applied to an operational system to produce a 

modified system.  Since structural changes can be specified declaratively, we can 

annotate changes to architectural elements utilizing business rules.  Figure 3-1 below 

shows a high-level conceptual model of our proposed self-healing software architecture: 

 

Figure 3-1: Conceptual Self-Healing Software Architecture Model 

In our proposed self-healing software architecture (SHSA) model, we assume the 

software architecture specifications are analyzed during the design phase of the software 

development lifecycle (SDLC), whereas any changes to the design afterwards are noted 

and checked against the original design that is being implemented in the software 

architecture. We also assume the structural changes that occur in the software match the 

architectural elements that are already designed in the software architecture (in other 

words we assume there are no changes to the functional or behavior amongst the 

elements within each software architecture).  Although it’s difficult to determine all 

possible changes that may occur while designing the architecture, this methodology will 

assist the software architect and other stakeholders in identifying potential undesirable 

changes that may occur which may lead to errors, faults, or system failure. 

3.3.1 Self-Healing Software Architecture (SHSA) Methodology 
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 Based on the steps identified in Figure 3-1 (steps labeled 1-5), the following 

sections will discuss each step represented in our self-healing software architecture 

methodology model.    

   3.3.1.1 INPUT: Software Architecture  

  The input to our model is the software architecture as a document describing the 

architectural elements of the underlying architectural style.  This document can be written 

in various languages; however, the goal is to make sure the syntax being used to describe 

the software architecture can be parsed and machine-interpreted for further translation.  

As mentioned in Chapter 2, software architectural description languages (ADLs) are 

machine interpreted languages, normally written in XML or in some form of psuedo code 

that can be parsed and translated into machine code.  Figure 3-2 below illustrates an 

abbreviated ADL (written in ACME by Garlan et. al) for a simple client-server software 

architecture [76]: 

 
Figure 3-2: ADL for a simple Client-Server Architecture 

As illustrated in figure 3-2 above, the ADL will identify the architectural elements along 

with their constraints, interfaces, and if necessary pre- and post- conditions that are 

applicable to the architecture.  For our model, figure 3-3 illustrates the above ADL 

written as an XML document that identifies the LHS and RHS constructs that will be 

used to create the business rules (abbreviated): 
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Figure 3-3: XML for the simple Client-Server Architecture 
    

  3.3.1.2  STEP 1:  ANALYZE Process 

 The software architecture descriptions (ADL) are sent to the ANALYZE process 

which identifies the software architectural style, elements, and what constraints are 

imposed on the architecture.  The ADL represents the initial view of the structural 

requirements of the computing system design.  This initial view is identified as the 

original view of how the computing system is expected to behave.  If we were to 

introduce any changes to the initial view of the software architecture (e.g. extra 

architectural element, removal of an architectural element), we need to determine if this 

change violates any constraints that were originally designed for the software 

architecture.  This variation of the original of the software architecture represents an 

evolved version.  The ANALYZE process will identify any differences between the 

original (archA) and evolved versions (archA') by utilizing the diff function (similar to 

the method imposed by Taylor et al):   

 diff (archA, archA') = changes between the  two architectures.   

The diff function comes from the definition of the diff tool which is a file comparison 

utility that outputs the differences between two files [81].   For our methodology we 
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utilize the diff function to identify the structural changes between the original architecture 

and its evolved versions.  Any changes considered violations to the software 

architecture’s constraints will then be identified for correction.  These constraint 

violations will trigger an event to occur within the software architecture to correct it.  For 

the purposes of our methodology, we focus on the changes imposed on the component 

architectural element within the software.  We figure, since the component is one of the 

basic processing elements within the software architecture, any undesirable changes 

made to the component can produce faults within the system.  We also did not separate 

the component from its connector, therefore any changes made to the component we 

automatically assume the change affects the connector that is bound to that component.  

In addition, our model’s prototype concentrates on the following component changes 

(New Events triggered): 

• Component Created: will identify an extra component (Cj) and an extra connector 

(Nj); which will be deleted and unlinked (respectively) 

• Component Deleted: will identify a missing component (Ci) and a missing connector 

(Ni); which will be created and linked (respectively) 

Although our methodology will handle these two events, we are actually performing four 

actions (two actions for each event triggered on the following elements: Cj, Nj, Ci, Ni).  

We assume based on which component event is triggered, the connector event coupled 

with the component will also trigger. We also assume that we are implementing our 

corrective actions incrementally; meaning for each event triggered, a new evolved 

version of the original architecture is created and handled separately.  
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 Figure 3-4 below illustrates the Component State Transition diagram which identifies 

the events that are triggered when constraint violations are identified: 

Component State Transitions

Start
New

Create

Delete Unlink

Link

End

Component State Transitions

Start
New

Create

Delete Unlink

Link

End

 
Figure 3-4: Component State Transitions 

 

   Once the event is triggered, we utilize a merge function:  

 merge (diffs, archA') -> archA  

this is used to apply the diffs to the evolved architecture to correct any faults that violate 

the original architecture’s constraints. Although the triggered event yields the original 

architecture, we assume this original architecture (the corrected version) is an improved 

version of archA because we now have built in self-healing capabilities to handle specific 

constraint violations. The following table 3-1 identifies the basic business rules that are 

created based on the new event triggered: 

Table 3-1: New Event and Business Rules 

New Event Business Rules (BR) 

Component Created  

Delete (Cj, Cj+1, … Nj, Nj+1, ..) 

BRn:      If component Cj is created then component Cj is deleted 

BRn+1:   If connector Nj is created then connector Nj is deleted 

Component Deleted 

Create (Ci, Ci+1, … Ni, Ni+1, ..) 

BRn:      If component Ci is deleted then component Ci is created 

BRn+1:   If connector Ni is deleted then connector Ni is created 
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  3.3.1.3   STEP 2: Business Rules Engine (BRE) 

The BRE will translate the architectural descriptions to business rules and translate 

any events that are triggered by the diffs.  The BRE we use for our SHSA methodology is 

a single-localized engine that is used only for interpreting the original software 

architecture and its evolved versions.  The BRE can interpret the XML architectural 

descriptions through various methods, for example, there are special rule markup 

languages (e.g. Business Rules Markup Language (BRML), Relational-Functional 

Markup Language (RFML), and Extensible Rule Markup Language (XRML)) that can be 

used for easier translations from the ADL’s XML to actual business rules [74].  There’s 

the open-source tool called RuleML that has a rule editor which covers the entire rule 

spectrum, from derivation rules to transformation rules to reaction rules [74].  In addition, 

a suite of open-source tools that comprise the Drools Business Rules Management 

System (BRMS) by JBoss also includes a rule-editor to translate various XML file 

formats to business rules [73].  With the software architecture descriptions (ADL), the 

BRE executes business rules to enforce the constraints imposed by the software 

architecture.  The BRE will also infer additional business rules needed to describe any 

changes (e.g. diffs) made to the software architecture between the original and any 

evolved versions.   

One important aspect we must mention, conflict resolution, is required when there are 

multiple rules within the BRE. As firing a rule may have side effects on working 

memory, the rule engine needs to know in what order the rules should fire (for instance, 

firing ruleA may cause ruleB to be removed).  There are various conflict resolution 

algorithms for BRE and [5] covers several algorithms in his research.  For our 
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methodology we will employ a first-in-first-out (FIFO) conflict resolution strategy for 

our BRE.  FIFO is a depth based strategy dictated by the order of business rules 

activation. New activations are placed on the top of the agenda. If there are two or more 

rules, conflict resolution is used to put an order to the list.  Due to each Activation 

creation being given a unique number conflicts will not occur for this strategy [75].  This 

conflict resolution strategy is also one of the strategies employed in the Drools BRMS 

[73].  For our methodology, we apply business rules incrementally based on each event 

that is triggered from the diffs.   

   3.3.1.4  STEP 3: BRE Database 

The BRE interacts with a database to store and/or retrieve business rules.  The 

database does not have to be anything special and can be developed from any of the 

commercial resources available (e.g. Oracle, MySQL, Microsoft SQL Server, etc.).  

Whatever database technology is used, you must make sure the schema fits your business 

rules model (containing the appropriate attributes needed for the business rule.).  The 

model containing the attributes represents the database tables and columns that are 

needed to store the business rules correctly.   The storage mechanisms that interact with 

the BRE can be constructed in the following:   

• database systems, where each business rule is written as a database record;  

• data structure, which can be similar to a Tree (hierarchical) or a Hash table using keys 

and values to support lookup operations; or  

• file system, which will store the rules as a collection of files   

Most BREs are data-oriented and use data constructs stored in databases or other 

repositories for data management.     
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  3.3.1.5   STEP 4/OUTPUT: Suggested Repairs 

 The output of the self-healing software architectural model will be a candidate set of 

business rules that can be used as repairs for the software architecture diffs that violated 

the architectural constraints.  The software architecture owner can then use these 

suggested repairs to:  

• evaluate the software architectural design for any constraint violations;   

• evaluate the business rules to make sure they have the acceptable policies in place to 

handle the software architectural changes. 

The business rules can then be translated back into a LHS and RHS format.  Figure 3-5 

below illustrates an example of the suggested repairs in business rules format and its 

equivalent XML format: 

 

Figure 3-5: Suggested Repairs (Business Rules and XML format) 
 

  3.3.1.6   STEP5: Feedback  

 The OUTPUT from the BRE is then fedback and incorporated into the original 

software architecture to be used as a self-healing methodology to correct any constraint 

violations that were introduced from the architectural changes (e.g. diffs) for each 

evolved version.  Since the business rules produced from the diffs are stored, the new 
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business rules can be used to correct future faults that may occur which are similar to the 

corrected software architecture.   

 By following this methodology, we present the foundation to designing software 

architectures with self-healing capabilities.  In addition, using business rules will allow us 

to compute and predict changes that may occur in the system in the future, thus allowing 

us flexibility to respond to changes that have occurred which violated the software 

architecture’s constraints.   

3.3.2   SHSA: Bulletin Board Example – (Blackboard Architectural Style) 

To understand how to apply our self-healing software architecture (SHSA) 

methodology, we will revisit the steps mentioned in section 3.3.1 using a simple 

homogenous software architecture which is comprised of one architectural style and a 

limited set of architectural elements and constraints.  The Bulletin Board is a type of 

blackboard/repository architectural style that is comprised of a controller and generic 

components that behave as Knowledge Sources (KS) [48]. The KS are separate, 

application-dependent knowledge; the connectors represent asynchronous messages 

between the components.  In our Bulletin Board example, we have three components 

(N1, N2, N3):  one Controller (N1) and two Knowledge Sources (N2 and N3).  Each 

component has the following set of responsibilities: 

• N1 (Controller) is responsible for task coordination and negotiation of messages 

• N2 (KS) is responsible for sending and receiving messages via C1 (connector) 

• N3 (KS) is responsible for sending and receiving messages via C2 (connector) 

as well as the following constraints:  

1. N2 and N3 communicate via shared repository of N1   
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2. N2 and N3 indicate their interest in certain types of info 

3. N1 will only support N2 and N3 communications 

We assume there are no pre- and post- conditions for this architecture.  Figure 3-6 below 

illustrates our software architecture: 

 
Figure 3-6: archA represents a simple homogeneous software architecture with  

one architectural style 

3.3.2.1   INPUT: Software Architecture 

The input to the SHSA will be the software architecture description (e.g. ADL) of 

all the architectural elements along with its constraints, pre- and post- conditions.  For our 

example, archA is a blackboard architectural style with specifications that can be written 

in a description language similar to an XML typed language, shown in figure 3-7 below: 

 

Figure 3-7: XML example of an ADL 
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From the ADL, we are able to identify the architectural elements and type of architectural 

style the elements represent.  As stated previously, this XML description also identifies 

the LHS and RHS constructs to facilitate translation into business rules. 

3.3.2.2  STEP 1:  ANALYZE Process 

Once the ADL is received, the ANALYZE process will perform the following duties: 

A. Identify the architectural elements and business rules translation 

• The ANALYZE process identified the architectural elements for the Bulletin 

Board (which is based on the Blackboard architectural style).  Three components 

and two connectors comprise this software architecture, and there are some 

constraints that dictate how the components and connectors interact.   

• The ADL is sent to the business rules engine (BRE) for translation into business 

rules.  Figure 3-8 represents an example of the business rules that will be 

translated from the ADL represented in Figure 3-7: 

 

Figure 3-8: Business Rules for Bulletin Board software architecture 
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• The diff function is applied to each incremental change made to the software 

architecture and the evolved versions of the architecture are compared to the 

original:   

diff (archA, archA') = changes 

If the changes made to the original architecture violate the constraints of the 

architectural style, then the ANALYZE process will validate the changes (e.g. diffs) and 

determine which new event is triggered.   

 →   

Figure 3-9: software architecture archA has changed yielding archA' 

In Figure 3-9 above, archA (original) has been changed to yield archA' (evolved 

version).  The evolved version is shown with additional architectural elements 

(component N4 and connector C3).  Assuming these additional elements were not 

expected behavior, the ANALYZE process must determine the validity of these 

additional architectural elements.  

B. Validate the diffs according to the constraints of the architectural style 

• The ANALYZE process will then evaluate the new component created N4 in 

archA' to determine if this additional component is acceptable according to the 

constraints of the architectural style.  In this case, the additional component N4 in 

archA' violates constraint #3 which stated: 
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N1 will only support N2 and N3 communications 

In addition, there’s a corresponding business rule, which stated: 

BR5: If the component N is a type controller then max-concurrent-KS = 2 

The aforementioned constraint restricts additional components of type KS to be 

instantiated and communicated with the Controller component.    

C. Events are triggered based on the diffs  

If the software architecture changes violate the constraints, any diffs identified in the 

software architecture will determine what type of event will be triggered.  In the above 

Bulletin Board example, archA' had an additional component created and this additional 

component was a violation to the constraints identified within the underlying software 

architecture (based on the blackboard architectural style).  Before we apply the 

component state transitions to determine what actions should be processed, we assume all 

transactions involving the components and connectors that are impacted by this change 

have been completed before any processes can proceed to correct the diffs.  We also 

assume that the components that are being compared match with regards to their 

functionality and behavior within the software architecture. The following actions will 

apply for this triggered event: 

New Event: Component created – identifies the following undesirable changes:  Extra 

component (Cj) and an extra connector (Nj):     

• Delete extra component (Cj) 

• Unlink the extra connector and delete (Nj) 

• End process 
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By following the triggered event processes, we have the ability to correct any changes to 

the original architecture that violated a constraint. The following merge function 

represents how the diffs will be applied to the evolved architecture:   

merge (diffs, archA') -> archA 

→   

Figure 3-10: Correction of evolved architecture (archA') 

Figure 3-10 above illustrates how the evolved version is corrected by utilizing the merge 

function, which deleted the extra component and connector.  The ANALYZE process 

will continue to apply the diff and merge functions for each incremental change that 

violates the constraints within the software architecture.    

3.3.2.3  STEP 2: Business Rules Engine (BRE)  

As mentioned previously, the BRE defines the business rules from the 

architectural elements and constraints described in the ADL.  The BRE also defines the 

business rules that are inferred based on the events triggered during the ANALYZE 

process.  From our Bulletin Board example, table 3-2 lists the general business rules that 

are created from the diffs triggered by the New Event:     
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Table 3-2: Business Rules for the New Event 

New Event Business Rules (BR) 
 

Component Created BR13: If Cj of type KS is created, then Cj is deleted 

BR14: If Nj of type RPC is created, then Nj is deleted  

 

In this simple example, new business rules were defined; however, some of these 

business rules could have been stored and/or retrieved from the business rules database.  

Instead, the BRE used an inference mechanism (e.g. forward chaining, backward 

chaining, or a mixture of both) to determine which business rules will be applicable for 

the defined constraints and the associated diffs.      

   3.3.2.4   STEP 3: BRE Database 

When applicable, the business rules for the self-healing software architecture 

(SHSA) are stored and retrieved from the database and populated as part of the candidate 

set of business rules.  There are various methods to store business rules (e.g. in the form 

of a database system, data structure, or a collection of XML files on a file system) [5].  

Research such as [5] explored the advantages and disadvantages of each method and 

settled on storing the business rule statements as hash tables.  Hash tables were chosen 

because they provide operational flexibility and improved performance [5]. All business 

rules created from the software architecture and from the triggered events are stored in 

the database for that software architecture that is being evaluated. 

3.3.2.5   STEP 4/OUTPUT: Suggested Repairs   

The suggested repairs represent the business rules to correct the faults in the 

evolved software architecture version.  Figure 3-11 represents the XML formatted 
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business rules document that was translated from the business rules created from the 

bulletin board example: 

 

Figure 3-11: Business rules for suggested repairs 

In order for the suggested repairs document to be applied to the software architecture, the 

document is constructed in a format that can be easily parsed into business rules.  In this 

example, we extended the original XML style of the software architecture descriptions by 

identifying the antecedent (LHS) and the consequent (RHS) of the business rules.  This 

construct makes it easier to apply to the software architecture and create faster business 

rules for future changes; which alleviates the BRE from re-creating business rules that 

were already defined to correct the faults for that particular software architecture.   

3.3.2.6   STEP5: Feedback 

The suggested repairs are then fedback into the software architecture to enforce 

the constraints set by the underlying architectural style.  In our Bulletin Board example, 

the architectural style did not support the creation of an additional Knowledge Source 

(KS) component; therefore, this extra component was identified as a fault which triggered 

a new Component Created event.  Business rules were then created to correct the extra 

component and its connector by deleting them from the evolved version.  The created 

business rules are stored in the repository and will be identified as suggested repairs to 
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enforce the architecture’s constraint and prevent this particular fault from occurring 

again. Once these business rules are created to address this type of fault for this particular 

software architecture, we further postulate this action is self-healing because we have a 

methodology to address correcting software faults during software architecture design 

with minimum or no human interaction.     
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Chapter 4:  Heterogeneous Software Architecture 

As seen in Chapter 3, we discussed simple software architectures that were 

homogeneous in composition.  In contrast, majority of today’s complex systems are not 

comprised of one software architectural style; but instead include heterogeneous 

architectural styles that are used to create a hybrid, composable, or composite computing 

system.  According to Garlan and Shaw [8], there are generally three ways to organize 

heterogeneous software architectures: 

1. hierarchical, whereas all components are connected using one architectural style; 

however, each component invokes a different architectural style; 

2. mixture, whereas there’s a mixture of connectors to a single component (e.g. a 

component is part of a pipe and filter but can access a central repository); or 

3. complex, whereas various components and connectors access different 

architectural styles 

Figure 4-1 demonstrates our view of two software architectures: one 

homogeneous and the other heterogeneous: 

 

Figure 4-1: Homogeneous vs. Heterogeneous Software Architectures 
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An example of today’s computing system with heterogeneous software 

architectural styles is the ATM (automatic teller machine) bank machine; which 

processes ATM transactions by connecting to a central data repository for accessing 

customer account information.   Given the large number of alternative architectural 

styles, it’s difficult to know which architectural style maybe best suited for the computing 

system being developed.  This is normally sorted out during the requirements phase of 

the software development life cycle to weigh the advantages and disadvantages of each 

architectural style in order to develop the best system for the its intended purpose.   

In chapter 3 we discussed how simple software architectures can be analyzed 

based on its architectural style to identify its architectural elements and the constraints 

that bind the relationships between the elements.  From the ANALYZE process we have 

the ability to take two views of the system (original and evolved versions) and compare 

any structural changes that have occurred.  From these changes we triggered events to 

compose business rules to correct any changes that violated the architecture’s constraints 

(e.g. faults).  The business rules defined allowed us to induce self-healing qualities 

because we have the ability to correct software architecture faults with minimal user 

input.  In this chapter we will further leverage our self-healing software architecture 

(SHSA) methodology and apply it to more complex, heterogeneous software architecture. 

4.1 Self-Healing Heterogeneous Software Architecture  

In order to demonstrate how our self-healing software architecture (SHSA) 

methodology is applicable to architectural element changes within heterogeneous 

software architectures, we want to make sure we have the ability to address the following 

concerns: 
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• Ability to distinguish between different architectural elements 

• Ability to specify stylistic behavior of the architectural elements 

• Ability to specify rules and constraints for the behavior of the architectural elements 

• Ability to use multiple architectural styles in an application 

In order for us to understand how the aforementioned concerns will be addressed, we 

created another software architecture example that is typically heterogeneous; the online 

banking system. The next section will present a case study utilizing the online banking 

system example to demonstrate how to apply our self-healing software architecture 

methodology. 

4.2 Case Study:  Online Banking System 

Internet banking systems can be comprised of various software architectures; 

however because of the nature of banking transactions, most of the communications 

occurs between clients and the various servers and back-end database(s) that store 

customer data. Since many online banking systems are accessible 24-hours 7-days a 

week, the Client’s web application will run continuously, even if the back-end becomes 

unavailable (although the client maybe prevented to continue accessing certain 

transactions). Of course, this case is bidirectional, meaning when the web is not available, 

the back-end database will continue working [67].  As stated earlier, a typical online 

banking system can be implemented in various ways; however to demonstrate our 

methodology, we chose an online banking system that is on a distributed network and is 

accessible via a client web-browser which authenticates to a web server to access various 

client and account details stored within the bank’s application and back-end database 

servers.  Figure 4-2 below represents a high-level view of a typical online banking 
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system:

 

 

Figure 4-2: Online Banking System 
This online banking system is an example of a heterogeneous software architecture 

consisting of two architectural styles: client/server architectural style and the layered 

architectural style (as seen in the Application Server).  The client/server architectural 

style describes distributed systems normally between a client and one or more servers, 

where the client initiates one or more requests, waits for replies, and processes the replies 

on receipt. The server typically authorizes the client and then carries out the processing 

required to generate the requested results [63]. The server may send responses using a 

range of protocols and data formats to communicate information to the client. The client 

accesses the web server which then accesses the application server (as a layered 

architecture) via HTTP (hypertext transport protocol).  The application server’s layered 

architectural style consists of two layers [63]: 

• Business layer - This layer implements the core functionality of the system, and 

encapsulates the relevant business logic. It generally consists of components, some of 

which may expose service interfaces that other callers can use. 

• Data layer - This layer provides access to data hosted within the boundaries of the 

system, and data exposed by other networked systems; perhaps accessed through 
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services. The data layer exposes generic interfaces that the components in the 

business layer can consume. 

Layered architecture focuses on the grouping of related functionality within an 

application into distinct layers that are stacked vertically on top of each other.  

Functionality within each layer is related by a common role or responsibility.  

Communication between layers is explicit and loosely coupled therefore supports 

flexibility and maintainability.  With strict layering, components in one layer can interact 

only with components in the same layer or with components from the layer directly 

below it. More relaxed layering allows components in a layer to interact with components 

in the same layer or with components in any lower layer [63]. 

4.2.1 Software Architecture   

In demonstrating our methodology, we must further decompose our online 

banking system (represented in Figure 4-2) to identify the architectural elements within 

the system.  Figure 4-3 below illustrates the architectural elements for the online banking 

system: 

 

Figure 4-3: Online Banking System Diagram (archA) 
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Our original heterogeneous software architecture consists of the following nodes: 

Client, Web Server, Application Server, and Database Server.  The Client and Servers all 

interact in Client-Server architectural style; however within the Application Server, the 

Layered architectural style exists with several components.  Each node contains 

components that are responsible for various processes within the online banking system.   

• Client - contains the client’s user interface component. 

• Web Server - contains the web interface component for accessing the banking 

institution and will receive Client’s requests and send responses from the application. 

• Application Server - contains the business logic and data components and will 

process client’s requests from the Web server and send application responses back to 

the Web server via the Database server. 

• Database Server - contains the back-end database component which houses the entire 

data store for the bank’s clients to include user names and passwords. The data store 

component interacts with the other components in the Application Server to store and 

retrieve data used throughout the online banking system. 

In order to identify which component and connectors are associated with each node, 

we must define the component and connector types and identity how their interfaces 

interact with each other.  Figure 4-4 below represents an abbreviated example of the ADL 

for our online banking system software architecture.  The ADL identifies the architectural 

elements as a software architecture description example (shown in an abbreviated psuedo 

code) of the architectural elements for the online banking system.   Although the ADL 

shown in Figure 4-4 below is not written in XML, a program can be used to parse this 
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ADL into a construct (preferably LHS and RHS) for easier translation for business rules 

to be created.   

 

Figure 4-4: Online Banking System ADL 
From the ADL, we can extrapolate some of the following component and connector 

constraints: 

1. The Client component only interacts with the Web Server component 

2. Only one client component can interact with the Web Server component at a time 

3. The client and Web Server components communicate via HTTP 

4. The Application Server contains only two Business components and two Data 

components 

Also as part of the architectural descriptions, we can identify the pre- and post- 

conditions that are necessary for the online banking system to function: 

Pre-conditions 
 
• If a customer has an account then the customer can access online banking 

• If customer has a valid user ID and password then customer can access their online 

account 
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• If the customer cannot be authenticated then the customer cannot access their account 

Post-conditions 
 
• Each customer attempt to access their account is logged with the bank’s back-end 

database 

Although the pre- and post- conditions are part of the software architecture, these 

architectural elements tend to address the component’s functional aspects.  As mentioned 

earlier, our methodology concentrates on the structural aspects of the software 

architecture and therefore considers any discussion on the component functionality to be 

out of scope for this thesis.   

4.2.2 ANALYZE Process and BRE 
  

Based on the ADL and the constraints imposed on the software architecture, the 

following Figure 4-5 below represents a subset of the business rules that were defined 

from the ADL in the Business Rules Engine (BRE): 

 

Figure 4-5: Business Rules from ADL (a) 
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Figure 4-6:  Business Rules from ADL (b) 
 

From the ADL and the list of business rules we know the identity of each of the 

architectural elements in the software architecture to include which architectural style the 

element is associated with.  This information is important because it will assist in 

distinguishing the constraints imposed on specific architectural elements within the 

heterogeneous software architecture.  

Based on our architectural descriptions for the online banking system, there are 

several constraints imposed upon this software architecture that may result in a potential 

error or fault. We review and compare the original software architecture (archA) with any 

evolved versions (archA') to determine any architectural element changes using the diff 

function:  

diff (archA, archA') = changes   

The diff function will identify any changes that occurred from which the ANALYZE 

process will use to decide if any of the diffs violate the architectural constraints.  Figure 
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4-7 below demonstrates incremental changes that occurred in our online banking system 

software architecture:   

 

Figure 4-7:  Evolved version of the online banking system (archA') 
The changes that occurred in our software architecture have violated the following two 

constraints (#2 and #4): 

2. Only one client component can interact with the Web Server component at a time 

4.    The Application Server contains only two Business components and two Data 

components 

If there were changes that occurred in the software architecture which did not violate any 

of the constraints, then those changes would be left alone.  The ANALYZE process must 

be able to distinguish between the expected, desirable changes with the unexpected, 

undesirable changes.  In doing so, this process will then determine which event should be 

triggered based on the diffs between the two architectures.  For this example, the event:  

Component Created will be triggered to incrementally correct any of the violated 

constraints. 

New Event: Component Created – identifies the following undesirable changes:  

Extra component (Cj) and an extra connector (Nj):     
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• Delete extra component (Cj) 

• Unlink the extra connector and delete (Nj) 

• End process 

Since this example identifies more than one diff, that will trigger the same event, we need 

to make sure we identify which architectural element will need to be corrected.  As stated 

earlier our current implementation of the self-healing software architecture (SHSA) 

handles each change incrementally, meaning one change is implemented at a time and 

subsequent changes will be implemented in additional evolved versions (e.g. archA'n, 

archA'n+1, ….) respectively.  However, in future implementations of the SHSA 

methodology, we may use the first-in-first-out (FIFO) approach to create the business 

rules, from which each violation is addressed based on the ordering of the constraints.  

This means during the merge function: 

merge (diffs, archA') -> archA  

will correct constraint #2 then #4.  Table 4 below represents the business rules that are 

created to correct each of the constraints: 

Table 4-1: Business Rules for the New Event: Component Created 

New Event: Component Created Business Rules  

Delete extra component (Cj) BR23:  If N' is of type Client and the component is 

a Web_browser then N' is deleted 

Unlink the extra connector and delete (Nj) BR24: If N' is of type Client and the component is 

a Web_browser then the connector of type HTTP to 

connect N' of type Client to N of type Server is 

deleted 
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Delete extra component (Cj+1) BR25: If N' is of type Server and the component is 

a Data then the component is deleted 

Unlink the extra connector and delete 
(Nj+1) 

BR26: If N' is of type Server and the component is 

a Data then the connector of type TCP/IP to 

connect N' of type Server to N of type Server is 

deleted 

 

4.2.3 BRE Database, Suggested Repairs, and Feedback 

All business rules created for the software architecture and the diffs are stored to 

be reused as necessary.  The ability to store and retrieve business rules allows us to 

provide a mechanism to constrain, validate, compute, approve, or perform any operation 

that can be expressed as a valid rule.  These business rules are especially useful during 

the design phase because the business rules created to correct the faults provides the 

software architect with a mechanism to address similar faults that may occur due to 

changes within similar software architectures.  Figure 4-8 below illustrates an abbreviated 

XML formatted business rule document for the suggested repairs: 

 

Figure 4-8:  Suggested Repairs for Online Banking System 
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The suggested repairs illustrated in Figure 4-8 represent an ADL constructed in the LHS 

and RHS format that is created from the business rules that were outputted from the BRE.  

This ADL can then be applied to the original ADL written for the online banking system 

software architecture. 

The business rules that are created from the self-healing software architecture 

methodology induce self-healing characteristics because the methodology provides a 

logical mechanism to be used during the design phase to handle and correct undesirable 

changes that may produce faults which may lead to system failure; with minimum user 

input. 
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Chapter 5:  Verification and Validation of the Self-Healing  
Software Architecture Methodology 

 
 
 As our self-healing software architecture methodology is applied during the 

design phase, it is important to verify the changes that may be introduced within the 

software architecture.  These changes should also be validated to ensure the software 

architecture holds true to its original purpose and maintains enough flexibility to handle 

changes that do not violate any architectural constraints.  Verification refers to activities 

that ensure the software correctly implements a specific function; whereas validation can 

be defined as a set of activities that ensure that the software that has been built is 

traceable to customer requirements [68].  In order to accomplish verification and 

validation of our self-healing software architecture methodology, we must test the 

business rules within the context of the software architecture we are designing.  Software 

testing is an investigation conducted to provide stakeholders with information about the 

quality of the product or service under test [69].   Software testing can also be stated as 

the process of verifying and validating that a software program/application/product [69]: 

• meets the business and technical requirements that guided its design and 

development; 

• works as expected; and 

• can be implemented with the same characteristics 

There are various methods to conduct software testing; however, for our self-healing 

software architecture methodology, we are using the System Testing method.  System 

Testing is a process of performing a variety of tests on a system to explore functionality 

and/or identify problems [70].  We are utilizing System Testing as a mechanism to test all 
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components and modules that are new, changed, affected by a change, or needed to form 

the complete application. For our methodology we want to perform system testing on the 

software architecture to verify if the business rules that were created for the original 

software architecture and any evolved versions were valid. In doing so, we created a 

tactic to identify test cases that can be checked to answer the following questions: 

1. Did the triggered events yield the correct business rules? 

2. Did the business rules correct the violated constraints (faults)? 

A test case is a set of conditions or variables under which a tester will determine whether 

an application or software system is working correctly or not [71]. It is important for 

business rules to be explicitly tested within the context of the software architecture being 

designed.  This process will help to discern if the rules are wrong, redundant, or in 

conflict.  Answering the first question, determines if the triggered events that are invoked 

based on the changes made to the original software architecture produce the correct 

business rules.  The second question, determines if the business rules created from the 

triggered events corrected the faults and enforced the architectural constraints of the 

underlying architectural style.  

5.1. Self-Healing Software Architecture Methodology Test Cases 

 In order for us to determine if the business rules created actually self-healed the 

software architecture fault, we need to verify and validate the events that triggered the 

business rules.  We have decided to address verification and validation by creating test 

cases that will be used to identify if for one, the triggered events yield the correct 

business rules and two, if the created business rules corrected the faults.  In one of our 

examples in Chapter 3, we discussed a case where an extra component was created; 

http://en.wikipedia.org/wiki/Software_application�
http://en.wikipedia.org/wiki/Software_system�
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which violated one of the software architecture’s constraints. Revisiting the Client-Server 

example in Chapter 3, the following are the software architectural elements and its 

constraints:  

• N1 is a type of Server component 

• N2 and N3 are a type of Client component 

With the following two constraints: 

1. Only two client components can interact with the server component at a time 

2. The connector protocol used between the Server and Client is RPC (remote procedure 

calls) 

Remote procedure calls (RPC) are inter-process communication that occurs between a 

Client and a remote Server whereas, the client initiates a request and the remote Server 

responds to that requests [82].   

Figure 5-1 below represents the ADL for this software architecture: 
 

 
Figure 5-1: ADL for simple client-server software architecture 

 

As discussed in Chapter 3, the software architectural descriptions (e.g. ADL) would be 

written in a format (preferably in the LHS – RHS constructs) that can be translated into 

business rules by the business rules engine (BRE).  Figure 5-2 below illustrates a change 

that has occurred in the original architecture (archA) which yielded the evolved version 

(archA'): 
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Figure 5-2: software architecture archA has changed yielding archA' 

 For the sake of brevity, we graphically show in the above example, how archA' 

represents a violation of constraint #1; which has an extra client component created (N4) 

that interacts with the server (N1).  The violation is against constraint #1 because 

constraint #1 states: 

1. Only two client components can interact with the server component at a time 

From this example, we can build a test case that will analyze when a change to the 

software architecture triggers an event.  A Rule Base (RB) contains a subset of rules that 

are built based on the predicate clauses, which are the statements we want to use to test 

against. If you recall we are testing for two things: 

1. Did the triggered events yield the correct business rules? 

2. Did the business rules correct the violated constraints (faults)? 

As stated earlier, we must first build a Rule Base (RB) to use as a subset to the software 

architecture we are designing.  The following RB example will look like such [72]: 

• V(a) – stands for “created component is a client” 

• D(b) – stands for “created component connector is a type RPC”  

• E(a) – stands for “created component is a server” 

• G(b) – stands for “created server connector is a type RPC” 

*Letters a,b,c denote constant terms 
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We can then convert the RB into the following business rules which describes the 

semantics of the business rules within the software architecture’s BRE that can be 

violated: 

• V(a) – stands for “created component is a client” 

o Business Rule1:  If V(a) then delete  

• D(b) – stands for “created component connector is a type RPC”  

o Business Rule2:  If D(b) is created then delete 

• E(a) – stands for “created component is a server” 

o Business Rule3:  If E(a) is created then delete 

• G(b) – stands for “created server connector is a type RPC” 

o Business Rule4:  If  G(b) is created then delete 

From the RB a Fact Base (FB) can be built.  A FB helps us to build a model that is 

representative of the RB that was created for the test case.  The following is an example 

of our FB: 

 FB = {V(a), D(b), E(a), G(b)} 

This FB states a set of RBs that can be used to build a model for test cases.  From this 

built model, we can then extrapolate a partial model with the following representation: 

• Partial model (MOD1) is expressed that contains two business rules that were created 

from the RB (a component is a client and the client connector is RPC) : 

o MOD1 = {V(a), D(b)}, {} 

• V(a) – stands for “created component is a client” 

– Business Rule1: If V(a) then delete  

• D(b) – stands for “created client connector is a type RPC”  
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– Business Rule2: If D(b) is created then delete 

The Test Case #1 (TC1) is sent with the transaction example to query the database for the 

appropriate business rules.  We are checking for specific business rules that should exist 

if the proper event was triggered.  And in this case, there are dependent business rules 

that should also exist and be checked (yield => TRUE).  The following represents this 

example: 

• TC1: Transaction: querying the rule engine and/or database with V(a) and D(b) 

should yield true 

o TC1 {?V(a) => true, ? D(b) => true} 

• BR1: If the component created is a client then the component is 

deleted  

– If TRUE; the associated Business Rule: 

• BR2:  If the created client connector is a type RPC then the client 

connector is deleted  

– Should also yield TRUE 

In our above TC1, we have shown how to build a test case to answer the first question: 

1. Did the triggered events yield the correct business rules? 

If querying the rule engine and/or database for the above business rules in TC1 yield true, 

then we can validate the correct business rules were created for the triggered event. 

Although our first test case (TC1) answered our first question, we still have to create a 

second test case (TC2) to answer the second question: 

2. Did the business rules correct the violated constraints (faults)? 
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 To answer question 2, we can query the database to verify the business rules created for 

the software architecture does not include a business rule that violates the constraint. So 

for example, we can create another RB set to test for a specific constraint, which in our 

client-server example we have the following constraint to check for: 

1. Only two client components can interact with the server component at a time 

The RB will be represented as the following predicate clause: 

• V(a) – stands for “created component is a client” 

We can then convert the RB into the following business rules which describes the 

semantics of the high-level business rule within the software architecture’s BRE that can 

be violated: 

• V(a) – stands for “created component is a client” 

o Business Rule1:  If V(a) is > 2 then delete  

Since this model is already partial, we can go directly to creating a test case to check if 

more than one client has been created.  The Test Case #2 (TC2) is sent with the 

transaction example to query the database for the appropriate business rules.  We are 

checking for a specific business rule that should exist if the event triggered did not 

correct the violated constraint.  The following represents this example: 

• TC2: Transaction: querying the rule engine and/or database with V(a) should yield 

true  

o TC2 {?V(a) => true} 

• BR1: If the component created is a client and is > 2 then the 

component is deleted  
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– If TRUE; then we can validate the business rule did correct the 

violated constraint. 

Although the client-server example represents a trivial case to explain how we conducted 

system testing utilizing test cases, we realize depending how complex the software 

architecture is; the test cases can become quite difficult and may consist of several 

statements in order to achieve the right amount of coverage. 

5.2. Test Case Scenarios  

We decided to use test cases to verify and validate the business rules for our 

methodology because test cases gives us the flexibility to provide automated coverage of 

the data represented in the business rules database.  In building our test cases, we can 

gather information that can be written in such a way to model how the actual software 

architecture is supposed to function.  Business rules can then be converted into some 

form of query language (e.g. structured query language (SQL)) which can be used to 

evaluate against the database.  From the SQL statements, the results can be evaluated and 

additional test cases can be created to verify and validate the business rule.   
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Chapter 6:  Conclusion and Future Work 
 
 
6.1 Conclusion 
 
 This thesis represented a novel approach to address software architecture changes 

during the design phase of the software development life-cycle (SDLC).  Our self-healing 

software architecture (SHSA) methodology utilizes business rules to describe and correct 

changes that may occur in the software architecture which violate the architecture’s 

constraints.  Traditionally, business rules are integrated in the implementation phase of 

the SDLC; however, introducing business rules in the design phase allows more 

flexibility in how to manage and/or correct changes that violate the software 

architecture’s constraints.   

 In describing our approach we identified how our methodology would be 

employed to address constraint violations in homogeneous as well as heterogeneous 

software architectures by identifying the architectural styles that represent the 

underpinnings of the software architecture and how that style(s) may be used to enforce 

the software architecture constraints.  We introduced business rules as the methodology 

because we wanted to utilize a rule methodology that is non-proprietary, available and 

easy to use, and due to its natural-like language, easily understood.   

In the Introduction, we discussed the shortcomings of the existing approaches to self-

healing software architecture, and asserted how our approach addresses each of the 

shortcomings.  To summarize the shortcomings and how we address these shortcomings 

we offer the following explanations: 

1. The approaches only work within a restricted domain and addresses specific software 

architectures,     
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We have demonstrated in this thesis how our methodology can be applied to several 

software architectures (to include homogeneous and heterogeneous software architectures 

with many architectural styles) 

2. The approaches utilize proprietary rule logic that make it nearly impossible to use 

separately from the domains the logic was created to operate within, 

Our approach utilizes business rules as the rule logic.  Business rules are natural-like 

language IF-THEN-ELSE constructs that can be used by anyone without any proprietary 

concerns.   

3. Some of the approaches have limited flexibility regarding the type of software 

architectural changes their self-healing solution can address,  

 Our approach identifies the structural architectural changes that can occur between the 

components and connectors regardless of their function and/or behavior.  

4. The prior approaches lack ways to automate and compute software architectural 

changes  

Since we use business rules as the rule logic to represent the software architectural 

changes, we have the ability to infer, automate, and compute business rules utilizing the 

business rules engine (BRE). 

We also discussed how the business rules can be verified and validated by using test 

cases to ensure the following are answered: 

1. Did the triggered events yield the correct business rules? 

2. Did the business rules correct the violated constraints (faults)? 

We explained how to build a rule base model and a fact model to assist in facilitating 

business rules to query the database to answer the aforementioned questions.   
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6.2 Future Work 

The topics examined in this dissertation have provided a framework to induce 

self-healing qualities into the software architecture during the software development life-

cycle design phase.  The methodology used in this dissertation can be applied to the 

designing of any software architecture where constraints should be enforced by the 

architectural style.  Although this work addressed single changes occurring within the 

software architecture, the use of business rules as the rule logic can be extended to 

address the following: 

• More than one change occurring simultaneously that may violate the software 

architecture constraints.  This adjustment would require a more detailed change 

management procedure that will track the proposed changes and identify which 

changes provide optimal advantages.   

• More complex architectural changes (e.g. functional and behavioral) in addition to the 

structural changes that may violate constraints.  Handling these additional 

architectural features would require business rules to be more complex and have 

granularity into the software architecture.  Extending our methodology into this area 

would also minimize the use of architectural styles to assist in enforcing constraints, 

since architectural styles tend to be more abstract (e.g. black box) to what the 

architectural elements functional and behavioral features are comprised of.   

Another area we would like to explore dealt with more methods to perform the 

verification and validation of business rules.  This may include algorithms for 

consistency checking of the various types of business rules that can be created besides 

inferred rules (e.g. redundant rules, subsumed rules, etc.).  In addition, we may need to 
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investigate various business rule testing frameworks in order to verify and validate the 

correct business rules were created to handle the constraint violations.  One example of 

an automated testing framework that seems promising is the Business Rules-Based Test 

Automation [83]. 

Finally, this list of open issues, problems, and future work topics is not 

exhaustive. It is likely that other ideas for possible applications, extensions or 

improvements may exist in very different problem domains and disciplines. Although we 

discussed changes within software architectures, we realized this approach may have 

applicability across multi-disciplines to include computer security.  With regard to 

computer security, we can employ this business rule approach to address changes in 

computer operating systems (similar to applying software patches) to prevent various 

faults (e.g. unauthorized access, etc.).  Whatever the case may be, we hope the results 

from this research serve as the groundwork to provide answers to existing or new 

problems within the software architecture field or any other field this research is 

applicable to. 
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