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Abstract of Praxis 

 

Super-Resolution Enhanced Real-Time Detector 
For Small Objects in Aerial Imagery 

 

Small object detection in aerial imagery remains difficult because targets often 

occupy only a few pixels, particularly after the tiling, resizing, and early backbone 

downsampling of detection transformers. Real-time oriented detection transformers such 

as RT-DETR can deliver strong NMS-free performance, but their fixed input resolutions 

and multi-stage downsampling can weaken the spatial cues needed to detect and precisely 

localize small, densely-packed objects. 

This praxis evaluates whether inserting a lightweight super-resolution (SR) front 

end before feature extraction can mitigate that resolution bottleneck. An EDSR-based 

super-resolution module is integrated into two detector families, producing SRT-DETR 

and SRF-DETR variants at multiple scaling factors. The models are evaluated on a tiled 

DOTA validation set, with inference-time resizing matched to each detector family’s 

native input constraints/recommendations. Performance is reported using COCO-defined 

metrics, overall and stratified by object size, alongside real-time deployment-oriented 

efficiency measurements. 

Across both detector families, integrating super-resolution improves small object 

detection relative to the corresponding baselines, some by greater than 20%, with latency 

remaining under 50ms in the best model, and within 10% of the baseline, indicating that 

while accuracy gains are accompanied by increased compute overhead, they remain 

deployable in some real-time environments. 
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Chapter 1 – Introduction 

1.1 Background 

The detection of small objects in aerial imagery is essential for applications such 

as disaster response, surveillance, and military operations. These scenarios often require 

rapid and precise identification of objects, which can include stranded individuals in 

disaster zones, unauthorized vehicles, or drones in restricted airspace. Small objects, 

often defined as those occupying fewer than 32x32 pixels, present significant challenges 

due to their limited spatial resolution, low visibility, and lack of meaningful features for 

detection algorithms (Lin et al., 2014; J. Luo et al., 2024; Rekavandi et al., 2026). 

Common problems for detecting small objects are occlusion of objects, low image 

contrast, and variable lighting conditions. Recent research studies have applied deep 

learning to address these issues (Aamir et al., 2024). In military reconnaissance and 

disaster response, accurate small object detection for targets like armored vehicles, tanks, 

survivors, and infrastructure is critical. Surveillance systems also rely on accurate 

detection of small objects to identify potential threats in crowded or expansive areas.  

While accuracy has been improved by modern detectors like Faster R-CNN and 

YOLO, they still struggle with low-resolution objects of few pixels. Eliminating the need 

for Non-Maximum Suppression (NMS), models like the Real-Time Detection 

Transformer (RT-DETR) and the Roboflow Detection Transformer (RF-DETR) have 

achieved competitive accuracy. These models, however, still rely on downsampled 

feature maps, so there may be few feature cells representing small objects. Stemming 

from this limitation, Super-Resolution (SR) methods that enhance fine-scale information 

while keeping latency low (for potential real-time application) have been implemented. 
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Some of these methods have shown improved performance, including ESRGAN 

(Enhanced Super-Resolution Generative Adversarial Network). Rather than being 

directly integrated into the detector’s architecture, research indicates it has been more 

common to use SR as a separate preprocessing step, perhaps related to concerns of 

increasing latency and compute resources. 

In this praxis, integrating a lightweight SR front end into real-time detection 

transformers is pursued as an alternative, with the goal of increasing detection 

performance on small objects while mitigating increases in compute. Applications 

including UAV (Unmanned Aerial Vehicle) surveillance would benefit from such 

systems that increase accuracy without exploding compute. 

1.2 Research Motivation 

More traditional object detection models have performed well on medium and 

large objects, but they struggle with small objects, at least in part because of the 

information loss during downsampling. The feature pyramids and multi-scale training of 

current methods have not been able to address that small objects by definition are low-

resolution and represented by few pixels and can be underrepresented in datasets, which 

can complicate model training and evaluation (Xia et al., 2018). 

The transformer-based detector serves as a foundation to build upon, with the 

real-time variant best suited for the proposed architecture in this praxis. It has end-to-end 

and NMS-free detection and is demonstrated to be performant across object scales, 

though the issue of downsampled feature maps remains. It can lose critical appearance 

cues in the first few convolutional stages. 
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Implementing a super-resolution method offers a complementary approach by 

constructing higher-resolution details from lower-resolution inputs. Traditionally though, 

super-resolution networks such as RDN (Residual Dense Network) and ESRGAN are 

computationally expensive and have typically been used as offline or two-stage 

preprocessing modules. This praxis is guided by the following question: can a 

lightweight, integrated SR front end enhance fine-scale information within the real-time 

detection transformer to improve small object detection, without incurring prohibitive 

latency? 

1.3 Problem Statement 

The effectiveness of applications in surveillance and reconnaissance is limited 

due to the challenges presented by small object detection in aerial imagery. (J. Luo et al., 

2024).  

Convolutional detectors and real-time detection transformers struggle with small 

object detection, as they are low-resolution, represented by few pixels, and in 

downsampled feature maps; and integrating SR methods into real-time detection 

pipelines has been underexplored, despite their ability to enhance image quality and fine 

detail. These gaps are addressed herein by the proposed framework that integrates a 

lightweight super-resolution front end inside real-time detection transformers, with the 

goal being to improve small object detection in aerial imagery without increasing latency 

to levels that would render it non-deployable in real-time applications. 
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1.4 Thesis Statement 

A lightweight super-resolution front end integrated into a real-time detection 

transformer will outperform RT-DETR for small object detection in aerial imagery with 

modest latency increase. 

Using the transformer architecture to enhance fine-scale detail in this combined 

approach aims to address the small object detection limitations of existing methods. SRT-

DETR (Super-Resolution Real-Time Detection Transformer) is proposed by this praxis. 

It integrates a lightweight SR module before the detection transformer’s stem to enhance 

detail before feature extraction. This will enable RT-DETR, and the RF-DETR model to 

which performance will be compared, to more accurately detect small objects by taking 

advantage of their higher-resolved state. 

1.5 Research Objectives 

The following objectives guide this praxis:  

• To evaluate the effect of super-resolution on average precision in aerial imagery  

• To investigate how super-resolution scaling factors affect detection performance 

• To identify configurations that provide the best accuracy-efficiency trade-off  

• To quantify the effect of SR integrated with detection transformers on latency. 

1.6 Research Questions and Hypotheses 

Whether integrating lightweight EDSR (Enhanced Deep Residual Networks for 

Super-Resolution) as a front end to real-time detection transformers improves small 

object detection in aerial imagery, under real-time latency constraints, is the focus of the 

research questions and hypotheses. They explore the proposed SRT-DETR’s performance 

improvements, the mechanism, and its compute trade-offs. 
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1.6.1 Research Questions 

RQ1. Does integrating super-resolution improve APS relative to RT-DETR? 

RQ2. What latency overhead does integrating super-resolution introduce? 

RQ3. Does 4x scaling improve small object detection more than 2x scaling? 

RQ4. How does super-resolution scale affect training cost? 

1.6.2 Research Hypotheses 

H1 (Accuracy, small objects): SRT-DETR-x2 and SRT-DETR-x4 will increase 

APS by 20% relative to RT-DETR. 

H2 (Latency, real-time feasibility): SRT-DETR-x2 will have higher mean 

latency than RT-DETR, but it will remain below 100ms mean latency.  

H3 (Scale dependence): SRT-DETR-x4 will achieve higher APS and overall 

mAP than SRT-DETR-x2. 

H4 (Training time, compute): SRT-DETR-x2 will require less than 2x RT-

DETR training time per epoch, and SRT-DETR-x4 will require more than 2x RT-

DETR training time per epoch. 

1.7 Scope of Research 

This research focuses on enhancing small object detection in aerial imagery by 

integrating lightweight SR into real-time Detection Transformers, forming SRT-DETR 

variants based on RT-DETR and RF-DETR. The study uses the DOTA dataset, a widely 

recognized large-scale benchmark that provides diverse object classes, including small 

objects, across varied aerial scenes. 

The study’s scope is limited to imagery in the visible spectrum. Tiling is used to 

process the full high-resolution images in DOTA into fixed-size patches. Objects are then 
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evaluated using the horizontal bounding boxes (HBB) expected by the detection 

transformer. This praxis concentrates on the trade-offs between detection accuracy, 

training cost, and latency. The research does not address infrared or other image types not 

available in the public DOTA dataset. 

1.8 Research Limitations 

Several limitations are acknowledged by this praxis. It is restricted to the DOTA 

dataset. While robust and common, it does not represent the full diversity of aerial 

imagery. The framework proposed here is evaluated only on two base models and uses 

one type of super-resolution module. Alternative detector architectures and SR methods 

may perform differently and are not explored here. Other integration points for the SR 

module and more scale factors are left to potential future work. The experiments are 

limited to DOTA’s static aerial imagery and do not explicitly test for video-based 

detection. 

1.9 Organization of Praxis 

This praxis is organized into five chapters. Chapter 1 is the introduction and 

provides an overview of the subject matter the study addresses, outlines the background, 

lays out the problem and thesis statement. It discusses the motivation, objectives, 

hypotheses, scope, and limitations.  

Chapter 2 reviews the literature in small object detection, super-resolution 

methods, transformer-based detection models, real-time detection transformers, and SR-

aware detection pipelines.  
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Chapter 3 discusses the methodology, including the DOTA dataset preprocessing, 

the super-resolution module configuration, model training procedures and hardware, and 

evaluation metrics.  

Chapter 4 presents the results of the praxis for detection accuracy, training cost, 

and latency, which are the outcomes of the applied methodology from Chapter 3.  

In Chapter 5, there is a summary of the praxis, an interpretation of its findings, a 

discussion on its limitations, and suggestions for future research to expand on its 

framework.   
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Chapter 2 – Literature Review  

2.1 Introduction 

Supporting applications in military surveillance and reconnaissance, modern 

computer vision methods have improved localization and object detection within large 

and complex imagery. They have built upon prior research to introduce new 

methodologies that address the field’s longstanding challenges  

The sections in this chapter provide background on the methodologies and 

challenges in object detection. In section 2.2 there is a review of the challenges in small 

object detection. Section 2.3 discusses the evolution of object detection models. It covers 

the transition from CNN (Convolutional Neural Network)-based architectures to methods 

based on the transformer. In 2.4 there is a discussion on the shift from non-generative to 

generative super-resolution (SR) methods. Section 2.5 covers the integration of super-

resolution methods with detections transformers. It reviews the benefits and trade-offs of 

combining the techniques. In section 2.6 is an exploration of emerging trends in object 

detection. Section 2.7 contains a synthesis of the important findings from prior research 

and an identification of research gaps that justify the work in this praxis. 

2.2 Aerial Image Analysis and Small Object Detection 

Analyzing aerial imagery in real-time plays an important role in strategic decision 

making. It enables live threat detection and increases situational awareness. Satellites, 

manned reconnaissance aircraft, and unmanned aerial vehicles (UAV), also known as 

drones, are used to capture the aerial images, which allow for the monitoring of 

enemy/person-of-interest movement, the detection of military infrastructure, and the 

assessment of battlefield conditions (Z. Wei & Zhang, 2024). It is still a challenge to 
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detect and classify small objects in these vast and complex environments. This despite the 

advances in deep learning models built for aerial surveillance and object detection.  

One of challenges in aerial imagery analysis is scale variation. These images often 

contain objects of significantly different sizes. This makes it difficult for detection 

models to differentiate between large-scale structures like military bases and smaller 

objects like weapons and vehicles. The features of small objects can disappear during the 

downsampling that occurs as the model simplifies the image to process it (Xia et al., 

2018). Models need a wide field of view to see a large structure like a building complex 

and a high resolution to spot a small weapon like a missile launcher. Traditional CNNs 

can struggle to capture multi-scale representations for small and low-resolution objects 

(Xia et al., 2018).  

Two other challenges are occlusion of objects and background clutter. Forested 

environments with its tree canopies and clusters of branches/leaves can partially obscure 

objects. Complex backgrounds like in dense urban scenes contain regions that resemble 

the target objects and increase false positives. Crowding causes missed detections when 

nearby objects are difficult to separate. These kinds of dense and complex environments 

increase the difficulty of differentiating between target objects and background clutter 

and nearby objects (Habash et al., 2025). Recent research has discussed object detection 

challenges in scenes disrupted by complex camouflaged backgrounds image quality 

disruptions like fog and motion blur (H. Liu et al., 2022).  

Another major challenge in object detection is limited pixel representation. Small 

objects of interest often are only a few pixels, which leads to poor feature extraction and 

high misclassification rates (Mirzaei et al., 2023). Low spatial resolution exacerbates this 
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issue for satellite-based imaging, where targets must be identified from Low-Earth Orbit 

(LEO). Mission success or failure within drone-based military reconnaissance can be 

determined by small object detection accuracy, illustrating its importance (H. Liu et al., 

2022).  

Tiling, or sliced inference, has become a widely adopted strategy for handling 

object detection. Slicing Aided Hyper-Inference (SAHI) splits large images into tiles, 

with some overlap between them, runs detection on each tile, and then stitches detections 

back into full-images. This has improved small object average precision for a variety of 

detectors on remote sensing benchmarks (Akyon et al., 2022). 

Military reconnaissance missions sometimes operate under sensor constraints 

where infrared, radar, and hyperspectral imaging complement traditional cameras to 

improve detection under low-visibility. Such sensor fusion techniques are being 

researched to attempt to address the challenges of aligning multi-modal data and 

optimizing detection algorithms for real-time operations (Mirzaei et al., 2023).  

Aerial reconnaissance relies on high-precision object detection to track enemy 

movements, identify hidden threats, and to locate high-value targets, within modern 

military and intelligence operations. Often in GPS-denied or degraded environments, 

military drones and surveillance systems based on satellites detect and classify objects 

including personnel, vehicles, weapons, and infrastructure. Real-time aerial intelligence 

can provide tactical advantages by detecting small and/or fast-moving targets, which 

could be the difference between a successful and a failed mission. Traditional CNN-

based models have been insufficient against opposing forces that exploit detection blind 
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spots by using natural cover, decoys, and electromagnetic countermeasures (Cheng et al., 

2023).  

Improving detection frameworks is a priority for military and intelligence 

agencies given the operational significance of small object detection. In the next section, 

the evolution of object detection models will be explored, reviewing how CNN-based 

architectures led to the development of later transformer-based methods, including the 

detection transformer. 

2.3 Evolution of Object Detection Models 

In recent years, object detection has experienced significant advancements, 

transitioning from statistical and filter-based signal processing techniques to deep 

learning methods to transformer-based approaches. The early statistical and filter-based 

signal processing methods provided the basis for identifying object boundaries, but they 

did not have the semantic depth and scale-robustness provided by the more modern 

feature-based learning methods. Detection accuracy and the ability to manage multi-scale 

variations have been enhanced by this transition. Manually engineered feature detectors, 

CNNs, and transformer-based detection models like DETR (Detection Transformer) 

represent distinct phases in the progression of this field. It is important to understand this 

progression, as it aids in recognizing the limitations of traditional methods and the need 

for innovation with modern architectures that will contribute to enhanced drone/UAV and 

satellite-based reconnaissance and surveillance. Table 2-1 illustrates the progression in 

methodologies for object detection. 
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Table 2-1. Phases in Object Detection Methods 
 

Method Key 
Characteristics 

Notable Techniques & 
Models 

Impact & 
Advancements 

Handcrafted 
Features 

Manually designed 
descriptors for part-
based localization 

HOG (Histogram of 
Oriented Gradients), DPM 
(Deformable Part Models) 

Established 
foundations but had 

weaker semantic 
representation than 

later CNNs 

Deep 
Learning & 
CNNs 

Automated feature 
learning using 

neural networks 

CNN, R-CNN, Faster R-
CNN 

Enabled models to 
learn both low-level 

and high-level 
features, increasing 

accuracy. 

Real-Time 
Detection 
Frameworks 

Single-stage 
detectors that 

predict boxes and 
classes in one pass 

 YOLO, SSD 

Made real-time 
detection practical 

Transformer-
Based 
Architectures 

End-to-end set 
prediction with 
global context 

DETR, Deformable DETR 

Simplified the 
detection pipeline; 

later improved 
convergence and 

multi-scale detection 
 

Object detection was dependent on handcrafted features (manually designed 

patterns that do not learn automatically from data) combined with traditional machine 

learning (ML) techniques before deep learning evolved computer vision. The Viola-Jones 

detector introduced cascading weak classifiers trained with adaptive boosting 

(AdaBoost). This detector employed Haar-like features that enabled it to achieve real-

time face detection (Viola & Jones, 2001). An ensemble machine learning algorithm, 

AdaBoost constructs a strong classifier by iteratively combining multiple weak learners, 

which are defined as models that perform only slightly better than random chance would. 

The Viola-Jones framework was efficient for face detection but its dependence on 

handcrafted features limited its ability to generalize to broader object detection tasks. 
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Histograms of Oriented Gradients (HOG) and Deformable Part Models (DPM) were 

subsequent methods that improved robustness but still relied on manually designed 

patterns. They offered limited adaptability to complex aerial scenes (Dalal & Triggs, 

2005; Felzenszwalb et al., 2010). 

Deep Learning transformed object detection. It replaced manual feature extraction 

with learned feature representations. This improved accuracy and generalization across 

object detection tasks by enabling models to adapt to patterns in data and reduced the 

need for handcrafted feature engineering (Zhou & Tuzel, 2018). The Region-based 

Convolutional Neural Network (R-CNN) introduced a multi-stage detection pipeline. It 

generates object region proposals via Selective Search. It then warps those regions into a 

standard resolution so a deep CNN can extract high-level features. Those features are 

then processed for identification and localization (Girshick et al., 2014). R-CNN achieved 

higher accuracy but did suffer from computational inefficiencies. It is impractical for 

real-time applications as each image requires approximately 2,000 forward passes 

through the network. 

Fast R-CNN was developed to address those inefficiencies, integrating Region of 

Interest (RoI) Pooling, which allowed all region proposals to be processed in a single 

forward pass (Girshick, 2015). There was still a bottleneck in processing speed as it relied 

on external region proposal generation that ran separately from the detector on the CPU 

(Central Processing Unit). Fast R-CNN’s detector ran in approximately 0.3 seconds per 

image when proposal time was excluded. The external proposal added roughly 2 seconds 

per image for Selective Search or 0.2 seconds per image for EdgeBoxes. These did not 

share convolutional computation with the detector (Girshick, 2015; Ren et al., 2017). 
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Faster R-CNN introduced the Region Proposal Network (RPN), which tried to address 

this bottleneck by enabling the model to generate proposals internally (Ren et al., 2017). 

This enhanced speed and accuracy, and established Faster R-CNN as a dominant object 

detection framework. Despite its accuracy and speed improvements over Fast R-CNN, it 

remained computationally expensive for real-time applications. This led to the 

development of single-shot detectors that eliminate the need for a separate region 

proposal stage, achieved by performing object localization and classification in a single 

forward pass. 

Using a single-shot detector improved inference speed enough to make it suitable 

for real-time applications (W. Liu et al., 2016). You Only Look Once (YOLO) reframed 

object detection as a single regression problem, and enabled extremely fast inference 

speeds (Redmon et al., 2016). YOLO processes the entire image in a single pass, rather 

than R-CNN’s separate classification for each region proposal and achieved real-time 

performance. Early YOLO versions struggled with small objects due to aggressive 

downsampling. This downsampling diminished fine-grained detail (sharp edges and 

corners, small textures and patterns, small color transitions) within feature maps before 

targets could be localized (Redmon et al., 2016). 

From multi-scale feature maps, the Single Shot MultiBox Detector (SSD) predicts 

object classes and bounding box localizations (W. Liu et al., 2016). It improves object 

detection by using default anchor boxes at different scales and aspect ratios. It does this 

while maintaining a balance between accuracy and speed. 

Despite improvements, CNN-based detectors still had limitations. One such 

limitation is reliance on local receptive fields. This makes it difficult to capture the long 
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range dependencies that are vital for understanding images that span large areas (W. Luo 

et al., 2016). Custom anchor boxes and post-processing techniques like Non-Maximum 

Suppression (NMS) are required by CNN-based detectors. Those add complexity to 

model optimization (Z.-Q. Zhao et al., 2019). 

Facebook AI introduced the detection transformer (DETR) in 2020. It eliminated 

the need for anchor boxes and object region proposals. It accomplished that by treating 

object detection as a set prediction problem (Carion et al., 2020). Adapting the self-

attention mechanisms first used in Neural Machine Translation (NMT), and later in Large 

Language Model (LLM) transformers, DETR captures global relationships within an 

image by enabling each part of the image to consider every other part of the image 

(Vaswani et al., 2017). This enabled the model to weigh and integrate information from 

all regions of an image simultaneously, effectively modeling long-range dependencies 

and contextual relationships between objects and their surroundings, regardless of spatial 

distance. By directly predicting object locations and categories end-to-end, DETR 

simplified object detection in a way CNN-based models did not. While simplifying the 

detection pipeline and improving global context modeling, DETR still struggles with 

small object detection and slow convergence, motivating extensions to the architecture, 

such as Deformable DETR, which introduced deformable attention modules integrated 

with multi-scale feature maps. This enabled the model to focus on a small set of key 

spatial locations across various resolutions, rather than uniformly processing a single 

feature map, and making it more practical for high resolution imagery and small object 

detection tasks (Zhu et al., 2021).  
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While DETR and Deformable DETR simplified detection and improved multi-

scale performance, their architectures are heavy for real-time applications. RT‑DETR 

addressed this limitation by introducing an efficient hybrid encoder that decouples 

intra‑scale self‑attention from cross‑scale feature fusion and by using uncertainty‑aware 

query selection, achieving state‑of‑the‑art accuracy while running at real‑time speeds on 

COCO (Y. Zhao et al., 2024). RF‑DETR (Roboflow Detection Transformer) extended 

this with a production‑oriented, DETR‑style detector that couples a strong vision 

backbone with a lightweight head, providing NMS‑free (Non-Maximum Suppression) 

performance and flexible deployment options (Robinson et al., 2025). Traditionally, 

NMS is a post-processing heuristic used to filter out redundant, overlapping bounding 

box predictions by keeping only the one with the highest confidence score. While 

effective, NMS is computationally expensive to run on high-resolution images, difficult 

to tune across different datasets, and often acts as a bottleneck in the end-to-end inference 

pipeline.  

The significance of NMS-free approaches lies in their ability to perform global set 

matching, allowing the model to inherently predict exactly one box per object. Recent 

works have introduced the concept of using bipartite matching loss to eliminate the need 

for NMS (Stewart et al., 2016); (Carion et al., 2020). This streamlines deployment, 

reduces latency, and removes the need for hand-crafted thresholds, making them highly 

attractive for high-throughput, real-time edge applications. These real-time DETR 

variants provide strong baselines but still operate on downsampled feature maps, 

motivating the integration of super-resolution modules to enhance fine-scale information. 
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In aerial and UAV settings, several RT-DETR variants have instead focused 

directly on small object performance through detector-side architectural changes. DV-

DETR modifies the backbone, encoder, and loss function for high-density small-target 

detection and reports 50.1% mAP@0.5 on VisDrone2019 at 90 FPS (X. Wei et al., 2024). 

Drone-DETR added ESDNet (Enhanced Dual-Path Network), and a shallow P2 feature 

layer, which strengthened small object representations, and reached 53.9% mAP@0.50 

on the VisDrone2019 dataset (Kong et al., 2024). UAV-DETR improved mAP@0.50 

from 48.1% to 51.6%; it also improved DOTA (Dataset for Object Detection in Aerial 

Images) mAP@0.50 from 72.2% to 74.3%. Illustrated in these studies is that DETR’s 

research has been concentrated on feature preservation, multi-scale fusion, and contextual 

alignment. Downsampled feature representations are still present in these approaches, 

however, with room for methods that preserve and enhance fine-scale information before 

passing to the detector. Different baselines and reporting conventions were used in these 

studies, and they together highlighted architectural trends, variations, and improvements. 

Real-time DETR variants have been developed to further specialize in aerial 

imagery. UAV-DETR, which introduced a Channel-Aware Sensing (CAS) backbone, 

along with a Scale-Optimized Enhancement Pyramid (SOEP), and a Context -Spatial 

Alignment Module (CSAM), reduced feature loss during downsampling and improved 

cross-scale feature alignment (Zhou & Wei, 2025). UAV-DETR’s experimental results 

on VisDrone2019 showed improved mAP@0.50 from 48.1 to 51.6. Stronger 

generalizations on DOTA were also achieved, increasing to 74.3 mAP@0.50 from 72.2 

for RT-DETR. Real-time DETR variants have improved object detection through 
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detector-side feature enhancement, though there remains room for methods that preserve 

and increase fine-scale detail more explicitly. 

2.4 Super-Resolution in Small Object Detection 

With the aim of reconstructing high-resolution images from low resolution inputs 

comes the Super-Resolution (SR) image enhancement method. It was originally 

developed to improve image clarity and quality, and has increasingly become relevant 

within computer vision, particularly in contexts that require the preservation or the 

recovery of fine-grained spatial details (Dong et al., 2016; X. Wang et al., 2021). Within 

the object detection context, especially in high-altitude aerial imagery, super-resolution 

can play a critical role in amplifying subtle visual cues in low-resolution raw inputs that 

are often missed.  

Feature representations lack the textures and contours that detection models rely 

on when objects occupy only a small number of pixels in an image. This information 

scarcity makes it challenging for detection models to identify patterns. Small targets like 

vehicles and ordnance often need to be detected from altitude and across large regions. 

These scenarios in satellite imagery and drone footage highlight the pronounced nature of 

this challenge. The performance of deep learning-based detectors like YOLO and Faster 

R-CNN suffers when detecting such objects with limited spatial information (Cheng et 

al., 2023). 

Super-resolution can restore texture, sharpen boundaries, and increase contrast, 

improving the feature quality received by detectors. The Deep Back-Projection Network 

(DBPN) uses iterative upsampling and downsampling stages to reconstruct the high-

frequency details that are valuable when enhancing fine structures in low-resolution 
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inputs (Haris et al., 2018). DBPN was not designed specifically for object detection, but it 

is well-suited for preprocessing in tasks the require high spatial fidelity due to its ability 

to recover sharp edges and fine textures.  

Advances in deep learning-based super-resolution have further improved the 

reconstruction accuracy and the robustness of super-resolved outputs. Methods including 

the Residual Dense Network (RDN) have demonstrated state-of-the-art performance in 

generating realistic and high-frequency textures while maintaining the image’s global 

structure (Y. Zhang et al., 2018). 

2.4.1 Early Super-Resolution Methods (Non-Generative SR) 

Achieving significant gains without the use of adversarial frameworks, early 

super-resolution techniques are broadly categorized into traditional interpolation-based 

methods and emerging deep learning methods (Dong et al., 2014). These methods were 

the foundation for later super-resolution models, but they struggled to restore fine 

textures and complex edge details (Z. Wang et al., 2021). 

Prior to deep learning, super-resolution was typically achieved via deterministic 

interpolation methods like nearest-neighbor, bilinear, and bicubic interpolation. Images 

are upscaled in these methods by estimating pixel values based on fixed relationships 

between neighboring pixels. Bicubic interpolation has demonstrated the ability to 

produce smoother results than the more simple methods of nearest-neighbor and bilinear, 

and it became a popular choice in image enhancement tasks, though its compute cost was 

higher. (Prajapati et al., 2012). Interpolation methods are limited, though, due to not 

generating new details or textures; rather, they only smooth approximations based on 

local neighborhood values, which results in blurred object boundaries and artifacting, 
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rendering them insufficient for enhancing small objects in low-resolution images (Z. 

Wang et al., 2021).  

Super-resolution performance took a leap forward with the introduction of deep 

learning. The Super-Resolution Convolutional Neural Network (SRCNN), which learned 

an end-to-end mapping between low-resolution and high-resolution image patches, was 

one of the first CNN-based SR models (Dong et al., 2016). SRCNN outperforms 

interpolation methods with its simple three-layer architecture by learning hierarchical 

features and edge patterns. 

The Very Deep Super-Resolution (VDSR) model adopted a deeper 20-layer 

convolutional network that improved reconstruction accuracy and accelerated 

convergence (Kim et al., 2016). Following VDSR, the Enhanced Deep Residual Network 

for Super-Resolution (EDSR) removed batch normalization layers to increase 

representational capacity and optimize performance (Lim et al., 2017). EDSR became a 

benchmark model for many super-resolution tasks, and achieved state-of-the-art results in 

the NTIRE 2017 Super-Resolution Challenge (Timofte et al., 2017). 

Researchers have proposed super-resolution methods for real-time deployment on 

embedded systems, in addition to the high-capacity models. Using a sub-pixel 

convolutional layer for final upsampling, the Efficient Sub-Pixel Convolutional Network 

(ESPCN) enables real-time 1080p super-resolution on commodity GPUs (Shi et al., 

2016). The Information Multi-Distillation Network (IMDN), employing cascaded 

information multi-distillation blocks that selectively distill and fuse channel information, 

achieves strong super-resolution quality with a relatively low parameter count and with 

low inference cost (Hui et al., 2019). Lightweight SR models such as these are 
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particularly important for integrating super-resolution into a detection architecture while 

staying within tight latency and/or resource constraints. 

Outperforming traditional interpolation in image quality restoration, these early 

CNN-based methods were able to be fine-tuned for specific domains. Their limitations 

were that while they improved sharpness over interpolation methods, they often were 

unable to reconstruct high-frequency textures or realistic details in complex scenes. In 

addition, they were optimized for pixel-wise accuracy metrics like PSNR (Peak Signal-

to-Noise Ratio) and SSIM (Structural Similarity Index). These do not always correlate to 

human visual perception or object detection tasks (Blau & Michaeli, 2018).  

Non-generative, reconstruction-oriented models do improve image clarity and 

local structure. They prioritize pixel-wise reconstruction accuracy while generative super-

resolution methods can synthesize more realistic-looking fine-textured details (with 

hallucination concerns). The more conservative enhancement of non-generative models 

can still be sufficient to improve detector-relevant cues for small objects. That they tend 

to have lower compute overhead than generative methods offers an advantage. The trade-

off is the pixel-wise fidelity of non-generative methods (including CNNs like SRCNN 

and VDSR) versus the potentially greater realism of generative models. 

2.4.2 Transition to Generative Super-Resolution Models 

Early CNN-based SR methods improved overall clarity but often produced overly 

smooth outputs that lacked realistic textures. In response, Generative Adversarial 

Network (GAN)-based super-resolution methods were able to improve realism by 

modeling complex textures and high-frequency details. The Super-Resolution Generative 

Adversarial Network (SRGAN) provided a breakthrough in this area (Ledig et al., 2017). 
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It introduced adversarial loss, guiding the generation of high-resolution image outputs 

that minimized pixel-wise errors and appeared realistic to a discriminator network. It was 

one of the first models to demonstrate that perceptual quality could be prioritized over 

traditional distortion metrics like PSNR.  

Enhanced SRGAN (ESRGAN) introduced Residual Dense Blocks (RRDB) and a 

VGG (Visual Geometry Group)-based perceptual loss to improve texture recovery, 

building upon SRGAN, and went on to win the PIRM 2018 SR Challenge (Simonyan & 

Zisserman, 2015; X. Wang et al., 2018). Real-ESRGAN was introduced to address 

limitations in synthetic training data and domain mismatches, and it incorporated a more 

generalized degradation model and domain-specific training data to handle diverse real-

world image degradations like noise, blur, and compression (X. Wang et al., 2021). Real-

ESRGAN performed well on practical datasets, showing robust performance and high 

visual quality, without requiring knowledge of the exact degradation patterns. 

GAN-based super-resolution models still do come with challenges. Hallucinated 

artifacts, where the model generates or invents details not present in the original image, is 

a key issue for such architectures. This can improve perceived image quality, but it can 

also change the meaning or identity of an object/image - distorting semantic content - and 

mislead object detection and other downstream tasks (X. Wang et al., 2023). False 

detections and missed targets could result. GANs require substantial compute resources 

and their adversarial training process can be unstable. They can require granular 

hyperparameter tuning and loss balancing. This makes deployment in real-time edge 

environments difficult (X. Wang et al., 2023; Xie et al., 2023). 
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2.4.3 Implications of Super-Resolution Models 

There are inherent limitations in recovering fine textures and semantic depth 

within standard techniques like bilinear and bicubic interpolation. Substantial 

improvement is made with CNN-based architectures that increase image clarity and 

object edge fidelity. These can be viewed as conservative distortion/reconstruction-

oriented tools when compared to generative methods. They may not create as realistic 

looking textures but they typically cost less in compute and can optimize low pixel-wise 

distortion. 

CNN-based super-resolution models have high utility for workflows focused on 

object detection. While they fall behind generative methods in generating high-frequency 

textures, they provide more conservative outputs that are less prone to hallucinations. 

They also offer more stable optimization and typically lower compute. The primary 

objective in object detections applications where real-time performance is important is 

the restoration of enough edge detail and local structure to improve localization and 

classification. A lightweight EDSR-based front-end is therefore a practical choice for a 

detection transformer pipeline; it acts as an enhancement module despite not being the 

peak performer for general perceptual tasks. 

Generating visually realistic enhancements and reconstructing high-frequency 

textures are strengths demonstrated by super-resolution models. They generate realistic 

details, instead of simply interpolating missing values, that provide detectors with more 

informative representations of the image. Showing that quality could be improved even 

when traditional pixel-wise metrics declined, SRGAN was one of the earliest frameworks 

to incorporate adversarial loss for photo-realistic super-resolution (Ledig et al., 2017). 
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This was the kind of advancement that has been meaningful in transformer-based 

architectures that rely on global attention mechanisms which benefit from well-defined 

local features. Models like DETR can more effectively attend to and localize small and/or 

partially obscured objects with the enhanced fidelity provided by super-resolution. 

Prior work, which investigate the effect of image fidelity on detection 

performance, demonstrated that upsampling a native 30cm satellite image to a 15cm 

functional resolution using super-resolution led to improved mean Average Precision 

(mAP) of between 13% and 36%, with gains that varied by object class and the detection 

architecture used (Shermeyer & Van Etten, 2019). The value of increasing image fidelity 

prior to detection is highlighted by these results.  

Integrating super-resolution into an object detection pipeline presents some 

challenges. Hallucinations, which are elements that appear realistic but that are not 

grounded in the data, are a concern. These can change the meaning or the truth of images 

and mislead the detector. False positives and/or inaccurate classifications may result. The 

need for improved stability and realism in outputs has been noted in reviews of the risks 

of GAN-based super-resolution (X. Wang et al., 2023).  

Another challenge is high compute overhead. Requiring significant processing 

time and memory, GANs can be demanding computationally. SuperYOLO improved 

object detection in remote sensing by integrating super-resolution (J. Zhang et al., 2023). 

There were performance gains with this approach but there was also increased inference 

time and computational demand. Network pruning and optimization were then required. 

This highlights the importance of balancing performance improvements with the realities 

of productionizing for real-time applications. 



25 
 

The ability of super-resolution models to generalize remains an open issue. SR 

models are often trained on augmented and synthetically degraded data and may not 

perform well on images with real-world distortions such as sensor noise, atmospheric 

haze, or compression artifacts. Real-ESRGAN, among other models, made progress here 

by incorporating more realistic degradation models during training (X. Wang et al., 

2021). Still, further advancement is needed to push toward consistent performance across 

operational domains. 

Further works have explicitly optimized super-resolution for downstream 

detection, beyond just image quality. Jointly training an SR network and an object 

detector using reconstruction and detection losses, Task-Driven Super-Resolution enables 

the SR module to learn to enhance features that improve detection performance, and not 

solely maximize PSNR or SSIM (Haris et al., 2021). SuperYOLO integrated super-

resolution and the You Only Look Once CNN detection algorithm, and demonstrated that 

SR-enhanced detection can operate under real-time constraints and improve mAP for 

multiscale targets (J. Zhang et al., 2023). This approach relies on super-resolution only 

during training and discards the SR module during inference, not providing the detector 

with enhanced pixels during operation. There is limited work on integrating active, 

lightweight super-resolution front-ends directly into real-time, NMS-free detection 

transformers like RT-DETR, which is the focus of this praxis. 
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Table 2-2. SR Integration Strategies in SuperYOLO and SRT-DETR 
 

Feature SuperYOLO SRT-DETR 

SR at 

Inference 
No, discarded Yes, active at inference 

Detector 
Input 

Original image Super-resolved image 

Architecture 
CNN-based detector (YOLO) 

with training-time SR guidance 

Transformer-based detector (RT-

DETR) with CNN-based EDSR front 

end  

Mechanism 
SR-guided feature learning 

during training 

Inference-time enhancement of 

detector-relevant spatial cues 

 

2.5 Integration of Super-Resolution and DETR 

Super-resolution integration with detectors has typically followed a two-stage 

design, with a high-capacity SR network that upsamples the input image, followed by a 

detector that operates on the super-resolved input. Such pipelines treat super-resolution as 

an external processing step serving to enhance image fidelity, but it is not coupled to the 

detector’s internal feature representations. This approach can improve small object 

detection, but it relies on heavy super-resolution models, adding latency that within 

(perhaps resource-constrained) real-time deployments, may be unacceptable. 

Vehicles, equipment, and other targets may span a small number of pixels within 

a drone or satellite image, sometimes even smaller than 10x10 pixels, which makes them 

difficult to detect with traditional convolutional detectors. DETR and other transformer-

based models have shown progress, but their performance can be hindered by low-
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resolution and low visual contrast. This is where super-resolution can facilitate high-

frequency spatial feature recovery that would otherwise be lost due to downsampling. 

ISTD-DETR (Infrared Small Target Detection - Detection Transformer), a deep 

learning model for infrared small target detection and functions by combining SR 

preprocessing with a DETR-based detector, is an example of this integration. In the 

model, a super-resolution network is incorporated before the detection stage, enhancing 

the input imagery and enabling DETR to better capture features essential to identifying 

small objects (Yang et al., 2025). Its results, particularly within instances that involved 

subpixel-scale infrared targets, showed notable improvements in average precision and 

recall. ISTD-DETR demonstrated the utility of super-resolution in enriching the feature 

space for DETR, which lacks the region proposal mechanisms that two-stage detectors 

have and significantly benefits from higher-resolution inputs (Yang et al., 2025). 

An SR-enhanced detection transformer was tailored to remote sensing to extend 

this approach. It applied a GAN-based super-resolution module to satellite images before 

they passed to the transformer and was presented at the International Conference on 

Remote Sensing, Mapping, and Image Processing (RSMIP). The network’s ability to 

detect small-scale features was improved by this integration, particularly in highly 

textured or cluttered environments that cause small objects to be lost (Z. Wei & Zhang, 

2024). The authors demonstrated, through a series of experiments on multi-resolution 

datasets, that SR-enhanced DETR outperformed baseline models in mAP and recall. 

Their results validated image resolution as an important factor in the detection pipeline. 

In another study, furthering the body of work that demonstrates the value of 

combining super-resolution with object detection, the authors explored using residual 
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feature aggregation to enhance images prior to detection, though their model was based 

on YOLO, not DETR. By reconstructing fine textures and object boundaries, their model 

improved the quality of the features passed to the detector (Bashir & Wang, 2021). They 

found gains in detecting vehicles and other small targets in low-resolution imagery by 

integrating SR modules in their experiments. 

That super-resolution can complement transformer-based detectors is illustrated 

by these studies. Its modules amplify weak signals and recover detail. It offers an 

improvement to object detection when paired with DETR’s attention mechanism and set-

based prediction architecture. This is especially true for small objects that are difficult to 

localize. Super-resolution and DETR present a promising direction in military 

surveillance and reconnaissance scenarios. Actionable intelligence can depend on the 

ability to detect small objects. Within such real-time applications, the challenges with SR 

preprocessing are increased compute and latency. Careful tuning of the super-resolution 

network and awareness of how the module is affecting inference are important for 

balancing accuracy with operational efficiency. Maximizing visual quality with heavy or 

generative SR modules has often been emphasized in prior research. A lightweight non-

generative CNN-based EDSR front-end is the direction this praxis investigates. It asks if 

this method can recover enough detail to improve RT-DETR’s small object detection and 

preserve low latency and real-time feasibility. 

2.6 Future Directions in Small Object Detection 

To improve small object detection for drone-based imagery by integrating multi-

scale feature extractions and efficient attention mechanisms, The Scale-Frequency 

Detection Transformer (SF-DETR) was built (H. Wang & Gao, 2025).  
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A promising framework is emerging in multimodal data fusion. It strengthens 

model robustness against environmental variability by integrating information from 

multiple sensor types. These sensors can include electro-optical, infrared, SAR (Synthetic 

Aperture Radar), and others. Object detection in remote sensing was improved by one 

such multimodal transformer that employed cross-channel attention. It combined RGB 

(Red-Green-Blue) and SAR data streams (Bahaduri et al., 2024). 

Task-driven super-resolution is another developmental area. Traditional SR 

techniques often optimize for image quality but may not enhance the features that the 

detector finds most useful. These task-driven approaches attempt to align super-

resolution with downstream object detector performance (Haris et al., 2021). 

Bias in model training can come from small objects that are underrepresented in 

datasets. As such, there have been experiments on creating synthetic datasets for training. 

SyntEO (Synthetic Data Generation for Earth Observation) generates diverse and realistic 

scenes to augment real-world training datasets. This can improve a model’s ability to 

generalize (Hoeser & Kuenzer, 2022). 

Model compression can benefit real-time edge deployment applications. Pruning 

and quantization are techniques that have been shown to reduce model complexity and 

maintain detection performance. They enable deployment on UAVs and other compute-

constrained edge platforms (Qu et al., 2023). 

There has been growth in self-supervised and few-shot learning strategy adoption. 

With minimal supervision, they allow models to generalize to novel environments and 

reduce their dependence on extensively labeled datasets. A recent survey demonstrated 
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that small object detection in remote sensing can be improved by self-supervised and 

few-shot approaches (Huang et al., 2023). 

Techniques that are likely to shape real-time object detection in the future include 

model compression, self-supervised and few-shot learning, super-resolution, and 

lightweight transformer evolution. They have the foundations to enhance detection 

performance and scalability. 

2.7 Summary and Conclusion 

In this chapter was a review of the advances in image enhancement for object 

detection. It highlighted the persistent challenges in small object detection. Convolutional 

and transformer-based models have undergone improvements but identifying small 

objects remains a difficult task due to scale variation, background clutter, occlusion, and 

limited pixel representation. 

Object detection performance has been improved by the transition from 

handcrafted feature extractors to CNNs to transformers. If the limitations that remain are 

addressed, these detection architectures can be made even more robust. Struggling with 

multi-scale variation, higher quality inputs with reduced noise and reconstructed fine 

textures benefit convolutional models. Generative approaches like ESRGAN and Real-

ESRGAN have evolved super-resolution techniques. They have proved effective at 

enhancing fine textures like edges and contours. SR preprocessing integrated with DETR 

has shown improvements in small object detection. Research experiments have 

demonstrated that increasing image resolution sharpens features and amplifies semantic 

cues. These developments have led to gains in average precision and recall. 
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Increased computational load, hallucinated artifacts, and challenges balancing 

latency with real-time deployment requirements are the trade-offs to integrating super-

resolution with object detectors.  

Combined with transformer-based detectors, super-resolution has been 

demonstrated to improve object detection. These frameworks have mostly relied on 

compute-heavy GAN-based SR models used as a separate preprocessing stage. Improved 

detection performance within real-time latency constraints has been realized by Real-time 

DETR and variants like Roboflow’s RF-DETR. Small object representation is hindered in 

these frameworks due to heavily downsampled feature maps. Detector-side feature 

preservation and alignment modules have been shown to improve object detection within 

aerial imagery-specific RT-DETR variants like UAV-DETR. It does so without directly 

addressing the low-resolution targets’ limited information. Simply preserving features 

within the detector does not recreate the high-frequency textures that the source image is 

missing. This highlights the importance of addressing the information gap. 

Super-resolution can improve small object detection. This is supported by a 

review of the literature. It reveals trade-offs between image clarity, compute efficiency, 

and detection performance. Impressive texture reproduction is produced by GAN-based 

models. They also carry a high risk of hallucination and their training can be unstable. In 

addition, their inference latency can be high, hindering their use real-time applications. 

The proposed super-resolution module in this praxis is justified given these trade-offs. It 

is a conservative, object detection task-oriented, lightweight EDSR-based front-end. It is 

designed to recover fine details within images for integration into RT-DETR, with 

consideration for real-time latency constraints. 
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Table 2-3. Challenges and Opportunities in Small Object Detection 
 
Concept Challenges Opportunities  

Scale Variation 
Detecting small and large 

objects together 

Multi-scale transformers; adaptive 

attention 

Clutter and 
Occlusion 

High false-positives; 

camouflage tactics 

Feature disentanglement; sensor 

fusion 

Pixel Count  Small objects lack detail SR processing for feature clarity 

Compute Cost Resource-intensive models 
Model pruning; efficient 

transformers 

CNN Limitations 
Limited context; anchors 

required 

Transformer models; anchor-free 

detection 

SR Techniques Lack of detail; artifacting 
Task-driven, semantically accurate 

SR 
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Chapter 3 – Methodology 

3.1 Introduction 

In this chapter is a walkthrough of the experimental design centered on the 

primary proposed model of this praxis, SRT-DETR (Super-Resolution Real-Time 

Detection Transformer). It is an extension of RT-DETR (Real-Time Detection 

Transformer) that integrates a lightweight EDSR (Enhanced Deep Residual Networks for 

Super-Resolution) super-resolution (SR) front-end module ahead of the detector. There 

are 2x and 4x upscaling variants. Equivalent SR-based front-ends are integrated into RF-

DETR (Roboflow Detection Transformer) to investigate whether any observed gains in 

detection performance are specific to RT-DETR or if they reflect a broader advantage of 

this super-resolution integration with real-time detectors. Each model regime is evaluated 

under the same training and testing conditions. 

The methodology is comprised of four main components. The first is dataset 

preparation, in which the DOTA (Dataset for Object Detection in Aerial Images) 

dataset’s formatting and annotation style are updated to meet the requirements of the 

detector families used in this praxis. Next is the integration of super-resolution, where 

lightweight CNN (Convolutional Neural Network)-based EDSR modules are integrated 

into RT-DETR and RF-DETR. The next component is detector configuration and 

training, and the last component is the experimental evaluation that incorporates 

performance metrics and a visual inspection of predicted bounding boxes. 

Dataset preparation begins the pipeline. DOTA’s Oriented Bounding Boxes 

(OBB) are converted into Horizontal Bounding Boxes (HBB), and the images are split 

into a training set of 1,269 images (90%) and a validation set of 142 images (10%). The 
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DETR architecture required HBBs, and its original implementation was built for the 

Microsoft COCO (Common Objects in Context) dataset that standardized the COCO-

JSON (JavaScript Object Notation) annotation format for object detection, which DOTA 

was converted into for this praxis (Carion et al., 2020; Lin et al., 2014; Meta Research, 

2020/2026). At the super-resolution integration stage, lightweight (four-residual-block) 

EDSR modules of 2x or 4x scaling are attached to the input stage of RT-DETR and RF-

DETR to form the SR-enhanced variants (Lim et al., 2017). Baseline runs of RT-DETR 

and RF-DETR are also run on the dataset. Evaluation is done at the detection stage, with 

performance assessed using COCO-defined detection metrics, emphasizing mAP and 

APs, along with training time per epoch and latency (measured for both the full I/O 

pipeline and for in-memory file-to-detection). Figure 3-1 illustrates the RT-DETR and the 

proposed SRT-DETR architectures. 

 

 
 

Figure 3-1. SRT-DETR Architecture 



35 
 

This structure also functions to isolate the effect of super-resolution image 

preprocessing to downstream detection performance, and maintains consistency across 

the experiments. The workflow employs controlled data splits and fixed random seeds as 

reproducibility measures. Runtime and memory usage are logged to contextualize 

compute overhead.  

The basis for the results to be presented in Chapter 4 is this reproducible and 

transparent framework. It enables the assessment of an SR-enhanced detection pipeline 

and its ability to improve small object detection performance. 

3.2 Dataset Preparation 

DOTA-v1.0 was chosen for this praxis because of its public availability, high-

resolution imagery, object category diversity, and its established role as a benchmark 

dataset (Xia et al., 2018). Its high-resolution images (ranging from 800x800 to 

20,000x20,000) in combination with many small object instances provide a robust testbed 

for the proposed super-resolution-detection-transformer framework. In addition, DOTA 

was selected over other datasets like xView because it provides larger native scenes with 

higher maximum pixel dimensions and greater annotation consistency. This offers a more 

challenging global feature extraction environment (Lam et al., 2018). 

DOTA contains images collected from Google Earth, GF-2 Satellite, and other 

aerial sources. It provides broad geographic coverage over diverse contexts that include 

industrial complexes, urban centers, and transportation hubs. DOTA-v.1.0 is the version 

used in this praxis, and it consists of 1,411 training images with annotated object 

instances of 15 categories (Xia et al., 2018). Included in those categories are small 
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vehicles, airplanes, and storage tanks. The full dataset includes testing and validation sets 

and totals 2,806 images with 188,282 object instances. 

Enabling precise alignment to an object’s rotation within an image, each object 

instance is labeled with an oriented bounding box. Contributing to the challenging nature 

of this dataset are areas of dense object clustering and variation in scale, shape, and 

orientation. These conditions closely resemble some operational scenarios, which makes 

DOTA well-suited for evaluating models that target small objects that are difficult to 

detect using more traditional object detection methods. Figure 3-2 shows sample DOTA 

images with bounding boxes, illustrating the scale variation, dense object clustering, and 

diverse backgrounds represented in the dataset. The green polygons correspond to an 

annotated object instance, which were converted into horizontal bounding boxes for 

compatibility with the DETR architectures.  

 

 
 

Figure 3-2. DOTA Dataset Oriented Bounding Boxes 
 

The rotation information present in the original annotations is removed during the 

conversion from oriented bounding boxes to horizontal bounding boxes, but object 

localization is preserved. Then reformatting of the new HBB annotations into the COCO-
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style JSON schema takes place. This format standardizes entries for metadata, category 

labels, and bounding box coordinates (Lin et al., 2014). Some of the benefits of this 

schema are consistent parsing and interoperability with standard object detection training 

pipelines. No filtering or normalization was applied at this stage, preserving the 

contextual information of each image. In Figure 3-3 below, the horizontal bounding 

boxes required by DETR, which were created after the OBB transform, are illustrated.  

 

 
Figure 3-3. Horizontal Bounding Boxes 

 

The dataset was split into two subsets. 90% of the images were used for training 

and 10% were reserved for the hold-out validation set. Allocating 90% of the data to 

training was informed by findings in classification research that suggested increasing the 

proportion of training data exposes models to greater environmental complexity, 

improving classification performance (Pawluszek-Filipiak & Borkowski, 2020).  

Splitting the dataset at the scene level (the full, original image) made sure that no 

geographic region or tile appeared in more than one of the splits. There would be no data 

leakage of overlapping content between the training and evaluation stages. DOTA’s 
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images being split in this way maintained the integrity of the performance measurements. 

True generalization, rather than memorization, was ensured by this process. 

3.3 Super-Resolution Module 

To evaluate the effect that fine-scale enhancement would have on small object 

detection, the lightweight super-resolution module was integrated as a front-end to the 

detector pipeline. This research used a four residual block, 32-channel EDSR framework. 

This is lighter weight than the standard/baseline 32-block 256 channel and 16-block 64 

channels used in the original paper (Lim et al., 2017). Using fewer blocks and channels 

prioritizes reduced training time and inference latency for real-time application. The 

CNN-based, low-residual-block-and-channel EDSR was chosen for this architecture to 

avoid the training instability, potential hallucination, and compute overhead associated 

with generative methods.  

Intended to enhance fine-scale detail and to keep the computational overhead 

lower, the 2x configuration was implemented. The 4x configuration was used to 

investigate if more aggressive upscaling would yield additional gains in small object 

detection performance, understanding that any gains would come at a higher compute 

cost. Experimenting with these scaling factors enables an evaluation of the trade-offs 

between image enhancement, training time, and real-time deployment efficiency. 

The super-resolution module directly integrated into the detector architecture as 

its front-end image enhancement. As such, it was evaluated as part of the detector 

configuration, not as a separate image generation pipeline. This integration strategy was 

applied to both RT-DETR and RF-DETR. The SR-enhanced variants of RT-DETR are 

referred to as SRT-DETR-x2 and SRT-DETR-x4; and the SR-enhanced variants of RF-
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DETR are referred to as SRF-DETR-x2 (Super-Resolution Roboflow Detection 

Transformer) and SRF-DETR-x4. Structuring the experimental design in this way 

enables the study to assess the effect of super-resolution on object detection performance, 

and the generalizability of this SR implementation across different DETR architectures. 

The dataset splits, evaluation metrics, and reporting protocol were standardized 

across the detector families to enable a highly objective comparison. Because higher 

upscaling factors increase spatial resolution and computational demand, efficiency-

related measures such as latency and training time per epoch were monitored alongside 

detection accuracy. In addition, a qualitative visual inspection of the model’s bounding 

box outputs was used to determine whether SR enhancement improved small object 

localization. The EDSR modules were initialized using pretrained weights and were fine-

tuned on the DOTA dataset during detector training. 

3.4 Model Architecture 

This praxis evaluates two real-time DETR families, RT-DETR and RF-DETR. 

Both follow the DETR principle of end-to-end set prediction, in which a fixed set of 

predictions is matched to ground truth objects during training using Hungarian matching, 

thereby eliminating the need for non-maximum suppression (Kuhn, 2005). However, the 

two detector families differ in their efficiency-oriented design and implementation 

details. RT-DETR serves as the primary detector family for the proposed SRT-DETR 

model, while RF-DETR is included as a comparative detector family to determine 

whether the effect of SR generalizes beyond RT-DETR. 

Six model configurations were evaluated in this praxis: RT-DETR, SRT-DETR-

x2, SRT-DETR-x4, RF-DETR, SRF-DETR-x2, and SRF-DETR-x4. The only added 
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component is the EDSR front-end, with each underlying detector unchanged, isolating 

the effect integrating super-resolution within each detector and enabling the comparison 

across models. The study’s detector families are reported in Table 3-1. 

Table 3-1. Real-Time Detectors 
 

Model SR Scale Role 

RT-DETR None Baseline 

SRT-DETR-x2 2x EDSR Proposed 

SRT-DETR-x4 4x EDSR Proposed 

RF-DETR None Baseline 

SRF-DETR-x2 2x EDSR SR Generalization 

SRF-DETR-x4 4x EDSR SR Generalization 

 

The experiments’ training settings were kept as consistent as possible, with the 

same data splits, evaluation metrics, and reporting procedures applied to all models. The 

optimizer, learning rate, batch size, and other implementation details for each model are 

listed in Table 3-2. Generally, the default hyperparameters and configurations provided 

by the Ultralytics library were adhered to. The exceptions were batch size and gradient 

accumulation, which were adjusted for several of the models to enable them to run on the 

test hardware. 
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Table 3-2. Detector Hyperparameters 
 

Hyperparameter RT-
DETR 

SRT-
DETR-x2 

SRT-
DETR-x4 

RF-
DETR 

SRF-
DETR-x2 

SRF-
DETR-x4 

Batch Size 8 8 4 8 4 1 
Learning Rate 
(LR) 1e-4 1e-4 1e-4 1e-4 1e-4 1e-4 

LR Encoder Not set Not set Not set 1.5e-4 1.5e-4 1.5e-4 
Weight Decay 1e-4 1e-4 1e-4 1e-4 1e-4 1e-4 
Grad 
Accumulation  8 8 16 1 2 8 

Effective Batch 
Size 64 64 64 8 8 8 

Optimizer AdamW AdamW AdamW AdamW AdamW AdamW 
Epochs 100 100 100 100 100 100 

 

3.5 Evaluation Metrics and Experimental Design 

Microsoft COCO’s object detection metrics were used to evaluate model 

performance. It has become the standard for object detection benchmarking (Lin et al., 

2014). Driving this research is the Average Precision for Small Objects (APS) metric. 

APM (Average Precision for Medium Objects) and APL (Average Precision for Large 

Objects) also provide insight into performance across object sizes. Mean Average 

Precision (mAP) summarizes detection performance by taking the mean of Average 

Precision scores that were computed over multiple Intersection Over Union (IoU) 

thresholds, and accounts for localization and classification performance. Defined as the 

ratio of true positive detections to the total number of positive predictions, precision 

represents the model’s performance in positive predictions of objects. Predictions are 

classified as a true positive if its IoU, the overlap between the predicted bounding box 

and the ground truth bounding box, exceeds a specific threshold. Intersection Over Union 

is defined as: 
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IoU(%, ') = |% ∩ '|
|% ∪ '| 

Here, ! and " represent the predicted bounding boxes and the ground truth bounding 

boxes, ∣! ∩ "∣	represents the area of their overlap, and ∣! ∪ "∣	represents the area of 

their union. The area of overlap is the region where the predicted bounding box and the 

ground truth bounding box lie directly atop one another, and the area of union is the total 

area covered by both bounding boxes combined. Expressed another way:  

-./ = 0!"# ⋅ ℎ!"#
(0$ ⋅ ℎ$) + (0% ⋅ ℎ%) − (0!"# ⋅ ℎ!"#)

 

IoU is the calculated ratio of the overlapping area between the predicted bounding 

box and the ground truth bounding box, and higher IoU thresholds require more precise 

alignment between the boxes. Visualized in Figure 3-4 are IoU values of approximately 

0.50 (partial overlap), 0.75 (good overlap), and 0.90 (near-perfect overlap). 

 

 

 
 

Figure 3-4. Intersection over Union (IoU) Thresholds 
 

 

The COCO evaluation protocol computes mAP at IoU thresholds ranging from 

0.50 to 0.95, in increments of 0.05. The mAP can be expressed mathematically as: 
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Where ' represents the number of IoU thresholds and APi represents the average 

precision at threshold (. Note that while DETR is trained using GIoU (Generalized 

Intersection Over Union) loss as part of its bounding box regression objective, evaluation 

metrics follow the COCO protocol, which computes AP and mAP using IoU thresholds. 

GIoU is an extension of the IoU metric that addresses the vanishing gradient problem 

occurring when two bounding boxes do not overlap. Unlike standard IoU, which returns a 

value of zero in such cases, and providing no gradient for optimization, GIoU 

incorporates the area of the smallest convex shape that encloses both the predicted and 

ground-truth boxes. This allows the model to receive a continuous gradient based on the 

distance between non-overlapping boxes, pulling the predicted box toward the target 

during training (Rezatofighi et al., 2019). Even though a model is trained with GIoU, 

evaluation is still performed with IoU because COCO’s pycocotools implementation does 

not use GIoU for scoring. GIoU improves gradient stability during training and IoU is the 

standard metric for object detection benchmarking.  

To further examine super-resolution’s effect on performance, AP scores were 

calculated by object size. The objects are categorized by their pixel area (following 

COCO standard definitions), and Table 3-3 details the size categories. Average precision 

for small objects (APS) reflects the model’s performance on targets that tend to be the 

most affected by an input of low-resolution.  
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Table 3-3. COCO-Defined Object Size Categories 
 

Size Category Object Area (in pixels) 
Small area < 32x32 

Medium 32x32 £ area < 96x96 
Large area ³ 96x96 

 

A precision-recall (PR) curve was generated for SRT-DETR-x2. The shape and area 

under the curve provide insight into the model’s performance by illustrating the trade-off 

between capturing all the positive instances (this is recall) and the accuracy of those 

positive predictions (this is precision). Recall can be considered the completeness, and 

precision can be considered the exactness. 

Six detector variants were evaluated under a common experimental protocol to 

assess the effect of integrating super-resolution with the detection transformer. This setup 

enabled two levels of comparison. A within-family comparison determines whether 

lightweight EDSR super-resolution improves performance relative to each detector’s 

baseline model; and a cross-family comparison to assess whether this SR integration 

features generalizability, and if any gains in performance are consistent across the real-

time DETR architectures. 

Beyond APS and mAP, efficiency-related measures for latency (the other headline 

metric of this research) and training time were recorded to evaluate the operational costs 

of integrating super-resolution with the detection transformer. End-to-End (E2E) latency 

was recorded in two ways: Frame-to-Result latency and File-to-Result latency. Frame-to-

Result measures the mean latency from a decoded in-memory image to final detections, 

and is the metric more appropriate for determining real-world deployment efficacy, as it 

isolates the architecture’s throughput from hardware-specific storage bottlenecks that are 
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typically bypassed in high-frequency streaming environments. File-to-Result latency 

provides a broader view, one that includes file I/O, decoding, preprocessing, and 

inference. This more holistic metric is included to give insight into the total 

computational overhead. Table 3-4 maps evaluation metrics to roles in hypothesis testing. 

Table 3-4. Evaluation Metrics and Their Roles in Hypothesis Testing 
 
Metric Operational Definition Role in Study 

mAP 
Mean Average Precision across IoU 
thresholds 0.50 to 0.95 

Primary overall accuracy metric; 
used for overall model 
comparison and H3 

APS 
Average Precision for small objects Primary small object accuracy 

metric; main metric for H1 and 
H3 

APM Average Precision for medium 
objects 

Secondary descriptive metric for 
size-stratified analysis 

APL Average Precision for large objects Secondary descriptive metric for 
size-stratified analysis 

Frame-to-
Result 

Mean end-to-end latency from a 
decoded in-memory image to final 
detections 

Primary real-time metric; main 
metric for H2 

Frame-to-
Result p95 

95th percentile of Frame-to-Result 
latency 

Secondary robustness metric for 
real-time behavior 

File-to-Result 
Mean end-to-end latency including 
file I/O, decoding, preprocessing, and 
inference 

Secondary systems-level latency 
metric 

Frames Per 
Second (FPS) 

Throughput in images processed per 
second during evaluation 

Secondary runtime summary 
metric 

Training time 
per epoch 

Time required to complete one 
training epoch, in minutes 

Primary training efficiency 
metric; main metric for H4 

Peak GPU 
memory 

Maximum GPU memory observed 
during the run 

Secondary resource-usage metric 

 

3.6 Limitations and Controls 

Because it enlarges the spatial resolution of images to-be-processed by the 

detector, integrating super-resolution increases compute, particularly in the 4x 
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configurations, increasing training time, inference latency, and GPU memory 

consumption, and could limit deployment on resource-constrained hardware. Although 

EDSR is non-adversarial and less prone than GAN-based SR methods to hallucinated 

textures, an SR module can still alter edge sharpness and/or amplify background structure 

in ways that detract from detection behavior. In addition, the research is strengthened by 

including RF-DETR to test cross-architecture performance. When interpreting the results, 

architectural differences do need to be considered. While average precision, latency, and 

training time for all models are measured, higher scaling factors and a more 

comprehensive runtime efficiency analysis that includes testing across diverse hardware 

are beyond scope of this praxis.  

Reproducibility and transparency measures were implemented. Consistent dataset 

splits were enforced by using the same training and hold-out validation sets for all model 

variants. Experiments were run using consistent frameworks and dependencies. Training 

logs captured epoch-wise performance metrics and loss values. 

The hardware used to run the experiments was an Nvidia H100 80GB GPU within 

the Google Colab cloud environment. Python 3.10.12 was the software stack. Core 

detection logic was implemented using PyTorch 2.4.0 and the Ultralytics 8.3.0 

framework. DOTA polygon management was handled by Shapely 2.0.2, and image 

manipulation/super-resolution pre-processing was provided by OpenCV-Python 4.10.0. 

NumPy 1.26.4 and tqdm 4.66.1 were used for data management and process tracking. A 

sliding-window tiling approach with 1024x1024 pixel tiles was used to process the 

images. A 200-pixel overlap was implemented between adjacent tiles. This was so 

objects positioned near boundaries were fully captured in at least one neighboring tile. 
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During the conversion from DOTA oriented bounding boxes to the required horizontal 

bounding boxes, an object retention logic was applied where a target was only preserved 

if at least 30% of its original area remained within the tile boundaries, mitigating the risk 

of training on non-representative object fragments. Latency and training time were 

monitored throughout the evaluation phase to quantify the efficiency-related trade-offs of 

the super-resolution integration.  

3.7 Summary 

This chapter presented the methodology used to evaluate whether integrated 

super-resolution improves aerial small object detection in real-time detection 

transformers. After preparing the DOTA dataset through oriented-to-horizontal bounding 

box conversion and COCO-JSON-style reformatting of annotations, two detector 

families, RT-DETR and RF-DETR, were trained and evaluated under a common 

protocol. 

The primary proposed model, SRT-DETR, integrates 2x and 4x lightweight 

EDSR-based SR modules into RT-DETR. To assess the generalizability of this design, 

the same SR integration strategy was applied to RF-DETR, producing comparative SR-

enhanced RF-DETR variants. Performance was assessed using COCO-defined detection 

metrics, especially APS and mAP, with end-to-end latency via frame-to-result and file-to-

result measurements, along with training time per epoch. An investigation into SR-related 

object detection performance gains, its real-time application feasibility, and its 

generalizability, is enabled by these selected approaches. 
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Chapter 4 – Results 

 4.1 Introduction 

This chapter details the findings of the performance evaluation conducted for this 

praxis. The investigation focuses on how an integrated super-resolution front-end affects 

aerial object detection performance, especially in the small object regime, across the RT-

DETR (Real-Time Detection Transformer) and RF-DETR (Roboflow Detection 

Transformer) detector families on the DOTA (Dataset for Object Detection in Aerial 

Images) dataset. Visual evidence in Figure 4-1 confirms that the SRT-DETR (Super-

Resolution Real-Time Detection Transformer) family improved detection accuracy for 

small objects, particularly within the small-vehicle category. While the baseline RT-

DETR failed to record any detections for small vehicles in the sample image, the SRT-

DETR-x2 variant successfully identified 28; though not all the small vehicles in the 

image were detected. 

 
 

Figure 4-1. Small Object Detection Improvement 
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 A standardized tiling methodology ensures that all models encounter the same 

image regions and object annotations. Each model sees the same patches of an image for 

an objective comparison. The tiles undergo resizing during inference to meet each model 

family’s native architecture constraints. Standard COCO (Common Objects in Context)-

defined detection metrics are used for the evaluation. The results are stratified by small, 

medium, and large object sizes. This categorization reveals where performance gains 

occur and whether the proposed super-resolution (SR) approach and enables a 

comparison between its effect on small object detection versus other target sizes. 

To determine if SR-enhanced variants are compatible with real-time budgets, the 

evaluation includes end-to-end pipeline latency. Frame-to-Result and File-to-Result 

versions of end-to-end latency are included in the findings. Frame-to-Result latency is the 

more operative metric for evaluating real-world, real-time feasibility. File-to-Result 

latency provides deeper insight into the proposed pipeline’s compute overhead. 

 In Section 4.2, the evaluation protocol and reporting conventions are established. 

This sets the foundation for the comparative analysis of the models in 4.3. Section 4.4 

shifts the focus to detection performance as a function of object size. The precision-recall 

behavior of SRT-DETR (Super-Resolution Real-Time Detection Transformer) is 

discussed in Section 4.5. Section 4.6 includes a discussion on the performance metrics, 

which includes training costs, validation loss, and latency. Concluding this chapter is 

Section 4.7, which contains a summary of the results and begins the transition to the 

broader synthesis of this praxis in Chapter 5. 
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4.2 Evaluation Protocol and Reporting Conventions 

Serving as the basis for evaluation are approximately 9,500 unique object 

instances within 142 images from the tiled DOTA hold-out validation set. Creating 

uniform 1024x1024 tiles to maintain consistent spatial context across experimental runs 

was part of the preparation. RT-DETR and its super-resolved variants (SRT-DETR x2 

and SRT-DETR x4) used a 640x640 resolution, while RF-DETR and its variants (SRF-

DETR x2 and SRF-DETR x4) were set to 672x672. DOTA’s ground truth horizontal 

bounding boxes were converted to horizontal bounding boxes. Object instance 

annotations were also converted into the COCO-JSON schema. 

For this evaluation, mAP@[0.50:0.95] (Mean Average Precision) and APS 

(Average Precision for Small Objects) are the primary metrics. mAP reflects the average 

precision that is calculated across 0.50 to 0.95 IoU (Intersection Over Union) thresholds 

in 0.05 increments. That is also across small, medium, and large object classes, which 

ensures the results give insight into how super-resolution is affecting different target 

scales.  

Using a fixed hold-out validation set and a confidence threshold of 0.25 to 

approximate practical operational requirements enabled the assessment of computational 

behavior under realistic deployment constraints. This helps tie the evaluation herein to a 

potential productionized model. The first scenario, File-to-Result latency, measures the 

end-to-end processing time for stored-image workflows, inclusive of disk I/O, image 

decoding, preprocessing, inference, and post-processing. The second scenario, Frame-to-

Result latency, isolates the in-memory inference path to approximate streaming or real-

time conditions.  
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In addition to these latency distributions, the evaluation reports system-level 

throughput in images per second over the full validation set. Approximate per-epoch 

training times, recorded under a 100-epoch budget, are also presented to quantify the 

optimization-side overhead introduced by the super-resolution modules. All latency 

values are reported per 1024x1024 tile, not per full original DOTA scene. Real-time 

compatibility is assessed using Frame-to-Result latency because it most closely 

represents a streaming or buffered inference loop. As a reference, assuming each 

completed tile yields one visible update, 33ms corresponds to a ~30Hz update budget (30 

frames per second (FPS) ≈ 33ms per frame) (Adams et al., 2008). An interactive budget 

of ~100ms is consistent with classic HCI (Human-Computer Interaction) guidance for 

perceptually fused or effectively-instantaneous feedback in interactive visualization, 

though modern direct-touch studies show that users can often perceive latency below 

100ms (Z. Liu & Heer, 2014). In addition to mean latency, the p95 latency is reported to 

characterize tail behavior, since real-time viability depends not only on averages but also 

on worst-case delays. 

Models are designated by their base architecture and the scaling factor of the 

integrate, lightweight, four-residual-block and 32-channel EDSR (Enhanced Deep 

Residual Networks for Super-Resolution) module. The RT-DETR and RF-DETR labels 

denote the unmodified baselines. The x2 variants, specifically SRT-DETR x2 and SRF-

DETR x2, represent a moderate resolution enhancement, while the x4 variants, SRT-

DETR x4 and SRF-DETR x4, represent a more aggressive scaling approach. 
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4.3 Overall Model Comparison 

The integration of super-resolution modules yielded improvements over both 

baseline architectures. Table 4-1 reports the full comparison. 

Table 4-1. Size-Stratified Detection Performance  
 
Model mAP APS APM APL 
RT-DETR 0.4155 0.2409 0.4224 0.4717 
SRT-DETR-x2 0.4425 0.3055 0.4627 0.4694 
SRT-DETR-x4 0.4389 0.3185 0.4571 0.4518 
RF-DETR 0.3771 0.2382 0.3857 0.4505 
SRF-DETR-x2 0.4297 0.2785 0.4410 0.4728 
SRF-DETR-x4 0.4065 0.2746 0.3898 0.4751 

 

The baseline RT-DETR architecture achieved a mAP of 0.416. SRT-DETR-x2, 

produced the highest generalized performance of the experiments, as it increased overall 

mAP to 0.443, representing a +0.027 improvement over the baseline. The more 

aggressive SRT-DETR-x4 also outperformed the baseline with a mAP of 0.439. It fell 

slightly short of the x2 variant's better generalized performance. 

A similar internal hierarchy was exhibited by the RF-DETR regime. Its super-

resolution variants demonstrated even larger gains over the baseline than did those of the 

RT-DETR variants, while still falling short of SRT-DETR’s raw performance. The RF-

DETR baseline recorded the lowest overall score at 0.377 mAP, while applying the x2 

super-resolution module, SRF-DETR-x2, resulted in a +0.053 increase, bringing the mAP 

to 0.430. SRF-DETR-x4 improved upon the baseline by +0.029 mAP, but like its RT-

DETR-4 counterpart, it did not match the overall (across small, medium, and large 

objects) performance peak reached by the 2x scaling factor. 
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Data from the six-model assessment reveals a consistent scaling dynamic, which 

is that in detector families, the 2x variants outperformed their 4x counterparts in overall 

mAP. A threshold of diminishing returns is pointed to by these findings. They suggest 

that the upsampling benefits for general detection start to fade as the scale reaches 4x. 

4.4 Performance by Object Size and Category 

The generalized results seem to favor the 2x scaling factor, but viewing the results 

by object size reveals a shift in the model hierarchy. For small objects, the more 

aggressive 4x upsampling showed an advantage. SRT-DETR-x4 achieved the highest 

small object mean Average Precision (APS) at 0.319. This represents a +0.078 

improvement over the RT-DETR baseline of 0.241. The SRT-DETR-x2 variant followed 

close behind as it outperformed the baseline by +0.064 to reach 0.305. A similar 

sensitivity to scale appears within the RF-DETR family. SRF-DETR-x2 and SRF-DETR-

x4 improved upon the 0.238 baseline by +0.040 and +0.037, respectively. 

The 2x variants reclaim the top positions within the medium object regime. SRT-

DETR-x2 achieved the highest APM at 0.463. This is a +0.041 gain over the RT-DETR 

baseline. SRT-DETR-x4 followed with a +0.035 increase over RT-DETR. In the RF-

DETR family, the gap between scales became more pronounced. SRF-DETR-x2 

achieved a +0.055 improvement over the 0.386 baseline, whereas SRF-DETR-x4 

provided a negligible gain of +0.004. 

There was a smaller performance spread in the large object regime. The 

difference between the highest and lowest large object mean Average Precision (APL) 

was just 0.024. That stands in contrast to the 0.081 spread observed in the small object 

category. SRF-DETR-x4 reached the highest score at 0.475, followed by SRF-DETR-x2 
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at 0.473 and the baseline RT-DETR at 0.472. That super-resolution provides diminishing 

returns as the resolution of the target objects increases is further suggested by these 

results.  

4.5 Precision-Recall for RT and SRT-DETR 

Serving as the central framework for evaluating super-resolution integration with 

the real-time detection transformer was the RT-DETR architecture and its SR-integrated 

variants. The RF-DETR family of models provided a comparison to investigate if the 

lightweight SR module generalizes across different detection transformer designs. Figure 

4-2 shows the Precision-Recall (PR) behavior of RT-DETR and SRT-DETR-x2 under a 

confidence threshold of 0.25. The curves reflect model performance across the evaluated 

detections. 

 

 
Figure 4-2. Precision-Recall for RT-DETR and SRT-DETR-x2 
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The curves remain close to one another. This indicates that over most of the 

evaluation space, the baseline and the 2x super-resolution variant achieve similar 

precision-recall trade-offs. 

4.6 Training, Loss Curves, and Latency 

Training time per epoch and peak GPU memory consumption were used to 

evaluate training efficiency. They were recorded for each model configuration to quantify 

the compute overhead that super-resolution integration introduces. 

Table 4-2. Training Efficiency Results 
 
Model Training Time per Epoch (mins) Peak GPU Memory (gigabytes) 
RT-DETR 3 1 
SRT-DETR-x2 6 1.4 
SRT-DETR-x4 17 3.7 
RF-DETR 6 1 
SRF-DETR-x2 10 1.5 
SRF-DETR-x4 28 2.9 

 

In Table 4-2, a consistent increase in training costs along with super-resolution’s 

scaling is highlighted. In the RT-DETR family, epoch duration increased from 3 minutes 

for the baseline to 6 minutes for SRT-DETR-x2. It increased to 17 minutes for SRT-

DETR-x4. Peak GPU memory utilization increased from 1GB to 1.4GB and 3.7GB, 

respectively. Within the RF-DETR regime, there was a similar trajectory. Training time 

per epoch increased from 6 minutes for the baseline to 10 minutes for SRF-DETR-x2. It 

increased to 28 minutes for SRF-DETR-x4. Peak memory requirements for these models 

grew from 1GB to 1.5GB and 2.9GB. While each family’s 2x variants introduced a 

manageable overhead, the 4x configurations impose substantially larger computational 
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demands. That super-resolution improves detection performance at an appreciable cost to 

training efficiency is clearly illustrated by these results, particularly at the 4x scale. 

In Figures 4-3 and 4-4 are validation trends. They reveal that SRT-DETR-x2 and 

SRT-DETR-x4 exhibit noisy but comparable progress through training. They both 

demonstrate rapid initial improvement before reaching a plateau where performance 

fluctuates within a small range. There is no significant or sustained divergence between 

the variants. SRT-DETR-x2 maintains slightly lower validation classification and L1 

losses. Validation GIoU (Generalized Intersection Over Union) loss is nearly identical 

between the models. SRT-DETR-x4 achieved slightly lower values in the final epochs. 

These results suggest that the underlying optimization behavior of the SR-integrated 

models is fundamentally stable, while the final accuracy differs by scale. 
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Figure 4-3. Validation, GIoU, and L1 Loss 
 

The epoch-wise precision and recall curves are similarly close and noisy. 

Finishing with slightly higher precision was SRT-DETR-x4. Recall is also very similar, 

with SRT-DETR-x2 very slightly higher. The plots suggest each of these variants 
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converge comparably and that their differences relative to the epoch-to-epoch variation, 

are small. 

 

 
 

Figure 4-4. Precision and Recall Training Curves 
 

All the models have runtime and throughput reported. In the RT-DETR family, 

mean Frame-to-Result latency increases from 43ms for RT-DETR to 47ms for SRT-

DETR-x2. It increased to 88ms for SRT-DETR-x4. The x2 variant preserves much of the 

baseline runtime behavior. The x4 variant imposes a substantially larger latency cost. In 

SRT-DETR-2, the mean latency metrics and p95 remain in close range, suggesting the 
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super-resolution front end has a stabilizing effect on the pipeline, with SRT-DETR-x4 

exhibiting similar stability, albeit with approximately double the latency across the range. 

The RF-DETR results are included to assess generalizability of the super-resolution 

module across detector families. They show that the super-resolution module can transfer 

beyond RT-DETR, but that the runtime penalty also generalizes and becomes especially 

severe at x4 scale. 

Table 4-3. Detection Latency Results 
 
Model Mean Frame-

to-Result (ms) 
Mean File-
to-Result 

(ms) 

Frame-to-
Result p95 

(ms) 

File-to-
Result p95 

(ms) 

Frames Per 
Second (FPS) 

RT-
DETR 

43 93 49 163 23 

SRT-
DETR-x2 

47 55 49 58 21 

SRT-
DETR-x4 

88 96 90 101 11 

RF-
DETR 

45 54 47 56 22 

SRF-
DETR-x2 

62 71 62 74 16 

SRF-
DETR-x4 

368 377 370 380 3 

 

4.7 Summary of Findings 

This chapter reported the final six model evaluation under the native setting 

protocols used in the study. Across both detector families, the addition of super resolution 

increased overall detection performance relative to the corresponding baselines. In the 

RT-DETR family, mAP increased from 0.416 for RT-DETR to 0.443 for SRT-DETR x2 

and 0.439 for SRT-DETR x4. In the RF-DETR family, mAP increased from 0.377 for 
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RF-DETR to 0.430 for SRF-DETR x2 and 0.406 for SRF-DETR x4. Among all six 

models, SRT-DETR-x2 recorded the highest overall mAP. 

The size-based results differed from the aggregate results. SRT-DETR-x4 

recorded the highest small object mAP at 0.319, SRT-DETR-x2 recorded the highest 

medium object mAP at 0.463, and SRF-DETR-x4 recorded the highest large object mAP 

at 0.475 (shown earlier in Table 4-1). 

Per-class AP, curve-based diagnostics, and normalized confusion matrices 

provided additional views of the evaluation. The per-class figures showed category-level 

variation, the curve-based diagnostics followed the same overall model ordering as the 

scalar metrics, and the qualitative figures showed visible differences in localization. 

The runtime results showed that throughput decreased as super resolution scale increased, 

and training time per epoch increased with model scale.  

With respect to real-time feasibility, Frame-to-Result latency measurements 

indicate that the SRT-DETR models meet the interactive 100ms reference on the 

evaluation hardware, but not the stricter 33ms threshold, while the SRF-DETR models 

exceed that budget and are better characterized as near real-time or offline-oriented 

depending on the deployment target. File-to-Result results are higher due to pipeline 

overhead and should be interpreted as end-to-end timing rather than core streaming 

inference time. 

These results in Chapter 4 have provided a detailed empirical comparison of the 

performance super-resolution as a front-end for two families of objection detection 

models. The broader interpretation of these results in the context of the praxis research 

questions is discussed in Chapter 5.  
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Chapter 5 – Discussion & Conclusions 

5.1 Discussion 

Research into the integration of a lightweight super-resolution (SR) front end 

within transformer-based object detectors sought to determine if this architecture 

improves small object detection in aerial imagery. The underlying problem stems from 

many aerial targets being information-poor at the point of detector input. Standard 

resizing and early backbone downsampling can strip away the spatial cues that 

differentiate small objects from their background. To address this, a lightweight EDSR 

(Enhanced Deep Residual Networks for Super-Resolution)-based super-resolution 

module was positioned before the feature extraction phase to recover usable spatial 

evidence. Using tiled DOTA (Dataset for Object Detection in Aerial Images) imagery, 

the evaluation assessed the extent of detection improvements. It then weighed these gains 

against the trade-offs in latency and training time. 

All models were evaluated on the same physically tiled DOTA hold-out 

validation set, using 1024x1024 tiles so that each model saw the same scene content and 

annotation geometry. During inference, tiles were resized to satisfy each family’s native 

constraints, 640x640 for RT-DETR (Real-Time Detection Transformer)-based models 

and 672x672 for RF-DETR (Roboflow Detection Transformer)-based models. Detection 

performance was measured using COCO (Common Objects in Context)-style metrics, 

with results reported overall and stratified by small, medium, and large objects. In 

addition, the study reported latency and throughput indicators to connect accuracy 

changes to deployment realities. Frame-to-Result latency is interpreted as the primary 

operational timing metric and evaluates results against common real-time references. 
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Three patterns drive the interpretation of the results. First, adding super-resolution 

improved detection performance relative to the corresponding baselines in both detector 

families, including and especially in the small object regime that motivated the work. 

Second, the benefit of super-resolution depended on scaling factor and object size, with 

x4 offering the strongest small object outcomes and x2 offering the strongest generalized 

outcomes. Third, efficiency costs increased with scaling factor, which means model 

selection must be framed as a tradeoff between small object sensitivity and runtime 

feasibility. 

5.1.1 Hypothesis 1: Small Object Detection Gains 

Research Question 1 asks to what extent does integrating a super-resolution stage 

improve small object detection in aerial imagery, while Hypothesis 1 posits that 

integrating super-resolution will improve small object detection by 20% relative to the 

RT-DETR baseline. 

The results for SRT-DETR-x2 (Super-Resolution Real-Time Detection 

Transformer) and SRT-DETR-x4 support Hypothesis 1. In the RT-DETR family, small 

object mAP (Mean Average Precision) increased from 0.241 for the baseline to 0.305 for 

SRT-DETR-x2 and 0.319 for SRT-DETR-x4, representing relative improvements of 

26.56% and 32.37%, respectively. The x4 variant delivered a +0.078 absolute gain over 

baseline in the small object regime, while the x2 variant delivered a +0.064 gain. In the 

RF-DETR family, small object mAP increased from 0.238 to 0.278 for SRF-DETR-x2 

(Super-Resolution Roboflow Detection Transformer) and 0.275 for SRF-DETR-x4, gains 

of 16.81% and 15.55% over the baseline. While the magnitude of improvement differs by 
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family, the direction is consistent: adding a super-resolution stage improved small object 

average precision relative to the corresponding baseline. 

An explanation for these gains follows from the pipeline constraints. After tiling 

high-resolution scenes into 1024x1024 patches, both detector families required resizing: 

RT-DETRs down to native input resolution, and RF-DETRs down to the nearest-to-RT-

DETR recommended balanced resolution. Resizing 1024x1024 tiles down to 640x640 or 

672x672 compresses the pixel footprint of every object, but the effect is most severe for 

small targets that already occupy few pixels. Accurately detecting small objects in aerial 

imagery often depends on weak but critical cues such as boundary edges, corners, small 

contrast changes against cluttered terrain . When those cues are blurred or collapsed by 

resizing and then further reduced by early backbone downsampling, the detector may no 

longer form distinct features for the object.  

Under this interpretation, the super-resolution module acts as a front-end 

compensatory mechanism by increasing effective pixel support and strengthening local 

structure before the detector begins feature extraction. The observed improvements at 

stricter localization thresholds are consistent with that mechanism.  

Hypothesis 1 is supported. Integrating a super-resolution module into RT-DETR 

improved small object detectability on tiled DOTA imagery by greater than 20% - 

26.56% using SRT-DETR-x2. Super-resolution mitigated information loss from resizing 

and early downsampling by increasing effective pixel support and strengthening the local 

spatial cues that are most critical for small targets. 
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Table 5-1. Small Object Detection Performance Results 
 

Performance Metric RT-
DETR 

SRT-DETR-
x2 

)% SRT-DETR-
x4 

)% 

APS 0.2409 0.3055 +26.8% 0.3185 +32.2% 
Frame-to-Result Latency 43 47 +9.3% 88 +104% 
Training Time/Epoch 
(mins) 

3 6 +100% 17 +466.7% 

 

5.1.2 Hypothesis 2: Real-Time Latency and Feasibility  

Research Question 2 asks to what extent does the latency (Frame-to-Result) 

overhead increase by integrating super-resolution? Hypothesis 2 posits that super-

resolution will increase latency but preserve real-time feasibility by remaining under a 

relaxed interactive budget of 100ms. The results support Hypothesis 2 in the primary 

SRT-DETR regime. Mean Frame-to-Result latency increased from 43ms for RT-DETR 

to 47ms for SRT-DETR-x2 and 88ms for SRT-DETR-x4. This shows that integrating 

super-resolution did increase latency, with a relatively small overhead at x2 and a much 

larger overhead at x4. However, both SRT-DETR variants remained below the study’s 

relaxed 100ms interactive threshold, so the real-time feasibility portion of the hypothesis 

is supported. 

Because this praxis is centered on the RT-DETR family, these results indicate that 

a lightweight front-end super-resolution stage can be integrated without breaking the 

study’s interactive latency target on the evaluation hardware. At the same time, the 

difference between x2 and x4 is operationally important. SRT-DETR-x2 preserves much 

of the baseline runtime behavior, whereas SRT-DETR-x4 consumes substantially more of 

the available latency budget, and therefore offers less headroom for deployment in live 

video drone scenarios. 
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RF-DETR and its super-resolution variants serve as a generalizability check for 

the proposed SR module. That regime had mean Frame-to-Result latency increase from 

45ms for RF-DETR to 62ms for SRF-DETR-x2. It increased to 368ms for SRF-DETR-

x4. This comparison demonstrates that the super-resolution latency penalty exists across 

detector families, and that it becomes operationally severe at the x4 scale. The central 

RT-DETR conclusion remains that super-resolution integration increased latency, but 

SRT-DETR-x2 remained well under the 100ms budget.  

5.1.3 Hypothesis 3: Super-Resolution Scale-Factor Performance  

In Research Question 3, it was asked to what extent does a 4x super-resolution 

scaling factor improve small object detection over 2x? And in Hypothesis 3, it was 

posited that a 4x scaling factor would provide the greatest increase in AP for small 

objects and overall performance. 

Hypothesis 3 is partially supported by the results. SRT-DETR-x4 led in small 

object detection performance with an APS of 0.3185, which represented an improvement 

over both the SRT-DETR-x2 variant (0.3055) and the standard RT-DETR baseline 

(0.2409). A 4x scaling factor is the most effective for boosting small object detection, as 

suggested by the results. The hypothesis fails to hold when broad spectrum performance 

is evaluated. SRT-DETR-x2 delivered peak overall mAP at 0.4425, slightly 

outperforming the 0.4389 recorded by SRT-DETR-x4. The 4x factor achieved a marginal 

advantage for small objects but it fell short of being the superior general-purpose model 

across the entire object size distribution. This divergence is critical. The specific scaling 

required to optimize for small object detection is not necessarily the same configuration 

that drives the highest generalized object detection performance. 
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In the RF-DETR regime, x4 scaling did not exceed x2 on either overall mAP or 

small object AP. This result is consistent with the above interpretation, and the evidence 

supports a scale-dependent reading. 4x was the strongest choice for maximizing small 

object detection performance in the RT-DETR family, and 2x was stronger overall for 

prioritizing generalized performance. Hypothesis 3 is partially supported. 

5.1.4 Hypothesis 4: Compute Overhead 

In Research Question 4, it was asked to what extent does the super-resolution 

scaling factor increase model training time and compute? And in Hypothesis 4 it was 

posited that a 2x scaling factor would not double training time versus the baseline, while 

a 4x scaling factor would. Hypothesis 4 is partially supported by the results. In the RT-

DETR family, training time per epoch increased from 3 minutes for RT-DETR to 6 

minutes for SRT-DETR-x2. It increased to 17 minutes for SRT-DETR x4. The x2 

configuration did not remain below the “doubling” threshold, it did double training time 

relative to the baseline. The x4 configuration increased training time far beyond doubling 

and supports part of the hypothesis that expected a significant training time cost at such a 

scaling factor. 

The same pattern is shown in the compute-side indicators. Peak GPU memory 

increased from 1.0GB for RT-DETR to 1.4GB for SRT-DETR-x2. It increased to 3.7GB 

for SRT-DETR-x4. To enable running on the test hardware, the training configuration 

also had to become more conservative at x4 scaling as batch size was dropped from 8 to 

4. Gradient accumulation increased from 8 to 16 to maintain feasibility. As indicated by 

these changes, the added super-resolution cost is not limited to wall-clock time - memory 
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pressure is affected to the extent that framework default values for the training schedule 

need to be tuned. 

The practical interpretation is that x2 is a moderate but nontrivial training 

overhead, whereas x4 imposes a substantial development-side compute burden, and may 

not be worth the cost over x2 given its marginal gain in APS and lesser performance 

overall.  

5.2 Conclusions 

Under the standardized tiling and native-input evaluation protocol used in this 

praxis, the evidence supports a clear conclusion: integrating an EDSR-based lightweight 

super-resolution stage into transformer-based detection pipelines improved detection 

performance relative to the corresponding baselines, and the improvement was strongest 

where the imagery is most information-limited. Across both detector families, the best 

generalized configuration was the x2 super-resolution variant. The outcomes indicate that 

moderate super-resolution is a strong default choice when the goal is balanced 

performance across object sizes. 

At the same time, the most aggressive x4 upsampling strategy was most valuable 

in the small object regime that motivated this research, though only marginally so, in 

comparison with x2. SRT-DETR-x4 achieved the highest small object mAP. Small object 

detection gains with x4 did not translate into the best overall performance, and super-

resolution introduced predictable efficiency penalties. These penalties grew with the 

scaling factor. The practical conclusion is scale-aware, with x2 functioning as the best 

general-purpose configuration under the studied conditions. The x4 scaling factor is best 

viewed as a specialized option that offers marginal improvement over x2’s small object 
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detection performance when that marginal improvement is worth the additional compute 

and latency. 

Both SRT-DETR-x2 and SRT-DETR-x4 remained below the study’s interactive 

budget of 100ms under the Frame-to-Result latency definition. Neither configuration 

would satisfy the stricter 33ms real-time reference used in some live video applications. 

Optimizations like model quantization may improve the proposed architecture to under 

that threshold. 

5.3 Contributions to Body of Knowledge 

This praxis proposes SRT-DETR. It is an RT-DETR-based aerial object detector 

enhanced by integrating a lightweight, 4 residual block and 32 channel EDSR module at 

the front end. Both 2x and 4x super-resolution variants are evaluated to investigate the 

trade-offs between detail enhancement, training time, and latency. It extends the same SR 

integration strategy to RF-DETR to assess the generalizability of this SR module across 

real-time DETR architectures. This contributes to the aerial object detection literature by 

providing a comparative demonstration that super-resolution can be integrated directly 

into transformer-based detection architectures. It does this in a way that improves small 

object detection outcomes while maintaining real-time deployment efficacy. The 

improvements observed across both detector families indicate that super-resolution can 

function as a mechanism to increase object recoverability and localization.  

It contributes a scale-dependent interpretation of super-resolution benefits that is 

directly relevant to small object aerial detection. By reporting results stratified by object 

size, the work demonstrates that “best overall model” and “best small object model” can 

be different choices. The x2 scaling-factor in this study’s protocol produced the strongest 
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generalized performance. The x4 scaling-factor provided the strongest small object 

detection gains. This provides a structured way to think about SR integration in aerial 

systems, which is that adding super-resolution is not an all-or-nothing design choice. It 

functions as a lever that can be set differently depending on whether mission parameters 

prioritize balanced detection across all targets or maximum sensitivity to the small 

objects. 

This work contributes a demonstrated connection between accuracy gains and 

computational cost in SR-enhanced detection pipelines. By measuring latency behavior 

and training-time overhead, the work helps translate the performance results into the 

engineering trade-offs that decision makers will need to balance. This is important for 

aerial detection where edge deployment limitations and development cost often matter as 

much as headline mAP. The results show that SR can provide meaningful accuracy 

improvements, but that these improvements come with predictable costs that grow with 

scaling factor, reinforcing the need for deployment-aware model selection. This praxis 

contributes an operationally grounded latency evaluation for SR-enhanced detection 

transformers by reporting both Frame-to-Result and File-to-Result timing and 

interpreting model viability relative to explicit real-time reference budgets. 

These contributions provide a grounded basis for future work that aims to make 

SR-enhanced detectors more adaptive, more efficient, and more generalizable, while 

preserving the core finding of this praxis: small object aerial detection can be improved 

by restoring spatial evidence before it is lost to resizing and early feature extraction. 
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5.4 Recommendations for Future Research 

The results of this praxis show that super-resolution can improve transformer-

based aerial detection, especially for small objects, but they also show that the benefits 

are scale-dependent and that efficiency costs can be substantial. Future work should 

therefore focus less on simply increasing model size and more on making super-

resolution-enhanced detection more selective, more efficient, and more broadly validated. 

The following directions are the most direct extensions of what the experiments revealed. 

A priority is adaptive or region-specific super-resolution. In this praxis, the SR 

module was applied uniformly to each full tile, which made the experimental 

comparisons clean but also guaranteed that compute was spent on large background 

regions that contribute little to detection. A natural next step is to design pipelines that 

apply strong SR only where it is likely to help small-target detectability. One approach 

would be a two-stage system: a lightweight detector runs at native resolution to propose 

candidate regions for small objects, and SR is then applied only to those regions before a 

second pass refines detections. 

A second priority is exploring alternative SR modules and where they are 

inserted. This praxis used a light EDSR module as a controlled, interpretable starting 

point. However, the SR literature now includes efficient residual designs, transformer-

based restoration models, and feature-space refinement methods that may provide more 

task-relevant benefits per unit of compute. Future research should compare multiple 

lightweight SR blocks under the same detection training paradigm. 

Lightweight super-resolution architectures should be evaluated as EDSR-light 

alternatives under the same training protocol. ESPCN, enabling real-time SR through 
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sub-pixel convolution, should be evaluated (Shi et al., 2016). In addition, IMDN, 

maintaining a low parameter count via cascaded information multi-distillation blocks, 

should be evaluated (Hui et al., 2019). A more favorable latency-to-accurate-detection 

trade-off than the EDSR configuration implemented here might be achieved by these 

architectures. An ablation study with EDSR (standard/baseline and lighter 

configurations), ESPCN, and IMDN would clarify if the observed detection gains were 

specific to EDSR’s architecture, or if they are generalizable across lightweight SR 

architectures.  

A further investigation of EDSR-based super-resolution integration with detection 

transformers is also an area for continued research. This praxis used a lightweight version 

of the CNN-based EDSR architecture, with four residual blocks and 32 channels. 

Experimenting with more blocks and channels, including the 16 block, 64 channel and 32 

block, 256 channel standard versions of EDSR is a natural next step to this praxis. 

Additionally, a comparison between EDSR and SuperYOLO (You Only Look Once), 

CNN (Convolutional Neural Network)-based super-resolution modules, integrated into 

the detection transformer is another natural extension of this work.  

Finally, extend super-resolution enhancement beyond object detection 

frameworks into transformer-based semantic and instance segmentation for aerial 

imagery. Many of the failure modes that motivate SR in detection also apply to 

segmentation, particularly for small objects/instances whose boundaries are only a few 

pixels wide, e.g., roads and bridges. Future work should evaluate whether an SR front 

end improves mask quality and boundary fidelity in models such as Mask2Former and 

related pixel-decoder architectures.  
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