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Abstract of Dissertation 

 

 

Python Source Code Vulnerability Detection with Named Entity Recognition 

 

Vulnerabilities within source code have grown over the last 20 years to become a 

common threat to systems and networks. As the implementation of open-source software 

continues to develop, more unknown vulnerabilities will exist throughout system 

networks. This research proposes an enhanced vulnerability detection method specific to 

Python source code that utilizes pre-trained, BERT-based transformer models to apply 

tokenization, embedding, and named entity recognition (a natural language processing 

technique). The use of named entity recognition not only allows for the detection of 

potential vulnerabilities, but also for the classification of different vulnerability types. 

This research uses the publicly available CodeBERT, RoBERTa, and DistilBERT models 

to fine-tune for the downstream task of token classification for six different common 

weakness enumeration specifications. The results achieved in this research outperform 

previous Python-based vulnerability detection methods and demonstrate the effectiveness 

of applying named entity recognition to enhance the overall research into Python source 

code vulnerabilities. 
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Chapter 1 – Introduction 

 

 

1.1 Background 

 

Source code is the foundational layer of computational logic for systems that have a 

programmed component. In the context of this research, it is also a gateway for attackers 

to exploit and conduct malicious activity on the compromised underlying system. 

Applications used daily operate using a form of source code to complete the required 

functions. Identifying vulnerabilities within a system, specifically within source code, is 

an important practice to ensure confidentiality, integrity, and availability (CIA triad) 

(Filus and Domańska, 2023).  

Vulnerabilities, defined by the National Vulnerability Database (NVD) as weaknesses 

in the computational logic found in software and hardware, expose systems to malicious 

cyber-attacks or infections of varying types and can cause negative impacts on the system 

employing them (NVD, 2022). For instance, a vulnerability may aim to reduce or restrict 

the security, confidentiality, availability, and integrity of the software or hardware. The 

way a vulnerability affects a system depends on the type of weakness, which is known as 

the Common Weakness Enumeration (CWE). There are hundreds of publicly identified 

CWEs organized in a hierarchical structure to determine the specificity of each type of 

vulnerability and how it affects a particular system (NVD, 2022). 

Writing code has its own variability and risk of introducing security weaknesses, but 

there are other ways vulnerabilities can be unknowingly implemented, such as 

intentionally altering code for malicious intent or unknowingly copying code from open-

source platforms. Copied code from open sources is common and may lead to the 
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propagation of vulnerable code across a variety of systems. Fischer and Grossklags 

(2022) exposed how insecure code originates from open-source developer resources, such 

as Stack Overflow and Google Search. Fischer and Grossklags (2022) conducted a study 

with 192 developers and found that at least one insecure result was among the top three 

responses 23% of the time. Their study identified the prevalence of potentially vulnerable 

code being shared and unknowingly trusted by one of the more commonly used open-

source programming resources (Fischer and Grossklags, 2022). Source code is an entry 

point for attackers to exploit a system or program. Consequently, source code needs to be 

resilient and adequately checked for vulnerabilities.  

 

1.2 Problem Statement 

 

According to statistics from the NVD, the number of vulnerabilities and vulnerability 

types publicly disclosed has increased exponentially over the last 20 years (NVD, 2022). 

Figure 1.1 displays this growth from 1999 to 2023. Subsequently, the research on 

vulnerability detection has progressed in parallel with this problem. Within the last few 

years, researchers have started to examine source code as a method for identifying 

potentially vulnerable code snippets before public notification (Zhang et al., 2022; Yuan 

et al., 2022; Wartschinski et al., 2022; Jeon and Kim 2021; Russell et al., 2018). The 

National Institute of Standards and Technology (NIST) provides a list of tools and 

resources dedicated to helping developers identify source code vulnerabilities during 

development and after deployment (NIST, 2023). However, there are ongoing issues with 

false positives, false negatives, and ease of implementation (Marjanov et al., 2022). In 

addition, previous research focused predominately on Java and C/C++ vulnerabilities 

with the help of Long Short-Term Memory (LSTM) networks, Gated Recurrent Units 
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(GRU), and Convolutional Neural Networks (CNN) and achieved satisfactory results 

(Hanif and Maffeis, 2022; Thapa et al., 2022; Zhang et al., 2022). In order to fix 

weaknesses in code, developers must patch the vulnerability by modifying the source 

code. Early identification and classification will enhance the effectiveness of follow-on 

measures to mitigate any future risk and secure systems before they are exploited. 

 

 
Figure 1.1: Total number of recorded CVEs per year from 1999 to 2023 (CVE, 2024). 

 

1.3 Literature Gap and Motivation for this Dissertation 

 

The foundation of this research stems from the exploding applicability of Python 

coinciding with the lack of research into Python source code vulnerabilities. Python is not 

currently the leading programming language for reported vulnerabilities, but as the 

number of users expands and vulnerable copied code is easily shared on open-source 

platforms, the number of compromises through Python code will likely climb (NVD, 

2022). Previous research explored the use of natural language processing (NLP) models 

for preprocessing text but have yet to apply NLP downstream tasks to source code for the 

benefit of vulnerability detection. Python’s simple and intuitive syntax suggests a more 
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semantically aligned programming language with natural language, such as English, 

which demonstrates the relevance of using natural language processing techniques on 

Python source code and offers an explanation as to why it has not been leveraged as 

much with other programming languages. This research gap is filled by utilizing Named 

Entity Recognition (NER), a subcategory of NLP, methods with Python source code to 

identify and classify vulnerabilities and demonstrate the applicability of these methods 

for future research. Due to Python’s growth in popularity among coding languages used 

in open source, this research aims to develop models to detect and classify potential 

vulnerabilities within Python source code (Stack Overflow, 2023). The techniques 

specified in this research assist with the identification of vulnerable source code to 

protect the open-source developers and ensure secure software development. 

 

1.4 Research Questions, Objectives, and Hypotheses 

 

The research in this dissertation was extended to three research objectives and 

questions following feedback from research publication submission. This research is 

published in Ehrenberg, Sarkani, and Mazzuchi (2024). The work detailed in this 

dissertation is defined by the following three research questions and objectives: 

• Research Question 1 (RQ1): How accurate are fine-tuned transformer NER 

models in terms of the detection and classification of Python source code 

vulnerabilities?  

• Research Objective 1: Design and develop multiple transformer NER models 

trained to detect and classify Python source code vulnerabilities and compare with 

previous Python detection capabilities. 
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• Research Question 2 (RQ2): How significant is the difference in accuracy and 

detection between CWEs utilizing the fine-tuned transformer NER models? 

• Research Objective 2: Evaluate performance of multiple transformer NER 

models for six different CWE types.  

• Research Question 3 (RQ3): To what degree do embedding techniques, such as 

DistilBERT, RoBERTa, or CodeBERT, affect the overall NER model's accuracy? 

• Research Objective 3: Identify the optimal embedding technique for NER 

vulnerability detection by conducting iterations of experiments with varying 

embedding techniques applied to the models.  

With these research questions and objectives, this research tests the following 

hypotheses: 

• Hypothesis 1 (H1): Based on the standard comparative metrics accuracy, 

precision, recall, F1-score, the proposed fine-tuned transformer NER models can 

be competitive with or outperform state-of-the-art techniques. 

• Hypothesis 2 (H2): The proposed fine-tuned transformer NER models can 

identify and classify vulnerabilities significantly differently.  

• Hypothesis 3 (H3): Based on Python’s programming language semantics, it is 

possible the different embedding techniques significantly affect performance.  

 

1.5 Overview of Research Approach 

 

The work herein demonstrates the use of transformer models for NER to conduct the 

identification and classification of vulnerable sections within source code. The models 

this research experimented with were DistilBERT, RoBERTa, and CodeBERT, which 
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were acquired through the open-source platform, Hugging Face1. These three models 

have proven their effectiveness with source code vulnerability detection and their ease of 

applicability in other programming languages (Hanif and Maffeis, 2022; Thapa et al., 

2022).  

This research focused on six CWEs originating from NVD’s 2022 and 2023 CWE 

Top 25 Most Dangerous Software Weaknesses list (CWE, 2023a). The six specifically 

selected for this research were chosen due to data availability for each vulnerability 

represented in GitHub2. Each CWE affects a system differently, which is why it is 

necessary to classify the CWE upon detection and establish a method to differentiate 

between different CWEs. 

Utilizing NVD, Hugging Face, and GitHub’s publicly available repositories, data was 

collected and annotated to train five transformer-based models on the subset of six 

CWEs. The five models were derived by combining three different tokenizers and three 

different transformers. Within the three tokenizers there were two types of encoding 

algorithms employed: byte-pair encoding (BPE) and WordPiece. The tokenizers and 

transformers were chosen based upon their ability to understand natural language in 

addition to programming languages.  

This dissertation research applied pretrained bidirectional transformer models to 

understand the context of code snippets, determine if there is a vulnerable entity included 

in the snippet, and classify the type of vulnerability. A combination of different 

tokenizing and embedding techniques were examined with the pretrained transformer 

models to determine which method achieves the best results. Since NER is traditionally 

 
1 Hugging Face: https://huggingface.co/  
2 GitHub: https://github.com/about  

https://huggingface.co/
https://github.com/about
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utilized with natural language, there were several aspects of the methods applied to the 

code snippets that were specific to NER techniques. By implementing traditional NER 

techniques in this research, new insight was gained insight into Python’s similarity to 

natural language. Chapter 3 details the experimental design and techniques used in this 

approach. 

 

1.6 Research Datasets and Code 

 

The code and datasets generated during and analyzed for the current study are 

available in the GitHub and Mendeley repositories: 

https://github.com/mmeberg/PyVulDet-NER and 

https://data.mendeley.com/datasets/h22kxj6ydt/1.  

 

1.7 Relevance to Systems Engineering 

 

The use of open-source Python code may expose systems to malicious activity or 

exploitation by way of security vulnerabilities. Identifying and mitigating threats to 

systems is an integral part of a system’s lifecycle. The systems engineering design 

lifecycle V-model demonstrates the necessity of a secure system throughout the 

definition, implementation, and integration stages (Van Bossuyt et al., 2023). Willett 

(2021) stated the importance of system security to a system lifecycle and encouraged the 

inclusion of security as a functional requirement into the systems engineering lifecycle. 

Additionally, Van Bossuyt et al. (2023) advocated for the implementation of Zero-Trust 

within the system design lifecycle, suggesting a form of risk assessment for every 

component internal or external to a system. In this context, vulnerability detection is a 

form of system security. While systems may have varying life cycles, vulnerability 

https://github.com/mmeberg/PyVulDet-NER
https://data.mendeley.com/datasets/h22kxj6ydt/1
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detection will continue to be a high priority across all systems that may implement open-

source code.  

 

1.8 Dissertation Organization 

 

The remainder of this dissertation is comprised of the following. Chapter 2 

provides relevant background information for this research, including related work and 

other approaches in this space. Chapter 3 details the methodology behind this research. 

Chapter 4 states the results and how they answer the proposed research questions. Lastly, 

Chapter 5 provides limitations on the current methods, suggests opportunities for future 

work, and concludes with final thoughts. 
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Chapter 2 – Literature Review 

 

 

There are a variety of previously investigated approaches to vulnerability detection 

and the amount of research will continue to grow as programming languages are applied 

ubiquitously. Most of the previous research focused on C/C++ and Java, in conjunction 

with Recurrent Neural Networks (RNN), LSTM neural networks, or an ensemble of deep 

learning techniques leading to binary classification (Jeon and Kim, 2021; Fran et al., 

2023). In addition, traditional NLP embedding techniques, such as bag-of-words and 

word2vec, have been tested to achieve acceptable vulnerability detection results 

(Scandariato et al., 2014; Bagheri and Hegeds, 2021). Since NER is conventionally 

applied to natural language, previous research explored the use of NER capabilities with 

natural language-based vulnerability reports to help identify and categorize different 

vulnerable related entities. The techniques applied to natural language are transferred to 

programming language for the purpose of this research.  

The use of machine learning techniques to solve the vulnerability issue in source code 

is a rapidly growing research field. As new techniques are discovered, trained, and 

implemented, there is new insight into how they can enhance secure software 

development. While deep learning research for this problem has progressed within the 

last few years, research into Python vulnerabilities, as well as the application of 

additional NLP techniques for vulnerability detection, has been lagging. Chapter 2 details 

previous research into preprocessing techniques applied to source code before model 

intake, as well as the models utilized for optimal vulnerability detection across different 

languages.  
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2.1 Preprocessing Techniques Applied to Source Code 

 

While there are various methods utilized for vulnerability detection in source code, 

there are also a variety of methods used to preprocess the data before model ingestion as 

shown throughout this chapter. Previous research emphasized the importance of 

preprocessing the source code in a way that is optimal for model input. One of the more 

common techniques for programming language modeling is program slicing, where 

relevant code is aggregated by considering function dependencies before creating the 

embedding vectors (Weiser, 1984). A program slice is a smaller subset of the larger code 

(i.e. lines of code), that still produces the same data flow and original program behavior 

(Weiser, 1984; Li et al., 2018). Prior research developed and implemented various forms 

of program slicing, since its foundational purpose is to ensure appropriate aspects of 

source code are within the same context for embedding. Additionally, there are methods 

from traditional NLP tasks for aggregating and separating significant pieces of text. 

Before detailing the models applied in previous research, this section reviews the 

preprocessing techniques referenced in prior work.   

 

2.1.1 Code Graphs 

 

Graphing methods are used to represent programs or source code in a more succinct 

manner for further analysis. Various representations of the program or source code were 

developed to understand deeper semantics behind the textual code, where these concepts 

capture the syntactic and semantic relationships among the different tokens of the source 

code (Zhou et al., 2019). The common methods are abstract syntax trees (AST), control 

flow graph (CFG), data flow graph (DFG), program dependency graph (PDG), and code 
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property graph (CPG). These methods are highlighted in this research as they were 

popularly utilized for vulnerability detection in programming languages.  

ASTs are typically the preliminary representation for source code because they are an 

ordered tree representation of code that depicts the relationships between operators and 

operands to produce programs (Zhou et al., 2019; Yamaguchi et al., 2014; Fang et al., 

2022). While there are benefits to ASTs, such as code transformations and code similarity 

checks, ASTs are usually utilized in coordination with another graph representation to 

enhance effectiveness for vulnerability detection and other code checking applications 

(Yamaguchi et al., 2014). ASTs represent the information as a natural program at the 

function level and reserve information of the source code that can be implemented for 

further preprocessing steps (Lin et al., 2018).  

CFGs represent the transfer of control for all possible paths during the execution of 

code (Song et al., 2022; Zhou et al., 2019). DFGs use the foundation of the CFG and 

create directed edges between data dependencies between source code statements (Fan et 

al., 2023; Zhou et al., 2019). PDGs represent the relationship between statements and 

expressions with both data and control conditions (Ferrante et al., 1987). PDGs have two 

types of edges: data dependences demonstrating the influence of one variable on another 

and control dependences representing the influence of operators on variables (Ferrante et 

al., 1987; Yamaguchi et al., 2014).  

While these code graph representations are helpful, they are not all encompassing for 

vulnerability detection. Zhou et al. (2019) described that the context of vulnerabilities 

might be too subtle to be detected using just one version of the code graphs. Zhou et al. 

(2019) continued to detail how these graphs need to be issued in conjunction to improve 
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effectiveness. Yamaguchi et al. (2014) demonstrated the success of the CPG where the 

AST, CFG, and PDG was merged into a single joint data structure for enhanced follow-

on analysis of vulnerability detection.  

In addition to the well-used code graphs, Li et al. (2018) defined their version of code 

slicing, called “code gadgets”. The term originated from code-reuse attacks where 

“gadget” refers to a subset of lines of code that are not necessarily consecutive from the 

original source code (Li et al., 2018). Code gadgets are generated by examining both the 

data dependence and control dependence (Zou et al., 2019). Specifically, a center point of 

the vulnerability or piece of code determines the “key point” of the code gadget, which is 

used to generate the data and control flow analysis using data dependency graphs (Li et 

al., 2018). Section 2.2.3 further explains the application of code gadgets for specific 

source code representations. Code gadgets demonstrate the future opportunities for 

growth in this field by exemplifying the expansion beyond well-known code graphs 

within the source code preprocessing space.  

 

2.1.2 Traditional NLP Techniques 

 

Although this research focuses on programming languages, many traditional NLP 

techniques have been applied to source code to help segment and group relevant lines of 

code. Conventionally, vector embeddings were achieved through N-gram algorithms, 

such as bag-of-words or term frequency-inverse document frequency (TF-IDF) 

(Ghaffarian and Shahriari, 2017; Vishnu et al., 2021). These types of techniques have 

problems with high dimensionality and reduce model performance. Therefore, other 

methods have been employed to enhance model optimization such as word2vec, fastText, 

GloVe, and transformer-based embedding algorithms.  
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Word2vec is a common tool for embedding source code into vectors, especially for 

vulnerability detection. It has been applied across various programming languages, such 

as Java, Python, C/C++, with consistent success in the vulnerability detection space (Fan 

et al., 2023; Fang et al, 2022; Liu et al., 2023). Word2vec is a word vector algorithm that 

represents the relationship between words in a corpus and has two variations: continuous 

bag-of-words (CBOW) and Skip-gram (Mikolov, 2013). The difference between CBOW 

and Skip-gram is that the CBOW architecture uses context to predict the current word 

and Skip-gram uses the current word to predict context (Mikolov, 2013). By default, 

CBOW is applied but certain previous work highlighted the use of Skip-gram in certain 

situations such as Wang et al. (2024). Due to word2vec’s ability to output a low 

dimensional vector representation, models that utilize it have more efficient training and 

precision (Tang et al., 2021). Word2vec uses a sliding window around a central word to 

embed the sequence of words, which ultimately leads to the disadvantage of word2vec in 

that it does not have insight into the whole corpus while embedding (Jeon and Kim, 

2021). Additionally, the converted vector length depends on the input text length since 

word2vec converts the words within a document or sequence in a one-to-one fashion and 

does not consider variations of words to be the same (Yuan et al., 2022). Therefore, 

previous research typically applied further preprocessing techniques to fix the length of 

the vector representation before model input (Tang et al., 2021). Section 2.2 expands on 

the high performance achieved by word2vec for several vulnerability detection models, 

such as Jeon and Kim (2021), Lin et al. (2018), Fan et al. (2023), Tao et al. (2023).  

As an expansion of word2vec, fastText was developed to scale to larger corpuses. 

FastText performs better than word2vec for vector representation of words outside the 
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training corpus and that have low-frequency by representing words as character-level n-

grams (Wang et al., 2024; Yuan et al., 2022). This improves the likelihood that 

underrepresented words will be represented properly within the embedding vector, as 

well as enhancing the relationship between well-identified words. The main feature of 

fastText is to express words as a bag of character n-grams which has proven to obtain 

high performance metrics for NLP tasks such as text classification (Wang et al., 2024; 

Jeon and Kim, 2021). Additionally, fastText was also applied to assist with vulnerability 

detection with success, as shown in Section 2.2 with Jeon and Kim (2021), Luo et al. 

(2021), Bagheri and Hegeds (2021), and Wang et al. (2024). 

Another common embedding algorithm for NLP tasks is the Global Vectors model 

known as GloVe (Pennington et al., 2014). GloVe was developed to statistically represent 

the global corpus directly for word representation, while also being able to measure the 

similarity between word vectors (Pennington et al., 2014; Jeon and Kim, 2021). Although 

the model performs well with word analogy, word similarity, and NER tasks, the 

generated word vector underrepresents the semantic information within the corpus, 

causing other NLP tasks limited performance (Pennington et al., 2014; Yuan et al., 2022). 

Section 2.2 expands on GloVe’s applicability to vulnerability detection as shown with 

previous research Jeon and Kim (2021) and Vishnu et al. (2021). 

Although previous research has had success with word2Vec, fastText, and GloVe, 

transformer-based models prove to understand the ambiguity and context of words in a 

sequence more than prior methods. The main infrastructure of transformer-based models 

is the layers of encoders and decoders that utilize an attention mechanism (Evangelatos et 

al., 2021). The attention mechanism helps the model learn the context of each token from 
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the input sequence by applying various pretrained weights. Therefore, predictions are 

based on where the token is placed within the string of text, how it relates to other tokens 

within the string, and the nature of the token in the context. The Bidirectional Encoder 

Representations from Transformers model, commonly known as BERT and further 

discussed in Section 3.2, can infer the meaning of words based on the context of the word 

in the sequence of text. The BERT model, and its variations, can be applied standalone as 

an embedding algorithm, in addition to being developed for NLP tasks. There are direct 

benefits of the transformer shown in the results of the BERT model, but transformers on 

their own improved machine language tasks as compared to previous models. While 

BERT is the focus of this research, there are other transformer-based models that were 

applied in previous research such as Generative Pre-trained Transformer (GPT) models. 

Previous research found success in leveraging these transformer models as demonstrated 

by Bagheri and Hegeds (2021), Thapa et al. (2022), Huang et al. (2022), and Yuan et al. 

(2022). 

 

2.2 Models for Detecting Vulnerable Source Code 

 

Prior research explored a variety of models in conjunction with each other, as well as 

various preprocessing techniques. The preprocessing techniques were addressed in 

Section 2.1 but are heavily leveraged in the research discussed in the remainder of 

Chapter 2. For consistency and organization, C/C++, Java, JavaScript, Python, and multi-

language models are highlighted in the subsequent parts of Chapter 2 due to the similarity 

to the research conducted in this paper and the success achieved in the related works.  
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2.2.1 Vulnerability Detection for C/C++ Code 

 

C/C++ is the most researched programming language in the field of vulnerability 

detection (Marjanov et al., 2022). This is expected due to the range of applications and 

lengthy history of the language being utilized. A benefit to a well-researched and well-

utilized programming language is the abundance of data. C/C++ written scripts are not 

only found on GitHub, but also in a variety of vulnerability detection software that 

produce fabricated, synthetic code to help build machine learning models. Previous 

research utilized public GitHub repositories, as well as NVD, Software Assurance 

Reference Dataset (SARD), SATE IV Juliet Test Suite, Debian Linux distribution, and 

Big-Vul databases (Jeon and Kim, 2021; Russell et al., 2018; Li et al., 2018). These 

databases have not yet expanded to include Python. Collectively, these papers 

demonstrate the unlimited bounds of C/C++ source code vulnerability detection that 

present the opportunity for further application in other programming languages. While 

there are multiple techniques highlighted in this C/C++ section, many similar techniques 

have been applied to and explored with other programming languages as shown in the 

following sub-sections. 

Jeon and Kim (2021) demonstrated one use of slicing for the C/C++ programming 

language with the help of CFGs and PDGs. The authors compared embedding techniques, 

such as word2vec, Doc2Vec, GloVe, and fastText, in conjunction with deep learning 

models, such as LSTM, Bidirectional Long Short-Term Memory Network (BiLSTM), 

GRUs, and Bidirectional Gated Recurrent Units (BiGRU), to demonstrate the 

applicability of natural language embedding techniques with source code. With the help 

of the SARD-produced dataset, Jeon and Kim (2021) found that the combination of 
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fastText and BiGRU helped the model achieve an F1-score of 96.11%, false positive rate 

of 1.88%, and false negative rate of 3.62% for 98 types of vulnerabilities.  

BiLSTMs were further explored with the work completed by Lin et al. (2018) where 

the authors developed a function-level, binary vulnerability classifier using AST 

preprocessing, word2vec embedding, and a BiLSTM modeling. Lin et al. (2018) 

manually built a labeled, function-level vulnerability dataset from six open-source C 

projects from NVD and Common Vulnerability and Exposures (CVE) repositories. While 

Lin et al. (2018) emphasized the benefits of ASTs for this context, the authors encouraged 

the necessary preprocessing with ASTs to obtain code semantics and structural 

information. Lin et al. (2018) stated that the AST structure after preprocessing resembled 

tokenized natural language sentences. The AST structures were embedded with word2vec 

to obtain the vector representation of each word in the function (Lin et al., 2018). Lin et 

al. (2018) visualized the results of the embedding via principal component analysis 

(PCA) to a two-dimensional (2-D) plane. The visualization demonstrated how elements 

that share similar context in code were grouped together in vector space, ultimately 

displaying how word2vec represented the data appropriately. Lin et al. (2018) tested the 

BiLSTM trained model by determining how well it detected the most probably vulnerable 

functions in the test set provided. The results displayed how the AST, word2vec, 

BiLSTM method achieved 100% precision when predicting the ten most probably 

vulnerable functions within the set, but 100% recall when predicting the five hundred 

most probably vulnerable functions (Lin et al., 2018). The model developed by Lin et al. 

(2018) achieved better results than the software code metrics in detecting vulnerabilities.  
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Russell et al. (2018) examined function-level vulnerability detection with the help of 

CNNs, RNNs, and random forests. The authors compiled synthetic, pre-labeled data from 

SATE IV Juliet Test Suite (NIST, 2024a), as well as open source, collected Debian Linux 

distribution (Debian, 2024), and public GitHub repositories. In order to appropriately 

label the open source collected code as vulnerable or not, Russell et al. (2018) leveraged 

three open-source static analyzers: Clang, Cppcheck, and Flawfinder. Based upon the 

results provided by the static analyzers, Russell et al. (2018) had a team of security 

researchers manually map each finding to the corresponding CWE resulting in five 

vulnerability groups. It is worth noting that Russell et al. (2018) emphasized the 

importance of the removal of duplicated samples in the training dataset during the data 

curation process. This supported their self-developed code tokenizer that was created to 

capture the meaning of relevant critical tokens while generalizing the tokens enough to 

keep the total token vocabulary size minimal (Russell et al., 2018). The tokenizer was 

specific to their research and only used a vocabulary size of 156 tokens after stripping out 

irrelevant code and generalizing to C/C++ specific keywords, operators, and separators 

(Russell et al., 2018). Russell et al. (2018) also implemented their own embedding 

technique that used a k-dimensional (k = 13) representation learned during classification 

training and introduced a small amount of noise via random Gaussian distribution to each 

embedded representation to reduce the chance of overfitting. The authors found that 

traditional NLP applications for embedding did not return favorable results due to the 

small vocabulary size (Russell et al., 2018). Feature extraction was conducted via CNNs 

and RNNs and the results were max-pooled into a random forest for the final binary 

determination of whether the source code snippet was vulnerable (Russell et al., 2018). 
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Russell et al. (2018) trained the models with tokens of length greater than 10 and less 

than 500 but padded up to 500. Additionally, vulnerable functions within the dataset were 

weighted more heavily in the loss function for training to help with the class imbalance 

(Russell et al., 2018). The test combinations of CNN, RNN, and random forest helped the 

authors make an ultimate binary determination of vulnerability with a less competitive 

F1-score of 84.0%, but outperformed three open-source static analyzers and demonstrated 

the potential these methods provide for future research (Russell et al., 2018).  

Recent research also explored alternative methods to enhance vulnerability detection 

and classification utilizing source code, as shown in VulGAI and VDoTR (Zhang and Xin, 

2023; Fan et al., 2023). Zhang and Xin (2023) developed a unique image that was used 

for classification. Specifically, they created VulGAI where PDGs with different centrality 

nodes were transformed into three channels (RGB) of an image. The authors used a CNN 

model for classification and applied the prelabeled dataset from SARD data 

encompassing 12 CWEs (Zhang and Xin, 2023). CNN models typically perform well 

with images and the goal of this transformation was to utilize the efficiency of the CNN 

model with this type of data. The VulGAI model achieved 83.3% for accuracy and 84.5% 

for the F1-score for twelve CWEs (Zhang and Xin, 2023).  

Like Zhang and Xin (2023), Fan et al. (2023) demonstrated the plausibility of 

combining different techniques to achieve excellent outcomes with their VDoTR model. 

Fan et al. (2023) retained code structure information by employing four types of code 

graphs (ASTs, CFGs, DFGs, and natural code sequences (NCS)) and merged the code 

graphs into a code graph tensor to encompass all information retained by the code graphs. 

Dependent on the graph node type, Fan et al. (2023) applied word2vec node embedding 
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or a developed “type-number” mapping algorithm to statistically apply a scalar to the 

graph nodes. The embedded vectors were the input to a Circle Gated GNN (Fan et al., 

2023). Fan et al. (2023) leveraged predetermined datasets, including data from Li and 

Zhou (2005), Lin et al. (2018, 2020), and Russel et al. (2018), which encompassed an 

aggregation of data from SARD, NVD, vulnerable function samples from open-source 

C/C++ code (Asterisk, FFmpeg, LibPNG, LibTiFF, Pidgin, and VLC Media Player), open 

source GitHub repositories, SATE IV Juliet Test Suite (NIST, 2024a), and Debian Linux 

distribution (Debian, 2024). The original collectors of the data determined the optimal 

method to label any non-prelabeled datasets (Fan et al., 2023). Fan et al. (2023) filtered 

and de-duplicated the dataset to ensure there were no code clones, resulting in four CWE 

types: CWE-119, CWE-120, CWE-469, and CWE-476. For the four chosen CWEs, 

VDoTR obtained a composite accuracy of 99.33% and an F1-score of 99.40% with 

varying results for the different CWEs (Fan et al., 2023). These results highlighted the 

authors’ theory on the efficacy of utilizing all aspects of source code structure for binary 

vulnerability prediction.  

Song et al. (2022) achieved high performance by focusing on the function-level, 

heterogeneous source-level intermediate representation (SIR) of C source code for their 

HGVul model. Song et al. (2022) transformed the data to a combined code property graph 

and natural code sequence (CPG+) as the SIR of the function code because based upon 

previous research, it contains more syntactic and semantic information as compared to 

other graphing combinations. Subgraphs were defined by edge types and word2vec 

embedding was applied to each node in the graphs. Trained GNNs directed on the graph 

representations achieved node feature representation and merged the representation on an 
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entire graph (Song et al., 2022). A multilayer perceptron (MLP) extracted the function 

level features and passed them to a final layer for binary classification (Song et al., 2022). 

Song et al. (2022) applied three pre-labeled datasets: Big-Vul (Fan et al., 2020), extracted 

test functions from six open-source projects based on the data in D2A (Zheng et al., 

2021), and self-obtained dataset consisting of the most recent ten CVE’s for the six 

specific projects from the CVE database. HGVul achieved competitive performance 

metrics, as compared to the other methods tested with, but exposed performance 

variability across the tested projects (Song et al., 2022). 

Vulnerability Deep Pecker (VulDeePecker) examined specific Application 

Programming Interfaces (API) and function calls for two vulnerability types (buffer error 

vulnerabilities (CWE-119) and resource management error vulnerabilities (CWE-399)) in 

C/C++ data with the help of a BiLSTM neural network (Li et al., 2018). As mentioned in 

Section 2.1.2, Li et al. (2018) introduced the concept of “code gadgets” which refers to 

lines of code that are not necessarily consecutive but are semantically related to each 

other in terms of dependency. For the VulDeePecker research, the “key point” of the code 

gadgets were the API/function calls, therefore there were two types of slices extracted: 

forward and backward API/library function calls. From these slices, linear data 

dependency graphs were created to represent which aspects of the original program were 

related and ultimately merged into the code gadget representation (Li et al., 2018). Each 

code gadget was labeled as vulnerable or not (Li et al., 2018). Li et al. (2018) further 

preprocessed the data to remove comments and non-ASCII characters, as well as map 

user-defined functions and variables to symbolic generic names in a one-to-one fashion 

so the same name or function will be mapped across code gadgets. Before training the 
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BiLSTM model, Li et al. (2018) tokenized each code gadget via lexical analysis by 

considering identifiers, keywords, operators, and symbols, and embedded each token with 

word2vec. Li et al. (2018) leveraged pre-labeled data from SARD and built a dataset 

from nineteen open-source C/C++ products that contained both CWEs according to 

NVD. To label the open source, collected data, Li et al. (2018) referenced the patch: if at 

least one statement was deleted or modified, it was vulnerable; otherwise, it was labeled 

as not vulnerable. Li et al. (2018) also manually verified the labels to ensure majority 

proper classification. After all preprocessing of the data, Li et al. (2018) trained and 

applied a BiLSTM model to determine if code gadgets in the dataset were vulnerable or 

not. The goal of VulDeePecker was to eliminate human implementation to detect 

vulnerabilities and reduce the percentage of false negatives in their model results, both of 

which they achieved (Li et al., 2018).  

As an expansion of VulDeePecker, the multiclass Vulnerability Deep Pecker 

(µVulDeePecker) was introduced to classify multiple CWEs (Zou et al., 2019). In 

addition to going beyond binary classification, this extension explored data dependence 

and control dependence for code gadgets, which differed from previous research (Zou et 

al., 2019). The authors emphasized the use of slicing the code in a way that was 

beneficial for the model to understand the context appropriately, especially for multi-

classification. Zou et al. (2019) altered the method to obtain a code gadget to include data 

dependence and control dependence in a bi-directional manner by considering both 

forward and backward slices and labeled code gadgets as non-vulnerable or with type-i 

vulnerability. Additionally, Zou et al. (2019) introduced “code attentions” that were a 

segment of code extracted from the normalized code gadgets based on self-defined rules 
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to address specific vulnerability syntax characteristics. Using both code attentions and 

code gadgets, Zou et al. (2019) applied a BiLSTM network to each and fused the two 

networks into another BiLSTM to determine the final classification. With the help of 

SARD and NVD-based datasets, µVulDeePecker achieved an F1-score of 94.22% for 40 

CWEs in C/C+ code. 

Other research built upon the code gadget dataset developed by Li et al. (2018) to 

further experiment other techniques for vulnerability detection. Specifically, Tang et al. 

(2021) used the foundational information from code gadgets to explore optimal 

combinations of preprocessing techniques and model types for the vulnerability detection 

of three CWEs. Tang et al. (2021) compared the results of using a variety of 

preprocessing techniques to include word2vec versus doc2vec and multilevel program 

symbolization to capture more information. Additionally, the authors explored the 

effectiveness of a feed-forward neural network with a noniterative training mechanism, 

known as the Extreme Learning Machine (ELM), to improve the training efficiency issue 

of vulnerability detection with iterative models, as compared with an BiLSTM (Tang et 

al., 2021). Ultimately, the ELM model with the multistep processing techniques 

demonstrated the highest precision results for all data types, but the BiLSTM models 

achieved the highest F1-score percentage (Tang et al., 2021).  

Semasaba et al. (2023) examined the effects of multiple machine learning techniques 

applied to vulnerability detection by experimenting with a combination of well-utilized 

models, algorithms, and methods. Previously labeled and aggregated datasets were 

utilized as the basis of this research, including data from Lin et al. (2017), Li et al. 

(2018), Russell et al. (2018), Li et al. (2022), and Zhou et al. (2019). Since previous 
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research data was utilized, there was a set number of CWE types included within these 

experiments, as well as a wide variety of data samples and C/C++ projects. Semasaba et 

al. (2023) examined several types of preprocessing techniques such as: ASTs, code 

gadgets, semantics-based vulnerability candidates, tokenized code representation, and 

composite code representation. Word2vec was used for all source code embedding across 

all models (Semasaba et al., 2023). As for machine learning techniques, Semasaba et al. 

(2023) explored data imbalance handling with synthetic minority oversampling technique 

(SMOTE); attention mechanism with sequence self-attention and a custom attention 

layer; transfer learning with cross-project tests; ensemble methods with CNN, BiLSTM, 

and BiGRU; and dimensionality reduction with PCA. A combination of these 

preprocessing and machine learning techniques was applied to each of the five datasets 

with consideration of appropriate application (Semasaba et al., 2023). The three types of 

models tested were CNNs, BiLSTMs, and BiGRUs, as mentioned with the ensemble 

method (Semasaba et al., 2023). The goal of this research was to understand the influence 

each of these methods has on vulnerability detection capabilities. Semasaba et al. (2023) 

found that the attention mechanism improved performance for the three models, the 

imbalance handling did not improve results across all datasets, transfer learning did not 

increase performance, and dimensionality reduction did not enhance learning. The 

analysis conducted by Semasaba et al. (2023) resulted in significant information from 

several experiments that ultimately demonstrated the vast number of techniques applied 

to this problem and how a slight preprocessing change may influence overall results. 

Transformer models, such as BERT, have also been researched in the C/C++ context. 

VulDeBERT implemented BERT as a follow-on measure to VulDeePecker (Kim et al., 
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2022). The authors continued to examine C/C++ vulnerabilities CWE-119 and CWE-399 

using SARD and NVD databases. Kim et al. (2022) applied code gadgets differently than 

Li et al. (2018) by creating code slices related to function calls, building code gadgets 

from those slices, and removing any code gadgets that were too ambiguous to determine 

if vulnerable or not. Additionally, Kim et al. (2022) transformed the code gadgets into 

symbolic representations and embedded the code gadget strings with the BERT model. 

VulDeBERT employed the BERTBASE model and code gadgets to classify segments in 

source code and achieved a 94.6% F1-score for CWE-119 and a 97.9% F1-score for 

CWE-399 (Kim et al., 2022). Kim et al. (2022) suggested future research explore other 

pre-trained BERT models that already have programming language knowledge, which 

this research applies.  

VulBERTa utilized the pretrained transformer model RoBERTa in conjunction with a 

MLP and a Text Convolutional Neural Network (TextCNN) to detect vulnerabilities in 

C/C++ source code (Hanif and Maffeis, 2022). Hanif and Maffeis (2022) introduced a 

custom tokenizer that included predefined C/C++ keywords, punctuation, and standard 

API names. As for preprocessing the data, Hanif and Maffeis (2022) utilized the open-

source parser, Clang, to parse and tokenize the source code and applied the BPE 

algorithm to further tokenize the data and prepare for RoBERTa ingestion. Hanif and 

Maffeis (2022) pretrained a standard RoBERTa model with the masked language model 

(MLM) objective to learn C/C++ code representation and fine-tuned the pretrained 

RoBERTa model for vulnerability detection with the MLP and TextCNN. Hanif and 

Maffeis (2022) leveraged previous research and included previously defined and 

constructed datasets from various repositories to build their dataset, including GitHub, 
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Russell et al. (2018), Li et al. (2018), Zou et al. (2019), Chakraborty et al. (2022), Zhou et 

al. (2019), and Zheng et al. (2021). Using the VulDeePecker dataset, VulBERTa with the 

MLP layer obtained an F1-score of 93.03% and demonstrated the success of the 

RoBERTa application for vulnerability detection tasks (Hanif and Maffeis, 2022). 

Thapa et al. (2022) examined transformer-based models using code gadgets for 

C/C++ source code by combining many of the techniques already addressed, such as 

program slicing, BiLSTM, BiGRU, and transformer-based models. This method utilized 

data collected in previous research (Li et al., 2018) and therefore only examined two 

types of CWEs: CWE-119 and CWE-399. For embeddings, Thapa et al. (2022) used 

word2vec for the BiLSTM and BiGRU models, a WordPiece-based tokenizer for BERT 

models, and a BPE based tokenizer for GPT-2 models. As for the pretrained model types, 

Thapa et al. (2022) explored BERT, DistilBERT, RoBERTa, CodeBERT, GPT-2, and 

Megatron-Language Model. While the GPT-2 model achieved the best F1-score for this 

experiment, Thapa et al. (2022) stated CodeBERT was the best smaller model, taking less 

time to run and still obtaining competitive results. The application of these methods 

demonstrated the plausibility of these models for future research. 

As a continuation of the work done in Thapa et al. (2022) and as a comparison to the 

work completed in Lin et al. (2018), Zeng et al. (2022) determined BiLSTMs and CNNs 

were not effective for long-distance dependent features and therefore experimented with 

CodeBERT. Zeng et al. (2022) described the benefits of CodeBERT to be the self-

attention mechanism and ability to understand both natural language and programming 

languages. Albeit Zeng et al. (2022) applied the CodeBERT model to C, which was not 

included in the trained programming languages for CodeBERT. Zeng et al. (2022) 
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expanded to 12 open-source projects where the data was labeled using descriptions from 

CVE and NVD. Additionally, the authors balanced the non-vulnerable data versus 

vulnerable data within the collected dataset by augmenting the imbalance with 

synthesized vulnerable data (Zeng et al., 2022). Zeng et al. (2022) chose not to do any 

additional preprocessing. Ultimately the results obtained by Zeng et al. (2022) were 

competitive with and, in certain experiments, more effective than the prior BiLSTM-

based research shown in Lin et al. (2018).  

BERT-based transformer models can be further trained to understand more of a 

particular language when there is an abundance of data. Huang et al. (2022) trained the 

tokenizer, as well as the BERT-based models to enhance the tokenizer and model 

understanding of C/C++ source code context. Huang et al. employed SARD and Big-Vul 

datasets for ten vulnerability types. To train the tokenizers of each model, Huang et al. 

(2022) utilized CFGs and PDGs to create function-based call graphs for the code slices. 

Huang et al. (2022) further preprocessed the code slices by generalizing the user-defined 

variables and function names to symbolic names. Subsequently, these BERT models were 

fine-tuned for binary classification for vulnerable snippets of code (Huang et al., 2022). 

The three BERT-based models used in Huang et al.’s experiment (RoBERTa, DistilBERT, 

and MobileBERT), outperformed the RNN-based models with RoBERTa having the 

highest F1-score of 89.37%. Ultimately, the results from this research showed the 

effectiveness of the BERT models for vulnerability detection. 

 

2.2.2 Vulnerability Detection for Java and JavaScript Code 

 

Similar to C/C++, Java also gained many benefits from its ubiquitous application and 

history of usage. As mentioned in Section 2.2.1, there are various methods to obtain 
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usable Java-based data to help train machine learning models that have advanced the 

level of research for this programming language. Java is a well-researched programming 

language for vulnerability detection, but many of the techniques explored are similar to 

the ones already shown in Section 2.2.1 for C/C++. The chosen related works detailed in 

this section represent the other approaches that most closely relate to the work detailed in 

this paper. 

Zhang et al. (2022) leveraged synthetic data to assist with the word-code embedding 

and classification of their developed Intelligent Token-level Vulnerability Self-detection 

Framework. Zhang et al. (2022) used another form of program slicing, control flow 

syntax trees, and processed the slices into a BERT transformer to obtain token level 

representation and embedding. From there, the authors utilized a BLSTM to achieve an 

F1-score of 92.61% with false positive rate 11.78% and false negative rate 1.68% for 118 

CWEs (Zhang et al., 2022). In this case, BERT capabilities were used for the embedding 

input, but an LSTM network was applied for the classification and ultimate 

determination. While this was applied to Java source code, this methodology also proved 

BERT’s ability to efficiently embed source code.  

Luo et al. (2021) also utilized synthetic data to achieve binary classification for 

integer overflow errors, which included 46 CWEs. To understand the efficiency and 

accuracy of BERT, Luo et al. (2021) compared the identification and classification results 

to fastText and Naïve Bayes Support Vector Machine (SVM) embedding techniques. 

BERT ultimately achieved the highest results with an F1-score of 98.17% for detecting 

the integer overflow errors in Java code (Luo et al., 2021). On the other hand, 

Scandariato et al. (2014) explored the effectiveness of Naïve Bayes classifier and random 
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forest models when detecting vulnerabilities in Java-written Android applications. Using 

labeled source code from a static code analyzer tool, Scandariato et al. (2014) employed 

the bag-of-words method to identify the frequency of terms within a script and determine 

a binary classification that shows whether the code was vulnerable or not.  

In contrast to Luo et al. (2021) and Zhang et al. (2022), Liu et al. (2023) only focused 

on XSS due to its impact to systems and a commonly reported vulnerability for 

JavaScript source code. The dataset was collected through a variety of open-source 

repositories and data crawlers that were filtered down to only return code that causes XSS 

(Liu et al., 2023). In addition, 10% of the total number of samples were artificially 

generated (Liu et al., 2023).  Liu et al. (2023) extracted features from both graph 

representations and code strings to ultimately determine if a code snippet contained XSS 

related vulnerability or not. In order to extract features from graphs, ASTs and CFGs 

were utilized for parsing the code and a graph convolutional network (GCN) was used to 

classify the entire graph feature data (Liu et al., 2023). As for the other feature dataset, 

taint analysis was used to track the flow of information from user input to execution or 

output, to extract the relevant information sequence, and to understand the causes of the 

vulnerability (Liu et al., 2023). In order to extract the semantic information of the code 

string, Liu et al. (2023) used the BiLSTM model. The vector results of the GCN and 

BiLSTM were fused together with a MLP model to ultimately determine if the snippet 

contains XSS evidence. To demonstrate the effectiveness of their model, Liu et al. (2023) 

implemented multiple sets of controlled experiments as well as created two sets of data to 

ensure the models performed well due to the features extracted, rather than an alternative 



30 
 

causal relationship. The combination of graph and code string features proved to be 

efficient with F1-scores above 98% for both tested datasets (Liu et al., 2023).   

Based upon previous work, Lomio et al. (2022) determined there should be more 

research into commit-level vulnerability detection as it provides a “just-in-time” solution 

to vulnerable implementations. Lomio et al. (2022) examined nine Java projects by 

extracting known vulnerable CVE records from NVD, filtering the data based on 

commit-specific normalization standards, and achieving a collection of 27 CVEs and 12 

CWEs as the set of dependent variables. Therefore, the three independent variables, 

process, product, and textual features, were aggregated using the commit code and 

commit metadata (Lomio et al., 2022). Process features were found using the commit 

metadata to include number of added and deleted lines, number of files committed, 

number of previous changes, as well as other metadata metrics (Lomio et al., 2022). 

Product features were created as object-oriented metrics that quantified structural 

properties of source code, as developed by Chidamber and Kemerer (1994). Lastly 

textual features were the extracted and created bag-of-words from the files involved in 

each commit (Lomio et al., 2022). These features were vectorized and combinations of 

the different features were applied to several machine learning models, such as SVM, k-

nearest neighbors, decision trees, random forest, extremely randomized trees, AdaBoost, 

gradient boosting, and XGBoost, for testing of commit-level efficiency (Lomio et al., 

2022). Additionally, Lomio et al. (2022) utilized SMOTE to generate artificial samples of 

the vulnerable commits in the dataset to improve the imbalance in the classes. While 

there were informative findings from this research, such as ensemble techniques do not 

significantly improve results and basic machine learning algorithms achieve lower 
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performance for commit-level vulnerability detection, Lomio et al. (2022) answered the 

question posed in the research title, “Are we there yet?”, with “No”. The models 

experimented with in this research did not represent high and stable performance for 

commit-level vulnerability detection.  

 

2.2.3 Vulnerability Detection for Python Code 

 

Python is an under-researched programming language but is quickly becoming to be 

the most applied and utilized programming language due to its ease and flexibility (IEEE 

Spectrum, 2023; Stack Overflow, 2023; Marjanov et al., 2022). Previous Python 

vulnerability detection research explored techniques applied to other programming 

languages, such as applying word2vec, fastText, BERT, and LSTMs (Wartschinski et al., 

2022; Bagheri and Hegeds, 2021).  

Specifically, Wartschinski et al. (2022) developed the Vulnerability Detection with 

Deep Learning on a Natural Codebase (VUDENC) model for Python. Wartschinski et al. 

(2022) stated based upon previous research they rely on the assumption that 

programming and natural languages were fundamentally similar. The authors collected 

Python source code from GitHub repositories, applied word2vec to embed the code 

tokens, and utilized an LSTM to achieve binary classification (vulnerable or not) for 

seven types of vulnerabilities: Structured Query Language (SQL) injection, cross-site 

scripting (XSS), command injection, remote code execution (RCE), path disclosure, 

cross-site request forgery (XSRF), and open redirect (Wartschinski et al., 2022). 

Wartschinski et al. (2022) trained a word2vec model using a Python corpus from GitHub. 

Before embedding the Python tokens, Wartschinski et al. (2022) filtered out comments 

within the code and created code snippets via a focus window that traversed through code 
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to ensure vulnerabilities had proper context contained within the same segment of code. 

Additionally, Wartschinski et al. (2022) applied the Python standard tokenizer library to 

create a list of tokens from the code snippets that were then applied to the trained 

word2vec model for embedding. The embedded vectors were applied to an LSTM model 

to train and test the results of these methods with a variety of hyperparameter testing 

(Wartschinski et al., 2022). Wartschinski et al. (2022) achieved high results with an F1-

score range between 80% and 90% across all seven CWEs. Although the combination of 

word2vec and LSTMs has been previously researched with different programming 

languages, Wartschinski et al. (2022) demonstrated that this method could also be applied 

to Python with effective results.  

Bagheri and Hegeds (2021) extended the research on Python vulnerability detection 

by conducting comparative research to the results of the three embedding techniques: 

word2vec, fastText, and CodeBERT. The authors trained an LSTM classifier on the three 

different embeddings to identify whether the Python code was vulnerable or not at the 

token level (Bagheri and Hegeds, 2021). While this was a binary classification, there 

were six types of vulnerabilities within the dataset: SQL and command injection, XSS, 

XSRF, RCE, and path disclosure (Bagheri and Hegeds, 2021). Bagheri and Hegeds 

(2021) collected data by extracting GitHub data based on commits referring to security 

relevant keywords and filtered out commits that did not contain any “.py” extensions. 

Additionally, Bagheri and Hegeds (2021) obtained source code snippets, removed 

comments within the code, and labeled the code using the commit changes as reference. 

Before applying embedding, Bagheri and Hegeds (2021) obtained a corpus of Python 

data from GitHub to train the word2vec and fastText models. The CodeBERT model was 
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inherently pre-trained to understand Python, so no additional pre-training was necessary.  

The LSTM+CodeBERT model achieved the best average F1-score of 87.1% for the 6 

CWEs (Bagheri and Hegeds, 2021). The utilization of CodeBERT at the token level in 

Bagheri and Hegeds (2021) proved its accuracy and efficiency for tokenizing Python 

code.  

Wang et al. (2024) shared a similar sentiment with this dissertation, that previous 

studies primarily focus on C, C++, and Java. Therefore, the basis of their research was to 

assess the performance for a variety of deep learning models for Python source code 

vulnerability detection. Wang et al. (2024) utilized the collected dataset from Bagheri and 

Hegeds (2021), which limits the research to the same six vulnerabilities: SQL and 

command injection, XSS, XSRF, RCE, and path disclosure. Since this was a larger 

empirical study of Python vulnerability detection methods, Wang et al. (2024) built 

fifteen models out of the combination of embeddings (word2vec, fastText, CodeBERT), 

models (random forest, XGBoost, LSTM, GRU, MLP, CNN), and machine learning 

strategies (attention mechanism, bi-directional mechanism, and the combination of the 

two). A specific preprocessing step Wang et al. (2024) applied was to encode the source 

code to a fixed length of 200-dimensioned vectors in reference to what Wartschinski et al. 

(2022) did that demonstrated the effect of vector size. The results presented by Wang et 

al. (2024) demonstrated that LSTM and GRU in combination with word2vec achieved 

the highest performance metrics and performance was further improved with the attention 

mechanism. After examining the fifteen combinations of embeddings, models, and 

machine learning strategies, the highest F1-scores across all models and all vulnerability 

types ranged from 78.90% to 88.75% (Wang et al., 2024).  The research conducted by 
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Wang et al. (2024) encompassed all previously applied techniques to Python vulnerability 

detection and represented the opportunity for growth to enhance these results with 

alternate methods, as applied in the research for this dissertation.  

 

2.2.4 Vulnerability Detection for Multiple Programming Languages 

 

Although the majority of previous research examines one specific programming 

language at a time, some former researchers included a mix of languages to apply their 

techniques.  

Li et al. (2019) proposed a bi-language vulnerable function detection model: the 

lightweight assisted approach based on deep neural networks (LAVDNN). The foundation 

of this method was to utilize function titles and semantics to classify the functions as 

vulnerable or benign for both C/C++ and Python functions. Li et al. (2019) stated that the 

semantics of functions, such as the use of lowercase or uppercase, can help determine 

specific functionalities and even alluded to how this was a natural language processing-

type problem. The authors manually aggregated half of the dataset via CVE entries with 

vulnerable functions, and the other half using a variety of widely used, open-source 

programs (QEMU, ImageMagick, mutlidiff, Irzip, KLEE, and vim) (Li et al., 2019).  As 

for preprocessing techniques, the authors suggested that the use of code gadgets and 

control flow graphs cause unnecessary complexity (Li et al., 2019). Additionally, since 

function names extracted from the source code have no contextual relationships, Li et al. 

(2019) leveraged one-hot encoding to vectorize the data samples into character-level 

representations. This was extremely different from other approaches studied, as the 

context is typically an important feature to enhance vulnerability detection capabilities. 

The data was then used to train the BiLSTM model to predict whether functions were 
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vulnerable or benign. Li et al. (2019) encouraged false positives when detecting 

vulnerabilities in systems because they stated that false reporting may increase workload, 

but the lack of identification will be much more costly (Li et al., 2019). Therefore, the F2 

metric, originating from the Fβ-score function, was utilized to emphasize the importance 

of recall rather than precision and measure the whole system. Using this F2 metric, 

LAVDNN achieved high F2 scores of 0.91 for C/C++ and 0.915 for Python, demonstrating 

the capability across different languages (Li et al., 2019). Additionally, these results 

demonstrate the efficiency of using function semantics as a lightweight alternative to 

assist developers with identifying potentially vulnerable functions within source code (Li 

et al., 2019).  

Binkley et al. (2022) furthered the work done in Li et al. (2019) by experimenting 

with a “featherweight” approach to vulnerability identification, as compared to Li et al.’s 

(2019) “lightweight” approach, using the LAVDNN model. In order to achieve this lighter 

approach, Binkley et al. (2022) explored the classification of the function names of six, 

open-source C projects as vulnerable or benign, ultimately identifying dangerous words 

associated with function terms. Data was obtained via Lin et al. (2018) and Russel et al. 

(2018), where the main data was C functions but there were also some C++, Python, 

HTML, Shell, and Assembly (Binkley et al., 2022). Binkley et al., encouraged false 

positives when detecting vulnerabilities in systems because they stated that false 

reporting may increase workload, but the lack of identification will be much more costly. 

Therefore, they chose to use an F2-score to represent their results in regard to the 

relationship between precision and recall, similar to Li et al. (2019) (Binkley et al., 2022). 

While source code was the foundation of this analysis, the data examined was similar to 
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natural language since the authors only considered the function names. Ultimately the 

authors determine vulnerability prediction training should include features based on the 

terms of the functions, as they proved LAVDNN to not be effective in identifying 

potentially dangerous terms (Binkley et al., 2022). 

Additionally, Tao et al. (2023) demonstrated another distinctive approach by 

combining source code with assembly code to enhance detection and classification 

effectiveness for cross-modal feature enhancement. C source code and assembly code 

were fused after utilizing ASTs and PDGs to determine the optimal slices of code. Tao et 

al. (2023) pre-trained the word2vec model on the combination of source code and 

assembly code to generate new vector embedding representation of the bi-modal code. 

After applying BiGRU and CNN models, as well as co-attention-based feature 

enhancement and weighted summation, code statement level vulnerability predications 

were achieved for twelve CWEs (Tao et al., 2023). Tao et al. (2023) obtained an accuracy 

of 97.4% and F1-Score of 93.4% across all CWEs. The authors also demonstrated how 

accurate the results were for assembly, source, or bi-modal code representations across all 

CWEs and noted how each CWE was detected differently.  

 

2.3 NER for Vulnerability Detection with Natural Language 

 

NER has been researched to assist with vulnerability detection by examining natural 

language-based information, such as open-source cyber threat intelligence information, 

threat reports, and security bulletins. The work detailed in the remainder of Section 2.3 

considers broad scope vulnerability detection using NER which includes general 

cybersecurity practices and applications. Although the following previous research 

utilizes natural language, many of the techniques applied in this section were transferred 
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from natural language to Python for the purposes of this dissertation. Additionally, the 

results displayed in the following work help this research determine practical, expected 

outcomes for NER experiments.  

Evangelatos et al., (2021) leveraged Hugging Face transformer models BERTBASE, 

XLNetBASE, RoBERTaBASE, and ELECTRABASE to apply NER models on a corpora of 

cyber threat intelligence information. Specifically, the dataset Evangelatos et al., (2021) 

applied was the Dataset for Named entity Recognition in Threat Intelligence (DNRTI) 

that was an aggregation of over 300 pieces of open-source threat intelligence reports and 

was annotated for 13 categories, such as hacker organization, attack, sample file, security 

team, tool, time, purpose, area, industry, organization, way, loophole, features (Wang et 

al., 2020). In addition to utilizing the provided traditional beginning-inside-outside (BIO) 

annotation format, Evangelatos et al. (2021) also annotated the data with the BILOU 

format, where every individual relevant token was notated as “U-” for unique and the last 

I-label of a sequence was labeled as “L-” for last. This type of annotation is included in 

Chapter 5 as part of potential future work for the research proposed in this dissertation, 

although Evangelatos et al. (2021) did not find success when using the BILOU annotation 

method.  

Similarly, Chen et al. (2021) developed the Cybersecurity named entity recognition 

(Cs-NER) models with underlying BERT embedding. Chen et al. (2021) utilize the 

pretrained BERT model for embedding in conjunction with LSTM, BiLSTM, and iterated 

dilated-CNNs as the encoder, and the conditional random field (CRF) layer as the 

decoder. The dataset was built using cybersecurity texts from multiple online security 

resources and the authors manually label the associated text with the BIO format. Chen et 
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al. (2021) examined the six entities: location, organization, person, cybersecurity related 

terms, software, and vulnerability ID. Results demonstrated a variety of high-level 

performance shown with F1-score for all entities for all models using BERT (Chen et al., 

2021). Chen et al. (2021) stated that these results represented the contextual semantics 

that BERT obtained were better than the word2vec method.  

Gao et al. (2021) developed the Cyber Security Named Entity Recognition 

Framework by implementing BiLSTM-based NER models on a predetermined dataset 

originating from open-source information, to include NVD, Metasploit, and Microsoft 

Security Bulletins. From this larger dataset, the framework examines 7 entity types, such 

as application, version, hardware, OS, version, file, and vendor, and label appropriately 

with the BIO annotation format. The results shown in Gao et al. (2021) demonstrated the 

range in accuracy that might appear across entity types as some achieved higher F1-

scores than others within their experiments. While there was room for improvement on 

these results, the work detailed in Gao et al. (2021) represented the applicability of NER 

to the cyber security realm with the use of a BiLSTM-based model.   

Vishnu et al. (2021) expanded the BiLSTM application of automated vulnerability 

classification using vulnerability descriptions to 13 entity types and 196 entity groups 

derived from the original 13 types. Vishnu et al. (2021) built the vulnerability description 

dataset from the CVE database and collected an original set of 13 categories: denial of 

service (DOS), execute code, overflow, XSS, directory traversal, bypass something, gain 

information, gain privilege, SQL injection, file inclusion, memory corruption, XSRF, and 

HTTP response splitting. Many of the vulnerability descriptions had more than one 

category associated with it, therefore Vishnu et al. (2021) derived 196-classes from the 
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original 13 by creating combinations of the different categories. Once the variations in 

data was cleaned, Vishnu et al. (2021) applied several preprocessing techniques to the 

natural language vulnerability descriptions to include the removal of stop words, 

punctuation, and numbers, as well as tokenization, case normalization, word stemming, 

and GloVe embedding. SVM, CNN-LSTM, GCN, and self-attention based deep neural 

network (SA-DNN) were trained and implemented to classify the vulnerability 

descriptions using the 13 and 196 classes (Vishnu et al., 2021). The SA-DNN, was a 

Vishnu et al. (2021) developed model that utilized a BiLSTM and Keras self-attention 

layer. Additionally, latent Dirichlet allocation was applied to discover topic trends within 

each description (Vishnu et al., 2021). Vishnu et al. (2021) conducted experiments with 

each model type against variations of the original dataset to investigate how the number 

of classes or category overlaps affects model accuracy. The SA-DNN model ultimately 

achieved the best performance for the 196-entity classification (Vishnu et al., 2021). The 

authors also highlighted the percentages of misclassifications correlated with the high 

description similarities which demonstrated the ease of model confusion when source 

data was similar (Vishnu et al., 2021).  

To improve implementation efforts with small amounts of labeled data, Yang et al. 

(2021) developed an NER model to disregard the lack of labeled data and improved 

automated information extraction. Yang et al. (2021) leveraged previous work that 

aggregated a dataset from public vulnerability database CVE and numerous security 

forums that includes three types of vulnerabilities and two times of entities: software 

name and software version. The models implemented for these experiments were 

Hugging Face-obtained, pre-trained language models RoBERTa, BERT, and ELECTRA. 
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While the goals of Yang et al. were different than the research displayed in this 

dissertation, the authors demonstrated the high performance pre-trained language models 

can achieve without copious amounts of labeled data.  

Wåreus and Hell (2020) demonstrated another alternate method to apply NER within 

the vulnerability environment. Wåreus and Hell (2020) developed a BiLSTM-based 

model to automatically assign a Common Platform Enumeration (CPE) from summary 

text and assist NIST with their vulnerability information labeling. CPEs are assigned by 

NIST security professionals to identify which software and versions are related to the 

vulnerability in a standardized format. Wåreus and Hell (2020) collected historical 

vulnerability data with determined CPEs from NVD to extract the CVE summary 

associated with the vulnerability and CPE and to build the foundational dataset for their 

research. There were seven entities or labels that Wåreus and Hell (2020) needed to assist 

with the creation of CPEs from CVE summaries. The authors used the BIO labeling 

method, so the eighth label was ‘O’ for the non-label. GloVe word embeddings were 

applied with varying levels of fixed vector dimensions. Additionally, as part of the feature 

engineering aspect of the BiLSTM model, there were word and character level 

embeddings added to the input layers with the optional features of word level case-

features, and a word level lexicon of known statements. The variations of those features 

were tested to determine optimal performance. As alluded to, the model applied by 

Wåreus and Hell (2020) was a BiLSTM with labels decoded with a conditional random 

field (CRF). The CRF layer was a method to statistically correlate label determination 

between different words in a sequence. Wåreus and Hell (2020) found that the 

performance for multi-word labels was not efficient since the score for the I-labels were 
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lower, as well as the highest performance was achieved using the word-level case 

features with the lexicon features. These results demonstrated the negative effects of 

multi-labeled entities (“B” and “I” labels), as well as the importance of word-level 

representation. 
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Chapter 3 – Methods 

 

 

Based upon the previously described research, this chapter details an enhanced 

method for vulnerability detection in Python source code using the technique of NLP, 

called NER. Due to the nature of the technique, many of the implemented methods were 

traditionally applied to natural language rather than programming languages. The 

applicability to Python code is hypothesized to be viable due to previous research 

verifications and Python semantics having closer consistencies with natural language. 

The public repositories for NVD, Hugging Face, and GitHub were used to help apply and 

test this alternative method. This research is the first of its kind to apply NER to source 

code that identifies and categorizes vulnerable code snippets in Python. 

 

3.1 Named Entity Recognition 

 

NER is a subcategory for NLP that identifies pre-defined entities from text and 

classifies the entities accordingly. Traditionally, entities are defined as people, locations, 

and organizations. In the context of this research, entities are defined as the six different 

CWEs for which were tested. Figure 3.1 depicts the intent of this research to apply 

natural language techniques to Python in order to identify vulnerabilities by CWE type, 

or in this case, by entity. The first example in Figure 3.1 demonstrates how NER typically 

works with natural language to extract entities, such as people (PER), locations (LOC), 

and organizations (ORG). The second example displays how this research translates to 

extracting specific CWEs as entities within a sample of Python code, which is the goal of 

this methodology. As shown, the text or source code needs to be labeled appropriately to 
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learn the context of a certain vulnerable entity. The process for labeling source code is 

detailed in Section 3.6.4. 

 

 
Figure 3.1: Named entity recognition (NER) examples for natural language (English) and 

Python source code. 

 

3.2 BERT 

 

In the context of this research, NER is developed as a downstream task from a 

pretrained transformer-based model. Transformers have recently gained popularity in the 

deep learning research community due to their ability to triage large datasets of texts for 

various tasks and their lack of memory constraints. As previously detailed in Section 

2.1.2, transformer-based models implement an attention mechanism that learns the 

context of tokens within a larger sequence. While transformers can be applied to multiple 

text triaging tasks, such as sentiment analysis, question and answering, summarization, 

and translation, this research focused entirely on the token classification scheme NER. In 

addition, the scope of this research concentrated on models that have the foundation of 

BERT. Developed by Google in 2018, BERT has contributed to many machine learning 
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advances due to its training on a 3.3-billion-word corpus and ability to encode and 

decode text to achieve high-accuracy language understanding models (Devlin et al., 

2019). BERT models were pre-trained on the BooksCorpus (Zhu et al., 2015) with 800 

million words and English Wikipedia with 2.5 billion words (Devlin et al., 2019). As the 

name states, it is bidirectional, meaning it can learn context from both sides of a specific 

word in a sequence. BERT only uses the encoder portion for token classification because 

it is not generating any text (Mamede et al., 2022). Moreover, BERT is able to handle 

long-term dependencies better than previous NLP models (Wang et al., 2024). Due to 

these features, BERT has become the foundational infrastructure for the development of 

numerous language models. 

 

3.2.1 BERT Architecture 
 

The BERT architecture is comprised of a multi-layer bidirectional transformer 

encoder (Devlin et al., 2019). At the base of BERT is the encoder portion of the 

transformer, which is a model that relies entirely on self-attention mechanisms to 

compute representations of its input and output (Vaswani et al., 2017). Within the 

encoder, there are two sub layers: self-attention and feed-forward neural network. The 

self-attention layer is comprised of weighted matrix calculations that calculate the 

relationship between different positions of a single sequence (Vaswani et al., 2017). To 

enhance the model’s understanding of context and apply information learned across the 

several encoding layers, the model uses multi-headed self-attention layers to linearly 

project the self-attention weighted matrix calculations across a set dimension (Vaswani et 

al., 2017). For the NER specific task stemming from BERT, the fine-tuning process 
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includes a single extra output linear classification layer consisting of a feed-forward 

neural network and SoftMax layer (Evangelatos et al., 2021). 

BERT uses both MLM and next sentence prediction (NSP) pre-training objective. For 

MLM, tokens in a sequence are randomly masked at input and the goal is for the model to 

predict the original token ID by using the context of the sequence (Devlin et al., 2019). 

This type of MLM training allows the pretraining for the bidirectional transformer for a 

variety of downstream tasks, to include NER. NSP further enhances contextual 

representations by learning the relationships between two sequences provided to the 

model (Devlin et al., 2019). NSP predicts a binary classification (next sentence or not) for 

the two provided sequences (Liu et al., 2019).  Additionally, BERT was developed to 

work with WordPiece tokenized vectors and embeddings, which is further explained in 

Section 3.4.2.  

There are certain parameters that are utilized for BERT models such as number of 

layers, the hidden size, and the number of self-attention heads. Originally, there were two 

model sizes developed for BERT: BERTBASE and BERTLARGE. BERTBASE has 12 layers, 

hidden size of 768, and 12 self-attention heads, with 110M total parameters. BERTLARGE 

has 24 layers, hidden size of 1024, and 16 self-attention heads, with 340 total parameters 

sum to 340M (Devlin et al., 2019). Total number of parameters is calculated using the 

embedding and attention matrix dimensions. While BERTBASE and BERTLARGE were not 

implemented for this research, their parameters are included to compare the sizes of the 

models used-DistilBERT, RoBERTa, and CodeBERT-and potentially represent future 

research opportunities. It is also worth noting that the max input dimension of the BERT 
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transformer encoder is 512 tokens, which directly affects the capability of the models 

implemented in this research and further described in Section 3.6.4.  

 

3.3 Models  

 

BERT-based models prove to be efficient in detecting vulnerabilities in source code 

for both C\C++ and Java, as shown in Chapter 2. The three pre-trained transformers 

evaluated in this research were DistilBERT, RoBERTa, and CodeBERT.  

The capabilities of these pre-trained transformer models were leveraged to conduct 

the experiments with the use of Hugging Face’s publicly available repository (Hugging 

Face, 2023). The training done for the models was fine-tuning for downstream tasks of 

larger models that have already been trained on massive language repositories. Pretrained 

models enhance model accuracy based on the copious amount of data the model has been 

previously trained on and the transformer's ability to learn downstream tasks with less 

data available. These models have been proven to achieve optimal results for both natural 

language and programming language.  

 

3.3.1 DistilBERT 

 

DistilBERT, is a smaller, faster, and cheaper version of BERT that still performs with 

high accuracy (Sanh et al., 2019). This version of BERT is lighter for computation which 

improves the speed of training without compromising accuracy. DistilBERT, a distilled 

version of BERT, was developed using knowledge distillation to replicate the behavior 

from the original model in a more compressed version (Sanh et al., 2019). Therefore, 

DistilBERT also utilizes the WordPiece tokenization and encoding algorithm. 

DistilBERT was trained on the same dataset as BERTBASE and BERTLARGE but only has 
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66M total parameters with 6 layers, hidden size of 768, and 12 self-attention heads (Sanh 

et al., 2019; Thapa et al., 2022) 

 

3.3.2 RoBERTa 

 

RoBERTa, the Robustly Optimized BERT Approach, utilizes the original BERT 

methods but applies different dictionaries and pretraining parameters to enhance 

performance (Liu et al., 2019; Thapa et al., 2022). RoBERTa was trained on five 

different corpora, including the original two BERT datasets, totaling to over 160GB of 

text: BookCorpus (Zhu et al., 2015), English Wikipedia, CommonCrawl News articles 

between September 2016 and February 2019, OpenWebText web content from Reddit, 

and a dataset containing a subset of CommonCrawl data procured by Trinh and Le 

(2019). As for pretraining parameters directly compared with the BERT model, RoBERTa 

developers eliminated the NSP portion of pretraining, changed to dynamic masking rather 

than static, and trained the model longer over more, longer sequences of data (Liu et al., 

2019). The dynamic masking refers to how Liu et al. (2019) duplicated the data ten times 

so that the masked word can be represented in ten different ways while training. 

Additionally, RoBERTa uses the BPE tokenization algorithm which affects the encoding 

and tokenization differently than the WordPiece tokenization algorithm in BERT and 

DistilBERT.  

Similar to BERT, there were two model sizes developed for RoBERTa: 

RoBERTaBASE and RoBERTaLARGE. This research utilizes the RoBERTaBASE model that 

has 125 total parameters with 12 layers, hidden size of 768, and 12 attention heads. For 

comparison, the RoBERTaLARGE has 355M total parameters with 24 layers, hidden size of 

1024, and 16 attention heads.  
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3.3.3 CodeBERT 

 

Building upon BERT and RoBERTa, CodeBERT was developed as a BERT-based 

model that was trained on both natural language and programming languages (Kanade et 

al., 2020). In particular, CodeBERT was trained on GitHub repository data aggregated by 

Husain et al. (2020) that contained both bimodal (natural and programming language) 

and unimodal (just programming language) data from six programming languages: 

Python, Go, Java, JavaScript, Ruby, and PHP (Feng et al., 2020). Therefore, the model is 

able to understand the syntax of a programming language mixed with any natural 

language. As for pretraining, CodeBERT developers utilized MLM for only the bimodal 

data and replaced token detection (RTD) for both bimodal and unimodal data (Feng et al., 

2020). During pretraining, RTD was applied to every input position and predicts if the 

token was the original with the binary classification of “real” or “fake” (Feng et al., 

2020). In addition, CodeBERT uses the same tokenization algorithm as RoBERTa: BPE.  

CodeBERT was developed using an identical architecture to RoBERTaBASE and 

therefore has a total number of parameters of 125M. CodeBERT parameters include 12 

layers, hidden size of 768, and 12 attention heads.   

 

3.4 Tokenization/Encoding Algorithms 

 

While the built-in Python tokenizer was considered due to its success in Wartschinski 

et al. (2022) and Bagheri and Hegeds (2021), this research instead applied the BERT-

based tokenizers for each model to keep consistency and explore accuracy differences. As 

mentioned in Section 1.5, three different tokenizers were used in the experiment with two 

different architectures. The CodeBERT and RoBERTa tokenizers use the BPE method, 
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while DistilBERT uses WordPiece. Both BPE and WordPiece models can tokenize and 

embed string sequences.   

Each of the pre-trained transformers has an associated pre-trained tokenizer that 

supports the transformer. While CodeBERT and RoBERTa have similar infrastructure, 

they were trained on different datasets so the vocabulary for the tokenizer and model are 

different. The underlying mechanics and vocabulary of DistilBERT are distinct compared 

to the other two. Assessing this range of models and tokenizers helps determine an 

optimal combination and identifies how certain combinations can detect and classify 

vulnerable code snippets differently. Models are not effective if used with a tokenization 

algorithm that is different from their inherent algorithm (i.e. WordPiece or BPE). 

Therefore, RoBERTa and CodeBERT can cross-apply their tokenizer and model because 

these models understand the BPE tokenization algorithm. On the other hand, DistilBERT 

cannot use the RoBERTa or CodeBERT tokenizer because DistilBERT employs the 

WordPiece algorithm. As a result, the two different tokenizer types were trained and 

evaluated from the three different transformers, resulting in five combined models. The 

differences between the CodeBERT and RoBERTa tokenizers stem from the vocabulary 

each were trained on. This may result in code being tokenized and embedded differently 

across all three tokenizers based upon the original trained vocabulary and the method in 

which it tokenizes. 

 

3.4.1 Byte-Pair Encoding 

 

BPE is an algorithm used to tokenize and encode the hybrid between word-level and 

character-level representations (Liu et al., 2019). Originally developed as a text 

compression algorithm, BPE creates sub-words based on the frequency of characters that 
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appear in the reference corpus (Sennrich et al., 2016). The RoBERTa developers 

implemented a specific BPE that uses bytes instead of Unicode characters, which 

improves character representation within the vocabulary and reduces the number of 

“unknown” tokens (Liu et al., 2019). This version of BPE is known as byte-level BPE. 

RoBERTa was trained with a byte-level BPE, resulting in a vocabulary of 50K sub-words 

(Liu et al., 2019).  

Figure 3.2 is an example of how the vocabulary is constructed and applied to 

incoming sequences for BPE tokenization. At a high-level the vocabulary is iteratively 

built utilizing the frequency of each token pair and merging high frequency neighboring 

tokens.  Figure 3.2 demonstrates how BPE uses an incoming corpus to develop a 

vocabulary based on the frequency of token pairs. In addition, Figure 3.2 shows how the 

BPE model developed using the given corpus would tokenize two sample sequences. The 

first sequence is something familiar to the model, so it is able to utilize several predefined 

sub-words. The second sequence is not as familiar to the model but is at least aware of 

each token presented and returns a value for each.  A similar example is presented in 

Section 3.4.2 to display the differences between BPE and WordPiece.  
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Figure 2.2: Example of how the Byte-Pair Encoding model builds vocabulary and 

tokenizes input text, given an original corpus.  

 

3.4.2 WordPiece 

 

WordPiece is a sub-word tokenization method that iteratively learns as more 

characters are compared, but it focuses on the likelihood of the next character rather than 

frequency as in BPE (Huang et al., 2022). Originally developed by Google to assist with 

tokenization for BERT models, WordPiece has been implemented for various NLP tasks. 

In the context of the BERT model, Devlin et al. (2019) trained their models with a 30K 

token vocabulary of WordPiece sub-words. The WordPiece model defines sub-words or 

“wordpieces” to ensure a wider breadth of tokens is represented in the vocabulary but 

limits the number of rare tokens to eliminate any distortions of the data (Wu et al., 2016). 

The process of how a WordPiece vocabulary is built and tested is shown in Figure 3.3. 

The WordPiece model calculates a score for each token and its neighbor, and creates sub-

words depending on the score level. Not all the special tokens are included in Figure 3.3 

for the purposes of the example, but additional special tokens, such as [PAD], [CLS], 
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[SEP], [MASK], are likely to also be within the pretrained vocabulary. This is the same 

original corpus used for the BPE example in Figure 3.2, Section 3.4.1. Figure 3.3 shows 

how the WordPiece model developed a vocabulary from the given corpus and tokenizes a 

set of test sequences. Similar to Figure 3.2, the model is able to recognize several words 

in the first test sequence and applies predetermined sub-words. Alternatively, the second 

test sequence demonstrates how the WordPiece model did not have predetermined sub-

words to align with new words presented. The examples in Figures 3.2 and Figure 3.3 

represent how each model creates a vocabulary that is leveraged as the basis for future 

tokenization applications. This process is how the models applied for this research 

develop their model vocabulary and signifies the impact the pre-training data has on the 

model effectiveness.  

 

 
Figure 3.3: Example of how the WordPiece model builds vocabulary and tokenizes input 

text, given an original corpus. 
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3.5 Experimental Design 

 

The three research objectives proposed in Chapter 1 were completed as shown from 

the high-level overview methodology map in Figure 3.4. The methodology map 

demonstrates the flow of information and data that ultimately achieves the projected 

outcomes. Sections 3.6 and 3.7 provide in-depth information for the first three layers of 

the methodology map. Chapter 4 addresses the last two layers of the methodology map 

by displaying the experimental results and addressing the research objectives and 

questions. 

 
Figure 3.4: Methodology map. 

 

 

At a more granular level, the following five phases were implemented during this 

research to appropriately work towards the previously mentioned research objectives: 

data collection, data cleaning, data preprocessing, model development, and model 

implementation. Figure 3.5 shows the breakdown of the five-phased process, and each 

phase is detailed throughout Sections 3.6 and 3.7.  
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Figure 3.5: Overview of methodology from data collection to model implementation. 

 

3.6 Data 

 

Open-source repositories were used to collect data for this research to help mimic the 

real nature of source code. This technique was proved viable due to previous research 

discussed in Chapter 2 (Bagheri and Hegeds, 2021; Fan et al., 2023; Hanif and Maffeis, 

2022; Russell et al., 2018; Wartschinski et al., 2022). The data was collected through 

GitHub and then sent through several cleaning and preprocessing techniques before 

training and testing the models. The following chapter details the type of data used for 

this research, as well as the process from collection to implementation.  

 

3.6.1 CWE Types 

 

GitHub and NVD helped determine the specific CWEs for this study, based on the 

amount of data available to examine Python vulnerabilities. When scraping GitHub for 

Python vulnerabilities, there were twelve distinct vulnerabilities that commonly appear. 

The NVD’s 2022 Top 25 Most Dangerous Vulnerabilities list was cross-referenced with 

the twelve previously identified CWEs to narrow down the number to six CWEs (CWE, 

2023a). The six CWEs originating from NVD’s 2022 CWE Top 25 Most Dangerous 

Software Weaknesses list are: CWE-787, CWE-79, CWE-89, CWE-20, CWE-94, CWE-
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22. Table 3.1 shows the title, rank on NVD’s Most Dangerous list (for years 2022 and 

2023), and tagging convention used for data labeling (NER label). Restricting the number 

of CWEs to six allowed for future growth to more vulnerabilities but still achieved the 

multiclassification goal. 

 

CWE # CWE Title 
NER 

Label 

2022 

Rank 

2023 

Rank 

20 Improper Input Validation iiv 4 6 

22 
Improper Limitation of a Pathname to a Restricted 

Directory, commonly known as Path Traversal 
pat 8 8 

79 

Improper Neutralization of Input During Web Page 

Generation, commonly known as Cross-site 

Scripting 

xss 2 2 

89 

Improper Neutralization of Special Elements used in 

an SQL Command, commonly known as SQL 

Injection 

sql 3 3 

94 
Improper Control of Generation of Code, commonly 

known as Code Injection or Remote Code Execution 
rce 25 23 

787 Out-of-bounds Write oob 1 1 

Table 3.1: CWEs used during this research and the naming convention used during NER 

modeling. 

 

There are over 900 CWEs publicly registered with the CWE website that are 

organized within a hierarchical structure (CWE, 2023b). Data availability restricted this 

research to 6 CWEs, but provided a smaller scale proof-of-concept. While this 

experiment only included a portion of the total, it demonstrates the potential for 

expanding to more vulnerability types for future research. 

 

3.6.2 Collecting Data 

 

Previous machine learning approaches described the difficulty of obtaining confident 

Python data without leveraging manual methods. The process of auto-labeling data has 

become a branch of machine learning research due to the increased importance of quickly 
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and confidently labeling data for further analysis and utilization. Like Wartschinski et al. 

(2022), this research curated a dataset so that the model can be applied to a wide range of 

Python topics and projects rather than being project- or function-specific. The wide range 

of data helped generalize the application of the model and provided more research 

insights into the scale of this model's ability. 

The publicly available GitHub repositories were used as the foundational dataset for 

this model. Employing GitHub as the source for data allowed the model to be developed 

on real-world practical code, rather than fabricated, clean code. By using potentially 

noisier data, it also allowed the model to learn in an environment with a larger range of 

circumstances. Previous research demonstrated the success of scraping data from GitHub 

by extracting commit changes that reference vulnerabilities (Bagheri and Hegeds, 2021; 

Wartschinski et al., 2022). This proved the plausibility and effectiveness of using real-

world data to train these models. A list of pre-determined keywords and phrases related 

to each vulnerability were aggregated to obtain relevant samples within GitHub, as 

shown in Table 3.2. The specific keywords and phrases were accumulated through the 

CWE website for each CWE and determined likely phrases that would be included within 

commit change comments for certain vulnerabilities. This method collected an unfiltered 

dataset of 43,224 commits with a range of changes referenced within each commit. The 

raw source code strings were filtered after collection to ensure vulnerabilities were 

referenced and the programming language was Python. Then the data was cleaned and 

labeled before implementing the model. 
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CWE Keywords and Phrases 

OOB CWE-787, Out-of-bounds write, out of bounds write, out of bounds, memory corruption, 

intended buffer, out-of-bounds, allows heap corruption, allows memory corruption, browser 

allows heap corruption, user can obtain read/write access to read-only pages, out-of-bounds 

write (CWE-787), Out-of-bounds write in kernel-mode driver, incorrect bounds check, 

Memory corruption in web browser scripting engine, leading to out-of-bounds write, allowing 

out-of-bounds write, leading to memory corruption, leads to buffer underflow, stack-based 

buffer overflow, Heap-based buffer overflow 

XSS CWE-79, Cross-site Scripting, cross site, cross-site, Improper Neutralization of Input During 

Web Page Generation, XSS, HTML injection, contains untrusted data, executable by a web 

browser, untrusted data, web browser executes the malicious script, Reflected XSS, Stored 

XSS, DOM-Based XSS, prevent XSS, prevent cross site, fix XSS, fix cross site, correct XSS, 

correct cross site, allow reflected XSS, allowing reflected XSS, allowed reflected XSS, 

reflected Cross-Site Scripting attacks, XSS (CWE-79), allows XSS, insert malicious HTML 

sequences, XSS flaw, did not sufficiently neutralize, allowing for reflected Cross-Site 

Scripting attacks, Universal XSS, Admin GUI allows XSS through cookie, allows XSS 

through crafted HTTP header, allows XSS through crafted HTTP Referer header, protection 

mechanism failure allows XSS, allowing XSS (CWE-79) using other tags, enabling XSS 

(CWE-79), Reflected XSS using the PATH_INFO in a URL, Stored XSS in a security 

product, Stored XSS using a wiki page, Stored XSS in a guestbook application  

SQL CWE-89, Improper Neutralization of Special Elements used in an SQL Command, SQL 

Injection, SQL Command, improper SQL syntax, prevent sql injection 

IIV CWE-20, Improper Input Validation, does not validate input, incorrectly validates the input, 

does not validate input properly, input validation, bypass a validation step, insufficient input 

validation, improved input validation 

RCE CWE-94, Improper Control of Generation of Code, Code Injection, RCE, remote code 

execution, modify the syntax, modify the behavior, alter the intended control flow of the 

software, arbitrary code execution, injection weakness, string vulnerabilities, prevent rce, 

prevent remote code execution, fix rce, fix remote code execution, correct rce, correct remote 

code execution 

PAT CWE-22, Improper Limitation of a Pathname to a Restricted Directory, Path Traversal, 

directory traversal, outside the restricted directory, escape outside of the restricted location, 

relative path traversal, absolute path traversal, accessing unexpected files, injection of a null 

byte, truncate a generated filename, null injection, prevent directory traversal, fix directory 

traversal, correct directory traversal, absolute pathname, drive letter 

Table 3.2: Keywords and phrases used to scrape GitHub for commits related to specific 

CWEs. 

 

3.6.3 Cleaning Data 

 

Using the raw source code data collected, multiple iterations of cleaning techniques 

were applied to achieve the optimal format of code segments to be embedded and passed 

to fine-tune the model. The different preprocessing and cleaning methods ultimately 

affect the accuracy of the model. When the data was collected, it was still in the raw 

commit form where the changed and unchanged lines were designated within the code 

string with +, -, or nothing. The code strings were iterated through to recreate the original 
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file structure, and then marked what changes were made from the commit. Similar to 

Wartschinski et al. (2022) and Li et al. (2018), the deleted changes shown in the GitHub 

commit were labeled as vulnerable sections and filtered again to ensure Python code was 

the programming language. Lastly, any comments were extracted within the code strings 

to further refine the samples. While the number of changes to the original code format 

were limited, previous research has proven that removing comments enhances 

vulnerability identification accuracy (Hanif and Maffeis, 2022; Thapa et al., 2022). 

Therefore, this research used regex to extract all single line comments and block 

comments. Removing comments helped filter out samples that only reference 

vulnerabilities or weaknesses within the comments and not the source code. In the 

context of this research, a code snippet is a sample of the larger source code segmented to 

a size that is easily ingestible by the classification models. 

 

3.6.4 Preprocessing Data 

 

Tokenization was the first step in preprocessing because it helped with the data 

labeling, embedding, and shortening of the samples for model ingestion. As previously 

detailed in Section 3.4, this research implements the BERT-based tokenizers for each 

model, such as the inherent CodeBERT, RoBERTa, and DistilBERT tokenizers. The 

algorithms input a sequence of text and return a segmented list of text and the associated 

encoded list of text. This was applied three times for each tokenizer. After creating 

tokenized strings, code was labeled using traditional NER techniques. 

The previously labeled vulnerable string sections were aligned with the new tokens 

created to label the tokens as vulnerable or not vulnerable (referred to as “neutral”). What 

differs from previous research in labeling the code sections as vulnerable or neutral is the 
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NER aspect of labeling. Since this is token-level classification, each token needs to have 

a label. This research used the conventional NER approach of BIO, meaning Beginning-

Inside-Outside (Wåreus and Hell, 2020; Sumoto et al., 2022; Chen et al., 2021). 

Therefore, the first token that has a vulnerability was labeled with the prefix “B-”, any 

additional tokens part of that vulnerability was labeled with the prefix label “I-”, and any 

tokens not part of the vulnerability was labeled with the label “O”. Figure 3.6 shows this 

technique to label the data under “NER Tags”. 

 

 

Figure 3.6: Example use of the DistilBERT tokenizer from code to numerical and NER 

representation. The highlighted grey text depicts the vulnerable section within the code 

sample, token list, embeddings, and NER tags. 

 

In addition to the labeling, another important utilization of the tokenization is the 

embedding of the code. Using the three different tokenizers, tokenization was applied to 

obtain the embedding for each of the tokens. This embedding is a numerical vector 

representation of each token that was pre-defined from the training of the tokenizer. 

Embedding is a necessary component of training the model. An example of how the 
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DistilBERT model embeds a particular section of code is shown in Figure 3.6 under 

“Embeddings”. 

There are also limitations to the size of the input to the NER model. The DistilBERT 

transformer has a maximum input of 512 sub-word tokens, while the RoBERTa and 

CodeBERT transformers have a maximum input of 514. Therefore, the data was 

segmented to 510 tokens to maintain consistency across the models and to provide space 

for the special tokens, such as the separators <s>, </s>, [CLS], or [SEP], that are added 

during the tokenization process depending on tokenizer. Previous research applied the 

technique of only using snippets of code that were less than or equal to 512 tokens 

without any additional shortening techniques (Huang et al., 2022). During the iterative 

experimental process, this research also tested with shorter tokens, such as an average 

length of around 300 tokens, but found that with this method the model did not perform 

accurately. Therefore, this research employed a method to keep strings longer than 512 

by segmenting the string in a way that keeps its structural semantics for the model, which 

is referred to as the code snippet. Using a combination of techniques from Wartschinski 

et al. (2022) and Luo et al. (2021), it was located where in the code sample there were 

natural Python code breaks, such as newline characters (\n) and closing parentheses or 

brackets (], ), }). The newline characters were considered first in order to keep single 

lines of code or multiple lines of code together in one snippet. If newline characters were 

not plausible, closing parentheses and brackets were used because they represent the end 

of a token but also keep the necessary surrounding context. Subsequently, the code 

snippet was built around the natural breaks, ensuring if the vulnerable segment was less 

than 510, it was encompassed in one snippet. It was also considered where the vulnerable 
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code section was located within the sample to confirm that the vulnerable snippet was not 

broken up by the 512 or 514 token truncations. Additionally, each new snippet of code 

that was less than or equal to 510 tokens was padded up to the max length to ensure 

consistency and better accuracy for the model. Once new snippets of code originating 

from the longer than 512 token code samples were obtained, supplementary cleaning was 

done, such as removing any snippets shorter than 50 tokens and any snippets that have 

less than 5 different types of characters within the snippet. Snippets shorter than 50 

tokens likely do not properly represent Python code semantics, as shown in Wartschinski 

et al. (2022), and were removed to help the model learn correct Python code context. In 

addition, this filtering helped remove snippets that were not significant. 

NER models utilize the input of three parameters: input ids, NER tags, and attention 

mask. Input IDs are defined by the embedding. They are the numerical vector 

representation of the tokens, as shown in Figure 3.6. The previously labeled NER tags are 

in string format. This vector was changed to a numerical representation of the labels as 

well, where each label was given a corresponding number for consistency. Finally, the 

attention mask is a binary numerical vector that represents which tokens should be 

attended to or referenced when learning the data. For example, the integer 0 was used 

where there was a padded token because it did not affect the data. On the other hand, 

identified data used for examination was labeled with the integer 1.  

The last preprocessing step considered the number of samples for each CWE within 

the dataset. Random sampling, cross validation was employed to split the data 60-20-20 

between training, validation, and testing, stratifying the split by CWE so that there was an 

equal distribution of the different types within the datasets. This method maximized the 
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number of parameters to train the model while still being able to validate the trained 

model with separate datasets. Pretrained transformer-based models do not need as much 

training data, which allows for a larger split for the testing and validation datasets than a 

traditional 10% for each. The test dataset (20% of the original data) was not utilized until 

the model implementation phase to ensure there was no accidental overfitting or bias. 

Table 3.3 shows the breakdown of the number of snippets in each dataset used for this 

research. The differences between the CWEs occurred due to data availability after 

collection and cleaning. In addition, there was a slight difference in the number of 

snippets between tokenization types. This was due to the tokenizers affecting how many 

tokens were in one snippet and the filtering techniques used to reduce any non-significant 

snippets after tokenization and labeling.  

 
 DistilBERT Tokenizer CodeBERT/RoBERTa 

Tokenizer 

Train Validation Test Train Validation Test 

CWE-94/RCE 14052 4684 4684 13894 4632 4631 

CWE-89/SQL 11426 3809 3809 11317 3772 3773 

CWE-20/IIV 10933 3644 3644 10594 3532 3531 

CWE-22/PAT 10048 3349 3350 9884 3294 3295 

CWE-79/XSS 8804 2934 2935 8592 2865 2864 

CWE-787/OOB 5107 1703 1702 5045 1681 1682 

Table 3.3: Number of code snippets per CWE within each dataset. 

 

3.7 Model Development 

 

After an iterative learning process of hyperparameter testing using the portioned 

validation dataset, the following parameters were used to achieve the best results for 

these models: learning rate of 2e-5, 10 epochs, batch size of 8, and the AdamW optimizer 

(Loshchilov and Hutter, 2019). The training for each model varied between 2 to 3 hours 

per training session. The validation set was leveraged to determine the optimal 
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hyperparameters. Finally, the test dataset, as described in Section 3.6 and shown in Table 

3.3, was not introduced until the final testing phase. Table 3.4 shows the model 

architecture for RoBERTa/CodeBERT and DistilBERT after finetuning on the new data 

and applying the NER classification layer, which was previously described in Section 

3.3. Table 3.4 exhibits a selection of parameters to best represent the different model 

architectures. Other parameters not shown include items such as self-attention weight 

matrix dimensions and additional linear layer parameters. Since all models have the base 

BERT understanding, there are overlaps in the model architectures. Chapter 4 presents 

the results of the model development and application. 

 
Parameter RoBERTa/CodeBERT DistilBERT 

Activation Function GELU GELU 

Drop Out Probability 0.1 0.1 

Hidden Dimension 768 768 

Feed-forward Dimension 3072 3072 

Layer Normalization 

Epsilon 
1.00E-05 1.00E-12 

Max position embeddings 514 512 

Num attention heads 12 12 

Num hidden layers 12 6 

Vocabulary size 50265 30522 

Classifier 

Linear Layer:                  

in features=768            

out features=13 

bias=True 

Linear Layer:                 

in features=768         

out features=13 

bias=True 

Table 3.4: Model architecture parameters for RoBERTa, CodeBERT, and DistilBERT 

models. 
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Chapter 4 – Experimental Results and Discussion 

 

 

The research questions and objectives set forth in Chapter 1 are the framework of this 

investigation. The results in this section stem from the data referenced in Table 3.3 and 

experimental hyperparameters detailed in Section 3.7.  

 

4.1 Evaluation Metrics 

 

To appropriately present the results and the contributions of this research, traditional 

classification statistics were observed, such as precision, recall, accuracy, and F1-score. 

These metrics have been commonly used in previous research with this type of static 

analysis of vulnerabilities, as well as NER (Wåreus and Hell, 2020; Gao et al., 2021; 

Yang et al., 2022).  

Precision refers to the ratio of correctly identified NER vulnerable entities to the total 

number of predicted NER-labeled entities and defined as: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

Recall is the ratio of correctly identified NER vulnerable entities to the total number 

of actual vulnerable entities and defined as: 

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

The F1-score uses precision and recall to demonstrate the efficacy of the model and 

defined as: 

𝐹1 =
2 ∗ 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙
 

 Lastly, accuracy is the ratio of correctly identified NER vulnerable entities to all 

predictions: 
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𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝐹𝑃 + 𝑇𝑁 + 𝐹𝑁
 

The remainder of this section is organized to address each research objective and to 

answer each research question posed in Chapter 1.  

 

4.2 Research Questions and Discussions 

 

Table 4.1 is an overview of the average results for each model. The model’s name is 

derived from a combination of the transformer and tokenizer used for that specific 

experiment. Upon initial inspection, it is clear this technique has high success with both 

effectiveness and accuracy. 

 
Transformer Tokenizer Model Precision 

(%) 

Recall 

(%) 

F1-Score 

(%) 

Accuracy 

(%) 

CodeBERT CodeBERT CoCo 91.960 91.878 91.875 97.293 

CodeBERT RoBERTa CoRo 91.462 91.428 91.425 97.143 

RoBERTa CodeBERT RoCo 92.027 91.950 91.946 97.317 

RoBERTa RoBERTa RoRo 91.516 91.428 91.429 97.143 

DistilBERT DistilBERT DiDi 92.653 92.601 92.605 97.534 

Table 4.1: Average metric results for the chosen model across all CWEs. 

 

4.2.1 Research Question 1 

 

RQ1: How accurate are fine-tuned transformer NER models in terms of the detection and 

classification of Python source code vulnerabilities?  

Based upon the results shown in Table 4.1, it was determined that pre-trained and 

fine-tuned transformer NER models can accurately detect and classify Python source 

code vulnerabilities with an average F1-score of 91.856% and an average accuracy of 

97.286% for all models. Additionally, Table 4.2 examines how each model detects and 

classifies the six different CWEs in the test dataset. Although CWEs are shown in Table 

4.2, this was not how the model predicted each entity. As mentioned in Section 3.6.4, 
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each token had an NER label that the model predicted with either a "B" or "I" as a prefix 

to the label. Since this research is about detecting vulnerabilities, Table 4.2 does not 

consider whether the labeling is mis-predicted, i.e. mistaking a “B” label for an “I” label, 

because that would still indicate the model understood that the token is vulnerable. Table 

4.2 demonstrates the high level of effectiveness NER models have in detecting 

vulnerabilities within Python source code: the F1-scores range from 84.40% to 97.90% 

and the accuracies range from 94.94% to 99.31%. 

 
Models Metrics 

(%) 

CWE-94 CWE-787 CWE-79 CWE-89 CWE-20 CWE-22 

CoCo 

Precision 90.30 98.38 87.97 97.03 94.37 83.71 

Recall 92.51 96.95 81.34 96.50 93.98 89.98 

F1-Score 91.39 97.66 84.53 96.76 94.18 86.73 

Accuracy 97.09 99.23 95.04 98.92 98.06 95.41 

CoRo 

Precision 89.21 98.43 86.74 96.33 93.08 84.98 

Recall 91.24 96.43 82.18 96.49 93.65 88.58 

F1-Score 90.21 97.42 84.40 96.41 93.36 86.75 

Accuracy 96.70 99.15 94.94 98.80 97.78 95.49 

RoCo 

Precision 90.19 98.50 88.28 96.63 94.13 84.42 

Recall 93.00 96.44 81.77 96.26 94.00 90.22 

F1-Score 91.58 97.46 84.90 96.45 94.07 87.23 

Accuracy 97.15 99.16 95.15 98.82 98.02 95.60 

RoRo 

Precision 88.89 98.65 87.96 96.48 93.12 83.99 

Recall 90.58 96.28 81.57 95.69 94.32 90.13 

F1-Score 89.73 97.45 84.64 96.08 93.72 86.95 

Accuracy 96.54 99.16 95.07 98.70 97.89 95.49 

DiDi 

Precision 89.79 98.55 89.51 97.63 94.24 86.20 

Recall 93.09 97.26 84.74 96.24 94.90 89.38 

F1-Score 91.41 97.90 87.06 96.93 94.57 87.76 

Accuracy 97.08 99.31 95.80 98.98 98.18 95.84 

Table 4.2: Metric results for each model across all CWEs. 

 

When considering only the correct prediction of vulnerable entity type and not the 

correct NER label type, the DiDi model performed the best. The DiDi model obtained the 
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highest F1-score for five out of the six CWEs. These results are unexpected given that 

this model has not been exposed to Python code in its training phase. It is inferred that 

these results demonstrate the adaptability BERT models have for downstream tasks, as 

well as indicate Python source code having potential semantic similarity to natural 

language. 

These results outperform previous research into both Python and C/C++ source code 

vulnerability detection. With an average F1-score of 91.856% across all vulnerability 

types and all models, this research achieved higher results than the Bagheri and Hegeds 

(2021) model’s performance with an 87.1% F1-score and the Wartschinski et al. (2022) 

model’s best F1-score of 90.5%. Additionally, these results surpassed all models from 

Wang et al. (2024) who obtained an F1-score of 88.75%. As with this work, Bagheri and 

Hegeds (2021), Wartschinski et al. (2022), and Wang et al. (2024) only examined a 

limited number of Python source code vulnerability types with 6, 7, and 7, respectively. 

Additionally, these results outperformed BERT utilization for C/C++ vulnerability 

detection that obtained an F1-score of 89.37%, as shown in Huang et al. (2022). Although 

there are differences in each model’s performance, on average the transformer NER 

models accurately detected and classified Python source code vulnerabilities at a level 

higher than 97% accuracy and 91% F1-score. 

Given the preceding discussion, this research answers RQ1 with the following. The 

fine-tuned transformer NER models achieve an average accuracy of 97.29% and average 

F1-score of 91.86% across all models and vulnerability types. Therefore, this dissertation 

proves the efficacy of using NER to detect vulnerabilities in Python source code and the 

results outperform previously tested models. 
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4.2.2 Research Question 2 

 

RQ2: How significant is the difference in accuracy and detection between CWEs utilizing 

the fine-tuned transformer NER models? 

All models successfully identified the differences between CWEs and classified them 

correctly. Figure 4.1 displays a visual representation of the F1-scores and provides further 

insight into this research question. As shown in Figure 4.1, the F1-scores for each CWE 

across all models were above 80%, but there is a clear difference between the 

performance of the CWE. 

 

 
Figure 4.1: F1-scores for each vulnerability as found by each model. 

 

It was determined that vulnerabilities CWE-79 and CWE-22 were more difficult for 

the model to detect and classify as compared to the other vulnerabilities. Across all 

models, they had the lowest performance metrics. Using information from MITRE’s 

CWE list (2023b), plausible reasons were determined for these discrepancies. CWE-79 

has three types of implementations: reflected, stored, and document object model-based 

XSS (CWE, 2023b). CWE-79 also has several different relationships with other CWEs. 

For example, CWE-79 is the parent of CWE-80, CWE-81, CWE-83, CWE-84, CWE-85, 
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CWE-86, CWE-87, as well as the child of CWE-74 (CWE, 2023b). The hierarchical 

relationships and the three different types of XSS likely introduced inconsistency and 

variety to CWE-79 labeled training data, causing the models to lack a strong contextual 

representation of when CWE-79 vulnerabilities appear in Python code. In addition, the 

DiDi model achieved the best results for CWE-79, which indicates how the 

vulnerabilities represented in the data might be more semantically similar to natural 

languages, such as the use of strings, rather than Python. CWE-22 is different from 

CWE-79 in that it is a parent of two CWEs, CWE-23 and CWE-36, and a child of two 

CWEs, CWE-668 and CWE-706 (CWE, 2023b). This hierarchical structure may have 

caused discrepancies with the vulnerable snippets as well, but the model’s performance 

was likely affected by the nature of the vulnerability. The special characters “..”, “/”, and 

“../” are commonly used to exploit CWE-22 and, while they are unique to this 

vulnerability type, it is likely these characters appeared in various code snippets used for 

training that were not associated with this vulnerability (CWE, 2023b). Hierarchical 

relationships and typical vulnerability representations, as seen in the source code, offer 

insight into the likely wide variety of training data for CWE-79 and CWE-22 that resulted 

in low performance. 

On the other hand, CWE-787 and CWE-89 were easier for the models to detect and 

classify. CWE-787 had the least number of samples to train and test, as shown in Table 

3.3, but the models were able to perform well with the samples provided. This not only 

proves BERT-based models’ ability to achieve impressive results without large datasets, 

but also signifies the possibility of semantically similar vulnerable data for CWE-787, 

enhancing the transformers’ ability to identify the vulnerabilities within code. CWE-787 
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affects memory, which is presumptively represented consistently within the data provided 

to the model. CWE-89 is also a highly detected and classified vulnerability for these 

models, with all evaluated metrics above 95%. Again, this is likely due to CWE-89’s 

consistent vulnerable code within the train and test datasets. CWE-89 only affects SQL, 

so this will have been represented in the code also. Therefore, it can be inferred that most 

of the data used to train and test the models for these two vulnerabilities were 

contextually consistent, which ultimately assists the model with learning the vulnerability 

placement within the source code. 

In addition to the detectability for each CWE, this research examined the potential 

cross-identification and mis-labeling between different CWEs, as shown in the set of heat 

map confusion matrices in the Appendix, Figures A.1-A.5. The confusion matrices 

provide the visual representation of predicted vs. actual classification and demonstrate 

how there is inaccurate cross labeling for certain models. When examining the matrices, 

there are two per model. The confusion matrix on the left represents the overarching label 

for the token. The confusion matrix on the right represents the breakdown using the NER 

labeling as previously detailed in Table 3.1 and described in Section 3.6. The x-axis 

represents the models’ prediction of the label, and the y-axis is the actual label for each 

token. 

The confusion matrices reveal that there were an inconsequential number of times 

where the models incorrectly predicted CWE-22 and CWE-79 for one another. While 

these vulnerabilities did not have any overlapping relationships within the NVD 

hierarchy, the context of the errors reported must have been similar enough to cause 

uncertainty in the model. This uncertainty likely contributed to the lower F1-scores for 
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these CWEs, as previously discussed. It is worth noting this misidentification between 

CWE-22 and CWE-79 because the uncertainty between CWEs may expand as more 

CWEs are introduced in future work. 

Examining both the confusion matrices in the Appendix and Figure 4.1, this research 

concluded that there is a significant difference in detection between CWEs across all 

models. The differences are explicitly shown in the F1-score results for CWE-787 and 

CWE-79 where their difference is over 10% for all models. While there were differences 

between all vulnerability types, CWE-787 and CWE-79 have the largest gap in the 

results. It is also worth noting that the five models follow a similar pattern for the six 

CWEs. Other than the DiDi model achieving the best F1-score for CWE-79 by 2.16%, all 

models detected the six vulnerabilities within 1.68% of each other. 

This research answers RQ2 with the following. The differences in the F1-Score for 

each CWE range between 0.97% and 13.14% across all models. The outer bounds are 

defined by the gap in detection ability between CWE-787 and CWE-79. These findings 

demonstrate there is a significant difference in the detection of certain CWEs and this is 

consistent across all models. 

 

4.2.3 Research Question 3 

 

RQ3: To what degree do embedding techniques, such as DistilBERT, RoBERTa, or 

CodeBERT, affect the overall NER model's accuracy? 

In order to properly represent how the embedding technique affects NER model 

performance, the models’ performance on the NER labels were examined. CodeBERT 

embedding proved to be significantly more accurate than RoBERTa and DistilBERT. 

Both models that use CodeBERT as the embedding technique, CoCo and RoCo, achieve 
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the highest overall accuracy for eleven out of the twelve NER entities. While the RoRo 

and DiDi models’ performances were not as strong as the CoCo model’s, they were still 

effective in identifying and classifying tokens as vulnerable. Table 4.3 shows the F1-

score breakdown for the models and NER tags. The bold numbers reference the highest 

F1-score for that entity label. The NER labels proved more difficult for the models to 

accurately predict compared to Table 4.2 results.  

The natural language only models, RoRo and DiDi, did not perform competitively on 

any of the vulnerability types. While the DiDi model consistently has the lowest F1-score 

across all entities, the RoRo model performed comparably to the other models for many 

of the entities. This demonstrates how the tokenization method affected the accuracy of 

the model, as well as how transformers can understand Python without any pretraining. 

  
CoCo RoCo CoRo RoRo DiDi 

B-RCE 0.7350 0.7258 0.7111 0.6838 0.5211 

I-RCE 0.8790 0.8745 0.8676 0.8650 0.7345 

B-OOB 0.8934 0.8837 0.8818 0.8709 0.6660 

I-OOB 0.9523 0.9542 0.9535 0.9518 0.8289 

B-XSS 0.6043 0.6098 0.5452 0.5550 0.4090 

I-XSS 0.8168 0.8192 0.8204 0.8106 0.7120 

B-SQL 0.8397 0.8523 0.8463 0.8273 0.7966 

I-SQL 0.9277 0.9363 0.9197 0.9072 0.8410 

B-IIV 0.8018 0.8020 0.7925 0.7920 0.6276 

I-IIV 0.9200 0.9176 0.9076 0.9102 0.7750 

B-PAT 0.6966 0.6899 0.6746 0.6815 0.5081 

I-PAT 0.8457 0.8458 0.8362 0.8408 0.7214 

Table 4.3: F1-scores for all models and all NER labels. 

 

In addition to Table 4.3, the confusion matrices located in the Appendix provide 

additional context regarding embedding technique performance (Figures A.1-A.5). Other 

than the “B-xss” label having the lowest correct predictions, all models were able to 
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identify and classify the differences between CWEs. The models that use the RoBERTa 

or CodeBERT tokenizers were better at predicting the differences between the “B” and 

“I” labels than the DistilBERT-based model, DiDi. This research infers that the BPE 

tokenizer, used by both RoBERTa and CodeBERT, is the optimal tokenizer for Python, 

since the models using those achieved the highest results. The BPE tokenizer must 

tokenize each element of the code in a way that is more easily embedded and ingested for 

the RoBERTa and CodeBERT tokenizer-based models. The DiDi model likely learned 

the context from a natural language perspective but did not learn enough about the 

importance of certain Python syntax to decipher the differences between the two labels 

“B” and “I”. In addition to the tokenizer type, a dictionary base that includes Python also 

proves to affect the way certain tokens were tokenized and embedded, ultimately 

allowing the NER model to better learn context, as demonstrated by the CoCo and RoCo 

models.  

 

Tag NER Tag 
DistilBERT 

Tokenizer 

RoBERTa/CodeBERT 

Tokenizer 

0 O 29287456 28914930 

1 B-rce 5068 4908 

2 I-rce 356618 315821 

3 B-oob 1260 1180 

4 I-oob 165030 150281 

5 B-xss 3262 3164 

6 I-xss 193074 164922 

7 B-sql 3234 3138 

8 I-sql 236084 210197 

9 B-iiv 4633 4277 

10 I-iiv 273652 243525 

11 B-pat 2984 2773 

12 I-pat 256345 237144 

Table 4.4: Number of tokens labeled as the specific tag in the training dataset. 
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As shown in Appendix Figures A.1-A.5, there was a consistent lack of performance 

for the “B” labels that refer to the beginning of the entity. In contrast, there was a 

significant jump in performance for the “I” labels that represent the “inner” part of the 

entity. This is to be expected due to the number of label types and how the “I” labels 

were much more prevalent than the “B” labels. The differences in the numbers of each 

BIO NER label are shown in Table 4.4. The discrepancies between the number of tokens 

for each label likely contributed to the model’s uncertainty when predicting between a 

“B” or “I” NER tag.  

While the NER labels cause confusion for some of the models, all five models were 

still able to identify vulnerabilities in source code with high accuracy. The DiDi model 

performed competitively amongst the other models, but when deciphering between the 

correct vulnerability NER label, the model achieved an average F1-score of 67.842%. It 

is necessary to also consider the heat map confusion matrix in Figure A.5, of the DiDi 

predicted NER labels. Figure A.5 shows that the DiDi model had more uncertainty 

between “B” and “I” labels of the same vulnerability than with other CWEs. Therefore, 

DiDi was able to correctly predict the right vulnerability with a F1-score 92.605%, but 

when deciphering between the NER labels, it performed less accurately than all other 

models. On the other hand, models with the CodeBERT tokenizer performed the best for 

NER labeled vulnerabilities, as shown in Table 4.3. The CoCo and RoCo models 

achieved average F1-scores of 82.603% and 82.593%, respectively for all CWEs when 

using the NER labels. These results were, on average, 5.95% higher than the DistilBERT 

and RoBERTa tokenizer-based models.  
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This research answers RQ3 with the following. CodeBERT tokenizer-based models 

achieve on average 5.95% higher F1-scores than the DistilBERT and RoBERTa 

tokenizer-based models. Therefore, this dissertation concludes that the CodeBERT 

embedding technique notably affects overall NER model accuracy. In addition, these 

findings determine that natural language pre-trained models are passable but not as 

effective as the programming language pre-trained models for the NER labeling of 

vulnerable tokens. 
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Chapter 5 – Conclusions 

 

 

 The use of source code and natural language models for vulnerability detection has 

evolved in the research community over the last few years. This research extended the 

applicability of natural language models with source code by utilizing NER models. NER 

enhances vulnerability detection by treating vulnerable source code snippets as entities 

within text. This allows for faster detection and classification of potentially vulnerable 

code segments. Using previous work as the foundation of this research ensured the 

correct approaches were taken and methods applied. Research objectives were stated in 

Chapter 1 to help shape the focus and direction of this work. Each research objective was 

met as the models were applied and tested for accuracy, efficiency, and significance. 

Chapter 5 addresses the hypotheses proposed in Chapter 1, as well as the limitations of 

this research and areas for future work.  

 

5.1 Verification of Hypotheses 

 

Based upon the results displayed and discussed in Chapter 4, the following 

conclusions can be drawn to address the proposed hypotheses from Chapter 1.  

 

H1: Based on the standard comparative metrics accuracy, precision, recall, F1-score, the 

proposed fine-tuned transformer NER models can be competitive with or outperform 

state-of-the-art techniques. 

Hypothesis 1 is verified with the results displayed in Table 4.1, Table 4.2, and the 

answer to RQ1. Across the models the F1-scores range from 84.40% to 97.90% and the 

accuracies range from 94.94% to 99.31%. These results outperform previous Python 

vulnerability detection models that do not employ NER.  
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H2: The proposed fine-tuned transformer NER models can identify and classify 

vulnerabilities significantly differently. 

Hypothesis 2 is affirmed with the results displayed in Figure 4.1 and further explained 

for the answer to RQ2. There is a significant gap in performance between CWE-787 and 

CWE-79 where the F1-scores differ by 10% for all models. This was hypothesized due to 

the variety of unique semantics each CWE might have for the vulnerability and how the 

models might not have been able to accurately detect each CWE with the given training 

data.  

 

H3: Based on Python’s programming language semantics, it is possible the different 

embedding techniques significantly affect performance. 

Hypothesis 3 is supported with the results displayed in Table 4.2 and Table 4.3, as 

well as the discussion and answer for RQ3. As discussed in Section 4.2.3, the DistilBERT 

based model, DiDi, achieved the highest F1-score of 92.605%, when not considering the 

difference between NER labels. Alternatively, the CodeBERT-based models, CoCo and 

RoCo, were, on average, 5.95% higher than the DistilBERT and RoBERTa tokenizer-

based models when considering the NER labels. Therefore, it is verified that the 

embedding technique significantly affects the vulnerability detection performance.  

 

5.2 Limitations and Future Work 

 

While this research is supported by the theories of previous work, as well as the 

plausibility of these techniques, there are still limitations in this current work that could 

be improved upon for future work.  



78 
 

First, the extracting and labeling of vulnerable Python code from GitHub is not as 

reliable as manual labeled or synthetically produced datasets. It would be beneficial to 

discover a new method to auto-identify and label vulnerable Python code, as it will 

enhance and standardize all machine learning approaches used for Python vulnerability 

detection. The current method of using GitHub commits, as detailed in Section 3.6, has 

been explored extensively but is not completely dependable. Enhancing the quality and 

confidence of Python vulnerable code samples will improve all machine learning 

approaches to vulnerability detection in Python code.  

Second, this research is limited in the NER scope because it only examines the BIO 

approach to labeling. There are other methods of annotating and labeling natural 

language that might have a more universal benefit to model performance. As shown in 

Table 4.4, the “B” label is significantly less represented in the dataset as compared to the 

“I” label, which likely negatively impacted the results. Future work should examine how 

other labeling techniques affect detection capability.  

Third, this research does not consider real, confirmed vulnerable data to ensure the 

performance is sustained across datasets, e.g., utilizing known vulnerabilities from NVD 

to build a confirmed test dataset. This research is limited to GitHub data and should be 

tested with other datasets to reinforce the value of the model. Going forward, research on 

the effects of these models with different datasets will enhance the effectiveness of the 

techniques detailed in this paper. This could be improved by examining the use of the 

Software Heritage repository. Software Heritage is a non-profit initiative to collect all 

publicly available software source code (Software Heritage, 2024). Software Heritage 
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archives source code across several open-source platforms that can be applied to future 

work on this issue (Software Heritage, 2024).  

Fourth, this research only considers six vulnerability types due to data availability. 

While there are hundreds of CWEs that could be applied to these models, the level of 

accuracy for detection and classification is dependent on the nature of the CWE and the 

rate of occurrence of the CWE in the training dataset. Therefore, a clear and necessary 

next step is to increase the number of labels to more than six CWEs. This will increase 

the complexity of the models and encourage the importance of additional data. As more 

vulnerabilities are included, the hierarchical structure from NVD could be applied to help 

organize the many different entities. It may be interesting to examine ways that 

hierarchical structure affects how the models decipher the difference between CWEs that 

have the same higher parent structure.  

Lastly, this research is limited to only utilizing specific BERT-based transformer 

models to identify vulnerable code snippets. Future research should examine other 

BERT-based models such as ALBERT and investigate how other transformer models 

affect the results for Python vulnerability detection as previously explored in C/C++ 

applications with GPT models. In addition, different pretraining data and fine-tuning 

parameters should be explored to further the current success.  

Although there are limitations to this current research, these limitations provide 

opportunities for future work and growth in the Python vulnerability detection 

environment. The work displayed in this dissertation lays the foundation for future 

exploration in this space and contributes to vulnerability detection efforts. 
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5.3 Final Thoughts 

 

This dissertation presents a novel approach to vulnerability detection with the use of 

NER. Utilizing GitHub collected data, this research built and leveraged a Python-based, 

vulnerability dataset and trained five transformer-based NER models to ultimately obtain 

five high-functioning vulnerability detection models. As shown by the results in Chapter 

4, this research concludes that transformer models can be utilized to accurately detect and 

classify Python code at the token-level, as well as appropriately detect the differences 

between the six different CWEs. The results of this study significantly outperform 

previous research. This research achieved an average F1-score of 91.856% for the six 

different CWEs, proving to be a valuable method for Python code token-level 

vulnerability detection. From what this research has discovered, this F1-score is the most 

competitive metric when compared to other current work with Python vulnerability 

detection in the multi-classification space. This research also identifies that CodeBERT 

embedding significantly outperforms the non-program language-based tokenizers, 

RoBERTa and DistilBERT, when examining the NER labeled entities. This work 

enhances current research by demonstrating the applicability of BERT-based transformer 

models for NER and expanding beyond the LSTM-applied research for Python 

programming language. Additionally, the models implemented for this research were not 

computationally expensive, which advances the applicability of vulnerability detection at 

the user level. As detailed in Section 5.2, the methodology applied in this research can be 

further expanded to enhance vulnerability detection for Python code as well as the larger 

vulnerability detection community as part of future work. 
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Vulnerability detection is at the forefront of system security and secure software 

development. It will continue to be a priority as programming languages weave into daily 

tasks. With the rise of software-run systems and enhanced accessibility to scripting 

languages provided by open-source resources, the need to protect end-users from 

inadvertently exposing systems to exploitable vulnerabilities has become much more 

prevalent. The type of vulnerability detection detailed in this dissertation is a crucial 

technique to secure systems and mitigate risk. Research on Python is currently limited in 

this field, but as the number of users grows, this will inevitably change. The research 

presented in this dissertation demonstrates the effectiveness of applying traditional NLP 

techniques and BERT-based model capabilities to the Python programming language to 

detect and classify multiple vulnerability types at the token level. 
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Appendix: Heatmap Confusion Matrices 

 

 

 

Figure A.1: CoCo model confusion matrices. The CoCo model is comprised of the 

CodeBERT tokenizer and CodeBERT transformer. The matrix on the left is the average 

percent classification for each CWE. The matrix on the right is the breakdown of the 

percent classification of NER labels for each CWE. 
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Figure A.2: CoRo model confusion matrices. The CoRo model is comprised of the 

CodeBERT tokenizer and RoBERTa transformer. The matrix on the left is the average 

percent classification for each CWE. The matrix on the right is the breakdown of the 

percent classification of NER labels for each CWE. 

 

 

Figure A.3: RoCo model confusion matrices. The RoCo model is comprised of the 

RoBERTa tokenizer and CodeBERT transformer. The matrix on the left is the average 

percent classification for each CWE. The matrix on the right is the breakdown of the 

percent classification of NER labels for each CWE. 
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Figure A.4: RoRo model confusion matrices. The RoRo model is comprised of the 

RoBERTa tokenizer and RoBERTa transformer. The matrix on the left is the average 

percent classification for each CWE. The matrix on the right is the breakdown of the 

percent classification of NER labels for each CWE. 

 

 

Figure A.5: DiDi model confusion matrices. The DiDi model is comprised of the 

DistilBERT tokenizer and DistilBERT transformer. The matrix on the left is the 

average percent classification for each CWE. The matrix on the right is the 

breakdown of the percent classification of NER labels for each CWE. 


