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Abstract

SledgeEDF: Deadline-driven Serverless for the Edge

Serverless Computing has gained mass popularity by offering lower cost, improved
elasticity, and improved ease of use. Driven by the need for efficient low latency computation
on resource-constrained infrastructure, it is also becoming a common execution model for
edge computing. However, hyperscale cloud mitigations against the serverless cold start
problem do not cleanly scale down to tiny 10-100kW edge sites, causing edge deployments
of existing VM and container-based serverless runtimes to suffer poor tail latency (the
slowest latency in the distribution, typically expressed as the 99th percentile). This is
particularly acute considering that future edge computing workloads are expected to have
latency requirements ranging from microseconds to seconds.

SledgeEDF is the first runtime to apply the traditional real-time systems techniques
of admissions control and deadline-driven scheduling to the serverless execution model.
It extends previous research on aWsm, an ahead-of-time (AOT) WebAssembly compiler,
and Sledge, a single-process WebAssembly-based serverless runtime designed for the edge,
yielding a runtime that targets efficient execution of mixed-criticality edge workloads.
Evaluations demonstrate that SledgeEDF prevents backpressure due to excessive client
requests and eliminates head-of-line blocking, allowing latency-sensitive high-criticality
requests to preempt executing tasks and complete within 10% of their optimal execution
time. Taken together, SledgeEDF’s admissions controller and deadline-driven scheduler
enable it to provide limited guarantees around latency deadlines defined by client service

level objectives.
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Chapter 1:  Introduction

Serverless Computing or Functions-as-a-Service (FaaS) is the first novel cloud-native service
to have gained mass popularity, largely by offering lower cost, improved elasticity, and
improved ease of use. Certain classes of startups are adopting the so-called Backend-as-a-
Service (BaaS) pattern, whereby a company focuses on highly differentiated web or mobile
apps and implements all backend logic using serverless functions orchestrating managed
cloud services, allowing them to scale with minimal distributed systems or operations
expertise. Inspired by the needs of IOT and smart devices, cloud services are migrating from
hyperscale data centers to the edge of the network, resulting in a class of services called edge
computing. Given the event-driven nature of certain classes of IOT devices, serverless is one
of the more common cloud services to be deployed to the edge. However, while existing
serverless services typically use container or VM-based deployment units in hyperscale
cloud data centers, this approach is ill suited to the edge due to the cold start problem, a
situation where, in the worst-case, all caches are cold, and a request must stall waiting for
the deployment of an operating system and language runtime before being able to execute,
resulting in unfavorable tail latency. Newer serverless runtimes have solved the cold-start
problem by using user-level sandboxing technologies, most commonly WebAssembly. Some
research and open-source systems also solve the research questions of how to efficiently
perform stateful computation, such as big data or machine learning, using stateless functions.
This thesis views these research questions as largely solved and examines an area as yet
unexplored in the recent serverless research literature: scheduling.

Generally, existing serverless runtimes use simple schedulers that provide weighted-
fairness and optimize for efficient throughput at the expense of quality of service guarantees
around request latency. This likely makes sense for serverless running in a hyperscale data

center, as the risk of exhausting hardware capacity is effectively nil and users are accustomed



to tolerating occasional 100ms stalls caused my the cold start problem in exchange for low
cost. However, serverless running on the edge deals with different constraints. Small
scale edge infrastructure is unable to guarantee the illusion of infinite capacity, so edge
serverless must be able to handle request outstripping available supply. Additionally, to be
able to support hard and soft realtime systems that require low roundtrip latency, a runtime
needs to be able to handle differentiated quality of service guarantees for different sorts of
requests. A serverless request from an aerial quadcopter requiring 20ms roundtrip latency
cannot indefinitely sit on a request queue because all processors are occupied executing
long-running non-realtime tasks, such as data compression of footage from nearby video
cameras that is subsequently uploaded to cloud object storage.

This thesis presents SledgeEDF, a single-process WebAssembly-based serverless runtime
designed to support differentiated quality of service guarantees in a resource-constrained
edge environment. The theoretical basis for this work is derived from decades-old research
into real-time scheduling and the deadline-driven execution of sporadic jobs [84]]. However,
after a thorough review of the existing literature, the author believes this to be the first

application of these traditional techniques in the context of a serverless runtime.

1.1 Contributions

This thesis presents SledgeEDF, a single-node serverless runtime optimized for running

mixed-criticality workloads at the edge. Contributions include:

e An Earliest Deadline First (EDF) scheduler designed in the context of a single-process
serverless runtime.

o A lightweight Admissions Controller for a serverless runtime running on limited edge
infrastructure that cannot sustain the illusion of infinite capacity.

e An evaluation demonstrating the efficacy of these components.



Chapter 2:  Background

2.1 Serverless

The value and use case of SledgeEDF is largely an extension of the serverless paradigm. This
section provides a brief overview of serverless by contextualizing it in the larger ecosystem
of cloud services, providing a high level overview, and discussing several common criticisms.

In the fifteen years since Jeff Bezos’ announcement that Amazon would provide "pay by
the drink" web services [95]], most corporate IT departments have begun to migrate their
critical software systems from on-premise data centers to the cloud. However, to date, much
of this cloud adoption has simply involved the "lifting and shifting" of virtual machines
from on-premise VMWare vCenter clusters to managed Infrastructure as a Service (IaaS),
such as AWS EC2. Adoption of higher-level Platform as a Service (PaaS) offerings that
offered "cloud-native" elasticity, such as Google App Engine and the original Windows
Azure service [25], was stymied by the difficulty of refactoring legacy software systems.
Over time, this led Microsoft and Google to deemphasize PaaS and place greater emphasis
on infrastructure-centric services [51, |63]. Recently, customers have expressed interest
in adopting containers as a lighter weight alternative to virtual machines, typically in
conjunction with the microservices pattern [88]]. This has resulted in the term "cloud-native"
gaining an association with containers and the Kubernetes ecosystem [49]. Despite this
lofty language, equating containerization with cloud native is likely an overstatement, as
containers remain a modest evolutionary step from laaS services with a generally non-
threatening migration path [[103]].

In contrast to IaaS and container-based services, the serverless or Functions-as-a-Service
(FaaS) pattern pioneered by AWS Lambda represents the first fundamentally innovative
cloud service to have achieved broad popularity in the cloud era [76]. As of 2020, all major

cloud providers offer a service of this sort [33, 57, 90, 111] and several viable open-source



implementations are also available [7, 45, [71]. In serverless offerings, computation is
abstracted from traditional physical infrastructure, expressed as stateless functions, executed
in an event-driven manner, and priced according to memory capacity and execution time in
seconds (GB/s) [1135]]. Given that this delivery model granularly scales compute in response
to events triggered by customer usage, estimates of potential infrastructure cost savings are
as high as 77.08% over virtual machines (VMs), compared with a 13.42% savings using
containers [126]]. By offering lower cost, improved elasticity, and ease of use that enables
scaling without dedicated backend and distributed systems specialists, this class of offerings
has become particularly attractive to startups. As such, serverless has grown in tandem with
the rise of coding bootcamps as a source for developer talent [54]], suggesting that FaaS may
be reducing the need for backend engineering just as IaaS reduced the need for systems
administrators and data center personnel. This is reflected by the overarching term that
describes the pattern of using only FaaS and managed cloud services: Backend-as-a-Service
(BaaS).

A common criticism against serverless is the that the dominance of proprietary APIs
risks lock-in [34]. This fear has motivated researchers and open-source developers to
create new open-source serverless runtimes, such as OpenLambda [64], OpenFaaS [435]], and
OpenWhisk [12]], as well as higher-level abstractions, such as Serverless Framework [[110]],
that wrap proprietary services in a portable vendor-agnostic API. As of late 2020, a popular
internet reference lists a dizzying forty-nine current and defunct serverless frameworks [89].

A second criticism of serverless is the performance disadvantages of the stateless event-
driven execution model. Being stateless means that serverless uses a "data shipping"
architecture of copying data to and from a remote object store, typically incurring an
additional 10ms overhead per fetch or store [24]. This can be a particularly thorny problem
for algorithms with random access patterns that cannot be hidden via pre-fetching. Being
event-driven means that execution only starts on demand, potentially incurring a startup cost

on every request. For most hyperscale serverless offerings, the backing deployment unit is a



Linux container or lightweight VM, so this startup includes the function itself, a language
runtime, and a minimal Linux environment [112]]. The startup time of these components
can be hidden in the common case via caching, snapshots, and keeping backing deployment
units warm for longer periods of time, but these optimizations are flushed after periods of
inactivity as short as forty minutes, leading to spiky tail latency [41, [85]. Several recent
studies have profiled this start time to be roughly 25ms during a best case warm start and
160+ ms on a cold start [[18]]. Much of this performance problem is related to the overheads
of the Linux container abstraction, causing some researchers to wonder if an alternative host
OS or a unikernel approach might be better suited [79]. This line of thinking led to AWS’
decision to rearchitect Lambda functions around a new lightweight virtualization platform

called Firecracker [1]].

2.2 Edge Computing

SledgeEDF is a serverless runtime designed with the constraints of edge infrastructure in
mind. To motivate why a purpose-built runtime is necessary, this section discusses the
classes of workloads that are poorly served by cloud services delivered via centralized
hyperscale cloud data centers and introduces the nascent edge computing services emerging
to address this market need.
Though some researchers identify the event-driven nature of some classes of IOT devices
as a good fit for serverless, adoption has lagged due to one or more of the following attributes:
e [arge data feeds (i.e. high resolution video) that are cost-prohibitive to ship to the
cloud [26]].

e Realtime requirements intolerant of the high tail latency of occasional cold starts.

e Tight latency requirements that are exceeded by the roundtrip latency of reaching a
hyperscale cloud data center. For example, 70% of the world’s Internet traffic runs
through the "Data Center Alley" in Loudoun County, Virginia [99], to which roundtrip

requests from the US West Coast take approximately 90ms [[106, [108]. While this can be



ameliorated by better use of regions, multi-region applications still experience network
latency between 30-40ms [19]], but some realtime systems require a roundtrip latency as
low as 10ms [[132]].

These issues motivate a new class of cloud services called edge computing, which
executes cloud services in micro data centers at the network’s edge in order to improve
latency by reducing the geographic distance of round-trip requests. The original edge service
was the content delivery network (CDN), traditionally run by specialty companies, such as
Akamai, CloudFlare, and Fastly, but now also offered by the major cloud providers [[120]].
Reflecting the shifting perceptions of edge from a caching layer for static content to a
general-purpose execution environment, sometimes called the Intelligent Edge, players in
this space now often refer to themselves as edge cloud providers and describe CDNSs as
merely one service among many. For example, CloudFlare [[124], Fastly [47], AWS [113]],
and Baidu [20] now offer serverless execution on their edge clouds.

Even if the edge is increasingly intelligent, running on highly-distributed, small-scale,
and potentially heterogenous infrastructure means edge services experience novel problems
not seen in hyperscale cloud data centers. For example, the cloud is traditionally defined
as presenting customers the illusion of infinite capacity [S1]], yet edge hardware has less
capacity and is difficult to scale, so exhaustion is possible. How to manage this remains an
open question. Additionally, resource constraints at the edge render certain performance
optimizations uneconomical, such as keeping idle containers warm to reduce serverless
cold-start. As such, the latency reductions of moving container-based serverless closer to
latency-sensitive clients may be cancelled out by an exacerbated cold start problem. Possibly
for this reason, Fastly and CloudFlare have created edge serverless offerings that replace
containers or lightweight VMs [1]] with WebAssembly, a lightweight user-level sandbox that
eliminates much of the cold start problem [66, |119]].

While most edge research seems to consider edge services in the context of IOT, smart

city, and realtime applications, some venture capitalists envision a future where self-driving



cars, delivery drones, and other novel applications with tight latency requirements cause a
disruptive shift towards decentralization that results in the end of the cloud [82]]. A notable
application that is currently leaning in this direction is the Xbox Game Pass, which replaces
game consoles with a Netflix-style streaming service [28, |91]. Given that a competing
game streaming company claims that sub 20ms latency is needed to offer a near-native
experience [30], the new Xbox service is likely motivating the build out of several new
Azure edge services [19]. Along these same lines, the Linux Foundation’s State of the
Edge report is particularly bullish, likening Edge Computing to the Third Act of the Internet
and predicting $700 billion in CAPEX leading to 102 thousand MW of edge compute by
2028 [43]].

2.3 WebAssembly

In order to provide efficient serverless execution on constrained edge devices, SledgeEDF
leverages WebAssembly, a lightweight standards-based sandboxing technology that is neither
bound to the web nor an assembly language in the traditional sense. While WebAssembly
can be quickly summarized without regard to the web platform, this section provides
additional context around the history and motivations that led to the initial specification,
active initiatives in the WebAssembly ecosystem, and directions that the technology is
likely to go in the future. Given the potential that WebAssembly has to impact the POSIX
substrate and core design primitives of systems software, the author considers the trajectory
of WebAssembly as essential knowledge for systems researchers.

The Web has undergone a substantial transformation over the last decade, evolving from
a distribution medium for hypertext into a full featured application development platform.
While such a move has been investigated and studied by researchers for years [68, 169, [103],
the two primary drivers of this change were the iPhone, which left the web as the last
option for cross-platform application development [102], and Lars Bak’s work on V8, the

first high-performance JIT compiler designed around the peculiarities of the JavaScript



specification [[11]]. These drivers motivated new single-page application frameworks [46],
technologies that blurred the lines between web and native applications [S0], and transpilers
that enabled alternative languages to run in the browser via source-to-source compilation [[74]].
JavaScript, a language designed by Brendan Eich in ten days [[114] with a reputation of good
parts surrounded by bad [35]], became the defacto "Assembly Language for the Web" [62].

Designed to be simple to use, asynchronous, event-driven, and single-threaded, fast
JavaScript was still insufficient for a subset of applications where low startup time, raw
compute-intensive performance, or high-concurrency was important. This led to several
attempts to provide a mechanism for running trusted native code without suffering the
security problems associated with Microsoft’s older ActiveX technology [42]]. Drawing on
the lessons of software fault isolation (SFI) research, such as PittSFIeld [86] and Xax [39]],
Google developed NaCl [133] and PNaCl [38]], secure sandboxes for native code. In contrast,
Mozilla followed the emerging pattern of transpilation and developed Emscripten, a LLVM-
based compiler toolchain that could turn C or C++ into Asm.js, a JavaScript subset that ran
at half the speed of native binaries by optimizing for the JIT compilers’ fast path [[136].

The success of Asm.js led browser vendors to collaborate on WebAssembly [44], a W3C
standard compilation target for web browsers that takes cues from previous research into
typed assembly languages [93,94]. Compared to the Java Virtual Machine (JVM) or NET
Common Language Runtime (CLR), WebAssembly was conservatively specified to only
provide the minimal subset of features required to support the execution of C, C++, or Rust
code. However, given the history of security vulnerabilities in older plugin-based execution
environments, such as ActiveX, Java Applets, Silverlight, and Adobe Flash, considerable
attention was paid to making this specification a sound and secure sandbox for running
untrusted and potentially adverse code loaded from a network.

WebAssembly is composed of the following high-level components:
e A virtual instruction set architecture (ISA) that operates on an implicit operand stack

rather than using traditional loads and stores of registers.



o A handful of types, which only include 132, 164, {32, and {64. Higher-level types must be
expressed using integral values.

e A 32-bit little endian linear memory that can be dynamically resized between one page
and 4GB. This acts as the program’s working memory, storing things like the heap.
WebAssembly can only access this abstract linear memory, providing a form of Software
Fault Isolation sandboxing similar to a Virtual Address Space provided by a host operating
system.

e An external stack that exists outside of the linear memory and is protected by the host
environment. This protects against several classes of security vulnerabilities.

e A series of tables containing typed entry points to functions and function pointers. We-
bAssembly can only call functions via a call_indirect instruction that takes a table index,
providing a form of Control Flow Integrity.

¢ A module specification with import and export semantics that do not make assumptions
about a host environment.

e A compact binary representation that optimizes for size.

o A text format with LISP-like S-expressions that optimizes for legibility [59].

Given Google’s decision to sunset its competing PNaCl standard and the WebAssembly
specification reaching W3C consensus on February 28, 2017 [[127], WebAssembly can be
considered the industry’s first standards-based intermediate representation with substantial
cross-vendor support. Because it delineates the core virtual ISA and export/import interface
from the complexities of concrete host environments, such as the web browser [60], numer-
ous systems programmers consider WebAssembly a general-purpose embeddable sandbox
with strong isolation and low overhead. As a result, a major area of further specification has
been the WebAssembly System Interface (WASI), which provides a means for WebAssem-
bly code to interact with an operating system host environment [32]]. The resulting design
provides a core set of POSIX-like APIs that are modified to provide a capability-based

security model similar to Capsicum [130]. This allows for a runtime to limit a WebAssembly



module to fine grained permissions, and for that module to further restrict and delegate those
permissions to third-party modules.

The combination of WebAssembly and WASI has triggered a veritable Cambrian explo-
sion of activity, including front-end languages [8]], compilers [4, 5,165, [122]], interpreters,
general runtimes [6, 9, 167, [109, [129], and adoption of WebAssembly in existing popular
pieces of software, including Kubernetes [48], Envoy [30], and OpenFaaS [17]. Many new
specifications are on the horizon including garbage collection, direct access to the browser’s
Document Object Model (DOM), and various features to make it easier for heterogenous
languages to import and export higher-level types. A higher-level Nanoprocess Pattern has
been proposed by the ByteCode Alliance, an organization focused on the application of the
technology outside of the browser [31]. Zooming out, the meta-thread of ongoing research
and industry efforts seem to be working towards positioning WebAssembly, WASI and the

Nanoprocess pattern as a cleaner, simpler, and more secure replacement for POSIX.
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Chapter 3:  Related Work

Given the paucity of research into scheduling of serverless runtimes on constrained edge
infrastructure, this section broadly investigates ongoing research related to one of several

key aspects of the system: serverless, edge computing, and WebAssembly.

3.1 Serverless Research

The broad trend of recent serverless research is an attempt to shift serverless architectures
from event-driven stateless execution based around containers and data shipping to event-
driven stateful execution based around lightweight sandboxes, such as WebAssembly,
adjacent to some sort of high-speed storage service. Papers fall in the following categories:
e Analysis of proprietary [85)[128]] and open-source [83) 92, [115]] serverless offerings.

e Vision Papers focused on serverless in general [76] or specific domains, such as machine
learning [23], including gap analysis and suggestions for future research.

e Runtimes that are open-source clones of AWS Lambda [64, 87].

e Runtimes that attempt to solve the Cold Start Problem via simplified container names-
paces [98]], per-container process-based multitenancy [2], user-level sandboxing via We-
bAssembly [52,[117], user-level sandboxing via V8 contexts [[137], improved snapshots
[41]], or unikernels [22].

e Attempts to solve the Data Shipping Problem via standalone storage systems [40, [78]]
or frameworks that provide both a unified storage engine and serverless runtime aimed at
performant stateful programming in Python [24,[75,1121]], JavaScript [137]], Java [13], or
WebAssembly [[117].

11



3.2 Edge Computing Research

The broad stroke of recent Edge Computing research is an attempt to forecast the use cases

and prototype the network and system architectures needed for the gradual rollout of edge

infrastructure over the next decade. Papers fall in the following categories:

Vision Papers on the use case and challenges of running services at the edge of the
network [[116}[125] 135]].

Performance Benchmarks of existing open-source serverless runtimes on resource con-
strained edge infrastructure [101], including customizations to OpenFaaS [S5] and Open-
Whisk [15] to prototype edge serverless reference architectures. Generally, these systems
exhibited surprisingly poor round-trip latency on the order of 100ms, demonstrating that
existing Kubernetes and container-based serverless runtimes are ill suited for resource
constrained edge infrastructure.

Reference architectures and implementations of Edge Serverless Runtimes [29, 53],
including for specific workloads, such as data analytics [97], and for certain industries,
such as oil and gas [3,70].

Hybrid N-Tier Serverless reference architectures and implementations [26, [134] that
offer opportunistic performance gains via the edge, but are ultimately backed by hyperscale
cloud services. Building on this, the FogFlow framework dynamically migrates data
and serverless functions between the cloud and edge based on latency and bandwidth
targets [27]].

Multi-vendor Edge Serverless Markets, including a framework that matches clients
with a best fit provider based on their scheduling requirements [[10, 14] and a simulation
of how different forms of real-time auctions impact pricing and placement on an edge
network [16].

Research that revisits the idea of cloudlets and Mobile Edge Computing (MEC) [108]],

which envisions each mobile device having a dedicated backend for offload that migrates
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as the mobile device moves. In the context of serverless [15], opportunistic offload to edge
serverless is considered. A particularly interesting example of this involves a mobile game
that live migrates a WebAssembly module running compute-intensive graphics processing

to the edge, resulting in improved frame rates [73]].

3.3 WebAssembly Research

The broad trend of WebAssembly research is a push to refine the core specification and

surrounding ecosystem of tools and investigate novel applications in non-web embeddings.

Papers fall in these categories:

Criticism against some of the strong claims of performance [72] and security [80] made
by the original WebAssembly paper [60].

Suggested extensions to the specification, including a relaxed memory model [[131] and
adding tables of memory segments in support of new hardware-based memory safety
features, such as ARM Memory Tagging Extension [37].

Tools to enable taint tracking [123]], superoptimization [21]], Valgrind-like dynamic analy-
sis [81]], and easier adoption of sandboxing of third-party dependencies in large brownfield
C++ projects [96].

Applications to a novel domain, such as existing VMs [107]], trusted execution environ-
ments such as Intel SGX [S6], operating system kernels [118], or mobile software agents

that can live migrate between phones and edge compute devices [73]].

3.4 Comparisons with SledgeEDF

Existing edge serverless research has largely focused on reusing existing open-source

container-based serverless runtimes, reporting poor tail latency due to the cold start problem.

Other than previous work by George Washington University researchers [52, 53], the sole

exception the author encountered was an edge serverless runtime that researchers at Georgia
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Tech rapidly prototyped via the WebAssembly capabilities of Node.js, which came to similar
conclusions regarding the unsuitability of container-based runtimes for the edge [61]]. Other
WebAssembly-based serverless runtimes are either commercial systems that cannot be
cleanly replicated, such as the commercial Fastly and CloudFlare offerings, or are not
targeted towards the edge, such as Faasm [117]], a particularly impressive general-purpose
research system.

Beyond being the sole open-source WebAssembly-based serverless runtime built with
the edge in mind, SledgeEDF [352] differs from these multi-node distributed systems by
optimizing for deployment as a single-process edge node. The closest analogous single
node serverless deployment system is Nuclio [71]], an open-source serverless runtime which
allows a function processor to be run in a standalone fashion similar to SledgeEDF, but
which uses process forking within container similar to SAND [2]] in place of WebAssembly.

Regarding the issue of scheduling, all existing serverless systems and proposed serverless
reference architectures provide weighted-fairness and optimize for efficient throughput,
leading the author to believe that SledgeEDF is the first serverless runtime to consider service-
level agreements (SLAs) and per-request latency requirements in scheduling decisions. After
a thorough review, the only serverless paper the author encountered that modeled execution
as deadline-driven tasks was a focused investigation of serverless for Smart Oilfields, but this
system only used deadlines for cluster-level distribution decisions [/0]. The author believes
that this paper’s ideas about cluster-level work distribution might be a useful complement if
SledgeEDF expands into clustered execution in the future. Expanding out of the serverless
domain, several papers focused on reducing scheduling tail latency include Shenango [100],
which focused on core reallocation, ZygOS [104], which compares First Come First Serve
(FCES) and Priority Scheduling (PS) policies across different workload distributions, and
GrandSLAm [77], which batches and reorders requests running through a distributed system

composed of microservices to optimize end-to-end target latency.
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Chapter 4:  Design

Sledge is a serverless runtime designed around the requirements of resource-constrained
edge systems. It leverages the WebAssembly security model to provide in-process isolation
in order to execute untrusted modules from multiple tenants in a single process. This
lighter-weight form of isolation eliminates the cold start problem, resulting in an 80-90%
decrease in p100 latency (the slowest latency in the distribution) [61]. Other runtimes

also use WebAssembly, but these runtimes still exhibit overheads of between 28-150%

over native code [72]. Sledge reduces this overhead to 13.4% [52]] through the following

techniques:

e Eliminating JIT compilation via aWsm, a compiler that transforms WebAssembly modules
into LLVM bitcode, which is fed into the LLVM compiler to produce native ELF shared
libraries. aWsm is written in approximately 4500 lines of Rust.

e Using a purpose-built runtime written in 8,000 lines of C in place of existing runtimes,
such as Node.js.

e Using kernel-bypass and non-blocking POSIX APIs.

e Reducing function startup to allocation of a sandbox struct and WebAssembly linear
memory by linking and loading the ELF shared libraries containing serverless functions
at the launch of the runtime.

e Eliding bounds checks by allocating a full 32-bit address space per sandbox [60].

The baseline designs of the aWsm compiler and Sledge edge serverless runtime have
been covered in previous publications [52, 53], which investigated various design tradeoffs.
For brevity, this section limits discussion of existing work to the optimal configuration
determined by past experimental results. This serves as a baseline to contextualize the

modifications and enhancements new to SledgeEDF.
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4.1 Baseline Functionality

On program start, the main thread of the Sledge serverless runtime initializes global data
structures and loads a static JSON file defining the attributes of one or more serverless
functions, termed "modules" hereafter. These attributes include the path of the ELF shared
library containing the function, the port to bind to, the argument count, the content type
of the request, and the size of buffer to use for requests and responses. This information
allows the runtime to link and load all modules, bind to the desired host ports, and save the
resulting sockets to a global data structure. Once initialization is complete, the main thread
launches a dedicated listener thread and a configurable number of worker threads and blocks
for the remainder of runtime execution. Each thread is pinned to a processor core, such
that the total number of threads cannot exceed the number of physical cores on the system.
Hereafter, the listener and worker threads are referred to as listener and worker cores. At
this point, the listener core monitors all incoming requests via the Linux epoll interface.
When a request arrives, the listener core accepts the request and wraps the resulting client
socket connection in a sandbox request structure, which is placed on a global request queue.

Worker threads busy loop waiting to pull sandbox requests off the global request queue.
Once one is pulled, a worker allocates a sandbox struct containing all state needed for the
end-to-end execution of a serverless function, including the stack, linear memory, and tables
that constitute the WebAssembly runtime environment. When allocation is complete, the
worker begins execution of the sandbox via its main entry point. The runtime broadcasts
POSIX signals to all workers at a discrete quantum, interrupting executing sandboxes
and forcing them to make a scheduling decision. If a sandbox blocks and its runqueue is
empty, a worker pulls another request off the global request queue, potentially resulting in
multiple sandboxes on a worker’s local runqueue. When this occurs, the worker executes the
sandboxes on the runqueue in a round robin manner. When a worker completes a sandbox,

it sends a response to the client using the socket stored in the sandbox struct, deallocates
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the linear memory, and adds the sandbox to a completion queue. Each worker periodically

deallocates the completed sandboxes stored on the completion queue.

4.2 Design Changes

In the existing Sledge baseline, sandbox requests and sandboxes are unordered and executed
according to a global first-in-first-out FIFO policy and a local round robin policy. The
global request queue is a lock free data structure, and the runqueues are implemented with
work-stealing data structures that allow workers to pull sandboxes from each other if the
global request queue is empty. This design optimizes for efficient throughput. However,
there are several reasons that this approach may be insufficient for an edge serverless system.
First, as previously mentioned in the background section, edge computing likely executes on
smaller scale infrastructure that is unable to maintain the illusion of infinite capacity. There
are two potential issues with this situation: First, excessive demand introduces backpressure
on the serverless runtime, which can cause client requests to queue excessively, increasing
end-to-end execution time. Second, different functions might have vastly different latency
requirements, which might cause situations where long-running compute-bound serverless
functions executing in a FIFO order might block serverless functions with tight latency
requirements: a phenomenon called head of line blocking.
To address these challenges, SledgeEDF implements several ideas from traditional
real-time software systems, including:
1. Implementing an admissions controller component to reject requests when the runtime is
saturated, thereby preventing backpressure.
2. Modifying the runtime to implement Earliest Deadline First (EDF) behavior, thereby
ensuring serverless functions with tight latency requirements cannot be blocked by long-

running executions with a later deadline.
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Chapter 5:  Implementation

5.1 Enabling Refactors

To enable the implementation of admissions control and EDF-based scheduling, Sledge was

refactored in several key ways.

5.1.1 Processor Aware

In order to convert between cycles and microseconds and measure instantaneous execution
capacity, the Sledge runtime was modified to, at launch, read the speed of the first processor
core in MHz from /proc/cpuinfo and store this information in a global variable. As currently
implemented, this depends on two simplifying assumptions:

e Cores do not dynamically change their speed due to thermal or power management.

e Cores are homogeneous.

These simplifying assumptions are insufficient for certain classes of edge infrastructure,
such as servers running ARM’s heterogeneous big. LITTLE architecture, which differentiates
efficiency cores and power cores [58]]. Additionally, they impose the requirement that the
host environment execute processors using the performance governor with all cores executing

a consistent pinned clock speed.

5.1.2 Sandbox State Machine

In order to properly model the execution time of a sandbox, the runtime has undergone
large-scale refactors to model a sandbox as a state machine. While a major goal of this
work was as a debugging aid, it also enabled per-state accounting of sandbox execution time,
which is relevant for admissions control. See Figure 5.1 for a visualization of the associated

states and transitions.
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Uninitialized Initialized Runnable Running Returned Complete

Figure 5.1: Sandbox States

5.1.3 Polymorphic Scheduling Interface

In order to allow Sledge to run alternative scheduling policies, it was refactored to use an
abstract polymorphic scheduling interface, and the existing scheduling logic was refactored
into a concrete implementation of this interface. This enabled the new EDF policy to be
implemented as an alternate concrete implementation. The selection of scheduling policy is

exposed at runtime via an environment variable, defaulting to the existing FIFO policy.

5.1.4 Module Specification Changes

Sledge loads serverless functions (termed "modules") via a JSON-based configuration file.

Several fields have been added to this specification to enable EDF scheduling and admissions

control:

o relative-deadline-us - A static deadline by which Sledge must complete a serverless
function, expressed as microseconds relative to when Sledge receives the request.

e admissions-percentile - A client-provided integral between 50 and 99, expressing the
target percentile of past executions that the admissions controller should use for decisions.

This is useful for workloads that exhibit a long-tail in execution times.
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e expected-execution-us - A client-provided expected baseline for how long a typical request
of this module would take to complete. This is assumed to be the same percentile as
admissions-percentile and is used on first invocation before the runtime has had an

opportunity to profile real-world execution time.

5.1.5 Removal of libuv

libuv is a popular C-based framework that provides asynchronous event-driven non-blocking
/O, either directly in C or via higher-level languages, such as Node.js. Because it uses an
an event-loop architecture, users of this framework effectively delegate scheduling decisions
about the execution of callbacks to libuv. Given that there is no support for making libuv
deadline-aware, using it in SledgeEDF would result in situations where a callback associated
with a sandbox with a later deadline might be running before a runnable sandbox with an
earlier deadline. One of the major advantages of libuv is that it provides cross-platform
support for Linux, Unix, Mac, and Windows, but since Sledge already uses native Linux
features directly, this is irrelevant. As a result, the runtime has been refactored to replace
libuv with native Linux alternatives, such as epoll. This preserves a higher degree of
control over scheduling decisions, reducing edge cases where asynchronous code violates

the principle of deadline-driven execution.

5.2 EDF Scheduling

This is a description of how EDF scheduling policy differs from the baseline described in
section 4.1.

At launch, Sledge loads the module specification JSON. In order to support EDF
scheduling, the relative-deadline-us value is multiplied by the processor speed in MHz to
calculate the relative deadline in cycles. This is saved to the module struct and cycles are
used internally throughout runtime execution in order to reduce overheads in performance

critical sections, such as context switches. Later, upon receipt of a client request, the
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listener core calculates the absolute deadline of a sandbox in cycles by using an assembly
instruction, such as rdtsc, to capture a timestamp, and adding the relative deadline of the
associated module. This is saved onto the sandbox request struct.

The global request queue is implemented as a min-heap priority queue ordered by
absolute deadline in cycles. In contrast to the existing FIFO structure, this requires a lock to
protect invariants between when an element is inserted and when the heap structure property
is restored. To ameliorate lock contention, the deadline of the element at the head of the
request queue is saved to a member that can be safely read without taking the lock. This
enables the worker cores to either inspect the earliest deadline without taking the lock or
attempt to pull the request associated with this deadline by taking the lock.

Under EDF, worker cores now implement their local runqueues via the same lock-based
min-heap structure as described previously. However, given that this structure is local to
a single core in this context, the worker uses an alternate set of APIs that bypass the lock.
Throughout their loops, worker cores make scheduling decisions based on a comparison
of the deadline of the currently executing sandbox against the head of the local runqueue
and the head of the global request queue. If either of these values has an earlier deadline,
the worker attempts preemption. In the case of the earlier sandbox being on the local
runqueue (such as due to a blocked resource becoming runnable), the preemption is always
successful, and the hitherto executing sandbox transitions to a preempted state (equivalent
to runnable). If the earlier sandbox is on the global request queue, the worker attempts to
pull the request. However, given that there may be many worker cores attempting this at
roughly the same time, one of several situations might occur:

1. A worker successfully pulls the request with this deadline and preempts the current
sandbox.

2. A worker is too slow to pull the request, and the earliest request deadline when the worker
finally gets the lock is not earlier than what it is already executing. In this case, the worker

exits and resumes the existing sandbox.
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3. A worker is too slow to pull the request at the head of the queue, but the earliest deadline
when the worker finally gets the lock is still earlier than it is already executing. The
worker pulls this request and preempts as in case 1.

In order to differentiate between cases 2 and 3, when a worker core makes a call that
requires it to take a lock, it passes the absolute deadline of its currently executing sandbox.

One major limitation of the current implementation is that it lacks a means to terminate
or de-prioritize execution of sandboxes that miss their deadlines. In the worst case, this
means a client workload caught in an infinite loop might cause permanent head of line
blocking because its deadline is earlier than the current timestamp, so no new workloads can
possibly preempt the executing workload. Possible solutions to this problem are discussed

in Future Work.

5.3 Admissions Control

The goal of the admissions controller is to ensure the runtime does not accept requests when
the associated module’s relative deadline cannot be met. The three main pieces of global

state used to accomplish this are as follows:

e admissions_control_capacity - the capacity of the system. This assumes that the runtime
has successfully pinned the workers to cores and suffers from negligible OS-level con-
tention. By default, the system examines the core count of the host environment, dedicates
the first core as a listener core, and executes all other cores as workers. The aggregate
capacity is reduced by a configurable percentage (20% on the evaluation system) to
account for runtime overhead. The core count, starting core ID, and overhead percentage
are tunable runtime parameters intended to be sized to specific deployments. In the case
of the evaluation system, these values were hand tuned by the author, and questions of
fine-grain overhead accounting and capacity planning are deferred as future work.

e admissions_control_admitted - the total active work admitted into the system.

e A specialized per-module performance window that provides sorted lookup in order of
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execution time over a sliding window of the last N executions.

The module specification provides a relative deadline, an expected execution time, and
the target latency percentile (between 50% and 99%) that the admissions control system
should use when making admissions decisions. Tuning this percentile expresses how
conservative the system should be with regard to scheduling. Selecting 50% means that the
admissions controller uses the median latency of previous executions to estimate execution
time. Conversely, selecting a higher value, such as 99%, means that the admissions controller
uses the tail latency of previous executions to estimate execution time.

When the runtime receives a request, the target percentile of the associated module is
used to index into the performance window containing previous execution times. This yields
the admissions controller’s estimate for how long this request will take to complete. If a
module has not yet been executed, its associated performance window is empty, and the
client-provided expected-execution-us value is instead used as a fallback. In either case, the
admissions controller divides this execution time by the relative deadline of the module,
deriving the instantaneous fraction of a processor core needed to complete this request by
the target deadline. For example, if a request has a deadline of ten seconds and is estimated to
take one second to complete, the instantaneous fraction would be 0.1. If this instantaneous
fraction plus admissions_control_admitted is less than admissions_control_capacity,
the workload is accepted, and admissions_control_admitted is increased by this instanta-
neous fraction. The amount of this increase is saved to the sandbox request, and when the
request completes, admissions_control_admitted is decreased by this amount. Otherwise,
the request is rejected and the runtime sends the client an HTTP 503 response. It is the
responsibility of the client to determine how to respond to this rejection, but attempting
to failover to an alternate edge node is likely the answer. This research question is out of
scope of SledgeEDF, but several other researchers have focused on questions of failover and
cluster-level work distribution [10, (14, [16].

In order to provide a degree of temporal locality in admissions control estimates, during a
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sandbox’s transition to the complete state, the duration that the sandbox spent in the running
state is added to the associated module’s performance window. This ensures that estimates

of execution time always reflect the last N executions.

5.4 SledgeEDF

By combining a deadline-aware admissions controller that is capable of preventing ex-
cessive backpressure with a deadline-driven scheduler that optimizes the order in which
accepted work is executed, SledgeEDF provides differentiated qualities of service in a
mixed-criticality environment. While there are several key limitations around handling run-
ning sandboxes that miss their deadlines, the initial functionality of SledgeEDF is sufficient

to study the costs and benefits of a deadline-driven serverless approach.
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Chapter 6:  Evaluation

The following evaluations were run on Ubuntu 18.04 executing on a Dell Precision 7820
workstation with a 16 core 2.1 GHz Intel Xeon Silver 4216 processor, 16 GB of memory,
and a 10G NIC. During all experiments, the processor was configured to run in performance
mode with all cores executing at a constant 2.0 GHz. The SledgeEDF runtime was compiled
using clang / LLVM version 8 set to optimization level 3 with link-time optimization
enabled. Requests were run on a local network configured with static IPs over a 10G Netgear
XS708Ev2 switch, but the network did not achieve 10G due to the client machine only

having a 2.5G NIC.

6.1 Deadline-based Scheduling

The first experiment seeks to compare the performance of mixed criticality workloads run
on the FIFO and EDF scheduling variants supported by the SledgeEDF runtime. Both
variants are run with admissions control disabled in order to understand the impact of EDF
scheduling and preemption independently from admissions control.

The two workloads used to evaluate a mixed criticality workload are as follows:

e On port 10010, fibonacci(10), a function that calculates the 10th Fibonacci number, a
short running task that executes in 163 s with a relative deadline of 20ms. This simulates
a soft-realtime request from an IOT device.

e On port 10040, fibonacci(40), a function that calculates the 40th Fibonacci number, a long
running task that executes in 1160625us with a relative deadline of 300s. This deadline is
sized to guarantee that any request to port 10010 preempts any request to port 10040. This
roughly simulates a long-running edge computing task, such as compression of footage
from nearby video cameras that is subsequently uploaded to cloud object storage.

In order to capture a baseline, SledgeEDF executes each workload independently in
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sequence, indicated by fib10 and fib40 in the tables below. This informs us as to how the
system performs when saturated by only requests to either port 10010 or 10040. After this,
clients issue requests to both of these ports, resulting in a mixed criticality environment with
a mix of fibonacci(10) and fibonacci(40) requests. In the tables below, these concurrent
workloads are indicated by fib10-con and fib40-con.

In this environment, comparing fibonacci(10) latency for the two scheduling variants in
this mixed critical environment demonstrates the value of EDF over FIFO and comparing

throughput provides an approximate idea of how the additional work of EDF impacts

throughput.
Payload p50 P90 P99 p100 Deadline
fib10 8.3 12.6 30.7 3160.9* | 20
fibl0-con || 6653.9 | 6662.1 | 6662.5 | 6662.6 | 20
fib40 6994.1 | 7768.7 | 7773.3 | 7775.0 | 20000

fib40-con || 7491.0 | 7769.9 | 7786.1 | 8884.7 | 20000

Table 6.1. Request Latency(ms) under FIFO

Payload p5S0 p90 P99 p100 Deadline

fib10 8.2 10.9 32.1 3134.9*% | 20
fib10-con || 9.0 13.5 374 3126.9*% | 20
fib40 6998.0 | 7768.0 | 7773.3 | 7774.0 | 20000

fib40-con || 7656.6 | 6866.6 | 8639.7 | 9989.6 | 20000

Table 6.2. Request Latency(ms) under EDF

Payload FIFO | EDF

fib10 882 874
fib10-con || 20 871
fib40 29 29

fib40-con || 28 27

Table 6.3. Request Throughput

The results flagged with asterisks indicate unexpected results. Looking at the results for
the two tests involving the quick running fibonacci(10) sandbox, a batch of approximately

13,000 requests exhibit gradually increasing latency below 50ms and a second batch of
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approximately 100 requests have latency just above 3100ms. Given this unusual distribution,
it is likely that an interrupt is not being properly disabled in a critical section, causing a
context switch to occur while a sandbox is holding a critical resource such as the global
request queue lock. Given that this is the author’s first experience working in a codebase
with inline assembly and context switches, this seems likely. However, given that this pattern
is consistent across the EDF and FIFO scheduling variants, the author considers this bug
orthogonal to demonstrating the value of the EDF scheduling variant.

Under FIFO, the relative deadline value is unused, and the system is focused on providing
maximum throughput. Requests to fibonacci(10) and fibonacci(40) proceed through the
system in arbitrary interleavings. Given the longer execution time of fibonacci(40), these
workloads end up saturating the workers, resulting in head-of-line blocking that causes
the throughput and latency of fibonacci(10) to converge towards that of fibonacci(40). As
shown in Table 6.1, this results in a substantial slowdown of the short-running fibonacci(10)
requests relative to when they are the only workload executing in the system. For example,
at the 50th percentile, round trip latency increases from 8.3ms to 6653.9ms.

Under EDF with the relative deadlines mentioned above, fibonacci(10) requests always
preempt fibonacci(40). This means that fibonacci(10) requests execute nearly immediately,
and fibonacci(40) only execute when all fibonacci(10) requests have been handled. As shown
in Table 6.2, preemption ensures that the 50th percentile of short-running fibonacci(10)
requests execute in 9.0ms, which is very close to the 8.2ms round trip latency measured
when they are the only workload executing in the system.

In Table 6.3, the throughput of fibonacci(40) appears roughly comparable across both
scheduling variants in both single and mixed criticality environments. This is also true for
fibonacci(10) under EDF. However, the throughput of fibonacci(10) under FIFO dropped
precipitously from 882 requests when executing as the sole workload to 20 requests when

executing concurrently in a mixed criticality environment, reflecting head-of-line blocking.
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6.2 Admissions Control

Admissions control is concerned with preventing runtime saturation and request backpres-
sure. This is orthogonal to deadline-based scheduling, which is focused on the prioritization
of requests within the system. In order to demonstrate the value of admissions control, this
experiment issues 1,000 fibonacci(40) requests in parallel as a single batch with timeouts
disabled in order to demonstrate how backpressure can result in missed deadlines and how
admissions control can prevent backpressure. The fibonacci(40) module is configured to
have a relative deadline of 20 seconds, and the admissions percentile is tuned to the 70th

percentile in order to conservatively provide a buffer to ensure we make all deadlines.

Admissions Control || p50 p90 P99 p100 Deadline
Enabled 7.7906 | 14.4373 | 15.5672 | 16.6792 | 20
Disabled 29.9798 | 53.3220 | 58.8047 | 58.8880 | 20
Table 6.4. Latency(s) based on Admissions Control
Admissions Control || Accepted Requests | Rejected Requests | Success %
Enabled 206 794 100%
Disabled 1000 0 33.2%

Table 6.5. Rejections and Deadline Success based on Admissions Control

When admissions control is disabled, fibonacci(40) requests enqueue faster than the
runtime can execute them, causing backpressure. As shown in Table 6.4, in the most extreme
case, the runtime completes a request in 58.9 seconds, which is well over the relative
deadline of 20 seconds. In contrast, when admission control is enabled, the listener core
rejects 794 of the 1000 requests, as shown in Table 6.5. This reduces backpressure, such
that the longest executing sandbox completes in 16.7 seconds. The 3.3 seconds of slack
reflects that the executing module was configured relatively conservatively against the 70th

percentile of past executions.
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6.3 System Overheads

In order to understand the performance overheads of enabling both admissions control and
EDF based scheduling, the final experiment ran a mixed-critical workload against the four
possible permutations of the runtime. Given that the previous admissions control experiment
demonstrated the ability of the component to guarantee deadlines, this experiment was rate
limited such that approximately half of all fibonacci(10) requests were rejected when the
admissions controller was on, and the experiment ran for sixty seconds. Pending requests

that did not return by the sixty second deadline were ignored.

EDF FIFO
Status fib(10) | fib(40) | fib(10) | fib(40)
Disabled || 10791 | 15 40 22
Enabled 11007 | 14 26 21

Table 6.6. Throughput by Scheduling Policy and Admissions Control

Given the vast differences in execution time between fibonacci(10) and fibonacci(40),
it is not immediately clear to the author how to interpret the results in Table 6.6. Based
on a log of sandbox executions, fibonacci(40) executes in 1160625us and fibonacci(10)
executes in approximately 163us. This means that 7120 requests of fibonacci(10) equate to
one request of fibonacci(40).

Using this ratio to scale all results to fibonacci(10) yields the following.

EDF FIFO
Status fib(10) | Overhead | fib(10) | Overhead
Disabled || 117591 | 24.95% 156680 | 0%
Enabled 110687 | 29.35% 149546 | 4.55%

Table 6.7. Throughput by Policy and Admissions Control

However, given the fact that the EDF scheduler executed on the order of 10,000 sand-
boxes and the FIFO scheduler executed less than 100, it is unclear how much of the overhead
shown in Table 6.7 is merely caused by additional context switches. Additionally, some

amount of this overhead may be caused by the suspected bug mentioned in the first experi-
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ment (interrupts not being properly disabled in a critical section). Given the high number of
context switches that occurred in this experiment, such a bug likely would have dispropor-
tionately affected EDF results. As such, the author does not have a high degree of confidence
in understanding the performance overheads of deadline-based scheduling. Given the tight
resource constraints of edge systems, this aspect of the system requires a more thorough

study.
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Chapter 7:  Conclusion

As demonstrated by previous work around Sledge, purpose-built serverless runtimes de-
signed with edge infrastructure in mind exhibit improved latency compared with general-
purpose serverless alternatives. SledgeEDF extends this research direction by applying
traditional scheduling techniques associated with real-time systems to a serverless runtime.
By applying a deadline-driven scheduler, SledgeEDF was able to reduce the latency of a
serverless function with tight requirements to within 10% of optimal latency while under
significant load of mixed-criticality workloads. By applying an admissions controller and
using well-tuned module configurations, the runtime was able to demonstrate the ability
to meet 100% of deadlines. Given the importance of low-latency guarantees in future
edge systems, these attributes demonstrate the utility of further research around scheduling

techniques in edge serverless systems.

7.1 Future Work

Possible directions for future work include:

1. Improving support for dynamic core throttling and heterogeneous cores.

2. Providing mechanisms to deal with sandboxes that miss their deadlines, such as by either
rejecting immediately or shifting to an alternate best-effort scheduler that only executes
when the system is otherwise idle.

3. Supporting stateful serverless execution via an integrated K-V store.

4. Supporting pipelines of serverless functions.

5. Studying improvements to the listener core, a possible performance bottleneck.

6. Expanding this single-process design to deadline-driven clustering.
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