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Abstract of Dissertation

Small Area Estimation in a Survey of Governments

Small area composite estimators are weighted averages that attempt to balance the

variability of the direct survey estimator against the bias of the synthetic estimator.

Direct and synthetic estimators have competing properties, and finding an optimal

weighted average can be challenging.

One example of a survey that utilizes small area estimation is the Annual Survey

of Public Employment & Payroll (ASPEP), which is conducted by the U.S. Census

Bureau to collect data on the number and pay of federal, state, and local government

civilian employees. Estimates of local government totals are calculated for domains

created by crossing state and government function. To calculate estimates at such

a detailed level, the Census Bureau uses small area methods that take advantage of

auxiliary information from the most recent Census of Governments (CoG). During

ASPEP’s 2009 sample design, a composite estimator was used, and it was observed

that the direct estimator has the desirable property of being greater than the cor-

responding raw sum of the data, whereas the synthetic estimator has the desirable

property of being close to the most recent CoG total.

In this research, the design-based properties of various estimators and quantities

in the composite methodology are studied via a large Monte Carlo simulation using

CoG data. New estimators are constructed based on the underlying ideas of limited

translation and James-Stein shrinkage. The simulation provides estimates of the

design-based variance and mean squared error of every estimator under consideration,

and more optimal domain-level composite weights are calculated. Based on simulation

results, several limitations of the composite methodology are identified.

Explicit area-level models are developed that try to capture the spirit of the com-

posite methodology and address its limitations in a unified and generalizable way. The
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models consist of hierarchical Bayesian extensions of the Fay-Herriot model and are

characterized by novel combinations of components allowing for correlated sampling

errors, multilevel structure, and t-distributed errors. Estimated variances and covari-

ances from the Monte Carlo simulation are incorporated to take ASPEP’s complex

sample design into account. Posterior predictive checks and cross-validated poste-

rior predictive checks based on selective discrepancy measures are used to help assess

model fit.

It is observed that the t-normal models, which have t-distributed sampling errors,

protect against unreasonable direct estimates and provide over-shrinkage towards the

regression synthetic estimates. Also, the proportion of model estimates less than the

corresponding raw sums is close to optimal. These empirical findings motivate a the-

oretical study of the shrinkage provided by the t-normal model. Another simulation

is conducted to compare the shrinkage properties of this model and the Fay-Herriot

model.

The methods in this research apply not just to ASPEP, but also to other surveys

of governments, surveys of business establishments, and surveys of agriculture, which

are similar in terms of sample design and the availability of auxiliary data from

a quinquennial census. Ideas for future research include investigating alternative

data transformations and discrepancy measures and developing hierarchical Bayesian

models for time series and count data.
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fd ) versus simulation variance V DIR

fd

for ftemp on the log scale. . . . . . . . . . . . . . . . . . . . . . . . . . . 50

4.1 Plots of 2007 versus 2012 CoG totals in Illinois on the log scale. . . . . . 54

4.2 Continuum of models parameterized by sampling errors (S), model errors

(M), and degrees of freedom (ν). . . . . . . . . . . . . . . . . . . . . . . . 66

4.3 Histograms of cross-validated posterior predictive p-values (cvppp’s) for

ftemp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

5.1 Plots of t-normal shrinkage versus di = |yi − xTi β| for ψi and σ2 equal in

value. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

5.2 Plots of posterior variance ratio versus di = |yi−xTi β| for ψi and σ2 equal

in value. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

5.3 Plots of t-normal shrinkage versus di = |yi − xTi β| for ψi and σ2 unequal

in value. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

5.4 Plots of posterior variance ratio versus di = |yi−xTi β| for ψi and σ2 unequal

in value. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

C.1 Plots of 2011 versus 2007 cluster totals for various combinations of state

and samplingType. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

C.2 Plots of 2011 versus 2007 element values for four item codes in New York

state. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

xii



List of Tables

2.1 ASPEP Study and Design Variables . . . . . . . . . . . . . . . . . . . . . 19

2.2 Initial Sample for the 2009 ASPEP Design . . . . . . . . . . . . . . . . . 24

2.3 Sample During the 2009 ASPEP Design . . . . . . . . . . . . . . . . . . 24

2.4 Initial Sample for the 2014 ASPEP Design . . . . . . . . . . . . . . . . . 25

2.5 Subscripts and Superscripts in ASPEP . . . . . . . . . . . . . . . . . . . 27

2.6 Universe and Sample Notation in ASPEP . . . . . . . . . . . . . . . . . 28

2.7 Notation for Data Values and Estimands in ASPEP . . . . . . . . . . . . 29

2.8 Raw Summation and Direct Estimation in ASPEP . . . . . . . . . . . . 30

2.9 Synthetic Estimation in ASPEP . . . . . . . . . . . . . . . . . . . . . . . 32

2.10 Composite Estimation in ASPEP . . . . . . . . . . . . . . . . . . . . . . 34

3.1 Monte Carlo Simulation Performance Measures . . . . . . . . . . . . . . 38

3.2 Monte Carlo Simulation Algorithm . . . . . . . . . . . . . . . . . . . . . 39

3.3 Simulation Results for ftemp . . . . . . . . . . . . . . . . . . . . . . . . . 42

3.4 Simulation Results for ftpay . . . . . . . . . . . . . . . . . . . . . . . . . 43

3.5 Simulation Results for ptemp . . . . . . . . . . . . . . . . . . . . . . . . 44

3.6 Simulation Results for ptpay . . . . . . . . . . . . . . . . . . . . . . . . . 45

3.7 Simulation Results for pthours . . . . . . . . . . . . . . . . . . . . . . . . 46

4.1 Hierarchical Model Results for ftemp . . . . . . . . . . . . . . . . . . . . 68

4.2 Hierarchical Model Diagnostics for ftemp . . . . . . . . . . . . . . . . . . 70

4.3 Posterior Predictive p-Values (ppp’s) for ftemp . . . . . . . . . . . . . . . 72

xiii



List of Acronyms

ASPEP : Annual Survey of Public Employment & Payroll

BLUE : Best Linear Unbiased Estimator

BLUP : Best Linear Unbiased Predictor

BRFSS : Behavioral Risk Factor Surveillance System

CoG : Census of Governments

CV : Coefficient of Variation

cvppp : Cross-Validated Posterior Predictive p-Value

EB : Empirical Bayes

EBLUP : Empirical Best Linear Unbiased Predictor

FH : Fay-Herriot

HB : Hierarchical Bayes

JS : James-Stein

MCMC : Markov Chain Monte Carlo

ML : Maximum Likelihood

MSE : Mean Squared Error

ppp : Posterior Predictive p-Value

REML : Restricted Maximum Likelihood

RRMSE : Relative Root Mean Squared Error

SAE : Small Area Estimation

SAHIE : Small Area Health Insurance Estimates

SAIPE : Small Area Income and Poverty Estimates

xiv



Chapter 1: Introduction

This chapter begins with an overview of small area estimation. The Fay-Herriot model

and its robust extensions involving heavy-tailed distributions are reviewed. Examples

are given that use t-distributed errors to provide over- and under- shrinkage relative

to the Fay-Herriot model, and some open problems are introduced. This chapter ends

with a description of posterior predictive checks and calibrated Bayesian inference.

1.1 Small Area Estimation

Sample surveys typically are designed to yield accurate direct estimates for domains

such as large geographies and subpopulations. However, there is often interest in

estimates at a more detailed or local level. For example, state-level estimates may

be desired for a survey that was designed to yield accurate direct estimates only at

the national level. The field of small area estimation (SAE) deals with calculating

estimates and corresponding measures of variability for areas, i.e. domains, whose

sample sizes are too small for reliable direct estimation. Small area methods effectively

increase the sample size by “borrowing strength” from similar areas using models and

auxiliary data.

Interest in SAE, with its important applications such as the allocation of govern-

ment resources and regional planning, has grown considerably in recent years. The

U.S. Census Bureau currently uses small area methods in several programs to produce

regular estimates at low levels of geography such as school districts and counties. Two

examples are the Small Area Income and Poverty Estimates (SAIPE) program [65]

and the Small Area Health Insurance Estimates (SAHIE) program [66]. A compre-

hensive account of SAE is given in Rao [49], and recent developments are discussed

in Jiang and Lahiri [36] and Pfeffermann [46].
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1.1.1 Basic Concepts

The goal of SAE is an appreciable increase in estimation accuracy over that of the

direct estimator. To achieve this goal, many estimators in the small area literature

take the composite form of a weighted average of direct and synthetic estimators. In

general, this composite form tries to balance the variability of the direct estimator

against the bias of the synthetic estimator. An approach to SAE that is based on an

implicit model involves starting with the composite form and finding the weight that

minimizes the estimator’s mean squared error [49, p. 57].

Direct estimators are design-based, use sample data from the area of interest, and

can be model-assisted [53]. Examples of direct estimators are the Horvitz-Thompson

estimator and general regression estimators [53, ch. 6]. Direct estimators typically

are design-unbiased or approximately design-unbiased (e.g., ratio and regression es-

timators) and can be highly variable if based on a small sample. Even if the overall

sample size is large, the sample within a small domain can be quite small.

Synthetic estimators are based on a reliable direct estimator for a large area and

the assumption that the small and large areas have the same characteristics [32].

Synthetic estimators typically have small variance as a result of being based on a

large sample and large bias, which does not decrease as the sample size increases.

Bias arises when the small areas are not homogeneous within the large area.

1.1.2 Explicit Small Area Models

Many commonly used small area estimators are based on explicit models that account

for area-to-area variation and relate the data to the parameters of interest. Broadly

speaking, there are two types of explicit small area models: area-level models and

unit-level models [49, ch. 5].

In an area-level model, the direct survey estimates, or suitable transformations

thereof, are modeled, and any covariates are at the area level. A well-known area-level
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model for continuous data is the Fay-Herriot model [23], which is described in Section

1.2. Advantages of area-level models are that they are valid for general sample designs

and usually result in design-consistent estimators [36].

In a unit-level model, values of individual units are modeled, and covariates can

be at the unit or area level. A well-known example is the nested-error regression

model [2]. With unit-level models, if approximate design consistency of the resulting

estimators is desired, then greater care needs to be taken to account for the sample

design.

As summarized in Sinha and Rao [56], area- and unit-level models are used widely

to derive empirical best linear unbiased prediction (EBLUP), empirical Bayes (EB),

and hierarchical Bayes (HB) estimators. The EBLUP method of estimation applies

to linear mixed models [22], whereas the EB and HB methods apply more generally

to generalized linear mixed models. Mean squared error (MSE) is used as a measure

of variability for the EBLUP and EB methods, whereas the posterior variance is used

as a measure of variability for the HB method.

1.1.3 General Notation for Area-Level Models

Consider a finite universe of size N from which a probability sample of size n is

selected according to sample design p. There are M areas in the universe and m areas

represented in the sample. Similarly, for area i, there are Ni units in the universe and

ni units in the sample, where it may be that ni = 0. Interest lies in estimating some

parameter of interest ξi, usually a mean or a total, for each area i. Denote by ξ̂DIR
i the

direct survey estimate of ξi, and let ξ = (ξ1, . . . , ξm)T and ξ̂DIR = (ξ̂DIR
1 , . . . , ξ̂DIR

m )T

be the vectors of parameters and direct survey estimates, respectively.

To make modeling assumptions more justified, it may be more appropriate to

work with transformed values θi = g(ξi) and yi = g(ξ̂DIR
i ), where g is monotonic. Let

θ = (θ1, . . . , θm)T and y = (y1, . . . , ym)T be the vectors of transformed parameters and

3



transformed direct estimates, respectively. Denote by ψi = Vp(yi) the design-based

variance of yi. In practice, ψi is assumed known but is actually an estimate. This

estimate could be obtained through simulation or by smoothing the direct variance

estimates using a generalized variance function [67].

1.2 Fay-Herriot Model

A well-known area-level model for continuous data is the Fay-Herriot (FH) model [23],

which was first used to estimate per capita income in 1970 for places having fewer

than 1,000 people according to the 1970 U.S. Census of Population and Housing. In

its most basic form, the FH model is a linear mixed model with random effects that

borrow strength across areas. It can be extended in various ways to accommodate

outliers, as described later in this section, and to model multivariate responses, time

series, and spatial relationships.

1.2.1 Model Specification

In the context of complex survey data, the FH model can be written in terms of a first-

level sampling model with “sampling errors” and a second-level linking model with

“model errors.” Both the sampling and model errors are assumed to be independent

and normally distributed. For this reason, the FH model is also known as the normal-

normal model. Formally, the FH model is given by the following. For i = 1, . . . ,m,

Sampling model: yi = θi + ei ei
ind∼ N(0, ψi)

Linking model: θi = xTi β + ui ui
iid∼ N(0, σ2)

{ei} and {ui} independent

where xi is the k× 1 vector of area-level covariates for area i, β is the k× 1 vector of

regression coefficients, and σ2 is the model variance. As mentioned in Section 1.1.3,

4



in practice, the ψi are assumed known but are actually estimates. The FH model can

also be written in the following conditional distribution style. For i = 1, . . . ,m,

yi|θi
ind∼ N(θi, ψi)

θi|β, σ2 ind∼ N(xTi β, σ
2).

1.2.2 Basic Estimators

For known σ2, the best linear unbiased predictor (BLUP) of θi in the FH model is

θ̂BLUP
i (σ2) = γi(σ

2)yi + [1− γi(σ2)]xTi β̃(σ2)

= xTi β̃(σ2) + γi(σ
2)[yi − xTi β̃(σ2)],

where

γi(σ
2) =

σ2

ψi + σ2
and 1− γi(σ2) =

ψi
ψi + σ2

are the weights placed on the direct survey estimate yi and regression synthetic com-

ponent xTi β̃(σ2), respectively, and

β̃(σ2) =

(
m∑
i=1

xix
T
i

ψi + σ2

)−1 m∑
i=1

xiyi
ψi + σ2

is the best linear unbiased estimator (BLUE) of β. Note the composite form of θ̂BLUP
i

as a weighted average. An empirical BLUP, or EBLUP, estimator of θi is obtained

by replacing σ2 by an estimator σ̂2,

θ̂EBLUP
i = θ̂BLUP

i (σ̂2).

Various estimators of σ2 based on maximum likelihood (ML), restricted maximum

likelihood (REML), and the method of moments have been proposed [49, sec. 7.1.2].
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A simple estimator for ξi is obtained through back-transformation, g−1
(
θ̂EBLUP
i

)
,

although some of the properties of θ̂EBLUP
i may be lost in the process [49, p. 66].

The model is given by distributions f(y|θi) and π(θi|β, σ2). Then π(θi|y,β, σ2)

is the conditional distribution of θi given the data and parameters. π(θi|y) is the

Bayesian posterior distribution, which is an integral of π(θi,β, σ
2|y) with respect to

β and σ2, so it is complicated.

In the EB approach, inference about θi is based on π(θi|y, β̂, σ̂2), where estimates

β̂ and σ̂2 have been plugged into the conditional distribution. These estimates are

based on the marginal distribution of y, f(y|β, σ2), and a frequentist method such

as ML. Additional effort, such as the jackknife or bootstrap, is typically needed to

assess uncertainty [11, 12, 18].

In the HB approach, a prior distribution π(β, σ2) is assumed for β and σ2, and

inference about θi is based on its Bayesian posterior distribution π(θi|y). Similarly,

inference about ξi is based on its posterior distribution π(g−1(θi)|y). Uncertainty

about β and σ2 is fully taken into account in the posterior distribution.

1.2.3 Shrinkage and Limited Translation

Many small area estimators are shrinkage estimators in the sense that they can be

thought of as estimators that are moved away from the direct estimate towards a

synthetic estimate [40, p. 275]. In the case of EBLUP, the synthetic estimate is

xTi β̃(σ̂2), and the amount of shrinkage equals

1− γi(σ̂2) =
ψi

σ̂2 + ψi
=

ψi/σ̂
2

1 + ψi/σ̂2
,

which depends on how large ψi is relative to σ̂2. Values of the ratio ψi/σ̂
2 < 1 indicate

there is less variability associated with the sampling model and result in more weight

placed on yi. On the other hand, values of the ratio ψi/σ̂
2 > 1 result in more shrinkage
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and more weight placed on xTi β̃(σ̂2).

The concept of shrinking direct estimates towards a synthetic estimate underlies

James-Stein estimation [35], the goal of which is accurate estimation for the group of

areas as a whole in terms of total MSE. Using James-Stein procedures may substan-

tially reduce total MSE, but accurate estimation for the group as a whole does not

necessarily mean accurate estimation for any particular area. In fact, large increases

in MSE over that of the direct estimator are possible [49, p. 67]. In the context of

EBLUP estimation in the FH model, this means that some estimates θ̂EBLUP
i may be

shrunk too far from yi.

To address this, Efron and Morris [20, 21] considered so-called compromise es-

timators that restrict the shrunken estimates to be within so many standard errors

of the direct estimate. This restriction is said to provide limited translation, which

protects against over-shrinkage while still providing much of the James-Stein benefit

of shrinkage. In the context of EBLUP estimation, the compromise estimator is given

by the following:

θ̂∗i =


yi − c

√
ψi, θ̂EBLUP

i < yi − c
√
ψi

θ̂EBLUP
i , yi − c

√
ψi ≤ θ̂EBLUP

i ≤ yi + c
√
ψi

yi + c
√
ψi, θ̂EBLUP

i > yi + c
√
ψi,

where c is a constant.

In the application of James-Stein procedures to Census Bureau data to estimate

per capita income, Fay and Herriot [23] restricted the final estimates to be within

one standard error (c = 1) of the direct estimate. Using results from special censuses

and aggregations of small area estimates over larger areas, it was shown that this

compromise estimator had smaller average error than either the direct estimator or

the synthetic county-level per capita income.
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1.2.4 Robust Extensions Involving Heavy-Tailed Distributions

Models such as the FH model with normally distributed errors can be sensitive to

outliers [56]. One way to deal with potential outliers is to use robust models that

downweight their influence. Some robust extensions of the FH model use errors

assumed to come from a family of heavy-tailed distributions, under which outlying

observations are more explainable.

A theoretical basis for this approach is Datta and Lahiri [17], in which a general

family of scale mixture normal distributions is considered for the model errors to

protect against outliers in the linking model. For known β and σ2, the following

model is considered in a hierarchical Bayesian framework. For i = 1, . . . ,m,

y |θ ∼ Nm(θ,Ψ)

θi|β, σ2 ind∼ 1√
σ2

hi

(
θi − xTi β√

σ2

)
,

where Ψ = Vp(y) is the design-based variance-covariance matrix of y and is assumed

to be known. In practice, one would have to estimate all the components of Ψ using

variance and covariance estimators appropriate for the sample design. The density hi

is given by

hi(z) =

∫ ∞
0

√
rφ
(
z
√
r
)
qi(r)dr,

where φ is the density of the standard normal distribution and qi is the density of the

mixing distribution. Possible densities for hi include those of the normal, t, Laplace,

and logistic distributions. For example, the choice qi(r) ∼ G
(
ν
2
, ν

2

)
, the gamma

distribution parameterized by shape and rate, produces the t distribution with ν

degrees of freedom. It is shown in [17] that the posterior mean E(θi|y) is a convex

combination of yi and xTi β, just like in the case of the BLUP estimator.

In the case of unknown β and σ2, Datta and Lahiri [17] assume the following
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improper prior distribution,

π(β, σ2) ∝ σb−1exp

(
−aσ

2

2

)
,

where a ≥ 0 and b > 0. Supposing y1 is an outlier, this model accommodates y1 in

the sense that as |y1| → ∞, the posterior distribution π(θ(1)|y) tends to π(θ(1)|y(1)),

where θ(1) = (θ2, . . . , θm)T and y(1) = (y2, . . . , ym)T . In other words, as y1 becomes

more extreme, its effect on the inference about θ(1) diminishes. Prior distributions

that result in such a property are called outlier-prone.

The family of t distributions is a natural choice for robustifying models that assume

normality [27, p. 437]. Using frequentist methods, Lange, Little, and Taylor [37] use

t-distributed errors to accommodate outliers in a variety of settings, including linear

regression. The standard linear regression model is given by

yi
ind∼ N(xTi β, σ

2), i = 1, . . . ,m,

with mean xTi β and variance σ2. Under this model, the least squares estimate of β

is also the ML estimate. This model is made robust against outlying values of yi by

considering the yi to come from a t distribution. The resulting t regression model is

given by

yi
ind∼ t(xTi β, σ

2, ν), i = 1, . . . ,m,

where xTi β and σ2 are now interpreted as the location and scale, respectively. It is

shown in [37] that for fixed degrees of freedom ν, the weight of area i in the ML

estimating equation of β decreases as yi becomes more outlying and the distance

(yi − xTi β)2/σ2 increases. One advantage of the t model is that it depends on a

single robustness parameter, ν. It is recommended in [37] that ν should be fixed for

small data sets. The choice ν = 4 seems to work well in many applications. Some
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disadvantages of the t model are that it does not accommodate data with shorter-

than-normal tails, asymmetric error distributions, and extreme outliers.

Bell and Huang [9] work in a Bayesian framework and use t-distributed errors

to accommodate potential outliers in area-level models for SAIPE. Extensions of the

FH model are considered in which either the sampling errors or model errors, but

not both, are assumed to follow a t distribution. Usually a t distribution is assumed

only for the model errors because it is thought a Central Limit Theorem can justify

normality of the sampling errors. However, a direct estimate may be outlying because

of large non-sampling error, so assuming a t distribution for the sampling errors can

also be useful.

The models in [9] use the representation of the t distribution with ν > 2 as an

inverse-gamma scale mixture of normal distributions. This representation is described

in Appendix A. For i = 1, . . . ,m and ν > 2, the normal-t model with t-distributed

model errors is given by

yi|θi
ind∼ N(θi, ψi)

θi|β, σ2, δi
ind∼ N(xTi β, δiσ

2)

δi
iid∼ IG

(
ν

2
,
ν − 2

2

)
π(β, σ2) ∝ 1,

where IG(α, γ) denotes the inverse-gamma distribution with shape parameter α, scale

parameter γ, and density

f(x|α, γ) =
γα

Γ(α)xα+1
exp

(
−γ
x

)
, x > 0.

For α > 1, the expectation exists and equals γ/(α − 1). In particular, E(δi) = 1 for

i = 1, . . . ,m.
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Similarly, for i = 1, . . . ,m and ν > 2, the t-normal model with t-distributed sampling

errors is given by

yi|θi, δi
ind∼ N(θi, δiψi)

θi|β, σ2 ind∼ N(xTi β, σ
2)

δi
iid∼ IG

(
ν

2
,
ν − 2

2

)
π(β, σ2) ∝ 1.

The mixing variables δi in both models can be thought of as multiplicative random

effects, the largest realizations of which correspond to potential outliers. The pa-

rameters of the inverse-gamma distribution and the restriction ν > 2 make it so the

variances V (θi|β, σ2) in the normal-t model and the variances V (yi|θi) in the t-normal

model exist and equal σ2 and ψi, respectively. Values of ν ≤ 2 are possible by remov-

ing the inverse-gamma mixture component and specifying a t distribution directly.

However, as pointed out in [9], a non-existent variance may be undesirable for the

t-normal model in a sample survey context because it would complicate interpretation

of ψi, which is intended to represent the design-based variance of yi.

Bell and Huang [9] fit these models for various fixed values of ν. Flat, improper

prior distributions are assumed for both β and σ2, so the theory from Datta and

Lahiri [17] applies. It is shown that assuming a t distribution for the model (sampling)

errors pushes the final estimates closer to the direct (synthetic) estimates, so this type

of model provides under-shrinkage (over-shrinkage) relative to the normal-normal

model. Both the normal-t and t-normal models are shown empirically to perform

well in identifying outliers, but it is not clear how to choose between the two [46,

p. 15]. Huang and Bell [34] also investigate a bivariate model for SAIPE that uses

t-distributed errors. The bivariate model involves modeling direct estimates from two

different surveys using the same covariates. The model errors in the two components
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are assumed to be correlated.

Along similar lines, Xie, Raghunathan, and Lepkowski [68] consider the normal-t

model in a Bayesian framework and apply it to data from the Behavioral Risk Factor

Surveillance System (BRFSS) to estimate county-level proportions of overweight in-

dividuals. The authors make the point that the sampling errors could be correlated

because the sample design is complex and the small areas cut across clusters. In this

case, a multivariate normal-t model with a general design-based variance-covariance

matrix in the sampling model may be more appropriate. This model is multivariate

in the sense that the sampling model treats the direct estimates all together and not

independently. It is also noted that the sample sizes in terms of individuals may be

too small to justify the assumption of normally-distributed sampling errors.

1.3 Bayesian Model Checking

This section describes Bayesian model checking. Focus is given to Bayesian p-values

arising from posterior predictive checks. These checks are related to the calibrated

Bayes approach to inference, which capitalizes on the strengths of Bayesian methods

for model fitting and frequentist methods for model evaluation.

1.3.1 Three-Step Framework

Bayarri and Castellanos [7] provide a three-step framework for checking model fit in

a Bayesian analysis. The first step is specifying a diagnostic statistic, or discrepancy

measure, denoted T . Discrepancy measures generally focus on features of the data

not explicitly accounted for by the model. They can be numerical as well as graphical

such as residual plots and histograms [24].

The second step in the framework is specifying a distribution under the null model

in which to locate the observed value of T . Different distributions lead to model fit

statistics with different properties [7].
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The third and final step is quantifying the conflict between the observed value

of T and the null distribution of T without making reference to alternative models.

There are two main measures of surprise [3] for quantifying this conflict: tail areas, or

p-values, and relative predictive surprise, which is the relative height of the density of

T at the observed value. Bayarri and Berger [4] note that measures of surprise such

as p-values are most useful for determining model deficiencies and not for rejecting

models outright.

1.3.2 Posterior Predictive Checks

Posterior predictive checks [29, 57] involve comparing observed data (y) with data

replicated from the fitted model (yrep) according to the posterior predictive distribu-

tion. This distribution is given by

π(yrep|y) =

∫
H

π(yrep|η,y)π(η|y)dη

=

∫
H

π(yrep|η)π(η|y)dη,

where η is a vector of unknown model parameters, H is the corresponding param-

eter space, and y and yrep are conditionally independent given η. The distribution

π(T (yrep)|y) is the completely specified distribution in the second step of the model

checking framework. Posterior predictive checks are flexible and generalize the checks

described in Rubin [52] in that they can be applied to discrepancy measures depend-

ing on both the data and unknown model parameters. A commonly used discrepancy

measure is the omnibus χ2 measure [29],

χ2(y,η) =
m∑
i=1

(yi − E(yi|η))2

V (yi|η)
,
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where the expectation and variance are with respect to the null model. The posterior

predictive p-value (ppp) is given by

ppp = P (T (yrep,η) ≥ T (y,η)|y) ,

where the probability is with respect to the joint posterior distribution of yrep and η,

π(yrep,η|y) = π(yrep|η,y)π(η|y)

= π(yrep|η)π(η|y).

Usually, ppp is reported as an estimate obtained through the following simulation. For

b = 1, . . . , B, draw η(b) ∼ π(η|y) and then draw yrep(b) ∼ π(y|η(b)). Next, calculate

T (yrep(b),η(b)) and T (y,η(b)). Using these B values of T (yrep(b),η(b)) and T (y,η(b)),

calculate ppp as

ppp =
1

B

B∑
b=1

I
(
T (yrep(b),η(b)) ≥ T (y,η(b))

)
.

If the model is correct, the distribution of ppp is not uniform, but rather centered

around 0.5. In general, values of ppp close to 0 and 1 indicate model misfit and argue

against the current model, whereas values close to 0.5 indicate good fit.

The non-uniform distribution of ppp when the model is correct follows from the

fact that posterior predictive checks make double use of the data y. The data are

used first to fit the model and a second time to assess the model’s fit via comparison

with replicated data yrep. Bayarri and Castellanos [7] argue that this property of ppp

is undesirable because it implies ppp lacks interpretability across problems. However,

Gelman [26] argues that ppp has the direct interpretation as the probability that

future data generated from the model are more extreme than the observed data.

Alternative checks that address the double use of data include partial posterior
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predictive checks [5, 7], calibrated posterior predictive checks [33], and cross-validated

posterior predictive checks [39]. Larsen and Lu [39] use cross-validated posterior

predictive checks effectively to evaluate hierarchical models having normally and t-

distributed errors. Related literature on using and interpreting p-values for model

checking includes Bayarri and Berger [6, sec. 4.3].

An overarching high-level perspective on examining models, which is adopted here,

is that all models are wrong, but a wrong model may still explain the observed data

well. The focus of model checking should be on assessing how a model is incompatible

with observed data in substantive ways and not on whether the model is correct.

1.3.3 Calibrated Bayes

These types of checks are related to the calibrated Bayes approach to statistical

inference [41]. In this approach, inference is essentially Bayesian, but models are

evaluated in terms of how well they are calibrated to reality via “Bayesianly justifiable

and relevant frequency calculations” [52] such as those used to calculate posterior

predictive p-values. Little [42] and Larsen [38] comment on the usefulness of seeing

more applications of the calibrated Bayes approach to inference.

1.4 Outline of Chapters to Follow

Chapter 2 describes the Annual Survey of Public Employment & Payroll (ASPEP)

and its composite small area estimation methodology. The limitations of this method-

ology provide the motivation for this research.

In Chapter 3, a Monte Carlo simulation is performed to study the design-based

properties of the estimators and quantities appearing in the composite methodology.

New alternative estimators are constructed based on the underlying ideas of limited

translation and James-Stein shrinkage, and more optimal domain-level composite

weights are calculated.

15



In Chapter 4, the Bayesian approach to SAE and novel combinations of the tools

introduced here are applied to ASPEP. Explicit area-level models are developed that

try to capture the spirit of the composite methodology and address its limitations in

a unified and generalizable way. Estimated variances and covariances from the Monte

Carlo simulation in Chapter 3 are used to help the models take ASPEP’s complex

sample design into account. It is seen that the t-normal models protect against unrea-

sonable direct estimates and provide over-shrinkage towards the regression synthetic

estimates.

These empirical findings motivate a theoretical study of the t-normal model. In

Chapter 5, a simulation is conducted to study this model and its shrinkage properties

relative to those of the normal-normal model. Full conditional distributions for the

parameters in the multilevel t-normal models are derived.

Lastly, Chapter 6 summarizes results and describes ideas for future applications

and research.
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Chapter 2: The Annual Survey of Public Employment & Payroll

This chapter describes the Annual Survey of Public Employment & Payroll and the

composite small area estimation methodology used during its 2009 sample design.

The limitations of this methodology provide the motivation for this research. Unified

notation is developed, and the composite methodology is described in a step-by-step

fashion.

2.1 Survey Overview

In years ending in “2” and “7,” the U.S. Census Bureau conducts the Census of Gov-

ernments (CoG), which collects data on the organization, finances, and employment

of the approximately 90,000 governments in the United States. The data collected

are important in measuring the public-sector component of the economy, developing

public policy, and understanding the fiscal and administrative relationships among

governments. Data users include the Bureau of Economic Analysis, the Federal Re-

serve Board, and the Urban Institute [45, ch. 3]. In intercensal years, annual surveys

are conducted to collect the same information but from samples of governments.

One such survey is the Annual Survey of Public Employment & Payroll (ASPEP),

which collects data on the number and pay of federal, state, and local government

civilian employees. Key study variables for the survey include the number of full-

time employees and full-time pay. ASPEP is made up of three components: a census

of select federal agencies, a census of the 50 state governments, and a two-phase,

stratified, probability-proportional-to-size sample of around 10,500 local governments.

Two years after each CoG, a new sample for ASPEP is selected. For example, the

2009 sample design is based on the 2007 CoG, and the current 2014 sample design is

based on the 2012 CoG.
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Estimates of local government totals are calculated for domains created by crossing

state and government function, where functions range from air transportation to water

supply. Government functions are identified by item codes, and a list of item codes is

provided in Appendix B. To calculate estimates at such a detailed level, the Census

Bureau uses small area methods that borrow strength from similar domains through

auxiliary information from the most recent CoG. The composite estimator used during

the 2009 sample design is based on an implicit model and equals a weighted average

of direct and synthetic estimators.

2.2 Background

This section provides background on government terminology and variables. Data

collection, editing, and imputation for ASPEP are described, and data examples are

given that exhibit the structure of the data.

2.2.1 Definition and Types of Government

The Census Bureau broadly defines a government as an organized entity that, in ad-

dition to having governmental character, has sufficient discretion in the management

of its own affairs to distinguish it as separate from the administrative structure of

any other governmental unit [64]. Local governments are classified into five types:

counties, cities, townships, special districts, and independent school districts, but

cities and townships are grouped together for sampling purposes and are known as

subcounties. Counties and subcounties tend to perform many of the functions listed

in Appendix B. Special districts and independent school districts, on the other hand,

tend to perform one or a very limited number of functions. Examples of special

districts are transportation authorities and water and soil conservation districts.
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2.2.2 Variables

Table 2.1 lists the study variables for ASPEP as well as variables used in the sample

design and in government classification. The five key study variables are ftemp, ftpay,

ptemp, ptpay, and pthours.

Table 2.1: ASPEP Study and Design Variables

Key Study Variables

ftemp Full-time employees

ftpay Full-time pay

ptemp Part-time employees

ptpay Part-time pay

pthours Part-time hours

Derived Study Variables

pte Part-time hours expressed in terms of an equivalent number of
full-time employees

= pthours / hours worked by a full-time employee

fte Full-time equivalent employees
= ftemp + pte

totemp Total employees
= ftemp + ptemp

totpay Total pay
= ftpay + ptpay

Other Variables

id Unique government identifier

name Government name

state State

type Government type (county, city, township, special district, or
independent school district)

samplingType Same as type except cities and townships are combined into a
single subcounty category

pefCode Population for counties and subcounties
Enrollment for independent school districts
Function for special districts

itemCode Three-digit government function identifier
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2.2.3 Data Collection, Editing, and Imputation

The Census Bureau has a variety of arrangements to collect data for ASPEP. Local

governments are sent questionnaires in late March, the reference month of the survey,

but have the option of responding via the internet. In certain states, data for many

local governments are obtained through a single agency. See U.S. Census Bureau [62]

for more details about these data collection methods.

Some editing is built into the internet survey instrument, but most takes place

after data collection. The two types of data edits are consistency edits and ratio edits.

Consistency edits ensure logical relationships among the variables are met, whereas

ratio edits ensure the average pay per employee falls within acceptable limits.

All missing data are imputed. Imputation is done within cells formed by state,

type, and categories based on population, enrollment, and function. For school dis-

tricts, an additional variable is used that classifies the district as being related to

elementary and secondary education, higher education, or non-operational support

services [61]. If historical data from a prior survey year or the most recent CoG

are available, a median growth rate is applied. If no historical data are available,

values from a randomly selected donor are imputed. For counties, subcounties, and

school districts, the donor’s values are adjusted by the ratio of the non-respondent’s

population (or school enrollment) to that of the donor [62].

2.2.4 Data Examples

Governments can be regarded as clusters of functions. These functions are the ele-

ments, or units of analysis, of the survey, and each one is associated with an item

code. It is not known what functions, or equivalently, what item codes are associated

with a government until data are collected from it, but the most recent CoG provides

a good idea. Functions that are not associated with a particular government are said

to create “structural zeroes” [59].
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The following are 2007 CoG data examples for three local governments. There

is an element for each item code associated with the government. The row for item

code 000 contains cluster totals.

name Buffalo County
state Nebraska

id 28101001000000
type County

pefCode07 44,976 (population)

itemCode ftemp07 ftpay07 ptemp07 ptpay07 pthours07 fte07

005 22 55,219 1 35 3 22

023 20 51,437 0 0 0 20

025 37 110,399 6 1,749 90 38

029 18 37,546 0 0 0 18

044 26 98,284 7 11,401 815 31

059 2 4,406 2 2,033 190 3

062 26 87,982 3 4,044 269 28

079 2 5,754 2 1,320 152 3

089 8 18,603 2 1,416 188 9

162 15 39,545 2 1,478 98 16

000 176 509,175 25 23,476 1,805 188

Source: 2007 Census of Governments: Employment

name Miama-Dade Community College
state Florida

id 10501380100000
type Independent school district

pefCode07 51,329 (enrollment)

itemCode ftemp07 ftpay07 ptemp07 ptpay07 pthours07 fte07

016 1,825 7,000,714 3,171 3,152,408 276,431 3,490

018 717 4,354,486 1,863 2,000,752 53,957 1,042

000 2,542 11,355,200 5,034 5,153,160 330,388 4,532

Source: 2007 Census of Governments: Employment
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name Upper Mohawk Valley Regional Water Finance Authority
state New York

id 33403310200000
type Special district

pefCode07 Water supply utility

itemCode ftemp07 ftpay07 ptemp07 ptpay07 pthours07 fte07

091 91 348,251 1 3,120 115 92

000 91 348,251 1 3,120 115 92

Source: 2007 Census of Governments: Employment

The study variables in ASPEP are highly positively correlated. Appendix C con-

tains correlations and scatterplots that show strong linear relationships during the

2009 sample design at both the government and element levels.

2.3 Sample Design

This section describes the sampling frame, the 2009 sample design, and the current

2014 sample design for ASPEP.

2.3.1 Frame

The sampling frame for ASPEP is a list of the approximately 90,000 governments

identified during the most recent CoG and is updated annually with births (newly

discovered governments), deaths (disincorporated governments), and mergers. The

Census Bureau conducts research on an ongoing basis to determine what governments

exist. Governments are not obligated to notify the Census Bureau of their existence,

so there is a bias towards governments easier to find. However, there is no reason to

believe serious deficiencies in the frame exist [45, pp. 71-72].

2.3.2 Sample Design: 2009

The 2009 sample design is based on the 2007 CoG. In short, it is a two-phase, strat-

ified, probability-proportional-to-size design, where local governments are the sam-
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pling units. The sample size is around 10,500.

In the first step of the design, initial certainty criteria are applied that are based

mainly on large values for population, school enrollment, and fte07. The variable

totpay07 is used as the measure of size in the rest of the design, but many units

have totpay07 equal to 0 and need to be handled separately. These units, which are

called non-activities currently, may have activity in later years. Non-activity strata

are based on certain combinations of pefCode07 and samplingType. Depending on

the stratum, either simple random sampling or systematic sampling is used.

From the remaining units, a first-phase, stratified, probability-proportional-to-size

sample is selected, where the strata are formed by state and samplingType, and the

measure of size is totpay07. The design πps [53] is used in county, subcounty, and

independent school district strata, whereas systematic πps is used in special district

strata after sorting by pefCode07. Even after initial certainties are removed, some πps

units have totpay07 so large that they would be assigned a probability of selection

greater than one. These units, which are called second certainties, are taken with

certainty. The πps sample sizes are decreased accordingly.

To reduce the number of non-contributory units in sample, a second phase of

sampling is performed [43, ch. 8]. In this second phase, a modified version of cutoff

sampling is used in the subcounty and special district strata [1]. This involves de-

termining cutoffs using the cumulative square root of the frequency method [15] and

then selecting a subsample of units from the small cutoff strata. If the cutoff strata

are deemed large enough, then the cutoffs are used and subsampling is performed.

Additional certainties are added to the selected sample to ensure representation

for certain special district functions. Lastly, a birth sample is selected every year from

the population of new births to augment the main sample. Counties, subcounties,

and independent school districts are selected with certainty, and a 1-in-25 systematic

sample of special district births is selected after sorting by state and pefCode07.
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The initial sample for the 2009 design was selected in late 2008 and was updated

with births in early 2009 before going into production. Table 2.2 breaks down the

initial sample of local governments by unit type, and Table 2.3 breaks down the

sample during the 2009 design by government type. The increase in total sample size

from year to year is due to a net increase in births over deaths.

Table 2.2: Initial Sample for the 2009 ASPEP Design

Frequency
Unit type

Frame Sample

Initial certainty 2,046 2,046

Non-activity 17,645 503

Second certainty 2,379 2,379

πps 68,388 5,322

Additional certainty 12 12

Total 90,470 10,262

Table 2.3: Sample During the 2009 ASPEP Design

Frequency

Government type Frame Sample

2007 2008* 2009† 2010 2011

County 3,033 1,456 1,456 1,456 1,456

City 19,492 3,010 3,022 3,035 3,044

Township 16,519 624 624 625 623

Special district 37,381 3,080 3,204 3,203 3,194

Independent school district 14,045 2,092 2,108 2,112 2,148

Total 90,470 10,262 10,414 10,431 10,465

*Initial sample of the 2009 design (not updated with births)

†First production sample of the 2009 design
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2.3.3 Sample Design: 2014

The 2014 sample design is based on the 2012 CoG and is very similar to the 2009

design. There are three main differences: (1) units located in the District of Columbia

and Hawaii are the only initial certainties; (2) less sample is allocated to strata that

had large sampling fractions and large sample sizes during the 2009 design, whereas

more sample is allocated to independent school district strata of small states; (3)

systematic πps with pefCode12 as the sort variable is used in all strata in the first

phase of the design to improve efficiency.

The 2014 sample design allows for more accurate direct estimation of the totals for

the elementary and secondary education functions (item codes 012 and 112), func-

tions that generally account for a large proportion of employment and payroll. A

Taylor Series variance estimator was used for both the 2009 and 2014 designs. Vari-

ance estimates are calculated using SAS PROC SURVEYMEANS with a statement

indicating that the domain-level sample sizes in terms of elements are random. This

estimator ignores the systematic πps aspect of the design.

The overall sample size for the 2014 design was kept at the same level as for the

2009 design. Table 2.4 breaks down the frame and current sample by unit type.

Table 2.4: Initial Sample for the 2014 ASPEP Design

Frequency
Unit type

Frame Sample

Initial certainty 23 23

Non-activity 18,100 244

Second certainty 3,674 3,674

πps 68,109 6,208

Total 89,906 10,149
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2.4 Composite Estimation Methodology

This section describes the small area composite methodology used during the 2009

sample design to estimate local government totals at the state level of aggregation

[59]. Notation specific to ASPEP is developed, and the process for calculating the

estimates is presented in a step-by-step fashion.

2.4.1 Domains

For the domain created by crossing state f and item code d, the goal is to estimate

the total of study variable y, which is denoted Yfd. The composite estimator of the

total for domain fd is denoted Ŷ COM
fd and equals the weighted average of the direct

estimator Ŷ DIR
fd and the ratio synthetic estimator Ŷ SYN

fd . The composite methodology

applies only to the universe consisting of πps units and initial/second/additional

certainties.

There are 49 states [the District of Columbia and Hawaii are excluded because

censuses of local governments are conducted there], 29 item codes, and a total of

1,421 (= 49 × 29) domains, although some may represent structural zeroes. Small

area methods are used because the element sample sizes nfd cannot be controlled and

may be too small for reliable direct estimation. This follows mainly from the fact

that the sample design is not a direct-element design. Rather, the sampling units are

local governments, which are clusters of item codes. The item codes associated with

a particular government may change over time, and uncommon item codes may be

associated with small governments, which have a small probability of being selected

into sample.
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2.4.2 Survey Sampling Notation

The following notation for ASPEP is based on the cluster notation in Särndal et

al. [53, ch. 4]. Table 2.5 describes subscripts and superscripts. Governments (i)

are clusters of elements (k), and state f and item code d define the domains fd to

which elements belong. Subscript I (Roman numeral one) refers to quantities at the

government (cluster) level. Subscript h denotes an estimation stratum, and subscript

g denotes a group of estimation strata. These terms are described in detail in Section

2.4.4 on decision-based and synthetic estimation.

Table 2.5: Subscripts and Superscripts in ASPEP

Subscript

d Item code – ranges over the 29 item codes listed in Appendix B

f State – ranges over the 49 non-census states (the District of
Columbia and Hawaii are excluded)

g Estimation stratum group – a group of estimation strata

h Estimation stratum – a design stratum (e.g., Ohio counties),
a cutoff stratum (e.g., Ohio small subcounties), or a decision-
based combination of small and large cutoff strata (e.g., Ohio
small and large special districts)

i Government

k Element

fd Domain created by crossing state f and item code d

I Roman numeral one refers to governments (clusters of elements)

Superscript

CoG Refers to elements and values from the most recent CoG but
restricted to the current universe of governments (governments
that disincorporated since the most recent CoG are excluded)

ΠPS Refers to πps governments

CERT Refers to certainty governments

RAW Refers to raw (unweighted) summation

DIR Refers to direct estimation

DB Refers to decision-based estimation

SYN Refers to synthetic estimation

COM Refers to composite estimation
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Table 2.6 describes set notation for various universes and samples. As the elements

associated with a government may change over time, it is important to distinguish

between the CoG universe of elements for government i (superscript CoG) and the

current universe of elements for government i (no superscript). Subscript I, as used

in UI and sI, refers to sets of governments, whereas subscripts i, f , and d refers to

sets of elements.

Table 2.6: Universe and Sample Notation in ASPEP

Universe

UI Current universe of governments

Ui Current universe of elements for government i

U Current universe of elements =
⋃
i∈UI

Ui

Ufd Current universe of elements in domain fd

Uf Current universe of elements in state f =
⋃
d

Ufd

UCoG
i CoG universe of elements for government i

UCoG CoG universe of elements (note that the union is over the current

universe of governments UI) =
⋃
i∈UI

UCoG
i

UCoG
fd CoG universe of elements in domain fd

UCoG
f CoG universe of elements in state f =

⋃
d

UCoG
fd

Sample

sI Sample of governments

s Sample of elements =
⋃
i∈sI

Ui

sfd Sample of elements in domain fd

nfd Size of sfd (may equal 0) = |sfd|
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Table 2.7 describes notation for probabilities of selection, sampling weights, study

variables, and estimands. In the ASPEP sample design, the second phase of modified

cutoff sampling depends on the first-phase sample in complicated ways. The proba-

bility of selection and corresponding inverse-probability weight for a unit are based on

the realized first phase sample and not over all possible samples containing that unit.

These π∗ probabilities are described and contrasted with the usual π probabilities of

selection in Särndal et al. [53, p. 347]. The estimand of interest is Yfd, the total of

study variable y for domain fd. The estimand may be in counts or dollars depending

on the variable. Of intermediary interest in synthetic estimation is Yf , the total of

study variable y for state f .

Table 2.7: Notation for Data Values and Estimands in ASPEP
Values at the government and element levels

π∗Ii π∗ probability of selection for government i

π∗k π∗ probability of selection for element k = π∗Ii for k ∈ Ui
w∗Ii Sampling weight for government i =

1

π∗Ii
w∗k Sampling weight for element k = w∗Ii for k ∈ Ui
yk Value of study variable y for element k

yCoG
k Value of variable yCoG

k for element k

ti Total of study variable y for government i =
∑
k∈Ui

yk

tCoG
i Total of variable yCoG for government i =

∑
k∈UCoG

i

yCoG
k

Estimands

Yfd Total of study variable y for domain fd =
∑
k∈Ufd

yk

Yf Total of study variable y for state f =
∑
k∈Uf

yk
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2.4.3 Direct Estimation

Estimation begins with straightforward computations of raw sums and direct esti-

mates, which are given in Table 2.8. The raw sum is simply a sum of observed values.

The direct estimator is the π∗ estimator [53, p. 347], which is used in multi-phase

sampling. If nfd = 0, then both the raw sum and direct estimate equal the empty

sum 0.

Table 2.8: Raw Summation and Direct Estimation in ASPEP
Raw sum

Ŷ RAW
fd Raw sum of data in sfd =

∑
k∈sfd

yk

Direct estimator

Ŷ DIR
fd Direct π∗ estimator of Yfd =

∑
k∈sfd

w∗kyk

V̂
(
Ŷ DIR
fd

)
Taylor Series estimator of design variance V

(
Ŷ DIR
fd

)
that

ignores systematic πps and is calculated using SAS PROC
SURVEYMEANS with domain = state × itemCode

2.4.4 Synthetic Estimation

The ratio synthetic estimator is based on the assumption that the allocation of the

state total to the individual item codes is the same as in the most recent CoG.

Formally, the synthetic estimator equals the product of a reliable decision-based re-

gression estimator Ŷ DB
f of the state total [13] and the CoG proportion KCoG

fd for the

item code within the state. The regressions are at the government level and involve

regressing ti on tCoG
i . Table 2.9 gives the steps for calculating the synthetic estimate.

The term “decision-based” refers to hypothesis tests that are conducted in the

strata undergoing modified cutoff sampling to determine whether the simple linear

regression slopes bsmall and blarge in the small and large cutoff strata are similar enough
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that the cutoff strata can be combined for regression estimation. When bsmall = blarge,

the precision of the estimator of the common slope is improved by using data from

both cutoff strata. Formally, the hypotheses are

H0 : bsmall = blarge

HA : bsmall 6= blarge.

If H0 is rejected, then the cutoff strata are kept separate. If H0 is not rejected, then

the cutoff strata are combined. What remains after these hypothesis tests are so-called

estimation strata, which consist of cutoff strata that are kept separate, decision-based

combinations of small and large cutoff strata, and design strata that did not undergo

modified cutoff sampling.

Within each state f , various criteria are used to assign each estimation stratum

h to a group g that determines which estimation method is applied to the πps units.

First, for h with ten or fewer observations, g = 1, and direct estimation is used.

Groups g = 2, 3, and 4 use ordinary least squares regression, least trimmed squares

regression, and ordinary least squares with certainties included, respectively. Assign-

ment to one of these three groups depends on criteria related to the R2 statistic and

the estimated slope, which is expected to be close to 1. Let âh and b̂h denote estimates

of the intercept and slope, respectively, for estimation stratum h. Finally, estimation

strata not satisfying the regression criteria are assigned to group g = 5, and direct

estimation is used. The decision-based regression estimate Ŷ DB
f equals the sum of the

contribution from the πps units and the raw sum of the certainty values.

See Cheng et al. [13, 14] for early empirical work on decision-based estimation

and variance estimation. Shao et al. [55] provides more recent empirical and theoret-

ical results including the consistency and asymptotic normality of the decision-based

estimator.

31



Table 2.9: Synthetic Estimation in ASPEP

Decision-Based Estimator for the State Level

Hfg Set of estimation strata h in state f and group g

âh Intercept from simple linear regression of ti on tCoG
i in estimation stra-

tum h, where h ∈ Hfg with g = 2, 3, or 4

b̂h Slope from simple linear regression of ti on tCoG
i in estimation stratum

h, where h ∈ Hfg with g = 2, 3, or 4

Ŷ ΠPS
fg Direct or regression estimator of the total for the estimation strata in

state f and group g (πps units only)

• g = 1 or 5

Ŷ ΠPS
fg =

∑
h∈Hfg

∑
i∈sΠPS

Ih

wIiti

• g = 2, 3, or 4

Ŷ ΠPS
fg =

∑
h∈Hfg

∑
i∈UΠPS

Ih

t̂i

t̂i Predicted value of ti, where i ∈ UΠPS
Ih

= max
(
âh + b̂ht

CoG
i , 0

)
Ŷ CERT
f Contribution from certainties =

∑
i∈sCERT

If

ti

Ŷ DB
f Decision-based estimator of Yf = Ŷ CERT

f +
5∑
g=1

Ŷ ΠPS
fg

Proportion Based on CoG Values for Domains

Y CoG
fd Total of variable yCoG for domain fd from the most recent CoG

=
∑

k∈UCoG
fd

yCoG
k

Y CoG
f Total of variable yCoG for state f from the most recent CoG

=
∑

k∈UCoG
f

yCoG
k

KCoG
fd Proportion of item code d within state f from the most recent CoG

=
Y CoG
fd

Y CoG
f

Synthetic Estimator

Ŷ SYN
fd Synthetic estimator of Yfd

= Ŷ DB
f KCoG

fd
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2.4.5 Composite Estimation

Table 2.10 gives the steps for calculating the composite estimate. In the case nfd = 0

(i.e., no sample data for domain fd), the composite estimate is set equal to the

synthetic estimate Ŷ SYN
fd . In the more common case nfd > 0, the composite estimate

is set equal to a weighted average of the direct and synthetic estimates. The process

of calculating the composite estimate in this case involves many steps.

First, a preliminary James-Stein composite weight φ̂JS
f is calculated for each state.

This weight is based on the ratio of the sum of variance estimates to the sum of

the squared differences between the direct and synthetic estimates. The preliminary

James-Stein composite weight is intended to allow for accurate estimation for the

group of domains as a whole within each state [49, p. 63]. If φ̂JS
f is estimated to be

negative, then the final composite weight φ̂f is set equal to 0.5.

The first preliminary composite estimate Ŷ COM
fd equals the weighted average of the

direct and synthetic estimates. φ̂f is the weight applied to the direct estimate, and

1− φ̂f is the weight applied to the synthetic estimate. Next, an adjustment is applied

to ensure the estimate is greater than the corresponding raw sum of the data. The

analysts who review estimates for ASPEP regard this as a very important quality

control check. It is illogical for the estimate of a total of a non-negative variable to

be less than the sum of the observed values.

At this point, the direct and synthetic estimates may be in disagreement in the

sense that one is positive and the other equals 0. In other words, one estimate says

the domain represents a structural zero, whereas the other does not. In case of this

disagreement, a second adjustment sets the estimate equal to the positive value. The

result of these two adjustments is the second preliminary composite estimate Ŷ
COM(2)
fd .
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Table 2.10: Composite Estimation in ASPEP

Case nfd = 0

Ŷ
COM(FIN)
fd Composite estimator

= Ŷ SYN
fd

Case nfd > 0

φ̂JS
f Preliminary James-Stein composite weight [49, formula 4.4.3]

= 1−

∑
{d :nfd> 0} V̂

(
Ŷ DIR
fd

)
∑
{d :nfd> 0}

(
Ŷ DIR
fd − Ŷ SYN

fd

)2

φ̂f Final composite weight

• if φ̂JS
f < 0, then φ̂f = 0.5

• else φ̂f = φ̂JS
f

Ŷ COM
fd First preliminary composite estimator

= φ̂f Ŷ
DIR
fd +

(
1− φ̂f

)
Ŷ SYN
fd

Ŷ
COM(2)
fd Second preliminary composite estimator

• if Ŷ COM
fd < Ŷ RAW

fd and Ŷ DIR
fd > 0 and Ŷ SYN

fd > 0,

then Ŷ
COM(2)
fd = Ŷ DIR

fd

• else if Ŷ DIR
fd > 0 and Ŷ SYN

fd = 0, then Ŷ
COM(2)
fd = Ŷ DIR

fd

• else if Ŷ DIR
fd = 0 and Ŷ SYN

fd > 0, then Ŷ
COM(2)
fd = Ŷ SYN

fd

• else Ŷ
COM(2)
fd = Ŷ COM

fd

∆̂DIR
fd Absolute relative difference between the direct estimator and the

corresponding CoG total

=

∣∣∣Ŷ DIR
fd − Y CoG

fd

∣∣∣
Y CoG
fd

∆̂
COM(2)
fd Absolute relative difference between the second preliminary com-

posite estimator and the corresponding CoG total

=

∣∣∣Ŷ COM(2)
fd − Y CoG

fd

∣∣∣
Y CoG
fd

Ŷ
COM(FIN)
fd Composite estimator

• if ∆̂
COM(2)
fd > 0.3 and ∆̂DIR

fd < ∆̂
COM(2)
fd , then Ŷ

COM(FIN)
fd = Ŷ DIR

fd

• else Ŷ
COM(FIN)
fd = Ŷ

COM(2)
fd
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A final adjustment is applied to Ŷ
COM(2)
fd to reduce large absolute relative differ-

ences with respect to the CoG total Y CoG
fd . Public employment totals tend to be

stable over time, so year-to-year percent differences greater than 30 percent are not

expected. If the absolute relative percent difference for the direct estimate is less than

that of the second preliminary composite estimate, then the final composite estimate

Ŷ
COM(FIN)
fd is set to the direct estimate. Before the composite estimates are summed to

the state and national levels of aggregation, they are rounded to the nearest integer.

2.5 Summary of Composite Estimation Methodology

The composite methodology is a complicated process that yields many estimators

of Yfd. These estimators consist of the direct estimator Ŷ DIR
fd , the synthetic estima-

tor Ŷ SYN
fd , the first preliminary composite estimator Ŷ COM

fd , the second preliminary

composite estimator Ŷ
COM(2)
fd , and the final composite estimator Ŷ

COM(FIN)
fd . The com-

plexity of the methodology makes it difficult to study the estimators analytically and

motivates the development of a new estimation methodology. In the next chapter,

a simulation is performed to study the estimators and ad hoc adjustments in the

composite methodology.
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Chapter 3: Monte Carlo Simulation of Current and Modified
ASPEP Estimators

A Monte Carlo simulation is performed to study the design-based properties of the

various estimators, quantities, and adjustments appearing in the composite method-

ology. Several new alternative estimators based on the underlying ideas of limited

translation and James-Stein shrinkage are included in the analysis. As a result of the

simulation, limitations of the composite methodology are identified.

3.1 Frame and Number of Replications

To take advantage of the external validation offered by the CoG, public-use micro-

data from the 2007 and 2012 CoG are used in the simulation. Data from the 2007

CoG serve as the sampling frame, from which many independent samples are selected

according to the current 2014 sample design. To mimic production as closely as

possible, units in 2007 that are known to disincorporate later are not removed from

the sampling frame. The samples are merged with the 2012 data and then used to

estimate the known 2012 totals, which are denoted Y 2012
fd . For each sample, various

sample sizes and the variance estimates appearing in the formula for the James-Stein

weight also are calculated.

The number of simulated samples R is set to 10,000 to obtain a margin of error

(MoE) of 0.01 when estimating proportions. This follows from the fact that when us-

ing the proportion of observed successes in R independent Bernoulli trials to estimate

the true success probability p, the corresponding 95% MoE can be bounded above as

follows:

MoE ≈ 2

√
p(1− p)

R
≤ 1√

R
= 0.01.
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3.2 Performance Measures

Table 3.1 lists the performance measures that are calculated after selecting the sam-

ples and calculating estimates. The notation est
(r)
fd stands for the estimate of Y 2012

fd for

a particular estimator based on the rth sample, where r = 1, . . . , R = 10,000. These

domain-level measures include absolute relative bias (ARB), coefficient of variation

(CV), relative root MSE (RRMSE), and the proportion of less-than-raw occurrences

(LTR). Global measures are obtained by averaging these domain-level measures over

all M domains. Note that Monte Carlo expectation Efd is used in the estimate of

variance, whereas the known 2012 census value Y 2012
fd is used in the estimate of mean

squared error.

3.3 SAS Software

SAS [54] is used to select the samples of governments, calculate estimates and other

quantities of interest, and calculate performance measures. SAS is the main statistical

analysis software used by the U.S. Census Bureau, and PROC SURVEYSELECT can

implement every sample design in ASPEP, including the systematic πps design. SAS

is convenient for this part of the research because much of the code for selecting

samples and calculating estimates has already been written in SAS. Using different

software may have yielded slightly different results from those seen in production, but

results are not believed to be sensitive to software implementation.

An algorithm for performing the Monte Carlo simulation is given in outline in

Table 3.2. The samples, sample sizes, cutoffs, and estimates are stored as ASCII text

files. In the sample design, modified cutoff sampling is used to reduce the number of

small units in sample, and cutoffs are calculated using the cumulative square root of

the frequency method [15]. The performance measures and other evaluation criteria

are stored as both ASCII text files and SAS data sets.
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Table 3.1: Monte Carlo Simulation Performance Measures
Performance Measure Formula

Expectation Efd =
1

R

R∑
r=1

est
(r)
fd

Bias Bfd = Efd − Y 2012
fd

Relative bias RBfd =
Bfd

Y 2012
fd

Absolute relative bias ARBfd = |RBfd|

Average absolute relative
bias

ARB =
1

M

49∑
f=1

29∑
d=1

ARBfd

Variance Vfd =
1

R− 1

R∑
r=1

(
est

(r)
fd − Efd

)2

Coefficient of variation CVfd =

√
Vfd

Y 2012
fd

Average coefficient of
variation

CV =
1

M

49∑
f=1

29∑
d=1

CVfd

Mean squared error MSEfd =
1

R

R∑
r=1

(
est

(r)
fd − Y

2012
fd

)2

Relative root mean squared
error

RRMSEfd =

√
MSEfd

Y 2012
fd

Average relative root
mean squared error

RRMSE =
1

M

49∑
f=1

29∑
d=1

RRMSEfd

Proportion of less-than-raw
occurrences

LTRfd =
1

R

R∑
r=1

I
(
est

(r)
fd < Ŷ

RAW(r)
fd

)
Average proportion of
less-than-raw occurrences

LTR =
1

M

49∑
f=1

29∑
d=1

LTRfd

Domains are defined by states (f) and item codes (d).
Overall summary measures are in bold.
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Table 3.2: Monte Carlo Simulation Algorithm

• Select samples
Read in 2007 CoG data
Set up sampling frame
For r = 1 to R do

Select sample
Save sample file
Save sample size file
Save cutoff file

End
Save sampling frame file

For each variable do
• Calculate estimates

Read in 2007 and 2012 CoG data
For r = 1 to R do

Read in sample file
Read in cutoff file
Calculate decision-based estimate
Calculate CoG sum
Calculate raw sum
Calculate direct estimate
Calculate synthetic estimate
Calculate SAS variance estimates
Calculate preliminary and final composite weights
Calculate preliminary and final composite estimates
Set special adjustment flags
Save estimates file
Save SAS variance estimates file

End
• Calculate performance measures

For r = 1 to R do
Read in estimates file

End
Calculate performance measures
Save performance measures file

End
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3.4 Alternative Estimators

Three alternative estimators are included in the simulation. They are considered for

study purposes because they are reasonable alternatives to current practice and were

suggested by preliminary results for the other estimators. These three new estimators

consist of a positive-part James-Stein estimator, a limited translation estimator, and

a composite estimator with a near-optimal domain-level composite weight.

3.4.1 Positive-Part James-Stein Estimator

If the preliminary James-Stein composite weight φ̂JS
f is initially estimated to be neg-

ative, then it is set to 0.5. In the absence of any other information about the direct

and synthetic estimates, the value 0.5 is intuitive as it puts equal weight on the two.

The negative James-Stein weight, however, is not consistent with 0.5. Another option

is to set the weight to 0 as is done with the positive-part James-Stein estimator [40,

p. 275]. The positive-part James-Stein weight equals

φ̂+
f =


φ̂JS
f , 0 ≤ φ̂JS

f ≤ 1

0, φ̂JS
f < 0

and the corresponding composite estimator is given by

Ŷ
COM(+)
fd = φ̂+

f Ŷ
DIR
fd +

(
1− φ̂+

f

)
Ŷ SYN
fd .

When φ̂JS
f is estimated to be negative, φ̂+

f is set equal to 0, and all the weight is placed

on the synthetic estimator.

3.4.2 Limited Translation Estimator

A limited translation estimator (e.g., Fay and Herriot [23]) is included in the analysis

that restricts the final estimate to be at most one standard error away from the direct
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estimate. The limited translation estimator is given by the following,

Ŷ
COM(LT)
fd =


Ŷ DIR
fd −

√
V DIR
fd , Ŷ COM

fd < Ŷ DIR
fd −

√
V DIR
fd

Ŷ COM
fd , Ŷ DIR

fd −
√
V DIR
fd ≤ Ŷ COM

fd ≤ Ŷ DIR
fd +

√
V DIR
fd

Ŷ DIR
fd +

√
V DIR
fd , Ŷ COM

fd > Ŷ DIR
fd +

√
V DIR
fd

where V DIR
fd is estimated using the simulation results for Ŷ DIR

fd .

3.4.3 Composite Estimator with Near-Optimal Weight

The Monte Carlo estimates of MSE of the direct and synthetic estimators can be used

to construct a near-optimal domain-level composite weight given by Formula 4.3.3 in

Rao [49, p. 58]. This weight equals

φ̂OPT
fd =

MSESYN
fd

MSEDIR
fd +MSESYN

fd

,

and the corresponding composite estimator is given by

Ŷ
COM(OPT)
fd = φ̂OPT

fd Ŷ DIR
fd +

(
1− φ̂OPT

fd

)
Ŷ SYN
fd .

In an actual survey, one could not do this calculation as it depends on the estimands,

but it is a useful comparison point to other estimators.

3.5 Simulation Results

Tables 3.3 through 3.7 present four global performance measures for the key ASPEP

study variables ftemp, ftpay, ptemp, ptpay, and pthours for nine estimators. Domain-

level estimates estfd are presented in the top half of the tables, whereas state-level

estimates estf =
∑29

d=1 estfd are in the bottom half. The James-Stein composite

weights and the variance estimates used to calculate the weights are also studied.
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Table 3.3: Simulation Results for ftemp

Estimator ARB% CV% RRMSE% LTR%

Y CoG
fd 14.94 0.00 14.94 12.31

Ŷ RAW
fd 22.85 2.78 23.30 0.00

Ŷ DIR
fd 0.16 17.85 17.85 0.00

Ŷ SYN
fd 13.94 1.48 14.23 13.34

Ŷ COM
fd 6.15 9.18 12.61 7.04

Ŷ
COM(FIN)
fd 5.85 10.68 13.91 0.00

Ŷ
COM(+)
fd 11.79 1.97 12.39 11.56

Ŷ
COM(LT)
fd 3.95 12.83 14.11 3.36

Ŷ
COM(OPT)
fd 4.12 4.26 6.41 1.60∑29
d=1 Y

CoG
fd 4.90 0.00 4.90 2.04∑29

d=1 Ŷ
RAW
fd 29.22 0.48 29.22 0.00∑29

d=1 Ŷ
DIR
fd 0.01 1.77 1.77 0.00∑29

d=1 Ŷ
SYN
fd 0.20 1.44 1.49 0.02∑29

d=1 Ŷ
COM
fd 0.11 1.35 1.36 0.00∑29

d=1 Ŷ
COM(FIN)
fd 0.29 1.35 1.42 0.00∑29

d=1 Ŷ
COM(+)
fd 0.19 1.26 1.31 0.00∑29

d=1 Ŷ
COM(LT)
fd 0.21 1.56 1.58 0.00∑29

d=1 Ŷ
COM(OPT)
fd 0.34 1.57 1.64 0.00
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Table 3.4: Simulation Results for ftpay

Estimator ARB% CV% RRMSE% LTR%

Y CoG
fd 18.37 0.00 18.37 32.78

Ŷ RAW
fd 20.49 2.71 20.94 0.00

Ŷ DIR
fd 0.13 16.51 16.51 0.00

Ŷ SYN
fd 15.39 1.16 15.56 18.53

Ŷ COM
fd 7.02 8.49 12.71 10.94

Ŷ
COM(FIN)
fd 6.28 10.04 13.84 0.00

Ŷ
COM(+)
fd 12.41 2.66 13.47 16.04

Ŷ
COM(LT)
fd 3.97 11.93 13.29 4.72

Ŷ
COM(OPT)
fd 3.79 3.99 6.00 2.08∑29
d=1 Y

CoG
fd 10.22 0.00 10.22 10.20∑29

d=1 Ŷ
RAW
fd 26.47 0.47 26.48 0.00∑29

d=1 Ŷ
DIR
fd 0.01 1.58 1.58 0.00∑29

d=1 Ŷ
SYN
fd 0.33 1.16 1.28 0.00∑29

d=1 Ŷ
COM
fd 0.18 1.26 1.29 0.00∑29

d=1 Ŷ
COM(FIN)
fd 0.56 1.30 1.51 0.00∑29

d=1 Ŷ
COM(+)
fd 0.30 1.18 1.29 0.00∑29

d=1 Ŷ
COM(LT)
fd 0.28 1.41 1.47 0.00∑29

d=1 Ŷ
COM(OPT)
fd 0.34 1.12 1.20 0.00
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Table 3.5: Simulation Results for ptemp

Estimator ARB% CV% RRMSE% LTR%

Y CoG
fd 28.87 0.00 28.87 10.31

Ŷ RAW
fd 45.97 4.86 45.71 0.00

Ŷ DIR
fd 0.74 75.13 75.14 0.00

Ŷ SYN
fd 29.66 7.85 32.72 10.47

Ŷ COM
fd 14.94 39.13 45.52 5.26

Ŷ
COM(FIN)
fd 16.07 37.76 45.36 0.00

Ŷ
COM(+)
fd 21.57 24.08 37.27 7.07

Ŷ
COM(LT)
fd 10.85 60.09 62.67 2.84

Ŷ
COM(OPT)
fd 13.33 11.63 19.02 2.09∑29
d=1 Y

CoG
fd 8.27 0.00 8.27 1.67∑29

d=1 Ŷ
RAW
fd 39.30 1.25 39.36 0.00∑29

d=1 Ŷ
DIR
fd 0.09 12.12 12.12 0.00∑29

d=1 Ŷ
SYN
fd 1.38 7.20 7.83 0.68∑29

d=1 Ŷ
COM
fd 1.03 7.99 8.48 0.66∑29

d=1 Ŷ
COM(FIN)
fd 0.88 7.04 7.18 0.00∑29

d=1 Ŷ
COM(+)
fd 1.21 7.25 7.83 0.68∑29

d=1 Ŷ
COM(LT)
fd 0.98 10.65 10.78 0.00∑29

d=1 Ŷ
COM(OPT)
fd 1.81 4.83 5.38 0.00
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Table 3.6: Simulation Results for ptpay

Estimator ARB% CV% RRMSE% LTR%

Y CoG
fd 55.01 0.00 55.01 24.89

Ŷ RAW
fd 39.22 4.95 39.92 0.00

Ŷ DIR
fd 0.48 57.53 57.53 0.00

Ŷ SYN
fd 58.44 6.56 59.54 15.50

Ŷ COM
fd 27.20 34.63 50.04 8.84

Ŷ
COM(FIN)
fd 38.97 34.39 61.40 0.00

Ŷ
COM(+)
fd 34.24 27.20 49.99 10.73

Ŷ
COM(LT)
fd 11.11 44.92 48.02 4.68

Ŷ
COM(OPT)
fd 13.04 12.11 19.14 3.94∑29
d=1 Y

CoG
fd 16.60 0.00 16.60 16.55∑29

d=1 Ŷ
RAW
fd 31.31 1.15 31.35 0.00∑29

d=1 Ŷ
DIR
fd 0.05 5.58 5.58 0.00∑29

d=1 Ŷ
SYN
fd 1.11 4.46 4.75 0.00∑29

d=1 Ŷ
COM
fd 0.72 4.47 4.59 0.00∑29

d=1 Ŷ
COM(FIN)
fd 1.17 4.12 4.37 0.00∑29

d=1 Ŷ
COM(+)
fd 0.96 4.40 4.63 0.00∑29

d=1 Ŷ
COM(LT)
fd 0.85 5.04 5.16 0.00∑29

d=1 Ŷ
COM(OPT)
fd 1.43 3.70 4.14 0.00
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Table 3.7: Simulation Results for pthours

Estimator ARB% CV% RRMSE% LTR%

Y CoG
fd 49.56 0.00 49.56 17.68

Ŷ RAW
fd 41.21 5.38 41.96 0.00

Ŷ DIR
fd 0.49 59.60 59.60 0.00

Ŷ SYN
fd 51.39 7.15 52.72 14.77

Ŷ COM
fd 28.05 34.56 50.74 8.27

Ŷ
COM(FIN)
fd 34.43 33.93 56.87 0.00

Ŷ
COM(+)
fd 36.80 27.37 51.81 9.91

Ŷ
COM(LT)
fd 11.92 45.71 49.05 4.56

Ŷ
COM(OPT)
fd 14.18 12.72 20.32 3.69∑29
d=1 Y

CoG
fd 10.35 0.00 10.35 0.41∑29

d=1 Ŷ
RAW
fd 34.31 1.19 34.33 0.00∑29

d=1 Ŷ
DIR
fd 0.05 5.98 5.98 0.00∑29

d=1 Ŷ
SYN
fd 1.37 5.13 5.41 0.00∑29

d=1 Ŷ
COM
fd 0.84 5.03 5.14 0.00∑29

d=1 Ŷ
COM(FIN)
fd 1.14 4.79 4.98 0.00∑29

d=1 Ŷ
COM(+)
fd 1.17 5.07 5.27 0.00∑29

d=1 Ŷ
COM(LT)
fd 0.88 5.45 5.55 0.00∑29

d=1 Ŷ
COM(OPT)
fd 1.63 4.27 4.75 0.00
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The bias-variance tradeoff among Ŷ DIR
fd , Ŷ SYN

fd , and Ŷ COM
fd is reflected in the values

of ARB and CV . The direct estimator Ŷ DIR
fd has small bias and large variance,

whereas the synthetic estimator Ŷ SYN
fd has relatively large bias and small variance.

Estimator Ŷ DIR
fd has LTR equal to 0, but Ŷ SYN

fd does not. As a weighted average, the

first preliminary composite estimator Ŷ COM
fd balances the bias and variance and has

intermediate LTR.

The adjustments that are applied to Ŷ COM
fd to get the final composite estimator

Ŷ
COM(FIN)
fd reduce LTR to 0 percent, as they should, but for ptpay and pthours, the

adjustments increase RRMSE appreciably. For ptpay, the adjustments reduce LTR

from 8.84 to 0 percent, but RRMSE increases from 50.04 to 61.40 percent. Smaller

increases in RRMSE are seen for ftemp and ftpay.

Based on RRMSE, one can see that it is easier to estimate totals accurately

for the full-time variables than for the part-time variables. For ptemp, ptpay, and

pthours, Ŷ DIR
fd is highly variable. In fact, for ptemp, the value of 75.13 percent for CV

is the largest among all the variables and estimators under consideration. Also, the

value of RRMSE for Ŷ
COM(FIN)
fd is larger than that of Y CoG

fd , which has no sampling

variability, and Ŷ RAW
fd , which does not use the sampling weights.

Because the positive-part composite estimator Ŷ
COM(+)
fd equals Ŷ SYN

fd when the

James-Stein composite weight is estimated to be negative, the two estimators perform

similarly. In particular, the estimators have similar values of ARB and LTR. The

synthetic estimator Ŷ SYN
fd is less than the raw sum about 15 percent of the time, and

Ŷ
COM(+)
fd , which can be closer to the direct estimator, is less than the raw sum about

10 percent of the time.

The limited translation estimator Ŷ
COM(LT)
fd , which is based on Ŷ DIR

fd , performs bet-

ter than Ŷ DIR
fd in terms of RRMSE. However, it is not guaranteed to be greater than

the raw sum. As expected, the near-optimal estimator Ŷ
COM(OPT)
fd , whose domain-

level weights are based indirectly on the true totals, performs the best in terms of
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RRMSE. The close correspondence of results for Ŷ COM
fd , Ŷ

COM(FIN)
fd , Ŷ

COM(+)
fd , and

Ŷ
COM(LT)
fd and superior performance by Ŷ

COM(OPT)
fd should give confidence in the sim-

ulation and the resulting estimates of variance and mean squared error.

At the state level of aggregation, Ŷ
COM(OPT)
fd performs better than the other esti-

mators in terms of RRMSE for all variables except for ftemp. Most estimators have

LTR essentially equal to 0 percent, but for ptemp, Ŷ SYN
fd , Ŷ COM

fd , and Ŷ
COM(+)
fd have

values of LTR around 0.68 percent.

Figure 3.1 plots the proportion of occurrences of negative James-Stein (JS) weights

φ̂JS
f for ftemp versus average sampling fraction. These proportions and averages are

with respect to the 10,000 samples from the Monte Carlo simulation, and the sam-

pling fraction refers to the elements of πps units in the 2012 data. Forty states have

proportions very close to if not exactly equal to 1. It is reasonable to think that the

larger the sampling fraction, the better the estimate of φ̂JS
f and the smaller the propor-

tion of occurrences of negative JS weights. However, the plot suggests a much more

complicated relationship between sampling fraction and φ̂JS
f . Even though Florida,

Alaska, Delaware, and Nevada have different sampling fractions, their proportions of

negative JS weights are exactly equal to 0.

Figure 3.2 plots the SAS variance estimate V̂ (Ŷ DIR
fd ) versus simulation variance

V DIR
fd for ftemp on the log scale. The SAS variance estimates are important because

they appear in the numerator of the formula for φ̂JS
f . Most of the data points fall

above the line of equality, which indicates V̂ (Ŷ DIR
fd ) generally overestimates the true

variance. This is especially true for the domains with large values of V DIR
fd . These

overestimates contribute to the large proportion of negative JS weights.
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Figure 3.1: Plot of proportion of occurrences of negative φ̂JS
f for ftemp versus average

sampling fraction. Each data point represents a single state. The proportions and
averages are with respect to the 10,000 samples from the Monte Carlo simulation,
and the sampling fraction refers to elements of πps units in the 2012 data. Forty
states have proportions very close to if not exactly equal to 1. The data points
corresponding to the other nine states are identified. Data Source: 2007 and 2012
Census of Governments: Employment.
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Figure 3.2: Plot of SAS variance estimate V̂ (Ŷ DIR
fd ) versus simulation variance V DIR

fd

for ftemp on the log scale. The SAS variance estimates come from a single sample
from the Monte Carlo simulation. Each data point represents a domain, and the
dotted line of equality has been added for reference. Points above the line are in blue,
and points below the line are in orange. About 74 percent of the points lie above the
line. Data Source: 2007 and 2012 Census of Governments: Employment.

50



3.6 Limitations of Composite Estimation Methodology

Based on these simulation results, several limitations of the present and modified

composite estimation methodology are identified.

First, the composite weight that balances the variability of the direct estimator

against the bias of the synthetic estimator is not optimal. The James-Stein weight φ̂JS
f

is negative if the sum of the variance estimates V̂ (Ŷ DIR
fd ) appearing in the numerator

is large,

φ̂JS
f = 1−

∑
{d :nfd> 0} V̂

(
Ŷ DIR
fd

)
∑
{d :nfd> 0}

(
Ŷ DIR
fd − Ŷ SYN

fd

)2 .

In this case, the composite weight φ̂f is set equal to 0.5, which is intuitive but ar-

bitrary. Figure 3.1 makes clear that, on average, φ̂f is set equal to 0.5 for a large

majority of domains. As shown by performance measures for Ŷ COM
fd and Ŷ

COM(OPT)
fd ,

placing equal weight on the direct and synthetic estimators results in a composite

estimator that is still too variable. The fact that the variance estimates V̂ (Ŷ DIR
fd ) are

large suggests placing more weight on the synthetic estimate.

Second, the variance estimates V̂ (Ŷ DIR
fd ) themselves appear to be unreliable. For

most domains, V̂ (Ŷ DIR
fd ) is greater than V DIR

fd , which should be the more accurate

estimate as it based on 10,000 samples selected according to the sample design used

in production. Also, as mentioned in Rao [49, p. 64], a common composite weight

for all the item codes within each state may be unreasonable if the true variances

V (Ŷ DIR
fd ) vary considerably. This is the case for ASPEP given that totals vary a

great deal by item code. For example, the two elementary and secondary education

item codes (012 and 112) generally account for a large proportion of employment and

payroll within each state. The corresponding variances tend to be large because the

totals are large.
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Third, even though the synthetic estimate may be closer to the most recent CoG

total and may be a more reasonable estimate in general, it is not guaranteed to be

greater than or equal to the corresponding raw sum of the data. Analysts regard

this as one of the most important quality control checks on the estimates. The

adjustment that deals with preliminary composite estimates less than the raw sum

sets the estimate equal to the direct estimate. This adjustment is undesirable for

many domains because of the direct estimator’s high variability.

All in all, the composite methodology appears to lack a smooth composite weight

that takes into account competing properties of the direct and synthetic estimators

such as the fact that the direct estimate is guaranteed to be greater than or equal to

the raw sum but the synthetic estimate is not.
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Chapter 4: Hierarchical Bayesian Models

Explicit area-level models are developed that try to capture the spirit of the com-

posite methodology and address its limitations in a unified and generalizable way.

Focus is given to hierarchical Bayesian extensions of the Fay-Herriot model. These

extensions consist of novel combinations of model components allowing for correlated

sampling errors, multilevel structure, and t-distributed errors. Estimated variances

and covariances from the previous Monte Carlo simulation in Chapter 3 are used to

help the models take ASPEP’s complex sample design into account. Model evaluation

includes posterior predictive and cross-validated posterior predictive checks based on

selective discrepancy measures.

4.1 Motivation for Area-Level Models

Area-level models have potential for ASPEP because there exist strong covariates in

the form of totals from the most recent CoG. Figure 4.1 illustrates the strong linear

relationships between 2007 and 2012 CoG totals on the log scale for ftemp, ftpay,

ptemp, and ptpay in Illinois.

Unit-level models have potential as well and have been used successfully during

ASPEP’s 2014 sample design [60]. In this approach, a nested-error regression model is

fit using sample data without the sampling weights and then used to make predictions

for the out-of-sample units. A large number of unit-level observations have values

equal to 0, and it is unclear whether to include them in this modeling process or

deal with them separately. Also, if approximate design consistency of the resulting

estimators is desired, then greater care needs to be taken to account for ASPEP’s

complex sample design. Area-level models do not face these complications, at least

not to the degree that unit-level models do.

53



Illinois ftemp

ln(ftemp07)

ln
(ft
em
p1
2)

2 4 6 8 10 12 14

2

4

6

8

10

12

14

Illinois ftpay

ln(ftpay07)
ln
(ft
pa
y1
2)

8 10 12 14 16 18 20 22

8

10

12

14

16

18

20

22

Illinois ptemp

ln(ptemp07)

ln
(p
te
m
p1
2)

2 4 6 8 10 12 14

2

4

6

8

10

12

14

Illinois ptpay

ln(ptpay07)

ln
(p
tp
ay
12
)

8 10 12 14 16 18 20 22

8

10

12

14

16

18

20

22

Figure 4.1: Plots of 2007 versus 2012 CoG totals in Illinois on the log scale. Each point
represents an item code, and dotted lines of equality have been added for reference.
Data Source: 2007 and 2012 Census of Governments: Employment.
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4.2 Notation for Area-Level Models

This section introduces ASPEP-specific notation for explicit area-level models. To

justify distributional assumptions and to reduce the scale of the data, the direct

estimates and parameters are transformed. ASPEP data are econometric in nature,

and the natural log transformation works well [60]. The square root transformation

was considered in early stages of modeling for this research, but it yielded less accurate

estimates. Because the log transformation is used, domains with sample sizes or direct

estimates equal to 0 are excluded. In production, synthetic estimates would be used

for these domains.

Let yfd = ln(Ŷ DIR
fd ) and θfd = ln(Yfd) be the log-transformed direct estimate and

true total, respectively, for domain fd, where f = 1, . . . , F and d = 1, . . . , Df . Denote

by yf = (yf1, . . . , yfDf )
T and θf = (θf1, . . . , θfDf )

T the vectors of transformed direct

survey estimates and parameters for state f , respectively. Also, let y and θ denote

similar quantities for all domains nationwide.

Denote by ψfd = Vp(yfd) the design-based variance of yfd and by Ψf = Vp(yf )

the design-based variance-covariance matrix of yf . The parameters ψfd and Ψf are

assumed known but are actually estimated using the R = 10,000 direct estimates

from the Monte Carlo simulation in Chapter 3. For example, for state f and item

codes d and d′, the covariance of yfd and yfd′ is estimated by

Ĉov (yfd, yfd′) =
1

R− 1

R∑
r=1

(
y

(r)
fd − y

(·)
fd

)(
y

(r)
fd′ − y

(·)
fd′

)
,

where

y
(·)
fd =

1

R

R∑
r=1

y
(r)
fd and y

(·)
fd′ =

1

R

R∑
r=1

y
(r)
fd′ .

Lastly, denote by η the vector of all unknown parameters in the model. This

includes θ as well as regression coefficients and unknown variance parameters.
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4.3 Fay-Herriot Models

The following Fay-Herriot (FH) model is fit separately for each state and serves as a

building block for more complicated models. For state f and item codes d = 1, . . . , Df ,

yfd|θfd
ind∼ N(θfd, ψfd)

θfd|βf , σ2
f

ind∼ N(xTfdβf , σ
2
f )

βf ∼ Nk(0, 100Ik)

σf ∼ U(0, 100),

where βf is a k × 1 vector of regression coefficients, σ2
f is the model variance, xfd =

(1, ln(Y CoG
fd ))T is the vector of covariates that includes the transformed value of the

previous CoG total, and Ik is the k × k identity matrix.

For the models considered in this research, k = 2. The previous CoG totals of

other key variables were considered as additional covariates in the linking model,

but including these covariates resulted in a marginal increase in explanatory power.

Therefore, the only covariate appearing in the linking model is the previous CoG total

of the variable under consideration.

Weakly informative priors are assumed for βf and σf and are reasonable choices

to represent a lack of information relative to the data input. Proper priors are used

because the model fitting software does not allow for improper priors. See Section

4.6 for more information. Based on informativeness and calibration considerations

in hierarchical models, Gelman [25] recommends a uniform prior for σf instead of a

uniform or inverse-gamma prior for σ2
f .

4.4 Extensions of Fay-Herriot Models

We extend the FH model by considering novel combinations of various model com-

ponents motivated by findings and ideas for future research in Datta and Lahiri [17],
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Bell and Huang [9], and Xie, Raghunathan, and Lepkowski [68]. These model com-

ponents accommodate correlated sampling errors, multilevel structure, and potential

outliers in the sampling and linking models.

4.4.1 Correlated Sampling Errors

As pointed out by Xie, Raghunathan, and Lepkowski [68], one limitation of the stan-

dard FH model is that it assumes independent sampling errors. Because the domains

in ASPEP cut across clusters of elements, the sampling errors are probably corre-

lated. To accommodate this, the FH model is extended to allow a general variance-

covariance matrix for yf in the sampling model. This is the same model considered

in a theoretical setting in Datta and Lahiri [17].

In an applied setting, Datta et al. [16] use a FH model with correlated sampling

errors to calculate EBLUP estimates of undercoverage adjustment factors for the

1980 U.S. Census of Population and Housing. Other SAE applications at the Census

Bureau that use a general variance-covariance matrix in the sampling model include

bivariate FH models [69] and benchmarking [8].

The following model with correlated sampling errors is fit separately for each state.

For state f and item codes d = 1, . . . , Df ,

yf |θf ∼ NDf (θf ,Ψf )

θfd|βf , σ2
f

ind∼ N(xTfdβf , σ
2
f )

βf ∼ Nk(0, 100Ik)

σf ∼ U(0, 100).

The same weakly informative priors for βf and σf are used. As described in Section

4.2, the components of Ψf are estimated using the 10,000 direct estimates from the

Monte Carlo simulation in Chapter 3.
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4.4.2 Multilevel Structure

The models described thus far are fit separately for each state. It may be advantageous

to borrow strength across states and jointly model the transformed direct estimates

nationwide. As in Dumbacher and Larsen [19], multilevel FH (MFH) models are

considered that tie the state-level models together through modeling of the βf . This

is achieved by adding the following model component. For states f = 1, . . . , F ,

βf |µ,Σ
iid∼ Nk(µ,Σ)

µ ∼ Nk(0, 100Ik)

Σ ∼ IW (k + 1, Ik).

Weakly informative priors are assumed for µ and Σ, where IW (λ,S) denotes the

inverse-Wishart distribution with degrees of freedom λ, symmetric and positive-

definite q × q scale matrix S, and density

f(X|λ,S) =
|S|λ2

2
λq
2 Γq

(
λ
2

) |X|−(λ+q+1
2 )exp

[
−1

2
tr
(
SX−1

)]
,

where Γq is the multivariate gamma function and X is q × q positive definite. The

inverse-Wishart distribution is described in the context of multilevel modeling in

Gelman and Hill [28, sec. 13.3].

4.4.3 t-Distributed Errors

Extensions that accommodate outliers in the linking and sampling models are the

normal-t and t-normal models. These extensions use t-distributed errors and have

interesting implications for ASPEP because of the types of shrinkage they provide.

The normal-t model is expected to push the model estimates closer to the direct

estimates, which are greater than or equal to the corresponding raw sums, and the
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t-normal model is expected to push the model estimates closer to the regression

synthetic estimates, which are based on the previous CoG totals as covariates.

As shown in Bell and Huang [9], it is convenient in the context of sample surveys

and outliers to represent the t distribution as an inverse-gamma scale mixture of

normal distributions for a fixed value of the degrees of freedom ν, where ν > 2. To

incorporate t-distributed model errors, the following model component is added,

θfd|βf , σ2
f , δfd

ind∼ N(xTfdβf , δfdσ
2
f )

δfd
iid∼ IG

(
ν

2
,
ν − 2

2

)
.

To incorporate independent t-distributed sampling errors, the following model com-

ponent is added,

yfd|θfd, δfd
ind∼ N(θfd, δfdψfd)

δfd
iid∼ IG

(
ν

2
,
ν − 2

2

)
,

and, lastly, to incorporate correlated t-distributed sampling errors, the following

model component is added,

yf |θf , δf ∼ NDf (θf , δfΨf )

δf ∼ IG

(
ν

2
,
ν − 2

2

)
,

where the yf and δf , f = 1, . . . , F , are assumed to be independent and iid, respec-

tively, in the multilevel models.

As described in Section 1.2.4, the parameters of the inverse-gamma distribution

and the restriction ν > 2 make it so the variances V (θfd|βf , σ2
f ) in the normal-t model

and the variances V (yfd|θfd) and V (yf |θf ) in the t-normal models exist and equal

σ2
f , ψfd, and Ψf , respectively. Values of ν ≤ 2 are possible by removing the inverse-
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gamma mixture component and specifying a t distribution directly. However, for the

t-normal models, a non-existent variance is undesirable as it would complicate inter-

pretation of ψfd and Ψf , which are intended to represent the design-based variances

of the direct survey estimators.

4.5 Summary of Area-Level Models

The models under consideration are extensions of the FH model that involve combi-

nations of components allowing for correlated sampling errors, multilevel structure,

and t-distributed errors. Each model is represented by four characteristics: FH struc-

ture within each state or multilevel structure connecting the states (FH or MFH),

independent (ind) or correlated (cor) sampling errors, whether the t distribution is

assumed for the sampling errors (S) or model errors (M), and the degrees of freedom

of the t distribution (ν = 4, 10, 50, or ∞). Three finite values of ν are considered,

and when ν = ∞, the t distribution becomes the normal distribution. In this case,

it does not matter whether the t distribution is assumed for the sampling or model

errors. In total, there are 28 models under consideration.

4.6 Model Fitting

The models are fit in R [48] using the package rjags. JAGS [47] stands for Just Another

Gibbs Sampler and is the Unix equivalent of the WinBUGS software [44], which allows

one to construct Bayesian models and simulate draws from posterior distributions

using Markov chain Monte Carlo (MCMC) methods [31]. The R packages coda and

R2WinBUGS are used to assess convergence of the Markov chains and to analyze the

posterior output.

For the models with FH structure, 5 chains, dispersed initial values, a burn-in of

50,000 iterations followed by 100,000 iterations, and a thinning rate of 10 are used.

This results in a posterior sample size of B = 50,000 for each quantity of interest. For
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the models with MFH structure, the number of iterations is reduced by a factor of 5,

which results in a posterior sample size of B = 10,000 for each quantity of interest.

Standard MCMC diagnostics indicate good mixing of the chains, low autocorrelations,

and potential scale reduction factors [10, 30] very close to 1.

Under squared error loss, the Bayes estimator of parameter θfd is the posterior

mean E(θfd|y), which is estimated by

θ̂BAYES
fd =

1

B

B∑
b=1

θ
(b)
fd ,

where B is the number of posterior samples over all Markov chains, and b is the

posterior sample index. The corresponding uncertainty in θfd is quantified by the

posterior variance V (θfd|y), which is estimated by

V̂ (θfd|y) =
1

B − 1

B∑
b=1

(
θ

(b)
fd − θ̂

BAYES
fd

)2

.

Likewise, under squared error loss, the Bayes estimator of the total of interest Yfd =

exp(θfd) is the posterior mean E(Yfd|y), which is estimated by

Ŷ BAYES
fd =

1

B

B∑
b=1

Y
(b)
fd ,

where Y
(b)
fd = exp

(
θ

(b)
fd

)
. Lastly, the corresponding posterior variance V (Yfd|y) is

estimated by

V̂ (Yfd|y) =
1

B − 1

B∑
b=1

(
Y

(b)
fd − Ŷ

BAYES
fd

)2

.

4.7 Model Evaluation

The models are evaluated in several ways after applying them to samples from the

Monte Carlo simulation in Chapter 3: (1) estimation accuracy and variability as

61



measured by the agreement between the model estimates and the true 2012 totals and

by coefficients of variation; (2) Bayesian model diagnostics; (3) agreement between

replicated data from the fitted model and the observed data via posterior predictive

and cross-validated posterior predictive checks.

The first way in which the models are evaluated is through estimation accuracy

and variability. The square root of the average squared difference between the model

estimates and true totals Y 2012
fd is calculated. This difference, denoted ∆, is given by

∆ =

√√√√ 1

M

F∑
f=1

Df∑
d=1

(
Ŷ BAYES
fd − Y 2012

fd

)2

,

where

M =
F∑
f=1

Df

is the number of domains to which the model under consideration can be applied.

Also calculated is the square root of the average squared difference between the model

estimates and direct estimates. This difference, denoted ∆DIR, is given by

∆DIR =

√√√√ 1

M

F∑
f=1

Df∑
d=1

(
Ŷ BAYES
fd − Ŷ DIR

fd

)2

.

The direct estimate is always greater than or equal to the corresponding raw sum of

the data, so a quantity that is interesting to study in relation to ∆DIR is the proportion

of model estimates less than the raw sum,

LTR =
1

M

F∑
f=1

Df∑
d=1

I
(
Ŷ BAYES
fd < Ŷ RAW

fd

)
.

Coefficients of variation (CVs) of the model estimates are useful for comparisons
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and are calculated with the square root of the posterior variance in the numerator

and the true total in the denominator. The CV for domain fd is estimated by

CVfd =

√
V̂ (Yfd|y)

Y 2012
fd

,

and the average CV, denoted CV , and the maximum CV, denoted CV MAX, are

calculated over all M domains.

The second way in which the models are evaluated is through Bayesian model

diagnostics. As described in Gelman et al. [27, p. 172], the effective number of

parameters of a model is estimated by

pDIC = 2

{
ln
[
p
(
y|η̂BAYES

)]
− 1

B

B∑
b=1

ln
[
p
(
y|η(b)

)]}
,

where p is the normal density of the sampling model and

η̂BAYES =
1

B

B∑
b=1

η(b).

As a cautionary note, for the models with t-distributed sampling errors, it is important

to use a normal density and average over the posterior samples of not just the θfd

but also the multiplicative random effects δfd or δf . Assuming a t density for the

sampling model and averaging over the posterior samples of just the θfd results in

inaccurately large values of pDIC .

The deviance information criterion [27, p. 173] often is used to compare Bayesian

models. It is estimated by

DIC = 2
{
pDIC − ln

[
p
(
y|η̂BAYES

)]}
= 2 (pDIC − logLik) ,
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where logLik = ln
[
p
(
y|η̂BAYES

)]
. DIC penalizes models with a larger effective

number of parameters. In general, the smaller the value of DIC, the better the

model fit.

The third way in which the models are evaluated is through posterior predictive

p-values (ppp’s) [29] and cross-validated posterior predictive p-values (cvppp’s) [39].

A commonly used discrepancy measure to calculate ppp’s is the omnibus χ2 measure,

χ2(y,η) =
F∑
f=1

Df∑
d=1

(yfd − E(yfd|η))2

V (yfd|η)
,

where the expectation and variance are with respect to the model. Variations of

this discrepancy measure are considered by limiting the set of item codes over which

the inner summation is taken. This can give insight into what item code totals

are difficult to estimate. For example, attention is restricted to the elementary and

secondary education item codes (012 and 112), which make up a large proportion of

public employment and payroll, and the public utility item codes (091, 092, and 093),

whose totals, historically, have been difficult to estimate accurately.

For the MFH models, cvppp’s are calculated by treating each state as a cross-

validation fold and leaving each state out of model fitting one at a time. The only

parameters that are pooled at the state level are the βf , so an alternative discrepancy

measure is considered that focuses on the regression coefficients. See Gelman et al.

[27, p. 180] for a discussion about the impossibility of cross-validating non-pooled

parameters.

In these cross-validated posterior predictive checks, β
(b)
f =

(
β

(b)
0,f , β

(b)
1,f

)T
, b =

1, . . . , B = 10,000, are generated from Nk

(
µ

(b)
(−f),Σ

(b)
(−f)

)
, where µ

(b)
(−f) and Σ

(b)
(−f)

come from the bth posterior draw from the multilevel model that is fit without data

from state f . The β
(b)
f are compared to the least squares estimate β̂

LS

f =
(
β̂LS

0,f , β̂
LS
1,f

)T
obtained by regressing yfd on xfd, d = 1, . . . , Df . For state f , the cvppp’s for the
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intercept and slope are calculated separately as

cvppp =
1

B

B∑
b=1

I
(
β

(b)
u,f ≥ β̂LS

u,f

)
,

where u = 0 and u = 1 correspond to the intercept and slope, respectively. Cross-

validation is computationally intensive as it requires the same model to be fit 49

times. For these checks, the MCMC thinning rate is reduced from 10 to 1.

4.8 Model Results

Results are presented after applying the models to a single sample from the Monte

Carlo simulation in Chapter 3. Estimates of 2012 totals are calculated for ftemp,

which is one of the most important study variables for ASPEP. Some similar results

and patterns were observed after applying the models to other samples and variables.

Dumbacher and Larsen [19] present results for ftemp and ptemp for a subset of models

and evaluation measures considered here.

In the tables of results that follow, the 28 models under consideration are divided

into four groups based on combinations of structure (FH or MFH) and whether the

sampling errors are independent or correlated (ind or cor). Within each of these four

groups, the models are ordered from heavy-tailed sampling errors to heavy-tailed

model errors. This ordering is related to the shrinkage provided by the models and is

reflected in many of the evaluation measures. One can imagine a continuum of models

parameterized by whether the t-distribution is assumed for the sampling errors (S)

or model errors (M) and the degrees of freedom (ν) of the t-distribution. The models

with small values of ν are at the extremes of the continuum, whereas the normal-

normal model (ν =∞) falls in the middle. Figure 4.2 illustrates this continuum.
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degrees of freedom (    )ν

t − normal normal − normal normal − t

sampling errors (S) model errors (M)

Figure 4.2: Continuum of models parameterized by sampling errors (S), model errors
(M), and degrees of freedom (ν).

Table 4.1 presents model results for the measures related to estimation accuracy

and variability: ∆, ∆DIR, LTR, CV , and CV MAX. At the bottom for comparison

are results for the first preliminary composite estimator Ŷ COM
fd , the final composite

estimator Ŷ
COM(FIN)
fd , and the composite estimator Ŷ

COM(OPT)
fd from Section 3.4.3 with

near-optimal domain-level weights.

For the groups of models with independent sampling errors, ∆ decreases as the

heavy-tailed nature shifts from the model errors to the sampling errors. This shows

estimation accuracy improves as less weight is placed on the direct estimates and

more weight is placed on the regression synthetic estimates. In general, small values

of ∆ correspond to large values of ∆DIR, which indicates the presence of some highly

inaccurate direct estimates. For the groups of models with correlated sampling errors,

∆ is smallest for the models closest to normal-normal. In terms of estimation accu-
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racy, this suggests that a general variance-covariance matrix in the sampling model

performs better in combination with the normal distribution assumption.

With all the other model characteristics held equal, the FH and MFH models

perform similarly with regard to ∆ and ∆DIR. The simplest model that produces the

most accurate estimates is (FH, ind, S, 4) with a value of 547.60 for ∆. The multilevel

counterpart (MFH, ind, S, 4) has a value of 550.50 for ∆. All models outperform

Ŷ COM
fd and Ŷ

COM(FIN)
fd , whereas Ŷ

COM(OPT)
fd , by construction, outperforms all models.

For all models, LTR is close to and even surpasses the value of 1.76 percent for

the near-optimal composite estimator Ŷ
COM(OPT)
fd . Also, LTR is positively correlated

with ∆DIR. The direct estimate is always greater than or equal to the corresponding

raw sum of the data, so as the heavy-tailed nature shifts from the sampling errors to

the model errors and more weight is placed on the direct estimates, the proportion of

less-than-raw occurrences tends to decrease.
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Table 4.1: Hierarchical Model Results for ftemp

Model ∆ ∆DIR LTR% CV% CV MAX%

FH ind S 4 547.60 522.73 1.76 5.76 62.43

FH ind S 10 584.57 484.70 1.76 5.95 58.99

FH ind S 50 619.33 394.65 1.68 5.98 55.90

FH ind – ∞ 621.97 391.73 1.52 5.97 55.08

FH ind M 50 624.03 390.79 1.44 5.95 55.35

FH ind M 10 638.37 385.42 1.44 5.88 55.60

FH ind M 4 649.90 389.93 1.68 5.83 60.13

FH cor S 4 632.31 671.74 2.15 6.00 52.90

FH cor S 10 608.76 664.49 1.92 5.98 56.61

FH cor S 50 609.30 569.87 1.68 5.82 55.92

FH cor – ∞ 609.52 563.46 1.60 5.76 54.92

FH cor M 50 612.14 562.77 1.60 5.73 55.06

FH cor M 10 625.79 563.15 1.68 5.64 55.69

FH cor M 4 634.70 571.13 1.76 5.57 58.69

MFH ind S 4 550.50 521.63 1.68 5.68 57.21

MFH ind S 10 585.20 485.50 1.68 5.88 54.19

MFH ind S 50 620.07 392.73 1.52 5.92 52.05

MFH ind – ∞ 623.77 389.33 1.52 5.91 51.39

MFH ind M 50 625.50 388.15 1.52 5.89 51.98

MFH ind M 10 635.58 387.20 1.52 5.81 53.12

MFH ind M 4 644.64 389.76 1.52 5.76 57.35

MFH cor S 4 637.77 672.99 2.15 5.88 48.53

MFH cor S 10 620.44 665.67 2.00 5.88 52.55

MFH cor S 50 613.42 562.12 1.76 5.76 52.21

MFH cor – ∞ 611.27 555.16 1.84 5.70 52.42

MFH cor M 50 612.43 553.44 1.76 5.67 51.70

MFH cor M 10 626.38 553.04 1.68 5.58 52.62

MFH cor M 4 630.81 562.49 1.76 5.51 56.11

Ŷ COM
fd 796.22 818.32 6.54 5.41 91.38

Ŷ
COM(FIN)
fd 768.58 792.94 0.00 5.48 91.38

Ŷ
COM(OPT)
fd 421.43 665.27 1.76 3.89 54.25
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For all 28 models, the values of CV are very similar. More noticeable differences

and patterns exist for CV MAX. For the groups with independent sampling errors,

CV MAX is largest for the heavy-tailed models with small values of ν. For the groups

with correlated sampling errors, CV MAX increases as the heavy-tailed nature shifts

from the sampling errors to the model errors. Also, the MFH models yield smaller

values of CV MAX than do their FH counterparts. The t-normal models with correlated

sampling errors yield the smallest values of CV MAX among all models and estimators,

including Ŷ
COM(OPT)
fd . In terms of reducing CV MAX, this suggests that a general

variance-covariance matrix in the sampling model performs better in combination

with the t distribution assumption.

Table 4.2 presents the diagnostics pDIC , logLik, and DIC for all 28 models. Small

values of pDIC and DIC and large values of logLik are desirable. With all the other

model characteristics held equal, the FH and MFH models perform similarly with

regard to all three measures. The (FH, ind, S, 4) and (MFH, ind, S, 4) models, which

had the smallest values of ∆ in Table 4.1, have the smallest values of pDIC and two

of the smallest values of DIC.

In general, pDIC is largest for the models closest to normal-normal and smallest

for the heavy-tailed t-normal models. This observation could reflect the fact that

t-normal shrinkage places more weight on the synthetic estimates, which can be de-

scribed succinctly in terms of parameters in the linking model. For the groups with

independent sampling errors, logLik is largest for the t-normal model with ν = 4.

For the groups with correlated sampling errors, the same t-normal model has the

smallest value of logLik. However, the models with correlated sampling errors have

larger values of logLik than do their counterparts with independent sampling errors.

Overall, DIC is largest for the models closest to normal-normal. In terms of DIC,

the normal-t models perform slightly better than the normal-normal models, whereas

the t-normal models perform substantially better.
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Table 4.2: Hierarchical Model Diagnostics for ftemp

Model pDIC logLik DIC

FH ind S 4 572.65 2,257.84 -3,370.37

FH ind S 10 820.83 2,217.65 -2,793.64

FH ind S 50 917.89 2,217.00 -2,598.22

FH ind – ∞ 938.22 2,217.08 -2,557.71

FH ind M 50 935.70 2,219.33 -2,567.25

FH ind M 10 924.31 2,223.94 -2,599.26

FH ind M 4 910.33 2,221.44 -2,622.22

FH cor S 4 681.25 2,366.95 -3,371.39

FH cor S 10 830.58 2,383.47 -3,105.77

FH cor S 50 947.63 2,471.85 -3,048.43

FH cor – ∞ 973.31 2,490.35 -3,034.08

FH cor M 50 970.77 2,491.96 -3,042.38

FH cor M 10 959.44 2,494.39 -3,069.89

FH cor M 4 946.40 2,490.83 -3,088.85

MFH ind S 4 571.20 2,254.27 -3,366.14

MFH ind S 10 815.84 2,213.02 -2,794.35

MFH ind S 50 912.66 2,212.60 -2,599.87

MFH ind – ∞ 932.77 2,213.16 -2,560.78

MFH ind M 50 930.57 2,215.68 -2,570.21

MFH ind M 10 918.47 2,220.07 -2,603.20

MFH ind M 4 903.93 2,218.06 -2,628.26

MFH cor S 4 681.33 2,372.85 -3,383.04

MFH cor S 10 829.08 2,385.35 -3,112.54

MFH cor S 50 943.73 2,469.35 -3,051.24

MFH cor – ∞ 968.97 2,487.86 -3,037.78

MFH cor M 50 966.38 2,489.64 -3,046.52

MFH cor M 10 955.33 2,492.82 -3,074.97

MFH cor M 4 942.15 2,488.82 -3,093.34
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Table 4.3 reports ppp’s for the χ2, χ2
ED, and χ2

PU discrepancy measures, where

subscripts ED and PU refer to the elementary and secondary education item codes

(012 and 112) and the public utility item codes (091, 092, and 093), respectively.

Although the double use of the data in posterior predictive checks complicates the

interpretation of ppp’s, values close to 0 and 1 generally indicate model misfit, whereas

values close to 0.5 generally indicate good fit. The (FH, ind, S, 4) and (MFH, ind,

S, 4) models, which performed well according to many of the measures in Tables 4.1

and 4.2, have the smallest values for the omnibus χ2 measure. However, they are not

much smaller than ppp’s for the other models. The (FH, cor, S, 4) and (MFH, cor, S,

4) models have more moderate values than do their counterparts with independent

sampling errors, which indicates these two models produce replicated data in closer

agreement with the observed data.

The ppp’s for the χ2
ED measure generally are less extreme and do not indicate

severe model misfit. They are close to 0.5 for the models with independent sampling

errors and close to 0.4 for the models with correlated sampling errors. Similarly, the

ppp’s for the χ2
PU measure do not indicate severe model misfit either. They are closer

to 0.5 for the models with correlated sampling errors.

Figure 4.3 plots histograms of cvppp’s from the cross-validated posterior predictive

checks for the (MFH, ind, –, ∞) and (MFH, cor, –, ∞) models. Results for all 14

multilevel models are similar. For the intercepts, the cvppp’s are roughly evenly

distributed in the unit interval. For the slopes, the cvppp’s are clustered around

0.5, which suggests the multilevel modeling component is able to predict regression

relationships that agree with estimates based on data only for that state. The states

with the most extreme cvppp’s for the (MFH, ind, –,∞) model are Colorado (0.0336),

Delaware (0.9994), and Illinois (0.0168).
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Table 4.3: Posterior Predictive p-Values (ppp’s) for ftemp

Model χ2 χ2
ED χ2

PU

FH ind S 4 0.09 0.55 0.37

FH ind S 10 0.11 0.55 0.32

FH ind S 50 0.15 0.54 0.39

FH ind – ∞ 0.16 0.54 0.40

FH ind M 50 0.19 0.54 0.42

FH ind M 10 0.27 0.54 0.46

FH ind M 4 0.32 0.54 0.48

FH cor S 4 0.24 0.39 0.46

FH cor S 10 0.18 0.39 0.38

FH cor S 50 0.15 0.36 0.48

FH cor – ∞ 0.14 0.35 0.46

FH cor M 50 0.22 0.35 0.49

FH cor M 10 0.23 0.35 0.54

FH cor M 4 0.34 0.34 0.56

MFH ind S 4 0.08 0.56 0.36

MFH ind S 10 0.10 0.55 0.32

MFH ind S 50 0.14 0.54 0.37

MFH ind – ∞ 0.16 0.53 0.38

MFH ind M 50 0.18 0.54 0.38

MFH ind M 10 0.27 0.54 0.42

MFH ind M 4 0.32 0.54 0.45

MFH cor S 4 0.25 0.41 0.46

MFH cor S 10 0.19 0.41 0.39

MFH cor S 50 0.15 0.37 0.46

MFH cor – ∞ 0.15 0.37 0.45

MFH cor M 50 0.18 0.37 0.46

MFH cor M 10 0.24 0.38 0.51

MFH cor M 4 0.28 0.37 0.54
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Figure 4.3: Histograms of cross-validated posterior predictive p-values (cvppp’s) for
ftemp. The histograms on the left are for the (MFH, ind, –, ∞) model, and the
histograms on the right are for the (MFH, cor, –, ∞) model. The cvppp’s are very
similar for both models. For the intercepts, the cvppp’s are roughly evenly distributed
in the unit interval. For the slopes, the cvppp’s are clustered around 0.5, and the states
with the most extreme cvppp’s are Colorado, Delaware, and Illinois.
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4.9 Summary of Model Results and Practical Recommendations

This section summarizes model results from Section 4.8 and gives practical recom-

mendations for ASPEP and similar surveys. Key features of ASPEP are the existence

of strong linear relationships between the totals of interest and covariates in the form

of previous CoG totals (refer to Figure 4.1 in Section 4.1) and various competing

properties of the direct and synthetic estimates.

The t-normal models provide over-shrinkage towards the regression synthetic esti-

mates, which are based on the previous CoG totals and may be more reliable in general

because of the stable nature of ASPEP’s variables. However, at the same time, it

is also desirable for the model estimates to be close to the direct estimates because

the direct estimates are based on data for the small areas and are always greater

than or equal to the corresponding raw sums. Results show that the over-shrinkage

provided by the t-normal models does not adversely affect LTR, the proportion of

less-than-raw occurrences. In fact, for all models, LTR is close to and even surpasses

the value of 1.76 percent for the near-optimal composite estimator Ŷ
COM(OPT)
fd .

Including the multilevel component to tie the state-level models together results

in slightly better performance, and the increase in model fit, as measured by logLik,

balances the added complexity, as measured by pDIC . As indicated by the cvppp’s,

the multilevel component does not show signs of model misfit.

Allowing for correlated sampling errors via a general variance-covariance matrix

adds complexity, too, but performs well in reducing CV MAX. This component also

performs well in combination with the t-normal models in terms of model fit, as

measured by DIC, and data replication, as measured by the ppp’s for the omnibus

χ2 discrepancy measure. However, the models with correlated sampling errors have

larger values of ∆ than do their counterparts with independent sampling errors.

All in all, the two models that performed the best in terms of the ∆ and DIC

measures are (FH, ind, S, 4) and (MFH, ind, S, 4). It is recommended that these
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models be used for ASPEP. For applications with fewer small areas within each state,

a general variance-covariance matrix would have fewer components to estimate and

would not add as much complexity to the models. For ASPEP, the small areas cut

across clusters but perhaps not to the degree that warrants this component. For

example, the elementary and secondary education item codes (012 and 112) make

up a large proportion of public employment and payroll and are associated mainly

with independent school districts. School districts tend to perform only a few other

education-related functions, and samples of school districts are selected independently

from the other types of government. Surveys with clusters having elements belonging

to a wider variety of important small areas would probably benefit more from a general

variance-covariance matrix in the sampling model.
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Chapter 5: Theory of t-Normal Models

This chapter presents theoretical results for the t-normal models, which performed

the best empirically in Chapter 4. Expressions are derived for the posterior mean and

variance of θi under the t-normal model with fixed parameters β and σ2. A simulation

is conducted to compare the shrinkage properties of this model and the normal-normal

model. Also, using ASPEP-specific notation, full conditional distributions for the

parameters in the multilevel t-normal models are derived.

5.1 t-Normal Model with Fixed β and σ2

Consider the following t-normal model for ν > 2,

yi|θi, δi
ind∼ N(θi, δiψi)

θi
ind∼ N(xTi β, σ

2)

δi
iid∼ IG

(
ν

2
,
ν − 2

2

)
,

where i = 1, . . . ,m and β and σ2 are fixed. The parameters of the inverse-gamma

distribution and the restriction ν > 2 make it so the variances V (yi|θi) exist and equal

ψi, which are the intended design-based variances of the direct survey estimators.

5.1.1 Posterior Mean and Variance of θi

Theorem 1 provides expressions for the posterior mean and variance of θi under the

above model. The statement and method of proof follow those in Datta and Lahiri

[17]. The expressions are not closed form, so numerical integration is required to

evaluate them. The restriction ν > 2 is mild. It can be relaxed and studied in future

work, perhaps using an alternative mixture representation of the t distribution that
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does not require the variances V (yi|θi) to exist.

Theorem 1 Under the t-normal model with fixed β and σ2, the posterior mean

of θi can be expressed as

E(θi|y) = yi +
EZi(ZiTZi)

EZi(TZi)

= W iyi + (1−W i)x
T
i β,

and the posterior variance of θi can be expressed as

V (θi|y) =
EZi(Z

2
i TZi)

EZi(TZi)
−
[
EZi(ZiTZi)

EZi(TZi)

]2

= σ2(1−W i) + (yi − xTi β)2
(
W i −W

2

i

)
,

where

Zi ∼ t

(
0,

(
ν − 2

ν

)
ψi, ν

)
,

TZi =
1√

2πσ2
exp

[
−
(
yi + Zi + xTi β

)2

2σ2

]
,

W i = Eδi|y

(
σ2

δiψi + σ2

)
, and

W i = Eδi|y

(
σ2

δiψi + σ2

)2

.

In the expressions for W i and W i, the expectation is with respect to the posterior

distribution of δi. This distribution has the density

π(δi|y) ∝

(
1

δ
ν
2

+1

i

√
δiψi + σ2

)
exp

[
−
(
ν − 2

2

)
1

δi

]
exp

[
− (yi − xTi β)2

2(δiψi + σ2)

]
,

where δi > 0.
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Proof The quantities θi and δi, i = 1, . . . ,m, are independent across areas, so

conditioning on y can be relaxed to conditioning on yi. The posterior density π(θi|yi)

is given by

π(θi|yi) =
π(yi|θi)π(θi)∫∞

−∞ π(yi|θi)π(θi)dθi

= C(yi)

[
1 +

(yi − θi)2

(ν − 2)ψi

]−( ν+1
2 )

exp

[
−(θi − xTi β)2

2σ2

]
,

where the normalizing constant equals

C(yi) =

{∫ ∞
−∞

[
1 +

(yi − θi)2

(ν − 2)ψi

]−( ν+1
2 )

exp

[
−(θi − xTi β)2

2σ2

]
dθi

}−1

.

The posterior mean E(θi|yi) is given by

E(θi|yi) =

∫ ∞
−∞

θiπ(θi|yi)dθi

=

∫ ∞
−∞

θiC(yi)

[
1 +

(yi − θi)2

(ν − 2)ψi

]−( ν+1
2 )

exp

[
−(θi − xTi β)2

2σ2

]
dθi.

Making the substitution zi = θi − yi yields

E(θi|yi) =

∫ ∞
−∞

(yi + zi)C(yi)

[
1 +

z2
i

(ν − 2)ψi

]−( ν+1
2 )

exp

[
−(yi + zi − xTi β)2

2σ2

]
dzi,

where the normalizing constant can be written alternatively as

C(yi) =

{∫ ∞
−∞

[
1 +

z2
i

(ν − 2)ψi

]−( ν+1
2 )

exp

[
−(yi + zi − xTi β)2

2σ2

]
dzi

}−1

.
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Thus, the posterior mean can be expressed as

E(θi|yi) = yi +

∫ ∞
−∞

ziC(yi)

[
1 +

z2
i

(ν − 2)ψi

]−( ν+1
2 )

exp

[
−(yi + zi − xTi β)2

2σ2

]
dzi

= yi +
EZi(ZiTZi)

EZi(TZi)
,

where

Zi ∼ t

(
0,

(
ν − 2

ν

)
ψi, ν

)

and

TZi =
1√

2πσ2
exp

[
−(yi + Zi − xTi β)2

2σ2

]
.

The second expression for the posterior mean is derived using the conditional expec-

tation formula E(θi|yi) = E[E(θi|δi, yi)|yi]. The full conditional distribution of θi has

the density

π(θi|δi, yi) ∝ exp

[
−(yi − θi)2

2δiψi

]
exp

[
−(θi − xTi β)2

2σ2

]

∝ exp

−
(
θi −

(
σ2

δiψi+σ2

)
yi −

(
δiψi

δiψi+σ2

)
xTi β

)2

2
(

δiψiσ2

δiψi+σ2

)
 ,

which is the kernel of the normal density with mean

E(θi|δi, yi) =

(
σ2

δiψi + σ2

)
yi +

(
δiψi

δiψi + σ2

)
xTi β

and variance

V (θi|δi, yi) =
δiψiσ

2

δiψi + σ2
.
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The joint distribution of δi and yi has the density

π(δi, yi) =

∫ ∞
−∞

π(θi, δi, yi)dθi

=
1

2π
√
δiψiσ2

(
ν−2

2

) ν
2

Γ(ν
2
)δ

ν
2

+1

i

exp

[
−
(
ν−2

2

)
δi

]
∫ ∞
−∞

exp

[
−(yi − θi)2

2δiψi

]
exp

[
−(θi − xTi β)2

2σ2

]
dθi

=
1

2π
√
δiψiσ2

(
ν−2

2

) ν
2

Γ(ν
2
)δ

ν
2

+1

i

exp

[
−
(
ν−2

2

)
δi

]

exp

[
− y2

i

2δiψi

]
exp

[
−(xTi β)2

2σ2

]√
2π

(
δiψiσ2

δiψi + σ2

)
exp

[
1

2

(
δiψi + σ2

δiψiσ2

)((
σ2

δiψi + σ2

)
yi +

(
δiψi

δiψi + σ2

)
xTi β

)2
]
,

and the posterior distribution of δi has the density

π(δi|yi) ∝ π(δi, yi)

∝

(
1

δ
ν
2

+1

i

√
δiψi + σ2

)
exp

[
−1

2

(
y2
i

ψi
+ (ν − 2)

)
1

δi

]

exp

[
1

2

(
δiψi + σ2

δiψiσ2

)((
σ2

δiψi + σ2

)
yi +

(
δiψi

δiψi + σ2

)
xTi β

)2
]

∝

(
1

δ
ν
2

+1

i

√
δiψi + σ2

)
exp

[
−
(
ν − 2

2

)
1

δi

]
exp

[
− (yi − xTi β)2

2(δiψi + σ2)

]
,

where δi > 0. Therefore,

E(θi|yi) = E[E(θi|δi, yi)|yi]

= Eδi|yi

(
σ2

δiψi + σ2

)
yi + Eδi|yi

(
δiψi

δiψi + σ2

)
xTi β

= W iyi + (1−W i)x
T
i β.
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Using the same substitution zi = θi − yi, the second posterior moment of θi is

given by

E(θ2
i |yi) =

∫ ∞
−∞

θ2
i π(θi|yi)dθi

=

∫ ∞
−∞

θ2
iC(yi)

[
1 +

(yi − θi)2

(ν − 2)ψi

]−( ν+1
2 )

exp

[
−(θi − xTi β)2

2σ2

]
dθi

=

∫ ∞
−∞

(zi + yi)
2C(yi)

[
1 +

z2
i

(ν − 2)ψi

]−( ν+1
2 )

exp

[
−(zi + yi − xTi β)2

2σ2

]
dzi

=
EZi(Z

2
i TZi)

EZi(TZi)
+ 2yi

EZi(ZiTZi)

EZi(TZi)
+ y2

i .

Therefore, the posterior variance V (θi|yi) can be expressed as

V (θi|yi) = E(θ2
i |yi)− [E(θi|yi)]2

=
EZi(Z

2
i TZi)

EZi(TZi)
+ 2yi

EZi(ZiTZi)

EZi(TZi)
+ y2

i −
[
yi +

EZi(ZiTZi)

EZi(TZi)

]2

=
EZi(Z

2
i TZi)

EZi(TZi)
−
[
EZi(ZiTZi)

EZi(TZi)

]2

.

The second expression for the posterior variance is derived using the conditional

variance formula as follows,

V (θi|yi) = E[V (θi|δi, yi)|yi] + V [E(θi|δi, yi)|yi]

= Eδi|yi

(
δiψiσ

2

δiψi + σ2

)
+ Vδi|yi

(
xTi β +

(
σ2

δiψi + σ2

)
(yi − xTi β)

)
= σ2Eδi|yi

[
1−

(
σ2

δiψi + σ2

)]
+ (yi − xTi β)2Vδi|yi

(
σ2

δiψi + σ2

)
= σ2(1−W i) + (yi − xTi β)2

(
W i −W

2

i

)
.

The proof is complete. �
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The expressions for the posterior mean and variance in Theorem 1 are derived for

fixed parameters. They can be used in an EB analysis by replacing β and σ2 with

ML estimates, for example. These ML estimates would be based on the marginal

distribution of the data, which is given by

f(y|β, σ2) =
m∏
i=1

∫ ∞
−∞

Γ(ν+1
2

)

πΓ(ν
2
)
√

2(ν − 2)ψiσ2

[
1 +

(yi − θi)2

(ν − 2)ψi

]−( ν+1
2 )

× exp
[
−(θi − xTi β)2

2σ2

]
dθi.

The following is a conjecture regarding the limiting behavior of two quantities

appearing in the expression for V (θi|yi). These technical results appear to be true

based on a simulation and are used in the derivation of Formula 1 in Section 5.1.2.

Conjecture 1 Consider the t-normal model with fixed parameters. Let W i and

W i be as defined in Theorem 1, and let di = |yi − xTi β|, a quantity that appears in

the density of the posterior distribution π(δi|y). Then

lim
di→∞

W i = 0

and

lim
di→∞

d2
i

(
W i −W

2

i

)
= 0.
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5.1.2 Shrinkage Simulation

For various scenarios, the t-normal shrinkage κtni = 1 −W i and t-normal posterior

variance V tn(θi|yi) = σ2(1−W i) + (yi−xTi β)2
(
W i −W

2

i

)
are calculated. Note that

these two quantities depend on the direct and synthetic estimates only through their

absolute difference di = |yi−xTi β|. The scenarios are defined by combinations of the

following parameter values, which are roughly on the scale observed in the ASPEP

data,

ν = 3, 4, 5, 8, 10, 50

ψi = 0.1 to 1.0 by 0.1

σ2 = 0.1 to 1.0 by 0.1

di = 0.0 to 10.0 by 0.1

Numerical integration is required to calculate W i and W i, whose expressions involve

the posterior density of δi. To this end, Simpson’s 3/8 method is used. This method

is based on a piecewise cubic approximation to the integrand. The grid of points used

in the numerical integration is given by δi = ε to 100 by ε, where ε = 0.001.

For comparison purposes, the shrinkage and posterior variance under the normal-

normal model with fixed parameters are calculated. The normal-normal shrinkage

equals

κnni =
ψi

ψi + σ2
,

and the normal-normal posterior variance of θi equals

V nn(θi|yi) =
ψiσ

2

ψi + σ2
= σ2κnni .
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Figure 5.1 plots the t-normal shrinkage κtni versus di for ν = 3, 4, 10, and 50.

For each value of ν, ten combinations of ψi and σ2 equal in value are considered:

ψi = σ2 = 0.1, 0.2, . . . , 0.9, 1.0. For each of these ten combinations, the normal-

normal shrinkage κnni equals 0.5. This value is represented by a horizontal dotted line

in the plots.

In every case, as di increases, κtni increases monotonically to 1, and consequently

more weight is placed on the synthetic estimate xTi β in the expression for E(θi|yi).

When di is near 0, κtni < κnni , and the t-normal model provides under-shrinkage,

which means more weight is placed on yi under the t-normal model than under the

normal-normal model. The larger the value of ν, the less severe the under-shrinkage,

and the slower the rate of increase in κtni as di increases. All in all, the plots suggest

that when di is small relative to ψi and σ2, under-shrinkage occurs, and when di is

large relative to ψi and σ2, over-shrinkage occurs.

Figure 5.2 plots the posterior variance ratio V tn(θi|yi)/V nn(θi|yi) versus di for the

same values of ν, ψi, and σ2. When di is near 0, the variance ratio is less than 1. The

interval over which the variance ratio is less than 1 is not the same as the interval

over which κtni < κnni . As di increases, the variance ratio increases above 1, achieves

a maximum value, and then decreases towards a limit. Using Conjecture 1, this limit

equals

lim
di→∞

V tn(θi|yi)
V nn(θi|yi)

= lim
di→∞

σ2(1−W i) + d2
i

(
W i −W

2

i

)
σ2κnni

=

(
1

σ2κnni

)[
σ2

(
1− lim

di→∞
W i

)
+ lim

di→∞
d2
i

(
W i −W

2

i

)]
=

(
1

σ2κnni

)[
σ2(1− 0) + 0

]
=

1

κnni
. (1)
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Figure 5.1: Plots of t-normal shrinkage versus di = |yi − xTi β| for ψi and σ2 equal in
value. For each value of ν, ten combinations of ψi and σ2 are considered: ψi = σ2 =
0.1, 0.2, . . . , 0.9, 1.0. The dotted line represents the normal-normal shrinkage of 0.5.
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Figure 5.2: Plots of posterior variance ratio versus di = |yi − xTi β| for ψi and σ2

equal in value. For each value of ν, ten combinations of ψi and σ2 are considered:
ψi = σ2 = 0.1, 0.2, . . . , 0.9, 1.0.
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Figure 5.3 plots the t-normal shrinkage versus di = |yi−xTi β| for four combinations

of ψi and σ2 unequal in value. The combinations of ψi and σ2 are chosen to yield

ratios ψi/σ
2 = 0.1, 0.5, 2, and 10. For each of these four combinations, the same

six values of ν are considered: ν = 3, 4, 5, 8, 10, and 50. Again, the normal-normal

shrinkage κnni is represented by a horizontal dotted line.

As before, as di increases, κtni increases monotonically to 1. When di is near 0,

κtni < κnni , and under-shrinkage occurs. The larger the value of ν, the less severe the

under-shrinkage, and the slower the rate of the increase in κtni as di increases. When

di is small relative to ψi and σ2, under-shrinkage occurs, and when di is large relative

to ψi and σ2, over-shrinkage occurs. The plots also show that the value of di at which

κtni = κnni does not depend greatly on ν.

Figure 5.4 plots the posterior variance ratio versus di for the same combinations

of ψi and σ2. Note the differences in scale. For small di, the variance ratio is less than

1. As di increases, the variance ratio increases above 1, achieves a maximum value,

and then decreases towards the conjectured limit 1/κnni . The largest variance ratios

are observed when σ2 is large relative to ψi. This is the case in which there is large

disagreement between κtni and κnni . On the other hand, when σ2 is small relative to

ψi, the variance ratio is near 1. This is the case in which there is close agreement

between κtni and κnni .
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Figure 5.3: Plots of t-normal shrinkage versus di = |yi − xTi β| for ψi and σ2 unequal
in value. For each combination of ψi and σ2, six values of ν are considered: ν =
3, 4, 5, 8, 10, and 50. The dotted line represents the normal-normal shrinkage.
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Figure 5.4: Plots of posterior variance ratio versus di = |yi − xTi β| for ψi and σ2

unequal in value. For each combination of ψi and σ2, six values of ν are considered:
ν = 3, 4, 5, 8, 10, and 50. Note the differences in scale.
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5.2 Full Conditional Distributions for Multilevel t-Normal Models

This section gives the full conditional distributions for the parameters in the multilevel

t-normal models. These distributions can be used to perform Gibbs sampling. The

multilevel normal-normal model is a special case in which the δfd or δf are fixed

at their unconditional expected value of 1. Note that an improper uniform prior

is assumed for the σf . As motivated by the results in Appendix A, the cases of

independent and correlated sampling errors are handled separately. Let the IG and

IW distributions be as defined in Sections 1.2.4 and 4.4.2, respectively.

5.2.1 Independent Sampling Errors

The multilevel t-normal model with independent sampling errors is given by the

following. For f = 1, . . . , F , d = 1, . . . , Df , and fixed ν > 2,

yfd|θfd, δfd
ind∼ N(θfd, δfdψfd)

θfd|βf , σ2
f

ind∼ N(xTfdβf , σ
2
f )

βf |µ,Σ
iid∼ Nk(µ,Σ)

µ ∼ Nk(0, cIk)

Σ ∼ IW (k + 1, Ik)

δfd
iid∼ IG

(
ν

2
,
ν − 2

2

)
σf

iid∼ U(0,∞).

The joint distribution of the data and parameters is obtained hierarchically as

π(y,θ,β,µ,Σ, δ,σ2) = π(y|θ, δ)π(θ|β,σ2)π(β|µ,Σ)π(µ)π(Σ)π(δ)π(σ2)

where the component distributions are given by
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π(y|θ, δ) ∝ exp

−1

2

F∑
f=1

Df∑
d=1

δ−1
fd ψ

−1
fd (yfd − θfd)2

 F∏
f=1

Df∏
d=1

δ
− 1

2
fd

π(θ|β,σ2) ∝ exp

−1

2

F∑
f=1

Df∑
d=1

σ−2
f (θfd − xTfdβf )2

 F∏
f=1

σ
−Df
f

or ∝ exp

[
−1

2

F∑
f=1

(θf −Xfβf )
Tσ−2

f (θf −Xfβf )

]
F∏
f=1

σ
−Df
f

π(β|µ,Σ) ∝ exp

[
−1

2

F∑
f=1

(βf − µ)TΣ−1(βf − µ)

]
|Σ|−

F
2

π(µ) ∝ exp

[
−1

2
µT c−1µ

]

π(Σ) ∝ exp

[
−1

2
tr(Σ)

]
|Σ|−(k+1)

π(δ) ∝ exp

−(ν − 2

2

) F∑
f=1

Df∑
d=1

δ−1
fd

 F∏
f=1

Df∏
d=1

δ
−( ν2 +1)
fd

π(σ2) ∝
F∏
f=1

σ−1
f
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The full conditional distributions have the following closed form expressions,

θfd|y,β,µ,Σ, δ,σ2 ∼ N
(
Vθfd

(
δ−1
fd ψ

−1
fd yfd + σ−2

f x
T
fdβf

)
, Vθfd

)
where Vθfd =

(
δ−1
fd ψ

−1
fd + σ−2

f

)−1

βf |y,θ,µ,Σ, δ,σ2 ∼ Nk

(
V βf

(
σ−2
f X

T
f θf + Σ−1µ

)
,V βf

)
where V βf =

(
σ−2
f X

T
fXf + Σ−1

)−1

µ|y,θ,β,Σ, δ,σ2 ∼ Nk

(
V µFΣ−1β,V µ

)
where V µ =

(
FΣ−1 + c−1Ik

)−1

and β =
1

F

F∑
f=1

βf

Σ|y,θ,β,µ, δ,σ2 ∼ IW (F + k + 1,SSΣ + Ik)

where SSΣ =
F∑
f=1

(βf − µ)(βf − µ)T

δfd|y,θ,β,µ,Σ,σ2 ∼ IG

(
ν + 1

2
,
ν − 2 + SSδfd

2

)
where SSδfd = ψ−1

fd (yfd − θfd)2

σ2
f |y,θ,β,µ,Σ, δ ∼ IG

(
Df − 1

2
,
SSσ2

f

2

)

where SSσ2
f

= (θf −Xfβf )
T (θf −Xfβf )
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5.2.2 Correlated Sampling Errors

The multilevel t-normal model with correlated sampling errors is given by the follow-

ing. For f = 1, . . . , F , d = 1, . . . , Df , and fixed ν > 2,

yf |θf , δf
ind∼ NDf (θf , δfΨf )

θf |βf , σ2
f

ind∼ NDf (Xfβf , σ
2
fIDf )

βf |µ,Σ
iid∼ Nk(µ,Σ)

µ ∼ Nk(0, cIk)

Σ ∼ IW (k + 1, Ik)

δf
iid∼ IG

(
ν

2
,
ν − 2

2

)
σf

iid∼ U(0,∞).

In this model, the multiplicative random effects δf are at the state level as op-

posed to the domain level in order to preserve the covariance structure in the sampling

model. The choice Ψf = IDf does not result in the special case of independent sam-

pling errors because a multivariate t distribution with a diagonal variance-covariance

matrix does not have mutually independent component random variables. See Ap-

pendix A for more information.

The joint distribution of the data and parameters is obtained hierarchically as

π(y,θ,β,µ,Σ, δ,σ2) = π(y|θ, δ)π(θ|β,σ2)π(β|µ,Σ)π(µ)π(Σ)π(δ)π(σ2)

where the component distributions are given by
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π(y|θ, δ) ∝ exp

[
−1

2

F∑
f=1

(yf − θf )T δ−1
f Ψ−1

f (yf − θf )

]
F∏
f=1

δ
−
Df
2

f

π(θ|β,σ2) ∝ exp

[
−1

2

F∑
f=1

(θf −Xfβf )
Tσ−2

f (θf −Xfβf )

]
F∏
f=1

σ
−Df
f

π(β|µ,Σ) ∝ exp

[
−1

2

F∑
f=1

(βf − µ)TΣ−1(βf − µ)

]
|Σ|−

F
2

π(µ) ∝ exp

[
−1

2
µT c−1µ

]

π(Σ) ∝ exp

[
−1

2
tr(Σ)

]
|Σ|−(k+1)

π(δ) ∝ exp

[
−
(
ν − 2

2

) F∑
f=1

δ−1
f

]
F∏
f=1

δ
−( ν2 +1)
f

π(σ2) ∝
F∏
f=1

σ−1
f
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The full conditional distributions have the following closed form expressions,

θf |y,β,µ,Σ, δ,σ2 ∼ NDf

(
V θf

(
δ−1
f Ψ−1

f yf + σ−2
f Xfβf

)
,V θf

)
where V θf =

(
δ−1
f Ψ−1

f + σ−2
f IDf

)−1

βf |y,θ,µ,Σ, δ,σ2 ∼ Nk

(
V βf

(
σ−2
f X

T
f θf + Σ−1µ

)
,V βf

)
where V βf =

(
σ−2
f X

T
fXf + Σ−1

)−1

µ|y,θ,β,Σ, δ,σ2 ∼ Nk

(
V µFΣ−1β,V µ

)
where V µ =

(
FΣ−1 + c−1Ik

)−1

and β =
1

F

F∑
f=1

βf

Σ|y,θ,β,µ, δ,σ2 ∼ IW (F + k + 1,SSΣ + Ik)

where SSΣ =
F∑
f=1

(βf − µ)(βf − µ)T

δf |y,θ,β,µ,Σ,σ2 ∼ IG

(
ν +Df

2
,
ν − 2 + SSδf

2

)
where SSδf = (yf − θf )TΨ−1

f (yf − θf )

σ2
f |y,θ,β,µ,Σ, δ ∼ IG

(
Df − 1

2
,
SSσ2

f

2

)

where SSσ2
f

= (θf −Xfβf )
T (θf −Xfβf )
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Chapter 6: Summary and Future Research

This chapter summarizes results and describes ideas for future research.

6.1 Summary

In this research, the design-based properties of various estimators and quantities in

ASPEP’s composite estimation methodology were studied via a large Monte Carlo

simulation based on CoG data, and several limitations of the methodology were iden-

tified. In general, the composite weight lacks a smooth estimator that takes into

account certain desirable properties of the direct and synthetic estimators. In par-

ticular, the direct estimator is always greater than or equal to the corresponding raw

sum, whereas the synthetic estimator tends to be closer to the previous CoG total.

The Monte Carlo simulation also provided estimates of the design-based variance

and mean squared error of every estimator under consideration. New estimators

were constructed based on the underlying ideas of limited translation and James-

Stein shrinkage. Based on simulation results, more optimal domain-level composite

weights were calculated.

Explicit area-level models were developed that try to capture the spirit of the

composite methodology and address its limitations in a unified and generalizable

way. Focus was given to hierarchical Bayesian extensions of the Fay-Herriot model

with covariates from the most recent CoG, correlated sampling errors, multilevel

structure, and t-distributed errors. These various model components were motivated

by findings and ideas for future research in articles such as Datta and Lahiri [17],

Bell and Huang [9] and Xie, Raghunathan, and Lepkowski [68]. Posterior predictive

checks and cross-validated posterior predictive checks based on selective discrepancy

measures were used to assess model fit.
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The models were grouped according to structure (FH or MFH) and independent

or correlated sampling errors (ind or cor). As the heavy-tailed nature shifted from

the sampling errors to the model errors, it was observed how the evaluation measures

changed. The simplest model type that performed the best in terms of the ∆ and

DIC measures was the FH model with independent sampling errors following a t

distribution with small ν. This model is given by the following. For state f , item

codes d = 1, . . . , Df , and fixed ν > 2,

yfd|θfd, δfd
ind∼ N(θfd, δfdψfd)

θfd|βf , σ2
f

ind∼ N(xTfdβf , σ
2
f )

βf ∼ Nk(0, 100Ik)

δfd
iid∼ IG

(
ν

2
,
ν − 2

2

)
σf ∼ U(0, 100).

These t-normal models protect against unreasonable direct estimates and provide

over-shrinkage towards the regression synthetic estimates, which are based on previous

CoG totals as covariates. Also, it was observed that the proportion of model estimates

less than the corresponding raw sums was close to optimal.

These empirical findings motivated a theoretical study of the properties of the

t-normal model. Expressions were derived for the posterior mean and variance of θi

assuming fixed β and σ2. A simulation was conducted to study the shrinkage provided

by this model relative to the normal-normal model. This t-normal shrinkage is ideal

for ASPEP. When the direct and synthetic estimates are close, more weight is given to

the direct estimate, which is always greater than or equal to the raw sum of the data.

However, when the direct and synthetic estimates disagree, more weight is given to

the synthetic estimate, which is closer to the previous CoG total and is generally the

more reasonable estimate in this case.
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6.2 Future Research

This section describes ideas for future applications and research.

6.2.1 Application to Other Surveys

The results from this research are not limited to ASPEP. Other surveys of govern-

ments conducted by the Census Bureau such as the Annual Survey of Local Govern-

ment Finances [63] can benefit. These surveys have similar subject matter, sample

designs, and small area estimation challenges.

The results also apply to the Economic Census, which is conducted by the Census

Bureau, and the Census of Agriculture, which is conducted by the U.S. Department of

Agriculture, National Agricultural Statistics Service. The Economic Census and Cen-

sus of Agriculture are conducted in years ending in“2” and “7,” and sample surveys

are conducted in intercensal years to collect similar information. These censuses offer

the same kind of external validation useful for Monte Carlo simulations, and many of

the surveys’ sample designs have aspects in common with ASPEP’s sample design.

For example, many business establishment surveys use probability-proportional-to-

size sampling and cutoff sampling [58, ch. 5], and the units that are the largest

(smallest) in census years tend to remain the largest (smallest) in intercensal years.

6.2.2 Alternative Transformations

The natural log transformation was applied to the estimates before fitting the area-

level models to help reduce the scale of the estimates and to make the distributional

assumptions more justified. As shown in Tran and Dumbacher [60], the log trans-

formation is useful in modeling unit-level ASPEP data. However, it can only be

applied to positive values. Alternative transformations to be investigated include the

square root, cube root, and, more generally, Box-Cox transformations. The square

root transformation was considered in the early stages of modeling, but the resulting
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estimates were less accurate than the ones using the log transformation. Likewise,

early work for [60] included the square root and cube root transformations, but they,

too, yielded less accurate estimates than did the log transformation.

Instead of transforming the estimates, one could stratify the domains by their

previous CoG value. Models fit within these strata would not have to deal with

estimates of highly varying magnitude. Because each state has at most 29 item codes,

stratifying within state may result in strata that are too small. To address this, one

could form strata using all domains regionwide or nationwide. This approach raises

additional research questions about how to borrow strength across geography with

ASPEP data due to differing governmental structure and laws within the states.

6.2.3 Alternative Discrepancy Measures

There is a general challenge to assessing highly complex models in the Bayesian frame-

work. The approach taken in this research was to evaluate the models based on the

accuracy of estimates, model diagnostics, and calibration to reality through ppp’s and

cvppp’s from selective discrepancy measures. The ppp’s and cvppp’s in Chapter 4 do

not indicate severe model misfit for ftemp, so it would be useful to find more dis-

criminating measures, numerical or graphical, that check for other features. Future

research could involve investigating discrepancy measures for use in assessing the ben-

efits of borrowing strength from other domains and of the various types of shrinkage

provided by models such as the t-normal and normal-t models. The expected payoff

is having tools that can be used in situations in which the estimands are unknown

and cannot be used to evaluate model accuracy.

6.2.4 Time Series Extension

The models considered in this research are cross-sectional and borrow strength across

domains, but it may be advantageous to add a time series component and borrow
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strength across time. A natural time series structure arises because ASPEP is an

annual survey that is conducted in intercensal years and redesigned every five years.

The time periods for such a model could consist of all the survey years belonging to

the same sample design. Because the largest units in the universe are surveyed every

year, having the times series extend over multiple sample designs could also work.

The Rao-Yu model [50, 51], handles times series through an autoregressive (AR)

process. A basic Rao-Yu model is given by the following. For areas i = 1, . . . ,m and

time periods t = 1, . . . , T ,

Sampling model: yit = θit + eit eit
ind∼ N(0, ψit)

Linking model: θit = xTitβ + ui + wit ui
iid∼ N(0, σ2

u)

AR process: wit = ρwi,t−1 + εit εit
iid∼ N(0, σ2

ε )

{eit}, {ui}, and {εit} independent

where xit is the k×1 vector of area-level covariates for area i at time t, β is the k×1

vector of regression coefficients, σ2
u and σ2

ε are variance parameters, and |ρ| < 1.

As done in this research, such a model could be extended to allow for correlated

sampling errors, multilevel structure in the data, and t-distributed errors. HB esti-

mation under this model is described in Rao [49, sec. 10.8].

6.2.5 Models for Count Data

The ASPEP variables ftemp and ptemp are counts, but the corresponding totals and

estimates were treated as continuous in this research. Generalized linear mixed models

based on Poisson and negative binomial distributions may be more appropriate for

modeling estimates for these variables. The HB method is well suited to estimation

under generalized linear mixed models, and the discrepancy measures and posterior

predictive checks used in this research can be adapted to that setting.
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Appendix A: The t Distribution as an Inverse-Gamma Scale
Mixture Model

A random vector Y = (Y1, . . . , Yk)
T with probability density

fY (y) =
Γ(ν+k

2
)

Γ(ν
2
)ν

k
2π

k
2 |Ψ| 12

[
1 +

1

ν
(y − µ)TΨ−1(y − µ)

]−( ν+k
2 )

−∞ < yi <∞, i = 1, . . . , k

is said to have a k-variate t distribution with k× 1 location vector µ = (µ1, . . . , µk)
T ,

k× k positive-definite scale matrix Ψ, and degrees of freedom ν > 0. The notational

shorthand is tk(µ,Ψ, ν). It is shown that for ν > 2, the k-variate t distribution can

be represented as an inverse-gamma scale mixture of a k-variate normal distribution.

This mixture maintains the mean and variance and is used in Bell and Huang [9].

Lemma A1 Let X ∼ IG
(
ν
2
, ν−2

2

)
and Y |X ∼ Nk(µ, XΨ), where ν > 2. Then

Y ∼ tk
(
µ,
(
ν−2
ν

)
Ψ, ν

)
with E(Y ) = µ and V (Y ) = Ψ.

Proof The marginal density of Y is given by

fY (y) =

∫ ∞
0

fY |X(y|x)fX(x)dx

=

∫ ∞
0

1

(2πx)
k
2 |Ψ| 12

exp

[
− 1

2x
(y − µ)TΨ−1(y − µ)

]
×

(ν−2
2

)
ν
2

Γ(ν
2
)x

ν
2

+1
exp

[
−

(ν−2
2

)

x

]
dx

∝
∫ ∞

0

1

x
ν+k

2
+1
exp

{
− 1

2x

[
(ν − 2) + (y − µ)TΨ−1(y − µ)

]}
dx

∝
[
(ν − 2) + (y − µ)TΨ−1(y − µ)

]−( ν+k
2 )
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∝

{
1 +

1

ν
(y − µ)T

[(
ν − 2

ν

)
Ψ

]−1

(y − µ)

}−( ν+k
2 )

,

which is the kernel of the tk
(
µ,
(
ν−2
ν

)
Ψ, ν

)
distribution. Because ν > 2, both the

mean and variance-covariance matrix of Y exist and equal E(Y ) = µ and V (Y ) =(
ν
ν−2

) (
ν−2
ν

)
Ψ = Ψ. �

Next, it is shown that a random vector following a k-variate t distribution with

diagonal scale matrix does not have mutually independent components. This result

is used to justify the different approaches to fitting the t-normal models with inde-

pendent and correlated sampling errors.

Lemma A2 Let Y = (Y1, . . . , Yk)
T ∼ tk (µ,T , ν), where T = diag(τ 2

1 , . . . , τ
2
k ).

If ν > 2, then Cov(Yi, Yj) = 0, i 6= j. For any value of ν > 0, Y1, . . . , Yk are not

mutually independent.

Proof If ν > 2, then for i 6= j, Cov(Yi, Yj) =
(

ν
ν−2

)
(T )ij = 0. For any value of

ν > 0, the density of Y is given by

fY (y) ∝
[
1 +

1

ν
(y − µ)TT−1(y − µ)

]−( ν+k
2 )

=

[
1 +

k∑
i=1

(yi − µi)2

ντ 2
i

]−( ν+k
2 )

6=
k∏
i=1

[
1 +

(yi − µi)2

ντ 2
i

]−( ν+1
2 )

,

which is the kernel of the density of Ỹ = (Ỹ1, . . . , Ỹk)
T , where Ỹi

ind∼ t(µi, τ
2
i , ν),

i = 1, . . . , k. The densities of Y and Ỹ differ, so Y � Ỹ , and Y1, . . . , Yk are not

mutually independent. �

111



Appendix B: ASPEP Item Codes

Item Code Description

001 Air transportation

005 Corrections

012 Elementary and secondary education: Instructional

112 Elementary and secondary education: Other

018 Higher education: Instructional

016 Higher education: Other

023 Financial administration

024 Fire protection: Firefighters

124 Fire protection: Other

025 Judicial and legal

029 Other government administration

032 Health

040 Hospitals

044 Highways

050 Housing and community development

052 Libraries

059 Natural resources

061 Parks and recreation

062 Police protection: Persons with power of arrest

162 Police protection: Other

079 Public welfare

080 Sewerage

081 Solid waste management

087 Water transport and terminals

089 All other and unallocable

091 Water supply

092 Electric power

093 Gas supply

094 Transit

Source: U.S. Census Bureau

Additional information about the classification of government employment activities
can be found in U.S. Census Bureau [61].
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Appendix C: ASPEP Correlations and Scatterplots

The correlations involving the 2011 ASPEP data are calculated using the sampling

weights, and the correlations between the 2007 and 2011 ASPEP data are calculated

using governments and elements that appear in both years.

2007 Correlations (NI = 90, 470 governments)

ftemp07 ftpay07 ptemp07 ptpay07 pthours07

ftemp07 1.000 0.992 0.838 0.865 0.845

ftpay07 1.000 0.830 0.876 0.848

ptemp07 1.000 0.957 0.972

ptpay07 1.000 0.983

pthours07 1.000

2011 Correlations (NI = 10, 465 governments)

ftemp11 ftpay11 ptemp11 ptpay11 pthours11

ftemp11 1.000 0.989 0.806 0.838 0.804

ftpay11 1.000 0.776 0.831 0.775

ptemp11 1.000 0.946 0.961

ptpay11 1.000 0.962

pthours11 1.000

2007-2011 Correlations (NI = 10, 122 governments)

ftemp11 ftpay11 ptemp11 ptpay11 pthours11

ftemp07 0.998 0.990 0.803 0.837 0.800

ftpay07 0.990 0.996 0.788 0.839 0.789

ptemp07 0.841 0.811 0.936 0.914 0.921

ptpay07 0.869 0.862 0.880 0.927 0.889

pthours07 0.850 0.829 0.892 0.906 0.904

Data Source: 2007 Census of Governments: Employment,
2011 Annual Survey of Public Employment & Payroll
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2007 Correlations (N = 536, 902 elements)

ftemp07 ftpay07 ptemp07 ptpay07 pthours07

ftemp07 1.000 0.973 0.595 0.613 0.622

ftpay07 1.000 0.566 0.639 0.626

ptemp07 1.000 0.892 0.926

ptpay07 1.000 0.955

pthours07 1.000

2011 Correlations (N = 88, 024 elements)

ftemp11 ftpay11 ptemp11 ptpay11 pthours11

ftemp11 1.000 0.972 0.594 0.631 0.656

ftpay11 1.000 0.529 0.607 0.600

ptemp11 1.000 0.881 0.909

ptpay11 1.000 0.920

pthours11 1.000

2007-2011 Correlations (N = 76, 665 elements)

ftemp11 ftpay11 ptemp11 ptpay11 pthours11

ftemp07 0.988 0.968 0.587 0.632 0.653

ftpay07 0.963 0.982 0.538 0.623 0.615

ptemp07 0.603 0.539 0.858 0.781 0.797

ptpay07 0.626 0.608 0.747 0.812 0.741

pthours07 0.635 0.589 0.779 0.779 0.789

Data Source: 2007 Census of Governments: Employment,
2011 Annual Survey of Public Employment & Payroll
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Figure C.1: Plots of 2011 versus 2007 cluster totals for various combinations of state
and samplingType. Dotted lines of equality have been added for reference. Note the
differences in scale. Data Source: 2007 Census of Governments: Employment, 2011
Annual Survey of Public Employment & Payroll.
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New York 012
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Figure C.2: Plots of 2011 versus 2007 element values for four item codes in New York
state. Dotted lines of equality have been added for reference. Note the differences in
scale. Data Source: 2007 Census of Governments: Employment, 2011 Annual Survey
of Public Employment & Payroll.
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