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Abstract of Praxis

Detecting Data Poisoning Attacks on Smart Farm Devices Using Machine Learning

Data poisoning attacks pose significant threats to the integrity of agricultural data.
These attacks lead to erroneous decisions and compromised crop production, ultimately

affecting food safety, public health, and national security.

This praxis uses a comprehensive methodology that includes data collection,
exploration, cleaning, feature selection, and rigorous testing of machine learning models.
The data collection phase involved obtaining and consolidating 23 comma-separated
value files, containing a mix of categorical and numerical data. The focus was on specific
attack types relevant to smart agriculture, such as password, backdoor, injection, and
man-in-the-middle (MITM) attacks. The research utilized deep neural networks (DNNS)
and gquantized autoencoders for anomaly detection, leveraging their ability to handle

large-scale and imbalanced datasets characteristic of cyber-attack data.

The DNN model demonstrated exceptional performance metrics, achieving
accuracy, precision, recall, and F1 score values of 99.00%. The model fusion approach
using DNNs outperformed traditional single DNN models in terms of F2 score and false
alarm rate indicating higher accuracy in detecting true anomalies and reducing false
positives. The quantized autoencoder model, optimized for deployment in resource-
constrained environments such as Internet of Things (1oT) devices, significantly reduced
memory size and peak central processing unit (CPU) utilization while maintaining high

performance in detecting anomalies.
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The research successfully validated machine learning models that can effectively
detect data poisoning attacks on smart farm devices. The integration of advanced
techniques such as quantization and ensemble learning with DNNs provided robust and
efficient solutions for real-time anomaly detection in smart agriculture environments.
These findings underscore the importance of employing sophisticated machine learning
models to enhance the security and resilience of smart agriculture systems, ensuring the

integrity of agricultural data, and safeguarding the global food supply chain.
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Chapter 1—Introduction

The fusion of technology and agriculture has ushered in an era of transformative
change, revolutionizing traditional farming practices with the advent of smart farm
devices. This paradigm shift, known as smart agriculture or precision farming, leverages
data-driven approaches and advanced technologies to enhance productivity,
sustainability, and efficiency in agriculture. With the world's population projected to
surpass 9.7 billion by 2050, the demand for food production continues to escalate, driven
by factors such as climate change, diminishing arable land, and shifting weather patterns
(United Nations, 2022). Consequently, the agricultural sector faces mounting challenges
in meeting the growing demand for food while ensuring environmental sustainability and
resilience.

The integration of smart agriculture systems, comprising a myriad of Internet of
Things (10T) devices, sensors, and data analytics tools, holds tremendous promise for
addressing these challenges. However, this convergence also introduces new
vulnerabilities and risks, particularly in the realm of cybersecurity. The interconnected
nature of smart agriculture systems, coupled with the proliferation of edge computing and
artificial intelligence, amplifies the potential for cyber threats and attacks. In recent years,
the specter of cyber-agroterrorism has emerged, underscoring the need for robust
cybersecurity measures to safeguard critical agricultural infrastructure and the global
food supply chain.

One of the most insidious threats facing smart agriculture systems is data
poisoning attacks, wherein adversaries manipulate or inject malicious data into the

training datasets of machine learning models. These attacks have the potential to



undermine the integrity of agricultural data, leading to erroneous decisions and
compromised crop production. The repercussions of successful data poisoning attacks
extend far beyond financial losses, posing significant risks to food safety, public health,
and national security.

Motivated by the urgent need to address these cybersecurity challenges, this
praxis research endeavors to develop innovative strategies for mitigating data poisoning
attacks in smart agriculture systems. By enhancing the security posture of agricultural
loT devices, machine learning models, and data processing pipelines, this research aims
to ensure the trustworthy collection, analysis, and utilization of agricultural data.
Ultimately, by bolstering the resilience of smart agriculture systems against cyber threats,
this praxis seeks to safeguard a critical infrastructure and uphold the integrity of the
global food supply chain.

1.1 Background

The adoption of smart farm devices has transformed agriculture, introducing
precision farming and data-driven decision-making. With the global population currently
over eight billion and expectant growth nearing 9.7 billion by 2050, the demand for
agriculture will continue to increase (United Nations, 2022). The growing population,
weather changes, reduction in land for agricultural use, and climate change are all factors
contributing to the challenges of the global food supply (Rettore de Araujo Zanella,
2020). Smart agriculture, also referred to as precision agriculture or digital farming,
involves the integration and use of data-driven approaches and advanced technology to
enhance the productivity, sustainability, and efficiency of agriculture. The key

components of smart agriculture include sensors and Internet of Things (10T) devices,



data analytics and big data, remote sensing and satellite imaging, drones and unmanned
aerial vehicles, autonomous machinery, smart irrigation systems, farm management
software, and blockchain technology (Rettore de Araujo Zanella, 2020).

Examples of smart agriculture 10T applications include soil moisture sensors,
weather monitoring stations, crop health sensors, global positioning system (GPS) -
enabled tractors and machinery, drones, livestock wearables, automated irrigation
systems, smart greenhouse sensors, smart farm management sensors, bin level sensors,
and radio-frequency identification (RFID) tags for inventory management.

Machine learning is a subset of artificial intelligence (Al) that is concerned with
the development of algorithms that enable the ability to perform tasks without being
given explicit instructions (Ishana Attri, 2023). The use of machine learning in
agriculture gained momentum in the twentieth century with the advancements in data
availability, computational power, and advanced algorithms. The introduction of smart
devices, smart systems, and machine learning began what is referred to as the agricultural
era of agriculture 4.0. Agriculture 1.0 is defined as the traditional agriculture era, with the
use of manual labor, animals, and simple tools (Dhanaraju, 2022). During the nineteenth
century, the use of new machinery and agricultural chemicals initiated the agriculture 2.0
era. Agriculture 3.0 began with the introduction of robots and computer programs in the
early twentieth century. In the late twentieth century, the adoption of remote sensing and
IoT devices, the integration of drones for aerial monitoring, and the use of machine
learning techniques such as decision trees and linear regression ushered in the agricultural

4.0 era.



The use of machine learning in agriculture has many benefits, including
increasing crop production quality and quantity (Akhter, 2021). Early uses of machine
learning in agriculture included using decision trees for crop classification, linear
regression to predict crop production, support vector machines to detect pests, and K-
nearest neighbors for weed detection. As technology advanced, the uses of machine
learning also evolved. Neural networks, computer vision, robotics, and generative
adversarial networks algorithms are currently being used in agriculture (Mitra, 2022).
Convolution Neural Networks are used to analyze crops to identify diseases and allow for
targeted intervention. Computer vision and robotics are used to automate harvesting.
Generative adversarial networks are used to detect crossbreeding outcomes in plant
breeding programs and aid in crop planning by simulating the outcome of different
environment conditions and design scenarios.

The growing integration of technologies such as 10T devices, sensors, wireless
and cellular networks, and edge computing in smart agriculture amplifies the associated
security concerns and risks. Smart agriculture involves a multi-layer architecture that
includes the physical layer, edge layer, cloud layer, and network layer (Gupta, 2020). The
physical layer is comprised of 10T devices and sensors, drones and unmanned aerial
vehicles, autonomous machinery, climate control systems, RFID tags, and GPS-enabled
devices. The edge layer includes the decision support systems, real-time monitoring
systems, machine learning models, and any devices that are closer to the data source.
Included in the cloud layer are virtual servers, artificial intelligence and machine learning

models, database clusters, and big data analytics. The network layer, comprising wireless,



cellular, low-power wide area network (LPWAN) technologies, ensures the connectivity
of smart agriculture.

However, the integration of these technologies has increased the vulnerabilities
that can be exploited by adversaries, extending beyond authentication, authorization, and
compliance vulnerabilities. With increased connectivity, adversaries have expanded entry
points to exploit vulnerabilities, leading to potentially devastating consequences. Threats
such as over-spraying pesticides, flooding crops, destroying crops instead of weeds, and
disrupting supply chains have coined the term “Cyber-Agroterrorism” to describe
coordinated large-scale attacks on agriculture (Sontowski, 2020). The United States (US)
Council of Economic Advisors released a report in 2018 naming agriculture as one of the
16 critical infrastructures for the United States economy and security (Sontowski, 2020).

Moreover, the adoption of 10T technology, advanced communication, and
artificial intelligence in smart agriculture has necessitated a shift towards edge computing
and faster response times compared to traditional centralized data processing. However,
Edge computing introduces its own security risks, with 10T devices often lacking robust
security measures, thereby increasing the potential for attacks. The large volumes of
spatial and dynamic data generated by smart agriculture devices make unauthorized a
significant concern, with potential economic losses if data is leaked. Furthermore, the
interconnected nature of smart agriculture systems, involving third-party analytics and
cross-cloud interactions, renders them vulnerable to various forms of exploitation (Gupta
et al., 2020).

Issues related to authorization and trust stem from the multitude of connected

devices and field sensors in smart agriculture, communicating through protocols like



message query telemetry transport (MQTT) and constrained application protocol (CoAP).
Security concerns also extend to software updates, as incorrect patches could disrupt
critical farming operations, necessitating trust establishment for remote access.
Authentication vulnerabilities are prevalent due to the need for devices to be
authenticated, with low-power devices often susceptible to access control vulnerabilities.
These security challenges underscore the urgency of addressing the evolving
cybersecurity landscape in smart agriculture to protect not only the economy but also
national security (Nechenko et al., 2019).

A data poisoning attack is the exploit of a machine learning algorithm to influence
the model’s predictions or behavior. The goal of these attacks is to manipulate or control
the training data or process, which will modify the results of the test data and the
behavior of the model outcome. The potential for data poisoning attacks was revealed in
a survey to be a reason for companies to not deploy machine learning into production
(Oprea, 2022). Different types of machine learning attacks include label flipping, data
injection clean-label poisoning, backdoor poisoning, and model inversion attacks. In a
label flipping attack, adversaries mislabel data, leading to an incorrect association
between the features and labels.

Data poisoning attacks on smart agricultural devices can have serious
consequences affecting the quantity and quality of crop production, leading to a decrease
in the ability to meet food production needs. A potential attack could include an
adversary flipping the label for soil temperature and moisture, resulting in a field not
being watered due to the model interpreting the soil as having enough moisture. Another

potential attack could include an adversary injecting incorrect image data leading to the



misclassification of weeds and crops, causing a robotic process to eliminate the crops and
not the weeds.
1.2 Research Motivation

The motivation for this praxis research revolves around the critical domain of
cybersecurity within the realm of smart agriculture. The convergence of advanced
technology and agriculture has led to remarkable innovations in precision farming and
data-driven decision-making. However, this integration has also exposed the agricultural
sector to an escalating threat landscape, particularly concerning data poisoning attacks.

Smart agriculture systems, reliant on data for optimal operation, are susceptible to
malicious manipulations of this data. Data poisoning attacks, if successful, can
compromise the integrity of agricultural data, leading to incorrect decisions and
potentially catastrophic consequences. The consequences extend beyond financial losses,
as compromised crop quality can result in contaminated produce reaching consumers,
posing health risks and even potential fatalities.

Moreover, agriculture holds a unique position within the United States as one of
the top critical infrastructures. The decline in the quality and quantity of crop production
not only results in economic losses but could also impact the available food for the global
food supply. Crop quality declining, resulting in contaminated crops that are distributed
to consumers, could result in the spread of diseases and even death. This research aims to
address the pressing cybersecurity challenge by developing innovative strategies to
mitigate data poisoning attacks. Enhancing the security posture of smart agriculture

systems ensures the trustworthy collection and utilization of data. In doing so, this praxis



contributes to the protection of a critical infrastructure, reinforcing both national security
and the integrity of the global food supply.
1.3 Problem Statement

As agriculture becomes more reliant on connected devices, the industry faces a
growing risk of cyber threats after suffering $10.2 billion in financial losses due to cyber-

attacks in 2022 (Leithauser, 2022).

The growing reliance of the agriculture industry on interconnected devices
increases the need to resolve the escalating threat landscape. With the industry already
having suffered financial losses of over $10.2 billion in 2022 due to cyberattacks, it is
evident that there is an immediate need to fortify the cybersecurity infrastructure of
connected agricultural systems (Leithauser, 2022). As smart farming technologies
continue to play a critical role in optimizing operations, ensuring the resilience of these
systems against cyber threats is crucial. This research addresses the urgency of the
vulnerabilities within connected agricultural systems and aims to propose a robust

solution to mitigate the risk of data poisoning cyber threats.

1.4 Thesis Statement

An Anomaly detection model using random forest will improve the detection of
cyberattacks in agricultural Artificial Intelligence (Al) systems, ensuring the accuracy
and effectiveness of Al-driven decision-making.

The introduction of Al in agriculture presents unprecedented opportunities for
efficiency and precision. However, the increasing complexity of Al systems also
increases the risk of cyber threats and attacks. This research proposes that implementing

an anomaly detection model using the random forest algorithm combined with an



autoencoder will significantly enhance the cybersecurity framework for agricultural Al
systems. Random Forest’s ability to identify anomalies within the data patterns allows for
it to be an encouraging addition for detecting and mitigating attacks. By enhancing Al
systems with this advanced anomaly detection framework, the research aims to increase
the security of agricultural operations as well as contribute to the reliability and accuracy
of Al-driven decision-making processes.
1.5 Research Objectives

The research objective of this study is to investigate and enhance the
cybersecurity framework of agricultural Al systems by addressing three key research
goals. Firstly, the research aims to determine the effectiveness of the random forest
algorithm in detecting data poisoning attacks and compares its performance against
similar methods. Secondly, the research aims to explore the impact of quantization on the
autoencoder model to understand the effect on performance while increasing speed.
Lastly, this research assesses the addition of ensemble learning methods seeking to
improve the random forest and autoencoder model within an agricultural Al system.
1.6 Research Questions and Hypotheses

To address the increased risk to agricultural Al systems previously described, this
research aims to answer three pivotal research questions. RQ1 examines the effectiveness
of the random forest algorithm in detecting data poisoning attacks when compared to
other anomaly detection models such as isolation forest, sparse capsule autoencoder, and
deep neural network. The purpose of this research is to determine if the random forest
algorithm is superior when detecting data poisoning attacks. Secondly, RQ2 investigates

the impact of quantization on the speed and performance of the sparse capsule



autoencoder model. This question addresses the practicality of implementing these
algorithms into agricultural systems within their limitations, investigating potential trade-
offs between quantization and detection accuracy. Lastly, RQ3 focuses on the addition of
ensemble learning methods to enhance the performance of the random forest model in
detecting anomalies and data poisoning attacks within the agricultural Al system. The
combination of these research questions aims to propose a comprehensive solution to
increase the cybersecurity resiliency of Al-driven decision-making processes in smart
farming.

RQ1: What is the effectiveness of the random forest algorithm in detecting data
poisoning attacks on machine learning models in smart agriculture when compared to

isolation forest, sparse capsule autoencoder, and deep neural network?

RQ2: How does quantization impact the speed and performance when applied to

the sparse capsule autoencoder model?

RQ3: Does using an ensemble learning method improve the performance of the
random forest and sparse capsule autoencoder model at detecting anomalies in an

agricultural Al network?

H1: Using the random forest algorithm for detecting data poisoning attacks on
machine learning models in smart agriculture will result in a 5% higher accuracy when

compared to isolation forest, sparse capsule autoencoder, and deep neural network.

H2: When applied to the sparse capsule autoencoder model, the quantization will

increase model speed but decrease accuracy.
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H3: Using an ensemble learning method will improve the performance of the
random forest and sparse capsule autoencoder model at detecting anomalies in an

agricultural Al network.

1.7 Scope of Research

This research leverages the ToN_loT dataset, a valuable resource created by the
University of New South Wales located in Sydney, New South Wales. The dataset is a
rich compilation of data from a multitude of 10T and Industrial Internet of Things (110T)
sensors and devices, encompassing a diverse array of inputs such as weather and GPS
sensors. The dataset was designed to mimic a realistic representation of 10T/ll0T network
configuration, including Edge, Fog, and Cloud computing (Alsaedi et al., 2020).

This research focuses on the specific facet of data poisoning attacks within this
dataset. To achieve that, this praxis focuses on four distinct attack types, namely
backdoor, man-in-the-middle (MITM), injection, and password attacks. This strategic
narrowing of the scope enables us to delve deep into the intricacies of these attack vectors
and their potential impact on smart agricultural systems. By leveraging the abundance of
the ToN_I1oT dataset and narrowing the focus to these specific attacks, the research aims
to contribute insightful findings that can significantly enhance cybersecurity defenses of
smart agriculture against these threats.

1.8 Research Limitations

The proposed methodology relies on network data sourced from the ToN_loT
labeled dataset. It is crucial to note that obtaining a labeled dataset that encompasses
specific data poisoning attacks is inherently challenging. The attack scenarios selected

from this dataset mirror the vulnerabilities an adversary could potentially exploit to
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initiate a data poisoning attack within the context of smart agriculture. While this dataset
provides a valuable foundation for this study, it is essential to recognize several inherent
research limitations that may influence the outcomes of the research.

Firstly, the limitations in computational power may impact the extent of
complexity of the analyses. As data-driven cybersecurity research demands substantial
computational resources, the scalability and depth of these investigations could be
constrained.

Secondly, the dynamic nature of the cybersecurity landscape introduces a level of
variability that could affect the generalizability of the findings. New attack vectors and
techniques constantly emerge, and the research is conducted within the constraints of the
dataset’s temporal scope.

Furthermore, it is essential to acknowledge that the technological limitations
within agricultural artificial intelligence systems can introduce constraints in terms of
data availability and system architecture. These constraints may impact the real-world
applicability of these findings, and it is crucial to interpret the results within the context
of these technological boundaries.

In conclusion, while the ToN 10T dataset serves as a valuable resource, these
research limitations, encompassing computational power, the evolving cybersecurity
landscape, and technology constraints within agricultural Al systems, should be
considered when interpreting and extrapolating the results of this study. These limitations
serve as opportunities for future research to further refine the understanding of data
poisoning attacks in the context of smart agriculture and enhance the robustness of

cybersecurity measures in this critical domain.
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1.9 Organization of Praxis

The remainder of this praxis is structured as follows: Chapter 2 presents current
methodologies and a literature review. Chapter 3 includes the methodology including the
proposed model, formulas, and calculations. Chapter 4 includes the results of the
proposed methodology and a comparison to existing models found in the literature. The

discussion and conclusion, which includes future work, are presented in Chapter 5.
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Chapter 2—L iterature Review

2.1 Introduction

The realm of digital agriculture has witnessed the convergence of numerous
technologies, resulting in the development of intricate systems designed to execute
precise agricultural functions. In 2013, the United States Dairy Association (USDA)
reported in the Farm Computer and Ownership Report that 67% of the farms in the
United States have access to the Internet (Geil et al., 2018). These systems incorporate an
array of components, including smart sensors, communication protocols, software
applications, traditional networking elements, and human interaction. What further
complicates the landscape is the diverse sourcing of these complex systems from various
vendors, each tailored to different environmental and application contexts. This diversity
amplifies the attack surface, consequently exposing digital agriculture systems to
potential exploitation by cyber-criminals. While certain threats mirror those encountered
in traditional computer or loT networks, the domain of digital agriculture introduces a
distinct set of vulnerabilities. Although traditional software, hardware, and
communication threats have been extensively scrutinized in existing literature, the
application of mitigation strategies for these threats to the field of digital agriculture

warrants exploration.

This section undertakes an exploration of the multidimensional landscape of
cybersecurity vulnerabilities in smart agriculture, seeking to shed light on the distinctive
challenges posed by this evolving domain and propose effective countermeasures to

safeguard its integrity and resilience.

2.2 Smart Agricultural System Cybersecurity Vulnerabilities and Attack Types
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The diversity of smart agriculture devices and systems, while essential for
addressing various agricultural contexts, also amplifies the attack surface, leaving digital
agriculture systems vulnerable to potential exploitation by cyber-criminals. While certain
threats may resemble those encountered in traditional computer or loT networks, the
domain of digital agriculture introduces a unique set of vulnerabilities. Although
traditional software, hardware, and communication threats have been extensively
examined in existing literature, the application of mitigation strategies tailored to the
specific challenges of digital agriculture warrants in-depth exploration. Therefore, this
section embarks on a comprehensive examination of the multifaceted landscape of
cybersecurity vulnerabilities within smart agriculture. The objective of this praxis is to
highlight the distinctive challenges presented by this evolving domain and propose
effective countermeasures to safeguard its integrity and resilience. Within this
exploration, this praxis will delve into three key subsections: Smart Agricultural System

Vulnerabilities, Smart Agriculture Attack Types, and Data Poisoning Attacks.

2.2.1 Smart Agricultural System Vulnerabilities

Smart agriculture employs a variety of technologies, creating a broad landscape of
vulnerabilities. There are several core technologies that contribute to smart agriculture,
especially in 10T services, such as cloud and edge computing, big data and machine
learning, long and short-range networks, and robotics (Farooq et al., 2019). Smart
agricultural networks can have various framework configurations. At the base level, the
sensor or 10T device is used to collect the data. The next layer is the data acquisition layer
which provides the connection with the session layer that follows. The support layer

comes after the session layer and includes system management and data organization.
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From the support layer comes the business implementation layer, which consists of
monitoring and management systems. The final layer is the access layer the user uses to

access the data collected by the sensors.

Cloud computing is used to connect the framework layers. The cloud computing
architecture includes the cloud storage layer, gateway layer, fog computing layer, and
hardware layer. Local gateways bridge the hardware devices and sensors. Gateways
placed on key systems such as a greenhouse allow the user real-time control of the
management system. Fog computing distributes the computational load to provide
scalability. A distributed system is more effective than a big data system as it breaks

larger tasks into manageable tasks (Farooq et al., 2019).

Security challenges in smart agriculture extend beyond the network and digital
framework. The diverse and often harsh physical environment in which the agriculture
operations take place adds additional complexity. Smart agriculture activities are
deployed across a variety of settings, ranging from compact greenhouses to expansive
crop fields and from livestock farming to aquaculture. Each of these environments
presents its own set of available resources, and that affects the capacity to effectively
implement cybersecurity measures. Factors such as accessibility to wireless internet, the
design of energy consumption systems, signal strength, and technical expertise available
are critical considerations that can significantly impact the security of smart agricultural

systems (Yang et al., 2021).

Physical damage to facilities or sensors, for instance, can lead to system failure or
malfunctions, leaving the system vulnerable to security breaches. Weak network signal is

another concern, as that can give rise to deceptive signals from base stations.
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Additionally, the delay in signal transmission over long distances elevates the risk of
malicious data infiltration through virtual nodes. Another aspect is the challenge of
supervising physical equipment, which, when lacking, can impact the physical security of

these systems (Dhar, 2022).

The sensor and cloud-based architecture for smart agriculture allow for many
access points for cybersecurity incidents and opportunities for privacy and security
issues. These opportunities include vulnerabilities to data privacy and security,
authorization and trust, and authentication and access control. While some threats to
smart agriculture are common to traditional 10T networks, others are unique to digital
agriculture. Key threats include threats to intellectual property (IP), exposing personal
identifiable information (PI1), data theft of commercially sensitive information, sensor,
robotics and aerial system vulnerabilities, threats to big data and machine learning

models, and supply chain threats (Alahmadi et al., 2022).

With the usage of 10T technology, advanced communication technology such as
5G, and artificial intelligence in smart agriculture, edge computing and faster response
times are essential when compared to traditional centralized data processing. Edge
computing, while improving efficiency and agility, introduces significant security risks.
Often, 10T devices are not designed with robust cybersecurity measures, which increases
the risk of potential cyber-attacks. Remote access to these devices, which is necessary for

edge computing operations, becomes a vulnerability.

Smart agriculture devices generate large amounts of spatial and dynamic
data. Unauthorized access can lead to data leakage, causing potential threats. Leakage of

soil, crops, or agriculture purchase information can be used by threat actors to cause great
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economic losses to farmers or, on a larger scale, an entire country. Smart agriculture’s
reliance on third-party systems for analytics exposes them to indirect cyber threats as
well. Attackers can gain access after using social engineering to gain legitimate
credentials and redirect the data for theft. These types of attacks are often difficult to

detect (Gupta et al., 2020).

Authorization and trust vulnerabilities occur in smart agriculture due to the range
of connected devices and field sensors that interact and communicate with each other.
These devices communicate directly with each other or through cloud and edge networks
using protocols such as Message Queue Telemetry Transport (MQTT) and Constrained
Application Protocol (CoAP). Software updates for smart agriculture devices are a
security concern. Updates should come from trusted sources since inaccurate patches
could disrupt critical farming operations. Establishing trust levels for remote access is
essential as smart agriculture devices involve cross-cloud and multi-cloud interactions.
The interconnected nature of smart agriculture systems leaves them particularly
vulnerable to exploitation, requiring security measures to ensure trusted authorization

(Gupta et al., 2020).

Authentication vulnerabilities are present due to the need for devices to be
authenticated before they are connected to smart agriculture systems. Smart agriculture
devices are typically low-power devices that have limited memory, storage, and
processing power. Credential management and password complexity, in addition to poor
installation processes, allow for access control vulnerabilities in 10T and smart agriculture
devices. This can result in the adversary gaining unauthorized access to the smart

agriculture device (Neshenko et al., 2019).
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2.2.2 Smart Agriculture Attack Types

In the dynamic field of smart agriculture, it is vital to comprehend the inherent
vulnerabilities to protect against possible cyber threats effectively. The specific attack
types not only jeopardize the integrity and confidentiality of critical smart agricultural
data but also pose a significant risk to the operational functionality of smart agriculture

infrastructure. These attack types have been explored in detail in previous literature.

The motivation behind a cyber-attack can determine the nature of the attack itself.
Attacks driven by financial gain often involve ransomware or data breaches aimed at
extracting valuable information for sale or extortion. In contrast, attacks motivated by
espionage or intellectual property theft typically employ sophisticated methods such as
advanced persistent threats (APT) to infiltrate and remain undetected within systems for
prolonged periods. Politically or ideologically motivated attacks might focus on
disruption and destruction, utilizing techniques like Distributed Denial of Service (DDoS)
to impact key infrastructure. In the context of cyber threats in smart agriculture, three
primary categories of attack motivations have been identified, each with distinct objective

methodologies.

Firstly, espionage-focused attacks aim to acquire sensitive information. These
include unauthorized data access, data leakage, and loss of intellectual property (IP) and
production data. Techniques commonly used in these attacks include phishing, Trojans,
IP theft, and spyware. Secondly, attacks centered on destruction and extraction seek to
cause tangible harm. They can lead to physical damage to farming equipment and
deterioration of the product and product quality. These attacks typically include the use of

ransomware, data manipulation, and data destruction. Lastly, sabotage and misusage
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attacks disrupt normal operations. These attacks result in the loss of farming equipment
availability, reduced production, and compromised product quality. Common methods
used in these attacks are botnets, DDoS attacks, and Man-in-the-Middle attacks. Each
motivation category reflects a different malicious intent, ranging from information theft

to overt disruption and damage (Kristen et al., 2021).

In the intricate world of smart agriculture 10T, the layered architecture of the
interconnected systems presents a diverse array of attack surfaces, each vulnerable to
specific types of cyber threats. Following the exploration of motivations behind these
attacks, previous literature has made it evident that the nature of an attack is often
intricately linked to the layer of 10T infrastructure it targets. For instance, attacks
targeting the physical hardware of devices may involve tampering with sensors or
actuators, compromising the integrity of data collected or transmitted. Similarly, attacks
on network communications may exploit vulnerabilities in protocols or encryption
methods, leading to unauthorized access or data interception. Moreover, attacks directed
at the application layer may exploit software vulnerabilities, such as insecure
authentication mechanisms or inadequate input validation, compromising the
functionality and security of the entire system. Understanding these distinctions is crucial
for implementing effective defense strategies tailored to each layer of the loT
architecture. From the physical hardware of devices to network communications and up
to the application layer, each layer not only serves a distinct function but also opens to

unique vulnerabilities.

At the application layer, threats such as data thefts, control attacks, and service

interruption attacks can disrupt the delivery of services to users such as farmers and
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retailers, leading to accessibility issues and compromised security and privacy. The
middleware layer, acting as an interface between applications and hardware, is
susceptible to attacks like man-in-the-middle (MITM) and structured query language
(SQL) injection, which can affect data and device management, access control, and data
analysis. The internet layer, which is crucial for communication between devices and
endpoints, faces threats such as phishing site attacks and DDoS and denial of service
(DoS) attacks. These can disrupt communication and raise privacy concerns due to

compromised private information.

The access gateway layer handles initial data and bridges clients with endpoints.
It is vulnerable to issues like insecure on-boarding and lack of end-to-end encryption,
leading to potential inception of sensitive data. Lastly, the edge technology layer, which
consists of components such as sensors and radio frequency identification (RFID) tags, is
crucial for device communication and data collection. It faces threats such as node
capturing and false data injection, which can lead to monitoring failures and information

theft or tampering (Demestichas et al., 2020).

The role of wireless fidelity (Wi-Fi) protocol IEEE 802.11 in smart agriculture
devices and system architecture plays a critical role in cyber-attack types. This protocol,
while facilitating seamless wireless communication, opens up avenues for potential
security vulnerabilities. Password cracking is one such attack that wi-fi devices are
vulnerable to. Password cracking involves breaking wi-fi passwords using tools such as
air cracking on a Kali Linux system, capturing wi-fi protected access (WPA) handshakes
through deauthentication packets, and performing dictionary attacks. Moreover, Evil

Twin Access Point attacks create a rogue access point mimicking a legitimate one to
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capture credentials. This exploits automatic connection features in smart agriculture
devices using wi-fi. Address Resolution Protocol (ARP) spoofing attacks aim to intercept
and alter network traffic, which enables eavesdropping. Domain Name System (DNS)
attacks alter DNS records to redirect traffic to fake websites, with techniques such as
DNS cache poisoning to intercept and modify DNS messages. Smart farming devices that
are outdated or unpatched and utilize certain Broadcom and Cypress wi-fi chips are
vulnerable to KrOOKk. These attacks exploit a flaw in the way the chipsets handle wi-fi
network disconnections, using a zero-encryption key to decrypt network packets

(Sontowski et al., 2020).

Side channel attacks and radio frequency (RF) jamming are hardware attacks that
exploit vulnerabilities in 10T smart agriculture devices to breach privacy, security,
confidentiality, or authenticity. Side channel attacks monitor physical parameters such as
electrical current to access unauthorized information. RF jamming disrupts wireless
communications, affecting smart agriculture system availability. Botnets, comprising
infected internet-connected devices in the network, can launch DDoS or DoS attacks or
steal information. Attacks on cloud computing can exploit features to spread malware,
targeting smart agriculture system trust and integrity. Attacks can be directed at the code
itself in smart agriculture systems, such as malware injection and buffer overflow attacks

that exploit software vulnerabilities (Yazdinejad et al., 2021).

Though this review explores a diverse array of cyber threats targeting the various
layers of 0T smart agriculture devices and the motivations of adversaries, it is important
to acknowledge that it is not an exhaustive list. The realm of cyber threats is ever-

evolving, with new vulnerabilities and attack methodologies continually emerging. In the
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broader scope of previous literature, there are additional attack types that have been
identified but not yet discussed in previous sections. These attacks, often multifaceted
and sophisticated, present additional challenges to the security of digital agriculture

systems.

2.2.3 Data Poisoning Attacks on Smart Agriculture Systems

Data poisoning attacks are a growing concern in the world of machine learning
and cybersecurity. These attacks target machine learning models by intentionally
manipulating training data, leading to compromised system performance. In the context
of smart agriculture, where data accuracy is critical, data poisoning attacks pose a
significant threat. These attacks specifically target the integrity of the data that smart
agriculture systems rely on. Unlike other forms of cyber threats that primarily seek to
disrupt operations or steal information, data poisoning attacks subtly manipulate the data
itself, leading to long-term and potentially undetectable impacts on agricultural decision-
making and operations. Data poisoning attacks can undermine the very foundation of
data-driven agricultural practices, leading to erroneous insights and compromised

operational efficiency.

Machine learning models, particularly in smart agriculture applications, face
unique vulnerabilities. The complex and data-intensive nature of deep learning networks
often results in the need to outsource the training process. This process integrates pre-
trained models from third parties and potentially uses large datasets from untrusted
sources (Xue et al., 2020). When machine learning as a service is employed, machine
learning operates on a server or in the cloud, with the smart agriculture system or client

accessing the query through an application programming interface (API). Data poisoning
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attacks are characterized by maliciously manipulating training set data with the intention

of misleading the prediction of the machine learning model.

Data poisoning attacks involve the injection of specially crafted inputs or false
data into the training dataset, altering the behavior of the system. Attackers may have
various objectives, including evading intrusion detection systems, misleading spam
filters, or corrupting malware detection mechanisms. Machine learning's reliance on data
for learning and decision-making processes makes it vulnerable to these attacks.
According to a Microsoft survey, poisoning attacks are seen as the most critical machine
learning vulnerability and might be the main reason a company might not deploy a model

in production (Oprea et al., 2022).

Data poisoning attacks can be initiated in several different ways into the machine
learning model training dataset. In a targeted data poisoning attack, the impact is
localized in one or a small number of testing samples. This makes the attack difficult to
detect. On the other hand, availability attacks can include label flipping attacks. In an
availability attack, the model will misclassify the training set data, resulting in misleading
predictions. Additionally, in a backdoor attack, an adversary would introduce backdoors
into a set of training data. This results in the model misclassifying samples at testing
time. Another type of attack is a subpopulation attack, which impacts a small set of the
data of the attacker’s choice while the remaining training set is accurate. They aim to
misclassify data points from the target subpopulation when the model is deployed (Oprea

etal., 2022).

In the form of data poisoning, known as label flipping, an attacker manipulates

the labels of the training dataset. In an agricultural weed recognition system, the attacker
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can mislabel legitimate plants as weeds, leading to the elimination of crops. This attack is
effective as even a small number of mislabeled data can lead to a high error rate in the
deployed model. Detecting this type of data poisoning is challenging through
conventional methods (Li et al., 2021). Label flipping attacks are designed to exploit
specific vulnerabilities in the learning algorithm. Common defense strategies such as
sanitation, where a defender attempts to relabel mislabeled data, have shown to have little

effectiveness against label flipping attacks (Rosenfeld et al., 2020).

Backdoor data poisoning attacks typically involve injecting poisoned samples into
the dataset. This type of attack is model-agnostic and can affect various models trained
on the same compromised dataset. An attacker can instigate a backdoor data poisoning
attack without having direct access to the model. In a backdoor data poisoning attack
using images, the attackers select natural images, mislabel them with a target class, and
add a backdoor trigger. Based on the content of the images, they are mislabeled by the
backdoor trigger. During machine learning training, the mode relies on the trigger for
classification. Any new image with the trigger is misclassified as the target label during
model deployment (Goldblum et al., 2021). Characteristics of backdoor data poisoning
attacks include black-box poisoning, unawareness of training data, targeted attack,
limited injection volume, and a backdoor key that is hard to detect. Backdoor attacks aim
to not degrade the model’s overall performance, which contributes to the attack being

hard to detect (Chen et al., 2017).

Previous literature has proposed that backdoor data poisoning attacks can be
“clean label” attacks. A clean label attack is one in which the injection training examples

are cleanly labeled by a certified authority, as opposed to being maliciously labeled by
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the attackers themselves. The assumption is that the attacker would have no knowledge of
the training data but would have knowledge of the machine learning model and its
parameters (Shafahi et al., 2018). The attack begins with the attacker selecting a specific
instance from the test set as their target. The goal is to manipulate the system, so this
target instance is incorrectly classified during the testing phase. To achieve this, the
attacker picks a base instance from a different class and subtly alters it to create a poison
instance. The poisoned instance is then stealthily introduced into the training dataset. The
objective is to deceive the machine learning model into misclassifying the target instance
as belonging to the same class as the base instance when it is tested. The attack is
successful if, after the model has been trained on the compromised dataset, it incorrectly
identifies the target instance as part of the base class during the testing phase. This type

of attack will subtly undermine the model’s accuracy and reliability (Shafahi et al., 2018).

Smart agriculture 10T devices and systems are also vulnerable to data injection
attacks, another type of data poisoning attacks. A data injection attack in a machine
learning model consists of the attacker injecting harmful data into the training dataset.
This type of attack compromises the integrity of the machine learning model itself, which
is different from a backdoor attack. In a data poisoning injection attack, the attacker first
identifies a machine learning system that is being trained on incoming data. In a smart
agricultural system, this can be an environmental-based system predicting the weather.
The attacker can then create or alter data points, so they contain misleading or incorrect
information. The data appears normal, so it bypasses validation checks. The malicious
data is then injected into the system’s training dataset by either inserting data into the

database or directly influencing the data sources the system learns from. As the machine
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learning model retrains on the malicious dataset, it begins to learn from the poisoned
data. Over time, this will skew the model’s understanding and decision-making process in
the deployed model. In smart agriculture, this could lead to incorrect predictions about
weather or crop health, and it can lead to incorrect decisions (Ahmed & Kashmoola,

2021).

2.3 Existing Cybersecurity Solutions for Smart Agricultural Systems

Smart agricultural systems have revolutionized the way farming and crop
management is approached. However, with the integration of smart agriculture devices
and systems, it becomes increasingly imperative to address the inherent cybersecurity
vulnerabilities that accompany these innovations. Cybersecurity concerns associated with
smart agriculture, including potential threats, are examined in the previous section. This
section addresses existing literature regarding proposed solutions to safeguard smart
agriculture systems, including data poisoning attacks. The existing literature has various
solutions, such as blockchain, network architecture, cryptography, anomaly detection,

and the utilization of neural networks.

2.3.1 Blockchain, Network Architecture, and Other Solutions

Blockchain is a decentralized and distributed ledger technology that records
transactions across multiple computers to ensure security, transparency, and immutability
in the data. Previous literature has proposed blockchain as a solution for securing smart
agriculture 10T devices and systems. Aliyu and Liu (2023) proposed a blockchain system
using smart contracts, used in addition to a cloud environment, that would trigger events
when discrepancies in security checks are present. An example of events would be

situations where the temperature in a sensor is above or below the predefined temperature
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threshold. The solution underwent testing against poisoning attacks. This blockchain-
based system monitored the count of transactions that were accepted, those that did not
cause any alerts, under secure conditions, leading to many transactions being successfully
accepted. A drop in transactions could indicate a security breach or issue with the system.
The research conducted six different phases of testing, with results varying depending on
the number of accepted blockchain transactions on smart farming requests. As the
number of accepted blockchain transactions increased, the time taken to induce the
device alarm decreased. When 290,786 blockchain transactions are accepted, the device

alarm was induced in 1.02 seconds (Aliyu & Liu, 2023).

The addition of a zero-knowledge proof to a multi-chain blockchain model has
also been proposed as a security solution for smart agriculture data privacy. In this
solution, Zhang et al. (2023) separated the smart agriculture data into several different
chains, with the data being encrypted, creating the multi-chain architecture. The
researchers used a consensus mechanism based on a non-interactive zero-knowledge
proof to add further privacy and security to the transmitted data. This proposed
framework was tested in a grain supply chain and was found to have several limitations,
such as high attack diversity, high attack cost, low delay, medium throughput, and less

than 50.00% fault tolerance rate (Zhang et al., 2023).

Shen et al. (2019) proposed a privacy-preserving solution that utilizes blockchain
to secure the privacy of training support vector machine (SVM) classifiers. To ensure the
protection of 10T data, the solution named secure SVM utilizes the Palliser public-key
cryptosystem. Secure SVM integrates a blockchain-based 10T platform into the

agriculture sensor layer and 10T data analysis at the fog computing later. The adaptation
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involves several key steps, including data collection from agriculture sensor nodes,
encryption using partially homomorphic encryption, recording of encrypted data on the
blockchain, validation through the built-in consensus mechanism, and communication
between fog nodes and access points to acquire SVM classifier parameters. Secure SVM
was tested on two different datasets and evaluated using precision and recall. When
compared to SVM, Secure SVM had almost the same accuracy and recall on both
datasets. On dataset 1, secure SVM resulted in 90.35% precision and 96.19% recall. On
dataset 2, secure SVM resulted in 93.89% precision and 89.78% recall (Shen et al.,

2019).

Zhong et al. (2023) proposed a solution combining a zero-knowledge proof with
physically unclonable functions (PUF) in their research. The proposed solution is a
countermeasure to tampering and cloning of 10T smart agriculture devices. A PUF is used
to verify the authenticity of the device, acting as a unique device fingerprint. During
authentication, the PUF response from the edge device is securely transmitted and
compared to a stored response. However, the setup requires a secure communication
channel and storage of the fingerprint on a central server, which poses a security risk. The
proposed solution incorporates using zero-knowledge proof to address this security
concern. The edge device acts as the prover and convinces the central server (the verifier)
of its unique PUF response without revealing the actual PUF responses to the server. This
solution optimizes authentication frequency, communication bandwidth, and device-
specific secret protection. Over 60 tests were conducted for this solution, with the

average proof generation time being 232.7 milliseconds (Zhong et al., 2023).
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Prodanovic et al. (2020) proposed a wireless sensor network for smart agriculture
in their research. The model uses symmetric and asymmetric cryptography along with
Public Key Infrastructure (PKI) to secure data exchanged within a wireless sensor
network. Symmetric cryptography generates the secret key for message encryption, while
asymmetric cryptography and PKI certificates are used for digital signatures and
safeguarding the secret key. The digital envelope method is employed to encrypt both the
message and the secret key, ensuring that only the intended receiver can access the
message content. Digital signatures are applied by reducing the message to a digest and
encrypting it with the sender’s private key, while certificates establish a link between the
entity and its public key through certificate authorities. The implementation of the model
in the long-range network increased the energy consumption of sensor nodes by 0.7
millijoules over a 25-second sending period, with the overall energy consumption

reaching 1.75 millijoules per sending period (Prodanovic et al., 2020).

Fathy and Ali (2023) proposed a network framework that adds a lightweight
cryptography layer between the sensing layer and the communication layer in their
research. The proposed lightweight cryptography layer serves to add a secure
communication channel between 10T nodes responsible for sensing and actuation and the
subscriber layer, safeguarding sensor data from eavesdropping, theft, and unauthorized
modifications that could harm crop development. The addition of lightweight encryption
also ensures the integrity of the irrigation decisions made by the data analytics entity,
preventing tampering while remaining resource-efficient for loT-constrained devices in
terms of memory and power consumption. The research tested and compared the

proposed network again with the advanced encryption standard (AES) for both the
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encryption and decryption processes. The proposed solution had an average memory
usage of 20.04 megabytes and 22.38 megabytes, while AES had an average memory

usage of 24.56 megabytes and 36.2 megabytes. (Fathy & Ali, 2023).

2.3.2 Anomaly-based Detection Model Solutions

Wang et al. (2023) proposed an anomaly-based detection solution in their
research. Their solution, named FLForest, used the isolation forest algorithm and aimed
to identify malicious clients and exclude them. Isolation forest assumed that anomalies
were rare when compared with normal samples and that the anomalies tend to have
unusual eigenvalues. The algorithm constructed isolation forest trees for training data
samples, with anomalies having shorter average path lengths in these trees. The
construction process involved randomly selecting subsamples, specifying dimensions,
generating cutting points, and dividing data space into subspaces recursively until all
instances were in leaf nodes. The isolation forest offered advantages as it did not require
distance calculations in high-dimensional data, which lowered computational costs. This
proposed framework was tested on two non-labeled attack datasets for several attack
types. The results varied, with accuracy scores ranging from 42.87% to 97.54%

depending on the dataset and attack type (Wang et al., 2023).

An isolation forest-based Federated Learning solution was discussed in research
conducted by Huang et al. (2022). Their proposed solution, referred to as IFFed, allows
benign users to effectively be involved in the global model’s training process while
accurately identifying and excluding malicious users. It uses the isolation forest algorithm
to enhance the security of federated learning. To handle issues related to contamination

rates and false alarm rates, the approach uses dynamic detection thresholds that
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continually decrease the false alarm rates until reaching a minimum level. The proposed
solution implements a partitioned subspace approach to overcome the challenge of
computational complexity. The results of the proposed solution were measured on the
MNIST dataset using the F2 score, true positive rate (TPR), and false positive rate (FPR).
When the attack type was ‘noise added’, the F2 score ranged between 97.39% and
97.46%, depending on the frequency percentage. With noise added, the TPR was 1.0,
while the FPR ranged between 9.26% and 0.85%. With the attack type ‘sign flipping’, the
F2 score ranged between 96.47% and 97.51%, depending on the frequency percentage.
The TPR for sign flipping ranged between 98.67% and 99.94%, while the FPR ranged

between 8.56% and 9.36% (Huang et al., 2022).

Eskandari et al. (2020) proposed a solution called Passban in their research, which
utilizes anomaly detection for an intrusion detection system. Passban operates through a
series of key components and phases. First, the packet flow discovery monitors the
network traffic by capturing raw packets and identifying network flows. The feature
extraction block calculates network flow statistics and assembles a feature set used for
machine learning model training. In the train/load model block, the training occurs
without attacks. Once trained, the learning model was stored in the gateway’s internal
memory for attack detection in real-time. The action manager (AM) procedure takes
appropriate actions based on decisions generated by the learned model. The web
management interface allows users to interact with the IDS. Passban uses an isolation
forest algorithm for isolation and local outlier factor (LOF) as a profiling-based method.
Passban was tested using two different scenarios on a dataset with four different attack

types. For the first scenario, the best results were for the port scanning attack type, using
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isolation forest. The results were 98.00% for precision, 100.00% for recall and 99.00%
for the F1 score. Got the second scenario, the best results were for the brute force attack
type using isolation forest. The results were 98.00% for precision, 99.00% for recall and

the F1 score was 98.00%. (Eskandari et al., 2020).

2.3.3 Neural Network-based Models

Research conducted by Chukkapalli et al. (2021) proposed a deep learning-based
anomaly detection framework that consisted of four interlinked modules. This framework
was designed to preserve privacy and safeguard individual smart agriculture data while
enabling cooperative analysis. The last module in the framework is anomaly detection,
which utilizes Long Short-Term Memory (LSTM) autoencoders as the deep learning-
based anomaly detection model. These autoencoders consist of an encoder and decoder
within an LSTM network, where the encoder compresses input data into a latent space,
and the decoder reconstructs the output with minimal error. The evaluation involves
training the LSTM autoencoder on transformed and non-transformed data, with the model
alerting farm owners to anomalous events based on the reconstruction error. The
researchers tested this solution on a dataset constructed for this research, measuring
results using recall, precision and the F1 score. The F1 score had a significant drop when
the test data had white Gaussian noise added, dropping from 94.00% to 87.00%. When
the researchers added the white Gaussian noise, recall dropped from 92.00% to 89.00%,

and precision dropped from 97.00% to 96.00% (Chukkapalli et al., 2021).

Several Neural Network models have been proposed in previous literature.
Bhavsar et al. (2023) proposed a model that used the Pearson Correlation Coefficient

(PCC) for feature selection and Convolutional Neural Network (CNN) for classification.
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They tested both binary and multiclass classification, observing lower performance in
multiclass classification and identifying the need for improvement in the data
preprocessing stages. The Accuracy was greatest using PCC-CNN on the NSL_KDD and

IOTID20 datasets at 99.00% (Bhavsar et al., 2023).

Anomalies due to weather conditions or sensor malfunction are considered in
research conducted by Abdallah et al. (2021). The proposed solution utilized deep
learning in combination with transfer learning to perform anomaly detection on predicted
sensor data. The researchers tested this in data created for this research, and future works
will include testing on multi-sensor networks and detecting device health. The test
included several experiments at different revolutions per minute (RPM), with the average
failure detection at 69.48%. Test experiments also considered hyperparameter tuning,
which was measured using accuracy. Accuracy increased from 58.00% when no
hyperparameters were tuned to 71.71% when all hyperparameters were tuned (Abdallah

etal., 2021).

Autoencoders are another toolset that has been included in many previous
literature solutions. In their research, Aboelwafa et al. (2020) tested data injection attacks
against a solution that used autoencoders to clean and denoise the data. It was compared
against a similar approach using an SVM-based solution and found to be more effective
(Aboelwafa, et al., 2020). An autoencoder and isolation forest combination was proposed
as a solution for fog computing in research conducted by Sadaf and Sultana. Their
research targeted binary classification of incoming traffic from a fog device. The
autoencoder was trained on normal traffic only and used before the isolation forest

algorithm with the goal of determining attack vs normal traffic. The test results measured
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an accuracy of 95.4%, precision of 94.81%, recall of 97.25%, and F-measure of 96.01%

(Sadaf & Sultana, 2020).

Recent proposed solutions include research conducted by Kethineni and Gera.
Their proposed solution includes using a sparse capsule-autoencoder approach for added
attack resistance. The capsule autoencoder is used in addition to the sparse autoencoder
(SCAE) to add strength and improve efficiency. The SCAE changes the information into
an encrypted format. An attention-based gated recurrent neural network is used for
anomaly detection. While the results of the SCAE were encouraging at 99.00% accuracy
across all attack types, future works include hyperparameter tuning and improving
encryption for efficiency (Kethineni & Gera, 2023). Hunsoo et al. (2023) researched a
similar approach and tested it on power system data. Their proposed solution includes
using a deep learning-based autoencoder to detect anomalies and adding quantization to
improve computational efficiency. The model was tested with 94.80% accuracy, 92.70%
precision, 92.80% recall, and 93.60% F-score. The added quantization reduced training
time by 40.00%, from a training time of around 8000 seconds to a training time of around
4800 seconds. Future works include adding ensemble learning methods and improving

security, as federated learning is vulnerable to byzantine attacks (Husnoo et al., 2023).

2.4 Summary and Conclusion

This comprehensive review of the literature on smart agriculture vulnerabilities,
attack types, and potential solutions provided valuable insights into the evolving
landscape of digital farming security, emphasizing the need for defenses against diverse
threat vectors. Existing research has made significant strides in addressing these concerns

while identifying notable gaps for future research. Notably, one of these gaps revolves
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around the absence of a model that harnesses quantization to alleviate the computational
burden and bolster speed, thus making it more adaptable to real-world scenarios and

applications.

To address this gap, a proposed anomaly detection model leveraging random
forest methodology with the goal of enhancing detection capabilities and increasing the
accuracy and efficiency of smart agriculture processes. Through the integration of a
sparse capsule autoencoder and quantization techniques, this solution seeks to strengthen
security measures and mitigate data poisoning attacks. This innovative approach offers an
encouraging prospect for safeguarding the future of smart agriculture, contributing to

ongoing efforts in securing digital farming systems.
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Chapter 3—Methodology
3.1 Introduction

The methodology of this praxis involves a comprehensive process aimed at
anomaly detection in network traffic data to mitigate data poisoning attacks in smart
agriculture. The research began with environment setup, where the specifications of the
system and the utilization of a Jupyter notebook with graphics processing unit (GPU)
capabilities are highlighted to facilitate the subsequent tasks. The core of this praxis lies
in the handling and analysis of the dataset, which originates from multiple comma-
separated values (CSV) files. Providing a detailed overview of the dataset emphasizes its
significance in understanding network attacks.

This praxis then delves into the critical stage of exploratory data analysis (EDA)
and preprocessing. Under EDA, the explanation of data collection strategies include
consolidating numerous CSV files and filtering based on attack types. This phase also
includes an examination of data size, structure, and summary statistics. Data cleaning
becomes imperative, involving the removal of duplicates, handling missing values, and
various preprocessing steps such as IP address normalization and encoding.

The heart of this praxis is the machine learning model development, which
encompasses multiple anomaly detection techniques, each explored in detail. These
techniques include isolation forest, random forest, sparse capsule autoencoder, deep
neural network (DNN), quantization, and ensemble learning. Each method is introduced,

highlighting its purpose and advantages in the context of anomaly detection.
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Overall, this praxis presents a structured and systematic approach to analyzing
smart agriculture network traffic data, with the goal of identifying and mitigating
potential data poisoning attacks using machine learning techniques.

3.2 Environment Setup

In this machine learning praxis research, the system is configured to ensure
optimal performance. The system, named "SMickalson," features a 13th Gen Intel(R)
Core(TM) i7-13700F processor clocked at 2.10 GHz, equipped with 32.0 GB of installed
RAM (31.8 GB usable). Running on a 64-bit operating system and an x64-based
processor, the device operates on Windows 11 Home Edition, version 22H2, with OS
build 22621.3007.

The research includes using an autoencoder and comparing the initial results with
a deep neural network (DNN). When training complex neural networks, which involve
millions of mathematical operations, using a graphics processing unit (GPU) can
significantly accelerate the process. A GPU, or graphics processing unit, is a specialized
hardware component primarily designed for rendering graphics in computers and gaming
consoles. However, its utility extends far beyond graphical tasks. GPUs have gained
immense popularity in the field of machine learning, particularly for neural networks, due
to their parallel processing capabilities. Unlike traditional central processing units
(CPUs), which excel at sequential processing tasks, GPUs consist of thousands of small
processing cores that can perform multiple calculations simultaneously. This parallelism
makes GPUs exceptionally well-suited for the matrix-based computations that underlie
neural network training and inference. By distributing computations across its numerous

cores, a GPU drastically reduces the training time for deep learning models, making it an
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indispensable tool for researchers and practitioners looking to build and train neural
networks efficiently. In summary, GPUs offer a critical advantage in the field of neural
networks by dramatically enhancing computational speed and enabling the handling of
large-scale, complex deep learning tasks with remarkable efficiency.

To harness the incredible power of GPU acceleration for this machine learning
research, a meticulously GPU environment was configured. First, Anaconda, a
comprehensive platform for data science and machine learning, was acquired and
installed. Next, GPU compatibility was ensured by installing the computer unified device
architecture (CUDA) toolkit from NVIDIA, which is essential for GPU acceleration.
GPU performance was optimized further by integrating the CUDA deep neural network
library (CuDNN), another offering from NVIDIA. With the groundwork set, creation of a
dedicated conda environment named “my_gpu” was created. Following this, activation of
the “my_gpu” environment to ensure that the machine learning work would utilize this
specialized environment. Equipping the environment with the necessary tools involved
installing essential Python packages, including PyTorch, torchvision, torchaudio, and
pytorch-cuda version 12.1. For an interactive and efficient research workflow, the
integration of a Jupyter notebook into the environment was completed. Furthermore, the
Jupyter notebook was seamlessly customized to operate within the “my_gpu”
environment. Finally, with the GPU environment finely tuned and ready, the Jupyter
notebook was launched. This meticulously crafted setup ensured that the machine
learning experiments ran with remarkable efficiency and took full advantage of the

GPU’s capabilities.
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3.3 Dataset

This research utilizes the ToN_IoT dataset. This dataset was designed by the
University North South Wales (UNSW) Canberra School of Engineering and Information
Technology (SEIT) at the Australian Defense Force Academy (ADFA). It represents a
cutting-edge generation of Internet of Things (IoT) and industrial Internet of Things
(11oT) datasets designed to assess the effectiveness and performance of various
cybersecurity applications leveraging artificial intelligence (Al). The dataset
encompasses network traffic data from a diverse range of 10T and 11oT sensors. The
sensors are similar to those that would be used in a smart agriculture environment
(Moustafa, 2021).

The data collection process was executed in parallel, capturing both normal and
cyberattack events within 0T networks. To replicate the complexity and scalability of
industrial 10T and industry 4.0 networks, a novel testbed network was constructed. This
testbed integrated multiple virtual machines, physical systems, hacking platforms, cloud
and fog platforms, as well as 0T and 10T sensors. It served as a comprehensive model
for the interconnection of 10T, cloud, and edge/fog systems. Within this extensive
network environment, various hacking techniques, including denial of service (DoS),
distributed denial of service (DDoS), and password attacks, were launched against targets
encompassing web applications, 10T gateways, and computer systems throughout the
I1oT network. The 'ToN_loT' dataset stands as an invaluable resource for evaluating and
enhancing cybersecurity solutions driven by Al, given its diverse and realistic data

sources and the complex cyber-attack scenarios captured (Moustafa, 2021).
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3.3.1 Data Collection

For the data collection phase of this praxis, the process was initiated by obtaining
all 23 raw comma-separated value (CSV) data files and securely transferring them to the
local machine. Subsequently, the powerful data manipulation capabilities of Pandas were
leveraged in conjunction with Python, operating within the GPU-enabled Jupyter
notebook environment. Pandas is a Python library used for data manipulation and
analysis. Using this setup, the datasets were imported and uploaded into the analysis
environment.

With the datasets now at disposal within the jupyter notebook environment, the
task of data consolidation began. Employing pandas' versatile functionalities, a
comprehensive dataset integration process was performed. During this step, the data was
filtered to exclusively encompass traffic instances categorized under specific attack types,
including password-related attacks, man-in-the-middle (MITM) attacks, backdoor
attacks, and injection attacks, in addition to retaining data pertaining to normal traffic.
This meticulous data consolidation procedure served as the foundation for subsequent
analysis and research endeavors.
3.4 Exploratory Data Analysis and Data Preprocessing

In the process of data exploration for the ToN_IoT dataset, a systematic
methodology was followed to gain a comprehensive understanding of the dataset's
characteristics and uncover valuable insights. This exploration was conducted using
Python programming within a jupyter notebook environment. Initially, a concise
summary of the dataset's size and structure was provided, including the number of

records and features. Summary statistics, including measures such as mean, median, and
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standard deviation, were computed for numeric features, offering a glimpse into the
central tendencies and variability of the data. Additionally, the presence of missing values
within the dataset was assessed, and strategies for handling them were outlined. Feature
correlation analysis was performed, revealing relationships between numeric attributes.
Furthermore, the class distribution, crucial for classification tasks, was examined to
ascertain whether the dataset exhibited class imbalance.
3.4.1 Data Cleaning

Data cleaning is a fundamental step in the data preprocessing pipeline,
ensuring the quality and integrity of the dataset used for analysis and modeling. In the
context of the ToN_IoT dataset, an extensive data cleaning process was meticulously
carried out within a jupyter notebook environment, leveraging GPU acceleration and the
Python programming language. This process unfolded sequentially, adhering to a
structured methodology designed to address various data quality and readiness
challenges.

The initial phase of data cleaning involved the removal of duplicate records using
pandas, eliminating redundancy, and ensuring that each data point was unique. Following
the step of removing duplicates, the missing values were addressed. Missing values were
eliminated after dropping columns with the majority of null values using pandas. In cases
where the 'service' column exhibited missing values, they were thoughtfully filled with
the most common service corresponding to each unique value in the ’conn_state’ column
to preserve data integrity. To achieve this, the code iterates through each unique value in
the 'conn_state' column. For each unique value, it identified the most common service

associated with it using the mode() function from the Pandas library. If a common service
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was found, it was then used to replace missing values in the 'service' column for rows
where the ‘conn_state' matches the current unique value being iterated over. This process
ensured that missing service values were filled based on the most frequent service
observed for each protocol type.

A critical aspect of data cleaning involved managing the internet protocol (IP)
address' columns ‘src_ip’ and ‘dst_ip’, which necessitated the use of the 'hashlib’,
‘socket’ and ‘struct’ packages to uniformly convert both IPv4 and IPv6 addresses. This
ensured consistency and compatibility across IP address representations. After converting
‘src_ip’ and ‘dst_ip’, both columns were dropped from the dataset.

Following the hashing of the IP address columns, the categorical columns were
mapped, the categorical columns of ‘proto’, ‘service’, and ‘conn_state” were normalized
using the ColumnTransformer and OneHotEncoder packages from scikit-learn. The
categorical columns were first defined, and a check was performed to ensure that all
columns still existed in the data frame. Next, the ColumnTransformer created a
preprocessor, which applied a one-hot encoding to the categorical columns while
preserving the numerical columns. The data was then fitted and transformed using this
preprocessor. The feature names for the one-hot encoded columns were retrieved and
combined with the names of the numerical columns. Finally, the transformed data was
converted back into a data frame, ensuring that the original data types for the non-
categorical columns were retained.

After encoding the categorical columns, the ‘type’ column was removed from the
data frame and preserved as ‘type series’ for later use for analysis and predictions. This

decision stemmed from the column containing categorical data indicating the type of
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traffic (normal, password attack, etc.), facilitating the evaluation of the accuracy of
detected attack types. This column was unnecessary for the training and testing as a
binary column labeled ‘label’ already distinguished between normal and attack traffic.
The dataset was then split into features, excluding ‘type’ and ‘label’, denoted by X, and
the target variable ‘label’, denoted by y. Using the train_test_split function from the
scikit-learn package, the dataset was split into training, validation, and test sets, with
20.00% of the data reserved for testing and a random seed for reproducibility.
Subsequently, the training plus validation set was further divided into actual training and
validation sets using the same train_test split function. The ‘type series” was aligned to
the “X_test” dataset after the split to maintain consistency. Additionally, numerical
values within the training and validation sets were scaled using MinMaxScaler from the
scikit-learn package to ensure uniformity and improve model performance.
Subsequently, to address class imbalance concerns and ensure fair representation
of both the 'normal’ and "attack’ classes, the synthetic minority over-sampling technique
(SMOTE) was applied to the ‘X train’ and ‘y_train’ datasets. SMOTE is a powerful
method for generating synthetic samples of the minority class, in this case, the 'attack’
class, to balance the dataset. This technique alleviates class imbalance issues by creating
synthetic instances that are similar to existing 'attack’ instances. By strategically applying
SMOTE, the class distribution was adjusted to approximately a 50% representation of
'normal’ instances. This was a crucial step in preventing model bias towards the majority
class, 'attack’, and enhancing the overall performance of the machine learning models.
SMOTE ensures that both classes have sufficient data for training and evaluation,

contributing to more reliable results.
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In summary, the data cleaning process for the ToN_loT dataset exemplifies a
comprehensive and systematic approach to enhancing data quality and suitability for
subsequent analysis. Each step, executed within a jupyter notebook environment with
GPU acceleration, contributed to the dataset's readiness for robust machine learning
modeling in the context of anomaly detection. This meticulous data preparation lays the
foundation for this doctoral praxis research, facilitating meaningful insights and model
performance.

3.5 Machine Learning Models

This section on Machine Learning Models for anomaly detection explores a
diverse array of approaches designed to effectively identify outliers or anomalies within
datasets. The exploration encompasses four distinct models: isolation forest, random
forest, deep neural networks (DNN), and sparse capsule autoencoder with attention gate
recurrent unit (SCAE). Each of these models offers unique methodologies and
capabilities for detecting anomalies within data. Isolation forest leverages the concept of
isolation to identify anomalies efficiently, random forest employs ensemble learning for
robust classification, DNNs utilize deep learning techniques for complex pattern
recognition, and SCAE integrates advanced neural network architectures for anomaly
detection tasks. A comparative analysis of these models was conducted, aiming to
uncover their strengths, weaknesses, and suitability for anomaly detection across various
datasets and scenarios.

3.5.1 Isolation Forest
Isolation forest is an anomaly detection technique that was first introduced by Fei

Tony Liu and Zhi-Hua Zhou in 2008. It is particularly effective for identifying outliers in
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data. The method employs binary trees, which results in linear time complexity and low
memory usage, making it well-suited for processing large datasets. Since its introduction,
isolation forest has gained popularity as a fast and reliable algorithm for anomaly
detection in various fields, including cybersecurity, finance, and medical research
(Villegas-Ch et al., 2023).

Isolation forests, similar to random forests, are built based on decision trees.
However, as an unsupervised model, they do not require pre-defined labels. The core idea
behind isolation forests is that anomalies are data points that are few and different. In an
isolation forest, randomly sub-sampled data is processed in a tree structure based on
randomly selected features. Samples that travel deeper into the tree are less likely to be
anomalies as they require more cuts to isolate them. Conversely, samples ending up in
shorter branches indicate anomalies, as it was easier for the tree to separate them from
other observations.

The algorithm begins by training on a dataset, and it generates isolation trees. It
selects a random subsample of the data and assigns it to a binary tree. The tree then
branches by selecting a random feature and threshold, splitting nodes into left and right
branches. This process continues recursively until each data point is isolated or a
maximum depth is reached. After constructing an ensemble of these trees, the model is
trained. During scoring, a data point is traversed through all the trained trees, and an
‘anomaly score' is assigned based on the depth required to arrive at that point. An
anomaly score of -1 is assigned to anomalies and 1 to normal points, based on the

contamination parameter provided.
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Isolation forest efficiently detects cyberattacks in smart agriculture by handling
large datasets and effectively identifying anomalies. Its linear time complexity makes it
ideal for real-time anomaly detection in environments with diverse sensor data. Unlike
other models, isolation forest requires minimal assumptions about the data distribution
and is effective in scenarios where anomalies are rare and ill-defined, such as data
poisoning attacks. However, its reliance on the contamination parameter and potential
bias in branching may lead to misclassification of data points.

3.5.2 Random Forest

Random forest is an ensemble learning method that combines the predictive
power of multiple decision trees to achieve robust and accurate results. Each decision tree
in the random forest is constructed independently, using a subset of the training data and
a subset of features randomly selected at each split. The process of randomization ensures
that individual trees are diverse and not overly reliant on specific patterns in the data. By
aggregating the predictions of multiple trees, random forest mitigates the risk of
overfitting and improves generalization performance, making it a popular choice for
various machine learning tasks.

The construction of a random forest involves several key steps. Firstly, a specified
number of decision trees is generated, typically through a process called bootstrapping,
where random samples of the training data are drawn with replacement. This
bootstrapping process creates multiple subsets of data, each used to train a separate
decision tree. Next, for each tree, a random subset of features is selected at each split
point, ensuring that no single feature dominates the decision-making process. By

introducing randomness in both data sampling and feature selection, random forests
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create a diverse set of trees that collectively capture different aspects of the underlying
data distribution. Finally, predictions are made by aggregating the predictions of all trees
in the forest, often through a simple majority vote for classification tasks or averaging for
regression tasks.

Random forest offers several advantages that make it a preferred choice for many
machine learning tasks. One of its key advantages is its ability to handle a wide range of
data types, including numerical, categorical, and ordinal variables, without requiring
extensive preprocessing. This flexibility makes random forest suitable for real-world
datasets with diverse features and complex relationships. Additionally, random forest is
highly scalable and can efficiently handle large datasets with high dimensionality,
making it well-suited for tasks involving big data. Furthermore, random forest provides
built-in mechanisms for estimating feature importance, enabling users to gain insights
into the most relevant variables driving the predictive performance of the model.

Random forest outperforms many other machine learning algorithms in terms of
predictive accuracy and robustness, particularly in scenarios with noisy or unstructured
data. Unlike single decision trees, which are prone to overfitting, random forest leverages
the power of ensemble learning to achieve better generalization performance. Moreover,
random forest requires minimal hyperparameter tuning compared to other complex
models, reducing the risk of model selection bias and simplifying the modeling process.
Additionally, random forest can automatically handle missing values and outliers in the
data, reducing the need for manual data preprocessing. Overall, random forest stands out
as a versatile and reliable approach for various classification and regression tasks,

offering a balance between predictive performance, interpretability, and ease of use.
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3.5.3 Sparse Capsule Autoencoder

A sparse capsule autoencoder differs from a conventional autoencoder framework
by integrating capsules, clusters of neurons that have distinct entity components, and
enforcing sparsity constraints on the acquired representations. This type of autoencoder
aims to efficiently compress and encode data while preserving important structural
information, particularly in scenarios where the input data is complex and highly
dimensional. Similar to standard autoencoders, sparse capsule autoencoders consist of
two main components: the encoder, responsible for compressing the input and producing
the sparse code, and the decoder, tasked with reconstructing the input data from the
encoded sparse representation. Through this process, the autoencoder learns to capture
intricate features and patterns present in the data, facilitating tasks such as dimensionality
reduction and feature learning.

In a sparse capsule autoencoder, the use of capsules enables the model to
represent complex hierarchical structures within the data more effectively compared to
traditional neurons. Each capsule corresponds to a specific part or feature of the input
data, allowing the model to capture relationships between different components in a more
structured manner. Additionally, the imposition of sparsity constraints during training
encourages the autoencoder to learn compact and sparse representations, where only a
subset of capsules is activated for any given input. This sparsity promotes robustness and
interpretability in the learned representations, enabling the model to focus on salient
features while filtering out irrelevant information. During the reconstruction phase, the
decoder reconstructs the input data based on the sparse code, aiming to minimize the

reconstruction error and ensure faithful reconstruction of the original input.
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Sparse capsule autoencoders offer several advantages over traditional autoencoder
architectures, particularly in tasks requiring complex feature learning and representation.
By leveraging capsules and sparsity constraints, these models excel at capturing intricate
hierarchical structures and learning disentangled representations of the input data. This
capability is particularly valuable in domains such as computer vision and natural
language processing, where it is crucial to understand the underlying semantics and
relationships within the data. Moreover, sparse capsule autoencoders are well-suited for
anomaly detection tasks, where the ability to discern meaningful patterns amidst noisy or
sparse data is essential. The sparse and structured nature of the learned representations
facilitates the detection of deviations from normal data patterns, enabling effective
anomaly detection in various applications, including cybersecurity and smart agriculture.
Additionally, the interpretability of sparse capsule autoencoders makes them valuable
tools for understanding and analyzing complex datasets, enhancing the model's utility in
both research and practical applications.

3.5.4 Deep Neural Network

A deep neural network (DNN) is an advanced form of machine learning that
simulates the workings of the human brain in processing data and creating patterns for
decision-making. It is a subset of neural networks, which are a set of algorithms designed
to recognize patterns. The "deep"” in DNN refers to the number of layers through which
the data is transformed. More layers allow for more complex patterns and learning
capabilities.

Deep neural networks are known for their proficiency in handling and interpreting

vast amounts of data. They are widely used in various fields, such as image and speech

50



recognition, natural language processing, and autonomous vehicles. In the context of
cybersecurity, DNNs are particularly valuable for their ability to detect anomalies in
network traffic, which is crucial for identifying potential data poisoning attacks. These
networks can learn and identify complex patterns and behaviors in data, making them
effective in environments where the nature of threats is constantly evolving (AlDahoul et
al., 2021).

The utilization of deep neural networks (DNNs) for anomaly detection in data
poisoning attacks is favored for several compelling reasons. Firstly, DNNs excel in
managing large-scale and imbalanced datasets, which are characteristic of cyber-attack
data. These datasets typically contain a high volume of normal data interspersed with rare
instances of anomalies. DNNs adeptly handle this imbalance and noise, making them
particularly effective in such environments. Secondly, their proficiency in learning
complex and abstract patterns is invaluable in cybersecurity. Data poisoning attacks often
involve sophisticated methods that are not easily identifiable through simple patterns, and
DNNs' ability to discern these complex patterns is crucial for effective detection.

Furthermore, the adaptability of DNNSs is a significant advantage in the realm of
cybersecurity. With cyber threats constantly evolving, DNNs' ability to adapt and learn
new attack patterns surpasses that of many traditional models, providing a robust defense
against an ever-changing threat landscape. Additionally, the improved performance
metrics of DNNSs, as evidenced in the referenced study, further underscore their
effectiveness. The study demonstrated that a model fusion approach using DNNs

outperformed traditional single DNN models in terms of F2 Score and false alarm rate.
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This indicates not only a higher accuracy in detecting true anomalies but also a reduction
in false positives (AlDahoul et al., 2021).
3.5.5 Quantization

Quantization, in the context of machine learning and particularly in anomaly
detection models, refers to the process of constraining an input from a large (often
continuous) set to values in a smaller set. In the realm of neural networks, this typically
involves reducing the precision of the network’s parameters (like weights and biases) and
the data inputs. There is a specific type of quantization known as quantized autoencoder
(QAE), which is an optimization model derived from autoencoders. QAE incorporates
techniques like pruning, clustering, and integer quantization to optimize the model for
deployment in resource-constrained environments, such as Internet of Things (1oT)
devices (Sharmila & Nagapadma, 2023).

Quantization is primarily used to compress machine learning models to make
them more efficient for deployment in environments with limited computational
resources. This is particularly important in the field of 10T, where devices often have
limited memory and processing power. The QAE model, for instance, is designed to
detect anomalies in 10T network traffic with reduced memory and central processing unit
(CPU) requirements. Quantization is known for its ability to significantly reduce the size
of a machine learning model without substantially compromising its performance. This
makes it an ideal choice for real-time applications in resource-constrained environments
such as smart agriculture.

The choice of using quantization, particularly in the form of a quantized

autoencoder, over other models is driven by the specific requirements of anomaly
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detection in cyber-attack data, especially in the context of 10T devices. These devices
often have stringent constraints on memory and processing power, making traditional,
computationally expensive models impractical. The QAE model can not only reduce the
average memory utilization by a significant margin but also compress memory size and
reduce peak CPU utilization. This makes the QAE model particularly suitable for
deployment in 10T devices, ensuring efficient performance without overburdening the
limited resources of these devices. Additionally, the ability of quantization to maintain a
balance between model size and performance accuracy makes it a preferable choice in
scenarios where real-time data processing and anomaly detection are critical (Sharmila &
Nagapadma, 2023).
3.5.6 Ensemble Learning

Ensemble learning is a powerful technique in machine learning that involves
combining multiple models to improve the overall performance of a predictive model.
This approach is particularly effective in anomaly detection for data poisoning attacks, as
it can leverage the strengths of various algorithms to enhance detection accuracy.
Ensemble learning integrates multiple machine learning models, such as decision trees,
support vector machines, and neural networks, to create a composite model. This
composite model often outperforms any single constituent model. The key idea is that by
combining the predictions from multiple models, the ensemble can compensate for the
weaknesses of individual models, leading to more robust and accurate predictions
(Bukhari et al., 2023).

Ensemble methods are used for various tasks, including classification, regression,

and anomaly detection. They are known for their ability to improve prediction accuracy
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and robustness compared to single models. In the context of data poisoning attacks,
ensemble learning is particularly valuable as it can effectively handle the complexity and
evolving nature of cyber threats. Techniques like bagging and boosting, which are forms
of ensemble learning, provide an additional layer of security by integrating multiple
models' predictions.

Ensemble learning is a preferred method for anomaly detection in data poisoning
attack data due to several compelling advantages. Firstly, it enhances accuracy in
identifying anomalies, which are often subtle and complex in data poisoning attack
scenarios, by amalgamating predictions from multiple models. This integration leads to a
more precise detection capability. Secondly, ensemble models exhibit robustness against
the noise and variability inherent in data poisoning attack data. This robust nature
significantly diminishes the chances of false positives and negatives, a critical factor in
reliable anomaly detection. Furthermore, the adaptability of ensemble models is
particularly beneficial in the ever-evolving landscape of cyber threats. These models can
seamlessly adapt to new types of attacks by integrating diverse models, each trained on
different data aspects, ensuring a comprehensive defense mechanism. Additionally, data
poisoning attack datasets often present an imbalance between normal and attack
instances. Ensemble methods excel in managing this imbalance, thereby enhancing the
detection of rare but significant anomalies (Bukhari et al., 2023).

3.6 Feature Selection

In the context of feature selection, the methodology employed utilized the

RandomForestClassifier, a powerful ensemble learning algorithm. The goal was to

identify and prioritize the most relevant features from the dataset while considering their
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impact on the predictive performance of the machine learning models. The
RandomForestClassifier was trained on the training data with the target labels to assess
the importance of each feature. The feature importances were calculated based on the
contribution of each feature to the predictive accuracy of the classifier.

The feature selection process began by training the RandomForestClassifier with
a specified number of decision trees (n_estimators=100) to ensure robustness and
reproducibility. Subsequently, the algorithm provided feature importance scores for each
attribute within the dataset. These scores were then sorted in descending order, enabling
the identification of the most influential features.

In the pursuit of robust feature selection, various importance thresholds were
explored to determine the optimal subset of features for the machine learning models.
These thresholds included levels of 90.00%, 95.00%, and 99.00% cumulative importance.
Using a higher threshold, such as 99.00%, would result in selecting fewer features that
collectively explain a larger proportion of the variance in the data, potentially leading to a
simpler and more interpretable model. Conversely, using a lower threshold, such as
90.00%, would result in selecting more features, which may capture a wider range of
information but could also increase the risk of overfitting or including irrelevant features.
The rationale behind testing different importance levels was to assess the trade-off
between dimensionality reduction and information retention. Each threshold represented
a different balance between the number of features retained and the proportion of total
feature importance captured.

Starting with the 90.00% cumulative importance threshold, the goal was to

identify a subset of features that maintained a significant portion of the overall dataset
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information while reducing dimensionality. This level of feature importance served as a
more conservative approach, ensuring that the retained features contributed substantially
to the predictive power of the models while keeping the dataset's complexity in check.

Moving on to the 95.00% cumulative importance threshold, this level struck a
balance between feature reduction and information preservation. It aimed to capture an
even higher proportion of the dataset's overall importance, providing a more concise
representation of the data while potentially improving model interpretability and
performance.

The highest threshold tested, at 99.00% cumulative importance, sought to retain
an extensive portion of the dataset's information. This level was chosen to investigate the
scenario where nearly all relevant features were retained, potentially resulting in models
with high predictive capabilities but potentially at the cost of increased dimensionality
and computational complexity.

Testing these various importance levels allowed for a comprehensive evaluation
of the impact of feature selection on model performance. It offered insights into how
different subsets of features influenced the quality of predictions, model training times,
and the interpretability of the selected features. Ultimately, the choice of the optimal
importance threshold depended on the specific requirements of the anomaly detection
task and the desired balance between model complexity and predictive accuracy. This
experimentation with different thresholds exemplified a data-driven approach to feature
selection, ensuring that the chosen features aligned with the objectives of the research and

the constraints of the machine learning models.
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After importance-level experimentation, the number of features required to
achieve this threshold was calculated, resulting in a subset of the most relevant features.
These top features were extracted from the scaled dataset, and a new data frame was
created to facilitate further analysis and model development. Overall, this feature
selection methodology ensured that the dataset's dimensionality was reduced while
preserving the most informative attributes for subsequent modeling tasks.

3.7 Machine Learning Model Development

This section comprehensively explores diverse modeling techniques aimed at
addressing various challenges in data analysis and prediction. The construction of
foundational models, such as random forest, isolation forest, deep learning, and a sparse
capsule autoencoder with attention gate recurrent unit (SCAE), are first evaluated for
accuracy in detecting data poisoning attacks on Internet of Things (loT) data.
Additionally, the optimization and efficiency of quantization techniques were applied to
the sparse capsule autoencoder model, aiming to compress the model while preserving
performance. Finally, an ensemble learning model was created, combining the strengths
of the random forest and SCAE models to yield superior predictive capabilities.

3.7.1 Random Forest

The first model for comparison was the random forest. The random forest model,
initialized using the RandomForestClassifier class from the sklearn.ensemble module,
was constructed with specified hyperparameters to tailor its behavior to the problem at
hand. These hyperparameters included n_estimators set at 100, representing the number
of trees in the forest, max_depth set at None, denoting the maximum depth of each tree,

min_samples_split set at 2, indicating the minimum number of samples required to split
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an internal node, and min_samples_leaf set at 1, specifying the minimum number of
samples required to be at a leaf node. By setting these hyperparameters, the random forest
classifier could effectively control its complexity and generalization ability. The model
was then trained on the top_N_features from the training dataset, X_train_selected, using
the fit() method, where it learned to predict the target variable, y_train. Finally, the
trained model was evaluated on the test dataset, X_test selected, to assess its
performance using the accuracy_score() function, which compared the predicted labels,
y_pred, to the ground truth labels, y_test. The resulting test accuracy provided a measure
of the model's effectiveness in making accurate predictions on unseen data, thereby
guiding further adjustments or optimizations to improve its performance. The model was
saved for future use in the ensemble learning model.
3.7.2 Isolated Forest

The second model, an isolation forest, was employed as an anomaly detection
model to evaluate the presence of outliers in the data. The model was created with a
contamination parameter set to 0.05, indicating that it was expected that approximately
5.00% of the data points may be outliers or anomalies. The n_estimators, the number of
trees in the forest, was set to 100 with max samples set to 256. The “random_state”
parameter was set to 42 to ensure reproducibility of results. The isolation forest was
trained on the top_N_features of the dataset (X_train, y_train) to identify and isolate
outliers or anomalies from the majority class. The isolation forest model was then tested
on the test datasets (X_test, y_test) to evaluate how well the model generalized to unseen

data. The results were evaluated using various metrics such as accuracy, precision, recall,
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F1 score, and a confusion matrix to assess the model's performance in identifying
anomalies.
3.7.3 Deep Neural Network

The next model used to evaluate against the random forest model was a deep
neural network (DNN) model designed for binary classification tasks. The DNN
architecture was constructed using the Keras Sequential API, comprising three fully
connected (linear) layers. The initial hidden layer had 64 units employing the Rectified
Linear Unit (ReLU) activation function, and a dropout layer with a 0.50 dropout rate to
mitigate overfitting. ReLU works by setting all negative values in the input data to zero,
allowing only positive values to pass through the activation function. The second hidden
layer had 32 units and ReLU activation. The final layer, an output layer, had one neuron
using sigmoid activation suitable for binary classification. For training, the model was
compiled with binary cross-entropy as the loss function, utilizing stochastic gradient
descent (SGD) as the optimizer, and accuracy as the evaluation metric. The training
process spanned 10 epochs, each with a batch size of 32, and verbosity was set to 0 to
suppress training progress output.

Following training, feature selection was applied to the test dataset (X_test),
which specified the selected features for testing. The trained model was then utilized to
generate predictions on the modified test data. These predictions had a threshold of 0.50
to obtain binary class labels. Subsequently, various evaluation metrics were computed,
including accuracy, precision, recall, and F1 score, providing insights into the model's
performance. Additionally, a confusion matrix was generated to offer a detailed

breakdown of true positives, true negatives, false positives, and false negatives. Finally,
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the calculated evaluation metrics and confusion matrix were presented for further
analysis, facilitating an assessment of the DNN model's effectiveness in binary
classification tasks.

3.7.4 Sparse Capsule Autoencoder with an Attention Gate Recurrent Unit

Before creating the sparse capsule autoencoder (SCAE), the data underwent a
sequencing process. Sequencing the data was necessary to prepare it for input into the
neural network architecture. In sequence-based tasks, such as time series prediction or
sequence generation, organizing the data into sequential segments is crucial for capturing
temporal dependencies and patterns. The create_sequences function was employed to
transform the original data into sequences of a specified length, where each sequence
comprised consecutive data points. The sequence length was set to 10, which means that
each sequence contained ten consecutive data points from the original dataset. This
sequencing step allowed the model to learn from the sequential nature of the data,
enabling it to capture underlying patterns and relationships across multiple time steps.
After sequencing, the resulting sequences were used as input data for training, validation,
and testing of the SCAE model.

Before constructing the model, the data underwent a preprocessing stage designed
to enhance the model's ability to capture underlying patterns and improve its
generalization performance. This preprocessing involved the creation of augmented
sequences using the augmented_sequences function. Each original sequence in the
training data was augmented by adding random noise to it with a specified probability,
thus creating variations of the original sequences. This approach introduced diversity into

the training data, which can help the model learn robust representations and reduce
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overfitting. These sequences, along with their corresponding labels, were converted into
PyTorch tensors and organized into Datal.oader objects, facilitating efficient batch
processing during model training and evaluation. Overall, this preprocessing step aimed
to prepare the data in a suitable format for training the subsequent model while enhancing
its ability to generalize to unseen data.

The custom model architecture, CustomModel, was defined as a subclass of
nn.Module. The model consisted of an encoder, a transition layer, and a main network.
The encoder module employed a linear layer followed by the exponential linear unit
(ELU) activation function and dropout regularization set to 0.1. The transition layer
applied another linear transformation to the encoded features. The main network
comprised nine layers of linear transformations, ReL. U activation, and dropout set to .16.
The output layer produced the final prediction.

During training, the model was optimized using the Adam optimizer with a binary
cross-entropy loss function. A learning rate scheduler, initially set to 0.0009, was
implemented to adjust the learning rate based on the validation loss. The training loop
iterated over 20 epochs, computing the training and validation losses at each epoch. The
loss curves were plotted to monitor the training progress and prevent overfitting.

Following training, the model was evaluated on the test set to assess its
performance. Evaluation metrics such as accuracy, precision, recall, and F1 score were
calculated. The model's predictions were compared against the ground truth labels to

measure its classification performance. The model was saved to prepare for quantization.
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3.7.5 Quantization

The process of quantization began by loading the pre-trained PyTorch sparse
capsule autoencoder (SCAE) with an attention gate recurrent unit model to reduce the
memory footprint and accelerate inference on resource-constrained devices. The SCAE
model, which was originally trained using the CustomModel architecture, was loaded
from its specified file path. To apply dynamic quantization, the model's layers were
selectively quantized, with only the linear layers being quantized. The quantization
process converted the model's weights to 8-bit integers (torch.qint8), thereby reducing the
model's size and improving its efficiency during inference. Once quantized, the model
was saved to a new file path specified by quantized_model_path. This quantization
process was particularly beneficial for linear layers, as they typically contain the majority
of the model's parameters and can benefit the most from quantization without significant
loss of accuracy. The saved quantized model can then be deployed and utilized efficiently
for inference tasks, making it suitable for deployment in resource-constrained
environments such as edge devices or mobile applications.

After the SCAE model was quantized, it was tested to determine accuracy and
efficiency. Testing the quantization model involved loading the quantized model,
evaluating its performance on the test dataset, and analyzing the execution time, CPU
usage, and memory usage. The process began by loading the quantized model using the
load_quantized_model function, ensuring the model was in evaluation mode and on the
CPU for compatibility with quantization. The evaluate_model function was then
employed to evaluate the model's accuracy on the test dataset. During the evaluation, the

model made predictions on batches of data, converting output probabilities to binary
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predictions. The accuracy of the model on the test set was computed and printed, along
with the execution time, CPU usage, and memory usage. These metrics provided insights
into the model's efficiency and resource utilization during inference. Additionally, the
predictions made by the model were stored for further analysis or comparison with
ground truth labels.
3.7.6 Ensemble Learning

The ensemble learning model combined the random forest (RF) classifier model
and sparse capsule autoencoder (SCAE), following a systematic approach to leverage the
strengths of both models for improved prediction accuracy. The process began by loading
the pre-trained RF model and quantized SCAE model from their respective files. The RF
model was loaded using joblib, while the SCAE model was loaded using PyTorch's
torch.load function. Next, the data for prediction was prepared. The features relevant to
the RF model were extracted, and the sequence of data points required for SCAE
prediction was prepared using the prepare_scae_input function. This function organized
the data into sequences of a fixed length suitable for input into the SCAE model.

Subsequently, the SCAE model was moved to the CPU for prediction, and the
data was loaded into a PyTorch Datal.oader for batch processing. The SCAE model made
predictions on each batch of data, and the individual predictions were aggregated and
aligned to match the length of the predictions from the RF model. The SCAE results
aligned with the random forest for ensemble learning by averaging the SCAE predictions
and then aligning them with the random forest predictions. After aligning the SCAE

predictions, they were converted into binary outcomes and compared with the ground
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truth labels to calculate the accuracy of each model. This alignment ensures compatibility
between the predictions from both models.

After alignment, the ensemble predictions were computed as the average of the
predictions from the RF model and the aligned predictions from the SCAE model. These
ensemble predictions were then converted into binary outcomes based on a threshold of
0.5. Finally, the ensemble model's performance was evaluated using standard
classification metrics such as accuracy, precision, recall, and F1 score. Additionally, the
time taken for prediction was measured to assess the model's efficiency using the Time
Python package. By combining the predictions from the RF and SCAE models, the
ensemble model aimed to capitalize on the complementary strengths of both models,
potentially leading to improved prediction accuracy compared to using either model

individually.
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Chapter 4—Results

4.1 Introduction

In this section of this praxis, the results of the process through the intricate phases
of data collection, exploration, cleaning, feature selection, and the rigorous testing of
machine learning models are documented. At the outset, the foundation was laid with a
meticulous data collection process. Following this initial step, the praxis turns towards
data exploration, a crucial phase wherein the intricacies and nuances of the datasets are
scrutinized, unveiling invaluable insights into underlying patterns, distributions, and
potential anomalies.

Subsequently, the focus shifts towards data cleaning, an indispensable endeavor
aimed at rectifying inconsistencies, handling missing values, and ensuring the integrity
and quality of the datasets. With the datasets meticulously curated and cleansed, attention
is then directed toward feature selection, a pivotal step in the modeling process aimed at
identifying the most salient and discriminative features for predictive modeling.
Leveraging advanced techniques and methodologies, features were scrutinized and
prioritized based on their relevance, reducing dimensionality and computational overhead
while maximizing predictive accuracy.

Finally, the culmination of these preparatory phases leads us to the heart of the
analysis - the testing of machine learning models. Here, an array of various models are
created for analysis, each rigorously tested and fine-tuned through iterative processes of

hyperparameter optimization. Through meticulous experimentation and validation, the
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efficacy and robustness of these models were evaluated, offering profound insights into
their performance and potential applicability in real-world scenarios.
4.2 Data Collection

In this section, the results obtained from the collection and analysis of
network data for the Praxis project are presented. The data collection process involved
obtaining 23 separates comma-separated values (CSV) files, each containing 45 columns
of information. In total, there were 21,978,630 rows of data collected from these files,
which consisted of a mix of categorical and numerical data.

The categorical data was primarily focused on the "type" column, which
described the various attack types and included a category for normal network activity.
There was a total of 9 different attack types, including "Scanning,” "DOS" (Denial of
Service), "Injection,” "DDOS" (Distributed Denial of Service), "Password," "XSS"
(Cross-Site Scripting), "Backdoor,” "Ransomware," and "MITM" (Man-in-the-Middle).
The distribution of attack types within the dataset was as follows: Scanning accounted for
32.49% of the total "type" category, Normal represented 3.59%, DOS was at 15.36%,
Injection accounted for 2.06%, DDOS made up 28.05%, Password was 6.21%, XSS
comprised 9.6%, Backdoor contributed 2.31%, Ransomware was at 0.33%, and MITM
was the least common type, representing only 0.00479% of the "type" category.

Furthermore, the "label” column was used to categorize the data into two main
groups: normal and attack. The majority of the data, approximately 96.41%, fell into the
attack category, while the remaining 3.59% was classified as normal network activity.

To facilitate further analysis, all the individual CSV files were concatenated into a

single file using the Pandas library and saved as a unified CSV file. This consolidated
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dataset will serve as the foundation for the subsequent steps in the research analysis,
allowing exploration and evaluation of the characteristics and patterns of different
network attack types and normal network behavior comprehensively.

4.3 Data Exploration

In conducting Data Exploration, the first step was to filter the original dataset
based on the specific attack types that were relevant to the research objectives. The
research focused on five attack types: ‘backdoor’, ‘password’, ‘injection’, ‘mitm’, and the
‘normal’ category. This filtered dataset was created to isolate the instances of these
specific attack types for in-depth analysis. The resulting dataset consisted of 3,116,384
rows and retained all 45 original columns of data. Of the 45 original columns, 27 were
categorical, and 18 were numerical data.

Upon conducting this filtering process, the distribution of attack types within this
refined dataset was observed. The breakdown of the attack types revealed that ‘normal’
network activity accounted for 25.31% of the data, ‘injection’ attacks represented
14.53%, ‘password’ attacks comprised the majority at 43.85%, ‘backdoor’ attacks
constituted 16.31%, and ‘mitm’ attacks were the least prevalent, making up only 00.03%
of the dataset.

Table 4-1. Original Dataset Attack Types

Number of
Type Records Percent of Records
password 1,365,958 43.85%
normal 788,599 25.31%
backdoor 508,116 16.31%
injection 452,659 14.53%
mitm 1052 0.03%
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The original dataset, after filtering on attack types and before further
preprocessing, contains 788,599 or 25.30% of normal traffic type detailed in the ‘label’
column, and 2,327,785 or 74.70% attack traffic as detailed in the ‘label’ column.

Table 4-2. Original Dataset Traffic Label Type

Label | Number of Records | Percent of Records
normal 788,599 25.30%
attack 2,327,785 74.70%

One key aspect that was examined was the composition of the ‘src_ip’ and
‘dst_ip’ columns to identify the types of internet protocol (IP) addresses included. The
analysis revealed that these columns contained a mix of IPv4 and IPv6 addresses, which
indicated the diversity of network traffic sources and destinations captured in the dataset.

Another important aspect of the exploration was the evaluation of missing values
within the dataset. The findings revealed that a substantial portion of the dataset exhibited
missing values, with 21 columns having most of their entries missing. The columns with
the majority of missing values include ‘dns_query’, ‘dns AA’, ‘dns RD’, ‘dns RA’,
‘dns_rejected’, ‘ssl version’, ‘ssl_cipher’, ‘ssl_resumed’, ‘ssl_established’, ‘ssl subject’,
‘ssl_issuer’, ‘http trans depth’, ‘http method’, ‘http_method’, ‘http uri’, ‘http version’,
‘http_user agent’, ‘http _orig mime_types’, ‘http resp _mime_types’, ‘weird name’,
‘weird_addl’, and ‘weird notice’.

In addition to these columns, the ‘service’ column stood out with 1,434,302 of its
rows including missing values. To address this, further exploration was conducted to
identify columns that were closely tied to ‘service’ and could potentially be used to

populate missing values with meaningful information. To identify the most significant

categorical column for replacing null values in the 'service' column, feature selection was
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used. Initially, it replaced any null values in the 'service' column with a placeholder value,
‘'unknown'. It then iterated over each categorical column in the data frame, excluding the
‘service’ column, and constructed a contingency table between each categorical column
and the ‘service’ column using the Pandas crosstab function. After creating each
contingency table, a chi-squared test was performed using chi2_contingency from the
scipy.stats module to assess the association between the current categorical column and
the ‘service’ column. The chi-squared values are stored in a dictionary, with each column
as the key and its corresponding chi-squared value as the value. Finally, it identifies the
column with the highest chi-squared value, indicating the strongest association with the
‘service’ column, and prints its name as the best column for replacing null values in
‘service’. The analysis highlighted the ‘conn_state’ column as closely associated with the
‘service’ column, suggesting that ‘conn_state’ could be used as a valuable reference for
imputing missing values in the ‘service’ column using statistical measures such as the
mean.

Table 4-3. Chi2 Square Results for the Service Column

Column Chi2 Score
conn_sat 6301809.62
http_resp_mime_types 3353.87
weird_name 2998.84
ssl_established 36.89
ssl_resumed 33.16
ssl_cipher 14.5
ssl_version 2.26

During the data exploration phase, an investigation into the presence of duplicate
rows in the dataset was conducted. Utilizing the Pandas library in Python, it was
discovered that the dataset contained 109,843 rows of duplicate data. These duplicates are
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slated for removal as part of the data cleaning process, ensuring the integrity and
accuracy of the dataset for subsequent analysis.
4.4 Data Cleaning

Data cleaning is an essential step in the data preprocessing pipeline, aimed at
improving the quality and reliability of the dataset before further analysis or modeling. In
the data cleaning process, it began by addressing various issues within the dataset to
ensure its integrity. The first step involved the removal of duplicate records. This
operation resulted in a reduction from the original 3,116,384 rows to 3,006,540 rows,
effectively eliminating redundant data and ensuring that each record was unique. By
eliminating duplicates, we enhanced the dataset's efficiency and reduced the potential for
bias in subsequent analyses.

Next, the focus was on handling missing values, which can introduce noise and
inaccuracies into analyses. Missing values were identified and columns with a substantial
proportion of missing data removed, ultimately reducing the number of columns from 45
to 24. Of the 24 remaining columns, 18 were numerical and 6 were categorical. This
approach helped streamline the dataset, eliminating unnecessary features and focusing on
the most informative ones.

After removing columns with the majority of missing data, the challenge of
converting IPv4 internet protocol (IP) addresses (‘src_ip’ and ‘dst_ip’) into a
standardized format for analysis was addressed. To achieve this, these addresses were
transformed into 128-bit integers and employed hashing techniques to maintain a
consistent length. This conversion facilitated comparisons and computations involving IP

addresses. For additional data refinement, standard scaling was applied to the IP address
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columns, resulting in ‘src_ip_sc’ and ‘dst_ip_sc’. The ‘src_ip_sc’ column included eight
unique values, while the ‘dst ip sc’ column included 164 unique values. This scaling
process enhanced the compatibility of these features with other scaled variables in the
dataset, fostering more meaningful comparisons. At this point, the dataset contained 24
columns.

The missing values in the ‘service’ column were then addressed by utilizing
information from the ‘conn_state’ column to determine the most common service
associated with each protocol type. Using pandas and numpy, it iterated through each
unique protocol type present in the ‘conn_state’ column of the DataFrame ‘df’. For each
protocol type, it identified the most common service using the pandas mode() function
applied to a filtered subset of the DataFrame corresponding to that protocol type. If a
most common service was found (i.e., the resulting Series is not empty), it extracted the
first value using. iloc[0]. Subsequently, it located the rows where the 'service' column is
null, and the ‘conn_state’ column matched the current protocol type and replaced the null
values in the ‘service’ column with the most common service for that protocol type. This
process ensures that null values in the 'service' column are imputed with appropriate
values based on the prevailing patterns observed within each protocol type in the
‘conn_state’ column. This intelligent imputation strategy replaced ‘NaN’ values in the
‘service’ column with appropriate service labels, ensuring that the dataset remained
informative and complete. This resulted in the service column containing no null values
and 12 unique values. These values included ‘dce_rpc’, ‘dhcp’, “dns’, “ftp’, “ftp-data’,
‘gssapi;ntim;smb’, ‘http’, ‘ntim;smb;gssapi’, ‘smb’, ‘smb;gssapi’, ‘smb;ntim;gssapi’,

‘ssl’. The majority of the missing values were given the values of ‘ssl’, ‘http’, or ‘dns’.
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Table 4-4. Service Column Values after Handling Missing Values

Service Value Prior Count Post Count
http 1,383,711 1,824,772
ssl 49,549 655,323
dns 228,651 510,546
ftp 13,708 15,665
smb 108 108
dhcp 84 84
smb;gssapi 18 18
gssapi;ntim;smb 7 7
ftp-data 6 6
dce_rpc 6 6
smb;ntlm;gssapi 5 5
ntlm;smb;gssapi 1 1

The categorical columns were transformed using scikit-learn. Firstly, the
categorical columns were identified and stored in the categorical_columns list. To ensure
that all specified categorical columns existed in the DataFrame df, the code checked for
missing columns using a list comprehension. If any columns were missing, the code
raised a ValueError, providing a helpful message indicating which columns were absent.

Following the verification step, a ColumnTransformer object named preprocessor
was instantiated. This transformer applies specific preprocessing steps to different
columns in the dataset. For the categorical columns, OneHotEncoder() was used to
convert categorical variables into a one-hot encoded representation, ensuring
compatibility with machine learning algorithms. The ‘remainder’ parameter was set to
‘passthrough’, indicating that columns not specified for transformation will be passed
through unchanged.

The data was then fitted and transformed using the fit_transform() method of the

preprocessor object, resulting in a transformed array (df_encoded_array). Next, feature
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names for the one-hot encoded columns were obtained using the get_feature_names_out()
method of the OneHotEncoder() transformer. These new categorical feature names were
combined with the remaining column names (non-categorical) to create a comprehensive
list of all column names in the transformed dataset (all_column_names).

Finally, the transformed array was converted back into a DataFrame
(df_encoded), with column names assigned accordingly. To ensure that the original data
types of non-categorical columns were retained, a loop iterated over these columns,
checking for each column's presence in the original DataFrame and then converted the
data type of the corresponding column in the transformed DataFrame to match the
original data type. This meticulous step ensures consistency and preserves the integrity of
the dataset during the transformation process. The categorical column encoding resulted
in the dataset containing 49 columns, with 20 numerical columns and 29 categorical
columns. The ‘proto’ column transformed into three columns, while the ‘service’ column
transformed into 12, and the ‘conn_state’ column transformed into 13 columns.

In the dataset, the next column under consideration was the 'type' column, which
serves as a critical categorical feature that classifies the nature of network activity into
distinct attack categories. To ensure the integrity of the model training process, the 'type’
column was temporarily removed from the dataset using pandas and numpy. By storing
the 'type' column as a separate series, denoted as 'type_series', its information is preserved
for subsequent analysis phases. Once created, ‘type series’ contained the full 3,006,541
rows of data. After creating ‘type series’, the ‘type’ and ‘label’ columns were dropped
from the X, or feature, dataset, and the label was preserved to create the y, or target,

dataset.
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Table 4-5. 'Type_Series’ Type

Type Count Percent
password 1,365,958 45.45%
normal 681,496 22.67%
backdoor 505,385 16.82%
injection 452,659 15.06%
mitm 1,043 0.03%

Following the separation of features and the target variable, the dataset was
divided into training and testing sets to facilitate model evaluation and validation. This
step is crucial for assessing the performance of machine learning models on unseen data.
Using the train_test_split function from the scikit-learn (sklearn) library, the dataset was
randomly split into training and testing sets, with 80.00% of the data allocated for
training and 20.00% for testing. The parameter test_size=20% specifies the proportion of
the dataset to include in the testing set, while random_state=42 ensures reproducibility by
setting a seed for the random number generator. The ‘X train’ dataset now included the
full 47 columns and 1,924,185 rows of data, while the ‘X val’ dataset included the full
47 columns and 481,047 rows of data. The ‘X _test” dataset included 47 columns and
601,309 rows of data. The ‘y_train’ dataset included 1,924,185 rows of data, with
1,488,424 rows or 77.35% attack traffic, and 435,761 rows or 22.65% normal traffic. The
‘y_test’ dataset included 465,105 or 77.35% attack traffic, and 136,204 or 22.65% normal
traffic.

Table 4-6. "Y_test’ Label Value Before Balancing

Label Count Percent
normal 136,204 22.65%
attack 465,105 77.35%
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After separating into the training, validation, and testing datasets, the
‘type_series’ dataset was aligned with the ‘X test” dataset and renamed ‘type test’. This
resulted in 601,309 rows of data with the types allocated as 45.35% ‘password’, 22.65%
‘normal’, 16.89% ‘backdoor’, 15.07% ‘injection’ and 0.04% ‘mitm’.

Table 4-7. "Type_test' Attack Type

Type Count Percent
password 272,702 45.35%
normal 136,204 22.65%
backdoor 101,552 16.89%
injection 90,638 15.07%
mitm 213 0.04%

After encoding categorical columns and normalizing numerical values, the next
preprocessing step involved scaling the numerical features using the MinMaxScaler
function from the scikit-learn library. This step aimed to ensure that all numerical
features were on a similar scale, preventing features with larger magnitudes from
dominating the model's learning process. The MinMaxScaler scales each feature to a
specified range, typically between 0 and 1, by subtracting the minimum value and
dividing it by the range of each feature.

For the final data preprocessing step, the focus shifted towards addressing class
imbalance in the dataset, an essential aspect often encountered in machine learning tasks.
With imbalanced datasets, models can exhibit biases towards the majority class, leading
to suboptimal performance and inaccurate predictions. To mitigate this issue, the
Synthetic Minority Over-sampling Technique (SMOTE) algorithm was implemented
through the SMOTE class from the imblearn.over_sampling module. In this

preprocessing step, the algorithm was applied to the training data (X_train and y_train) to
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augment the minority class samples. By oversampling the minority class instances,
SMOTE helps improve the model's ability to learn from the minority class and make
more accurate predictions.

As a result, the training dataset was rebalanced, ensuring that each class was
adequately represented, which can enhance the model's generalization performance on
unseen data. The SMOTE resulted in the ‘y test’ dataset being balanced at 50.00%, with
each containing 1,488,424 normal and attack data labels. The ‘X train’ dataset contained
2,976,848 rows of data and 47 columns.

4.5 Feature Selection

After conducting feature selection using a RandomForestClassifier with 100
estimators, we obtained insightful results regarding the importance of each feature in our
dataset. The RandomForestClassifier evaluates the importance of each feature by
assessing how much each feature contributes to the model's predictive performance. It
utilized the feature importances provided by the trained RandomForestClassifier to
identify the most influential features.

Upon analyzing the feature importance scores, it was observed there was a clear
distinction in the significance of various features. Each feature was assigned an
importance score, indicating its contribution to the model's predictive power. By
examining these scores, valuable insights were gained into the underlying patterns and
relationships within our dataset.

To ensure that we capture a substantial portion of the dataset's predictive power
while minimizing the number of features, the cumulative importance of features was

calculated. This allowed the model to determine the number of features required to
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achieve 99.00%, 95.00%, and 90.00% of the total importance. By selecting a subset of
features that collectively accounts for 99.00%, 95.00%, and 90.00% of the total
importance, it aimed to reduce the dimensionality of the dataset while preserving its
predictive capability.

Analysis of the importance scores revealed that the ‘ts’ column was the column
with the greatest score at 19.73%. The column with the second greatest score was
‘dst_port’ at 18.82%. The remaining columns achieved importance scores of less than
1.00%. The first test was to determine the number of columns needed for 99.00% of
importance. It was determined that 21 columns achieved 99.00% importance. The second
test was to determine how many columns were needed for 95.00% importance. It was
determined that 15 columns contributed 95.00% importance. The last value tested was
90.00% importance. For 90.00% importance, it was determined that 11 columns
contributed.

4.6 Machine Learning Model Evaluation

This section presents the comprehensive results obtained from a diverse array of
machine learning models, each meticulously tuned through hyperparameter optimization.
The models under scrutiny encompass a spectrum of techniques, including random forest,
isolation forest, deep neural networks (DNN), and an approach integrating a sparse
capsule autoencoder (SCAE) with an attention gate recurrent unit (AGRU). Through
systematic hyperparameter tuning, the models were fine-tuned to achieve their utmost
potential in capturing nuanced patterns indicative of anomalies within complex datasets.
The subsequent analysis delves into the performance metrics attained by each model,

shedding light on their individual strengths and areas for potential improvement.
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Moreover, this section illuminates the innovative strategies of quantization and
ensemble learning employed to further enhance the efficacy and efficiency of anomaly
detection systems. Quantization techniques were applied to compress and optimize the
sparse capsule autoencoder model, facilitating faster inference times and reducing
computational overhead without compromising predictive performance. Meanwhile,
ensemble learning methodologies were harnessed to amalgamate the diverse predictions
generated by multiple models, thereby harnessing the collective intelligence of the
ensemble to achieve superior anomaly detection accuracy.

4.6.1 Random Forest Hyperparameter Tuning and Evaluation

Hyperparameter tuning was conducted for the random forest model once the
model architecture was initially created. An Optuna-based approach using
OptunaSearchCV was used with the goal of enhancing the performance of the random
forest model by identifying the optimal combination of hyperparameters. The search
space for hyperparameters included 'n_estimators', 'max_depth', 'min_samples_split’, and
'min_samples_leaf', each defined with a range or distribution using IntDistribution.
During the optimization process, OptunaSearchCV conducted a specified number of trials
(20 in this case) with cross-validation to evaluate the model's performance. The best
hyperparameters were determined based on the accuracy score. Once identified, the
model was trained using the optimal hyperparameters and evaluated on both the
validation and test sets. Additionally, performance metrics such as accuracy, precision,
recall, and F1 score were computed to assess the model's effectiveness in classification

tasks, and a confusion matrix was reviewed, as can be seen in the appendix Figure A-1.
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Overall, this approach aims to automate the process of hyperparameter tuning to enhance
the random forest classifier's predictive capabilities.

After thorough hyperparameter tuning and iterative testing, the random forest
model was optimized with a configuration of 100 estimators, with no maximum depth
specified, minimum samples required to split set at 2, and minimum samples per leaf
node set to 1, as can be seen in Table 4-8. This finely tuned model achieved exceptional
performance on the given task, demonstrating an accuracy of 99.96%, precision of
99.99%, recall of 99.96%, and an F1 score of 99.98%. These results highlight the
effectiveness of the hyperparameter tuning process in enhancing the random forest
model's predictive power, resulting in highly accurate and reliable predictions.

Table 4-8. Random Forest Parameters

Parameters Values

n_estimator 100

max_depth None
min_samples_split 2
min_samples_leaf 1

Table 4-9. Random Forest Performance Metrics

Metric Value
Accuracy 99.96%
Precision 99.99%

Recall 99.96%
F1 Score 99.98%

4.6.2 Isolation Forest Hyperparameter Tuning and Evaluation
Hyperparameter tuning was performed on the isolation forest model once
constructed. Initially, the function applied feature selection to focus on the most relevant

attributes, enhancing the efficiency of the subsequent processes. Utilizing Grid Search
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Cross-Validation, it systematically explored a predefined range of hyperparameters such
as contamination rate, the number of estimators, and maximum samples to identify the
optimal configuration for the isolation forest model. The best hyperparameters were then
employed to train the model on both the training and validation datasets, ensuring
robustness. Subsequently, the model is evaluated on the test set, where predictions are
mapped to binary labels (0 for anomalies and 1 for normal instances) for evaluation.
Performance metrics, including accuracy, precision, recall, and F1 score, were computed,
providing a comprehensive assessment of the model's effectiveness. Additionally, a
confusion matrix is generated to visualize the model's classification results. This
approach facilitated informed decision-making in anomaly detection tasks, offering
insights into the isolation forest's efficacy in identifying anomalies within datasets.

The hyperparameter tuning results for the isolation forest model reveal the
optimization of key parameters to enhance the model's anomaly detection performance.
With a search space encompassing 27 candidate configurations and employing a cross-
validation strategy with 5 folds, the optimal hyperparameters were determined to be a
contamination rate of 0.05, a maximum sample size of 256, and an ensemble size of
100.00. This fine-tuning process ensured the model's sensitivity to anomalies while
maintaining its robustness against outliers. Upon evaluation, the isolation forest model
demonstrated a commendable overall performance, achieving an accuracy of 79.00%.
Notably, the model exhibited high precision 81.00% and recall 79.00%, indicating its
effectiveness in correctly identifying anomalies while minimizing false positives.
However, the F1 score of 72.00% suggests a moderate balance between precision and

recall, highlighting areas where further optimization or model refinement may be
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beneficial. The confusion matrix illustrated the model's classification results, depicting
13,735 true negatives and 463,397 true positives, with 1,708 false negatives and 122,469
false positives. These results provide valuable insights into the model's predictive
capabilities and its ability to accurately identify anomalies within the dataset.

Table 4-10. Isolation Forest Parameters

Parameter Value
Folds 5
Candidates 27
Total Fits 135
Contamination 0.05
max_samples 256
n_estimators 100

Table 4-11. Isolation Forest Performance Metrics

Metric Value
Accuracy 79.00%
Precision 81.00%

Recall 79.00%
F1 Score 72.00%

4.6.3 Deep Neural Network Hyperparameter Tuning and Evaluation

The hyperparameter tuning model for the Deep Neural Network (DNN) utilized
Optuna, a hyperparameter optimization framework, to enhance the model's performance.
The DNN architecture was defined within a Python class, including the input dimensions,
hidden layer sizes, dropout rate, and activation functions. The train_and_evaluate_dnn
function, serving as the core training and evaluation loop, employed Optuna's suggested
hyperparameters to train the model iteratively while evaluating its performance on

validation data. The optimization objective was to maximize the desired evaluation
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metric, such as accuracy and F1-score. Optuna's study object managed the optimization
process, exploring the hyperparameter space efficiently using a specified number of
trials. The model iteratively adjusted its parameters based on trial suggestions until the
optimal configuration was found. Finally, the best parameters and corresponding
performance metrics were printed, providing insights into the most effective
configuration for the DNN model.

After thorough experimentation, the optimal configuration was determined to be a
dropout rate of 00.05 and a learning rate of 00.01, with the Stochastic Gradient Descent
(SGD) optimizer and a batch size of 32. This fine-tuning process resulted in exceptional
performance metrics on the test dataset, showcasing the efficacy of the chosen model
architecture and hyperparameters. The model achieved an outstanding accuracy,
precision, recall, and F1 score of 99.00%, demonstrating its ability to effectively classify
instances. The confusion matrix further illustrates the model's robustness, with the
majority of instances correctly classified, yielding only a small number of false positives
and false negatives. Overall, these results underscore the effectiveness of hyperparameter
optimization in enhancing the performance of deep learning models for classification
tasks.

4.6.4 Sparse Capsule Autoencoder with Attention Gate Recurrent Unit
Hyperparameter Tuning and Evaluation

The hyperparameter tuning model for the sparse capsule autoencoder utilized
Optuna, a hyperparameter optimization framework. It began by preprocessing the input
sequences, ensuring they were of uniform length, then converting them into PyTorch

tensors and creating DatalLoaders for training, validation, and testing. The model

82



architecture, named CustomModel, was defined with configurable hyperparameters such
as the hidden size, dropout rate, learning rate, and batch size. Within the objective
function, these hyperparameters were optimized using Optuna’s suggested methods. The
model was trained using the Adam optimizer and BCEWithLogitsLoss criterion, with the
training loop running for a fixed number of epochs. After optimization, the best
hyperparameters were extracted from the Optuna study and used to initialize and train the
final model, followed by an evaluation on the test set as can be seen in the appendix
Figure A-2. This approach efficiently searched the hyperparameter space to find the
configuration that minimized the validation loss, resulting in an optimized model for the
sparse capsule autoencoder.

With careful tuning of hyperparameters, the model achieved exceptional
accuracy, precision, recall, and F1 score metrics. The chosen configuration included a
batch size of 64, a learning rate of 0.00009, a hidden size of 122, and a dropout rate of
0.1648. This configuration resulted in an accuracy of 99.35%, indicating the proportion
of correctly classified instances out of the total. Moreover, the precision of 99.59%
signified the model's ability to accurately identify positive instances, while the recall of
99.58% indicated its capability to capture the majority of positive instances from the
dataset. The F1 score, which combined precision and recall, also reached 99.58%,
reflecting a harmonious balance between these metrics. Overall, the SCAE model's
performance underscores its efficacy in accurately and reliably classifying instances,

making it a robust choice for the given task.
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Table 4-12. SCAE Parameters

Parameter Value
batch_size 64
learning_rate 0.00009
hidden_size 122
dropout_rate 0.1648

Table 4-13. SCAE Performance Metrics

Metric Value
Accuracy 99.35%
Precision 99.59%

Recall 99.58%
F1 Score 99.58%

4.6.5 Quantization Evaluation

The quantization model resulted in an effective approach to evaluating the
performance of a quantized PyTorch model on the test dataset. The model was first
loaded from the specified directory using the load_quantized_model function, ensuring it
was in evaluation mode and located on the central processing unit (CPU), as quantization
is supported on this device. Subsequently, the evaluation function evaluate_model was
invoked to assess the model's accuracy on the test dataset. This function iterated through
batches of data, forwarding them through the model and computing predictions, which
were then compared against the ground truth labels. Upon completion, the accuracy of
the quantized model on the test set was printed alongside execution time, CPU usage, and
memory usage metrics, providing insights into the model's efficiency and resource
utilization during evaluation.

In the provided example, the quantized model achieved an accuracy of 94.28% on

the test set, with an execution time of approximately 21.37 seconds, minimal CPU usage
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of 0.20%, and moderate memory usage of 41.40%. The evaluation results showcased the
effectiveness of the quantized model in accurately predicting the target labels while
demonstrating efficient resource management, making it suitable for deployment in
resource-constrained environments where optimizing memory and computational
overhead is crucial.
4.6.6 Ensemble Learning Evaluation

The ensemble learning model combined the predictive capabilities of the random
forest classifier with the quantized sparse capsule autoencoder (SCAE) model to achieve
enhanced performance. Initially, the random forest model, trained on historical data, was
loaded to predict probabilities for the test dataset. Simultaneously, the quantized SCAE
model was prepared and utilized to generate predictions by processing sequences of data
instances. To align the SCAE predictions with the random forest model's output, the
mean predicted value of the SCAE model is computed and used to pad the initial
predictions. This alignment ensured consistency in prediction lengths between the
models. The final ensemble predictions were derived as the average of the random forest
and aligned SCAE predictions, resulting in a more robust classification outcome. Upon
evaluation, the ensemble model exhibited outstanding performance metrics, with an
accuracy of 99.96%, precision of 99.99%, recall of 99.96%, and an F1 score of 99.97%.
These metrics, as can be seen in Table 4-14, indicated the model's high predictive
accuracy and ability to effectively classify instances into the correct binary categories.
Moreover, the ensemble approach significantly outperformed individual models, as
demonstrated by the SCAE model's accuracy of 94.28% when used alone. Notably, the

ensemble model maintained high accuracy across various categories, including
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‘password’,” backdoor’, ‘normal’, ‘injection’, and ‘mitm’, with accuracies ranging from
56.81% to 99.99%. Furthermore, the model achieves these exceptional results efficiently,
with a prediction time of only 27.93 seconds, underscoring its practical feasibility for

real-time applications.

Table 4-14. Ensemble Learning Results

Attack Type Accuracy
backdoor 99.99%
password 99.98%

normal 99.95%
injection 99.95%
mitm 56.81%

The results offer a detailed examination of various machine learning models for
detecting data poisoning attacks in smart agriculture. The evaluation highlighted the
effectiveness of multiple models, including random forest, isolation forest, deep neural
networks, and sparse capsule autoencoders, each optimized for performance. Notably, the
Random Forest algorithm demonstrated the highest accuracy, achieving 99.96%. The
impact of quantization on model performance was also investigated, revealing a
significant increase in speed with a minor trade-off in accuracy. Furthermore, the
ensemble learning approach, which combined Random Forest and Sparse Capsule

Autoencoder, showed substantial improvements in detection accuracy.
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Chapter 5—Discussion and Conclusions
5.1 Discussion

The study's findings regarding the first research question indicate that the random
forest algorithm outperformed the isolation forest while showing comparable results to
the deep neural network (DNN) and sparse capsule autoencoder (SCAE) in identifying
data poisoning attacks within smart agriculture. Notably, the random forest achieved a
remarkable accuracy of 99.96%, contrasting with the isolation forest's lower accuracy of
79.00%, while the DNN and SCAE demonstrated accuracies of 99.00% and 99.35%,
respectively.

The random forest's superior performance may stem from its adeptness in
handling high-dimensional data with intricate feature interactions. Furthermore, random
forests exhibit robustness against overfitting, thanks to their incorporation of randomness
during feature selection and tree construction. This characteristic facilitates generalization
to unseen instances, which is vital for effective anomaly detection in dynamic agricultural
environments. Additionally, their ability to disregard irrelevant or redundant features
enhances their suitability for diverse datasets encountered in smart agriculture
applications, where data may contain noise or irrelevant variables. Leveraging the
collective insights of multiple decision trees, random forests excel in distinguishing
meaningful signals from background noise, thereby bolstering the accuracy and reliability
of anomaly detection processes.

For research question 2, the initial evaluation of the sparse capsule autoencoder
(SCAE) model before quantization revealed significant execution time, with a duration of

2,558.74 seconds, as well as considerable central processing unit (CPU) and wall times of
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4 minutes 32 seconds and 42 minutes 54 seconds, respectively. Despite the relatively
high computational cost, the SCAE model demonstrated commendable accuracy,
achieving a performance level of 99.34%. However, upon the application of quantization,
notable changes in both speed and accuracy were observed. While the execution time
experienced a drastic reduction to 21.37 seconds, representing a substantial improvement
in model speed, the accuracy of the quantized SCAE model decreased to 94.28%.

These findings suggest that quantization has a significant impact on the speed and
performance of the SCAE model. While quantization leads to notable enhancements in
model speed, as evidenced by the considerable reduction in execution time and memory
usage, it comes at the cost of decreased accuracy. This trade-off between speed and
accuracy highlights the importance of carefully considering the implications of
quantization when deploying machine learning models in real-world applications,
particularly in scenarios where both speed and accuracy are critical metrics for model
performance.

For research question 3, the utilization of an ensemble learning approach, which
combines the predictive abilities of multiple models, including the random forest and
SCAE models, has demonstrated promising outcomes in augmenting detection accuracy
within agricultural artificial intelligence (Al) networks. By integrating the strengths of
both the random forest and SCAE models, the ensemble learning framework was able to
achieve a substantial increase in accuracy, elevating it to an impressive level of 99.96%.
This notable improvement in accuracy, particularly when compared to the accuracy levels
of the individual models, highlights the efficacy of ensemble learning in enhancing

anomaly detection performance.
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One significant advantage of incorporating the SCAE model into the ensemble
learning framework alongside the random forest is the ability to leverage the unique
capabilities of each model for more comprehensive anomaly detection. While the random
forest excels in handling structured data and making accurate predictions based on
decision trees, the SCAE model offers the advantage of capturing complex patterns and
relationships within unstructured data, such as images or time-series data. By combining
these complementary strengths, the ensemble learning model can effectively leverage the
diversity of predictions from multiple models to achieve superior detection accuracy and
robustness, thereby enhancing its ability to identify and classify various types of
anomalies within the agricultural Al network.

5.2 Conclusions

In conclusion, this study has revealed insightful findings regarding the impact of
quantization on the speed and performance of the sparse capsule autoencoder (SCAE)
model, as well as the effectiveness of ensemble learning in detecting attacks within
agricultural Al networks. The quantized SCAE model exhibited a significant
improvement in speed, with a notable reduction in execution time while maintaining a
relatively high level of accuracy. This enhancement underscores the potential benefits of
implementing quantization techniques to optimize model efficiency without
compromising performance. Furthermore, the ensemble learning approach demonstrated
remarkable efficiency in detecting various types of attacks within the agricultural Al
network, yielding impressive accuracy rates across multiple scenarios. However, it is
worth noting that the detection of man-in-the-middle (MITM) attacks exhibited

comparatively lower accuracy, which may be attributed to the limited amount of data
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available for training and testing these specific attack instances. Despite this limitation,
the overall findings emphasize the promise of ensemble learning methodologies in
enhancing anomaly detection capabilities, highlighting their potential utility in bolstering
the security and resilience of agricultural Al systems against diverse cyber threats.

5.3 Contributions to Body of Knowledge

This study contributes to the body of knowledge in agricultural Al security by
empirically investigating the effects of quantization and ensemble learning techniques on
anomaly detection within Al-based agricultural systems.

Building upon previous research that identified future directions such as the
exploration of quantization and ensemble learning, this study provides valuable insights
into the practical implications of these methodologies in enhancing the efficiency and
effectiveness of anomaly detection mechanisms.

By rigorously evaluating the impact of quantization on model speed and
performance, as well as assessing the efficacy of ensemble learning in detecting diverse
cyber threats, this research offers valuable guidance for the development and
implementation of robust security measures tailored to the unique challenges faced by
agricultural Al networks.

Through its empirical findings and methodological contributions, this study
advances the understanding of Al-driven security solutions in agriculture, laying the
groundwork for further advancements in this critical domain.

5.4 Recommendations for Future Research
Moving forward, it is imperative to delve deeper into enhancing and broadening

datasets by incorporating diverse sources and ensuring the representation of real-world
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scenarios. Additionally, the exploration of sophisticated ensemble learning
methodologies could greatly enhance model performance and robustness. These
endeavors are crucial in confronting the complexities presented by increasingly
sophisticated cyber threats, thereby fortifying the landscape of agricultural Al security

protocols.

Furthermore, there is a compelling need for extensive analysis and
experimentation aimed at refining the equilibrium between speed and precision within
quantized Sparse Capsule Autoencoder (SCAE) models. This could involve testing the
models in real-world environments to assess their performance under practical
conditions. Additionally, conducting thorough benchmarking against existing models and
evaluating their efficacy across a range of tasks and datasets would provide valuable

insights.
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Figure A-1. Random Forest Confusion Matrix
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Figure A-2. SCAE Training and Validation Loss
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