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Abstract of Praxis 

 

DART-FT: Decomposed, Ambiguity-Aware, Risk-Targeted Fine-Tuning of 

Transformer Models for Ancient Greek Morphological Tagging 

 

    

  Low-resource languages present challenges for generating accurate morphological 

tagging models due to data sparsity. Languages which exhibit complex morphological 

structures (internal word structures) further compound the problem of accurate 

morphological tagging model creation. Ancient Greek is a low-resource language with 

complex morphology, leading to frequent morphological ambiguity where a single word 

form can have multiple grammatical interpretations. Standard fine-tuning techniques, 

such as training with cross-entropy loss, focus on increasing overall accuracy, but can 

leave systematic errors concentrated in the most ambiguous tokens. Decomposed, 

Ambiguity-Aware, Risk-Targeted Fine-Tuning (DART-FT) is a targeted fine-tuning 

method that identifies a slice of tokens (the high-risk slice) associated with recurrent 

baseline model errors. The method applies multiple filtering passes to dynamically 

determine which tokens to target for fine-tuning. The targeted fine-tuning process utilizes 

oversampling. Experiments were conducted with cross-entropy, class-balanced, and 

class-balanced combined with focal loss, producing a total of 90 distinct models over 5 

random seeds on the UD Ancient Greek PROIEL treebank. The model with the largest 

increase in accuracy on the high-risk slice, as compared to the corresponding standard 

cross-entropy fine-tuned baseline model, exhibited a statistically significant increase of 

6.4 percentage points. Global macro F1 scores for the models were stable and slightly 

increased. DART-FT enables targeted repairs to error-prone areas of fine-grained 
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morphological tagging models trained on limited labeled corpora and serves as a 

resource-efficient alternative when additional pre-training is impractical. 
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Glossary of Terms 

Baseline Model: Standard fine-tuned Ancient-Greek-BERT, trained with cross-

entropy loss and no oversampling 

Feature-Value Pair (FV): A single unit of morphological information which includes 

an attribute and associated grammatical value 

High-Risk Slice: An empirically identified subset of tokens in the dataset where the 

baseline model exhibits frequent and systematic fine-grained 

morphological tagging errors, defined through a three-pass feature-

value filtering procedure 

Low-Resource Language: A language with relatively minimal digital data or natural 

language processing tools 

Morphological Ambiguity: A word which can have multiple syntactic meanings 

depending on the grammatical interpretation 

Morphology: The internal grammatical structure of a word (e.g., case, gender, 

number) 

Oversampling: Data augmentation that increases the learning process exposure to 

a subset of data 

Random Seed: An initial value for a random number generator 

Scriptio Continua: Text written without spaces and sometimes also lacking 

punctuation or diacritics 

Syntactic: Grammatical rules that determine how sentences are formed 
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Syncretism: The exact same word utilizing different grammatical categories to 

express different meanings which is resolved by context 

Treebank: A corpus which is annotated with morphological labels and 

structure 
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Chapter 1—Introduction 

 

1.1 Background 

Accurate natural language processing is a foundational activity which underpins 

essential aspects of modern life in areas such as international commerce, cross-cultural 

relationships, and academic exploration. Automated language processing tools exist and 

are increasing in sophistication for high resource languages (HRLs) such as English, 

French, and Spanish. However, a divide exists when compared to low resource language 

(LRL) environments. For example, human translators remain the primary agent 

performing translation activities, resulting in a process which is slow, expensive, and 

difficult to scale. Although different definitions exist for what constitutes a LRL (Nigatu 

et al., 2024), they typically involve a lack of digital resources, linguistic data, and natural 

language processing tools (Pakray et al., 2025). Morphological ambiguity, where a word 

or character can hold multiple grammatical meanings (Prior et al., 2010), is often a 

limitation preventing LRL automated processing. Addressing the morphological 

ambiguity challenge helps to close the HRL/LRL divide, enabling efficient flow of 

information which could accelerate academic discovery and natural language processing 

activities (Pava et al., 2025). 

To enable automated LRL processing, there is a need for some fundamental 

underpinnings to be in place. For example, each word in a language requires descriptive 

metadata labels. These labels can include noun/verb/etc. and are frequently stored in a 

data structure known as a treebank. The labeling of each word (and dependencies 

between words) in the language is a manual and time-intensive process carried out by 

linguistic experts. The accurate labeling of each word can support automated translation 
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and other downstream tasks. In some languages, certain words have a higher potential for 

label errors than other words. The words with high label error rates can cause negative 

impacts to translation.  

One such LRL is Ancient Greek. Ancient Greek contains a number of linguistic 

features which lead to ambiguity in general, such as a lack of punctuation and spaces 

between words in written ancient manuscripts (i.e., Scriptio Continua) (Heilmann, 2020, 

p. 181) as noted in Figure 1. More important as relates to this praxis, the morphology of 

Ancient Greek includes features such as “part of speech, person, number, tense, mood, 

voice, gender, case and degree” where the combination of different feature expressions 

can lead to the exact same word having different meanings in different contexts 

(Bamman & Crane, 2011, p. 83). 

 

Figure 1  Image of John 1:1-3 from the Codex Sinaiticus Project 

(Codex Sinaiticus - See The Manuscript | John 1:1-3, Folio 247, British Library, 2025) 

Non-commercial educational use permitted. 
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A concrete example of morphological ambiguity (specifically syncretism) is 

helpful in conveying the concept. The word τίς is an interrogative pronoun (Strong’s 

Greek: 5101. Τίς, 1890) and can take several forms depending on the use within a 

sentence, one of which is τίνα (Table 1). The English translation of τιν-ά in the plural 

nominative form is what things1 and the plural accusative form is what/which things. 2 

Additionally, as a general source of ambiguity, Ancient Greek lacks accent marks in 

many manuscripts, which can result in the same written word having different meanings 

depending on context. The lack of accent marks can contribute to broader ambiguities. 

However, this praxis focuses on the morphological ambiguity which can arise from 

syncretism and data sparsity. Language models, such as Ancient-Greek-BERT, are 

challenged by morphological ambiguity, often leading to labeling errors. This praxis 

proposes a novel method to identify an empirically defined high-risk slice of Ancient 

Greek tokens associated with frequent and systematic fine-grained morphological tagging 

errors and evaluates the impact of a targeted fine-tuned Ancient-Greek-BERT model in 

reducing labeling errors for those tokens. 

 

 
1 John 10:6 τίνα takes the plural nominative form – “his parable spake Jesus unto them: but they understood 

not what things they were which he spake unto them. “ KJV https://biblehub.com/interlinear/john/10.htm; 

https://biblehub.com/interlinear/john/10-6.htm  
2 Acts 17:20 τίνα takes the plural accusative form - “For thou bringest certain strange things to our ears: we 

would know therefore what these things mean.” KJV https://biblehub.com/kjvs/acts/17.htm; 

https://biblehub.com/interlinear/acts/17.htm  

https://biblehub.com/interlinear/john/10.htm
https://biblehub.com/interlinear/john/10-6.htm
https://biblehub.com/kjvs/acts/17.htm
https://biblehub.com/interlinear/acts/17.htm
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Table 1 Example of τίνα ambiguous forms 

 

Case Interrogative Indefinite  
 Masculine/ 

Feminine 

Gender-

invariant 

Neuter Masculine/ 

Feminine 

Gender-

invariant 

Neuter 

SINGULAR 

Nominative τίς 
 

τί τὶς 
 

τὶ 

Genitive 
 

τίν-ος, τοῦ 
  

τιν-ός, τοῦ 
 

Dative 
 

τίν-ι, τῷ 
  

τιν-ί, τῷ 
 

Accusative τίν-α 
 

τί τινά 
 

τὶ 

PLURAL 

Nominative τίν-ες  τίν-α τιν-ές  τιν-ά 

Genitive  τίν-ων   τιν-ῶν  

Dative  τί-σι（ν）   τι-σί（ν）  

Accusative τίν-ας  τίν-α τιν-άς  τιν-ά 

Note. Adapted from (Smyth, 1920, Sections 334–335). 

 

 

1.2 Research Motivation 

The research community recognizes the problem of labeling errors in Ancient 

Greek and other similar languages. Recent conferences and calls for papers have 

encouraged further research in this area. One such example is the 2025 Ancient 

Languages Processing (ALP) workshop (ALP 2025, 2025), where the call for papers 

included morphological analysis (The Second Workshop on Ancient Language 

Processing @NAACL 2025, 2025) and the papers received included several related to 

tagging and disambiguation (Chiruzzo et al., 2025).  

A secondary motivation is to contribute towards reducing the time required for 

academic and applied work with Ancient Greek texts. A specific example of ongoing 

work with Ancient Greek is Bible translation. The Bible continues to be translated from 

Ancient Greek (and Hebrew/Aramaic) into modern LRLs. Over 2,500 languages are 

either awaiting Bible translation to begin or currently in the initial stages of the 

https://www.perseus.tufts.edu/hopper/morph?l=ti%2F&la=greek&can=ti%2F1&prior=ti/s
https://www.perseus.tufts.edu/hopper/morph?l=n&la=greek&can=n1&prior=ti-si/
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translation process (“2024 Global Scripture Access,” 2025)3. Improved label accuracy 

within an Ancient Greek language model could potentially increase the efficiency of 

translation, parsing, and other downstream activities. However, the primary contribution 

is improved fine-grained morphological tagging accuracy, not an evaluation of potential 

impacts on translation speed or cost. 

1.3 Problem Statement 

Automatic fine-grained tagging mislabels approximately 7% of Ancient Greek 

words, in part due to grammatical ambiguity (Singh et al., 2021, p. 134), and contributes 

to downstream issues such as a 26% relative reduction in machine translation quality 

compared with models supplied with accurate grammatical properties (Rapacz & 

Smywiński-Pohl, 2025, p. 145). 

Several downstream issues occur because of inaccurate morphological tagging 

models. For example, some Ancient-Greek translation systems utilize lower-level 

mechanisms, such as parsers which structure syntactic information. The accuracy of the 

information contained within parser output positively benefits from accurate 

morphological label inputs. Further, suboptimal parsers limit the ability of scholars to 

search and compare texts (Bamman & Crane, 2011, p. 15). Although errors occur with 

automated tagging processes in both coarse and fine-grained tagging, this praxis focuses 

on fine-grained tagging as it is the more challenging problem area.  

1.4 Thesis Statement 

A targeted fine-tuned Ancient-Greek-BERT model will reduce mislabeling in fine-

grained Ancient Greek morphological tagging. 

 
3 One of the larger Bible translation organizations is Wycliffe, with annual revenues exceeding $200 

million (Wycliffe Financial Accountability, 2025). 
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Fine-grained morphological tagging accuracy will improve through a targeted 

fine-tuning method that focuses on an empirically identified high-risk slice of tokens 

associated with frequent and systematic fine-grained morphological tagging errors. This 

research evaluates if such a targeted intervention can improve performance on error prone 

slices without harming global model stability.  

1.5 Research Objectives 

The following are the objectives: 

RO1: Develop and execute a methodology for identifying an empirically defined 

high-risk slice of Ancient Greek tokens associated with frequent and systematic 

morphological tagging errors. 

RO2: Develop a targeted fine-tuned Ancient-Greek-BERT model with improved 

fine-grained morphological tagging accuracy compared to baseline standard fine-tuned 

Ancient-Greek-BERT models, for the high-risk slice. 

RO3: Provide statistical validation and error analysis of the targeted fine-tuned 

model compared to baseline standard fine-tuned models. 

1.6 Research Questions and Hypotheses 

The following research questions will support the research objectives: 

 RQ1: Does targeted fine-tuning negatively impact global macro F1 performance 

compared with a standard fine-tuned model? 

RQ2: Does targeted fine-tuning increase fine-grained morphological tagging 

accuracy for the high-risk slice compared to a standard fine-tuned Ancient-Greek-BERT 

model? 
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RQ3: How sensitive is targeted fine-tuning performance to the degree of 

oversampling of high-risk tokens? 

 H1: Targeted fine-tuning does not negatively impact global macro F1 

performance compared with a standard fine-tuned model. 

 H2: Targeted fine-tuning yields significantly higher fine-grained morphological 

tagging accuracy for the high-risk slice compared to a standard fine-tuned Ancient-

Greek-BERT model. 

H3: High-risk slice performance is sensitive to the oversampling factor, with 

intermediate oversampling achieving the highest mean accuracy improvement among 

tested factors. 

1.7 Scope of Research 

This praxis focuses on fine-grained morphological tagging (as compared to coarse 

grained morphological tagging). The research utilizes the Ancient-Greek-BERT model 

using the PROIEL Universal Dependency Treebank. Further, a small-scale exploratory 

downstream translation pilot to evaluate if the application of DART-FT can impact 

translation quality (however, downstream translation quality is a secondary evaluation 

compared with the primary tagging work) is included.  

1.8 Research Limitations 

A few areas of research limitations exist.  

1. There is a limited corpus of training data, focused on the collection of 27 

books of the Ancient Greek New Testament of the Bible and Herodotus. A 

total of approximately 140,000 tokens exist in the Ancient Greek New 

Testament portion of the PROIEL treebank (The PROIEL Treebank, 
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2014/2025). This limited and narrowly scoped training set is quite small 

compared with the datasets used by modern transformer-based models which 

can exceed billions of tokens (e.g., Colossal Clean Crawl Corpus) (Raffel et 

al., 2020). Further, the focus is on the PROIEL treebank and does not consider 

other datasets such as MorphGNT (MorphGNT, 2025).  

2. Although generalizability of the methodology is plausible, it is not empirically 

validated. Applicability of the method depends on several prerequisites to 

include: a labeled corpus (e.g., treebank) with token-level gold annotations, a 

decomposable finite set of feature-value pairs, and a pretrained transformer 

model which can be fine-tuned. 

3. The definition of the high-risk slice is established within this research, 

suggesting that other definitions may yield different results. 

4. A translation pilot is presented as a secondary exploratory result. 

5. The threshold values (e.g., 35% diversity limit) used to identify the high-risk 

slice were selected as design choices and significantly impact the slice 

composition. A limited ablation study utilizing alternative values for the 

threshold parameters was conducted for the purpose of identifying sensitivity. 

However, an exhaustive optimization study was outside the scope of this 

praxis. 

1.9 Organization of Praxis 

This praxis is structured in the following manner: Chapter 2 reviews the relevant 

literature related to Ancient Greek natural language processing and fine-tuning methods. 

Chapter 3 elaborates on the methodology of targeted-fine tuning and evaluation. Chapter 
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4 presents the results to include statistical validation, demonstrating support for the 

hypotheses. Lastly, Chapter 5 provides a discussion of the conclusions as well as 

potential areas for future research.  
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Chapter 2—Literature Review 

 

2.1 Introduction 

The literature related to this topic area is expansive, in some cases covering 

hundreds of years of history (specifically, the study of the Ancient Greek language4). 

This literature review will include a high-level overview of relevant items of interest 

related to Ancient Greek morphology. A summary of the characteristics of Ancient Greek 

that lead to morphological ambiguity will be discussed. The specific corpus and treebank 

will be explored. Then the areas of modern natural language processing, especially as 

relates to fine-tuning methods, and evaluation considerations will be reviewed.  

2.2 Ancient Greek Morphology 

 The study of the internal structure of words is the field of morphology (J. T. 

Devlin et al., 2004, p. 14984). Morphemes are the components which form words. For 

example, morphemes such as a prefix + stem (e.g., un + happy) could be combined to 

form a word (e.g., unhappy). Ancient Greek morphology contains several forms which 

differ from English5. For example, nouns inflect in five cases – nominative, genitive, 

dative, accusative, and vocative (Smyth, 1920, §201), whereas English nouns lack such a 

mechanism and rely mainly on word order to indicate grammatical relationships within 

sentences. Ancient Greek sentence construction allows for flexible word order, as the 

morphology provides the primary mechanism for grammatical relations (Allan, 2014, p. 

 
4 Although expertise in reading and interpreting Ancient Greek is helpful, it is not required to gain a robust 

understanding of the literature. 
5 It is beyond the scope of this praxis to detail each of the morphological features of Ancient Greek. 

However, several public domain resources are available to provide additional insight. 
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181). Therefore, accurate morphological features are essential to derive accurate syntactic 

meaning in Ancient Greek.  

2.3 Corpus and Treebanks 

 In natural language processing (NLP), “a treebank is a large collection of 

sentences in which the syntactic relation for every word is made explicit – where a 

human has encoded an interpretation of the sentence in the form of a linguistic 

annotation.” (Bamman & Crane, 2011, p. 80) Treebanks typically involve human expert 

annotation (or review of automated annotation) of morphology for each word in the 

corpora. These annotations can then be used by automated taggers and parsers for 

training and evaluation (Marcus et al., 1993, p. 313).  

 The Universal Dependencies (UD) Framework was developed to provide a standard 

structure to express annotations across treebanks and enables a level of comparison 

between treebanks. Three significant elements of the UD include Universal Part-of-

Speech (UPOS), Universal Morphological Features (FEATS), and dependency relation 

labels (de Marneffe et al., 2021, pp. 258, 261, 263). The elements are typically encoded 

through the Conference on Computational Natural Language Learning (CoNLL-U) file 

format (Zeman et al., 2017). The format is tab separated and contains ten columns: ID, 

FORM, LEMMA, UPOS, XPOS, FEATS, HEAD, DEPREL, DEPS, MISC (CoNLL-U 

Format, 2025) 

 The Pragmatic Resources in Old Indo-European Languages (PROIEL) project 

developed multiple parallel treebanks focused on old Indo-European languages (Eckhoff 

et al., 2018). The project produced several software tools and process guidelines. 

Annotation is performed manually by trained human annotators and includes editorial 
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review (Eckhoff et al., 2018, p. 34). The Ancient Greek PROIEL treebank was developed 

with the Ancient Greek New Testament and portions of Herodotus (UD Ancient Greek 

PROIEL, 2025). Because these texts originate from different periods of Ancient Greek, 

morphological variation exists within the treebank. Figure 2 represents an excerpt of data 

from the PROIEL treebank, demonstrating the structure of the UPOS single element and 

FEATS concatenation of elements. Other Ancient Greek treebank resources exist, but 

differences exist related to the annotation workflows. For example, the Ancient Greek 

and Latin Dependency Treebank (AGDT)/Perseus utilizes multiple annotators with 

adjudication (Bamman et al., 2009, p. 5) whereas Dependency Treebanks of Ancient 

Greek Prose utilize a single annotator (Gorman, 2020). 

 

Figure 2 PROIEL Universal Dependency Ancient Greek Treebank Structure. 

Text is from the Gospel of Matthew 1:1 

 

2.4 Tagging and Granularity 

Tagging involves making an assignment of a part of speech or grammatical 

property to a particular word in a text (Merialdo, 1994, p. 155).  Granularity is a key 

differentiator when describing morphological tagging. Coarse-grained morphological 

tagging refers to only the UPOS element, whereas fine-grained morphological tagging 

includes both UPOS and FEATS elements (Mueller et al., 2013, p. 322). For example, the 

English word cats has a coarse-grained UPOS tag of “NOUN” and a fine-grained 

UPOS+FEATS tag of “NOUN|Number=Plur”. In Ancient Greek, the word θεόν (i.e., the 
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accusative singular form of the word θεός or God) has the following fine-grained tags: 

“NOUN|Case=Acc|Gender=Masc|Number=Sing” (UD_Ancient_Greek-PROIEL Dev 

Split, 2025, Line 1352). Due to the morphologically rich nature of Ancient Greek the 

fine-grained tag is more extensive than the English tag because it must store information 

such as case, gender, and number. The main emphasis of this research is on fine-grained 

tagging. As compared to coarse-grained morphological tagging, fine-grained tagging 

introduces the potential for more errors in morphologically ambiguous tokens because the 

model must learn more distinct morphological features. 

2.5 Morphological Ambiguity 

 Ambiguity arises in morphology when a word can have multiple syntactic 

meanings depending on the context, including the POS tag as well as other morphological 

feature tags. (Tolegen et al., 2024, p. 1). In English, we see lexical ambiguity in examples 

such as with the word book. For example, we could book (verb) a flight or read a book 

(noun). Instead of relying on fine-grained morphology to disambiguate the syntactic 

meaning, English utilizes word order for this purpose.  

In contrast, Ancient Greek displays morphological ambiguity to a greater degree 

than English because word order is highly flexible and cannot be relied on to provide 

clarity on ambiguous forms. Table 2 provides illustrative examples of common frequently 

morphologically ambiguous Ancient Greek words and associated fine-grained 

morphological labels. 
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Table 2 Illustrative examples of Ancient Greek words 

which are frequently morphologically ambiguous. 

Adapted from (Smyth, 1920, p. §334, 338, 1689) 

 

Morphologically 

Ambiguous Ancient 

Greek Word 

Fine-grained morphological labels English Gloss 

ἐπὶ (epi) Preposition (ADP) governing Dative on, upon, near 

Preposition (ADP) governing Accusative onto, against 

Preposition (ADP) governing Genitive during, in the time of 

τίς (tis) Interrogative pronoun (Nom. Masc./Fem. Sing.) who 

Interrogative pronoun (Gen. Masc./Fem. Sing.) whose 

ὅς (hos)  Relative pronoun (Nom. Masc. Sing.) who 

Relative pronoun (Acc. Masc. Sing.) whom 
 

 

2.6 Impacts of Morphological Ambiguity 

 Morphological ambiguity produces several challenges related to machine 

learning. Primarily, morphological ambiguity can contribute to tagging errors involving 

the model learning incorrect patterns especially when combined with data sparsity. For 

example, if there are thousands of instances of a word in the masculine or feminine form, 

but very few in the neuter form, there is a potential for tagging errors to occur on the 

neuter form. This is the situation in morphologically rich languages, where certain forms 

of words can appear infrequently in the training data, resulting in sparsity of word forms 

between the train and test sets (Z. Liu & Prud’hommeaux, 2022). These errors propagate 

downstream, as accurate fine-grained morphological tags are especially important in 

morphologically rich languages to support downstream NLP tasks such as parsing and 

translation (Tsarfaty et al., 2013, p. 16). 

 Pertaining to translation, recent research demonstrates the impact of accurate 

morphological information on translation quality. Rapacz & Smywiński-Pohl 
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demonstrate the presence of accurate morphological information results in a BLEU score 

of 60.4 for interlinear translation between Ancient Greek and English, compared with a 

baseline score of 44.67 without accurate morphological information (Rapacz & 

Smywiński-Pohl, 2025, p. 151). This is an absolute gain of 15.73 BLEU points, which 

corresponds to a 35.2% relative improvement over the baseline as expressed in Equation 

1.  

60.40  −  44.67

44.67
=  0.352 (35.2%) 

Equation 1 Relative improvement with accurate morphology  

compared to baseline 

 

Conversely, when there is a lack of accurate morphological information, it can be said 

that the baseline performs 26% lower than a morphologically aware model as expressed 

in Equation 2.  

60.40 − 44.67

60.40
=  0.26 (26%) 

Equation 2 Relative reduction of baseline  

compared to a model with accurate morphological information 

 

Therefore, when accurate morphology is absent, there is a substantial translation quality 

reduction as compared to a morphologically aware model. 

2.7 Morphological Error Analysis  

 Analysis of morphological errors that focuses only on aggregate analysis (e.g., 

overall accuracy) may be insufficient to provide visibility into specific patterns of errors 

that impact rare or ambiguous words (Belinkov & Glass, 2019, p. 54). To address this 

issue, behavioral testing focuses on specific targeted areas of model analysis. For 

example, the CHECKLIST framework (Ribeiro et al., 2020) provides a method to 
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conduct behavioral testing focused on morphology and other areas of language to identify 

latent patterns of errors. Additionally, probes can also be a helpful method to identify 

underlying weaknesses in a model through providing visibility into what the model has 

successfully learned (Tenney et al., 2019, p. 4593). These principles and frameworks are 

applicable to assist in establishing a data-driven approach for identifying a high-risk slice 

(T. Wu et al., 2019, p. 747) of tokens associated with frequent and systematic fine-

grained morphological tagging errors within the model. Once the slice is identified, 

targeted fine-tuning techniques can be applied to enhance the performance of the model. 

2.8 Error Propagation in Downstream Tasks 

 Morphological tagging errors negatively impact downstream tasks such as parsing 

and translation (Tsarfaty et al., 2013, p. 20). Specifically, related to morphologically rich 

languages, Seeker and Kuhn observed “one of the problems when parsing 

morphologically rich languages…is the propagation of annotation errors in the processing 

pipeline and the unreliable morphological information” (Seeker & Kuhn, 2013, p. 43). 

Therefore, as a morphologically rich language, Ancient Greek translation into other 

languages also benefits from accurate morphological information (Rapacz & Smywiński-

Pohl, 2025). 

2.9 Architectures for Part-of-Speech and Morphological Tagging 

 Multiple different machine learning architectures exist to enable morphological 

tagging. This section provides an overview of several different models. However, an all-

encompassing survey is not provided given the breadth of scope and history of the topic.  

 Going back decades, research was conducted related to computer-based part-of-

speech tagging. Hidden Markov Models (HMMs) were proposed as a solution for 
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automated part-of-speech tagging (Kupiec, 1992). Although for their time, HMMs were a 

significant step forward in coarse-grained part-of-speech tagging ability, they came with 

limitations. For example, the probability of each tag depends on the tag immediately 

preceding it (Rabiner, 1989, p. 284). This limits the ability of the model to capture the 

signal through long sequences. Recurrent Neural Networks (RNNs), to include RNNs 

with Long-Short-Term-Memory (LSTM), provide the ability to model longer sequences 

as compared HMMs (Hochreiter & Schmidhuber, 1997). However, one of the 

disadvantages of RNNs is the signal can become undetectable over time due to the 

vanishing gradient problem (Bengio et al., 1994, p. 157). LSTM was developed to 

facilitate propagation of the signal through an arbitrary length sequence. This innovation 

enabled enhanced capability for part-of-speech and morphological tagging due to the 

ability to learn dependencies over long sequences (Plank et al., 2016, p. 412). LSTM was 

further enhanced, with the introduction of Bidirectional LSTM (BiLSTM) and 

Conditional Random Field (CRF) layers (Huang et al., 2015).  

These pre-transformer architectures were largely superseded by transformer 

models for tagging due to the ability for transformers to be trained in parallel and the 

benefits of self-attention (Vaswani et al., 2017). Encoder models in particular, such as 

BERT (J. Devlin et al., 2019, p. 4175), were, and continue to be, widely used for tagging. 

Transformer language models typically begin with a pretraining stage which allows the 

model to learn fundamental patterns of language. Then, the model is fine-tuned on a 

specific subset of information to enable it to perform a specific discrete task such as 

tagging. Fine-tuned models such as Ancient-Greek-BERT have been shown to 

outperform baseline language models on fine-grained morphological tagging accuracy in 
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certain cases (Singh et al., 2021, p. 135). Table 3 summarizes the overall6 fine-grained 

morphological prediction accuracy of several transformer models which are mainly pre-

trained on an Ancient Greek language corpus (e.g., UD PROIEL). Ancient-Greek-BERT 

was selected as the primary model because it is widely adopted (Tzanoulinou et al., 2025, 

pp. 16–17) and demonstrates morphological tagging accuracy results (92.9% UFeats) 

which are slightly lower but comparable to the state-of-the-art (94.05% for greCy). 

Table 3 Ancient Greek model accuracy metrics summary  

adapted from (Tzanoulinou et al., 2025, p. 8) and (Kostkan et al., 2023, p. 131) 

 

Model Dataset Morphology (UFeats) 

accuracy, % 

Notes 

Ancient-

Greek-BERT 

UD 

PROIEL 

92.90 Subword BERT pre-trained on 

Ancient/Medieval/Modern Greek; 

fine-tuned for morphological tagging 

OdyCy UD 

PROIEL 

92.84 Pipeline built on Ancient-Greek-

BERT 

greCy UD 

PROIEL 

94.05 Uses a spaCy pipeline 

Stanza UD 

PROIEL 

92.20 Stanford neural pipeline baseline 

UDPipe UD 

PROIEL 

88.62  

GRεTA  Not reported “Comparable” to Perseus 93.13%, but 

no metrics provided for PROIEL  

 

 

2.10 Fine-Tuning Approaches  

 Fine tuning is a transfer-learning activity which begins with a pre-trained model 

and exposes the model to a task-specific dataset, often with additional strategies, to 

achieve improved results at a specific task (Howard & Ruder, 2018). As relates to 

transformer models, there are several approaches to fine tuning (of which only the most 

 
6 Overall accuracy is not the same metric as per-token accuracy. 
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relevant will be discussed). Generally, the approaches fall into three categories: loss, data, 

and architecture.  

2.10.1 Loss-based Approaches 

Loss-based approaches utilize a modified loss function to ensure emphasis on 

specific and desired areas of a task. The loss function guides the learning process within 

the model by determining the gap between predicted outputs and gold-standard labels. 

Certain loss functions adjust the learning process in how the weights are updated to yield 

improved results depending on the use-case. 

Standard (or baseline) fine-tuning typically utilizes a cross entropy (CE) loss 

function (J. Devlin et al., 2019, p. 4174). CE loss is typically selected for baseline fine-

tuning because it penalizes incorrect predictions where the model was confident to a 

greater degree than uncertain predictions, and especially categorical prediction (Connor 

et al., 2024). As shown in Equation 3, CE loss calculates the distance between the 

predicted probability and the true distribution. Standard CE-based fine-tuning has been 

shown to be effective in practice for many tasks, but it also has drawbacks such as under-

emphasis in rare classes due to a focus on training the majority classes (Johnson & 

Khoshgoftaar, 2019). This under-emphasis is evident in the results of standard fine-

tuning against morphologically rich languages which contain ambiguous words (e.g, 

Ancient Greek) (Singh et al., 2021). 

 

CED(𝑞: 𝑝) = − ∑ 𝑞𝑖 log 𝑝𝑖

𝑛

𝑖=1

 

Where q is the true distribution, 

and p is the predicted probability distribution. 
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Equation 3 Cross Entropy Loss Function 

 (Connor et al., 2024) 

 

Focal loss, as the name suggests, modifies CE loss and focuses the fine-tuning on 

the most difficult cases of class imbalance. “The loss function is a dynamically scaled 

cross entropy loss, where the scaling factor decays to zero as confidence in the correct 

class increases” (Lin et al., 2017, p. 2981). Equation 4 provides the definition for focal 

loss. The γ term is the hyperparameter that is tuned to control the degree of rate of down 

weighting. If γ is increased too high, it may overly focus on label noise instead of 

focusing on intermediate confidence terms (Adhikari et al., 2021). In the context of 

morphologically rich languages ambiguous words frequently exist in rare forms. CE loss 

does not typically focus on the rare cases and treats all cases as equal. Focal loss has been 

used to ensure that the rare cases are emphasized for additional learning in settings other 

than Ancient Greek (Abudouwaili et al., 2022). This suggests a potential for improved 

fine-grained morphological tagging within Ancient Greek. 

 

FL(𝑝𝑡) =   − (1  −  𝑝𝑡){γ} log(𝑝𝑡) 

Where 𝑝𝑡 is the models estimated probability (ground truth), 

and  (gamma) is the focusing parameter. 

Equation 4 Focal Loss Function 

 (T.-Y. Lin et al., 2017) 

 

 The issue of class imbalance is widely researched across multiple domains to 

include computer vision and speech recognition (Johnson & Khoshgoftaar, 2019). Class-

balanced loss is another approach which attempts to improve the accuracy of under-

represented classes. The loss function utilizes an algorithm to re-weight via “the effective 
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number of samples”, resulting in a loss function which is sensitive to balancing the 

classes (Cui et al., 2019). Optionally, additional approaches (e.g., Focal loss) can be 

combined with the class-balanced loss function as described in Equation 5.  

 

𝐶𝐵𝐹𝐿(𝑧, 𝑦) = −
1 − β

1 − β𝑛𝑦
∑(1 − 𝑝𝑖

𝑡)γ log(𝑝𝑖
𝑡)

𝐶

𝑖=1

 

Where  𝑛𝑦 is the number of training samples in class 𝑦,  

and β is the hyperparameter that controls the effective number of samples, 

and 𝑝𝑖
𝑡 is the models’ estimated probability of class 𝑖, 

and  (gamma) is the focusing parameter. 

Equation 5 Class-Balanced Focal Loss Function 

 (Cui et al., 2019, p. 9264) 

 

 Although several loss functions such as focal loss and class-balanced loss are 

rooted in computer vision, they are generalizable to other problem spaces. Prior research 

has demonstrated the ability for loss functions intended for use with computer vision to 

be applied to the natural language processing domain. For example, the integration of 

focal loss with BERT-based architectures proved effective with imbalanced data (J. Liu 

et al., 2021). 

2.10.2 Data-driven Approaches 

 Data-driven (or sometimes referred to as sampling) approaches select and 

promote the under-represented or difficult slices of data (He & Garcia, 2009). In contrast 

to the loss-based approaches which focus on adjusting the penalty within the loss 

function for inaccurate predictions, data-driven approaches attempt to increase training 
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on the under-represented data to increase model accuracy. Numerous data-driven 

approaches exist, with only the most relevant described. 

 Oversampling is an approach that attempts to introduce an increased number of 

instances of the under-represented data into the training activity. The repeated exposure 

to the under-represented data is intended to cause improvement to the overall learning 

accuracy of the specific hard cases. Synthetic Minority Over-sampling Technique 

(SMOTE) is a well-known implementation technique for oversampling (Chawla et al., 

2002), but not the only such technique. Oversampling can produce improved accuracy, 

but also introduces the potential for overfitting (He & Garcia, 2009, p. 1267). 

2.10.3 Architecture-based Approaches 

 Architecture-based approaches influence the internal structure of how the 

pretrained model is fine tuned. Generally, these approaches alter how the weights within 

the model are adjusted during training. A few examples include layer freezing (Howard 

& Ruder, 2018, p. 332) and contrastive learning (Gao et al., 2021). Low-Rank Adaptation 

of Large Language Models (LoRA) is another example of a fine-tuning method that 

freezes pre-trained weights and injects trainable matrices into the transformer architecture 

(Hu et al., 2021). However, LoRA and similar approaches focus on efficient adaptation 

rather than directly resolving the class imbalance or ambiguity-driven slices. 

2.10.4 Iterative Error-Driven Approaches 

 Approaches such as Just Train Twice (JTT) (Liu et al., 2021) provide a process 

which trains a model, identifies errors from the trained model, and then retrains based on 

the error slice. The retraining utilizes an upweighting (e.g., oversampling) mechanism 

which exposes the training process to a higher number of instances of the error slice 
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compared to the non-error slice. This approach has demonstrated benefits to include 

reducing spurious correlations. 

However, several limitations of this approach exist. JTT functions at a coarse 

level of reweighting, whereas Ancient Greek morphology requires a fine-grained token-

level slicing approach. For example, certain errors in Ancient Greek models may be 

caused by data sparsity, annotation errors, or systematic errors. JTT is unable to 

distinguish and isolate the signal (systematic errors) from the noise as all first pass errors 

are treated equally in terms of upweighting. DART-FT can be viewed as a generalization 

of JTT. DART-FT utilizes an approach that focuses on the fine-grained feature-value 

pairs to identify errors, coupled with a robust process to identify a diverse high-risk slice 

which focuses oversampling and loss adjustments on frequent and systematic fine-

grained morphological tagging errors. 

Specific to the domain of Ancient Greek morphological tagging, recent work has 

shown that tagging accuracy can be improved through the use of morphological lexica 

and multi-task learning (Keersmaekers & Mercelis, 2024). However, these approaches 

typically optimize for overall tagging accuracy rather than directly targeting the high-risk 

slice. This distinction highlights the specific gap that DART-FT seeks to address. 

2.11 Summary and Conclusion 

This chapter reviewed the available literature for topics related to the thesis 

statement: A targeted fine-tuned Ancient-Greek-BERT model will reduce mislabeling in 

fine-grained Ancient Greek morphological tagging. Topics included the relevant structure 

and morphological background of the Ancient Greek language. Foundational relevant 

data sources (e.g., PROIEL) and machine learning concepts were also explored to include 
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fine-tuning approaches. The literature indicates that transformer models, such as Ancient-

Greek-BERT, have achieved strong performance in overall baseline fine-grained 

morphological tagging. However, prior research also shows accurate tagging for 

infrequent and ambiguous words continues to remain an issue. The inaccurate tags 

negatively impact downstream NLP tasks which are sensitive to even small tagging 

errors. Further, although standard fine-tuning techniques have been applied to Ancient 

Greek transformer models, they focus on overall morphological tagging accuracy in 

aggregate.  

The gap identified in the reviewed literature is the absence of research exploring 

targeted fine-tuning approaches applied to Ancient-Greek-BERT. There is also a gap in 

analysis, evaluating the impact of targeted fine-tuning on an empirically identified high-

risk slice of tokens associated with frequent and systematic fine-grained morphological 

tagging errors within the model. This research seeks to address these gaps through 

identifying an empirically defined high-risk slice, applying targeted fine-tuning 

techniques, and evaluating the per-slice metrics.   
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Chapter 3—Methodology 

 

3.1 Introduction  

The gaps identified in the current literature, namely the absence of research 

exploring targeted fine-tuning approaches applied to Ancient-Greek-BERT and analysis 

evaluating the impact of targeted fine-tuning on the high-risk slice, are addressed through 

the methodology in this chapter. Novel contributions are provided through: 

1. A data-driven approach to identify an empirically defined high-risk slice of 

tokens associated with frequent and systematic fine-grained morphological 

tagging errors. 

2. A targeted fine-tuning method to improve tagging accuracy on the high-risk 

slice. 

3. A statistical analysis demonstrating the model performance. 

The methodology is intended to test support for the thesis: A targeted fine-tuned Ancient-

Greek-BERT model will reduce mislabeling in fine-grained Ancient Greek morphological 

tagging. 

Further, this methodology explores the degree of sensitivity of targeted fine-

tuning performance to the degree of oversampling of the high-risk token slice. The 

following sections describe the end-to-end pipeline, data preparation and fine-tuning 

phases, evaluation methods and statistical testing approaches, and specific 

implementation details. This method establishes a foundation for the results presented in 

Chapter 4. 

3.2 Experimental Pipeline Overview  
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 The experimental pipeline consists of multiple controlled steps (as depicted in 

Figure 3) which enable a rigorous and comparative evaluation of the targeted fine-tuning 

results. The process begins with the normalization of the source Ancient Greek PROIEL 

data, utilizing three pre-defined data splits (training, validation, and test). Next, the 

definition of the high-risk slice is determined, then mined from the data and frozen. Then 

oversampling of the data occurs in the case of a targeted fine-tuning run (oversampling is 

omitted for the standard baseline fine-tuning run). Loss function configuration is 

determined based on several potential loss functions (e.g., cross-entropy, class balance, 

focal). The Ancient-Greek-BERT baseline model is then fine-tuned with the defined 

parameters. Finally, evaluation of the impact of fine-tuning is conducted against the high-

risk slice and the overall test set. Further detail is provided in the following sections. 

 

 

 

 
Figure 3 Pipeline depicting the end-to-end targeted fine-tuning  

process and evaluation 
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3.3 Data and Data Preparation  

 The Universal Dependency (UD) Ancient Greek PROIEL treebank version 2.12 is the 

primary data source for training, validation, and testing. PROIEL utilizes Conference on 

Natural Language Learning Universal (CoNLL-U) formatted files. The data is pre-split 

into training, validation, and testing data sets, which supports methods to prevent 

potential leakage across splits. All UPOS tags and UFEATS attributes are represented 

across all three data splits as described in Table 4. 

Table 4 UD Ancient Greek PROIEL dataset composition statistics 

Data split Sentences Tokens UPOS tags 

used 

(count) 

UFEATS 

attributes used 

(count) 

Train 15016 187039 13 15 

Dev (Validation) 1019 13652 13 15 

Test 1047 13314 13 15 

  

3.3.1 Data Normalization 

 Several data normalization steps are employed to ensure robust and standardized data 

is available for training and evaluation. The FEATS field contains multiple 

concatenations of elements delineated by a pipe (|). For example, the word λόγος has a 

FEATS entry of “Case=Nom|Gender=Masc|Number=Sing”. Before training, alphabetic 

sorting of the FEATS elements is necessary to ensure a deterministic ordering of the 

elements. UPOS (e.g., NOUN) is also utilized in addition to FEATS elements. Any 

FEATS that are empty (i.e. “_”) are replaced with an empty string (“”). If missing 

attributes are detected, then they are augmented by insertion of the word “NONE” for 

engineering purposes to explicitly note the absence of a feature. 
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3.3.2 Tokenization 

 Tokenization is achieved through typical BERT tokenization processes using 

WordPiece (Y. Wu et al., 2016). Each word in the corpus is decomposed into one or more 

subword elements. The first subword within the word is tagged with the appropriate 

morphological label (i.e., UPOS and FEATS). All subwords except the first subword are 

excluded from influencing the loss during training to prevent duplicate tagging of the 

same word. This promotes learning at the word level instead of at the subword level. 

3.3.3 Morphological Feature Representation 

 The representation of the FEATS bundle is a significant design decision. In their 

multilingual work, Kondratyuk and Straka utilize a single string per word which includes 

the full bundle of FEATS (e.g., Tag1: Case=Nom|Gender=Masc). They do so because 

“only a small subset of the full Cartesian product of morphological features is valid, 

eliminating invalid combinations” (Kondratyuk & Straka, 2019, p. 2781). This may be 

appropriate for the multilingual case but exacerbate data sparsity in monolingual models 

utilizing morphologically rich languages such as Ancient Greek.  

 In fact, the results provided by Kondratyuk and Straka suggest a FEATS accuracy 

reduction when evaluating on Ancient Greek PROIEL (92.44 for UDPipe and 82.29 for 

UDify) which are lower accuracy scores compared to many other low morphology 

languages (e.g., Japanese GSD 99.98 UDPipe and 99.97 Udify) (Kondratyuk & Straka, 

2019, pp. 2792, Table 7). Therefore, this praxis decomposes each FEATS bundle into the 

individual members for independent per feature classification (e.g., Tag1: Case=Nom; 

Tag2: Gender=Masc), reducing issues with data sparsity. 

3.4 Identification of the High-Risk Slice 
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 Multiple potential methods exist for determining the high-risk slice, including a 

predefined list of tokens, a list based on observed errors from the validation set, or a 

dynamic list derived during training. The high-risk slice must move beyond aggregate 

metrics (Ribeiro et al., 2020), be empirically defined, consistent, reproducible, and 

focused on the morphological labels (rather than specifically on tokens). 

Figure 4 provides an overview of the high-risk slice identification methodology. 

A three-pass process enables the high-risk slice to be empirically defined, constrained to 

avoid domination by a small number of broad feature-value pairs, and then frozen to 

enable consistent model evaluation. The baseline threshold and diversity limit parameters 

were selected as conservative values with the intent of isolating systematic error patterns 

while maintaining a slice size which is sufficient for stable fine-tuning and evaluation. 

The initial step involves the baseline standard fine-tuned Ancient-Greek-BERT model 

predicting the correct feature-value pair tags for each token in the validation data set. 

Next, the feature-value pairs are compared to the gold labels to identify the candidates for 

inclusion in the high-risk slice. A process is then employed to ensure the diversity and 

fairness in the high-risk slice. The high-risk slice is then frozen for the remainder of the 

experiments. The validation data set is used throughout the high-risk slice identification 

process to avoid data leakage.  

The test data set is stamped with a mask to determine the member tokens for 

inclusion in the high-risk slice. This use of the test data set is not training-time data 

leakage, as no training occurs on the test data set. The mask is applied solely as a held-

out evaluation mechanism, to ensure a consistent high-risk slice to enable comparison 

between models. Although gold labels are leveraged to construct the mask, many 
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deployment scenarios may not have gold labels available. Future work could investigate a 

proxy method for the gold labels, such as using the predictions of a first pass model as 

candidates for the high-risk tokens. Finally, the oversampling occurs on the training set. 

 
Figure 4 Overview of the methodology to identify the high-risk slice 

 

 

3.4.1 Error Driven Mining (Pass 1) 

The high-risk slice candidates (𝐶val), as defined in Equation 6 and partially 

illustrated through an example in Table 5, are determined based on the baseline standard 

fine-tuned Ancient-Greek-BERT model misclassification frequency (count𝑣𝑎𝑙(𝑓, 𝑣)) and 

error rate (err(𝑓, 𝑣)), both compared with a threshold (τ), on the validation set. Error 

patterns for tokens are determined based on the incorrect morphological label feature-

value pairs (𝑓, 𝑣) as compared to the gold labels.  

 

𝐶val = {(𝑓, 𝑣) ∈ 𝐹𝑉val ∣ err(𝑓, 𝑣) > τ𝑒 ∧ countval(𝑓, 𝑣) > τ𝑓} 

Oversampling and Training Prep 
Extract training sentences containing selected high-risk feature-value pairs and replicate by oversampling factor

Slice Freezing (Pass 3) 
Freeze high-risk list from validation errors and create test mask

Imbalanced Feature-Value Pair Filtering (Pass 2) 
Apply a maximum marginal share cap and skip oversaturating feature-value pairs

Error Driven Mining (Pass 1) 
Identify recurrent high-error feature-value pairs using frequency and error thresholds

Baseline Evaluation 
Baseline model runs against validation set to obtain predictions



31 

 

Where τ𝑒 is the error rate threshold, 

err(𝑓, 𝑣) is the validation set error rate for the feature-value pair (𝑓, 𝑣), 

and  τ𝑓 is the minimum frequency threshold. 

Equation 6 Formal definition of the high-risk slice candidates (pass 1) 

 

 

Table 5 High-risk slice candidate identification example  

(without consideration to thresholds).  

 

Token Feature Predicted 

Label 

Gold Label Feature-

Value Error 

Candidate for 

Inclusion in 

High-risk 

Slice? 

Αὐτοῖς Case Dative Dative No No 

Gender Masculine Masculine No No 

Number Plural Plural No No 

ὁρίων Case Genitive Genitive No No 

Gender Masculine Neuter  Yes Yes 

Number Plural Plural No No 

Note. Αὐτοῖς (‘to them’, Mark 5:19) and ὁρίων (‘of the region’, Mark 5:17) are both 

contained in the PROIEL validation set (UD_Ancient_Greek-PROIEL Dev Split, 2025) 

 

 

3.4.2 Imbalanced Feature-Value Pair Filtering (Pass 2) 

 The high-risk slice can become oversaturated with certain feature-value pairs. For 

example, if Gender=Masculine is identified as a candidate high-risk feature-value pair, it 

may appear in many sentences within the training dataset. Each of these sentences would 

then be oversampled. Oversampling a large portion (e.g., 50-70%) of the sentences in the 

training dataset would reduce the potential for accuracy improvements as the training 

data is no longer emphasizing certain sentences over others. Additionally, training time 

would increase unnecessarily. Therefore, a control is needed to limit the composition of 

the high-risk slice to avoid oversaturation. 

 Two controls are implemented to prevent oversaturation: 
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1. Feature-value pair maximum marginal share limit: This is a primary control 

which limits the marginal token share that a single feature-value pair can 

contribute to the high-risk slice. This control is related, from a conceptual 

perspective to diversity and fairness mechanisms explored in other slice selection 

research. For example, Celis et. al. implement a fairness focused subset selection 

which prevents a single category of data from oversaturating the set (Celis et al., 

2018), although the control differs in the specifics of implementation. Further, 

work to ensure diversity in a slice utilizing greedy algorithms is an active area of 

research (Moumoulidou et al., 2021).     

The control utilizes the validation data set to determine the set of tokens for 

each candidate feature-value pair. Then the control greedily builds the slice 

through adding one feature-value pair candidate at a time. As the high-risk slice 

build continues, a candidate is skipped if its marginal share exceeds the 

configured threshold of the high-risk slice composition.  This allows for the 

candidate feature-value pair to be represented in the high-risk slice without 

oversaturating it.  

a. An illustrative example provides further clarity on the mechanics of the 

control.  

i. Assume that a feature-value pair maximum marginal share limit is 

configured to 35%. The control sorts all the feature-value pair 

candidates from the validation set based on their error counts. 

ii. Assume the most error-prone feature-value pair candidate is 

Voice=Passive. This feature-value pair would be accepted in the 
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slice. Also, assume it has 500 tokens within the validation data set. 

This would imply that the high-risk slice is now 500 tokens in size. 

iii. Assume the next most error-prone feature-value pair candidate is 

Case=Nominative. It also has a large footprint but only contains 50 

tokens which are not accounted for in the previous step with the 

feature-value pair Voice=Passive.  Therefore, the high-risk slice 

grows to a size of 550 tokens. Before finalizing the addition of the 

50 tokens from the Case=Nominative feature-value pair, the 

marginal share is calculated to determine if the marginal share 

limit (i.e., 35%) is exceeded. In this case the 50 tokens represent 

about 9% of the slice (50/550) resulting in the Case=Nominative 

tokens added to the high-risk slice. 

iv. Assume the next most error-prone feature-value pair candidate is 

Gender=Masculine, which could contribute 375 new tokens to the 

high-risk slice. This contribution would oversaturate the high-risk 

slice and cause data imbalance with a contribution of 

approximately 40% (375/925). Therefore, the Gender=Masculine 

feature-value pair is not included in the high-risk slice. The slice 

size remains at 550 tokens. 

v. This process continues until all the feature-value pair candidates 

are either included in the high-risk slice or omitted. 

2. Feature-value pair exclusion: This is a secondary control which removes a 

specified feature-value pair candidate from consideration for oversampling. 
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Both controls are optional depending on the parameters of the feature-value pair 

candidate selection. In this specific set of research experiments, the feature-value pair 

maximum limit is utilized at 35%, and the feature-value pair exclusion is not utilized.  

3.4.3 Slice Freezing and Mask Creation (Pass 3) 

 The input for slice freezing is the output from passes 1 and 2. Pass 1 provided the 

candidate feature-value pairs and defined in 𝐶val. Pass 2 defined a subset of the candidates 

𝑆⋆ ⊂ 𝐶val necessary to ensure fairness and diversity in the high-risk slice. Pass 3 applies a 

mask 𝑀(𝑆⋆), as shown in Equation 7, to the test data set to define the high-risk slice. 

This frozen mask is used only for held-out evaluation and consistent model comparison. 

  
𝑆𝑟𝑖𝑠𝑘 =  𝑀(𝐷𝑡𝑒𝑠𝑡 , 𝑆⋆) 

 

Where 𝑀 is the masking function, 

and 𝐷𝑡𝑒𝑠𝑡 is the test dataset, 

and 𝑆⋆ is the subset of the candidate feature-value pairs. 

Equation 7 High-risk slice is frozen based on the filtering candidates (pass 3) 

 

3.5 Fine-tuning Methodology  

 The targeted fine-tuning methodology utilizes a base model (i.e., Ancient-Greek-

BERT standard fine-tuned) and further enhances the base model to increase accuracy on 

the high-risk slice. Several parameters are modified with each experiment, and several 

other parameters remain constant to support reproducibility. The primary constant 

parameters are the learning rate, batch size, and number of epochs, as described in  

Table 6. The primary variable parameters, as described in Table 7, are the oversampling 

factor and the loss functions. Multiple seeds are applied for each experimental run to 
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further provide a robust experimentation environment and limit the chance of random 

behavior implying statistically significant results.  

Table 6 Constant Parameters used during the training 

Constant Name Value 

Learning Rate 3x10-5 

Batch Size 8 

Epochs 5 

Optimizer AdamW 

Weight Decay 0.01 

Maximum Sequence Length 512 

Mixed Precision Enabled (fp16) 

Dropout 0.1 

Learning Rate Scheduler None 

 

 

Table 7 Variable Parameters used during the training and evaluation 

Variable Type Name Description Values Evaluated 

Independent  

(Beta) 

Class balanced 

smoothing parameter 

0.991, 0.992, 0.993 

Independent  

(Gamma) 

Focal loss focusing 

parameter 

1.5, 2.0 

Independent OS Oversampling Factor 2x, 3x, 4x 

Dependent Accuracy on 

High-risk Slice 

Accuracy on high-risk 

token slice 

0-100% 

Dependent Global F1 Global macro F1 score 0-1.0 

 

3.5.1 Baseline Standard Fine-Tuning  

 Establishing the standard fine-tuned model to compare the targeted fine-tuned 

models against is important to maintain a consistent and robust experimental pipeline. 
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The standard fine-tuned model utilizes Ancient-Greek-BERT and applies a cross-entropy 

loss function (as defined in Equation 3) against the training set during the fine-tuning 

process. Oversampling on the high-risk slice is not performed during standard fine-

tuning.  

3.5.2 Targeted Fine-Tuning  

 The targeted fine-tuning methodology employs a combination of several 

experimental variables related to oversampling and loss functions. Random oversampling 

with replacement (Japkowicz & Stephen, 2002) is an approach that increases the 

frequency of certain training data and can be a straightforward and effective means of 

targeted fine-tuning. The oversampling factor determines the rate at which the high-risk 

slice is oversampled throughout the training set to enhance learning visibility. The 

oversampling factor of the high-risk slice as an independent variable with a value of 2x, 

3x, or 4x.  The targeted fine-tuning process utilizes the baseline standard fine-tuned 

model (with the corresponding random seed) for a warm initialization for transfer 

learning. 

3.5.2.1 Cross Entropy Loss with Oversampling 

 

The loss function type is also variable, including the application of cross-entropy, 

class-balanced, and class-balanced combined with focal loss. The cross-entropy loss 

function, as defined in Equation 3 is the same function used with the standard fine-tuning 

baseline models with the addition of an oversampling factor of 2x, 3x, or 4x.  

 

3.5.2.2 Class Balanced Loss with Oversampling 

 

The class-balanced loss function uses the Effective Number of Samples method 

(Cui et al., 2019) as defined in Equation 8. The method seeks to ensure the emphasis on 
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majority classes is reduced in long-tail data sets by accounting for redundancy of samples 

within the same class. This approach is well suited to the Ancient Greek morphological 

ambiguity enhancement problem space given the large number of repeated tokens within 

the high-risk slice. In this implementation, a class is a specific morphological feature-

value pair. 

 

𝑤𝑐  =  
1 − 𝛽

1 − 𝛽𝑛𝑐
 

Where 

𝑤𝑐  is the class-balanced weighting, 

𝛽 is a smoothing hyperparameter which controls redundancy in a class, 

𝑛𝑐 is the number of samples for the class. 

Equation 8 Class Balanced Weight function 

(Cui et al., 2019, p. 9263) 

 

𝛽 is an independent variable which is represented as 
(𝑁−1)

𝑁
 where “N can be 

interpreted as the number of unique prototypes” (Cui et al., 2019, p. 9266). In coarse-

grained datasets, such as with Ancient Greek UPOS tagging, N (which represents internal 

diversity within a class) is usually large. This results in a 𝛽 value approaching 1. 

However, the Ancient Greek morphological data is fine-grained which suggests N should 

be a modest value (e.g., 100-150). Therefore, the values of 𝛽 were selected in a targeted 

range of 0.991 - 0.993 given the highly sensitive relationship between N and 𝛽. For 

example, a value of 𝛽 =0.991 corresponds to an N of approximately 112, and 𝛽 = 0.993 

corresponds to N of approximately 143.   
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3.5.2.3 Class Balanced Loss with Focal Loss and Oversampling 

 

When the focal loss function is utilized, as defined in Equation 4 , the parameter (γ) is an 

independent variable which reduces the weights for the easier examples. γ is iterated with 

the values of 1.5 and 2.0 during the experimental runs. The values of 1.5 and 2.0 were 

selected due to the strong performance of γ =2 observed by Lin et al. (T.-Y. Lin et al., 

2017, p. 3004) and an alternative value of 1.5 to test the sensitivity with a slightly less 

aggressive focal function. When both class-balanced and focal loss are combined, 𝑤𝑐  (as 

defined in Equation 8), is multiplied by the focal loss term. 

3.6 Evaluation Metrics and Statistical Testing 

Once the training step in the fine-tuning process is complete, prediction and 

evaluation steps occur. The prediction process utilizes the newly fine-tuned model and 

the test data set to generate the predicted morphological labels. The predicted labels are 

aligned with and compared to the gold labels from the PROIEL dataset, which allows for 

the computation of the overall and high-risk slice accuracy and F1 scores. A Boolean 

mask is utilized to flag which tokens are included in the high-risk slice. This mask 

ensures a consistent held-out definition of the high-risk slice across models for 

comparison purposes. 

3.6.1 Evaluation Metrics 

The primary evaluation metrics include bundle level accuracy and macro F1 

score. The bundle level accuracy calculation is determined by the exact match of the 

feature-value pairs within the UPOS and full set of morphological features within the 

FEATS bundle. If there is an exact match between the full bundle and the gold label, then 
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100% accuracy is achieved for that token. If there is a partial match or no match between 

the full bundle and the gold label, then 0% accuracy is achieved for that token.  

Jeni et al. provide a definition for F1 score. The F1 score, as expressed in 

Equation 9, is the harmonic mean of the precision and recall values (Jeni et al., 2013, p. 

248). 

 

F1 = 2 ⋅
P ⋅ R

P + R
 

Where 

P is precision, 

R is recall. 

Equation 9 Formal definition of F1 score metric 

 (Jeni et al., 2013, p. 248) 

 

As defined in Equation 10, a macro F1 score is utilized. The macro F1 score averages 

each class equally regardless of the frequency. Some morphological feature-value pairs 

can be sparse in the test set. Therefore, it is essential to use macro averaging to prevent 

frequent feature-value pairs from dominating the F1 score. 

 

𝑚𝑎𝐹1 =
1

𝑁
∑ 𝐹1,𝑖

𝑁

𝑖=1

 

 

 

Where 

 N is the number of classes (unique feature-value pairs), 

 𝐹1 is the F1 score for class 𝑖 

 

Equation 10 Macro F1 score definition 

 (Takahashi et al., 2022a, p. 4963) 
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Although accuracy is intuitively well understood, there are reasons for caution for 

heavy reliance in certain circumstances. Specifically, accuracy can be a misleading 

metric when strong class imbalance exists (Saito & Rehmsmeier, 2015, p. 7/21, Table 2). 

Ancient Greek contains imbalance due to the morphological richness of the language, 

where certain combinations of morphological features exist far more frequently than 

others. 

Evaluation of the targeted fine-tuned model is viewed through two lenses:  

1. Performance on the high-risk slice 

2. Overall performance across the full set of data 

These two views on the performance of the model allow for a deeper understanding of 

the impacts of the targeted fine-tuning processes. The metrics describing the performance 

of the high-risk slice (as defined in Equation 7), demonstrate the specific impacts of the 

targeted fine-tuning process on the high-risk slice which is essential to supporting the 

thesis: A targeted fine-tuned Ancient-Greek-BERT model will reduce mislabeling in fine-

grained Ancient Greek morphological tagging. The overall performance metrics are also 

essential to support understanding of Hypothesis 1: Targeted fine-tuning does not 

negatively impact global macro F1 performance compared with a standard fine-tuned 

model. 

3.6.2 Statistical Testing 

Statistical testing provides support to demonstrate that the changes between the 

baseline standard fine-tuned and targeted fine-tuned models are not by random chance. 

Instead, they occur as a result of the targeted fine-tuning process and are therefore 

statistically significant. Multiple statistical testing options exist depending on the data 
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distribution. Some illustrative examples of common statistical testing methods include t-

tests (Student, 1908) and McNemar (McNemar, 1947). Although t-tests are commonly 

used, they have been shown to be suboptimal for the paired binary type of testing because 

they are designed for continuous data and can have high false-positive error rates when 

utilized with noncontinuous data (Dietterich, 1998). The two-sided exact McNemar test 

and Confidence Intervals are also utilized. 

3.6.2.1 McNemar test 

 

The McNemar test works through utilizing a 2x2 matrix as illustrated in Table 8, 

 which compares the predictions of the baseline and targeted fine-tuned models against 

the same set of tokens. The McNemar test highlights occurrences of disagreement 

between the models. n10 represents the number of occurrences with the baseline 

prediction incorrect and the targeted fine-tuned model correct, and n01 represents the 

number of occurrences with the baseline prediction correct and the targeted fine-tuned 

model incorrect. 

Table 8 McNemar 2x2 matrix 

 

Model Outcome Targeted Fine-Tune 

Predicted Correct 

Targeted Fine-Tune 

Predicted Wrong 

Baseline Correct — n01 

Baseline Wrong n10 — 

 

 

The exact McNemar test is utilized instead of the originally proposed Chi-squared 

distribution (McNemar, 1947) due to the size of the data. The Chi-squared distribution 

has been shown to be unreliable and inaccurate with small datasets (Liddell, 1983). The 

high-risk slice, depending on the specific pipeline run, may fall into the category of a 

small dataset. Additionally, Fagerland indicates that the exact McNemar test can be too 
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conservative in some cases and strictly controls the false-positive (i.e. Type 1) error rate 

(Fagerland et al., 2013). However, a robust and reliable test which might be considered 

too conservative in some cases is desired to reduce the chances of false positives. A two-

sided test is used as the possibility for an increase or a decrease in correct predictions 

exists. Therefore, to support a robust and reliable test, the exact two-sided McNemar test 

is utilized as depicted in Equation 11. The min(n12, n21) in the equation is the smaller 

(minimum) of either n01or n10. n is the number of discordant pairs. In terms of 

implementation, the scipy.stats library (Virtanen et al., 2020) with the exact two-sided 

binomial test is used.  

 

p = 2 ∑ (
n

x12
)

min(n12,n21)

x12=0

(
1

2
)

n

 

 

   

Where 𝑛12 is the baseline correct / targeted fine-tuned incorrect, 

𝑛21 is the baseline incorrect / targeted fine-tuned correct, 

𝑛 is the total number of discordant pairs. 

 

Equation 11 Exact Two-sided McNemar Test 

 (Fagerland et al., 2013, p. 3) 

 

 

3.6.2.2 Confidence Intervals 

 

Confidence Intervals (CIs) provide a method to validate the reliability of the 

accuracy change. The Wald interval is a commonly used approach in CIs. However, 

Agresti cautions against the use of the Wald intervals with small sample sizes (Agresti, 

2019, p. 230) such as with the high-risk slice. An alternative but related approach is the 
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Adjusted Wald, or sometimes referred to as the Wald+ 2 method, for matched pairs 

(Agresti & Min, 2005). The Wald+2 method modifies the standard error (𝑆𝐸) formula as 

shown in Equation 12, to “add 2 observations before applying the Wald formula, by 

adding 0.5 to every cell of the 2 x 2 table.” (Agresti, 2019, p. 230)  

 

𝑆𝐸 =
1

𝑛 + 2
√(𝑛12 + 𝑛21 + 1) −

(𝑛12 − 𝑛21)2

𝑛 + 2
 

Where 

 𝑛12 is the baseline correct / targeted fine-tuned incorrect, 

𝑛21 is the baseline incorrect / targeted fine-tuned correct, 

𝑛 is the total sample size of the high-risk slice. 

Equation 12 Agresti-Min Wald+2 Confidence Interval Standard Error  

(Agresti, 2019, p. 230; Agresti & Min, 2005) 

 

The 95% CI as noted in Equation 13, utilizes the Agresti-Min Wald+2 CI Standard Error 

(𝑆𝐸) from Equation 12.  

 

𝐶𝐼 =
𝑛21 − 𝑛12

𝑛 + 2
± 1.96 × 𝑆𝐸 

Where 

 𝑛12 is the baseline correct / targeted fine-tuned incorrect, 

𝑛21 is the baseline incorrect / targeted fine-tuned correct, 

𝑛 is the total sample size of the high-risk slice. 

Equation 13 Agresti-Min Wald+2 95% Confidence Interval 
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3.6.3 Multi-seed 

Numerous researchers have identified that variations occur between runs due to 

non-deterministic variables. Therefore, multiple seed values are necessary to ensure 

reliable results in many areas of machine learning (Reimers & Gurevych, 2017) 

(Henderson et al., 2018). This principle applies to transformers and BERT models 

specifically. Multiple seeds in the pipeline are utilized.    

3.7 Implementation Details  

 The specific hosting platform used is the Google Cloud Vertex AI. A single g2-

standard-4 (Graphics Optimized: 1 NVIDIA L4 GPU, 4 vCPUs, 16GB RAM) machine, 

environment version M133, was utilized in the us-east4-a zone. JupyterLab 3 was 

utilized, in conjunction with a GitHub repository for source code configuration 

management.  

3.8 Downstream Translation Pilot (PROIEL Ancient Greek to Latin)  

 A small-scale and limited scope downstream proof of concept pilot evaluation 

was conducted to determine if improvements in morphological tagging from DART-FT 

result in changes to translation quality. Overall, the pilot injected DART-FT refined 

Ancient Greek morphological information into the Ancient Greek source text, which the 

model then translated into corresponding Latin. The pilot utilized both the Ancient Greek 

and Latin PROIEL treebanks, with a limited corpus consisting of only the New 

Testament to ensure parallel synchronization. The “Ref=” identifier in PROIEL was 

utilized to ensure verse-by-verse alignment between the Ancient Greek and Latin (e.g., 

Ref=Matthew 1:1). 
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 The translation process utilized the Helsinki-NLP/Opus-MT-TC-bible-big-mul-

mul (multilingual) model pre-trained on many languages (to include but not limited to 

Ancient Greek and Latin New Testament text) (Helsinki-NLP/Opus-Mt-Tc-Bible-Big-

Mul-Mul · Hugging Face, 2024). In separate experiments for a basis of comparison, 

morphology information from the best performing DART-FT (seed 43, 3x oversampling 

factor, class-balanced loss, =0.993) baseline and models was injected (e.g., 

<UPOS=Propn>, <Case=Nom>) to provide morphological context to the translator 

without causing subword fragmentation. The injected morphological features were only 

selected from the train and validation sets of the Ancient Greek PROIEL treebank to 

avoid leakage. If a unique feature was later discovered when processing the test set, the 

<UD_UNK> tag was used. The metrics to evaluate translation quality were character n-

gram F-score++ (chrF++) (Popović, 2017) and translation edit rate (TER) (Snover et al., 

2006), with paired bootstrap resampling for significance testing. The rich morphology in 

Ancient Greek led to the selection of chrF++ over BLEU. Randomized significance tests 

are more reliable for machine translation quality than standard parametric statistical tests, 

thus the selection of paired bootstrap resampling (Koehn, 2004). Google Colab, with a 

G4 GPU instance (NVIDIA RTX PRO 6000 Blackwell), was utilized to execute the pilot. 

The pilot provided initial evidence of the downstream impacts of improved 

morphological tagging accuracy on the high-risk slice, but it was not a core contribution. 
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Chapter 4—Results 

 

4.1 Introduction 

This chapter provides the results from experiments conducted with the 

methodology defined in Chapter 3—Methodology. The goal of the experiments is to 

evaluate the thesis: A targeted fine-tuned Ancient-Greek-BERT model will reduce 

mislabeling in fine-grained Ancient Greek morphological tagging. To evaluate the thesis, 

several hypotheses were presented: 

H1: Targeted fine-tuning does not negatively impact global macro F1 performance 

compared with a standard fine-tuned model. 

H2: Targeted fine-tuning yields significantly higher fine-grained morphological tagging 

accuracy for the high-risk slice compared to a standard fine-tuned Ancient-Greek-BERT 

model. 

H3: High-risk slice performance is sensitive to the oversampling factor, with 

intermediate oversampling achieving the highest mean accuracy improvement among 

tested factors.  

The pipeline trained and evaluated a total of 90 models. Five unique random seeds 

were utilized to reduce the potential for results to be influenced from random noise. Each 

seed was used to train models using three oversampling configurations (i.e., 2x, 3x, 4x). 

The selected loss functions (i.e., class-balanced focal, class-balanced, and cross entropy) 

were utilized with each oversampling factor configuration. This resulted in 18 

configurations per seed and a total of 90 trained models (5 seeds x 18 configurations per 

seed). 
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4.2 High-Risk Slice Characteristics 

The high-risk slice is composed of the Ancient Greek tokens for which the 

baseline model exhibits frequent and systematic fine-grained morphological tagging 

errors. As defined in the methodology, the slice is constructed through a multi-pass 

filtering process which identifies the systematic errors. This focused approach allows for 

the targeting of the most important errors rather than targeting all errors indiscriminately.  

4.2.1 Filtering Process Results (Passes 1-3) 

 As depicted in Figure 4, the pipeline utilizes a three-pass approach to act as a 

‘funnel’ to distill the most systematic error patterns into the high-risk slice. The process 

was executed on each seed to ensure that the specific stochastic error patterns from the 

seed-specific baseline model were correctly identified. The details for each pass are 

summarized in Table 9 and include: 

Table 9 Threshold parameters utilized in creation of the high-risk slice 

Threshold Parameter Value 

Minimum Error Rate (τe) 5% 

Minimum Frequency (τf) 5 

Candidate FV Pair Maximum Cap 2,000 

Diversity Limit 35% 

 

• Pass 1 (Error-driven mining) – The first pass identified the morphological feature-

value (FV) pairs which exceeded the defined thresholds. Specifically, the 

candidates were required to have a minimum error rate of 5% (τ𝑒) and a 

minimum occurrence count of 5 (τ𝑓) in the validation set. In addition to the 

threshold parameters, an implementation cap of 2,000 candidate feature-value 

pairs was applied as a practical safeguard to ensure the slice did not become 
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unmanageably large or introduce significant levels of noise. However, given the 

significantly smaller number of possible FV pairs within the PROIEL dataset, the 

cap was never reached. An average of 13.8 feature-value pairs were identified for 

inclusion across the five seeds. 

• Pass 2 (Imbalanced feature-value pair filtering) – To ensure no single 

morphological feature dominated the high-risk slice, a maximum marginal share 

limit control was implemented. The control stipulated that if a morphological 

feature-value pair contributed more than 35% of the high-risk slice, it should not 

be included in the high-risk slice. This approach supported a diverse and focused 

high-risk slice composition. Logs indicated that this control was active, as it 

rejected an average of 6.4 over-dominate feature-value pairs from pass 1 (which 

was approximately 46% of the pass 1 candidates).  

• Pass 3 (Slice freezing and masking) – The final pass applied the filtering criteria 

to the dataset, resulting in an average of 7.4 feature-value pairs. A Boolean mask 

was applied to freeze the slice and ensure the targeted fine-tuning and evaluation 

were applied consistently. This resulted in a high-risk slice average of 574 tokens. 

The threshold values used were fixed design choices selected before the main 

experimental runs. Section 4.4.3 evaluates the sensitivity of the threshold choices through 

an ablation study. The values selected produced a stable slice for experimentation but 

were not exhaustively optimized across all possible potential values. The thresholds may 

significantly impact the identification of the high-risk slice and resulting fine-tuning 

outcomes for future applications. Finally, the quantitative high-risk slice identification 

results, across the 5 seeds, are presented in Table 10 and Table 11. 
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Table 10 High-Risk Slice development for each seed through each pass 

 

Seed Pass 1 

Candidates  

(FV Pairs) 

Pass 2 Rejected  

(FV Pairs) 

Pass 3 Retained  

(FV Pairs) 

Final Slice Size 

(Tokens) 

41 12 6 6 487 

42 15 6 9 639 

43 14 6 8 621 

44 14 8 6 487 

45 14 6 8 636 

Avg 13.8 6.4 7.4 574 

 

 

Table 11 Summary metrics for each pass averaged across the five seeds  

 

Filtering 

Stage 

Metric Average Count Impact / Reduction 

Pass 1 Candidate Error Patterns 

(FV Pairs) 

13.8 FV Pairs Initial Capture 

Pass 2 Rejected (FV Pairs) 6.4 FV Pairs 46% Rejected 

(Diversity Filter) 

Pass 3 Filtered Error Patterns (FV 

Pairs) 

7.4 FV Pairs Final FV Pair 

Selection 

Final Slice Final High-Risk Slice Size 574 Tokens 4.3% of Test Set 

Tokens* 

*Note – The percentages are based on test set token count of 13,314 tokens. 

 

4.2.2 Slice Composition 

 The composition of the high-risk slice was dynamic based on the stochastic 

influences from each random seed. As noted in Table 10, the range of the number of 

tokens within the high-risk slice spanned from 487 to 639. These variations demonstrated 

that the pipeline was able to adapt as different conditions were encountered. 

The specific morphological features which were selected for the high-risk slice 

varied per seed. Table 12 provides an overview of which categories of features were 

selected. The values in Table 12 represent the number of feature-value pairs in each 
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feature category which were included in the high-risk slice. Across all five seeds, Case, 

Gender, Possession, and PronType were included in the high-risk slice. 

Table 12 Number of feature categories included in the high-risk slice  

for each random seed 

Feature Category Seed 41 Seed 42 Seed 43 Seed 44 Seed 45 Average 

Case 1 1 1 1 1 1.0 

Gender 1 1 1 1 1 1.0 

Possession 1 1 1 1 1 1.0 

PronType 1 1 1 1 1 1.0 

Mood 2 2 1 - 2 1.4 

Tense - 2 2 1 1 1.2 

Degree - 1 1 1 1 0.8 

Total Features 6 9 8 6 8 7.4 

 

 The total theoretical number of feature categories for potential inclusion in the 

high-risk slice is 16 (15 FEATS morphological features + 1 UPOS) and feature-value 

pairs 58 (45 FEATS + 13 UPOS tags) which can be derived from a summation of the 

published Ancient-Greek PROIEL treebank morphology information (UD Ancient Greek 

PROIEL, 2025). The visualization in Figure 5 identifies the areas of feature category 

inclusion and in Figure 6 identifies the specific feature-value pair inclusion in the high-

risk slice across the 5 random seeds. 
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Figure 5 Feature category inclusion in the high-risk slice  

across the 5 random seeds 
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Figure 6 Feature-value pair inclusion in the high-risk slice  

across the 5 random seeds 
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 Once the final list of high-risk feature-value pairs is selected, the tokens 

containing the selected feature-value pairs are included in the high-risk slice. Each 

feature-value pair contributes a variable proportion of tokens to the slice. Figure 7 

visualizes the composition of the high-risk slice across the 5 random seeds. It is 

noteworthy that the Gender=Masc,Neut feature-value pair is dominant across all 5 seeds, 

ranging from 32.2% to 42.3% of the total unique tokens in the high-risk slice. Other 

feature-value pairs were less consistent in their dominance depending on the random seed 

initialization. However, Mood=Sub (29.8%, seed 41), Tense=Fut (28.3%, seed 44), and 

Mood=Imp (18%, seed 45) also contributed significantly to the high-risk slice under 

certain seeds. 
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Figure 7 Feature-value pair composition of the high-risk slice 

(Note – column totals slightly exceed 100% because a single ambiguous token can 

possess multiple high-risk feature-value pairs simultaneously) 

 

4.2.3 Token Level Composition 

 The feature-value pair analysis provides a high-level understanding of the sources 

of errors. However, analyzing the specific tokens included in the slice provides a clear 

linguistic connection and interpretation of the errors. Figure 8 illustrates which Ancient 

Greek tokens are included in the high-risk slice across all 5 random seeds. Tokens 

included in the high-risk slice represent errors which the baseline fine-tuned model 

exhibited, rather than a claim related to linguistic ambiguity.  
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Figure 8 Frequency of the most common Ancient Greek tokens 

 in the high-risk slice across all 5 random seeds. Tokens represent instances where 

the baseline model failed to accurately predict fine-grained morphology. 

 

4.3 High-Risk Slice Performance 

 With research question and hypothesis 2 in mind, this section provides results 

related to the performance of the high-risk slice predictions of the targeted fine-tuned 

models.  

4.3.1 Evaluation Setup 

 The performance of the targeted fine-tuned model was evaluated through a direct 

comparison of the performance of the baseline standard fine-tuned model. Models with 

the same random seed were paired for comparison to ensure a consistent environment for 
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evaluation. For example, if the baseline standard fine-tuned model was trained and 

evaluated with a random seed of 41, the targeted fine-tuned model under comparison was 

also trained and evaluated with a random seed of 41. Two primary metrics were utilized 

to derive quantitative information. The fine-grained token accuracy and the Macro F1 

score provide insight into the performance. Accuracy is the exact match between all the 

fine-grained morphological features (i.e., FEATS) and UPOS as compared to the gold 

labels. Partial matches are considered failures. Macro F1 is the harmonic mean of the 

precision and recall for each feature-value pair individually and then averaged without 

weighting, as defined in Equation 10. The focus of these metrics is specifically against 

the high-risk slice rather than on other slices or globally. 

4.3.2 Quantitative Performance Improvements 

 The targeted fine-tuning method, as described in Chapter 3—Methodology, 

demonstrated performance gains for the best configurations across experiments utilizing 

all 5 random seeds. Table 13 provides the fine-grained accuracy and Macro F1 gains. 

Figure 9 provides a comparison between the fine-grained morphological accuracy on the 

baseline model and the fine-tuned model across seeds.  

 Macro F1 scores showed consistent increases as compared to baseline across the 

configurations. Exact match accuracy gains were especially robust and significant as 

compared to baseline configurations, with the best configuration for seed 43 yielding a 

6.4 percentage point accuracy gain on the high-risk slice. The baseline F1 scores across 

all seeds were relatively high as a starting point, which indicates that the baseline models 

were successfully predicting most feature-value pairs across the full bundle for tokens in 
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the high-risk slice. The sharp rise in accuracy indicates that the most difficult errors 

within the bundle were resolved through the targeted fine-tuning method.  

 

Table 13 Comparison of baseline fine-tuned and targeted fine-tuned models 

on the high-risk slice for the highest performing models for each random seed 

 
Seed Baseline 

Accuracy 

Targeted 

Accuracy 

Accuracy 

Change 

(pp) 

Significance 

(p) 

95% 

Confidence 

Interval 

Baseline 

Macro F1 

(high-risk 

slice) 

Targeted 

Macro F1 

(high-risk 

slice) 

Macro F1 

Change 

41 59.3% 63.9% +4.5 < .001 1.29-7.71 0.873 0.884 +0.011 

42 65.6% 70.7% +5.2 .003 2.37-7.92 0.890 0.893 +0.003 

43 63.4% 69.9% +6.4 < .001 3.38-9.14 0.883 0.888 +0.005 

44 57.5% 63.2% +5.7 < .001 1.79-9.25 0.860 0.880 +0.020 

45 64.5% 69.8% +5.3 < .001 2.67-7.99 0.866 0.880 +0.014 

*Note – Differences utilize unrounded values 

 

 

 

 
Figure 9 Fine-grained morphological accuracy comparison 

between baseline and fine-tuned models for the highest performing models for each 

random seed  
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4.3.3 Error Correction Analysis 

 An error correction analysis was performed to identify which specific tagging 

errors were corrected via the targeted fine-tuning method. The analysis examined the 

tokens where the baseline model prediction was incorrect, and the targeted fine-tuned 

model was correct. Table 14 provides a selection of example instances for illustrative 

purposes. 

 The analysis of the corrections shows that the errors in the morphologically 

ambiguous feature-value pairs were substantially reduced through the targeted fine-

tuning. Figure 10 shows that 57.6% of the corrections of the highest performing models 

across all 5 seeds involved the Gender=Masc,Neut feature-value pair. The baseline model 

tended to default to a majority class (e.g., Gender=Masc or Gender=Neut) instead of 

appropriately predicting Gender=Masc,Neut. The resolution of the Gender=Masc,Neut 

errors indicates the targeted fine-tuning enabled the models to correct a recurring error 

pattern observed in the baseline models. 

Table 14 Illustrative examples of token fine-grained morphology corrected  

through targeted fine-tuning 

 
Seed Token Gold Label Baseline Prediction Targeted Fine-tuned Prediction 

41 τῷ DET 

Case=Dat 

Definite=Def 

Gender=Masc,Neut 

Number=Sing 

PronType=Dem 

DET 

Case=Dat 

Definite=Def 

Gender=Masc 

Number=Sing 

PronType=Dem 

DET 

Case=Dat 

Definite=Def 

Gender=Masc,Neut 

Number=Sing 

PronType=Dem 
41 τοῖσι DET 

Case=Dat 

Definite=Def 

Gender=Masc,Neut 

Number=Plur 

PronType=Dem 

DET 

Case=Dat 

Definite=Def 

Gender=Neut 

Number=Plur 

PronType=Dem 

DET 

Case=Dat 

Definite=Def 

Gender=Masc,Neut 

Number=Plur 

PronType=Dem 

43 ἄφες VERB 

Aspect=Perf 

Mood=Imp 

Number=Sing 

Person=2 

Tense=Past 

VerbForm=Fin 

Voice=Act 

VERB 

Aspect=Perf 

Case=Nom 

Gender=Masc 

Number=Sing 

Tense=Past 

VerbForm=Part 

Voice=Act 

VERB 

Aspect=Perf 

Mood=Imp 

Number=Sing 

Person=2 

Tense=Past 

VerbForm=Fin 

Voice=Act 
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Seed Token Gold Label Baseline Prediction Targeted Fine-tuned Prediction 

43 ἀπόδος VERB 

Aspect=Perf 

Mood=Imp 

Number=Sing 

Person=2 

Tense=Past 

VerbForm=Fin 

Voice=Act 

VERB 

Aspect=Perf 

Mood=Sub 

Number=Sing 

Person=2 

Tense=Past 

VerbForm=Fin 

Voice=Act 

VERB 

Aspect=Perf 

Mood=Imp 

Number=Sing 

Person=2 

Tense=Past 

VerbForm=Fin 

Voice=Act 

43 τῷ DET 

Case=Dat 

Definite=Def 

Gender=Masc,Neut 

Number=Sing 

PronType=Dem 

DET 

Case=Dat 

Definite=Def 

Gender=Masc 

Number=Sing 

PronType=Dem 

DET 

Case=Dat 

Definite=Def 

Gender=Masc,Neut 

Number=Sing 

PronType=Dem 

 

 

 

 
Figure 10 Errors involving Gender=Masc,Neut  

feature-value pairs composed 57.6% of the resolved errors within the highest 

performing models across the 5 random seeds. 

 

4.3.4 Statistical Significance Analysis 

 The Exact Two-sided McNemar’s test was applied to compare between the 

baseline and corresponding targeted fine-tuned model predictions during the evaluation 

phase for each model. The resulting p-values supported statistical significance for the 

highest performing models across all 5 random seeds. For seeds 41, 43, 44, and 45, the p-
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value was less than 0.001, and seed 42 resulted in a p-value of 0.003. These p-values are 

less than the standard threshold of α=0.05. Therefore, the null hypothesis is rejected 

indicating that the targeted fine-tuning resulted in statistically significant accuracy gains 

for the high-risk slice for the highest performing models across all 5 random seeds. 

4.3.5 Summary of Support for Hypothesis 2 

 Hypothesis 2 stated: Targeted fine-tuning yields significantly higher fine-grained 

morphological tagging accuracy for the high-risk slice compared to a standard fine-

tuned Ancient-Greek-BERT model. Evidence presented in this section included 

quantitative improvements, statistical validation, and an error analysis which 

demonstrated targeted error resolution.  Therefore, the results presented in this section 

provide support for hypothesis 2. 

4.4 Sensitivity Analysis 

With research question 3 and hypothesis 3 in mind, this section provides results 

related to the performance of the high-risk slice predictions for various oversampling 

factors, loss function hyperparameters, and threshold parameters used to define the high-

risk slice. The oversampling and loss analysis provides multiple views on the data. It 

analyzes aggregate performance across all 90 experimental configurations, and it 

analyzes peak performance for the highest performing models for each of the 5 random 

seeds. The threshold parameter ablation study utilizes only the highest performing model 

from the set of 90 experimental configurations. 

4.4.1 Oversampling Factor Impact Analysis 

 Hypothesis 3 proposed that high-risk slice performance is sensitive to the 

oversampling factor, with intermediate oversampling achieving the highest mean 
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accuracy improvement among tested factors. Oversampling factors of 2x, 3x, and 4x 

were utilized during model targeted fine-tuning. As shown in Table 15, when averaged 

across all 90 model configurations the 3x oversampling factor produced the highest 

accuracy gains with an average accuracy gain of 2.7 percentage points. 

 

Table 15 Average accuracy changes on the high-risk slice 

for all 90 model configurations across oversampling factors 

 

 

Oversampling Factor Average Accuracy Change (pp) 

2x +0.8 

3x +2.7 

4x +2.3 

 

 

 However, when isolating just the highest performing models for each of the 5 

random seeds, the results differ as compared to the average across all 90 models. Table 

16 illustrates that a range of 2x, 3x, and 4x oversampling factors yielded optimal results 

depending on the difficulty of the high-risk slice and other hyperparameter tuning. 

 

Table 16 Oversampling highest performing models accuracy change  

on the high-risk slice for the models for each random seed across oversampling 

factors 

Seed Oversampling Peak Accuracy Gain (pp) 

41 3x +4.5 

42 2x +5.2 

43 3x +6.4 

44 4x +5.7 

45 4x +5.3 
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4.4.2 Impact of Loss Function Hyperparameters 

Whereas oversampling exposed the training process to elements of the high-risk 

slice at a higher rate than organically found in the training set, the loss functions and 

associated hyperparameter tuning determine how the model weights are updated in 

response to the oversampling exposure. The loss functions utilized include class-

balanced, class-balanced focal, and cross entropy.  

 

Figure 11 provides an overview of the accuracy change for each model across 

oversampling factors and loss functions. 
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Figure 11 Model performance for various oversampling factors 

loss functions, and hyperparameters. 
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As shown in Table 17, in aggregate across all 90 model configurations, Cross 

Entropy loss exhibited the highest mean accuracy change (+2.4pp). Average accuracy 

gains were also evident in models trained with class-balanced (+1.9pp) and class-

balanced + focal (1.7pp). Cross entropy loss produced the highest mean accuracy gain 

across the experimental configurations.  

Also, due to the various hyperparameters for each model, it should be noted that 

15 models were trained with cross-entropy loss, 45 models were trained with class-

balanced loss, and 30 models were trained with class-balanced + focal loss. As an 

experiment design decision, the models trained with class-balanced + focal loss set a 

constant Beta (𝛽) value of 0.992 to isolate the focusing parameter Gamma γ. Therefore, 

different denominators were used in calculating the average accuracy change across the 

loss functions. Additionally, a comparison between models trained with class-balanced 

loss with a 𝛽 value of 0.992 exhibited increased accuracy (+1.9pp) as compared to class-

balanced + focal loss trained models which exhibited an accuracy of (+1.7pp). 

Table 17 Average accuracy changes on the high-risk slice 

for all 90 model configurations across loss functions  

 

Loss Function Beta  Gamma γ Average 

Accuracy Change 

(pp) 

Cross Entropy N/A N/A +2.4 

Class Balanced  0.991, 0.992, 0.993 N/A +1.9 

Class Balanced ( = 0.992) 0.992 N/A +1.9 

Class Balanced + Focal  0.992 1.5, 2.0 +1.7 

 

Table 18 provides the hyperparameters for loss functions of the highest 

performing targeted fine-tuned models for each random seed. The results indicate that 

Class balanced loss (without, and in one case with focal loss) typically produced the 
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largest increase in accuracy across the high-risk slice for the highest performing models 

per random seed. 𝛽 values of 0.992 and 0.993 both exhibited increased accuracies, but a 

𝛽 value of 0.991 did not appear in the highest performing models. 

 

Table 18 Accuracy change on the high-risk slice for the highest performing 

models for each random seed across loss functions 

 

Seed Loss Function Beta (β) Gamma (γ) Accuracy Change (pp) 

41 Class balanced + Focal 0.992 2.0 +4.5 

42 Class balanced  0.992 N/A +5.2 

43 Class balanced  0.993 N/A +6.4 

44 Class balanced 0.993 N/A +5.7 

45 Class balanced  0.992 N/A +5.3 

  

  

4.4.3 Threshold Ablation Study 

To further evaluate high-risk slice definition thresholds, a systematic 

ablation study was conducted. The highest performing model configuration 

(consisting of seed 43, oversampling factor of 3x, and Class-Balanced Loss with a 

=0.993) was utilized. The four threshold parameters that were evaluated 

included the minimum error threshold (τe), diversity cap, minimum frequency 

floor (τf), and candidate cap. 

The results of the analysis showed that the minimum error threshold (τe) 

and diversity cap had a noticeable impact on the high-risk slice composition. 

However, the minimum frequency floor (τf) and candidate cap did not affect slice 

composition on the tested ranges (minor performance differences across the runs 

reflect retraining variances rather than threshold induced slice changes). Lowering 

the minimum error threshold from 0.05 to 0.03 expanded the high-risk slice size 

from 621 to 7709 tokens (as shown in Table 19) and lowered the global macro F1 
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from 0.642 to 0.640 (as shown in Table 20). Raising the minimum error threshold 

to 0.07 reduced the high-risk slice size from 621 to 334 tokens and reduced global 

macro F1 to 0.639. These results support a minimum error threshold value of 0.05 

as a balanced value among those tested. This value provided a practical 

compromise which effectively balanced between an overly broad and diluted 

high-risk slice and a very narrow high-risk slice that reduced evaluation stability. 

The initial ablation with the highest performing model suggested that a 

diversity cap of 0.45 could yield increased performance as compared to a value of 

0.35.  To obtain a more nuanced understanding of the diversity cap values and 

resulting performance, an additional multi-seed ablation beyond the single highest 

performing model was conducted. The five highest performing models were 

analyzed against diversity cap values of 0.25, 0.35, 0.45, and 0.55. Diversity cap 

values of 0.25 and 0.35 produced a generally smaller high-risk slice, and 0.45 and 

0.55 produced broader high-risk slices with higher mean accuracy.  

The multi-seed results (as shown in Table 21) showed that no single 

diversity-cap value uniformly produced the highest performance across all 

evaluation configurations. A diversity cap of 0.35 produced the highest mean 

global accuracy (0.916), while a diversity cap of 0.55 produced the highest mean 

global Macro F1 score (0.650). Diversity cap values of 0.45 and 0.55 produced 

the strongest mean high-risk accuracy (0.730 and 0.729), however these gains 

were also accompanied by much larger average slice sizes compared with the 0.35 

configuration. With this result in mind, the 0.35 value was retained for the 

primary experiment because it was the original pre-ablation design choice used 
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consistently across all 90 experimental model runs and because the multi-seed 

analysis showed that it preserved the highest mean global accuracy. Future 

research utilizing diversity caps of 0.45 or 0.55 may yield additional 

improvements. Overall, the study indicated that the diversity cap and the 

minimum error threshold are the most sensitive parameters for slice definition. 

Table 19 Threshold Ablation Slice Composition Results 

For the highest performing model 

 

Setting Min 

Error 

Min 

Frequency 

FV 

Cap 

Diversity 

Cap 

Risky 

FVs 

Risky 

Tokens 

Base 0.05 5 2000 0.35 8 621 

diversity= 0.25 0.05 5 2000 0.25 8 621 

diversity= 0.45 0.05 5 2000 0.45 12 1498 

diversity= 0.55 0.05 5 2000 0.55 12 1498 

τe = 0.03 0.03 5 2000 0.35 21 7709 

τe = 0.07 0.07 5 2000 0.35 4 334 

τf = 3 0.05 3 2000 0.35 8 621 

τf = 10 0.05 10 2000 0.35 8 621 

cap = 1000 0.05 5 1000 0.35 8 621 

cap = 4000 0.05 5 4000 0.35 8 621 

 

 

Table 20 Threshold Ablation Performance Results 

For the highest performing model 

 

 

Setting Global Accuracy Global Macro F1 High-risk Slice Accuracy 

Base 0.916 0.642 0.691 

diversity=0.25 0.915 0.645 0.686 

diversity=0.45 0.917 0.652 0.768 

diversity=0.55 0.918 0.650 0.752 

τe = 0.03 0.913 0.640 0.879 

τe = 0.07 0.913 0.639 0.503 

τf = 3 0.914 0.643 0.676 

τf = 10 0.912 0.639 0.689 

cap = 1000 0.917 0.650 0.712 

cap = 4000 0.913 0.652 0.689 
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Table 21 Threshold Ablation Multi-Seed Diversity Cap Mean Results 

For the highest performing model per seed 

 

Setting Risky FVs 

(mean) 

Risky 

Tokens 

(mean) 

Global 

Accuracy 

(mean) 

Global 

Macro F1 

(mean) 

High-risk Slice 

Accuracy 

(mean) 

diversity=0.25 7.0 525.6 0.915 0.644 0.613 

diversity=0.35 7.4 574.0 0.916 0.638 0.649 

diversity=0.45 10.8 1426.6 0.914 0.637 0.730 

diversity=0.55 10.8 1426.6 0.915 0.650 0.729 

 

4.4.4 Summary of Sensitivity Analysis and Support for Hypothesis 3 

Hypothesis 3 stated: High-risk slice performance is sensitive to the oversampling 

factor, with intermediate oversampling achieving the highest mean accuracy 

improvement among tested factors. Evidence presented in this section included a 

quantitative analysis of the impact for various oversampling factors, loss function 

hyperparameter configurations for both the highest performing models and averaged 

across all models, and an ablation study of high-risk slice threshold parameters. The 

average increase in accuracy peaked at a moderate oversampling factor of 3x, with cross-

entropy loss achieving the highest mean accuracy gain as compared to class-balanced and 

class-balanced + focal loss. The highest performing models for each random seed did not 

exhibit a pattern related to oversampling factors and trended towards largest performance 

gains with class-balanced loss. Therefore, the results presented in this section provide 

support for hypothesis 3 in the average case, with the additional insight that maximizing 

performance requires tuning of oversampling factors and loss function hyperparameters. 

4.5 Impact on all Slices 

 Research question 1 focused on the impact that the targeted fine-tuning process 

would have across all slices at the global model level. Hypothesis 1 stated: Targeted fine-

tuning does not negatively impact global macro F1 performance compared with a 
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standard fine-tuned model. The global F1 of the highest performing models for each 

random seed was analyzed across the full test set, not just within the high-risk slice. 

Global macro F1 was selected as the metric to evaluate for significant global regression, 

as macro F1 is sensitive to unbalanced data with rare classes (Takahashi et al., 2022b). In 

this case, statistical testing was not applied to evaluate the statistical significance of the 

global macro F1 change because the purpose is to check for directional regression. Table 

22 provides the values between the baseline standard fine-tuned model and the targeted 

fine-tuned model. Regressions are not observed for any of the models. Rather, macro F1 

scores consistently increased. Therefore, hypothesis 1 is supported. 

 

Table 22 Global F1 change for the highest performing models for each seed 

 

Seed Baseline Model 

Global Macro F1 

Targeted Fine-

tuned Model 

Global Macro F1 

Change 

41 0.921 0.939 +0.018 

42 0.919 0.940 +0.021 

43 0.917 0.939 +0.022 

44 0.919 0.938 +0.019 

45 0.920 0.937 +0.017 

 

 

4.6 Error Topology and Class Confusion Analysis  

 To identify the specific morphological features that contributed to accuracy gains 

or regression, an analysis of error reductions beyond the aggregate provided insight. The 

analysis identified areas where the targeted fine-tuning had the most significant error 

reduction impact on specific features. As shown in Figure 12, a delta confusion matrix 

was developed for the primary morphological features (to include UPOS) within the test 

dataset. Details of the delta confusion matrix and a deep dive on specific features follows. 
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Figure 12 Delta confusion matrices for morphological features.  

Values show the net change in predictions counts between the baseline and targeted 

fine-tuned models aggregated across the highest performing model for all five seeds 

 

The delta confusion matrix illustrates where the greatest change occurs within a 

morphological feature, comparing the confusion matrix produced by the baseline model 

with the confusion matrix produced by the targeted fine-tuned model (Shi et al., 2025). 

The interpretation of the delta confusion matrix differs from a standard confusion matrix. 

The delta confusion matrices use the following convention: 

• Red cells (positive values) indicate an increase in prediction count7  

 
7 Note: Shi et al. visualized positive deltas in blue; this research visualizes positive deltas in red for 

emphasis and readability. 
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• Blue cells (negative values) indicate a decrease in prediction count 

• The counts in each row should have a net sum value of 0 

• A positive targeted fine-tuning impact is characterized by red cells along the 

diagonal (i.e., increased correct predictions) and blue cells not on the diagonal 

(i.e., decreased errors) 

A discussion on all fourteen morphological features would be lengthy. Therefore, a 

few important select features are presented to illustrate the most significant areas of 

accuracy change. Both positive and negative illustrative examples are provided for a 

balanced view on the results. 

4.6.1 Systematic Confusion Reduction (Gender) 

 The Gender feature, as previously discussed in section 4.3.3 Error Correction 

Analysis, exhibited a high degree of prediction errors. The baseline models repeatedly 

predicted Gender=Masc or Gender=Neut where the gold labels indicated that the 

prediction should have been Gender=Masc,Neut. The targeted fine-tuned models 

corrected this systemic error to a large degree, with an increase of 43 predictions for the 

feature-value pair Gender=Masc,Neut, a decrease of 21 predictions for the feature-value 

pair Gender=Masc, and a decrease of 22 predictions for the feature-value pair 

Gender=Neut. This indicates that the baseline models defaulted to the majority class (i.e., 

Masc or Neut) for the prediction instead of the minority class (i.e., Masc,Neut). The shift 

indicates that the targeted fine-tuned models successfully and specifically targeted the 

area of ambiguity for correction. 
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Figure 13 Gender feature delta confusion matrix 

 

4.6.2 Systematic Confusion Reduction (Tense) 

Similar to the Gender feature, the Tense feature exhibited prediction errors. As 

shown in Figure 14, the baseline models repeatedly predicted Tense=Past or 

Tense=Present where the gold labels indicated that the prediction should have been 

Tense=Future. The targeted fine-tuned models corrected a total of 26 errors (23 

Tense=Past, 2 Tense=Present, 1 Tense=Other). This result indicates that the targeted fine-

tuned models successfully corrected morphological errors. Further, the result indicates 

that the targeted fine-tuning generalizes across features, to include nouns (i.e. Gender) 

and verbs (i.e. Tense).  
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Figure 14 Tense features delta confusion matrix 

 

4.6.3 Confusion Regression (Case) 

 Regression of certain features also occurred, but on a limited scale. Three of the 

fourteen features indicated regressions as shown in Figure 12. The Case feature exhibited 

the largest amount of total regression across the values (illustrated in Figure 15), with a 

net decrease of 8 correct Case predictions. This indicates that the fine-tuned model did 

not improve the Case feature accuracy within the slice and slightly worsened it.  
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Figure 15 Case feature delta confusion matrix 

 

4.6.4 Feature Stability 

 The delta confusion matrices also provide evidence for feature stability. As shown 

in Figure 12, the highest risk features (e.g., Gender, Tense) show accuracy gains through 

the targeted fine-tuning process with the held-out test data set. Other lower risk features 

such as UPOS, Person, and Voice exhibit stability following the targeted fine-tuning 

process. The features that did experience regression were bounded (Case -8 count), 

indicating that catastrophic forgetting did not occur.  

4.7 Training Dynamics  

The training loss trajectories for the baseline models compared to the targeted 

fine-tuned models were also analyzed. As shown in Figure 16, the average of the 90 
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targeted fine-tuned models reached a training loss near 0.2 after 1 epoch, whereas the 

baseline models’ training loss is approximately 1.5 after 1 epoch. After 2 epochs, the 

targeted fine-tuned models stabilize with a training loss of approximately 0.1. Baseline 

models show decreased training loss even after 5 epochs.  

 
Figure 16 Comparison of training loss across epochs  

for baseline and the targeted fine-tuned models 

 

However, it must be noted that the baseline and targeted models are initialized 

from different states. The baseline models are initialized from the Ancient-Greek-BERT 

model. The targeted models are initialized from the baseline standard fine-tuned model 

for their respective seed, as depicted in Figure 17. For example, if the baseline model was 

initialized with seed 42, then the targeted model would initialize with the baseline model 

that was also initialized with seed 42.  
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Figure 17 Model Initialization Flow.  

The baseline model is initialized with the Ancient-Greek-BERT model and a 

selected random seed. The targeted fine-tuned model is initialized with the baseline 

model of the same corresponding random seed as selected for the targeted fine-

tuned model. 

 

Given that baseline and targeted models are not initializing from the same 

weighting state, the training loss curves for speed of optimization are not directly 

comparable. However, Figure 16 shows that targeted fine-tuning reaches a low level of 

training loss quickly and stabilizes after two epochs. Further analysis of a high 

performing targeted fine-tuning run (seed=43, oversampling=3x, class-balanced loss, 

=0.993) shows that overall validation set accuracy increased as shown in Table 23. 

These results indicate that the accuracy gains are most pronounced in the first two 

epochs, with further epochs showing diminished increases in accuracy gains. This 

behavior suggests that targeted fine-tuning can be achieved with a modest number of 

training epochs (i.e., 2 or 3) compared with a typical 5 epochs of training. Therefore, a 

potential exists for an approximate 40-60% reduction of training compute costs per 

model. 

 

 

 

 

Ancient-Greek-
BERT

Baseline 
Model

(per seed)

Targeted Fine-
tuned Model

(per seed)
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Table 23 Validation Accuracy Change per Epoch  

for the highest performing model 

 

Epoch Accuracy 

1 90.73% 

2 91.55% 

3 92.05% 

4 92.10% 

5 92.11% 

 

4.8 Downstream Translation Results 

 A small-scale pilot was conducted to evaluate whether the morphological tag 

accuracy gain from DART-FT yielded a statistically significant improvement in 

translation quality compared with the baseline model tags. On the primary metric of 

chrF++, DART-FT improved by +0.24 (p=0.0408). Translation Edit Rate (TER) also 

improved as shown in a decrease from 59.42 to 59.27 (-0.15). Further, in the subset 

where the baseline and DART-FT tag sequences differed (N=232), DART-FT achieved a 

+0.37 chrF++ gain and a -0.23 reduction in TER. 

 The overall direction of translation quality in the limited scope pilot was positive, 

but some limitations should be noted. The decoder altered the Latin it generated as output 

in 83 of the 232 targeted instances (35.8%). This suggests that the translator relied 

heavily on its pre-training and disregarded some of the newly introduced morphological 

information. Overall, the pilot should be approached as limited evidence and not as a full-

scale detailed translation study. 

4.9 Summary  

 Empirical evidence was provided in this chapter based on the experiments 

conducted utilizing the methodology stated in Chapter 3. Hypotheses 1 and 2 were 

supported and demonstrated that a targeted fine-tuned Ancient-Greek-BERT model 
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reduces mislabeling in fine-grained Ancient Greek morphological tagging. Hypothesis 3 

was also supported regarding that specific hyperparameter tuning is necessary to achieve 

peak performance. Overall, the targeted fine-tuning method is effective. 
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Chapter 5—Discussion and Conclusions 

 

5.1 Discussion 

DART-FT addressed a low resource language natural language processing 

challenge. Fine-grained morphological tagging can be especially error prone for tokens 

associated with ambiguous or sparse feature patterns. Transformer models (i.e., Ancient-

Greek-BERT) can achieve a high degree of aggregate accuracy but fail to model correct 

morphology for rare or morphologically complex words typically due to data sparsity. 

This study introduced a methodology designed to identify and repair the specific 

error-prone areas of weakness within the model. Previous research primarily focused on 

global metrics (i.e., global accuracy/Macro F1) and lacked an exploration of a targeted 

and precise method to increase slice level metrics for error prone regions. The DART-FT 

pipeline addressed the gap by introducing a targeted fine-tuning method. The method 

utilized a multi-pass pipeline to identify and isolate a high-risk slice which represented a 

subset of data where the model exhibited weakness. Sections 5.1.1 through 5.1.6 interpret 

these findings in relation to RQ1, RQ2, and RQ3.  

Targeted fine-tuning produced statistically significant accuracy gains on the high-

risk slice. The accuracy gains did not come at the expense of global accuracy. This 

indicates that the method was effective while not inducing catastrophic forgetting.  

5.1.1 Error Reduction in Gender Feature Syncretism 

 In section 4.3.3 Error Correction Analysis showed 57.6% of corrected predictions 

in the highest performing targeted fine-tuned models involved the Gender=Masc,Neut 
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feature-value pair. This relatively high concentration indicates that the baseline models 

exhibit a concentrated area of failure which the targeted fine-tuning method resolved. 

 The observed concentration of failures appears to be primarily driven by the 

structural class imbalance within the PROIEL treebank combined with syncretism 

(tokens that appear the same across multiple morphological features). Ancient Greek 

exhibits syncretism as shown in Table 1, where tokens can appear identical across 

different features such as Gender, Case, and Number without the associated lexical 

context. Baseline models rely on the surrounding contextual cues to support Gender 

determination.  

 Additionally, an analysis of the PROIEL treebank reveals structural imbalance of 

the Gender feature which causes issues with contextual learning. For example, there are 8 

part-of-speech tags that utilize the Gender feature. An aggregation of the data reveals that 

54.4% of the tokens with a Gender feature are tagged as Gender=Masc, 17.7% as 

Gender=Neut, and only 2.3% are tagged with the combined Gender=Masc,Neut label. 

(Statistics of Gender in UD_Ancient_Greek-PROIEL, 2024) 

 Cross-entropy (CE) training handles this context-dependent ambiguity by 

selecting the most common label. As shown in Figure 13, the baseline model defaults to 

the majority classes (Masc or Neut) rather than correctly selecting Masc,Neut. Targeted 

fine-tuning trains the model to increase learning on the underrepresented tokens, which 

increases the weight of the gradient contributions for Gender=Masc,Neut through 

penalizing the model for majority class guesses. Ultimately, this suggests that the targeted 

fine-tuning methodology enables post-training intervention for systematic error patterns 
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on imbalanced data and is likely to be substantially less computationally expensive than 

approaches that require additional pre-training. 

5.1.2 CE and Class Balanced Loss Robustness vs. Peak Performance 

As shown in Table 17, CE loss produced the highest mean high-risk slice 

accuracy gain across all 90 model configurations (+2.4 percentage points), compared 

with Class Balanced (CB) loss and Class Balanced Focal (CB+F) loss which exhibited 

lower accuracy changes. Similarly, Table 15 shows that 3x oversampling achieved the 

highest average accuracy gain across the tested oversampling factors.  

However, the top performing models for each seed were trained with CB or CB+F 

loss and not CE loss, as shown in Table 18. Further, Table 16 shows the oversampling 

factor associated with peak performance varied by seed (i.e., 2x-4x). This pattern 

suggests a tension between robustness and peak performance. CE loss is comparatively 

robust because it applies a per-example weighting objective, does not reweight classes by 

frequency, and requires minimal hyperparameter tuning to be effective at increasing 

accuracy. It acts as a stable but imprecise tool which is robust across multiple different 

configurations.  

In contrast, CB and CB+F loss introduce hyperparameters that determine the level 

of emphasis of the rare classes. When these hyperparameters are aligned with the specific 

imbalance structure of the high-risk slice composition, the accuracy gains can exceed the 

accuracy gains from CE loss. However, when the CB and CB+F loss hyperparameter 

alignment is suboptimal, CE loss can produce superior accuracy gains. Similarly, the 

oversampling factor of 3x performs well on average, but the oversampling factor that 

produces peak accuracy gains varies across random seeds. 
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Practically, these results suggest that when training budgets are limited (in terms 

of time and/or money), CE loss is appropriate as a default loss function with an 

oversampling factor of 3x. When tuning budget is available to maximize slice-level 

performance, CB loss or CB+F loss are appropriate with a bounded search over 

hyperparameters and oversampling factors. 

5.1.3 Multi-label Error Regression in Case and PronType Features  

 In aggregate the features within the highest performing targeted fine-tuned models 

for each seed showed accuracy increases. However, as shown in Figure 15, the Case (-8), 

PronType (-2), and Degree (-1) features exhibited a net decrease of correct predictions. 

The regression of the Degree feature represents a small regression of a single correct 

prediction, the Case and PronType regressions are more significant.  

It is noteworthy that the feature-value pairs Case=Voc and PronType=Int were 

included in the high-risk slice across all 5 random seeds (Table 24) and still exhibited 

regression of correct predictions. Conversely, other feature-value pairs such as 

Gender=Masc,Neut (+35) and Poss=Yes (+1) were also targeted across all 5 seeds within 

the high-risk slice and experienced gains in correct predictions. This suggests cross-

feature interaction (negative transfer) occurred. 

For the Case feature, the net loss of correct predictions was concentrated among 

the Case=Nom (-3), Case=Acc (-4), and Case=Voc (-3) values, and for the PronType 

feature, the new errors in the PronType=Int value (-5) slightly exceeded the gains in the 

PronType=Dem (+4). As shown in Table 1, interrogative pronouns (e.g., τίνα) can exhibit 

multiple ambiguities spread across multiple feature-value pairs. The model must rely on 

context to assign the correct tags, which may couple PronType and Case feature errors 
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within the larger morphological bundle. These regressions suggest that in cases of highly 

complex ambiguous fine-grained morphology, the targeted fine-tuning intervention may 

introduce localized tradeoffs across tightly coupled features rather than uniformly 

improving all features within the bundle. To mitigate the impacts of negative transfer, 

future work should consider methods including alternative architectural and training 

approaches. Potential approaches could include implementation and evaluation of 

feature-specific loss weighting (Kendall et al., 2018) or other task specific optimization 

strategies to reduce the risk of optimization conflicts. Additionally, evaluating whether 

intermediate-task transfer learning (Pruksachatkun et al., 2020) could be adapted to 

mitigate regressions, could yield a beneficial approach. 

5.1.4 Global Stability and Catastrophic Forgetting Avoidance 

 The potential for catastrophic forgetting exists when oversampling introduces 

multiple copies of the same data into the training pipeline. However, the aggregate mean 

improvement of +0.0194 in global macro F1 score (Table 22), indicates no evidence of 

global regression which would be consistent with catastrophic forgetting. There are two 

factors that likely contributed to the global stability. 

 First, the oversampling process maintained the sentence level structure, even 

though the high-risk slice was targeting specific tokens. The retained context acted to 

anchor the model. Second, a relatively small number of training epochs were needed to 

stabilize the model as noted in Section 4.7 Training Dynamics. The small number of 

epochs limited the potential for overfitting on specific high-risk tokens. Overall, this 

enabled the model to repair the high-risk slice without damaging the overall performance. 
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5.1.5 Applicability and Generalizability Boundaries 

As noted in Section 1.8 Research Limitations, the DART-FT methodology has 

several prerequisites to achieve successful outcomes. If this method is applied to other 

low-resource languages or to other domains, the following must be available: 

• A gold labeled dataset (e.g., treebank) with token-level annotations: This 

is necessary for model evaluation and high-risk slice identification. 

• A pre-trained model: This is necessary as a starting point for the 

methodology to conduct post-training. 

• A defined and finite decomposable feature set: The set of features must be 

finite and decomposable to define the high-risk slice.  

Therefore, while only validated on Ancient Greek, the prerequisites of the DART-FT 

method suggest it may be suitable for low (but not zero) resource languages or domains.  

Beyond these prerequisites, the improvements in tagging accuracy which DART-

FT exhibited were dependent on properties of Ancient Greek and the UD PROIEL 

dataset. As previously mentioned, Ancient Greek exhibits rich morphology and 

systematic ambiguity which concentrates error patterns into identifiable slices. DART-FT 

leverages this pattern to identify and correct errors. Other domains with randomly 

distributed errors may see limits to the benefits which DART-FT provides. Also, 

PROIEL contains high-quality human annotated labels. Other domains that lack high-

quality labels may require additional approaches to ensure label data quality. Therefore, 

application of DART-FT into domains such as cybersecurity log analysis (as mentioned 

in the future work section) must take these requirements into account. 
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Overall, DART-FT provides a targeted and resource efficient potential alternative 

to pre-training and standard CE-loss fine-tuning by enabling targeted repairs to error-

prone areas of models that have limited labeled corpora. 

5.1.6 Translation Pilot Implications 

 The primary contribution was improvement of tagging accuracy on the high-risk 

slice. Ideally, improved tagging accuracy should have an associated positive downstream 

impact. The results of the translation pilot provided evidence for marginally, but 

statistically significant improved translation quality (chrF++) and translation edit rate 

(TER) compared to the baseline. Although the pilot was not intended to yield a 

production quality translation pipeline, the results suggest that human translation editors 

could experience a potential reduction in labor in post-translation which supports the 

initial motivation. 

 

5.2 Conclusions 

The following conclusions are drawn from the research questions and supporting 

evidence provided in Chapter 4—Results.  

5.2.1 Research Question 1 Evaluation and Conclusion 

Research Question 1: Does targeted fine-tuning negatively impact global macro 

F1 performance compared with a standard fine-tuned model? 

Hypothesis 1: Targeted fine-tuning does not negatively impact global macro F1 

performance compared with a standard fine-tuned model. 

Evaluation and Conclusion: The results support the hypothesis. As shown in 

Table 22, global F1 scores across the 5 random seeds exhibited no observed decrease and 

instead showed increases (mean improvement of +0.0194), following targeted fine-
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tuning. This confirms that when taking a global view across the entire dataset, targeted 

fine-tuning did not negatively impact fine-grained tagging F1 score compared with a 

standard fine-tuned model. 

5.2.2 Research Question 2 Evaluation and Conclusion 

Research Question 2: Does targeted fine-tuning increase fine-grained 

morphological tagging accuracy for the high-risk slice compared to a standard fine-

tuned Ancient-Greek-BERT model? 

Hypothesis 2: Targeted fine-tuning yields significantly higher fine-grained 

morphological tagging accuracy for the high-risk slice compared to a standard fine-

tuned Ancient-Greek-BERT model. 

Evaluation and Conclusion: The hypothesis is strongly supported. Targeted 

fine-tuning yields significantly higher fine-grained morphological tagging accuracy 

across the 5 random seeds, with a peak accuracy increase of 6.4 percentage points in the 

best performing model (Table 13 and Figure 9). The delta confusion matrices (Figure 12) 

demonstrate the targeted fine-tuning corrected prediction errors in 11 of 14 

morphological features such as Gender (Figure 13) and Tense (Figure 14). Statistical 

testing, utilizing the McNemar test rejected the null hypothesis, with p-values < 0.001 

(Table 13). This result indicates that accuracy increase is not a result of random variance. 

5.2.3 Research Question 3 Evaluation and Conclusion 

Research Question 3: How sensitive is targeted fine-tuning performance to the 

degree of oversampling of high-risk tokens? 
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Hypothesis 3: High-risk slice performance is sensitive to the oversampling 

factor, with intermediate oversampling achieving the highest mean accuracy 

improvement among tested factors. 

Evaluation and Conclusion: The hypothesis is supported in the average case. On 

average, a moderate oversampling factor of 3x yields the greatest improvement in high-

risk slice accuracy with an average accuracy increase of 2.7 percentage points (Table 15) 

across the 5 random seeds. However, the highest performing models for each random 

seed did not exhibit a pattern supporting a moderate oversampling factor of 3x as ideal 

(Table 16). Catastrophic forgetting did not occur for the peak performing models for each 

random seed, as demonstrated by the consistent accuracy gains in the morphological 

analysis (Figure 12). 

5.3 Contributions to the Body of Knowledge  

This research provides several contributions to the body of knowledge: 

1. A high-risk slice identification method. A novel data-driven pipeline for 

identifying an empirically defined high-risk slice associated with frequent and 

systematic fine-grained morphological tagging errors was developed. Unlike a 

static list, the method provides a dynamic high-risk slice which provides the 

specific error patterns that the targeted fine-tuning method utilizes for error 

reduction. 

2. A statistically validated targeted fine-tuning method. A reproducible method 

to improve accuracy on the high-risk slice was demonstrated. Statistical 

analysis validated the mechanism for improving accuracy of the high-risk 

slice.  



88 

 

5.4 Recommendations for Future Research 

Several areas are ripe for potential future research: 

1. Iterative applications of DART-FT: The approach was to define the high-

risk slice and then perform targeted fine-tuning. As demonstrated, this 

approach increased accuracy on the high-risk slice. However, what would 

be the impact if the model output of the targeted fine-tuning process 

becomes the input for another iteration of high-risk slice identification and 

targeted fine-tuning? Research into the effects of an iterative approach of 

DART-FT would potentially provide valuable insights in iterative error 

reduction. 

2. High-risk slice threshold values ablation: The threshold values which 

support identification of the high-risk slice were selected as design 

choices. However, future work conducting a full empirical optimization 

study into the threshold values could yield further insights. Specifically, 

recommendations to practitioners regarding guidelines for threshold 

values depending on the use-case and data characteristics could be helpful. 

3. Mitigation of negative transfer in tightly coupled features: As discussed in 

Section 5.1.3 Multi-label Error Regression in Case and PronType 

Features, future research should explore mitigation strategies to reduce 

morphological feature-value pair accuracy regressions. Potential areas for 

exploration could include feature specific loss weighting (Kendall et al., 

2018) and intermediate task transfer learning (Pruksachatkun et al., 2020). 
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These approaches may reduce the risk of cross-feature regressions within 

tightly coupled morphological features. 

4. Alternative dataset/treebank: Experiments with different baseline datasets 

may yield beneficial results. Datasets such as the Ancient Greek 

Dependency Treebank (AGDT) (Celano et al., 2021) could be considered 

as it is similar to the PROIEL Ancient Greek treebank. Specifically, 

evaluating the change in accuracy and F1 score with a different dataset 

would be informative. 

5. Alternative domains: An exploration of applications outside of the Ancient 

Greek NLP domain could yield impact. For example, exploring whether a 

transformer model could be trained with the targeted fine-tuning method 

to predict rare cybersecurity events within log files, could provide a high 

impact area of practical application. Alternative definitions of the high-

risk slice, such as “Slice Finder” which utilizes an unlabeled data set 

(Chung et al., 2019), could be explored to identify the focus area for 

targeted fine-tuning. Further research in this area could enable more 

general application of the targeted fine-tuning method without the current 

limitations as described in Section 5.1.5. 
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Appendix A 

 This appendix provides supplementary data and additional details related to the 

results as outlined in Chapter 4—Results. Specifically, it provides an example of a raw 

pipeline execution log as shown in Figure 18. Data related to specific features selected 

for each random seed for the high-risk slice identification is provided in Table 24. A 

pseudo code algorithm of the DART-FT methodology is included in Figure 19. Figure 20 

provides a detailed depiction of the experimental pipeline. Additionally, reference data 

with respect to the time periods and evolution of the Ancient Greek language is provided 

for additional context. 

  

cat overnight-20251213.yolo.log | grep "\[mine\]" | grep -v building 

[mine] risky_dev_fvs=6 train_intersect=6 test_mask_sum=487 skipped_by_cap=6 

max_fv_share=0.35 

[mine] feature mix: {'Mood': 2, 'Case': 1, 'Gender': 1, 'Poss': 1, 'PronType': 1} 

[mine] risky_dev_fvs=9 train_intersect=9 test_mask_sum=639 skipped_by_cap=6 

max_fv_share=0.35 

[mine] feature mix: {'Mood': 2, 'Tense': 2, 'Case': 1, 'Degree': 1, 'Gender': 1, 'Poss': 1, 

'PronType': 1} 

[mine] risky_dev_fvs=8 train_intersect=8 test_mask_sum=621 skipped_by_cap=6 

max_fv_share=0.35 

[mine] feature mix: {'Tense': 2, 'Case': 1, 'Degree': 1, 'Gender': 1, 'Mood': 1, 'Poss': 1, 

'PronType': 1} 

[mine] risky_dev_fvs=6 train_intersect=6 test_mask_sum=487 skipped_by_cap=8 

max_fv_share=0.35 

[mine] feature mix: {'Case': 1, 'Degree': 1, 'Gender': 1, 'Poss': 1, 'PronType': 1, 'Tense': 1} 

[mine] risky_dev_fvs=8 train_intersect=8 test_mask_sum=636 skipped_by_cap=6 

max_fv_share=0.35 
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[mine] feature mix: {'Mood': 2, 'Case': 1, 'Degree': 1, 'Gender': 1, 'Poss': 1, 'PronType': 1, 

'Tense': 1} 

 

Figure 18 Raw execution logs of the high-risk slice identification pipeline  

across the 5 random seeds. The output indicates which and the number of features 

were included in the high-risk slice, the intersection of the features between the 

validation and training sets, the number of features excluded from the slice due to 

the cap, and the total counts of tokens from the test set in the slice. 

 

 

FOR seed s in SEEDS DO 

  # (1) Baseline (CE, no oversampling) 

  SetSeed(s) 

  MODEL_base = InitFromPretrained() 

  Train(MODEL_base, TRAIN, loss=CE) 

  PRED_dev = Predict(MODEL_base, DEV) 

 

  # (2) Pass 1 — Mine high-error FV patterns on DEV dataset 

  CANDIDATES = {} 

  FOR each FV seen in DEV gold labels DO 

      count = freq(FV in DEV gold) 

      err   = freq(FV missing from baseline prediction when FV is in gold) 

      IF (err/count >= MIN_ERR) AND (count >= MIN_FREQ) THEN 

          Add FV to CANDIDATES with key=err 

      ENDIF 

  ENDFOR 

 

  # (3) Pass 2 — Greedy diversity cap (marginal share) 

  Sort CANDIDATES by descending error count 

  HIGH_RISK_FVS = {} 

  SLICE_TOKENS  = {}   # DEV token indices in current slice union 

 

  FOR FV in CANDIDATES DO 

      TOK = DEV tokens whose gold contains FV 

      new_union = SLICE_TOKENS ∪ TOK 
      marginal_share = (|new_union| - |SLICE_TOKENS|) / |new_union| 

      IF marginal_share <= MAX_SHARE THEN 

          Add FV to HIGH_RISK_FVS 

          SLICE_TOKENS = new_union 

      ENDIF 

  ENDFOR 

 

  # (4) Pass 3 — Freeze slice + stamp masks (gold-based) 

  MASK_train = (TRAIN token gold contains any FV in HIGH_RISK_FVS) 

  MASK_test  = (TEST  token gold contains any FV in HIGH_RISK_FVS) 

 

  # (5) Targeted fine-tuning grid 

  FOR OS in OVERSAMPLE_FACTORS tested DO 

    FOR LOSS in {CE, CB(beta), CB+F(beta,gamma)} DO 

 

      TRAIN_os = OversampleSentences(TRAIN, MASK_train, factor=OS) 
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      MODEL_tgt = CopyWeights(MODEL_base)      # warm start 

      Train(MODEL_tgt, TRAIN_os, loss=LOSS) 

 

      # Evaluate (high-risk slice + global) 

      EvalHighRisk(MODEL_tgt, TEST, MASK_test) # bundle-accuracy + macro-F1 

      EvalGlobal(MODEL_tgt, TEST)              # global macro-F1 

 

      # Paired test vs baseline on high-risk slice 

      McNemarExact(baseline vs targeted correctness on MASK_test tokens) 

 

    ENDFOR 

  ENDFOR 

ENDFOR 

Figure 19 Pseudo code algorithm of the DART-FT methodology 

 
 

Table 24 High-risk feature-value pairs for each of the 5 random seeds 

Feature-Value Pair Seed 41 Seed 42 Seed 43 Seed 44 Seed 45 

Gender=Masc,Neut X X X X X 

PronType=Int X X X X X 

Case=Voc X X X X X 

Poss=Yes X X X X X 

Mood=Sub X 
   

X 

Mood=Opt X X 
   

Mood=Imp 
 

X X 
 

X 

Tense=Fut 
 

X X X 
 

Degree=Cmp 
 

X X X X 

Tense=Pqp 
 

X X 
 

X 
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Figure 20 Experimental pipeline details 

which shows baseline training, high-risk slice definition, and targeted fine-tuning 

and evaluation for each random seed 
 

Ancient Greek Language Time Periods and Evolution 

 A brief and non-exhaustive review of the history of Ancient Greek language 

development is useful for contextual understanding. The origins of Ancient Greek 

language date to before the eighth century BCE and evolved through time. Ancient Greek 

is categorized by scholars into several distinct time periods, some of which can overlap. 

These general categories are outlined in Table 25. It is also important to note that 

additional designations also exist, such as Koine (κοινή) or common Greek, which spans 

the third century BCE to the sixth century CE (Aitken & Dhont, 2023, p. 434). Koine 

Greek is the language in which the New Testament was penned and most of the corpus 

within the PROIEL treebank. In this study, Ancient Greek refers to both Koine and 

Classical Ancient Greek, to align with the contents of the PROIEL treebank which 

includes both the New Testament and texts from Herodotus. 

Set Baseline

•Seed=41
•Define High-Risk Slice

•Train and evaluate 
baseline model

Train/Evaluate

•Seed=41
•Oversample=2x,3x,4x

• Loss=cb_focal

• Loss=cb

• Loss=ce

Set Baseline

•Seed=42
•Define High-Risk slice

•Train and evaluate 
baseline model

Train/Evaluate

•Seed=42
•Oversample=2x,3x,4x

• Loss=cb_focal

• Loss=cb

• Loss=ce

Set Baseline

•Seed=43
•Define High-Risk Slice

•Train and evaluate 
baseline model

Train/Evaluate

•Seed=43
•Oversample=2x,3x,4x

• Loss=cb_focal

• Loss=cb

• Loss=ce

Set Baseline

•Seed=44
•Define High-Risk Slice

•Train and evaluate 
baseline model

Train/Evaluate

•Seed=44
•Oversample=2x,3x,4x

• Loss=cb_focal

• Loss=cb

• Loss=ce

Set Baseline

•Seed=45
•Define High-Risk Slice

•Train and evaluate 
baseline model

Train/Evaluate

•Seed=45
•Oversample=2x,3x,4x

• Loss=cb_focal

• Loss=cb

• Loss=ce
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Table 25 Time Periods of Ancient Greek Language  

(Bentein, 2016, p. 6). 

Time Period (Centuries) Period Name 

8-6 BCE  Archaic Greek  

5-4 BCE Classical Greek  

3-1 BCE Early Post-Classical Greek  

1-3 CE  Middle Post-Classical Greek  

4-68 CE Late Post-Classical Greek  

7-8 CE Early Byzantine Greek 

 

 The time periods contain slight differences in language. For example, between the 

third century BCE and the eighth century CE, the grammatical dative case was gradually 

replaced by the genitive case (Stolk, 2015, p. 92). These transitions in language patterns 

may impact model weights if the training corpus spans multiple time periods. 

 

 
8 Some scholars consider Post-Classical Greek to span from 323BCE to 1453CE (la Roi, 2020, p. 214). 
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