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Abstract of Dissertation

A Dynamic Competing Risk Model for Filtering Reliability and Tracking

Survivability

The motivation for this dissertation is the resolution of a long-standing practical

problem in reliability engineering, namely that of tracking reliability growth. The

dissertation’s essential output is the development of a coherent framework for casting

the reliability growth problem as one of filtering, prediction, and tracking. This

constitutes a paradigm shift in how reliability is monitored, namely as a dynamic

system. The two by-products of this dissertation are: a probabilistic competing risk

model and a reconsideration of the foundations of reliability via Popper’s notion of

propensity.
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Chapter 1

Motivation, Background, and

Overview

1.1 Motivation

The work described here was motivated by a practical problem in reliability engi-

neering, namely, tracking the trustworthy performance of an engineered system over

time. The problem is loosely labeled reliability growth and has a significant amount

of academic literature devoted to its satisfactory resolution. However, when faced

with the practical problem of reliability modeling over time of a system that is re-

paired after each failure, a statistician will be required to consider some technical

and philosophical issues that have only rarely been treated in the literature. These

issues, brought to light in this dissertation, prompt us to reconsider the foundations

of reliability theory and of survival analysis. The purpose of this chapter is to explore

the above and to propose a paradigm for tracking reliability growth.

1



1.2 Background: Reliability and Survival Analysis

Reliability theory pertains to an assessment of the probability of a system completing

its intended function during a certain period of time. The system could be biological,

engineered, or logical—like software code or a financial instrument such as a bond.

Reliability theory is the basis of reliability engineering, survival analysis, and duration

analysis (in finance).

Reliability engineering deals with hardware and software; it aims to optimize the

probability of functioning by improvements in design, maintenance, and management.

In survival analysis the focus is on biological organisms, and the intended function

(as mentioned above) is to stay alive. Reliability engineering, survival analysis, and

duration analysis involve the time to some specified event and data on event history.

1.3 Reliability and Modern Statistics

It may be claimed that the science of reliability begat the field of statistics in a

manner akin to how gambling begat the theory of probability. Whereas the rules of

probability can trace their roots to the times of Gerolamo Cardano (1501–1576), and

mathematical probability to the Pascal–Fermat letters of 1654, the first treatise on

statistics appeared in 1662 in John Graunt’s “London Bills of Mortality”. This was

essentially a life-table whose appearance spawned the universal registration of births,

marriages, and deaths. Thus, as was aptly claimed by Karl Pearson, Graunt was the

father of statistics and hence the grandfather of the modern-day data revolution as

well.
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1.4 The Foundations of Reliability Theory

Reconsidered

Whereas there has been much written about the methodological aspects of relia-

bility and survival analysis, there is little, if anything, written on the foundational

underpinnings of these topics. This is understandable because reliability is defined

as a probability, and there is plenty written on the meaning and interpretation of

probability. Thus one may claim that the philosophical underpinnings of probability

are indeed the foundations of reliability theory. However the question that must be

asked here is, because there are several interpretations to probability, which interpre-

tation(s) of probability is germane to reliability? To address this question we start

by looking at the relative frequency theory of probability, the propensity theory, and

the personalistic theory.

More about these theories is discussed below, in section 1.5. For now, it suffices to

say that, implicit to the current work in reliability and survival analysis, there is an

adherence to either the relative frequency theory or the personalistic theory. Thus, as

things stand, the theoretical underpinnings of reliability and survival analysis would

be either one of the above two theories. A consideration of the valuable role that

the propensity theory can play has not been well-appreciated. Even less appreciated

is the fact that the propensity theory can be made to work in tandem with the

personalistic theory. This linkage provides us with a foundation for modern reliability

theory. However, in order to do so we need to redefine reliability, namely by defining

it as a propensity, not a probability.

The scenario of tracking reliability growth provides a convincing motivation for

articulating why the above two theories need to be linked, and once done, create a
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new paradigm for addressing problems in reliability and survival analysis. In effect,

this then constitutes the reconsideration of foundations mentioned in the title of this

dissertation.

1.5 Frequencies, Propensities, and Probabilities

The essential differences between the three theories of probability mentioned above

can be illustrated via the metaphor of a single coin toss, where H connotes the

functioning of a system for a specified time and T denotes the failure. For convenience,

we denote H by the event (X = 1), and T by (X = 0). The aim of any theory of

probability should be to quantify the uncertainty about any solitary event of the

type (X = 1). Note that in many real-life applications of reliability, the focus is

on a particular system or a particular individual, whence the emphasis on the word

“solitary”. If the uncertainty about a solitary event can be quantified, the theory

may be easily extended to the case of multiple events.

The relative frequency theory of probability, upon which much of the current

statistical methodologies in reliability and survival analysis are based, is, in principle,

unable to address the question posed. This is because the aim of the frequency theory

is to give a description of observable mass phenomena and repetitive events, like games

of chance or specified attributes occurring in a large population. An isolated event

cannot be considered as an element in a sequence of uniform repeated observations.

The basic notion upon which the theory is established is that of a kollektiv,1 or an

infinite-sized population. Indeed von Mises, to whom much of the development of

the frequency theory is attributed, states that “... in no case is a probability value

attached to a single event by itself, but only to an event as much as it is the element of

1The use of this original German term, whose English cognate is “collective”, is due to von Mises.
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a well-defined sequence” (Von Mises, 1941, p. 192). Thus to von Mises, probability is

a property of an attribute within an infinite sequence. If the attribute in question, like

the survival of a particular unique entity, cannot be embedded in a kollektiv, then its

probability cannot be discussed. Other difficulties with the relative frequency theory

of probability, first discussed by Venn (1866), are outlined in DeGroot (1988). They

have to do with the notions of indefinite repetitions and of almost similar conditions

under which the repetitions are conducted.

The propensity theory of probability appeared in the early 1900s in the writings

of the American philosopher Charles Sanders Peirce (Peirce, 1910). It began as an

amorphous attempt to define objective probabilities for singular events, lacking even

a lexicon with which to discuss the problem. Peirce used the term “would-be” before

the term “propensity” became standard jargon, mainly due to Popper (1935, 1959a,b).

It turns out that there are multiple existing propensity theories of probability, each

having pros and cons and particular usage cases. Popper gave the term “propensity”

to the probability measure that corresponds to the physical disposition of an item

in a particular situation to behave in a particular way. This definition is meaningful

only when we define the item, the situation, and the resulting behavior. A standard

example is for the item to be a die, the situation is a throw with a lot of spin, and

the resulting behavior that the die land with 6 facing upward. The propensity for

this behavior, in an idealized world, is assigned to the number 1/6.

This propensity will then beget the behavior usually referred to by probability

theorists. That is, this propensity, when the situation is infinitely repeatable, will yield

a kollektiv, and the resulting relative frequency of observing a 6 will be exactly 1/6.

Or, when the situation is repeatable a large number of times, the resulting relative

frequency will be approximately 1/6, where the bounds of this approximation can be

5



computed. However, if this situation is repeatable only once, it will not yield a relative

frequency of 1/6. Therefore, following the definition of Gillies (2000), the propensity

theory of probability does not fall within what’s called an operationalist philosophy

of science. “Operationalism is the view that the theoretical terms of a science should

be defined in terms of observables.” (Gillies, 2000, p. 820) Therefore this definition

of physical propensity includes the fact that it is not an observable quantity, but may

be connected to an observable quantity in an indirect fashion. The same might be

said of Newtonian forces, which cannot be directly observed but are connected to

observable quantities, like me being able to lift a glass of water by applying strength.

Both the relative frequency theory of probability and the propensity theory of

probability are said to be objective theories because they can be objectively tested

via a sequence of experiments. As a consequence, they are common to all individuals.

By contrast, the personalistic theory of probability is referred to as a subjectivistic

theory. Here, probability theory is viewed as a means of dealing with the incomplete-

ness of one’s knowledge, so that one’s personal probability of the event (X = 1) is

the assessor’s degree of rational assurance or belief about the outcome (X = 1). In

this theory, the assessor—which Good (1950) refers to as YOU— is important. In

what follows, we will denote the YOU by the symbol Y (a gothic Y).

There are several aspects of the personalistic theory that need to be highlighted.

The first is that Y’s personal probability depends on H, the history possessed by Y

at the time T at which the probability is specified. Since H will change over time, a

personal probability is dynamic. The second is that a personal probability is specific

to Y; it is therefore not unique. In what follows, we denote Y’s personal probability

6



about the event (X = 1), specified at time T , based on the history H, by

P TY (X = 1;H).

Finally, a way to operationalize personal probability is via a 2-sided bet. Specifically,

if P TY (X = 1;H) = p, where 0 < p < 1, then a 2-sided bet implies that Y stakes

an amount of wealth p against an opponent, say D, with the understanding that

Y receives (1 − p) if (X = 1) occurs and loses the p at stake if (X = 0) occurs.

Furthermore, Y also stakes (1 − p) for the event (X = 0), and D gets to choose

between the (p, (X = 1)) side of the bet or the ((1−p), (X = 0)) side of the bet. The

2-sided bet forces Y to declare his true probability so that D is not at a disadvantage.

Personal probabilities of 1 and 0 should only be assigned to events that can be

logically proven to be true or false, and when such is the case it does not make sense for

Y to engage in a two-sided bet. However, see Section 5.3 for a more nuanced argument

as to why probabilities of 0 or 1 must be avoided. The role of T is paramount in

personal probability; this will become apparent in Section 2.6. Often T is taken to

be zero, the “now” time, and often T is suppressed along with Y.

1.5.1 Subjunctive Conditioning and Conditional Events

Consider two events (X1 = 1) and (X2 = 1) as a metaphor for two systems each

functioning throughout their specified time durations. Under the relative frequency

theory of probability, the conditional probability of the event (X1 = 1) were (X2 = 1),

denoted P (X1 = 1 |X2 = 1) is taken to be defined as

P (X1 = 1 |X2 = 1) :=
P (X = 1 and X2 = 1)

P (X2 = 1)
,
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the ratio of two relative frequencies. This may be contrasted with the concept of

conditioning in propensities, which does not come equipped with a definition of con-

ditional propensity and would therefore require an additional axiom. Because a con-

ditional probability is the ratio of two probabilities, it is important to bear in mind

that under the relative frequency theory, the events in question should be embedded

in a kollektiv. This means that under this theory, conditional probabilities of soli-

tary events cannot be defined. Finally, it is important to note that the conditioning

event, namely (X2 = 1), is in the subjunctive mood, hence the emphases on the word

“were”. In the statement P (X1 = 1|X2 = 1), we prefer not to say “given (X2 = 1)”;

rather we way “were (X2 = 1) to be true”. See also Section 5.2 for a more nuanced,

philosophical discussion of the subjunctive mood and the roll it plays in conditioning.

Popper (1959b), in his strong advocacy of the propensity theory of probability,

seems to be silent on the matter of conditioning and conditional propensities. How-

ever, Humphreys (1985) makes the claim that, since propensities are not symmetric

through Bayes’ Law, whereas probabilities are, that propensities cannot be probabil-

ities. Rather, propensities imply a nondeterministic causal relationship between an

event and the conditions of the experiment under which the event is observed. Thus

the matter of conditional propensities becomes moot.

Conditional probability can be nicely interpreted and made operational within the

personalistic framework. To see how, we denote Y’s conditional probability, assessed

at time T , of the event (X1 = 1) were the event (X2 = 2) to be true, and in the light

of the history H, as

P TY (X1 = 1 |X2 = 1;H) = p1,

say. Then p1 is the amount that Y is willing to stake on the event (X1 = 1) were

the event (X2 = 1) true, in a two-sided bet against D. If (X2 = 1) does not turn
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out to be true, that is, if (X2 = 0) turns out to be true, then all bets are off. The

notation for conditional probability warrants some explanation. All quantities to the

right of the semi-colon, like H, are treated as being known; i.e. Y is certain about

H. By contrast, all quantities to the right of the pipe, like (X2 = 1), are in actuality

unknown but supposed known (i.e. they are in the subjunctive mood).

The notions of independent and dependent events also find an easy interpretation

in the subjectivistic framework. For example, the events (X1 = 1) and (X2 = 1) are

said to be independent if

P TY (X1 = 1 |X2 = 1;H) = P TY (X1 = 1;H).

This means that to Y, a two-sided bet on the event (X1 = 1) is not affected by the

(supposed) added knowledge of the truth of the event (X2 = 1). The amount staked

by Y on the event (X1 = 1) is impervious to the supposition of the truth of the

event (X2 = 1). The events (X1 = 1) and (X2 = 1) are dependent if they are not

independent.

This concludes our discussion of relative frequencies, propensities, and personal

probabilities, vis-à-vis their interpretation, applicability, and operationalization. We

have also discussed the above features with respect to conditional probability. In the

next section we discuss how propensity theory and personal probability theory can

be linked so that they can be made to work in tandem. This is the essence of our

reconsidered foundation of reliability theory and survival analysis.
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1.6 Exchangeability and de Finetti’s Theorem

Suppose that we make several, say n, tosses of the metaphorical coin mentioned

in Section 1.5. Suppose that the conditions under which the n tosses are made

are similar, where similar means reasonably constant. We suppose that it is not

possible to keep the conditions exactly constant, for were it so, then the outcomes

of all the n tosses would be the same, heads or tails. The effect of tossing under

reasonably constant conditions is that the result of any one toss is similar to any

other toss, the results of a pair of tosses similar to any other pair, and so on, for

triplets, quadruplets, and so forth. Mathematically, this idea is made precise via the

notion of exchangeability, introduced in de Finetti (1937). Under exchangeability, the

(personal) probability of any sequence of r heads and s tails, where r + s = n, is

the same as any other sequence containing r heads and s tails. Exchangeability is

a judgment that is to be made before the outcome of the n tosses is observed. Its

essence is that position and order are irrelevant; all that matters is the total number

of heads and the total number of tails. For example, independent Bernoulli trials with

a constant propensity, say θ, of heads, is exchangeable for any sequence of r heads

and s tails. However, not all exchangeable sequences are independent sequences.

Thus the assumption of independence is stronger than that of exchangeability, and

exchangeability a weak form of dependence. Exchangeability connotes a sense of

similarity, and without the assumption of exchangeability, it is not possible to do

inductive statistical inference.

After introducing the notion of exchangeability, de Finetti then proved the follow-

ing representation theorem for an infinite sequence of Bernoulli trials.

Theorem. (de Finetti, 1937) For every exchangeable probability assignment that

can be extended to a probability assignment on an infinite sequence of zeros and ones,
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there corresponds a unique probability distribution function F , concentrated on [0, 1],

such that for all n and 0 ≤ r ≤ n,

P TY (X1 = 1, . . . , Xr = 1, Xr+1 = 0, . . . , Xn = 0;H) =

∫ 1

0

θr(1− θ)n−rF TY (dθ;H)

This is a form of what is known as de Finetti’s Representation Theorem, the represen-

tation being that the joint distribution of an exchangeable sequence must be able to

be written as the integral over an unknown value of a product of probability functions

given that value.

There is a second theorem of de Finetti’s which works closely with this one, and

that is that the law of large numbers can be established for exchangeable sequences

as well:

Theorem. (de Finetti, 1937) Suppose X1, . . . Xn are a subsequence of an infinitely

exchangeable sequence of Bernoulli random variables. Then for any ε > 0

P

(∣∣∣∣ lim
n→∞

∑
Xi

n
− θ
∣∣∣∣ < ε

)
= 1,

where 0 ≤ θ ≤ 1. Otherwise stated,

∑
Xi

n
−→a.s. θ.

This is known as the strong law of large numbers.

There are several remarkable aspects to these theorems. One is the appearance

of θ; another is the appearance of F TY (dθ;H). Clearly, θ cannot be interpreted as a

personal probability, it being the limit of
∑n

i=1Xi/n as n→∞. This means that θ is

a property of the world, and can be interpreted as the propensity of the coin to land
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heads (i.e., for any Xi = 1). The entities P TY (·) and F TY (·) are personal probabilities,

the latter encapsulating Y’s uncertainty about the propensity θ, which is unobservable

because n→∞ is a concept. Thus de Finetti’s theorem can be seen as one that links

together propensity theory and the personalistic theory of probability. Specifically,

F TY (dθ;H) represents Y’s quantification by personal probability his uncertainty about

the propensity θ. It is common to refer to F TY (dθ;H) as a prior distribution of

θ, and this prior on an unobservable θ enables Y to place a two-sided bet on the

observable exchangeable binary sequences of size n by evaluating the integral in the

representation theorem. The appearance of F TY (dθ;H) is remarkable because the

innocuous (but desirable) judgment of exchangeability implies the existence of a prior

distribution.

de Finetti’s theorem for finite exchangeable Bernoulli sequences, and the conse-

quences of invoking the theorem for sequences that are not conceptually infinite, are

summarized in Singpurwalla (2006b), Chapter 3.

1.6.1 Reinterpreting Reliability via de Finetti’s Theorem

de Finetti’s theorem for infinite exchangeable Bernoulli sequences resulted in the

appearance of a propensity θ, so that in the context of reliability theory θ can be seen

as the propensity of an item to survive until a specified time. We take this to be the

definition of reliability, so that reliability is a propensity, not a probability (cf.

Lindley and Singpurwalla, 2002). The left-hand side of de Finetti’s representation,

which for n = 1, is of the form

P TY (X = 1;H) =

∫
θF TY (dθ;H),

12



is a personal probability, which we refer to as survivability.

Thus in the setup above, an item’s reliability is an objective physical quantity,

whereas its survivability is a subjective quantity. Since propensities are unobservable

(but useful as hidden parameters) but probabilities can be settled by two-sided bets,

it is an item’s survivability, and not its reliability, that matters. Indeed, an item’s

survivability is a manifestation of its reliability; it is an artifact. Analogues of de

Finetti’s theorem for continuous quantities like lifetimes have been developed (see, for

example, Savage, 1972). These would result in distributions such as the exponential,

gamma, Weibull, lognormal and so forth as chance distributions. Such distributions

would replace the probability model θ in the Bernoulli version of de Finetti’s theorem.

Thus, for example, if T denotes an item’s time to failure, then its survivability under

an exponential(λ) chance distribution will be given by

P TY (T ≥ t;H) =

∫ ∞
0

e−λtF TY (dλ;H)

Here the propensity for survival at any time t is exp(−λt), and F TY (·) encapsulates

Y’s uncertainty about λ.

1.7 The Phenomenon of Reliability Growth

Many complex systems, biological and engineered, experience a change in their propen-

sity to survive over time, from inception to maturity. Perpensities change because

biological systems attain higher and higher levels of immunity, and engineered systems

experience design changes and fault elimination. The same is also true of businesses

and organizations because of improvements in their practices and procedures. Thus

from a Popperian point of view, the conditions of the underlying experiment change
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over time. We shall refer to the phenomenon of a changing propensity over time as

reliability growth, a phenomenon which a user of the system will want to know and

track. However, propensities are unobservable and thus the direct tracking of relia-

bility growth is an idealization. However, survivability—which is a manifestation of

reliability—is observable and trackable. Thus the tracking of reliability growth boils

down to the tracking of survivability.

The above perspective provides a proper foundation for casting the problem of

reliability growth in the framework of classical filtering and control; see, for example,

Meinhold and Singpurwalla (1983). Specifically, we view an item’s reliability as the

changing state of nature, and the item’s survivability as the observable predictive

quantity. The notion of filtering reliability and tracking survivability represents a

paradigm shift not only in the manner in which one addresses the problem of reliability

growth, but also the manner in which one looks at reliability theory and survival

analysis.

To implement the above paradigm we need to endow a dynamical character to an

item’s reliability. One way to do so is via a dynamic competing risk model, described

in Chapter 2 of this dissertation. But before doing so we give below some specific

scenarios which motivate the filtering and tracking architecture considered here; this

is followed by a few words about the state of the art of tracking reliability growth.

1.7.1 Scenarios that Entail Reliability Growth

The best example of a biological system that experiences a change over time in its

propensity to survive is the human body. During their initial development humans

are subjected to a multitude of infections which are unable ot fend off until they

achieve immunity, either naturally or via synthetic immunizations. It is because of
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the above that humans experience a high propensity of failure during their early life,

a period called “infant mortality”. Subsequent to this phase, human failure is usually

due to random causes or ageing.

As an example of an engineered system, we have in mind software whose reliability

improves with time due to debugging. Debugging is the process of eliminating the

software’s flaws by testing and corrections. Unlike humans, once the software reaches

its state of maturity, it will never fail. To encapsulate this state of eternal bliss that

certain systems, like software, can in principle achieve, the dynamic reliability model

we develop in Chapter 2 has a propensity mass at infinity. This feature is not unlike

what appears in the biostatistics literature as “cure models” (see Tsodikov et al.,

2003), and is discussed in Section 2.5.

Another example of an engineered system that has recently spawned much in-

terest for the tracking of survivability is the ballistic missile defense (BMD) system

currently under deployment by the U.S. and its allies. Like many strategic systems,

the BMD is comprised of several subsystems, such as radars, mobile platforms, boost-

ers, decoys, warheads, communications, software, and humans. To avoid catastrophic

consequences, all subsystems are required to work in cohesion, and there needs to be

a high degree of assurance that this will happen. In the absence of such assurances,

the BMD system cannot be fielded for actual use. However, with the BMD system,

an additional caveat here is that, short of an actual missile attack, it is impossible

to test the system against a realistic threat. Thus the best that one can hope for

is to test each subsystem separately, and then to fuse the test information in some

logical fashion so that the system’s survivability can be assessed. The testing of the

subsystems often occurs over time and in stages, and not all subsystems are tested

simultaneously. As a consequence, improvisations in the subsystems’ designs and in
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the system’s architecture occur in stages over time. This means that the system’s

reliability is dynamic; it changes over time, hopefully for the better. To ensure that

the latter is true, the tracking of reliability growth is now contractually mandated,

though not via the metric of survivability as it should be. Inherent to the program

for assessing reliability growth are sever other requirements (see Gaver and Jacobs,

1997; Hall and Mosleh, 2009). Some of these are:

1) An assessment of the initial system survivability;

2) An assessment of system survivability subsequent to the detection and the mit-

igation of a failure mode;

3) A theoretical upper bound on survivability that can be achieved under a speci-

fied test and fix protocol.

1.7.2 The State of the Art for Assessing Reliability Growth

The state of the art is based on the conventional point of view which treats reliability

as being synonymous with survivability. In so doing one is unable to cast the problem

in the framework of dynamic models entailing filtering, tracking and prediction, which

is what the problem demands. Rather, what has been done is the development of

ad hoc procedures that are a hybrid of Bayesian and classical approaches (see Hall,

2008, for a very thorough review). By contrast, our aim here is to develop a unified

approach for model development and the associated filtering and tracking issues, so

that the requirements mentioned before can be addressed in a coherent manner.
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1.8 Overview of Dissertation

Chapter 2 constitutes the technical part of the dissertation. It entails the development

of a probabilistic model for describing the dynamics of reliability growth and an

inferential mechanism for predicting and tracking survivability. The material of this

chapter brings to light the problem of induction and the Laplace-Jeffreys Dilemma of

the appropriateness of singular events to prove a general law. It also brings to light

what seems to be an unaddressed technical issue in Kalman filtering, namely, filtering

under censoring. Here we encounter the unusual situation wherein the observation

equation is based on the nature of the observed data.

Chapter 4 deals with the analysis of data on software failures wherein the faults

get eliminated as the software gets tested and its faults discovered. Chapter 5 con-

cludes the dissertation and discusses several other philosophical issues the problem of

software reliability spawns.
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Chapter 2

A Dynamic Competing Risk Model

2.1 Introduction: Preliminaries

In this chapter we develop a probability model, based on a competing risk argument,

which can ben seen as being an archetype of the reliability growth phenomenon. The

proposed model is a prototype upon which enhancements can be made to capture

other nuances that the reliability growth problem can spawn. The dynamic feature of

the model is encapsulated via a parameter whose distribution changes over time de-

pending on whether or not a fault is successfully eliminated or new faults introduced.

As a preliminary set-up, consider a system that is prone to failure due to an

unknown number, say M , of faults or defects. For convenience, we interpret these

faults as causes or potential causes of failure. This is because the system can be

commissioned to operate in an environment wherein certain types of faults are not

encountered. This has prompted software engineers like Musa (1999), p. 41, to distin-

guish between fault and failure. We shall assume that the system under consideration

is a concatenation of components in series, so that a failure in any component will

entail a general failure. Thus whenever the system fails it fails in conjunction with at
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least one of the M faults.

Since M is unknown, it makes sense to endow M with a probability distribution.

Since a complex system can have a very large number of possible interactions, but

each one of these a low chance of being damaged to the point of being able to cause

a system failure, it is reasonable to suppose that M has a Poisson distribution with

parameter µ > 0. Thus

P (M = m |µ) = eµµm/m!, m = 0, 1, 2, . . . , .

The scenario of zero failure modes is important, from a mathematical as well as a

practical point of view. In the latter case, it reflects the possibility that, in principle,

one can develop a piece of software that is bug-free; this is tantamount to the fact

that the software contains no failure modes. In the former case, it leads to a failure

model with mass at infinity.

Next we conceptualize that fault i, i = 1, 2, . . . ,M, spawns a random variable Ti

where Ti is discrete taking values ti = 1, 2, 3, . . . , which is equal to the number of

trials until fault i is revealed as a failure. Since we are assuming no knowledge of

individual faults, it is reasonable to assume that each fault i will reveal itself in the

next trial with propensity Pi, a random draw from a distribution on the interval [0, 1].

Therefore the probability model for Ti, p(ti |Pi), is geometric with parameter Pi,

so that

p(ti |Pi) = (1− Pi)ti−1Pi, ti = 1, 2, . . . .

This way the model p(ti |Pi) may be interpreted as the number of demands made on

the system with probability Pi of revealing the fault i as a failure.

We next assume that the Pi are random draws from a common beta distribution
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with parameters α and β. Therefore the joint pdf of the Pi’s, i = 1, . . . ,M , is invariant

under permutation. That is, has the form

f(p1, . . . , pM) = f(pπ(1), . . . , pπ(M))

for any permutation π. Then using de Finetti’s representation theorem, the joint

density of the Pi’s is of the form

f(p1, . . . , pM) =

∫
α,β

M∏
i=1

Γ(α + β)

Γ(α)Γ(β)
pα−1i (1− pi)β−1dF (α, β).

If we then assume that the values of α and β are known, the joint distribution of

the Pi’s factorizes and thus the Pi’s are independent. This is a common result when

using de Finetti’s representation theorem. The Pi’s being independent and identically

distributed is tantamount to the fact that the Ti’s are being conditioned on a common

unknown P , and that P has a beta distribution with the same parameters α and β.

Thus unconditionally on Pi,

P (Ti = ti;α, β) =

∫ 1

0

(1− pi)ti−1pi
Γ(α + β)

Γ(α)Γ(β)
pα−1i (1− pi)β−1dpi

=
Γ(α + β)

Γ(α)Γ(β)

Γ(α + 1)Γ(β + (ti − 1))

Γ(α + β + ti)

Thus the Ti are independent, as seen by factorization, and identically distributed

according to the Beta-Geometric distribution (Dubey, 1966).
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2.2 The Competing Risk Feature

Our next conceptualization pertains to the competing risk feature of our model. We

suppose that the Ti’s compete with each other to reveal their respective faults, so

that if T is the number of demands on the system until its first observed failure, a

competing risk model for T , conditioned on M = m, will be the consequence of

T = min(T1, . . . , Tm).

Note that this model allows for the realization of one or more failure modes at a time.

Thus

P (T > t |M = m;α, β) =
m∏
i=1

P (Ti > t |M = m;α, β)

=
m∏
i=1

∞∑
s=t+1

P (Ti = s |M = m;α, β)

=
m∏
i=1

∞∑
s=t+1

Γ(α + β)

Γ(α)Γ(β)

Γ(α + 1)Γ(β + (s− 1))

Γ(α + β + s)

=

(
∞∑

s=t+1

Γ(α + β)

Γ(α)Γ(β)

Γ(α + 1)Γ(β + (s− 1))

Γ(α + β + s)

)m

.

Unconditioning on M via its Poisson(µ) distribution, the above becomes, for t =

0, 1, 2, . . . ,

P (T > t |µ;α, β) =
∞∑
m=0

P (T > t |M = m;α, β)
e−µµm

m!

=
∞∑
m=0

(
∞∑

s=t+1

Γ(α + β)

Γ(α)Γ(β)

Γ(α + 1)Γ(β + (s− 1))

Γ(α + β + s)

)m
e−µµm

m!
. (2.1)

Conditional on µ, with α and β specified, the above expression for T is the initial

reliability of the system under the competing risk phenomenon outlined above. This
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initial reliability function can be projected for any mission time t > 0.

2.3 Exploring the Initial Reliability Function

If in equation (2.1) we set α = β = 1, so that θ is sampled from a uniform distribution,

then the distribution of T simplifies to

P (T > t |µ;α = β = 1) =
∞∑
m=0

(
∞∑

s=t+1

1

s(s+ 1)

)m
e−µµm

m!

=
∞∑
m=0

(
1

t+ 1

)m
e−µµm

m!

= exp

(
−µt
t+ 1

)
:= F µ(t) (2.2)

on t = 0, 1, 2, . . . . Table 2.1, below, shows values of F µ(t) for t = 0, 1, 2, . . . , 9, . . . ,∞,

and Figure 2.1 gives a plot of this function when µ equals 1, 3, and 5.

t F µ(t)
0 1
1 e−µ/2

2 e−2µ/3

...
...

9 e−9µ/10

...
...

∞ e−µ

Table 2.1: The reliability function F µ(t), for t = 0, 1, 2, . . . , 9, . . . ,∞

We note from Figure 2.1 below that P (T > t |µ;α = β = 1) has a value greater

than e−µ as t→∞. This is a novel feature of the model because most of the reliability

functions proposed in the literature make no provision for perpetual survival. An

exception is what are known as “cure models”; see Section 2.5. The property of
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Figure 2.1: The reliability function F µ(t)

no failure at infinity makes sense because the Poisson distribution for M puts a

mass of e−µ at M = 0, and when M = 0, the system possesses no failure modes.

This is tantamount to the feature that the propensity of the system never to fail

is at least e−µ. We therefore have introduced a failure modeling paradigm that is

more general than those in the literature, because it is endowed with a substantial

propensity of indefinite survival. Indeed, using the fact that P (T = t |µ; •) = P (T >

t− 1 |µ; •)− P (T > t |µ; •), we can see that

P (T = t |µ; •) = e−µ
(
eµ/t − eµ/(t+1)

)
,

for t = 1, 2, . . . . It is undefined at t = 0. Thus P (T = t |µ; •) = 0 as t → ∞, but

since P (T > t |µ; •) > e−µ as t → ∞, there must be a propensity mass of at least

e−µ at the point t = {+∞}.

The model failure rate (cf. Singpurwalla, 2006b, pp. 66–76) of T at T = t is given
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by

P (T = t|T > t− 1, µ; •) =
P (T = t; •)

P (T > t− 1; •)
.

This quantity turns out to be

1− e−µ/t(t+1), for t = 1, 2, . . . , .

Thus the failure rate at t = 1 is 1 − e−µ/2, and it decreases to 0 as t → ∞, showing

that the initial reliability function has a decreasing model failure rate (DFR). Figure

2.2 below shows the model failure rate when setting µ equal to 1, 3, and 10 for

t = 1, 2, . . . ,. The model failure rate is undefined at t = 0.
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Figure 2.2: Model failure rate P (T = t|T > t− 1, µ; •), for µ = 1, 3, and 10.

2.3.1 Conditioning on Reliability: Jeffreys’ Dilemma

As discussed in Section 1.5.1, the propensity theory of probability, one which we adopt

when discussing reliability, is not compatible with the usual definition of conditional
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probability. In what follows, we will show that using the ratio of relative frequencies

as the definition of conditioning can lead to a peculiar and problematic result when

discussing reliability, namely the disappearance of the Laplace-Jeffreys’ Dilemma,

which is discussed in further detail in Chapter 4.

Suppose we would like to compute the conditional probability of surviving k ad-

ditional trials were we to assume that the system had survived t trials. This is

effectively a projection from time of inception into the future of the reliability of the

system only when the system has survived t trials.

Specifically, it may be computed that

P (T > t+ k |T > t;µ, α = β = 1) =
P ({T > t+ k} ∩ {T > t};µ, α = β = 1)

P (T > t;µ, α = β = 1)

=
P (T > t+ k;µ, α = β = 1)

P (T > t;µ, α = β = 1)

=
e−µ(t+k)/(t+k+1)

e−µt/(t+1)

= exp

(
−µk

(t+ 1)(t+ k + 1)

)
.

This conditional probability is intriguing because it can easily be seen that the

influence of k disappears as k gets large. Specifically, as k →∞,

P (T > t+ k |T > t;µ, α = β = 1)→ exp

(
−µ
t+ 1

)
,

which only depends on t. Furthermore, as t → ∞, this probability converges to

1, irrespective of the value of k. Conceptually, setting k to infinity is equivalent to

saying that the system will never fail, which is analogous to claiming that a system is a

natural law. Thus under the architecture of our proposed model, supposing indefinite

successful testing can prove a natural law. This is in clear conflict with the claim
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that an infinite amount of experimental evidence can never prove a law of nature.

2.4 The Survivability Function

The discussion thus far has centered around a reliability (i.e. a propensity) model and

its properties. The model is based on the assumption that α, β and µ are specified.

The assumption that α = β = 1 is for the moment relatively benign; it helps us

explore the model without getting bogged down in technicalities. The specification

of a meaningful µ is a more challenging issue. This is best addressed by considering

µ an unknown quantity, endowing it with a prior distribution, and then updating

this distribution in the light of observed data. Averaging out the system’s reliability

with respect to the prior or the posterior distribution of µ leads us to the system’s

survivability, and as stated above, it is survivability that matters most in practice.

Suppose then that the prior distribution of µ is an exponential with a rate param-

eter λ > 0. Then it can be seen via equation (2.2), with λ, α = β = 1 specified, that

the system’s survivability is

P (T > t;λ, •) =

∫ ∞
0

exp

(
−µt
t+ 1

)
λ exp (−µλ) dµ

=
λ(t+ 1)

λ(t+ 1) + t
(2.3)

=


1 at t = 0;

λ
λ+1

as t→∞.
(2.4)

The left hand side of the above equation is a probability, not a propensity, because
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the prior on µ is a personal probability. Similarly with the following expression:

P (T > t+ k |T > t;λ, •) =

∫ ∞
0

P (T > t+ k |T > t, µ;λ, •)π(µ |T > t;λ, •)dµ

=

∫ ∞
0

exp(−µ(t+ k)/(t+ k + 1))

exp(−µt/(t+ 1))
π(µ |T > t;λ, •)dµ.

It can be verified that when the prior on µ is an exponential(λ), then its posterior

given T > t is:

π(µ |T > t;λ, •) = (λ+ τ) exp(−µ(λ+ τ)),

where τ = t/(t+ 1). Consequently, it can be seen that

P (T > t+ k |T > t;λ, •) =
λ+ t

t+1

λ+ t+k
t+k+1

, (2.5)

and this probability increases to 1 as t → ∞, irrespective of k. Thus here again we

have the result that, conditional on an infinite number of successful tests, we can

assure the indefinite survival of an item: another instance of the disappearance of

Jeffreys’ Dilemma.

Somewhat ironically, as t→∞ the posterior distribution of µ converges to a fixed

(exponential) distribution with mean (λ + 1)−1. This means that there is a limit

to what can be learned about µ if all that is observed is survival over an infinite

number of system tests. As t increases, the expected value of µ decreases from 1/λ

to 1/(λ+ 1).

Using the fact that P (T = t; •) = P (T > t− 1; •)− P (T > t; •), we can see that

P (T = t;λ, α = β = 1) =
λt

λt+ t− 1
− λt+ λ

λt+ λ+ t
.

Thus the predictive failure rate [cf. Singpurwalla (2006b), p. 63] at t, for t = 1, 2, . . . ,
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of the above probability mass function is

1−
(

λt+ λ

λt+ λ+ t

)(
λt+ t− 1

λt

)
.

The failure rate is 1−2λ/(2λ+ 1) at t = 1, and decreases to 0 as t→∞. This means

that the survivability function, like the reliability function, has a decreasing failure

rate; see Figure 2.3.
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Figure 2.3: The predictive failure rate P (T = t;λ, •), for λ = 1, 0.5, and 0.2. Like
the model failure rate, this sharply decreases to zero.

2.5 Relationship to Cure Models

The problem scenario leading us to Equation 2.4 bears an isomorphism to the “cure

models” of biostatistics. To see this, consider the setup described in Chen et al.

(1999), wherein an individual possesses and unknown number, say M , of carcinogenic

cells (called clonogens), each of which can spawn a continuous random time Ti, i =

1, . . . ,M . Each Ti connotes the time for cell i to produce a detectable cancer mass.
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The Ti’s are assumed to be independent and identically distributed with a common

distribution function F , where F (0) = 0. The specification of F is left to the analyst.

If T denotes the time for the individual’s cancer to relapse, then T = minTi, and

consequently

P (T > t |M) = (1− F (t))M .

If M is assumed to have a Poisson distribution with parameter µ, then given µ, the

individual’s survival function is

G(t |µ) := P (T > t |µ) = exp(−µF (t)), t > 0. (2.6)

Since F (t) → 1 as t → ∞, (and F (t) = 1 if its support is bounded), the survival

function approaches e−µ as t → ∞, implying a non-zero probability mass at t = ∞.

In terms of applications, t = ∞ is equivalent to t � 0, or that the time of death is

so far away that the patient can be considered cured of the disease. The feature of a

non-zero probability mass at infinity is also shared by the model of Equation 2.2 and

this could be a reason as to why some make the claim that the model of Equation

2.2 is a cure model. However, as discussed below, the two models differ in key ways.

Because P (M = 0 |µ) = e−µ, Tsodikov et al. (2003) refer to

P (T =∞|µ) = P (M = 0 |µ) = exp(−µ) (2.7)

as the cure fraction.

Observe that unlike the exchangeability of the Ti’s assumed by us—see Section

2.1—Chen et al. (1999) assume the unconditional independence of the Ti’s to derive

the model of Equation 2.6.
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The probability density function generated by P (T > t |µ) = G(t |µ) is

g(t |µ) = µf(t) exp(−µ(F (t))), (2.8)

where f(t) is the probability density function equal to d
dt
F (t). Consequently, the

model failure rate of G(t |µ) is

h(t |µ) = µf(t). (2.9)

If as a special case of F (t) we assume a location-shifted Pareto distribution with scale

parameter 1, i.e. if F (t) = t/(t + 1), for t > 0, then the survival function G(t |µ)

takes the form

G(t |µ) = exp(−µt/(t+ 1)), t > 0. (2.10)

The above equation parallels the expression of equation 2.2, the key difference being

that in the above model T is continuous, whereas in the model of 2.2, T is discrete.

Furthermore, since the specification of F is left to the user, the model of equation 2.2

is a constructive one. Since the probability density generated by t/(t+1) is 1/(t+1)2,

the probability density generated by G(t |µ) of Equation 2.10 is

g(t |µ) =
µ

(t+ 1)2
exp(−µt/(t+ 1)),

and its failure rate is

h(t |µ) =
µ

(t+ 1)2
.

The above failure rate function decreases to zero rather quickly, as the continuous

analogue to that of Figure 2.2. This is to be expected because G(t |µ) has a non-zero

mass at infinity.
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2.5.1 Cure Models as Binary Mixtures

From the 1940s through the 1990s, cure models were often represented as binary

mixtures of survival functions. Here, one survival function encapsulates indefinite

survival—the case of a cured individual—and the other survival function encapsulat-

ing a propensity to fail—the case of an moribund individual. The classic references

here are the papers of Boag (1949) and Berkson and Gage (1952). The motivation

for such mixture models is the feature that any improper survival function, say G∗,

can be written as

G∗(t) = p · 1 + (1− p)G∗0(t) (2.11)

where p is the probability of a cure and G∗0 is a proper survival function.

Relating the foregoing material to that of Chen et al. (1999) suggests that p = e−µ,

so that merging equations 2.6 and 2.11, we have

exp(−µF (t)) = e−µ + (1− e−µ)G∗0(t).,

or that

G∗0(t) =
e−µF (t) − e−µ

1− e−µ
.

The above expression suggests that the survival function of T , given an eventual

failure of the item, can be written

P (T > t |T <∞, µ) =
e−µF (t) − e−µ

1− e−µ
, (2.12)

and that the probability density at t spawned by the above survival function is

d

dt
P (T > t |T <∞, µ) =

µf(t)e−µF (t)

1− e−µ
. (2.13)
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However, the numerator of the above expression is the probability density generated

by the survival function P (T > t |µ), unconditional on T < ∞—see Equation 2.8.

This means that the probability density of the survival function of a moribund individ-

ual is a weighting of the density of the unconditional survival function by the weight

(1− e−µ)−1. Since this weight is smaller than one for every µ > 0, the unconditional

density gets inflated at every value of t.

This is the kind of added insight that is provided by the binary mixture repre-

sentation of cure models. Further insight is provided when we consider the model

failure rate of a moribund individual. Specifically, we note that by taking the ratio

of Equations 2.13 and 2.12, the aforementioned model failure rate function is

µf(t)

1− e−µ(1−F (t))
(2.14)

But the numerator of the above expression is the model failure rate of P (T > t |µ)—

see Equation 2.9. In what follows we shall show that the denominator term is the

reciprocal of P (T < ∞|T > t, µ), the probability of eventual failure, given survival

to t. This is because

P (T <∞|T > t, µ) =
P (t < T <∞|µ)

P (T > t |µ)

=
P (T <∞|µ)− P (T < t |µ)

P (T > t |µ)
.

We have already identified the cure fraction P (T < ∞|µ) = 1 − e−µ, and since
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P (T > t |µ) = e−µF (t), we can write the above expression as

P (t < T <∞|µ)

P (T > t |µ)
=

(1− e−µ)− (1− e−µF (t))

e−µF (t)

=
e−µF (t) − e−µ

e−µF (t)
.

The reciprocal of the above expression is

(P (T <∞|T > t, µ))−1 =
e−µF (t)

(1− e−µ)− (1− e−µF (t))

=
1

1− e−µ(1−F (t))

To summarize, we make the claim that the model failure rate at t of a moribund

individual is the model failure rate of P (T > t |µ) at t, magnified by the reciprocal

of the probability of eventual failure of an individual who as survived to t.

2.5.2 Inference in Cure Models

The literature on cure models is vast, much of is focused on inferential issues. The

unknown parameters are µ and those inherent in the distribution F (t). Often, F (t)

is assumed to be Weibull, and both frequentist and Bayesian procedures for inference

have been developed. For inference about µ, it is common to assume a (k×1) covariate

vector x, a parameter vector β, and a link function of the type

µ = exp(x′β).

One then performs either a frequentist or a Bayesian analysis for inference about µ

and β. The approaches used are fairly routine and standard.

Irrespective of the approach used and the link function assumed, µ is treated as
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being a fixed (but unknown) parameter. The dynamic nature of µ appears not to

have been accounted for. By contrast, we assume that because of debugging, µ is

dynamic, and to account for this we propose invoke filtering techniques by bringing

an observation and a system equation into the picture. This is another way in which

our work differs from the existing approaches; it constitutes a novel feature of our

work. The details are given in Section 2.6, onward.

2.6 Filtering Reliability for Tracking Survival

In section 1.7, it was stated that reliability growth is the phenomenon of a changing

propensity over time, and it is this changing propensity that a user would like to know.

However, propensities are unobservable, and thus the tracking of reliability growth

amounts to wishful thinking. However, survivability is a manifestation of reliability,

and since survivability can be operationalized via a two-sided bet, it is thus trackable.

In this section we liken the dynamic propensity to the unknown state of nature

in the context of filtering and control, or as an unknown parameter in a dynamic

statistical model. By filtering we mean an updating of our assessment of the current

state of nature in light of the observed data, as well as the dynamics of the system. The

key requirement for filtering is the specification of what is known as an observation

equation and a system equation. The former encapsulates a relationship between what

is observed and the unknown state of nature. The latter, though often motivated via

the physics (or the science) underlying the system, manifests as a prior distribution

on the state of nature. Once the above are done, and some distributional assumptions

made, the rest is simply a routine prior to posterior Bayesian exercise.

Under the setup of Sections 2.1 to 2.4 described above, there can be two possible

types of observations at any t: a survival or a failure. Specifically, at any t we have
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{T > t} or {T = t}, and our aim is to update our assessment of µ based on either

one of the above. In what follows each of these situations will be treated separately,

in Sections 2.6.1 and 2.6.2, respectively. Section 2.6.3 considers the case of filtering

under both survivals and failures.

2.6.1 The Scenario of Observed Survival

Suppose that a system under consideration is observed not to fail for t > 0 demands.

Then tracking the system’s survivability with T > t at hand boils down to assessing,

for some k = 1, 2, . . . , the probability

P (T > t+ k;T > t, λ, α = β = 1). (2.15)

Contrast the above expression to Equation 2.5 which pertains to assessing the prob-

ability that T > t + k conditional on T > t. Since Equation 2.15 pertains to an

assessment of the probability that T > t + k having actually observed T > t, the

probability assessment in the former case is at time T = 0, whereas in the latter case

it is at time T = t. Thus, in the interest of clarity, Equation 2.15 is best re-written

as

P t(T > t+ k;T > t, λ, α = β = 1),

which is tantamount to assessing

P t(T > k;T > t, λ, α = β = 1). (2.16)
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Invoking the law of total probability by introducing µ, and assuming that the event

T > k is independent of the event T > t given µ, the above expression becomes

P t(T > k;T > t, λ, α = β = 1) =

∫
µ

P t(T > k |µ;α = β = 1)πt(µ;T > t, λ)dµ

The last term of the above integrand is the posterior distribution of µ, assessed at

time t, in light of T > t. Clearly

P t(T > k |µ;α = β = 1) = exp

(
−µk
k + 1

)
,

the same as the initial reliability model of 2.2, and by Bayes’ Law

πt(µ;T > t, λ) ∝ L(µ;T > t, α = β = 1)π0(µ;λ),

where L(µ;T > t, •) is the likelihood of µ with T > t known, and π0(µ;λ) is the prior

on µ specified at time T = 0, taken to be exponential with rate λ > 0.

Specifying the Likelihood of µ

The commonly invoked principle of conditionalization (Howson and Urbach, 2006,

p. 81) says that likelihoods are probability models with the random variables and

parameters transposed. While there exist arguments for why the principle of condi-

tionalization may not be obeyed (see Section 5.2), using it here will give us

L(µ;T > t, α = β = 1) = exp

(
−µt
t+ 1

)
= exp(−µτ)

where τ = t
t+1

, t = 1, 2, . . . , . Thus τ takes values 1
2
, 2
3
, . . . , 1, and this implies that

under conditionalization, the likelihood is enveloped between e−µ and e−µ/2, as in
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Figure 2.4.
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Figure 2.4: The Likelihood Envelope with Fixed τ = t
t+1

Whereas this natural form of the likelihood may tie us down, it has the virtue of

conjugacy, described below. One is of course at liberty to choose other forms of the

likelihood (see Lindley and Singpurwalla, 2002, for example).

The Posterior Distribution of µ

As a consequence of the exponential form of the likelihood of Figure 2.4, and the

exponential(λ) prior on µ, the posterior distribution of µ, having observed T > t, is

πt(µ;T > t, λ) ∝ e−µτλe−λµ,

from which it follows that the posterior distribution of µ is an exponential with rate

λ + τ . Here again we see that because τ → 1 as t → ∞, the posterior distribution

is a fixed exponential with rate λ+ 1. This result parallels that obtained at the end

of Section 2.4, implying that under the principle of conditionalization the posterior
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distribution of µ converges to a fixed exponential, irrespective of whether we condition

on T > t or actually observe (T > t).

The Predictive Distribution of T

With the above in place,the predictive distribution of T (or the survivability of the

system), namely, Equation 2.16, becomes

P t(T > k;T > t, λ, α = β = 1) =

∫
µ

exp

(
−µk
k + 1

)
(λ+ τ) exp(−µ(λ+ τ))dµ

=
(λ+ τ)(k + 1)

k + (k + 1)(λ+ τ)

=
λ+ τ

λ+ τ + κ

where κ = k
k+1

and τ = t
t+1

, for notational simplicity.

Thus to summarize, the survivability function for a prediction horizon k, having

actually observed T > t, is of the form

P t(T > k;T > t, λ, α = β = 1) =
λ+ τ

λ+ τ + κ
. (2.17)

Note that as t → ∞, τ → 1, so that for any k > 0, the survival probability of

Equation 2.17 converges to λ+1
λ+1+κ

, which for any λ <∞ and 1
2
≤ κ ≤ 1 is strictly less

than one!

This means that one cannot claim with certainty that any system that is actually

observed to have survived an indefinite number of demands will survive the next

demand. The Laplace-Jeffreys Dilemma has therefore reappeared. Contrast the above

claim with the result of Equation 2.5 wherein, conditional on the event T > t, the

survival probability converges to one for any k as t→∞.
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We therefore have the intriguing result that when conditioning on the event T > t

is replaced by the event of having actually observed T > t, and when the principle

of conditionalization is invoked in the latter circumstance, the survival probability

at t = ∞ changes from one to strictly less than one. Could the disappearance

and reappearance of the Jeffreys-Laplace Dilemma be a consequence of invoking the

principle of conditionalization? If so, we have a re-affirmation of the Ramsey (1931)

claim that the act of actually observing something can completely disrupt our system

of beliefs to the effect that one does not act according to how one said he would (see

also Howson and Urbach, 2006, p. 81).

It is not difficult to see mathematically why this result comes about. In the case

of conditioning, we are taking the ratio of the relative frequency of survival past t+k

to that of survival past t. So as t gets large, all of the events of surviving past t + k

get swallowed by those events of surviving past t. Thus the ratio goes to one. In the

latter case, it is as if we are placed at a time in the future and asked to predict the

probability of survival past k with T > t used as evidence. But we are only using

evidence to filter the distribution of µ, and since the likelihood envelope (under the

principle of conditionalization) in Figure 2.4 does not degenerate to putting all of its

weight at zero, our belief of the distribution of µ will never be computed as being

degenerate at zero, which is what would be required for assuring infinite survival.

The Predictive Distribution Under Alternate Likelihoods

We have just claimed that the likelihood of Figure 2.4 resulted in a predictive distri-

bution that causes the appearance of the Jeffreys-Laplace Dilemma. To explore such
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a possibility, suppose that the likelihood of µ with T > t observed is of the form

L(µ;T > t) = exp(−µt), µ > 0.

Then under the exponential(λ) prior for µ, the posterior of µ would be an exponential

with scale parameter (λ+ t), and the predictive distribution would be given as

P t(T > t+ k;T > t, λ, α = β = 1) =

∫
µ

exp

(
−µk
k + 1

)
(λ+ t) exp(−µ(λ+ t))dµ

=
λ+ t

λ+ t+ κ,

where as before κ = k/(k + 1). Note that as t → ∞, the above expression goes to

one. This means that, using this likelihood, we can now claim with certainty that a

system that is observed to have survived an infinite number of demands will survive

an infinite number of future demands as well. The Jeffreys-Laplace Dilemma has

now disappeared. The key to the Dilemma is therefore a choice of likelihood. All the

same, irrespective of the choice between these likelihoods, the posterior distribution of

µ remains an exponential and this facilitates the mechanics of filtering under observed

survivals.

This completes our discussion of filtering and tracking when all that is observed

is survival. In this setup, there is no change in µ due to the dynamics of the system.

In the language of filtering and control, the system equation is the steady model (see

Meinhold and Singpurwalla, 1983). However, our opinion about µ changes and this

encapsulated via the posterior distribution of µ based on having observed T > t, for

t > 0. This is contrasted with the material in Section 2.6.2 wherein µ changes due to

the system’s dynamics as system faults are detected and eliminated.
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2.6.2 The Scenario of Observed Failures

Suppose now that the system under test experiences a failure at time T = t, for some

t ∈ N+. Associated with the event T = t one will also observe nt ∈ N+, the number of

defect types. Once a system failure is encountered, an attempt is made to remove the

defects causing the failure. However, the process of defect elimination may also result

in the introduction of new defects. The process of defect elimination/introduction

gives the system its dynamics because the net effect of the above is to cause µ to

change with uncertainty. Consequently, our assessment of the uncertainty about µ

will change due to observing a failure.

The aim of this section is to prescribe a procedure for filtering and tracking under

the circumstances described above. This poses a challenge for filtering as we aim to

develop procedures that lead to a posterior distribution for µ that is closed under

sampling. A likelihood for µ based on the principle of conditionalization via the

expression

L(µ;T = t) ≡ P (T = t |µ) = e−µ
(
eµ/t − eµ/(t+1)

)
, t > 1,

fails to produce the above closure. However, a subjectively specified likelihood used in

conjunction with a hierarchically constructed prior on µ produces the desired feature.

With the above as a preamble, our aim here is to assess

P t(T > k;T = t, nt, λ, α = β = 1)

for k = 1, 2, 3, . . . . Extending the conversation to µ and making the usual assumptions
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of independence, we have

P t(T > k;T = t, nt, •) =

∫
µ

P (T > k |µ)πt(µ;T = t, nt)dµ

=

∫
µ

exp

(
−µk
k + 1

)
πt(µ;T = t, nt)dµ; (2.18)

the last term in the above expression is the posterior distribution of µ. The challenge is

to compute this posterior in a manner that incorporates the elimination/introduction

of faults and which facilitates filtering via a closure of the posterior of µ under sam-

pling.

A Hierarchical Prior on µ

We start with the assumption that, conditional on some δ > 0, and with λ > 0

specified, µ has an exponential distribution with rate parameter (δλ); that is

πT (µ|δ;λ) = δλ exp(−µδλ) (2.19)

Next, we assume that δ itself has an exponential(ω) distribution, with ω specified;

that is

πT (δ;ω) = ω exp(−δω), δ > 0. (2.20)

Observe that when δ > 1, µ has a tendency to (stochastically) decrease; this accom-

modates the feature that the failure-causing faults are eliminated. When δ < 1, µ

(stochastically) increases, and this incorporates the feature that new faults could be

introduced into the system. When δ = 1, µ does not experience a (physical) change.

This happens when T > t is observed.
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In standard hierarchical distribution notation, we may write

µ | δ ∼ Exp(λδ)

δ ∼ Exp(ω)

By employing the law of total probability, we see that, unconditional on δ, the prior

on µ is a location-scale Pareto with λ and ω specified. That is

πT (µ;λ, ω) =
λω

(λµ+ ω)2
, µ > 0 (2.21)

The above prior density has a heavy tail and no moments. Its consequence is that the

predictive distribution of T is gracefully degrading and of the form shown in Figure

2.5, for λ = 0.2 and 1 and ω = 1. Specifically,

P T (T > t;ω, λ) =

∫
µ

P T (T > t |µ)πT (µ;λ, ω)dµ

=

∫
µ

exp

(
−µt
t+ 1

)
λω

(λµ+ ω)2
dµ

= 1 + eτω/λ
(τω
λ

)
Ei

(
−τω
λ

)
(2.22)

where τ = t/(t+ 1) and

Ei(z) = −
∫ ∞
z

e−u

u
du

is the exponential integral function.

A Subjective Likelihood for µ

For obtaining the posterior distribution for µ that is closed under the event T = t and

nt, one idea is to update the exponential distribution of δ while leaving the higher
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Figure 2.5: A plot of the unconditional P (T > t) vs t, with ω = 1 and λ = 0.2, and 1.
Notice that as t→∞, this probability hovers strictly between 0 and 1.

order of the hierarchy untouched, and use this to induce an updated distribution of

µ. The novel aspect of doing the above pertains to our choice of likelihood which is

subjectively prescribed. Specifically,

πt(δ;T = t, nt) ∝ L(δ;T = t, nt)π
0(δ;ω),

where π0(δ;ω) = ωe−ωδ and L(·) is the likelihood which we specify as

L(δ;T = t, nt) = exp(−δf(t)g(nt)),

where f(t) is a decreasing function of t, and g(nt) is an increasing function of nt.

Thus, for example, if we choose f(t) = 1
t

and g(nt) = nt, then

L(δ;T = t, nt) = exp

(
−δnt
t

)
. (2.23)
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To illustrate, if we denote by J the coefficient of δ, where J := f(t)g(nt), then

L(δ; J) = exp(−δJ). A plot of this likelihood for J = 1/3 and J = 3 is shown in

Figure 2.6 below.
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Figure 2.6: A plot the likelihood of δ for J = 1/3 and J = 3.

Observe that a large value of J emphasizes values of δ closer to zero, and since

E[µ | δ;λ] = 1/(λδ), small values of δ imply a large value for the expected number of

faults. In view of the above and other such features, the following is a justification

for our choice of this likelihood:

a) When t is large, J is small, suggesting that large failure times emphasize large

values of δ, and this in turn emphasizes a growth in reliability.

b) When nt is large, J is large, and this emphasizes the feature that a large number

of faults may be introduced into the system.

c) If both nt and t are large, their effects tend to cancel out, suggesting that at the

later stages of testing one has a greater tendency to eliminate faults without

introducing new ones.

45



Under the prior of Equation 2.17 and the likelihood of Equation 2.23, the posterior

of δ is an exponential with scale parameter (ω + nt/t). That is

πt(δ;T = t, nt, ω) =
(
ω +

nt
t

)
exp(−δ(ω + nt/t)). (2.24)

Because nt/t is always positive, the scale parameter of the exponential posterior

distribution of δ is never less than ω. Consequently, δ (resp. µ) stochastically de-

creases (resp. increases) over time. This reflects the feature that as new faults are

encountered in the system, our uncertainty about the mean number of faults increases,

even if those encountered are eliminated due to the debugging effort.

As a consequence of Equations 2.24 and 2.21, the required posterior distribution

for µ, with λ and ω specified, is

πt(µ;T = t, nt, •) =
λ(ω + nt/t)

(λµ+ ω + nt/t)2
, µ > 0. (2.25)

The above posterior distribution, being a member of the location-scale Pareto family,

is closed under the event T = t and nt. Thus it follows from Equation 2.22 that the

required predictive distribution is of T is updated to

P t(T > k;T = t, nt, λ, ω) = 1 + e
κ(ω+nt/t)

λ

(
κ(ω + nt/t)

λ

)
Ei

(
−κ(ω + nt/t)

λ

)
,

(2.26)

where κ = k/(k + 1).

This completes our discussion of filtering and tracking when the system under test

encounters failures. But in actuality, systems encounter both survivals and failures

and these are often intermingled between tests. Thus the filtering and tracking mech-

anisms prescribed in Sections 2.6.1 and 2.6.2 need to be made to work in consort, and
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how this can be done is the topic of the following section.

2.6.3 The Scenario of Intermingled Survivals and Failures

In sections 2.6.1 and 2.6.2 we have shown the closure of the posterior distribution

of µ under survivals and under failures, respectively. In the former case it was an

exponential with a rate parameter (λ+ τ) for τ = t/(t+ 1), and in the latter case it

was a location-scale Pareto with parameters λ and ω + nt/t. The above parameter

specification is generic; for clarity, the parameters should be indexed. Thus survivals

update the λ’s whereas failures update the ω’s. The initial values of these parameters,

λ0 and ω0, are user-specified. The fact that the posterior distributions are members of

different families poses a difficulty when going from an observed failure at say trial t, to

an observed survival at trial (t+ 1), and vice-versa. Our proposal for overcoming this

difficulty is based on an approximation scheme which involves replacing a parameter

by its expected value. This is summarized below supposing an update after each trial.

Suppose that subsequent to an observed failure at trial t with nt faults, the pos-

terior distribution of µt has been obtained as a location-scale Pareto with parameters

λt = λt−1 and ωt = ωt−1 + nt/t. Then this posterior will serve as a prior for µt+1

should a failure be observed at trial (t+ 1). If, however, a survival were observed at

trial (t + 1), then the we assign the prior on µt+1 to be an exponential with a rate

parameter λtE[δ;ωt] = λt
ωt

. The motivation for this approximation follows Equation

2.19 and the fact that in the hierarchy, the expected value for µ given δ is λδ. We

then update the distribution of µ accordingly, so that λt+1 = λt
ωt

+ τ .

Contrariwise, suppose that subsequent to an observed survival at t, the posterior

distribution of µt is obtained as an exponential with parameter λt = λ0+τ . Then this

posterior will serve as a prior for µt+1, should a survival be observed at trial (t+ 1).
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Otherwise, the prior for µt+1 will be a location-scale Pareto with parameters ω0 and

λt = λ0 + τ .

2.6.4 Summary and Discussion of the Filtering Algorithm

• The likelihood (or the observation equation) of the proposed filter is

L(µ;T > t) = exp

(
−µt
t+ 1

)
, µ > 0, or

L(δ;T = t, nt) = exp

(
−δnt
t

)
, δ > 0.

• The prior (or the system equation) of the filter at time 0 is

π0(µ | δ;λ0) = (λ0δ) exp(−µ(λ0δ)),

where δ ≡ 1/ω0 (i.e. is constant) whenever a survival is observed, and

π0(δ;ω0) = ω0 exp(−δω0),

whenever a failure is observed.

• Upon observing a survival, the predictive probability P (T > k; •) is of the form

λ
λ+κ

, where κ = k/(k + 1).

• Upon observing a failure, the predictive probability P (T > k; •) is of the form

1 + eτω/λ
(τω
λ

)
Ei

(
−τω
λ

)
,

again where κ = k/(k + 1).
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A detailed schema of the filtering algorithm is given in the Appendix. The algorithm

is not the typical Kalman Filter algorithm. The idea of switching the prior of µ

between an exponential and a Pareto depending on whether a survival or a failure

is observed may seem objectionable because priors are supposed to be chosen before

observing data. This is to ensure that the resulting inferences are not preconceived.

This objection can be overruled on two grounds:

i) The switched priors pertain to different observation equations, namely, those of

T > t and T = t.

ii) The switched priors carry information about µ from its immediately proceeding

posterior and in no way are construed to provide inferences that are tilted, one

way or the other.

Indeed our proposal here entailing two types of observation and system equations

can serve as a prototype (or a paradigm) for filtering, prediction, and control under

complete and censored data. To the best of our knowledge there is a dearth of

literature on filtering under censorship.

2.7 The Impact of Survivals on Zero Faults

Besides tracking survivability, another way to assess a system’s trustworthiness is to

monitor the probability of it containing zero faults. Specifically, we need to assess the

probabilities P 0(M = 0;λ, α = β = 1) and P t(M = 0;T > t, λ, α = β = 1) for t > 0.

It is easy to verify, making the usual assumptions of conditional independence, that

P 0(M = 0;λ, α = β = 1) =

∫
µ

P 0(M = 0 |µ)π0(µ;λ)dµ =
λ

λ+ 1
,
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and that

P t(M = 0;T > t, λ, α = β = 1) =

∫
µ

P t(M = 0 |µ)πt(µ;T > t, λ)dµ

=
λ+ τ

λ+ τ + 1

for τ = t/(t+ 1). Thus for any λ <∞, P t(M = 0;T > t, •) increases in t, and settles

to the constant (λ+ 1)/(λ+ 2) as t→∞. This means that our personal probability

that the system is entirely free of failure-causing defects (or that a diseased patient

is completely cured) increases in t, the number of demands survived, but settles to a

constant (λ + 1)/(λ + 2) as t → ∞. Thus the constant (λ + 1)/(λ + 2) can be seen

as the theoretical upper bound of a system’s trustworthiness (or its survivability).

2.8 Role of the Hazard Potential in Reliability Growth

The notion of a hazard potential was introduced in Singpurwalla (2006a). Also dis-

cussed there was its role in modeling failures under static and dynamic environments,

and in articulating interdependent failures. The aim of this section is to explore the

possible role that the hazard potential can play in the context of cure models and

models for reliability growth. To do so, we start by putting things in perspective via

a review of our own materials on cure models and our model for reliability growth.

Recall the model of equation 2.6

P (T > t |µ) = exp(−µF (t)), µ > 0, t > 0. (2.27)
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Its special case, when F (t) = t/(t+ 1) is a scale one Pareto, is

P (T > t |µ) = exp(−µt/(t+ 1)). (2.28)

The above relationship parallels that of Equation 2.2 which is our proposed model

for reliability growth, but under the proviso that T be discrete. The model of Equa-

tion 2.2 had a constructive development rooted in exchangeability generated by an

exchangeable beta mixture of geometric random variables.

The concept of a hazard potential is motivated by the notion that for any abso-

lutely continuous F (t) := P (T > t),

F (t) = exp(−H(t)),

where H(t) =
∫ t
0
h(u)du is the cumulative hazard function and h(u), u ≥ 0 is the

hazard function (see Singpurwalla, 2011). However, exp(−H(t)) is also the survival

function evaluated at H(t), for an exponential(1) random variable. Thus

P (T > t) = exp(−H(t)) = P (X > H(t)), (2.29)

and the above relationship can be interpreted as encapsulating the feature that an

item fails when its cumulative hazard function hits a random threshold X, where X

has an exponential(1) distribution. The random variable X is called the hazard po-

tential, and is interpreted as a resource that the item is endowed with at its inception.

The cumulative hazard H(t) is interpreted as the amount of the resource depleted

by time t, and the hazard rate h(u) as the rate at which the resource gets depleted.

Both h(u) and H(t) can be deterministic or random, and when it is the latter one is
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able to model failure in dynamic environments.

Looking at the cure model of Equation 2.27, it is clear that the cumulative hazard

H(t) = µF (t). Since H(t)→ µ as t→∞, H(∞) = µ, from which it follows that

P (T >∞) = P (X > H(∞)) = P (X > µ) = e−µ.

The implication of the above result is that any lifetime T whose absolutely contin-

uous survival function has a bounded cumulative hazard will have a non-zero cure

probability at its asymptote.

When the survival function of T is not absolutely continuous, as is the case with

the reliability growth model of Equation 2.2, F (t) < exp(−H∗(t)), where

H∗(t) =

∫ t

0

dF (s)

F (s)

is the Lebesgue-Stieljes integral (see Singpurwalla, 2011, equation (9)). Consequently,

F (t) < exp(−H∗(t)) = P (X > H∗(t)).

However, by the model of Equation 2.2, F (t |µ) = exp(−µt/(t + 1)) and so H∗(t) <

µt
t+1

. Since t
t+1
→ 1 as t → ∞, H∗(∞) < µ, or that H∗(∞) = µ − δ for some δ > 0.

Consequently

P (T >∞) < P (X > H∗(∞)) = P (X > µ− δ) = e−µeδ,

suggesting a non-zero probability of indefinite survival. Contrast this with the result

for T when T has an absolutely continuous distribution function with a bounded

cumulative hazard function H(t) = µt/(t+ 1), for which P (T >∞) = e−µ. However,
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in order to ensure that H∗(∞) > 0, µ must be greater than δ. Consequently, e−µ <

e−(µ−δ), suggesting that the probability of indefinite survival under the reliability

growth model is greater than the non-zero cure rate probability. This is another

distinguishing feature of the proposed reliability growth model as compared to the

cure model.

There is another useful perspective/result provided by the hazard potential. This

is best articulated via the scenario of the cure model. For example, suppose that we

wish to assess the probability of a cure given survival to a specified time, say t∗. Since

the cumulative hazard at time t∗ is H(t∗) = µt∗/(t∗+1), and since H(t) is bounded by

µ, the probability that T >∞, given that T > t∗ is the complement of the probability

that the hazard potential X lies in the interval H(t∗) and µ. Specifically,

P (T >∞|T > t∗) = 1−
∫ µ

µt∗/(t∗+1)

e−µdµ

= 1−
(
e−µt

∗/(t∗+1) − e−µ
)

; (2.30)

observe that the above probability tends to one as t∗ →∞.

A result such as this enables one to evaluate the need to continue testing or to

terminate it and in so doing helps answer one of the most important questions that

appears in survival analysis, namely, how much to test? Figure 2.7 below illustrates

the mechanics of the above vis-à-vis a plot of the cumulative hazard H(t) versus t,

an upper bound of µ = 1.4 (set for example) on H(t) and 10 random realizations of

the hazard potential X, where X has an exponential(1) distribution. Note that three

of the ten realizations of X fall above 1.4, as would be expected since

P (X > 1.4) = e−1.4 = 0.246.
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From Figure 2.7 we see that H(t) approaches µ relatively quickly, and that H(t)

is concave increasing. This feature enables us to assert that in the context of the

reliability growth model with T not having an absolutely continuous distribution and

t∗ taking discrete values, Equation 2.30 provides an upper bound on P (T > ∞|T >

t∗), with t∗ = 1, 2, . . . . This is because

H(t∗) <
µt∗

t∗ + 1
,

and µt∗

t∗+1
is concave increasing and asymptotes to µ.
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Chapter 3

Comparison and Integration with

Other Models via a Simulation

Study

3.1 Goals of this Chapter

The setup described in the previous chapter demands a reasonable answer to the

question: when is this model useful? Having been built on first principles, the model,

while sound mathematically, does not tell the practitioner how it may be implemented.

The purpose of this section is to show through simulation the applicability of the

described methods, how these methods may be used in conjunction with existing

methods, and their strengths and weaknesses.

Suppose a simulation were run on the exact setup described in Chapter 2. For

some fixed value of µ, draw Mr from a Poisson(µ) distribution for each r ∈ 1, . . . , R.

(r for repetition). Then for each i ∈ 1, . . . ,Mr draw Pi ∼ U(0, 1) and then draw

Ti ∼ Geo(Pi). Note however that Mr might be zero, in which case we mark that
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repetition r will survive indefinitely.

Through the law of total probability, performed in Chapter 2, we know that each

Ti will be distributed Beta-geometric. But with fixed values of Pi, we can write that

T = mini Ti, the usual quantity of interest, will have a geometric distribution with

parameter

P = 1−
M∏
i=1

(1− Pi).

which then has a higher value than the parameter of any individual Ti. Since the pmf

of a geometric is monotone decreasing, the mode always falls at 1, with probability

P . Therefore when Mr > 0, a very large proportion of simulated Ti will equal 1.

Having almost all observations fall at either 1 or infinity is not very useful for a proof

of concept, especially since this modeling procedure has been shown to be useful for

reasoning under a large number of trials.

Consider then truncating the values we take into consideration those failures that

happen after a certain deployment time. In this way we might liken our assumptions

to Hall and Mosleh (2008b)’s assumption that “the system be a stage in development

where catastrophic failure modes have been previously discovered and corrected”. In

what follows we will pre-specify the deployment time and gauge the models’ efficacy

past that time.

Furthermore, we note that the filtering prototype developed in Chapter 2 is de-

signed to handle long-run testing, in which we see many successes with the occasional

failure. To account for this, we allow for a certain “burn-in” period in which we rely

on established reliability growth models (see the next section) to account for intervals

with high failure intensity.

The two most important classes of reliability growth models, to be staged for

comparison in this chapter, are non-homogeneous poisson processes and the cure
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models of Section 2.5. These are the most important because they bear the closest

relationships to the methodology developed in this dissertation, namely the use of the

Poisson distribution for the number of existing faults and the existence of a non-zero

cure probability.

3.2 A Brief Recap of Reliability Growth Modeling

For the purpose of this exposition, it is vital to recognize that reliability data generally

come in two standard forms: interval-domain data and time-domain data. Interval-

domain data are given as the cumulative number of detected errors, faults, or bugs in

a given time period. This makes the most sense when discussing what are known as

discrete-use systems or one-shot systems, in which a test is run and data is collected

after the test is completed. Examples include firing missiles or guns, flying planes (cf.

Hall et al., 2010), or executing a command in software. No information is recorded

during the test, only the outcome. This may be contrasted with time-domain data,

in which a system is turned on and the waiting time until the next failure is recorded.

Thus we note that interval-domain data will be recorded as the number of detected

faults nt at each individual trial t ∈ 1, 2, . . . , whereas time-domain data will be a

sequence of failure times t1 < t2 < t3 < . . . . For the methodology presented in this

dissertation, we are more interested in interval-domain data, but many parallels exist

between modeling the two types of data and we must be aware of both kinds.

When reliability growth models (for interval-domain data) were first proposed in

the early 1960s, they were presented as an algebraic equation with the number of

faults as a function of time t, with unknown parameters γ to be inferred from data:

nt = f(t | γ).
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Some of the most popular early adopters of reliability growth are Duane (1964),

Jelinski and Moranda (1972), Littlewood and Verrall (1973), Goel and Okumoto

(1979), and Musa and Okumoto (1984). As an example, consider Duane (1964)’s

reliability growth model, in which he observed that, when plotting the number of

faults vs. time on a log-log scale, the relationship was linear with a negative slope.

Therefore he was able to write

log(nt) = α′ − β log(t),

which, when solved for nt, yields

nt = αt−β,

with α > 0, β > 0. Thus the number of faults observed often referred to as the power

model. Also easily computed is the cumulative number of faults observed by time t,

denoted n(t), given by

n(t) =
α

1− β
t1−β.

One may further devise functions for n(t), but the goal with such modeling is to

capture the randomness of the reliability growth. To accomplish this, researchers

have employed many tools from probability theory, two of the most popular being

the nonhomogeneous Poisson process (NHPP) and general order statistics (GOS).

3.2.1 Non-homogeneous Poisson Processes

Crow (1975) first proposed using Duane’s model as the failure intensity of a NHPP,

and then using the properties of the Poisson distribution to compute maximum like-
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lihood estimates of α and β. While NHPP’s are quite complex entities in theoretical

probability, their implementation in reliability growth modeling is straightforward.

Its assumptions include, for any trial t with corresponding failure intensity mt, the

number of failures observed nt will have a Poisson distribution with mean mt. Also,

the number of failures observed in any two distinct trials are independent.

These assumptions are a bit more subtle when considering time-domain data, in

which case we assume that the number of faults detected in any interval (t1, t2) will

have a Poisson distribution with mean m(t2)−m(t1), and that if any two time intervals

do not intersect their respective number of faults will be independent. Finally, in the

time domain we do not have a discrete failure intensity mt for each individual t, but

rather a failure intensity function λ(t) =: ∂m(t)
∂t

over continuous time.

Thus capturing the stochasticity of the reliability growth, if mt is parameterized

so that mt = f(t | γ), one may compute the maximum likelihood estimate for γ. We

are given data n = (n1, . . . , nT ), the number of failures observed for each t ∈ 1, . . . , T ,

which gives us the likelihood

L(γ; n) =
e−

∑
mt
∏
mnt
t∏

nt!
,

and the log-likelihood proportional to

`(γ; n) ∝ −
∑

mt +
∑

(nt logmt).

Here each mt is a function of the parameter vector γ. Maximizing this function then

depends on the choice of mt.

Finally, there is an important dichotomy made among the class of NHPP models.

It is that, if m(t) is the mean of the cumulative number of faults detected by time
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t, we may have either limt→∞m(t) < ∞ or limt→∞m(t) = ∞. In the former case,

we refer to the model as NHPP-I and in the latter as NHPP-II (see Kuo and Yang,

1996).

3.2.2 NHPP-I and GOS Models

In the case where m(t)→ θ <∞, we assume that the expected number of failures in

infinite testing is finite. If we change the assumption to say that the software initially

contains an unknown number of faults N , and that each fault spawns a stochastic

survival time whose cdf is given by F (·|γ), parameterized by γ, we may then use the

general results of order statistics (cf. Casella and Berger, 2002, pp. 226–232) to do

inference on γ. These sorts of models are obviously sensitive to choice of F . Miller

(1986) showed the details of how to do this inference for the usual class of reliability

growth models (e.g. exponential, Weibull, &c), which work was expanded by Raftery

(1987) to include inference when N is unknown.

The unifying paper of Kuo and Yang (1996), expanding on a specific instance first

pointed out in Langberg and Singpurwalla (1985), showed that when N is assumed

to have a Poisson distribution with mean θ, then GOS models expand to become

NHPP-I models. Conversely, when an NHPP-I model is known to have a total of N

faults, it is reduced to the GOS model. Some recent work (Kundu et al., 2008) has

shown, however, that inference methods often perform better when the GOS model is

employed and N is estimated, rather than the NHPP-I model with θ being estimated.

3.2.3 Cure Probabilities

NHPP-I models, having limt→∞m(t) = θ <∞, imply a certain propensity for infinite

survival (that is, that no new faults are discovered), deemed reliability in reliability
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literature but called the cure probability in biostatistical literature, as we discussed in

Section 2.5 on cure models. The methodology developed in this dissertation unifies

the two concepts along with a few other less specific notions of reliability, which will

be discussed below. It is interesting to see how the cure probabilities are computed

in each case, and how our methodology unifies them.

In NHPP-I models, after a time t∗ the number of faults M that will be uncovered

will have a Poisson distribution with mean m(∞)−m(t∗) = θ−m(t∗). Therefore the

propensity for indefinite survival from then on will be given by

P (M = 0) = exp(−(θ −m(t∗))).

Note that in the (somewhat unusual) case of evaluating this expression at model

inception, that is that t∗ = 0, m(0) = 0 so indefinite survival will be given by

P (M = 0) = exp(−θ).

Cure models, such as those discussed in Section 2.5 and in Chen et al. (1999) begin

by taking a different tack. They assume from inception that the number of faults M

that exist in a system has a Poisson distribution with mean θ. The propensity for

indefinite survival is then similarly given by

P (M = 0) = exp(−θ),

but this value depends completely on choice of θ. To accomplish this, the authors

assume a large sample of exchangeable individual systems, each having a collection

of covariate features X so that θ may be inferred for the general case either by a
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regression where

θ = f(β′X)

where f is some link function, or by a routine Bayesian exercise of choosing a prior

for θ and then updating it using the cure model as a likelihood, incorporating all of

the exchangeable observations.

We note from this that the cure model of Chen et al. (1999) and related papers

can be used to infer the cure probability for a population of similar systems (or in

their case, cancer patients), but will not be updated during the testing of a single

system. We may also note that the NHPP-I models do update the cure probability

during the testing of the system, but that this update is limited to reassessing the

mean number of remaining faults at a new time, but in a fixed model.

These practical complications were among the reasons that compelled us to in-

troduce a filtering methodology to reliability growth modeling. The other reasons

were epistemological, as discussed in Chapter 1. The following subsection shows how

approaching the problem as one of filtering unifies the two above approaches in a

constructive manner.

3.2.4 Filtering and Rebugging

As discussed above, cure models, in their current implementation, do not update the

cure probability for any one system (patient) over time, as that system undergoes

debugging. NHPP-I models do update cure probabilities from time t = 0 to a later

t = t∗ via the update

P0(M = 0) = exp(−θ) Pt∗(M = 0) = exp(−(θ −m(t∗)))
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which is an increase in reliability (since m(t∗) > 0). The subscripts to these prob-

abilities indicate that inference is done at different moments in the duration of the

testing phase. But if m is known and fixed, that is, we do not update it while the

system is being tested, then we may compute all future reliabilities at inception, and

these reliabilities will be a function only of time t∗. A careful reading into the relevant

literature (such as Kuo and Yang, 1996) will reveal that this is not how analysis is

done. Instead, a small while after testing has begun model parameters are estimated

(via maximum likelihood, least squares, Gibbs Sampling, EM algorithm, or anything

else) at a time t from the data n = (n1, . . . , nt) and the reliability estimates are then

applied to the remaining, thus far unseen, data for t + 1, t + 2, . . . . This is repeated

at each step, with estimates being recomputed for the new data set n∗ ⊃ n.

What is happening in this case is that the number of faults uncovered in the

system is being treated as a point process. A point process is a random process (in

this case Poisson) for which any one realization consists of a set of isolated points (in

this case fault detections) in time, which are then binned into discrete intervals. It is

then our inference of what the point process (or its parameters) was and always has

been that changes with time.

Contrast that with our proposed paradigm for reliability growth: that the physical

propensity for failure changes with time, off of which observations are spawned and

inferences are made. This type of model is referred to as a hidden Markov model. In

addition to this new paradigm for reliability growth is the new use of hidden Markov

models, whereby we say that it is the system’s reliability itself that is the unobservable

state of nature. This is depicted in Figure 3.1. Filtering is then performing inference

on the last state in the hidden Markov chain. Now while Kalman filtering has been

adapted to fit all sorts of distributions and situations in the literature (see, for example
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Singpurwalla and Wilson, 1999, pp. 141–143), filtering reliability itself has never

appeared before. Doing so in this dissertation has produced several novel ideas,

applications, and complications.

. . . −→ Rt −→ Rt+1 −→ . . .

↓ ↓
Nt Nt+1

Figure 3.1: A depiction of reliability growth as a hidden Markov model. Note that
the unobserved state of nature Rt is a reliability.

The most interesting “complication” that has arisen from this standpoint has

been the disappearance and reappearance of the Laplace-Jeffreys Dilemma, discussed

in detail in Sections 2.6 and 5.1. But for the purpose of this chapter, we will discuss

the hands-on application of the filtering that appears once the theory is in place; this

application has to do with what’s known as imperfect debugging.

3.2.5 Rebugging

When discussing software reliability, we often refer to faults as bugs, and we shall do

so here to agree with the term debugging. We have assumed earlier in this dissertation

that identification of bugs sometimes leads to introduction of new bugs, similar to

the concept of imperfect debugging, in which we assume simply that not all bugs

are fixed when discovered. There exist several imperfect debugging models within

the NHPP class, such as the ones presented in Yamada et al. (1984) or Pham et al.

(1999) (see Pham, 2006, Chapter 6). These models tend to model imperfect debugging

by modeling 1) the proportion of bugs identified, and 2) the proportion of bugs left

behind after the debugging effort.

Contrast that with the filtering methodology developed in Chapter 2 of this disser-
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tation. Having defined a distribution for the mean number of bugs µ as an exponential

with rate parameter λδ, we said that when successes continue to be observed that δ

stays fixed at a constant 1/ω. However, when a failure is observed δ switches to an

exponential distribution, with ω as its rate parameter. This represents an extreme

addition of variation to the distribution of µ, for as we have seen the resulting distri-

bution, after applying the law of total probability, is a long-tailed Pareto distribution

with no mean.

We may liken this effect to a failure causing a severe disruption in the system.

We therefore propose for this discussion not to think of “imperfect debugging” during

system development, but rather rebugging the system in case a late-stage failure is

observed.1 A discussion of how we simulate this rebugging can be found in the next

section.

This situation of new bugs being introduced into a system during the process of

debugging has been addressed in Kuo and Yang (1996), in which the authors state

that GOS and NHPP-I models cannot be applied in these cases. We claim that by

filtering we may resolve this glut, further adding to a unified theory of reliability

growth.

3.3 Data Simulation

To show the efficacy of our model and filtering procedure as a valuable paradigm to

be added to reliability theory, we simulated data according to the above setup: for

some fixed µ, draw M ∼ Pois(µ). Then for each i ∈ 1, . . . ,Mr draw Pi ∼ U(0, 1)

1This is not unrealistic in engineering nor in science. In fact, one may think of many examples
throughout history when the tiniest bug has propagated the downfall and later reengineering of an
entire system. These bugs are now referred to as singularities and classic examples include division
by zero,

√
2, &c.
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and then draw Ti ∼ Geo(Pi), with the provision that if Mr = 0, that repetition r be

labeled an indefinite survival. Fixing M = 1000, a plot of data simulated this way

may be found in Figure 3.2

t = Trial number

n t
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10
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50
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Figure 3.2: A frequency plot of M = 1000 simulated Beta-geometric times to failure
on linear and log-log scales.

Data of this kind will be fit very well by Duane (1964)’s model, mentioned above,

since the Beta-geometric distribution is reminiscent of a power-law. However, this

being a simulation we may fit an even better model to the data, namely the NHPP

model with mean value function

m(t) =
νt

t+ 1
,

which, conditioned on ν = M , gives the sampling distribution of the simulated data

exactly. Otherwise, estimating ν with ν̂ is reduced to a problem of estimating the
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mean µ of a Poisson distribution.

We shall proceed by comparing the results obtained when applying the filtering

to the Duane model, with

mD(t) = αt1−β,

where α > 0 and 0 < β < 1 must be estimated, and with the Beta-geometric NHPP

model, with

mBG(t) =
νt

t+ 1

where ν must be estimated.

We therefore, for the purpose of simulation, try alternative models that are close,

if not the closest, to the process that simulates the data. Furthermore, it has been

shown by Ohba and Chou (1989) that including imperfect debugging in existing

NHPP models does not actually improve the performance of the models, so long as the

parameters of the original model get reinterpreted (i.e. to account for the additional

bugs). We’re not interested in parameter interpretation for this simulation, so we can

safely stick with the Duane and the Beta-geometric NHPP models.

There remains the issue of simulating the rebugging as discussed above. To ac-

complish this, we choose an imperfect debugging parameter pI ∈ (0, 1) and a scale

parameter ω and at each trial t, as nt bugs are identified, we then introduce pI · nt

new bug discovery times T1, . . . , TpI ·nt that are generated not from a geometric dis-

tribution with random probability Pi, but rather inverse-exponential with parameter

ω, rounded down to the nearest integer. The inverse-exponential distribution rarely

appears in the literature but is useful for our purposes for two reasons. First, after

taking the floor function it is discrete, with a very long tail and no mean, representing

the possible addition of bugs that are very difficult to discover. Second, since in our
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filtering methodology we essentially claim that µ is being multiplied by 1/δ, which

has an inverse-exponential distribution, we would like to apply the filter to data with

very long-run failures, which is what this provides. A plot of data simulated with this

sort of rebugging may be found in Figure 3.3.
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Figure 3.3: A frequency plot of M = 1000 simulated Beta-geometric times to failure
on linear and log-log scales, under the rebugging schema described above, with pI = .5
and ω = 1.

3.4 Computations and Results

In this simulation we generated random data using the schema detailed in Section

3.3. There were several parameters that must be chosen. They were:

1) The mean µ of the Poisson number M of faults that were generated.
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2) The deployment time tD, at which to make inferences, and a mission time tM ,

at which to assess the inferences.

3) The rebugging parameters pI and ω.

4) The time before deployment tf at which to turn the filter on.

A little more exposition is necessary before reporting the simulation results. See

below in Figure 3.4 a “typical” run of the simulation, with parameters set to µ = 100,

tD = 126, tM = 630, pI = .7, ω = .8, and tf , the start time for the filter, being

the first observed success at t = 63. The reason typical is in quotes is that there is

really no typical situation in this simulation, given the large parameter space and the

heavy-tailed distributions, which often lead to extreme observations and destroy the

possibility of visual inspection.
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Figure 3.4: A simulation run with fitted values of the Beta-geometric and Duane
NHPP models, as well as the filtered assessment of µ starting at the first success.
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It is easily seen that the Beta-geometric NHPP does not perform well with data

that is rebugged. This is not unexpected as the Beta-geometric distribution we employ

has almost all of its mass concentrated near one, so that the model would expect any

rebugging to be purged in just a few, if not just one, subsequent trials. Since we have

set up the introduction of new faults to be highly dispersed, the Beta-geometric will

always underestimate the number of bugs in existence.

It is also easily seen that the Duane model does provide a good fit of the data.

This can be expected as well since the Duane model is designed to handle long-tailed

power-law distributions, which is what we are simulating. The Duane mean continues

its linear trajectory downward, but this plot being on a log-log scale, we can recognize

that it will hover just above zero.

We also see that after a short burn-in, the filtered value of µ is always greater than

the Duane mean. We recall that the filtered value of µ will never decrease drastically

because when we adhere to the principle of conditionalization for our likelihood,

indefinite survivability is never attained.

3.4.1 Performance Metrics

While both the Duane NHPP mean estimate and the filtered value of µ provide

estimates for µ, the mean number of bugs still in existence, they are begotten by

very different models. In particular, it does not make sense to compute indefinite

survivability for the Duane model as it will always be zero. Contrariwise, it does not

make sense to compute goodness-of-fit or p-values for the filtered values of µ as it

changes with time and is meant for long-term prediction.

We resort to an ad hoc performance metric for the two models, namely, each will

produce a 2-dimensional performance vector which measure its respective overesti-
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mation and underestimation of reliability. Define

EO :=

tM∑
t=tD

(µt − nt)+

EU := −
tM∑
t=tD

(µt − nt)−

where µt is each model’s estimate for µ at time t. Therefore EO will take the sum

of the overestimations of the number of bugs in the system by the model whereas

EU will take the sum of the underestimation. Clearly the Duane will most heavily

underestimate whereas the filter will overestimate µ. But with this two-dimensional

metric we may see how the models compare in different settings.

3.4.2 Results

Below we report the median EO and EU values across R ≈ 100 repetitions each for

the following values of the simulation parameters:

µ : 10, 50, 200

ω : .3, .8, 1.3

pI : .7

tD : 10, 50, 200

tM : tD × (5, 10, 20)

Choosing tM as a multiple of tD ensures the mission time be after the deployment

time. The median is reported because of the inherent instability in the simulation,

especially in generating inverse-exponential wait times, which distribution has no

first moment. The problem of simulating heavy-tailed, unstable distributions is well-

known to researchers and we will not delve on it here.
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For µ = 10, there are a small number of initial bugs. Consider Table 3.1 be-

low, which contains EO and EU values for the Duane and filtered predictions after

deployment for a combination of parameters, holding ω = .3.

Table 3.1: Median EO and EU values for the Duane and filtered predictions setting
µ = 10 and ω = .3.

EO Duane EO Filter EU Duane EU Filter
ω = .3, tD = 10, tM = 50 8.04 21.23 .73 .17

tM = 200 7.45 18.51 .92 .14
tM = 1000 7.01 16.62 .79 .12

tD = 50, tM = 200 22.23 88.27 .51 0
tM = 1000 17.08 49.05 .79 0

tD = 200, tM = 1000 17.54 252.66 .78 0

Inspection of this table can help gauge the remainder of the simulation results. We

see a few obvious features: as expected EO Duane dominates EO filter in every case,

whereas EU filter outperforms EU Duane in every case. That is to say, the Duane

model will almost always underestimate the number of remaining bugs compared to

the filter, whereas the filter will almost always overestimate the number of remaining

bugs compared to the Duane model. This we could anticipate just from inspection

of Figure 3.4. However, our EO and EU metrics do show some subtle benefits to

each approach. First, we see that after a large enough deployment time, the filter

generally never misses a remaining bug. The deployment time has little effect on

the underestimation in the Duane model. It is also clear that deployment time and

mission time have a strong effect on the overestimation metric EO, but that effect is

more clearly pronounced in the following tables, in which we vary µ across 10, 50 and

100, and ω across .3, .8 and 1.3.

Table 3.2 contains the remainder of the simulation results for when µ = 10. It

can be seen that as the rebugging parameter ω increases to 0.8 then to 1.3, the
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Table 3.2: Median EO and EU values for the Duane and filtered predictions setting
µ = 10 but with ω = .8 and 1.3.

EO Duane EO Filter EU Duane EU Filter
ω = .8, tD = 10, tM = 50 11.05 37.21 1.94 .15

tM = 200 13.85 45.47 2.32 .15
tM = 1000 12.17 40.35 2.33 .25

tD = 50, tM = 200 25.79 82.40 0.51 0
tM = 1000 34.17 108.86 0.77 0

tD = 200, tM = 1000 47.05 258.81 0.60 0
ω = 1.3, tD = 10, tM = 50 15.68 60.57 3.97 .17

tM = 200 27.00 128.61 6.20 .30
tM = 1000 30.32 134.38 6.90 .35

tD = 50, tM = 200 40.86 132.43 2.92 0
tM = 1000 48.95 161.37 2.90 0

tD = 200, tM = 1000 104.22 337.18 0.58 0

Duane model suffers from greater underestimation while the filter remains steady.

The most stark appearance of this underestimation comes at ω = 1.3 but with a

quick deployment tD = 10. For sufficiently long mission times, the Duane model

seems to be missing up to 7 bugs, while the filter’s performance is steady. However,

this must be contrasted with the ballooning overestimation values EO for both models,

especially the filter. As is usually the case with modeling, a trade-off must be made

or model averaging should be employed.

In Table 3.3 the remainder of the simulation results are presented, truncated in

the varying parameters to focus on the interesting cases.

Again we see the same phenomenon of ballooning EO values for both the Duane

and the filtered values. But we also see that, consistent with the small values of µ,

for large values of µ all that is required for the filter to almost never miss a bug is to

have a deployment time of 50 or above.
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Table 3.3: Median EO and EU values for the Duane and filtered predictions setting
µ = 10 but with ω = .8 and 1.3.

EO Duane EO Filter EU Duane EU Filter
µ = 50, ω = .3, tD = 10, tM = 50 15.65 50.76 2.28 0.41

tM = 100 20.16 113.48 3.29 0.38
tM = 1000 19.40 99.99 3.98 0.47

tD = 50, tM = 250 13.43 91.21 0.89 0
tM = 1000 17.87 150.79 1.57 0

tD = 200, tM = 1000 17.6 470.00 0.93 0
ω = .8, tD = 10, tM = 50 27.31 103.64 3.56 0.60

tM = 100 38.95 193.30 7.74 0.66
tD = 50, tM = 500 48.56 320.80 4.36 0

tD = 200, tM = 2000 56.11 658.19 0.88 0
ω = 1.3, tD = 50, tM = 500 48.56 320.80 4.36 0

tD = 200, tM = 2000 56.11 658.19 0.88 0

µ = 100, ω = .3, tD = 200, tM = 2000 12.96 354.58 0.97 0
ω = .8 65.53 866.37 2.75 0
ω = 1.3 120.91 1141.12 14.00 0

This sheds evidence on how filters are truly designed, and what inherently mo-

tivates them. Indeed, we can see that our filter performs its duty well if it is given

enough ”burn-in” time. In particular, turning the filter on in trial 1 makes its es-

timates go haywire, so we must wait for the system to be somewhat settled before

turning on the filter. Then, given enough time before deployment, the filter can learn

the state of nature whereas ML estimation in NHPPs must use early observations

even though they are less relevant. Were a researcher to suggest reweighing early

observations to count for less, he would actually be employing a filter, as was shown

in Meinhold and Singpurwalla (1983).

Finally, this simulation has been useful for showing in which ways the methodology

developed in this dissertation has been a prototype; i.e. it showed in detail several

features that may be modified to fit the application’s needs. For example, why choose
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δ ∼ Exp(ω)? We have seen that this produces long-tailed behavior, suitable for

modeling difficult-to-discover bugs. Sometimes this is not the desired effect. It then

befalls the practitioner to assess his reliability data, his understanding of the system

in question, and the needs of project management to employ this methodology in a

useful way.
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Chapter 4

Reliability Growth of Open-Source

Software Data

Open Source Software (OSS) is the general term applied to any software whose source

code is not just freely available, but freely modifiable. In general, this means that

the code is openly hosted on a version control website such as Github1, Sourceforge2,

or Subversion3. Version control systems have been built around the idea that many

people may take the source code home, modify it, tweak it, hopefully improve it, and

then resubmit the improvement back to the site. This inherent peer-review process

is a subset of what’s generally termed “crowdsourcing”, the new and increasingly

relevant process of acquiring knowledge from the public through tools on the Web.

OSS has existed since the 1980s, when the Free Software Movement was launched

(although some argue that is has existed since the advent of the internet itself in the

1960s), but it has only been in the last ten years that serious efforts have been made

towards collaborative version control. In the past, for example, the development of

1www.github.com
2www.sourceforge.net
3subversion.apache.org
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the Linux kernel in 1991, version control was overseen by an expert, in this case

by Linus Torvalds. Nowadays control of open-source software is decentralized, with

programmers voluntarily correcting bugs, adding new features, or filing bug reports.

Due to this decentralization, the evolution of software has taken on an objectively

stochastic nature that is best modeled using the tools of probability and statistics.

Furthermore, open-source software is becoming not just the free alternative to a

paid product developed by a software company, but the actual standard off of which

custom software is then built. It is for this reason that judgments of open-source

software’s reliability are becoming central to decision-making. Even military software,

such as that used in the BMD system mentioned in this dissertation’s introduction,

is often written in open-source software.

Despite the reliance among decision-makers on open-source software and the in-

herent stochastic nature of its reliability, very few mentions are made to open-source

software reliability data in academic statistical literature. Introducing a valuable col-

lection of this data and applying the methodology developed in the previous chapter,

which represents a paradigm shift in reliability growth modeling, constitute a new

and important addition to academic literature on reliability and on software.

4.1 The Software Reliability Group

The author has been in contact with the Software Reliability Group at the University

of Nebraska–Omaha who have donated their data and results to my dissertation

research in hopes of an improved, multi-disciplinary collaborative effort. The work

of the lead researcher for open-source software, Cobra Rahmani, involved mining the

bug reports as found in the issue tracking site, Bugzilla4 (Rahmani et al., 2010).

4www.bugzilla.org
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Bug reports, as their name suggests, are filed at-will by contributors and users

to a particular piece of software to a general forum to report defects found in the

software, either by testing or by analyzing code. These reports are highly nuanced:

they include a level of urgency, a level of propagation (i.e. how many different files are

infected with the bug), and a status report for when they get fixed. Any researcher

who wishes to engage in statistical mining and modeling of these reports will be faced

with a prodigious task. While every report is open and free, more software must

still be written to download the reports and scrape the relevant statistics from them,

while removing extraneous information. All this represents a tremendous effort on

the part of the Software Reliability Group that the author is fortunate enough to take

advantage of.

The data therefore comes in far from a raw format. For five particular software

projects, described below, the number of bug reports filed for each two-week period

is reported. This number also reflects the number of bugs that were fixed since the

previous two-week period. Thus we may liken each one of these two-week efforts to a

trial of the reliability of the system, and discretize each two-week period into times

t = 1, 2, . . . . So for a visual example, the number of bugs found in the mplayer project

can be found in Figure 4.1.

Rahmani et al. (2010) then attempts a statistical analysis of this data, using

widely available tools found in Musa (1999) or Pham (2006), such as the Weibull

model. But their end analysis is limited in its potential due to a lack of diverse

modeling paradigms, such as the one presented in this dissertation.

4.1.1 The Software Projects

In total, five software projects were tracked in their development. These were
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Figure 4.1: The number of bug reports for the project mplayer.

1. mplayer,5 a media player for Unix systems redesigned for OSX;

2. clamwin,6 an anti-virus program for Windows systems;

3. Firefox,7 the well-known Web browser;

4. Apache 2,8 an http server system architecture; and

5. Eclipse,9 a software development suite for coding, compiling, and testing in many

standard computer languages.

4.1.2 Modeling Goals

Statistical modeling and inference are never useful and often implemented incorrectly

unless specific goals to the modeling project are precisely laid out. In this case we

5mplayerosx.sourceforge.net
6www.clamwin.com
7www.mozilla.com/firefox
8httpd.apache.org
9www.eclipse.org
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are interested in determining when open-source software is ready for deployment.

Deployment means that the software will be used by an outside third party, such as

the military, government, companies, down to the individual user.

The decision to implement open-source software is quickly becoming an invaluable

business decision as well. Often software companies will develop base software as

open-source, and then sell client-specific services on top of that. A good example,

known to most statisticians, is the language R, on top of which REvolution and

Insightful sell customized versions to clients. Therefore it behooves the client, be

they military, government, or corporate, to gauge the reliability of the open-source

software that they plan on buying bespoke versions of. Furthermore, these clients

will often be in a similar situation to the one laid out here, where bug reports are

available, but too nuanced to easily model statistically without first boiling them

down to an easy set of numbers, in this case, the number of bug reports filed every

two weeks.

In order to specify what we mean when we say that software is “ready”, the

statistician must consult closely with project management. The obvious answer is

that we would like to see a low probability of a new bug being discovered. There

exists a breadth of literature on what counts as a “critical” bug versus a “nuisance”

bug, which we would not like to delve into here. Rather, we would like to say that

for some applications, a small number of bugs is tolerable whereas a large number

would render the system unusable. This perspective can embody the critical versus

nuisance levels of bugs.

The event of a new bug being discovered involves a time element, namely, that a

new bug will eventually be discovered. The frequency of a new bug being discovered

and the expected number of trials before discovering the bug are statistics that a
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practitioner would be interested in. Indeed, Hall and Mosleh (2009) identify “six

reliability growth metrics of basic interest to program management.” They are

1) An assessment of the initial system survivability;

2) An assessment of system survivability subsequent to the detection and the mit-

igation of a failure mode;

3) The expected number of failure modes observed during testing;

4) The probability of observing a new failure mode;

5) A theoretical upper bound on the survivability that can be achieved under a

specified test and fix protocol; and

6) The fraction of the initial system probability of failure associated with failure

modes for which program management is aware.

These metrics give reliability practitioners the means to estimate the reliability of

discrete systems undergoing development, address model goodness-of-fit concerns,

quantify programmatic risk, and assess system maturity (Hall and Mosleh, 2009).

The following section will show that these six growth metrics contain subtleties

that often make doing inference with them erratic and poorly defined, and may not

satisfy the needs of the reliability practitioner. Indeed the overall intention of these

metrics is to give reliability practitioners the means to gauge and control the progress

of the development effort of one-shot systems through the TAFT process (Hall and

Mosleh, 2008a). “TAFT” is a commonly employed acronym in the government and

military that stands for Test, Analyze, Fix, Test. However, this last testing seems

meaningless in this context because clearly testing is only beneficial if it is used to

make decisions. Thus I propose the acronym be changed to Test, Analyze, Fix,
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TAFT, where “TAFT” appears as a symbol in its own acronym. While seemingly

silly, it is essential to understand and acknowledge this kind of recursion in developing

reliability growth models. Under conditions where reliability changes over time, a con-

tinual testing and updating procedure is required. A näıve model projects reliability

growth into the future whereas a sophisticated one allows for dynamic modifications.

4.2 Inference for Reliability Growth Metrics

With the above in mind, recall that the filtering algorithm developed in Chapter 2

will, for any time t, provide the parameters λt and ωt. At time t either a success or a

failure will be observed, which will affect our choice of distribution for µ. After this

distribution has been chosen, inference can be done using the distribution to compute

the above six metrics. This section describes how this inference is done, much of it

rehashing the methods developed in Chapter 2 but included for completeness, and

comments on each metric’s usefulness. Having done this, we will then describe which

metrics will be included in our methodology to give the optimal knowledge to the

reliability practitioner.

1. Initial system survivability. This is given precisely by the formula P (T > t),

unconditional on µ, at time of inception. It is therefore a function of discrete

time T = 0, 1, 2, . . . to probabilities in [0, 1]. It is entirely decided by the choice

of the initial parameter λ0 and given in formula 2.3.

2. System survivability subsequent to the detection and the mitigation

of a failure mode. Should a fault be detected, an attempt is made to correct it.

This attempt introduces uncertainty to the distribution of µ which we embody

in the parameter δ, as in Section 2.6.2. Computations of survivability then

83



follow from evaluating the function in Equation 2.22.

3. Expected number of failure modes observed during testing. We have

defined the value M as the unknown number of faults currently present in the

system, initially or after a repair has been executed, with the assumption that

M |µ ∼ Pois(µ).

While some acrobatics have been developed on the distribution of µ, the law of

total probability can be invoked to compute P (M = m), unconditional on µ,

for any m.

While this is a valid piece of inference it does raise two subtle concerns. First,

we are interested in the expected number of faults to be observed during testing.

The expected number of faults is given by

E[M ] = E[E[M |µ]] = E[µ].

But when µ is distributed Pareto, it has a long tail and no moments, so this

quantity is infinite. It is therefore not a useful statistic.

Secondly, we’re interested in the expected number of faults that are observed, not

just the total number that exist within the system. In our model, many faults

may exist without revealing themselves during testing or otherwise. An elegant

result presents itself, however, when computing the probability distribution for

number of faults revealed in the next test. Conditionally on M , the number

of faults observed at time t, Nt, is distributed beta-binomial with parameters

α and β. But the beta-binomial distribution reduces to the discrete uniform
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when setting α = β = 1, as we did above. Unconditionally on M , with M |µ ∼

Poisson(µ), Nt will have the pmf10

P (Nt = n) =
∞∑
m=0

1

m+ 1

e−µµm

m!
1n≤m

=
1

µ

∞∑
m=n+1

e−µµm

m!

=
1

µ

(
1− Γ(n+ 1, µ)

n!

)

on n = 0, 1, 2, . . . , where Γ(x, y) is the incomplete gamma function so that

Γ(n+ 1, µ) =

∫ ∞
µ

tne−tdt.

This distribution is highly concentrated near zero, as depicted in figure 4.2.
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Figure 4.2: The Poisson mixture of discrete uniforms.

10The author remarks how elegant it is that a Poisson mixture of binomials is Poisson, but that
a Poisson mixture of discrete uniforms does not have a closed form, nor a named distribution.
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The final inference is then made when the filtered distribution of µ is averaged

out of this last expression. In the case where we are observing successes,

P (Nt+1 = n) =

∫ ∞
0

λte
−µλt 1

µ

(
1− Γ(n+ 1, µ)

n!

)
dµ,

and when we are observing failures

P (Nt+1 = n) =

∫ ∞
0

λtωt
(λtµ+ ωt)2

1

µ

(
1− Γ(n+ 1, µ)

n!

)
dµ.

Computing these values is computationally feasible but burdensome. The prac-

titioner may opt to impute his best guess for µ at time t, often either 1/λt or

ωt/λt.

4. Probability of observing a new failure mode. Of special interest in this

last derivation is the case {Nt+1 = 0}C , that is, that we do indeed experience a

failure or detect a fault. Thus the computation simplifies to

P (Nt+1 > 0) = 1− P (Nt+1 = 0).

We note, however, that the equivalence of the events

{Nt+1 = 0} ≡ {T > t+ 1},

allows us to compute the probability of observing a new failure mode using our

original unconditional survival function P (T > t), as was computed in Sections

2.4 and 2.6.2 after observing successes and failures, respectively. In the case of
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operating in survivals, we would evaluate equation 2.3 for t = 1, thereby giving

P (T > t+ 1) =
2λt

2λt + 1
.

In the case of observing failures, we evaluate Equation 2.22 for t = 1, giving

P (T > t+ 1) = 1 + eωt/2λt
(
ωt
2λt

)
Ei

(
− ωt

2λt

)
.

5. Upper bound on survivability. As shown in section 2.4, the survivability of

the item in question, with the filtered distribution of µ after observing a survival

as Exp(λt), is given by

P (T > k;λt) =
λt(k + 1)

λt(k + 1) + k

which quantity goes to

λt
λt + 1

as k → ∞. This value can be viewed as a ceiling on the survivability of the

item going forward.

When a failure has been observed at time t, the filtered distribution of µ is

given by the hierarchy

µ | δ;λt ∼ Exp(λtδ)

δ;ωt ∼ Exp(ωt).
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The survivability function for k = 1, 2, . . . , is given by

P (T > k) = 1 + eκωt/λt
(
κωt
λt

)
Ei

(
−κωt
λt

)

where κ = k
k+1

. As k →∞, κ→ 1, and thus the upper bound on survivability

is given by the quantity

1 + eωt/λt
(
ωt
λt

)
Ei

(
−ωt
λt

)
.

Recalling that ωt
λt

=: µ̂ is often our best point estimate for µ, we can see that

this upper bound can be given as a function of µ̂:

1 + µ̂ eµ̂ Ei (−µ̂) .

Since the function for survivability contains the exponential integral function

Ei, it is not very easy to visualize. Therefore direct computations of the upper

bound of survivability are computed for various values of µ̂ and presented in

Figure 4.3.

6. Fraction of the initial system probability of failure associated with

known failure modes.

Our model assumptions have embedded all the information about known failure

modes in model parameters, but in doing so, changed the status of the failure

modes from “known” to “possible”. This is counted in the unknown quantity M .

But since the estimated probability of failure comes directly from this quantity,

an implicit assumption to the model is that 100% of failure modes are counted

in M . Should we observe more failure modes than we had guessed for M , we
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Figure 4.3: A plot of the upper bound on survivability for values of µ̂ ∈ (0, 10]. After
observing a failure, the complicated expression for this upper bound gives a value
similar to but strictly less than the upper bound after observing a success.

simply update the distribution of M in light of this new information.

We conclude this section by recognizing that all six of these metrics are functions

of the filtered distribution of µ, embodied by the parameters λt and ωt, and that

some of them do not make sense in the context of the problem. Therefore when

applying this filter to data, the goal should be to report the distribution of µ and

the projected survivability of the item going forward. We shall do this by reporting

λt and ωt at all times t, and by reporting the key statistics of the upper bound on

system survivability, metric 5, (equivalently the probability that the system is bug-free,

P (M = 0), as discussed in Section 2.7) as well as the survivability past the next one

attempt. All other statistics can be computed as necessary for decision-making, but

are not required in an exposition of the filtering methodology.
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4.3 Calibration and Burn-in

As can be expected, and is clear from Figure 4.1, any open-source software project be-

gins its lifecycle with a significant “burn-in” phase, in which many bugs are discovered

and fixed. Compare the lifecycle of open-source software to that of industry software,

which is said to consist of five successive phases: Analysis, Design, Coding, Testing,

and Operation (Pham, 2006, p.127). Development of open-source software hardly

happens this way. Indeed there must be some forethought on the part of contribu-

tors, and thus the Analysis and Design phases may precede actual code availability,

but the Coding, Testing, and Operation all take place concurrently. Thus there isn’t

a stated deployment time, or release time, as may be demanded by project man-

agement. One must therefore decide when to begin modeling the reliability of the

software. Fortunately, our filtering methodology covers this problem for us, by up-

dating our beliefs automatically as the system is in operation. We may therefore also

avoid the model being overly sensitive to our choice of initial parameters λ0 and ω0.

There is, however, some sort of calibration of the model that must be done. For

example, in the mplayer project, the usual number of bug reports is in the range of

two to five, whereas for Eclipse it is in the range of 500 to 1000. One may think of this

range as being analogous to the variance in the state of nature in the usual Kalman

filter situation. Namely, if the usual Kalman filter is given by the two equations

Yt = θt + εt, εt ∼ n(0, σ2
ε)

θt = θt−1 + δt, δt ∼ n(0, σ2
δ ),

then the scale of the state of nature is determined by σ2
δ . In standard Kalman filtering

applications, this variance is not learned the way the current value of θt is. Rather,
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it is estimated using sundry techniques (see West and Harrison, 1997, for example).

Similarly, for our purposes we may introduce a tuning parameter K which accounts

for how large a scale of bug reports we are operating on. In particular, we have that,

after observing a failure,

ωt+1 = ωt + nt/t.

However, when nt is very large, as in the Eclipse project, we wish to scale it down

using the tuning parameter thus:

ωt+1 = ωt +
nt
Kt

.

We may therefore think of K as the number of bugs the project’s participants are

prepared to handle in any one two-week shot. In what follows, K is chosen to optimize

the fit of the model, in the interest of demonstrating the functionality of the model

to the reader.

This concludes the methodology discussion of this chapter. In the sections that

follow we present the results of fitting the model to the data, along with some dis-

cussion of the implications found with each individual project.

4.4 Results

In this section we present the results of fitting the model and filter developed in

Chapter 2 to the open-source data sets described above. They will be presented in

the same order as they were first described, viz. mplayer, clamwin, Firefox, Apache 2,

and finally, Eclipse.
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4.4.1 mplayer

The mplayer project had 97 bi-weekly time points and thus about four years’ worth

of data. Figure 4.4 on the following page is the customized generic plot we will use

in this data application exposition, and contains a lot of information that careful

inspection will reveal. The raw data is found in Figure 4.1 but reproduced here to

help avoid flipping pages:
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Clearly the number of bugs is fluctuating, with an overall increase followed by

an overall decrease, hovering near zero. Taking any observed bugs to be a failure

does not lead to a good fit of the model, so instead we decide that an increase in the

number of bugs reported constitutes a failure, while no change or a decrease constitute

a success. Having done so, we can assign the increase in bug reports to the value nt:

the number of new faults observed in a given trial.

Figure 4.4 contains two panels stacked on top of each other, with a common x-

axis of bi-weekly time. The top panel has the number of bug reports plotted as a line

graph for visual aid, as well as the value of µ̂ = ωt/λt, an indicator of centrality of

the distribution of µ. Recall that when µ is distributed exponentially its mean is the

usual ωt/λt, but when µ is distributed Pareto it has a heavy tail and no mean.

This value of µ̂, plotted with the dashed line, gives the reader an indication of the

movement of the distribution of µ as it is filtered. In this case, we recognize it hovering
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Figure 4.4: Results from applying filter to mplayer data.
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somewhere above 1 as the project begins, followed by an obvious increase after time

t = 40. After the volatility found from times t = 40 to t = 50, the distribution of µ

returns to close to zero as successes are observed.

The practitioner will often look toward µ̂ as the mean number of faults present, but

we must recognize that the number of faults is assumed to have a Poisson distribution

so even when µ is concentrated near zero, there exists a positive probability that more

faults will appear.

The lower panel contains two key statistics, namely the survivability through the

next trial and infinite survivability. These are both probabilities and therefore share

the same y-axis of the interval [0, 1]. These quantities are different after observing

a survival or a failure: indeed after a failure, each quantity will be strictly less than

its respective quantity after observing a survival; see Figure 4.3. The survivabilities

clearly share an inverse relationship with µ̂.

Finally, the actual probability values are labeled on the survivability lines at the

key times indicated by the tick marks on the time axis. We see that after about

time t = 50, survivability generally goes up. As discussed above in Section 4.3, we

should expect the project to undergo a significant burn-in period before it is ready

for reliability judgments. In this case t = 50, the lowest point of our estimated

survivability, seems a good end to the burn-in as the volatility of the bug reports

cease. Therefore, looking at time t = 60, we have that

P 60(T > 61) = 0.74

P 60(M = 0) = 0.59.
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It then so happens that the system survives the next demand at t = 61, that is, no

new bugs are uncovered. It also happens, however, that new bugs do get uncovered

in the remainder of the lifetime of the software. We can say, therefore, that both

survivabilities performed well.

Recall, however, that the purpose of this data analysis is as an exposition of the

methodology developed in this dissertation. It is not our goal to prove that this

method works better than existing methods, but rather to provide the reader with

insight on how to add this paradigm to reliability growth modeling. With that in

mind, consider the fact that, after t = 60, there are 36 more time points available

in our data set. Among those trials, 8 were failures (i.e. saw an increase in the

number of bugs), and so 28 were successes. Since 28/36 = .78, the projected survival

probabilities lined up well with what was actually realized after time t = 60.

A similar performance is found at t = 80, which has

P 80(T > 81) = 0.75

P 80(M = 0) = 0.61.

Four of the remaining 16 trials observed a failure, thus putting realized reliability at

.75, close to our estimates.

Obviously the model was calibrated with the aforementioned tuning parameter

K, so we cannot claim that these are out of sample results. However, these are

nonetheless predictive statistics, and we are justified in deeming them “close” to their

realizations.

This concludes our discussion of the mplayer data and the performance of the filter

on it. Since the remaining software projects are analyzed the same way, not as much
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discussion will be required after presenting the standard plot for the data. Rather,

the nuances in applying the filtering methodology to the other projects will be the

main source of discussion for the rest of this section.

4.4.2 clamwin

The clamwin project had 115 bi-weekly time points and thus over four years’ worth

of data. The standard plot of results is found on the next page in Figure 4.5.

Evidently the pattern of the bug reports is more erratic than that found in the

mplayer report. One may argue that burn-in ended around t = 40, and we see

survivability estimates increasing to around 0.6 subsequently. However, volatility in

the bug reports increases again near time t = 60, and survivability estimates then

plummet. Survivability increases again by time t = 80 and then falls at t = 100 as

bugs begin to reappear.

The collapse of the survivability estimates under periods of many failures is rapid,

while the increase in survivability in periods of survival is relatively slow. This em-

bodies a key feature of the model, one that exists by construction: the necessity to

repair the system introduces a great amount of uncertainty to the system’s reliability.

This we model with the coefficient δ. While the system is consistently being rebuilt, it

does not make sense to assume it has high reliability. As more repairs are introduced,

δ becomes more concentrated near zero, thereby spreading the distribution of µ away

from zero.

On the other hand, survivability first increases sharply when the first survival is

observed after a sequence of failures, but tapers off quickly. This also exposes a key

constructive element of the model. Since we assume that each fault i reveals itself

in the next trial with probability pi, drawn from a common uniform distribution,
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Figure 4.5: Results from applying filter to clamwin data.
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one success would give evidence that all of the pi’s that were drawn are likely low.

However, in our model we are only updating the distribution of µ in light of this

data, and one success indicates that µ must be relatively small since the pi’s are

assumed to maintain this high level of dispersion. Thus implicit in the model is that

the pi’s are the same for the next trial, equally dispersed, which thereby gives much

less information about µ should another success be observed.

4.4.3 Firefox

The Firefox project had 77 bi-weekly time points and thus about 3 years’ worth of

data. The standard plot of results is found on the next page in Figure 4.6.

What is interesting to observe about applying the filter to the Firefox data is

that it is clear that the project is not necessarily through the burn-in phase by the

end of the available data. One might expect that around the time that this data

ends the project might be suitable for reliability modeling. It is clearly still in the

development phase until its apex at time t = 53, and then likely still in the debugging

phase after that. Ideally, we would not want to judge whether this product was ready

for deployment until significant successful testing is observed. This is reflected in the

low survivability values (P 60(M = 0) = .24) reported in the lower panel.

4.4.4 Apache 2

The Apache 2 project had 164 bi-weekly time points and thus over six years’ worth

of data. The standard plot of results is found on the next page in Figure 4.7.

The shape of the Apache 2 data is of course very interesting for reliability modeling.

The number of bugs reported is clearly decreasing over time, and thus the reliability

of the software should be increasing. This does not look like the burn-in phase
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Figure 4.6: Results from applying filter to Firefox data.
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Figure 4.7: Results from applying filter to Apache 2 data.
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that we saw in Firefox, clamwin, or mplayer. Rather, it looks like Apache 2 is in its

debugging phase and in fact may be nearing the end of it by the end of the available

data. However, our model is specifically looking for continued successes. Since we

have defined a “success” for this data as a decrease in the number of bug reports,

the overall decreasing shape of the data is lost by taking the changes in bug count.

Effectively, our definition of success and failure has acted as a high-pass filter, where

only rapid changes are detected and slow ones are discarded. One possible remedy is

to consider a moving average of the number of bugs, as can be seen in Figure 4.7. We

may then define a success is any trial where the number of bug reports falls below

the moving average, and a failure vice versa.

This is of course just one idea, and one which requires more tuning parameters (i.e.

the length of the moving average window) as well as a de-facto burn-in period. The

responsibility is then placed on the reliability practitioner to identify what constitutes

successful testing when it comes to open-source software. There exist arguments that

say that this project is still in development, and not ready for deployment; there also

exist arguments that say that serious revision within the project is complete, and

that the number of extant bugs are acceptable for deployment of the software.

4.4.5 Eclipse

The Eclipse project had 161 bi-weekly time points and thus over six years’ worth of

data. The standard plot of results is found on the next page in Figure 4.8. The data

for Eclipse differs from that of the other projects, however, since Eclipse went through

several distinct versions. The dataset provided to the author indeed contained bug

data for seven distinct versions: 2.0, 2.1, 2.2, 3.0, 3.1, 3.2, and 3.3. The plot in

Figure 4.8 is the sum of all these bug reports. A human eye can even detect seven
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distinct humps in the line plot of the number of bug reports. The filter, being näıvely

implemented, does not give high survivability to the project at any time. This is

not unexpected since there is no period of continued survival during which our filter

would update to a high estimate of reliability.

But this does bring to the surface a large issue in reliability growth modeling, that

of updating versions. The effects of adding version numbers include

• Added uncertainty about the reliability of previous versions,

• The fact that a piece of software may develop few bug reports simply because

there is no one working on it, as would be the case with an outdated version,

and

• The constant work-in-progress nature of many software projects.

These effects are, to a varying degree, open problems in the fields of reliability and

computer science. A similar problem exists for any online collaborative effort, the

canonical example of which is Wikipedia, the “open-source” encyclopedia. Likening

the reliability of open-source software to the reliability of information in Wikipedia,

one discovers a breadth of theoretical work done by computer scientists in recent

years. The interested reader is directed to Adler et al. (2011) for a sophisticated and

rigorous treatment of the problem.

4.5 Conclusions

This concludes our exposition of model implementation on actual data. Our model

provides an interesting collection of insights into the reliability of open-source soft-

ware. In particular, it is sensitive to a high volatility in the number of bugs reported,
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Figure 4.8: Results from applying filter to Eclipse data.
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and will give low estimates of reliability in such cases. However, when software de-

velopment has stabilized, the model asymptotes quickly and provides the user with a

stable estimate of future reliability.

That the model gives stable reliability estimates as the system stops changing

is a key feature to the filtering methodology developed in Chapter 2. Beyond that,

tuning parameters can be optimized to fit the data, and context-specific definitions

of success and failure can be employed to leverage this methodology in a deeper way.

104



Chapter 5

Foundational Issues, Conclusions,

and Future Research

As discussed in Chapters 1 and 2, the problem of reliability growth modeling touches

upon numerous foundational issues. To conclude this dissertation and provide a

platform off of which to envision future research, some of these issues are developed

here.

This chapter is organized as follows: Section 5.1, revisits the problem of induction,

recaps the aforementioned Laplace-Jeffreys dilemma, and discusses the implications

of the reliability growth model here developed towards this problem. Section 5.2 un-

earths some old arguments due to F.P. Ramsey on the principle of conditionalization

that can be explored from a new philosophical angle, specifically the existentialism

of Jean-Paul Sartre. This opens up a new line of reasoning under uncertainty, and

poses a criticism of our existing quantitative tools. Finally, in Section 5.3 we con-

tinue the discussion of the principle of conditionalization and show that, beyond the

dutch book argument (Teller, 1973) or the necessity of protocols (Shafer, 1985), one

must be wary of so-called Moore paradoxes. We then conclude the dissertation with
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a summary and a description of some new open problems for future research.

5.1 The Laplace-Jeffreys Dilemma

The problem of induction, when discussed within Bayesian statistical inference, dates

back to the work of Sir Harold Jeffreys and his seminal probability text (Jeffreys,

1961). In the general probabilistic sense the problem has been identified by the likes

of Bayes and Laplace, and Laplace in particular attempted to answer the question

“will the sun rise tomorrow?” using probabilistic methods in his main treatise Essai

philosophique sur les probabilités (de Laplace, 1814).1 Neither probabilist, however,

could ever decide on a proper and coherent collection of axioms that could definitively

decide on when a proposition could be proved a law. It is for this reason that we call

the lack of a solution the Laplace-Jeffreys Dilemma.

In a greater sense though, the problem of induction goes back to the very beginning

of human knowledge. Its obviousness and its ubiquity make it a problem that every

single coherent, rational human being has to deal with. After a certain number

of times trying something, I am bound to form a general, if loose, rule about the

behavior of nature. But only in writing down these generalizations in a quantifiable

and testable form do I submit them to the rigor of science. It is this criterion that

Karl Popper uses for demarcation, the line between pure logic and natural laws.

But Popper, in his outrageous and controversial book The Logic of Scientific

Discovery, goes on to say that there is no such thing as induction! (Popper,

1959a, p. 5)2 Rather, in stating a hypothesis for natural law, one is then subjecting it

to testing. It is this ability to be tested that Popper calls falsifiability, which is often

1The interested reader might enjoy hearing that his result was p = 1826213/1826214.
2Popper’s exact quotation reads, “[I] contend that a principle of induction is superfluous, and

that it must lead to logical inconsistencies.”
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considered his most seminal contribution to the philosophy of science.

5.1.1 Falsifiability

The interested reader is directed to the aforementioned book for a detailed, rigorous

argument against the rule of induction. But assuming that we cannot use induction,

what can we do? The answer is to use deduction, the usual complement, as much

as possible to attempt to falsify any particular hypothesis. The more the hypothesis

stands up to deductive tests, the more truth it holds.

So suppose we hypothesize a law L that states that p⇒ q. One standard way to

prove this is to show the contrapositive ¬q ⇒ ¬p. But the problem is that ¬q is not

a singular statement, rather it is a vast class of possibilities. We would have to check

that every single element of that class still implied ¬p. So then the scientific method

would have us seek out the most poignant and stringent tests possible for the theory

and perform them, while eschewing those that we deem irrelevant.

One of the most interesting cases of falsifiability came up in the year 1887 when

Michelson and Morley used deductive principles alone to prove that the speed of

light was constant and that Newtonian mechanics was not, in fact, a complete law of

nature (Michelson and Morley, 1887). Indeed it was this deductive result along with

Einstein’s brilliant imagination that bred the Theory of General Relativity.

5.1.2 Single-use Systems

However, as we described in the very first section of this dissertation, our aim is to

model the reliability and survivability of single-use systems. These are quite distinct

from laws of nature insofar as they only have to work in themselves and only when

needed. That is, their output can be represented by a single bit: either the system
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works or it does not work. Furthermore, it is only tested when it is needed. The

designer is not beholden to the ever-changing arrow of time but is free to redesign

and deploy the system after deciding that it is ready for use. This does include the

caveat, though, that testing the system is only available while it is in use. Therefore,

in statistical parlance, the test set and the training set are one and the same.

This problem manifests in a number of situations, both theoretical and practi-

cal. In a modern Bayesian treatment, Singpurwalla and Wilson (2004) consider “the

general problem of whether a large but finite amount of Bernoulli testing of similar

items, all resulting in successes, can lead to the judgement of a high trustworthiness

of all future items to be tested.” Contrast this with the problem here posed: that

of testing a unique item, not one that is part of an exchangeable collection of items.

Similarly, there is no distinct “future item” to be tested; it is the same item again.

This argument strongly discourages the use of de-Finetti-style thinking; indeed the

posterior distribution of µ was computed by assuming that past tests and future tests

of the single item were exchangeable.

Thus we’ve shown that the testing of a single item or single-use system is distinct

from both the testing of a natural law and the testing of a collection of similar items.

Does this therefore beget a third line of reasoning, thus far an open problem? Indeed

we’ve seen that the standard methods of testing natural laws and exchangeable items

lead to erratic results. The dilemma of Laplace and Jeffreys still exists, and the

definitions of conditional probability, exchangeability, deduction and induction are

still subject to criticism.
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5.2 The Principle of Conditionalization

The delicate concept of conditional probability, taken as an axiom by Kolmogorov but

fiercely debated by philosophers since, is defined as

P (E|H) =
P (E ∩H)

P (H)
,

which can be read “supposing that H occurred, my probability of E”. The clause

including H is indeed in the subjunctive mood, emphasizing that it is only hypoth-

esized and not actually seen. This construction of speech is not common in English

and the implication of this hypothesizing is poorly understood. We must recognize

that the probability given here is subjective to the actor, and that this implies that

the actor must be himself hypothesizing H in order to give the probability.

de Finetti (1972) captures the temporal aspect of this hypothesizing, defining

conditional probability as

P (E|H) represents the odds for a bet on the event E, with the provision

that the bet be cancelled if H does not occur.

Consider Bayes’ law, two iterations of the above definition of conditional proba-

bility, wherein we establish that

P (E|H) =
P (H|E)P (E)

P (H)
.

This primary tool of the Bayesian epistemologist allows one to infer his conditional

probability for E given H if he has the values P (H|E) and P (H) (or, equivalently, the

values P (H|E) and P (H|Ec) by the law of total probability). The tool then allows

a scientist to declare how he shall expect to update his probability for E were H to
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occur.

5.2.1 The Fundamental Problem of Statistics

The fundamental problem of statistics is that of making a decision that affects the

future in light of observed data. To reduce the scope of the problem to an operational

size, we say that the future is embodied in some event E, and that an actor has a

probability P that E will occur before it happens. Decisions can then be viewed as a

function from P into the decision space, so all we need to consider is P . To address

the problem of statistics, we must choose how to alter P in the light of observed data.

Specifically, events which contain no uncertainty, for which we would assign prob-

abilities zero or one, are not considered part of the problem of statistics. We therefore

require, for any event A, that 0 < P (A) < 1, with strict inequalities. See Section 5.3

for an example where this requirement becomes vital in the discussion of condition-

alization.

Now suppose that time has passed since the actor gave his values of P (H|E) and

P (H|Ec) (from which we computed P (E|H)) and that H = h∗ has actually been

observed. The statement

P (H = h∗|E)

is then meaningless because H is no longer a random (unknown) quantity. To assess

the actor’s new probability for E, which we denote P (E;H = h∗), so the semicolon

indicates the new probability assignment after having viewed H = h∗, rather than

conditioning on it, what we can then do is retroactively assign the actor’s condi-

tional probability to the likelihood of E, which acts as a reweighting of his previous
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probability of E, written,

L(E;H = h∗) ≡ P (H = h∗|E), (5.1)

where the equivalency symbol ≡ is used to denote that we are defining the likelihood

thus. Note we must also then assign

L(Ec;H = h∗) ≡ P (H = h∗|Ec). (5.2)

We may then assess the posterior probability of E in light of having viewed H = h∗

by computing

P (E;H = h∗) =
L(E;H = h∗)P (E)

L(E;H = h∗)P (E) + L(Ec;H = h∗)P (Ec)
.

This retroactive equivalence of the likelihood and conditional probabilities in Equa-

tions 5.1 and 5.2 is known in the literature as the principle of conditionalization. Why

should this be a point of contention? Because we have seen in Section 2.6.1 that ad-

herence to this principle can yield inconsistent results. Further paradoxes have been

discussed elsewhere in the literature, for example, in Singpurwalla (2007).

But what purely epistemological reason can be given to diverge from this seemingly

rational principle? It is that free will exists in any rational actor, and these subjective

probabilities must necessarily be recomputed by the actor as time passes.

5.2.2 Background of Sartre’s Existentialism

Human beings have free will. Taking this as an axiom, Jean-Paul Sartre describes

consciousness and its relationship with external reality through the mechanisms of free
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will. One such mechanism, germane to this essay, is the feeling of anguish [l’angoisse].

Anguish is the mental pain I experienced when envisioning my future; that is, it is an

emotional reaction to being forced to perceive myself in the future. Anguish is distinct

from fear in that fear is “fear of beings-in-the-world” (Sartre, 1943), things that

exist outside myself, control of which things does not enter my world of possibilities,

whereas anguish is “anguish before myself”, an anguish of the freedom I have over

my possibilities, those which I do control.

I am forced to see my future as an apprehension3 of the future, one which depends

on my future actions. My own free will, however, “manifesting itself through anguish,

is characterized by a constantly renewed obligation to remake the self...” There is no

transcendent me that passes through time; rather, one of my possibilities of my future

self is realized at that future time. Its relation to my past self is only through my

then apprehension of what has been. There is a nothingness [néant ] that I consciously

engage in that separates me from my past.

Sartre’s best example of anguish is found in a situation in which I approach a cliff

with a steep drop. I understand that I have a fear of falling off; this is immediate. But

this fear has two components: first, the fear that I will not see a rock or a soft spot

in the ground, trip and fall to my doom. These fears are fears outside myself, fears

of beings-in-the-world. The second fear is fear of what I might do, fear of throwing

myself off. For while I approach the cliff I contend that I am certain that I do not

want to do this, its possibility is still posited by my consciousness. To avoid it I must

continually nihilate the possibility. It is this continual nihilation that Sartre calls

nothingness.

This nothingness is essential to understand. It is a logical part of free will. Sartre

3Translated from the French saisir, which means, roughly, “to seize.” Thus we avoid the English
connotation of anxiety and think of apprehension as envisioning the future.
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writes,

The possibility which I make my concrete position can appear as my

possibility only by emerging on the ground of the totality of the logical

possibilities which the situation allows.

Thus these possibilities exist, and are sustained by me. But I also eliminate them so

that they will not happen. Sartre writes,

No external cause will remove them. I alone am the permanent source of

their non-being, I engage myself in them; in order to cause my possibility

to appear, I posit the other possibilities so as to nihilate them.

Therefore nothingness, produced by the consciousness in order to conceive of its

future under free will, will also separate the consciousness from both its future and its

past. The consciousness is at no time unaware of its nihilating action, and therefore

experiences anguish when remembering the past and recognizing that it is not required

to follow through with its past decisions.

Now here’s the crux of the argument: why should one be required to retroactively

assign the likelihood to the conditional probabilities assessed before the fact?

Ramsey (1931) proposes to answer this question by making a distinction between

the logic of consistency and the logic of truth. Consistency alone would näıvely

require that we set L(E;H = h∗) ≡ P (H = h∗|E)4, but this, argues Ramsey, is not

how a human mind operates. In one of his most oft-cited paragraphs (see Diaconis

and Zabell, 1982), he argues

[The degree of belief in E given H] is not the same as the degree to which

[an actor] would believe E if he believed H for certain; for knowledge of

4Ramsey (1931), p. 192: “When my degrees of belief change in this way we can say that they
have been changed consistently by my observation.”

113



H might for psychological reasons profoundly alter his whole system of

beliefs.

Despite being quoted extensively by Ramsey’s fans and followers, this argument rarely

undergoes serious scrutiny, perhaps because the onus is placed on the unknowable

psychology of the actor in question.

Indeed it is here that we may invoke Sartre’s argument to justify the profound

altering that Ramsey claims. In an even stronger form, we may claim that knowledge

of H must necessarily alter the actor’s whole system of beliefs, due to the nothingness,

imposed by the actor himself, between his beliefs before observing H and after.

The physical passing of time before and after H alone can account for the change

in belief system, according to Sartre. But this exposes the weakness in the assignment

of conditional probabilities to likelihoods; the arrow of time is violated. Rather, our

free will, beholden to the arrow of time, necessarily produces a nothingness between

past and present, and between present and future. The anguish felt by the actor

in changing his probability after the actual observation of H proves the nothingness

between the past and the present, and proves that the logic of truth, by which a

human being operates, must have discrepancies from the logic of consistency.

5.3 On Statements Having Probability One

De Finetti operationalized the calculus of probability by applying it to two-sided bets.

He wrote that an actor D’s probability of an event A was the value p ∈ (0, 1) such

that

(1) D would pay p$ for a bet that paid out 1$ if A happens and 0$ if A does not

happen; and
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(2) D would pay (1 − p)$ for a bet that paid out 1$ if A does not happen and 0$

if A does.

It is then plain to see that it makes no sense for an actor to enter into a two-sided

bet if p = 1, because no profit can be made. This is a sufficient argument for banning

statements of probability one from our calculus, but there is a deeper, purely logico-

mathematical reason for adopting the convention which I introduce here.

The following is a logical inconsistency that appears in Howson and Urbach (2006),

in their discussion of the principle of conditionalization (pp. 81–82). The authors

claim that the principle of conditionalization is inconsistent. The proof goes as follows.

Given two times, t < s, denote your probability measures at those times Pt and Ps,

respectively. Suppose then that there is a proposition b for which you are Pt-certain.

That is, Pt(b) = 1. Suppose also at time t you think it distinctly possible that your

future probability of b will be some value q strictly less than one. Then you can write

this as Pt({Ps(b) = q}) > 0. Denote this event as a, so

a = {Ps(b) = q}.

The authors then claim that, “by the calculus of probability,” Pt(b | a) = 1. To see

this, write

Pt(b|a) = Pt(a ∩ b)/Pt(a)

= Pt(a)/Pt(a)

since a ⊂ b, since we are Pt-certain of b. That is, when an event has probability

one, all other events must be a subset of it. But then at time s you discover a to

be true, that is, Ps(b) = q < 1 is a true statement. This contradicts the principle of
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conditionalization, which would have that Ps(b) = Pt(b|a) = 1, since a indeed came

to pass.

The mistake in this argument is found in the derivation that a ⊂ b. Indeed the

authors attempt to preempt attacks on their arguments by pointing out that there

are no “second-order probability statements”. But by allowing b to have probability

one, it must contain the entire sample space, including Moore-paradoxical claims. In

particular, in this case it allows me to say “I am certain about b and I am certain

that I will no longer be certain about b in the future”. Such a statement is absurd; it

is a Moore paradox. But it finds itself in a different realm than the canonical Moore

paradox

“b, but I do not believe b.”

Rather, it has a temporal aspect. Now, as discussed above we have decided that it is

perfectly reasonable for a subject’s probability of an event to change with time, even

without new knowledge pertaining to the event. But it is the statement of probability

one that allows for paradoxical statements to be included in an event. In the above

example, since b is certain

a ∪ b = b,

for any a. We therefore require, when discussing subjective probability, that no events

that we measure with probability to act as a zero-element under unions. These events

are precisely those of probability one.

5.4 Conclusions and Future Research

Having arrived at the last section of this text, the reader is probably looking for

some sort of summary, an hortation. The summum bonum of this dissertation is two-
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fold, delicately interwoven. The first thread is that the technical development of a

constructive reliability model from first principles contributes to the field of statistics

in that it adds a paradigm to the theory of reliability. In essence, what I claim is that

paradigms, as such, are additive. As is common knowledge to statisticians, more is

not necessarily better, but having more tools at your disposal is. It is in this way

that developing this novel paradigm of construction of a reliability model and then

adapting Kalman filtering for inference purposes, adds a new paradigm to the toolkit

of a reliability practitioner.

Indeed as seen in Chapter 3, the model, like any model, requires significant tweak-

ing and understanding of the problem at hand to be useful. But given that the tech-

nical work is already done in Chapter 2, in practice the model may be used to beget

a handful of modeling techniques, or may be used in conjunction with other models

to strengthen both understanding and the accuracy of inferences.

It is for this reason that I claim that paradigms are additive; they can be used

simultaneously, and added or dropped as necessary.

The second underlying thread to this dissertation was clearly the lengthy dis-

cussions of epistemology and the foundations of probability and statistical inference.

Chapter 1 thoroughly recalled the subjective Bayesian tradition, and brought to light

the problem of distinguishing between propensities and personal probabilities. How-

ever, this problem has been known for a hundred years—what value was there in

restating it? The answer is that, in the technical development of Chapter 2, reli-

ability was treated as a propensity whereas survivability was treated as a personal

probability. This begat the filtering methodology. Indeed adhering to our rather strict

definition of propensities, wherein conditional propensities are not defined, required

that we adapt our methods to account for an unknown but (sometimes) dynamic state
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of nature. Through the technical details of filtering versus conditioning, I showed that

there can indeed be a large divergence between the two. The special case of proving

a natural law we dubbed the Laplace-Jeffreys Dilemma, but the result is general and

can be applied to any time-dependent inference when the state of nature may (or

may not) be dynamic.

However, there is a deeper idea here that must not be missed. Consider not just

Popper’s notion of propensity and de Finetti’s definition of personal probability but

also the foundational issues raised in the beginning of this chapter. These are epis-

temological problems; they spawn epistemological answers. But there is a difference

between purely theoretical answers and those that can be made operational through

mathematics. Only when theory is operationalized can it then be subjected to test-

ing, can it thus be falsifiable, can it therefore be considered science. It is therefore

a worthwhile goal to make any theory operational through mathematics. de Finetti

did so with personal probability through two-sided bets, as well as with the notion of

exchangeability through his famous representation theorem.

The development of the reliability model of Chapter 2 is indeed an operational-

ization of the theory built up in Chapter 1. It is but one contribution among a vast

literature, but once the theory of propensities versus probabilities was operationalized

in the reliability model of Chapter 2 a whole arsenal of mathematics was available to

treat fundamental statistical problems.

Similarly, the opening sections of Chapter 4 served as short gateways into this gen-

eral notion of mathematical operationalization. Therefore see that, in the same way

that adding paradigms to statistical literature expands the discipline, operationalizing

pure epistemological theory through mathematics expands all of science.
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Appendix: Schema of Filtering Methodology

Initialize at t = 0

Pick λ0, ω0

t = 1

Prior for µt:

µ ∼ Exp(λ0δ), δ ∼ Exp(ω0)

Likelihood:

L(δ;T = 1) = exp(−δn1/1)

Posterior (updated) distribution of µ:

µ ∼ Exp(λ1δ), λ1 = λ0

δ ∼ Exp(ω1), ω1 = ω0 +
n1

1

t = 2

Prior for µ:

µ ∼ Exp(λ1δ), δ ∼ Exp(ω1)

Likelihood:

L(δ;T = 2) = exp(−δn2/2)

Posterior (updated) distribution of µ:

µ ∼ Exp(λ2δ), δ ∼ Exp(ω2 = ω1 + n2

2
)

Observe a failurewith n2 failure modes

t = w + 1

Prior for µt:

µ ∼ Exp(λ1δ), δ ≡ 1/ω1

Likelihood:

L(µ;T > w) = exp
(−µw
w+1

)
Posterior (updated) distribution of µ:

µ ∼ Exp(λw+1δ), λw+1 = λ1 + w
w+1

, δ ≡ 1/ω1.

Observe w successes

Observe a failure

with n
1 failure modes

t = u

Prior for µ:

µ ∼ Exp(λ0δ), δ ≡ 1/ω0

Likelihood:

L(µ;T > u) = exp
(−µu
u+1

)
Posterior (updated) distribution of µ:

µ ∼ Exp(δλu), λu = λ0 +
u

u+ 1
,

δ ≡ 1/ωu, ωu = ω0.

t = u+ 1

Prior for µ:

µ ∼ Exp(λuδ), δ ∼ Exp(ωu)

Likelihood:

L(δ;T = u+ 1) = exp
(
−δnu+1

u+1

)
Posterior (updated) distribution of µ:

µ ∼ Exp(λuδ), δ ∼ Exp(ωu+1 = ωu + nu+1

u+1
)

Observe a failurewith nu+1 failure modes

t = u+ v

Prior for µ:

µ ∼ Exp(λ0δ), δ ≡ 1/ω0

Likelihood:

L(µ;T > u+ v) = exp
(
−µ(u+v)
u+v+1

)
Posterior (updated) distribution of µ:

µ ∼ Exp(λu+vδ), λu+v = λ0 + u+v
u+v+1

, δ ≡ 1/ω0.

Observe v successes

Observ
e u

succe
sses
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