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Abstract

Deadline-aware Job and Task Scheduling in Cloud Environment

Thesis Statement: Meeting service-level agreement (SLA) has become an
important design consideration in the development of job and task schedul-
ing algorithms. This dissertation investigates several problems of schedul-
ing jobs and tasks to guarantee service levels and meet job deadlines. The
research objective is to find the optimal scheduling order and increase

resource utilization efficiency under various constraints.

Data-intensive jobs, e.g., financial analysis and log mining, need to process huge
amount of data, and those jobs are suitable to run on the cloud environment, which
provides computing and storage resources by connecting thousands of servers. A job
splits a dataset into multiple data chunks, and distributes the chunks to different
machines. Then, the job launches tasks to process the chunks on machines. Multiple
jobs might run simultaneously in a cloud computing system. Schedulers, e.g., FIFO,
Fair and Capacity, allocate resources among multiple jobs. However, most of these
schedulers do not take job deadlines into account. Users submit jobs to a cloud service
provider, and expect the provider meet users’ Service Level Agreement (SLA), e.g.,
meet jobs’ deadlines. To meet jobs’ deadlines, the service provider allocates different
resources for jobs. This dissertation aims to provide job and task scheduling algorithms
to meet jobs’ deadlines under different constraints.

The first part of this dissertation considers cloud right-sizing with execution
deadlines and data locality constraints. Processing and analyzing data within certain
deadlines have become more and more important to meet SLA. Also, to improve data
access efficiency and task throughput, data locality is often maximized by assigning
tasks only to nodes that contain their input data. We present a novel framework
CRED, which jointly optimizes data placement and task scheduling in data centers
with the aim of minimizing the number of nodes needed while meeting users’ SLA

requirements. We formulate CRED as an integer optimization problem and present



a heuristic algorithm with provable performance guarantees to solve the problem.
Competitive ratios of the proposed algorithm are quantified in closed form for arbitrary
task parameters and cloud configurations. We also extend our work to obtain a resilient
solution, which allows successful recovery at run time from any single node failure
and is guaranteed to meet both deadline and locality constraints.

The second part of this dissertation presents Chronos, a quantitative framework
that optimizes speculative execution of tasks for offering guaranteed SLAs to meet
application deadlines. We bring several speculative scheduling strategies together
under a unifying optimization framework, called Chronos, which defines a new metric,
Probability of Completion before Deadlines (PoCD), to measure the probability that
jobs meet their desired deadlines. We systematically analyze PoCD for popular
strategies including Clone, Speculative-Restart, and Speculative-Resume, and quantify
their PoCD in closed-form. The result illuminates an important tradeoff between
PoCD and the cost of speculative execution, measured by the total (virtual) machine
time required under different strategies. We propose an optimization problem to
jointly optimize PoCD and execution cost, and develop an algorithmic solution that is
guaranteed to be optimal.

The third part of this dissertation presents LASER, a deep learning approach
for speculative execution and replication of deadline-critical jobs. Machine learning
has been successfully used to solve a large variety of classification and prediction
problems. In particular, the deep neural network (DNN), consisting of multiple hidden
layers of units between input and output layers, can provide more accurate regression
(prediction) than traditional machine learning algorithms. We compare LASER, with
SRQuant, a speculative-resume strategy that is based on quantitative analysis. Both
these scheduling algorithms aim to improve PoCD, and reduce the cost of speculative
execution as measured by the total (virtual) machine time.

The final part of this dissertation presents a new framework for scheduling machine
learning (ML) jobs. ML job scheduling introduces a new challenge, i.e., tasks of a job
start at the same time and complete at the same time. Our framework schedules jobs

in a time-slotted manner. In each time slot, our framework employs Reinforcement
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Learning to determine if jobs should be scheduled, and schedules jobs one by one

based on a scheduling order obtaining using Bayesian Optimization.
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Chapter 1 Introduction

With an increasing number of data-intensive applications such as enterprise IT,
social networks, financial services and scientific research, an explosive amount of
data is being created, processed, and consumed online. Data-intensive applications
require computing and storage resources from the cloud environment. A data-intensive
application/job splits a dataset into data chunks, and distributes chunks to different
machines. Then, the job launches tasks to process these data chunks. Many data-
intensive jobs might run simultaneously in a cloud environment. Schedulers determine
scheduling order of jobs, and allocate computing and storage resources to jobs. Existing
schedulers, e.g., FIFO, Fair and Capacity, consider resource sharing among multiple
jobs. However, these schedulers do not consider jobs’ deadlines. Completing jobs
within certain deadlines is important. Users submit jobs and expect a certain level of
service as codified in service level agreements (SLAs). An important consideration
in SLAs is job deadlines. A scheduler needs to allocate different resources to jobs to
meet their deadlines.

The need for cloud right-sizing. Cloud right-sizing enables significant cost
savings and power savings by auto-tuning the amount of active resources/nodes to
handle the current workload [51, 76]. Existing work on cloud right-sizing mainly
focuses on reducing energy consumption by dynamically allocating resources for
given workloads [76, 159]. There is much less study on cloud right-sizing under both
execution deadline and data locality constraints. Indeed, processing and analyzing
data within certain deadlines have become more and more important, particularly
due to the introduction of differentiated-QoS classes and time-dependent pricing
mechanisms [89, 96, 109]. To improve data access efficiency and task throughput, data
locality is often maximized by assigning tasks only to nodes that contain their input
data [27, 39, 88, 103]. However, pursuing these two objectives together could give rise
to a conflict between “meeting deadlines” and “achieving locality” - for instance, a
node with sufficient computing resources to complete a task on time may not possess

the desired input data, and vice versa. The nature of cloud applications is becoming
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Figure 1.1: An illustrative example of joint job scheduling and chunk placement for a

cloud processing 3 jobs.

increasingly mission-critical and deadline-sensitive, e.g., traffic simulation and real-
time web indexing. These applications are evolving in the direction of demanding hard
completion times [89], and are likely to play crucial roles in the national infrastructure
in the not too distant future. The cloud right-sizing problem is of interest to cloud
providers in both private and public cloud settings.

The need to solve cloud right-sizing under both execution deadline and data locality
constraints can be illustrated by a simple example, as shown in Figure 1.1. Consider
a set of 3 jobs, j1, j2, and j3, to be executed on a cloud for processing 5 data chunks
C1,...,C5. The jobs’ resource requirements are heterogeneous — job j; accesses a
single chunk C; and needs 6 time slots to process it, job j3 accesses Cs and needs 3
time slots, and job j, accesses three chunks, Cy, C3, Cy, each requiring only one time
slot to process. Our goal is to place the chunks in the nodes and schedule the jobs
so as to minimize the number of active nodes needed to finish all three jobs before
a deadline d = 4. Suppose each node has only one virtual machine (VM) (i.e., only
one job can be processed by a node at each time slot), and is able to host 2 data
chunks. The deadline-oblivious solution in Figure 1.1(a) considers only data locality
constraint, i.e., assigns jobs to nodes that have the input data. It sequentially fills 3

nodes with the data chunks and assigns each job to nodes hosting its input chunks.



While this solution minimizes the number of active nodes, it results in job j; failing
to meet its deadline. The deadline-aware first-fit solution in Figure 1.1(b) finds the
first node with both available time slots and storage space to accommodate a new
job. A fraction of the job is assigned to the node until it either has no more time slots
left before the deadline or it cannot host any more chunks. This solution is able to
meet all three jobs’ deadlines, but increases the number of necessary nodes to 4 (i.e.,
over-sizing). Finally, the optimal solution in this example that uses only 3 nodes to
meet the job deadlines is shown in Figure 1.1(c). The key insight is that we need to
optimize the cloud over both chunk placement and job scheduling in order to achieve
optimal right-sizing.

While adding new nodes can always improve cloud performance and increase its
ability to meet deadlines [27], such a provisioning strategy is not cost-effective since
servers and networks in datacenters contribute about 60% of the total expenses [35]. It
also may not always contribute to performance enhancements due to data locality [39,
50, 88|.

Straggler problem. Distributed cloud computing frameworks, such as MapRe-
duce, have been widely employed by big data analytics and machine learning due to
their ability to process massive amounts of data by splitting large jobs into smaller,
parallel tasks. Such frameworks are known to be susceptible to heavy tails in response
time. The challenge arises from the fact that execution times of MapReduce jobs are
often adversely impacted by a few slow tasks, causing the jobs to possibly suffer high
latency and miss their application deadlines.

Stragglers are inevitable in cloud environments due to a number of reasons. First,
data center computing nodes are typically composed of commodity components, which
could be heterogeneous in nature and thus cause various nodes to perform differently.
Second, various sources of hardware/software errors exist in large-scale data centers
and could lead to node failures interrupting task execution on the failed nodes. Finally,
with virtualization and resource sharing, co-scheduled tasks running simultaneously on
the same physical machines could create an environment with resource contention and

network congestion, which are shown to contribute significantly towards the occurrence



of stragglers [9, 11, 158]. It has been observed that links in data centers could remain
under congestion for up to several hundreds of seconds [53].

Hadoop has a speculation mode available (which we call Hadoop-S) to mitigate
the straggler effect. In this mode, Hadoop can launch extra attempts for map (reduce)
tasks after at least one map (reduce) task from the same job has finished. Periodically,
Hadoop calculates the difference between the estimated completion time of each
running task and the average completion time of finished tasks. It launches one extra
attempt for the task that has the largest difference. Thus, if task sizes have large
variation, Hadoop-S will launch extra attempts for a large number of tasks, and waste
cluster resources. On the other hand, if task sizes are uniform, extra attempts are
rarely launched; and so stragglers continue to straggle.

Several better approaches, both proactive and reactive, have been proposed recently
to deal with the straggler problem [9, 11, 48, 95, 110, 133, 148, 158]. In particular,
reactive approaches typically detect stragglers by monitoring the progress of tasks
and then launch speculative copies of slow-running tasks. For example, Dryad [49]
employs a heuristic scheme to detect tasks that are running slower than others, and
schedules duplicate attempts. LATE [158] proposes a scheduling algorithm to launch
speculative copies based on progress score. The progress score is the fraction of data
processed. Later, Mantri [11] presents techniques to detect stragglers and act based
on their causes. Dolly [9] is a proactive cloning approach. It launches replica task
clones along with the originals and before straggler occurs, to avoid waiting and
speculation altogether. Wrangler [148] applies a statistical learning technique and
predicts stragglers before they occur and aborts their launch.

Of the existing approaches, Mantri achieves a large amount of reduction in job
completion time and resource usage compared with LATE [158] and Dryad [49]. In
Mantri, if there is an available container and there is no task waiting for a container,
it keeps launching new attempts for a task whose remaining execution time is 30 sec
larger than the average task execution time, until the number of extra attempts of
the task is larger than 3. Mantri also periodically checks the progress of each task,

and leaves one attempt with the best progress running. However, all these existing



works only focus on mitigating stragglers without considering deadlines, and therefore
cannot provide any guarantee to meet individual application deadlines which can vary
significantly in practice.

ML job scheduling. Distributed machine learning (D-ML) systems have been
widely deployed in many companies. D-ML trains machine learning models over a
large dataset. The dataset is split into multiple chunks, and a chunk is assigned to a
worker. A worker computes model parameters using local data chunk. Then, workers
exchange parameter updates to compute the global parameter update.

Most D-ML frameworks employ the parameter server architecture. Model parame-
ters and training data are evenly partitioned and maintained by parameter servers
and workers, respectively. In each training iteration, a worker computes parameters,
updates locally, and sends them to parameter servers, which maintain corresponding
model parameters. The parameter servers update their maintained parameters and

send updated parameters back to the workers.

1.1 Contributions

In this dissertation we first introduce an optimization framework called CRED
(cloud right-sizing with execution deadlines and data locality). To the best of our
knowledge, this is the first work to consider cloud right-sizing under both deadline and
locality constraints. Using a time-slotted system model, we present an algorithm for
joint task scheduling and data placement. Then, we analyze the performance of the
proposed algorithm and quantify its competitive ratio through closed-form bounds.
In particular, we show that the proposed algorithm has a worst-case competitive ratio
of 1.5, and is able to achieve the optimal solution under certain conditions. Our work
is validated through extensive simulations and compared with a first-fit heuristic.
Significant cloud size reduction is verified.

In the second part of the dissertation, we propose a novel framework, Chronos,
which unifies Clone, Speculative-Restart, and Speculative-Resume strategies and
enable the optimization of speculative execution of deadline-sensitive MapReduce jobs.

We propose a new metric called Probability of Completion before Deadline (PoCD)

5



to quantify the probability that a MapReduce job meets its individual application
deadline, and analyze PoCD and execution (VM time) cost for the three strategies in
closed-form. A joint optimization framework is developed to balance PoCD and cost
through a maximization of net utility. We develop an efficient algorithm that solves
the non-convex optimization and is guaranteed to find an optimal solution. Chronos
is prototyped on Hadoop MapReduce and evaluated against three baseline strategies
using both experiments and trace-driven simulations.

The third part of this dissertation presents LASER, a deep learning approach
for speculative execution and replication of deadline-critical jobs. Machine learning
has been successfully used to solve a large variety of classification and prediction
problems. In particular, the deep neural network (DNN), consisting of multiple hidden
layers of units between input and output layers, can provide more accurate regression
(prediction) than traditional machine learning algorithms. We compare LASER with
SRQuant, a speculative-resume strategy that is based on quantitative analysis. Both
these scheduling algorithms aim to improve PoCD, and reduce the cost of speculative
execution as measured by the total (virtual) machine time.

The final part of this dissertation presents a novel framework that combines
Reinforcement Learning with Bayesian Optimization to solve the ML job scheduling
problem. The advantage of our framework is that it can be used to solve different
optimization problems with little change. Simulation results show that our framework
saves total job waiting time and decreases the number of jobs that miss deadlines

when compared to a First Fit algorithm.



Chapter 2 CRED: Cloud Right-sizing with Execution Deadlines and
Data Locality

In this chapter, we consider right-sizing under both deadline and locality constraints.
We present an algorithm for joint task scheduling and data placement. Then, we
analyze the performance of the proposed algorithm and quantify its competitive ratio

through closed-form bounds [7, 135].

2.1 Related Work

There has been intensive research on improving the performance of cloud-based
frameworks. [77, 139143, 154-156] improve cloud system performance by building
efficient architecture. [120-129] optimize network performance to improve system
performance. [21, 67-71, 118] propose algorithms to reduce latency of cloud-based
systems. [29-31, 65, 66, 79, 145, 149-153] improve stability of cloud-based systems.

Data locality has a significant impact on system performance and is considered to
be an important factor for scheduling [39]. Achieving efficient data locality in a cloud
cluster is critical for performance and reduces the cost of transferring data over the
network. [102] designed and implemented a resource-aware scheduler to alleviate job
starvation and avoid unfavorable data locality. ActCap [13] proposed solutions for
data placement to improve MapReduce performance on a heterogeneous cluster. [42]
presented RCFile as a fast and space-efficient data placement structure. [40] proposed
scheduling techniques to enhance jobs’ data locality. Similar to our work, Purlieus [88]
proposed to couple data and VM placement in MapReduce cluster. However, unlike
our work, they did not consider minimizing the number of nodes for a given cluster
while meeting the execution deadlines for submitted jobs.

Deadline-aware schedulers for cloud-based frameworks have also been well studied.
For example, [55] developed a deadline constraint scheduler and derived closed-form
expressions for the minimum Map/Reduce tasks required to meet deadlines in the

MapReduce framework. SAMES [115] proposed an algorithm for maximizing the



number of jobs that finish before their deadlines. AIRA [107] is proposed to allocate
the appropriate amount of resources for a job to meet its required SLA. [136] aim to
improve the probability that MapReduce jobs meet their desired deadlines, and reduce
the total machine time of speculative execution. A framework designed to schedule
Hadoop workflows with deadlines is proposed in [63] . It allows client nodes to locally
generate scheduling plans of workflows, which a master node can use to prioritize jobs
among multiple workflows.

While the above challenges have been extensively studied in the literature, to the
best of our knowledge, no work considers optimizing data locality and task scheduling
jointly to reduce cost of operation while meeting a given time constraint. We argue
that the fundamental cause of violating users’ requirement is neglecting optimizing

data placement and scheduling jointly.

2.2 System Model and Problem Formulation

Consider a set of J jobs that need to be processed by a cloud consisting of
N physical machines (i.e., nodes) that are homogeneous [85, 132]. Note that the
homogeneity assumption is only a technical condition required to quantify performance
bounds in closed-form; all algorithms proposed in this work with heterogeneous nodes.
Each job j has a deadline d; and is required to access a data object that is split into
a set C; of equal-sized chunks. The chunks are stored in a distributed file system
on the cloud. Each node is capable of hosting up to B data chunks and is equipped
with S VMs. We consider a cloud framework similar to MapReduce, where jobs are
partitioned into small tasks that are processed in parallel by different VMs. Thus,
each node is able to simultaneously process S jobs. We consider heterogeneous jobs
with different processing times. In particular, the time for each job j to process a
required data chunk, denoted by 7}, can vary from job to job. Note that T} in our
framework is assumed to be known a priori. This follows from the model used in
[5, 33, 50], which shows that 40% of the jobs are recurring, and their characteristics,
e.g., input data size, can be predicted with a small error of 6.5% on average, and the

completion time’s coefficient of variation is low. A job is completed once all required



chunks are processed and will then exit the system.

Our goal is to minimize the total number of active nodes needed to complete the
jobs satisfying a deadline constraint d; for each job j, the data locality constraint,
and physical resource constraints on each node. We consider a time-slotted model
where jobs are scheduled to execute in fixed-length time slots. Since each node is
equipped with S VMs, it has S slots available at each time t. Our control knobs in
the optimization include data chunk placement, job scheduling, and cloud sizing. We
first formulate this cloud right-sizing problem as an integer optimization.

Completing a job j before deadline d; is equivalent to processing all the required
chunks ¢ € C; before the deadline.! When a chunk is accessed by multiple jobs,
we need to guarantee that the chunk receives sufficient processing time (i.e., time
slots) before each target deadline in order to support all the jobs. Therefore, we can
formulate the job scheduling problem in terms of required processing time for each
chunk. Denote D'=U;{d;} to be the set of D distinct deadlines. Without loss of
generality, we assume the deadlines in DT are ordered, so that dzT < d} for all i < s and
dZT, d! € D'. We now formulate the job scheduling problem with respect to the variable
fen,i, which is defined as the number of time slots on node n that are scheduled to
process chunk ¢ before the ¢th smallest deadline dz. More precisely, the total number

of time slots received by chunk ¢ from all nodes (i.e., 3, fcn.i) before dlT must satisfy:

N
S foni> Y. T2 F., Ve,d) (2.1)
n=1

) 1
jidj<d!

where a job j needs to access a chunk c€C; for T} time-slots before time d! and d; < dj,
and N is the number of active nodes needed. We define F,; as the minimum number
of required time slots for chunk ¢ before deadline d!. Equation (2.1) introduces a
deadline constraint for the cloud right-sizing problem.

Let p., be a binary chunk placement variable that is 1 if a chunk c is hosted by

node n and 0 otherwise. Similarly, we use u,, = 1 to denote that node n is active and

u, = 0 otherwise. Due to our data locality constraint, job i can be scheduled on node

'We assume that the time to set up a new machine including data transfer time from central

storage can be absorbed into job deadlines in the online setting.



n only if the node is active and its required data chunks are available locally, i.e.,
feni=01if (pe, =0 o0r u, =0), Ve,n, dZT. (2.2)

Let C = U,C; be the set of all data chunks. There are two types of physical resource
constraints: (i) a storage constraint that requires no more than B chunks to be placed
on any active node, i.e.,
> Pen < B-uy, Yn (2.3)
ceC
and (ii) a computational constraint that limits the number of time slots available:
S foni <dl-S-u,,n,d) (2.4)
C:pe,n >0
where 3., <o fen,i is the total number of time slots assigned to different chunks
before d!. On the other hand, there are d] time slots available for each VM on node n
that is equipped with S VMs.
Our proposed optimization problem aims to minimize the total number of active
nodes to process all jobs, under the above constraints. It can be formulated as an

integer optimization over the decision variables { fe i, Pen, Un }:

N
minimize N = > U, (2.5)
n=1

s.t. (2.1), (2.2), (2.3), and (2.4) are satisfied.

2.3 Our Solution to CRED Problem

The key idea from our illustrative example in Fig. 1.1 is that solving the CRED
problem requires a joint optimization of job scheduling and chunk placement that
addresses both execution deadline and data locality constraints in a collaborative
fashion. In this section, we propose a novel algorithm that harnesses workload-aware
chunk placement to partition data chunks based on their workload and schedules
jobs to efficiently utilize both space and computing resources on active nodes, thus
minimizing the number of nodes required to process all jobs. To illustrate our key

solution concept, we will first focus on a special case where all jobs require equal
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execution deadlines. Next, we extend it to solve the CRED problem for arbitrary
number of deadlines. The performance of the proposed algorithms is quantified through
analytical upper and lower bounds.

We first introduce some notations. Consider the chunk set C; for le with size C;.
We sort all chunks in descending order based on the number of required time slots
for le and record the order in an array, R e The chunk recorded in the head of R !
has the largest number of required time slots for dZ-T. In the following discussion, each
algorithm has multiple steps and each step needs multiple iterations. So, we denote
”Hg) 1 as the first set of B contiguous chunks, from the tail of the array, with the total
numl;er of required time slots larger than or equal to .S -dj, at the beginning of the
rth iteration. We denote - .y, F. (T) and Y .cr, Foi ") as the number of required time
slots for the b chunks at the head of R ! and at the tail of R dh respectively, at the
beginning of the rth iteration. We denote Cy; as a set of b chunks from C;. We define
K; as the minimum number of nodes necessary to provide enough time slots for all
jobs whose deadlines are equal to d , which equals Z}g dc . Also, we define k( ") as the
minimum number of nodes necessary to provide enoug}; time slots for jobs remaining

at the beginning of the rth iteration, whose deadlines are equal to dZT. Therefore,

K, = k9

2.3.1 Solving CRED with Equal Deadlines

Consider the case where all jobs require the same execution deadline, i.e., d; = dI =
d Vj. In this case, we drop the subscript for simplicity and denote the variables as C,
Cy, K, and k). Chunks need time slots F, Vc. The algorithm, shown in Algorithm 2
(CRED-S), is comprised of two steps. As mentioned above, each step of the algorithm
consists of multiple iterations and we use r to denote the rth iteration.

When >°.cq,, F2 > S-d, we place HB ‘¢ into a node and call SCHEDULE for time-
slots’ scheduhng The condition > .4, F." (") > S.d guarantees that 7-[ B.a €Xists. By
choosing H B.4> We can schedule S-d time slots in each node. Choosing H) .4 and calling
SCHEDULE guarantees that we can take care of as many chunks as possible while

scheduling S-d time slots in each iteration. If the remaining number of required time

11



slots for chunk ¢ is 0, we can remove the chunk ¢ from the chunk set C and reduce the
size of the chunk set C. When Y.y, F.\")<S-d, we can place any B chunks into one
node and remove all of them.

The basic idea of SCHEDULE is that by scheduling time slots from the chunks
with the smallest number of required time slots, we can remove more chunks. The
inputs to SCHEDULE are a set of chunks and the number of time slots needed for d.
The number of time slots needed is the number of time slots waiting for scheduling in
a node. We denote the number of time slots needed in the rth iteration as N TS&T).
If the remaining number of required time slots of chunk ¢ is less than or equal to
N TSC(IT), we schedule the remaining number of required time slots of the chunk ¢ in
the node. We deduct the remaining number of required time slots of the chunk ¢ from
NT SC(IT), mark the remaining number of required time slots of the chunk ¢ as 0, and
then remove the chunk c. If the remaining number of required time slots of the chunk
¢ is larger than NT'S\” | we schedule the NT:SY” from chunk ¢ in the node. We then
deduct NT'S ér) from the remaining number of required time slots of chunk ¢ and mark
NTS as 0.

It is easy to see that CRED-S will keep adding new nodes until all chunks get
their required time slots >, F, scheduled. Processing chunk c is only permitted on a
node where chunk c is placed. Thus, the algorithm is guaranteed to generate a feasible
solution to the CRED problem. To analyze the performance, we first consider time
complexity, and space complexity of CRED-S. Then, we derive an upper bound to
quantify the maximum number of active nodes needed by CRED-S. The upper bound
is compared to a theoretical lower bound that establishes the minimum number of
active nodes necessary for any feasible solution to the CRED problem.

The time complexity of CRED-S is dominated by the sort, and the time complexity
is O(K-C-1g(C)), where K is the maximum number of iterations, and C is the
maximum number of remaining chunks. We can use HashMap to store chunks, where
keys are chunk indexes, and values are chunk time slots needed. So, the space
complexity is O(C'). Next, we will analyze each step in CRED-S to derive upper

and lower bounds on the number of nodes needed, denoted by N. The basic idea of
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Algorithm 1 SCHEDULE(C, NT'S\")

1: sort C based on the remaining number of

required time slots for d in ascending order
2: forc=1:Cdo
3 if £ — NTSY) > 0 then
4 FW=F" _ NTSY

5. NTSY) =0

6 break

7. else

8: NTSY) = NTS!) — F")
9: FM =0

10: remove the chunk ¢

11:  end if

12: end for

deriving the lower bound is to only consider time slots or block constraint in each
node. The basic idea of deriving the upper bound is to fix the number of removable

chunks in each iteration of each step.

Theorem 1. When K > [2C], the bounds are given by K<N<K + 1. When
|28 |>K > | 2], the bounds are given by max([$], K) < N < £ +S+1. When

K < |25, the bounds are given by [$] < N < K+S+1.

Proof. In each node, we can place at most B chunks or schedule S-d time slots. To
place C' chunks, we need at least [%] nodes. To schedule }°; T; required time slots,
we need at least K nodes. To place C' chunks and schedule ) j7} required time slots,
we need at least max([$], K) nodes. As a result, the lower bound is max([$], K).
We now derive the upper bound for CRED-S. Instead of removing as many chunks
as possible, we only remove the assigned number of chunks in each iteration of each
step. In the following, we call this as the simplified version of CRED-S (CRED-SS).
If the assigned number of chunks has been removed, even though the remaining number

of required time slots of other chunks equals 0, we still consider those chunks in the
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Algorithm 2 CRED-S

1:

2:

3:

4.

5:

10:

11:

12:

13:

14:

15:

16:

Input: C, X, % B, d
Output: N
cn=C
while C > 0 do
sort chunks based on the number
of required time slots
if Yocp, F\") > S-d then
place ’Hg}d into one node
SCHEDULE(Hg?d,S-d)
else
break
end if
end while
while C" > 0 do
place Cp into one node
SCHEDULE(Cp,S-d)

end while
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following cases. For CRED-SS; in step 1, when [g(_r)lj <k < LQ'%(T)J, we remove 2

chunks in each iteration. When k() < L%J and Yoepy, F\" > S-d, we remove B — 1
chunks in each iteration. In step 2, CRED-SS also removes any B chunks in each
iteration.

In the following, we first derive upper bounds for CRED-SS. Then, we show that
the number of nodes needed by CRED-SS is no fewer than the number needed by
CRED-S. Therefore, the upper bounds for CRED-SS are also upper bounds for
CRED-S.

We introduce Lemma 1 to verify that for CRED-SS, once Lg(_r)lj <k < ngfﬂj,

in each iteration, we can remove at least g chunks. Also, we introduce Lemma 2 to
verify that once k(" < L%J, in each iteration, we can remove at least B — 1 chunks.

Proofs of these lemmas, as well as Lemma 3, can be found in the Appendiz.

Lemma 1. For CRED-SS, when k" < LQ'%(T)J, where C") = C —r - g, we have

ZceLB/2 F<S-d. Here C is the size of the chunk set when r = 0.

C

We denote the B — 1 chunks with the smallest number of required time slots among

”Hg’)d as EHg),Ld.

Lemma 2. For CRED-SS, when k(”ﬂgf)lj and Yoep, F > S-d, where C) =

C —r«(B —1), the total number of required time slots of LHp_1 4 is less than or equal
to S-d. Here C' is the size of the chunk set when r = 0.

The basic idea of the following discussion is to consider the value of K in three

cases. By introducing the three cases, we can get tighter upper bounds.

. . D)
Case 1: K > |2 |. Assume we need 1! iterations of step 1 to make k(1) < |2C1 |,
C(T%+T%)

Assume we need another 7} iterations of step 1 to make kit72) < | BT

|. Assume
1 - . (ri4ri+rd)
we need another r3 iterations of step 1 to make > ¢, Fe <S.d. So, the total

number of nodes for step 1 and step 2 is

C—ryB/2—ri(B-1)

ri—kr%#—ré%— B

(2.6)

We know that B>2 and r{ + rj + r3<K. Since we do not remove any chunks within

r} iterations, so r| equals K — [2¢|. Thus, (2.6) is less than or equal to K + 1.
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Case 2: |24 |>K > | 225 ]. Assume we need r{ iterations of step 1 to make k<

cri
|-B—1

T‘Q 7‘2
|. Assume we need another 73 iterations of step 1 to make 3.3, Fit<g.q.

So, the total number of nodes for step 1 and step 2 is

(2.7)

C,—r?>B/2—-r2(B-1
g | OB BB D]

We know that B>2 and r{ + r3<K. So, (2.7) is less than or equal to & + £ + 1.
Case 3: K < L%J Assume we need another r} iterations of step 1 to make

"'3 N
Yceny Fe'<S-d. So, the total number of nodes for step 1 and step 2 is

rd 4 F - rigB - ﬂ . (2.8)

We know that 7$<K. So, (2.8) is less than or equal to & + £ +1.

Lemma 3. In each iteration of step 1, for each chunk, the number of time slots

scheduled by CRED-S and CRED-SS are exactly the same.
After finishing step 1, the size of the remaining chunk set of CRED-SS is no less

than CRED-S’s. For step 2, we can remove B chunks in each iteration. Thus, the
number of nodes needed by CRED-SS is larger than or equal to the number of nodes
needed by CRED-S. O

Remark. As K — oo, the upper bound K + 1 is tight and the competitive ratio equals
1. As K—0, the upper bound % + % +1 and % + % + 1 are tight and the competitive

ratio equals 1. For the general case, the competitive ratio varies in the interval [1,1.5].

2.3.2 Solving CRED with Multiple Deadlines

We propose a heuristic algorithm to solve CRED with multiple, arbitrary deadlines.
Our idea is to iteratively apply CRED-S to incrementally find the chunk placement
and time-slot schedules to meet each deadline one by one. More precisely, after finding
a solution for placing chunks ¢ € Cy,...,C; to meet deadlines d{, e ,dj, we reuse the
already placed chunks on existing nodes (if there are remaining computation resources
available) and optimize for the next deadline dzT +1 and minimize the number of new

nodes we need to add in order to support F,;;; for all chunks ¢ € C; ;. This process
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continues until all the deadlines are considered. The algorithm is summarized in
CRED-M. N; denotes the number of nodes needed for scheduling jobs with deadline
dzT. CRED-M’s performance is characterized in Theorem 2. Assume there are D
distinct deadlines. We consider chunk placement and time slots scheduling of distinct
deadlines one-by-one, from d] to dl,. For deadline d!, CRED-M first calls CRED-S

for d| and then schedules time slots for deadlines from d! to dl,.

Algorithm 3 CRED-M
1: fort=1:D do

2. N;= CRED-S (C;, ¥, F, B, d])
3: fornzlzmdo

4: foriy,=7+1:D do

5: SCHEDULE(the set of chunks in node n, S'dle — #scheduled time slots in
node n)

6: end for

7. end for
8: N—l- == NZ

9: end for

Theorem 2. Let the number of nodes needed be N. Then, max (maxi(Ki), T B
“D

SNSZﬁlmax(Ki,%+%)+D.

Zj IC;|-T; c)

Proof. We first prove the lower bound and then prove the upper bound.
Based on Theorem 1, the lower bound of max(max;(K;), %) is obvious. Another
lower bound can be obtained by dividing the total number of time slots needed for all

jobs (32, |C;|-T;) by the maximum possible number of time slots that can be accommo-

Zj ‘C]'|'Tj C)

dated in each node (S-d},). Thus, the lower bound is max (maxi(Ki), Sa, 0B

Next, we prove the upper bound. From Theorem 1, for single deadline le, the
upper bound is max (Ki, K? + %) + 1.
For D distinct deadlines, we consider deadlines iteratively one by one. Therefore,

the upper bound is 2, max (KZ-, % + %) +D 0
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Remark. When D = 1, the lower bound and upper bound are max (K7, %) and

max (K7, £ + £) + 1, respectively.

2.4 Our Solution to Resilient CRED Problem

In this section, we consider a resilient CRED problem (CRED-R) that aims to
find the optimal cloud right-sizing while guaranteeing survivability under arbitrary
single node failure. We assume that a failure could occur on any node and at any
time during the execution of jobs. Once a failure happens, we assume that the node
becomes unavailable from then on and its data chunks are lost. We consider an online
recovery strategy, which updates the job schedules after failure in order to obtain a
new solution that meets both execution deadline and data locality constraints. Due to
low overhead for rescheduling jobs on the fly, such an online recovery strategy allows
the cloud to perform efficient, on-demand recovery without activating new nodes or
migrating data chunks.

To solve the resilient CRED problem under arbitrary single node failure, a solution
must guarantee that (1) each chunk has replicas on different nodes, and (2) there
exists a feasible job scheduling after the failure without changing chunk placement.
The key steps in our solution are: (a) choose a group of chunks, (b) make copies of
each group of chunks, and (c¢) place copies of each group on different nodes. The
details are given in Section 2.4.1.

In the following, we denote the ath group of chunks as G, and the mth copy of
Ga as G, m- The proposed solution can be illustrated using a directed graph G(V, €)
in Figure 2.1. Each vertex represents a node/machine. Two vertices are connected
by an arc if the corresponding time slots are redirected from the source node to the
destination node. W} , = denotes the number of time slots needed by G, in node n
for deadline d;.

It is easy to see that cloud right-sizing now becomes the problem of minimizing the
number of nodes |V| in G. A chunk placement and job scheduling scheme represented

by G satisfies the storage constraint in the CRED problem, because each node hosts
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exactly B chunks. The deadline constraint now becomes

dl

n,a,m—

) vn? a7 m. (2.9)

Let W} , .. be the number of time slots needed for chunk ¢ by G, in node n for
deadline dZT. The computing resource constraint is satisfied if

> W > F,;, Ve,i. (2.10)

,a,M,C —
n,a,m

Also, the storage constraint becomes

|Gam|< = Va,m (2.11)

v |

where |G, m| is the number of chunks in the group G,,,. Therefore, a solution
represented by G satisfying (2.9), (2.10), and (2.11), is a feasible solution to the
CRED problem. The solution can survive arbitrary single node failure if condition
(2.12) is satisfied and SYMMETRIC RECOVERY METHOD is used for placing groups in

nodes. The details are given in Section 2.4.1.
SIC1 Ty + S-dp<N-S-dy (2.12)

Here, we give a toy example to explain how our resilient algorithm works. In an
S = 2 and B = 4 system, we have 6 jobs and 7; = 2, V j € [1,6]. All jobs have
equal deadlines, i.e., d; = 2. We have 6 chunks and each chunk is accessed by one
job. We make groups G,, a € [1,3]. Each group has two chunks, e.g., G, contains

the chunk 2a — 1 and the chunk 2a. We first make two copies of each group. The
S-d;
2

number of scheduling time slots of each copy is 2, which equals , and the number
of scheduling time slots of each chunk in each copy is 1. We place G, ; into node a and
place G, 2 into node (@ mod 3) + 1, where 3 is the total number of groups. Figure 2.1
shows the symmetric recovery graph for this example. We need one extra node n, for
failure recovery. On the extra node, G; 3 and Gy 3, which are two extra copies from
randomly selected groups, are hosted and no processing slots are allocated at this

time. Suppose node 1, hosting G; ; and Gs o, fails. We redirect 2 scheduled time slots
of G1 1 to Gy 2 and redirect 2 scheduled time slots of Gy 5 to Gy 3 hosted in n.. Also, we
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Figure 2.1: Symmetric recovery graph.

redirect 2 scheduled time slots of G35 to G3 1 and redirect 2 scheduled time slots of
G2 to Gy 3 hosted in n.. Now, the number of scheduled time slots of each chunk is
still 2. Thus, the failure has been recovered.

In Section 2.4.1, we first consider the single-deadline case and then use the result
from Section 2.4.1 to derive the upper bound for the multiple-deadline case in Section

2.4.2.

2.4.1 Solving Resilient CRED with Equal Deadlines

As before, we first consider the special case where all jobs have equal deadlines
d; = d! = d Vi, and propose an algorithm CRED-RS, which consists of two parts, i.c.,
GROUPCHUNKS and PLACINGGROUPS, to find a graph G that provides a solution to

the resilient CRED problem. Also, we use the notations introduced in Section 2.3.1.

In GROUPCHUNKS, when 3 .c4,, , F() > S.d, in each iteration, we choose Hg}z d

[

as a group and make two copies of 7—[92 4 After making copies, we use SCHEDULE for
time slots scheduling for each copy and the maximum number of scheduling time slots

of each copy is 2. The condition D ety /2F (> S.d guarantees that we can always

9 c
find ’Hg}Q 4 In each iteration, we satisfy two goals: scheduling more time slots and
removing more chunks. When 3 .cq, , F, (M<S-d, in each iteration, we choose B/2 as

[

a group and make two copies of the group. After making copies, we use SCHEDULE
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for time slots scheduling for each copy and the number of time slots for scheduling of
each copy is at most %.

The main purpose of PLACINGGROUPS is to place copies from GROUPCHUNKS
into nodes. The key idea is that we need to put copies from the same group into
different nodes.

Suppose the total number of groups is G. G, 1 is placed on node a and G, » is placed
on node (¢ mod G) + 1 and we call this method for placing groups as SYMMETRIC
RECOVERY METHOD in the following. For failure recovery, we need one extra node
(ne) hosting any two extra copies without any processing time slots scheduled. For
simplicity, we suppose G¢ 3 and G 4 are placed in the extra node n..

The time complexity of CRED-RS is dominated by the sort, and so the time
complexity is O(K-C-1g(C)), where K is the maximum number of iterations, and C'
is the maximum number of remaining chunks. We can use HashMap to store chunks,
where keys are chunk indexes, and values are chunk time slots needed. So, the space
complexity is O(C'). Next, we analyze CRED-RS and obtain bounds on the number of
nodes needed. The basic idea of deriving the upper bound is to introduce a simplified
version CRED-RSS of CRED-RS, derive the upper bound for CRED-RSS, and
prove that the upper bound of CRED-RSS is also an upper bound for CRED-RS.

Theorem 3. If K > |2€], then K+1§N§K+%—§+2. IfK<|2£ ], then max($, K)+

ISN<ZE 4 204 9

Proof. Recall that any node can fail at any time. Suppose that either a node with
S-d scheduled time slots or a node hosting B chunks fails, then we need at least one
extra node for failure recovery. Thus, the lower bound is max( %, K) 4 1 nodes.
From PLACINGGROUPS, we know the number of nodes needed equals the number
of groups. Thus, we just need to derive the upper bound for the number of groups.
We modify step 1 of GROUPCHUNKS. Instead of removing as many chunks as
possible in each iteration of step 1, CRED-RSS only removes specific number of

chunks. For the CRED-RSS, in step 1, when k() <| 26 | and Y ey, 0 FV > S-d,

in each iteration, we remove g — 1 chunks. In step 2, CRED-RSS also removes any
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B/2 chunks in each iteration.

Based on Lemma 1, when k(”)SLQ'Cgl)J, we can remove 2 — 1 chunks in each
iteration and based on similar principles of Lemma 3, the number of scheduled nodes
before the rth iteration of step 1 for GROUPCHUNKS and CRED-RSS should be
the same. For step 2, the number of remaining chunks, including chunks with zero
required time slots, of CRED-RSS is larger than the number of remaining chunks of
GROUPCHUNKS. Also, we can remove B/2 chunks in each scheduling node of step
2. Thus, the number of nodes needed for CRED-RSS is larger than or equal to the
number of nodes needed for GROUPCHUNKS.

In the following, we derive the upper bound of CRED-RSS for two cases.

Case 1: K > |2£]. Assume we need r{ iterations of step 1 to make K<[25], and

1 1
assume we need another r; iterations of step 1 to make 3.3, /o Fit<g .d}. The

total number of groups for both step 1 and step 2 is no more than
C—(2-1)rd
r%—l—r%—i—{ (QB ) 2]

2

(2.13)

We know that r{ = K — 2] and r<[2¢|. Thus, the total number of groups is no
more than K + 43—3 + 1. Also, in PLACINGGROUPS, we might need one extra node,
thus the upper bound is K + 43—02 + 2.

Case 2: K< L%J Assume we need another ri iterations of step 1 to make

Docetp)2 FC(THT%)SS-CZ. The total number of groups is no more than
C— (B _1)r2
rfjﬂ (. )ﬂ. (2.14)
2

We have r%SK . Thus, the total number of groups is no more than % + % + 1.
Also, in PLACINGGROUPS, we might need one extra node, thus the upper bound is

2K 2C

The basic idea of failure recovery is that we can redirect scheduled time slots
among copies of the same group and eventually redirect scheduled time slots from the
failed node to healthy nodes. Suppose the node n; hosting G,, 1 and G, » fails. We

redirect processing time slots of G,, 1 and G,, 2 to copies of G,, and G,,, respectively.
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Algorithm 4 CRED-RS
1: Input: C, zf;l 4 B, d
2: Output: N
3: GROUPCHUNKS(C, ¢, f¢, B, d)

4: PLACINGGROUPS: put copies of groups into nodes by using SYMMETRIC RECOV-
ERY

METHOD and add one extra node

Algorithm 5 GROUPCHUNKS
1: Input: C, X, 4 B, d

2: Qutput: groups

3 C=C

4: while C" >0 do

5. sort C") chunks based on the remaining number of required time slots

6:  if Yoep, o B > S-d then

7 make two copies of Hg}z d

8: SCHEDULE(H%}M,%) for each copy
9: else
10: break
11:  end if

12: end while
13: while C") > 0 do

14:  make two copies of Cp/s

S-d

15:  SCHEDULE(Cp/2,%") for each copy

16: end while
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Copies whose scheduled time slots have been redirected are marked, and will not be
the target of any further redirection. If the total number of scheduled time slots in a
node becomes more than S-d, we redirect scheduled time slots of unmarked copy to
another copy of the same group. If there is an extra copy in n. for any group, we first

redirect time slots to that extra copy.

Theorem 4. Suppose the group set is G and the total number of nodes needed is N.

The sufficient conditions for successful recovery are:

2nam Waame 2 Fe, Ve (2.15)
|Gam|< 5, Va,m (2.16)
Wn,a,mg%y vnaaﬂm (217)
S51C1- Ty + S-d<N-S-d, (2.18)

Using SYMMETRIC RECOVERY METHOD.

Proof. (2.15) means that the required time slots for chunk ¢ are scheduled before the
deadline and it corresponds to (2.1) in Section 2.2. (2.16) means the number of chunks
in each group is no more than B/2, and (2.17) means the number of scheduled time
slots in each group is no more than %. Also, PLACINGGROUPS guarantees that at
most two groups are hosted in a node; so, the storage and computational constraints
are satisfied. Thus, a solution that satisfies (2.15), (2.16), and (2.17) is a feasible
solution to the CRED problem. Also, (2.17) guarantees that the number of scheduled
time slots in a node after redirection does not exceed S-d. (2.18) ensures that the
number of available time slots in all nodes is sufficient to accommodate the total
number required time slots even after a single node failure.

To see this, suppose that the above online recovery algorithm can not recover from
single node failure. This means that the redirection of time slots in the SYMMETRIC
RECOVERY METHOD results in a solution where there are no available slots in the

system. More precisely,

(N —1)-S-d < ZT] (2.19)
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But this is contrary to our constraint »=; T;+.5-d > N-S-d, so we have enough available

time slots for scheduling time slots of all copies after one node failure. m

Remark. GROUPCHUNKS guarantees (2.15), (2.16), and (2.17). PLACINGGROUPS

guarantees (2.18), and ensures that the SYMMETRIC RECOVERY METHOD is feasible.

2.4.2 Solving Resilient CRED with Multiple Deadlines

Now we present our proposed algorithm to solve the resilient CRED problem with
multiple deadlines. Our idea is to iteratively apply CRED-RS for deadline dZT, Vi.
The algorithm is summarized in CRED-RM. G, denotes the number of groups needed
for scheduling jobs with deadline dZT. CRED-RM’s performance is characterized in

Theorem 5. As before, suppose we have D distinct deadlines.

D
Zi:le;d-:dTTj max: Cs
Theorem 5. max | max;(K;), 7 -
D

+1< N <P max (K;+ 4G 26+ 20) £ D41,

Proof. We first consider the lower bound. Consider storage constraint, computational
constraint, and all jobs are for d}. We can get the same lower bound as for CRED-M.
Since any node can fail at any time, the lower bound is

Zi’ilzj:dj:d}Tj max; C; 1
sd, ' B '

max (maxi (K;),

From Theorem 3, we know that for single deadline dZT, the upper bound is

(K+4C 2Ki+20)+1
m i+ =, + = :
X\ M g TR

We add the extra node at the end of the proof. For deriving the upper bound for

multiple deadlines, we iteratively use the result of Theorem 3 for deadline dI, e ,d}).

Thus, the upper bound for the total number of groups is

(2.20)

D 4C; 2K; 20
iz_:lmax<Ki+ 2R + B>—|—D.

We use PLACINGGROUPS to place groups into nodes and add one extra node without

scheduling any time slot on that node. Thus, the upper bound for the total number
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of nodes is the same as

D 4C; 2K; 20

Algorithm 6 CRED-RM
1: fori=1:D do

2. (;=GROUPCHUNKS(C}, ¥, Fc(f;), B, d!)
3: forazl:éido

4: for m: copies in group a do

5: fori; =1¢:D do

6: SCHEDULE(Gam,S'TZTl — # scheduled time slots in G, )
7: end for

8: end for

9: end for

10 G+ =0G;

11: end for

12: PLACINGGROUPS: put copies of groups into nodes by using SYMMETRIC RECOV-

ERY METHOD and add an extra node

Theorem 6. Suppose the group set is G and the total number of nodes is N. The

sufficient conditions for successful recovery are:

Y nam Wi ame = Fein Ve,i (2.22)
|Gaml< §, Ya,m (2.23)

i Sdl .
W am<—5+ Vi,n,a,m (2.24)
S1C Ty + S-dp<N-S-dj, (2.25)

Using SYMMETRIC RECOVERY METHOD

Proof. The failure recovery method for multiple deadlines is the same as the failure

recovery method for equal deadlines case. We give a brief proof here. (2.22), (2.23), and
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(2.24) guarantee that computational, storage, and deadline constraints are satisfied.
(2.25) makes the number of available time slots be no less than S-d},, and SYMMETRIC
RECOVERY METHOD guarantees that the redirection can go through all nodes. To
see this, suppose that the online recovery algorithm cannot recover from a single node
failure. This means there are no available time slots in any node in the system. More
precisely,

(N —1)-8-dl, < > T, (2.26)

but this is contrary to our constraint »-; T} + S-dIj > ]\A/-S-d%, so the assumption is

incorrect. Thus, the system can recover from any single node failure. O]

Remark. GROUPCHUNKS guarantees (2.22), (2.23), and (2.24). PLACINGGROUPS

guarantees (2.25), and ensures that the SYMMETRIC RECOVERY METHOD is feasible.

2.5 Evaluation

In this section, we perform various simulation experiments for the single- and two-
deadline cases to evaluate our algorithmic solution to the CRED problem. We focus
on two aspects: first, we show that CRED’s performance is within the closed-form
bounds we proved in Sections 2.3 and 2.4. Second, we compare CRED’s performance
and deadline-aware first-fit (FF) algorithm in terms of number of nodes and resource

utilization.

2.5.1 Evaluation by Simulation

To perform simulation experiments, we set the following global simulation param-
eters for all experiments, unless otherwise stated. Each node is set to have S = 4
slots (VMs) and B = 128 blocks. We create two classes of jobs: elephant and mouse
jobs. Elephant jobs are computation-intensive jobs; the number of time slots required
to process a chunk is randomly chosen between 200 and 500. The number of time
slots required to process a chunk of a mouse job is randomly chosen between 1 and

10. Elephants and mice jobs form 2% and 98% of the total jobs (100 jobs with equal
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Figure 2.2: Experiments with proposed algorithms CRED-S and CRED-RS: (a)
Effect of number of blocks on the number of nodes. (b) Comparison between CRED-
S and CRED-RS in terms of number of nodes needed. (c¢) Comparison between

CRED-S and FF in terms of scalability.
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difference between d; and dy on the total number of nodes.
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deadlines and 200 jobs with two deadlines), respectively. The number of files is 100,
and the number of chunks per file is randomly chosen between 16 and 64. All jobs are
assigned to files randomly. For equal-deadline experiments, we fix the deadline to be
equal to 600 (time slots) for all experiments; for two-deadline experiments, we fix d;
and dy to be equal to 600 and 1200, respectively. For all experiments, the figures show
the average over 20 trials. Error bars, where are shown in Figure 2.2a, 2.2b, and 3.7a,
represent 95% confidence intervals.

Figure 2.2a shows the effect of changing the number of blocks in each node on the
number of nodes needed. It can be clearly seen that as we increase the number of
blocks in each node, the problem moves from blocks constraint to time slots constraint.
In addition, the figure shows, as expected, our simulation results outperform the
first-fit algorithm. CRED is able to match the lower bound when B > 64 blocks and
exceeds the lower bound by less than 2% on average when B < 32. Notice that when
there is a mix of time-slots and blocks constraints, our algorithm outperforms FF by
up to 18% in the number of nodes.

In Figure 2.2b, we compare CRED-S and CRED-RS in terms of number of nodes
needed. In this experiment, the results show that we always meet the lower bound for
CRED-S and CRED-RS. The lower bound here for CRED-S and CRED-RS are
K and K + 1, respectively. This validates our proof in Section 2.4.

In Figure 2.2¢, we compare CRED-S with the first-fit algorithm in terms of
scalability. In this experiment, we have two classes of jobs, elephants and mice jobs.
Elephants and mice jobs form 20% and 80% of the total jobs, respectively. We show
two experiments, with B = 64 and B = 128. The figure shows that on average the
first-fit algorithm requires about 23% and 18% more nodes than CRED-S when
B =64 and B = 128, respectively. These percentages stay the same for any number
of jobs. This means that CRED-S is scalable and works even if the system is large.
The figure also shows that when the number of jobs is greater than 100, the number
of nodes increases due to time-slots constraint.

Figure 2.3a shows that CRED-M’s performance is within the closed-form bounds

we proved in Section 2.3. In this experiment, each job is associated with either deadline
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Table 2.1: Statistics of Google trace for trace-drive evaluation

Class | # of jobs | avg # of tasks | Min task exec time | Avg task exec time | Max task exec time | First 5% | First 10%
1 11084 261 320 sec 1428 sec 49462 sec 10356 10774
2 1656 223 313 sec 1511 sec 50260 sec 1504 1572
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dy or dy. The z-azis shows the ratio of d;- type of jobs to the total number of jobs.
All files are accessed by both d;- and ds- type of jobs when 0 < ratio < 1. As we
increase the ratio, the number of nodes increases since d; < ds.

Figure 2.3b compares CRED-M and FF in terms of time slots and blocks utilization,
defined as the ratio of the number of processing time slots and blocks actually utilized
to the total number available. In this figure, we use the same parameters as Figure
4(a). The figure shows that for any ratio, CRED-M achieves higher utilization in
both time-slots (up to 28%) and blocks (up to 15%). This is because, unlike FF,
CRED always tries to fully utilize the time-slots and blocks in each node.

Figure 2.3c shows how CRED-M performs as we adjust the time difference between
dy and dy. In this experiment, we set d; = 600 and increase dy from 600 to 2000. The
total number of jobs equals 200, and 100 jobs are associated with d;. As we increase
ds, the number of nodes needed decreases dramatically at the beginning. But as ds
increases further, we reach a point of diminishing returns where the number of nodes
stays almost the same. In fact, this shows the benefit of having multiple deadlines
for different jobs. By treating all jobs equally, d; = d,, the number of nodes needed
is about 232. If we increase some of the non-delay sensitive jobs’ deadline by just
200, we can reduce the number of nodes by 18%. Starting from dy = 1200, the blocks

constraint becomes dominant, and the number of nodes stays more or less the same.

2.5.2 Trace-driven Evaluation

In this section, we compare the performance of CRED-M with deadline-aware
First-Fit algorithm through a trace-driven simulation using data from a publicly
available Google trace [2]. The results show that CRED-M outperforms FF by up to
20% in nodes saving on average, and reduces the number of nodes required at peak
utilization by 47%.

We select a subset data from Google trace with a length of 110 hours. Each job
has a number of parameters, including job submission time, job ID, scheduling class,
number of tasks, and execution time of tasks. The scheduling class represents how

latency-sensitive the job is. There exist 4 scheduling classes, with jobs at level 3 being
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the most latency-sensitive. In this simulation, we consider jobs belonging to scheduling
classes 1 and 2. Summary statistics of the Google trace used for evaluation are
presented in Table 2.1. The table shows show the number of jobs, average number of
tasks, minimum execution time of a task, average execution time of a task, maximum
execution time of a task, the number of first 5% of jobs with the smallest average
execution time of tasks, and the number of first 10% of jobs with the smallest average
execution time of tasks. For each class, a deadline D; or Dy is assigned. We denote
A; as the average execution time of all jobs with scheduling class i in a scheduling
interval. Dy equals Ay and D; equals max(A;, Ds). We set the scheduling interval to
be 20 minutes. At the beginning of each scheduling interval, we schedule jobs arriving
in the previous scheduling interval. At the end of each hour, we identify all nodes that
have finished processing all the workload and release them to the system, in a way
similar to Amazon’s EC2 cloud (on-demand instances).

Figure 2.4a compares the average number of active nodes (i.e., VM hours or cost)
for the proposed CRED-M and FF, to meet the same job deadlines. Here, we set the
number of blocks to be 16, while changing the number of slots from 8 to 16. The figure
shows that CRED-M outperforms FF by up to 20% in average number of nodes that
are required to meet all deadlines. It can be observed that as the number of slots
increases, the number of nodes to meet the same deadlines decrease (since more tasks
can be packed into a node), while our proposed algorithm achieves a consistent node
reduction of 20%.

Figure 2.4b compares the average number of active nodes for CRED-M and FF
to meet various deadlines. Here, we set both the number of blocks and the number
of slots to be 16. D; equals max(A;, a-D;) and we change « from 1 to 5. The figure
shows that CRED-M outperforms FF by 17% in average number of nodes.

Figure 2.4c shows the number of active nodes required by CRED-M for each
scheduling interval during the entire simulation. Again, we set the number of blocks
and the number of slots to be 16. The numbers are normalized by the number of nodes
used by the FF algorithm, and thus any number smaller than 100% indicates node

(or cost) saving. It is shown that CRED-M reduces the number of nodes required at
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peak utilization by 47%. The dashed line shows that CRED-M outperforms FF by

21% in average number of nodes.

2.6 Conclusions

We introduce an optimization framework, namely CRED, for cloud right-sizing
under deadline and locality constraints. Algorithms are proposed to solve the CRED
optimization, which minimizes the number of nodes needed by jointly optimizing task
scheduling and data placement while the jobs’ deadlines and data locality constraints
are met. We analyze the competitive ratio of the proposed algorithms in closed-form
and extend all results to solve a resilient CRED problem with arbitrary single node
failure. The algorithms significantly outperform a first-fit heuristic in terms of cloud-
size (i.e., number of active nodes needed) by up to 47% and node utilization by up to

28%.
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Chapter 3 Chronos: A Unifying Optimization Framework for

Speculative Execution of Deadline-critical MapReduce Jobs

In this chapter, we bring various scheduling strategies together under a unifying
optimization framework, called Chronos, which is able to provide probabilistic guar-
antees for deadline-critical MapReduce jobs. In particular, we define a new metric,
Probability of Completion before Deadlines (PoCD), to measure the probability that
MapReduce jobs meet their desired deadlines [138].

3.1 Related Work

There have been several research efforts to improve the execution time of MapReduce-
like systems to guarantee meeting Quality of Service (QoS) [4, 18, 20, 22, 24, 37, 44,
47, 56, 57, 59, 64, 75, 78, 80, 82, 87, 90, 91, 93, 97, 105, 108, 112, 144, 160]. Some
focus on static resource provisioning to meet a given deadline in MapReduce, while
others propose resource scaling in response to resource demand and cluster utilization
in order to minimize the overall cost. Moreover,[6, 43, 157] proposed frameworks to
improve MapReduce job performance. These papers are similar to our proposed work
in the sense that resources are optimized to minimize energy consumption and reduce
operating cost. However, the above mentioned works do not optimize job execution
times in the presence of stragglers, as we do in this work.

Efficient task scheduling is critical to reduce the execution time of MapReduce
jobs. A large body of research exists on task scheduling in MapReduce with deadlines.
These works range from deadline-aware scheduling [7, 14, 24, 28, 58, 62, 104, 106] to
energy- and network-aware scheduling [36, 61, 81, 113, 114]. However, these works do
not consider dealing with stragglers which might severely prolong a job’s execution
time and violate the QoS [9, 11, 148, 158].

The complexity of cloud computing continues to grow as it is being increasingly
employed for a wide range of domains such as e-commerce and scientific research.

Thus, many researchers have shown interest in mitigating stragglers and improving
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the default Hadoop speculation mechanism. They proposed new mechanisms to detect
stragglers reactively and proactively and launch speculative tasks accordingly [9, 11, 48,
95, 110, 133, 148, 158]. This is important to ensure providing high reliability to satisfy
a given QoS, as it can be at risk when stragglers exist or when failures occur. Different
from these works, we jointly maximize the probability of meeting job deadlines and
minimize the cost resulting from speculative/duplicate task execution and find the
optimal number of speculative copies for each task. Note that in contrast to launching
one copy, we launch r extra attempts. Moreover, our work includes introducing an
accurate way to estimate the task finishing time by taking the JVM launching time
into account, which in turn reduces the number of false positive decisions in straggler
detection.

In addition, a number of works have considered avoiding re-executing the work
done by the original tasks (stragglers) [92, 111, 117, 119]. Basically, the key idea is to
checkpoint running tasks and make the speculative task start from the checkpoint.
This idea is similar to our Speculative-Resume strategy. However, in our strategy, we
detect stragglers based on jobs’ deadlines and launch the optimal number of extra
attempts for each straggler in order to jointly optimize PoCD and cost. To save cost,
we check the progress of all attempts and keep the fastest one when attempts’ progress
can be relatively accurately estimated. To save overhead, we only check progress of
tasks two times, once for detecting stragglers, and another time to kill slower extra

attempts.

3.2 Background and System Model

Consider M MapReduce jobs that are submitted to a datacenter, where job ¢
is associated with a deadline D; and consists of N; tasks for ¢ =1,2,..., M. Job 1
meets the desired deadline if all its NV; tasks are processed by the datacenter before
time D;.! Tasks whose completion time exceed D are considered as stragglers. To

mitigate stragglers, we launch multiple parallel attempts for each task belonging to

"'When speaking in the context of a single task or job, we drop the subscript(s) for clarity.
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job i, including one original attempt and 7; speculative/extra attempts. A task is
completed as soon as one of its r; + 1 attempts is successfully executed. Let T;
denote the (random) execution time of attempt k of job i’s task j. Thus, we find job

completion time 7; and task completion time 7T; ; by:

T; = max_ T;;, where T;; = min Tj,z, Vj. (3.1)

j=1,.0,N; k=1,..ri+1

The Pareto distribution is proposed to model the execution times of tasks in [10],
and is used in [94, 110, 133] to analyze the straggler problem. Following these papers,
we assume the execution time 7; ;; of each attempt follows a Pareto distribution with

parameters ty,;, and 8. The probability density function of T; ;5 is

Bt .
tﬁyﬁin tztmzrw

fTi,j,k (t) = (32)

0 t < tmina

where t,,;, is the minimum execution time and [ is the tail index, while different
attempts are assumed to have independent execution times.

As introduced earlier, Chronos consists of three scheduling strategies to mitigate
stragglers, namely Clone, Speculative-Restart, and Speculative-Resume. Clone is a
proactive approach, wherein r 4 1 copies of a task (i.e., one original attempt and r
extra attempts) are launched simultaneously. Here, r is a variable that is optimized
to balance the PoCD with the cost of execution. Speculative-Restart launches r extra
copies for each straggler detected.

Speculative-Resume is a work-preserving strategy, where the r extra copies of a
detected straggler start processing right after the last byte offset processed by the
original task. To model the cost of executing job 7 under each strategy, we consider an
on-spot price of 7; dollars per unit time for each active virtual machine (VM) running
attempts/tasks of job i. The price 7; depends on the VM-type subscribed by job i,
and is assumed to be known when optimizing job scheduling strategies. Our goal is
to jointly maximize the probability of meeting job deadlines and minimize the cost
resulting from speculative/extra task/attempt scheduling. In Chronos, we use progress
score to determine if extra attempts are needed. The progress score is defined as the

percentage of workload processed at a given time t¢.
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Figure 3.1: (a) Clone Strategy, (b) Speculative-Restart Strategy, (c) Speculative-
Resume Strategy.

Clone Strategy. Under this strategy, r + 1 attempts of each task are launched at
the beginning. The progress scores of the r + 1 attempts are checked at time 7,
and the attempt with the best progress is left for processing data, while the other r
attempts are killed to save machine running time. Figure 3.1a illustrates the Clone
strategy for a single task.

Speculative-Restart Strategy. Under this strategy, one attempt (original) of each
task is launched at the beginning. At time 7., the task attempt completion time is
estimated, and if it exceeds D, r extra attempts are launched that start processing
data from the beginning.? At time 7y, the progress scores of all » + 1 attempts are
checked, and the attempt with the smallest estimated completion time is left running,
while the other r attempts are killed. Figure 3.1b illustrates the Speculative-Restart
strategy for a task when the execution time of the original attempt exceeds D.

Speculative-Resume Strategy. This strategy is similar to the Speculative-Restart

2No extra attempts are launched if the estimated finishing time is not greater than D.
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strategy in its straggler detection. The difference is that the detected straggler is killed
and r 4+ 1 attempts are launched for the straggling task. These attempts, however,
do not reprocess the data that has already been processed by the original attempt,
and start processing the data after the last byte offset when the straggler is detected.
At time 7, the progress scores of all attempts are checked, and the attempt with
the smallest estimated completion time is left running while the other r attempts are
killed. Figure 3.1c illustrates the Speculative-Resume strategy for a task for the case
when the execution time of the original attempt exceeds D. Here, the processed byte
offset of the original attempt at 7. is b. Extra attempts launched at 7.4 start to

process data from byte offset b.

3.3 Analysis of PoCD and Machine Running Time

We now formally define PoCD, and analyze PoCD for each strategy. PoCD
expressions for the three strategies, under the assumption that task attempt execution
times are iid Pareto, are presented in Theorems 7, 9, and 11. We also analyze the

machine running time for each strategy, and present expressions for these in Theorems

8,9, and 11.
Definition PoCD is the probability that an arriving job completes before its deadline.

We use the notation Rgrategy to denote the PoCD of a particular strategy, which can

be Clone, Speculative-Restart, or Speculative-Resume.

3.3.1 Clone

We start by analyzing Clone, and derive PoCD and machine running time expres-

sions in Theorem 7 and Theorem 8, respectively.

Theorem 7. Under Clone strategy, the PoCD

trnin p-(r+1) N
RClone = [1 - < > ‘| . (33)

D

39



Proof. We first derive the probability that a single task completes before the deadline,
and then derive the PoCD by considering all N tasks of the job.

Let us denote the probability that a single attempt of a task fails to finish before
deadline D by Pgione- Then, we have

> 5trﬁnin Lmin :
Pcione = /D 1B+1 dt = ( D ) : (34)
The task fails to finish before D when all r + 1 attempts fail to finish before D.

Thus, the probability that a task finishes before Dis 1 — (Pgone)” ™. The job finishes
before deadline D when all its N tasks finish before D. Thus, the PoCD is given by

tmin B-(r+1) N
RClone = [1 - (PClone)r+1]N = [1 - <D> ‘| . (35)

]

Before moving to Theorem 8, we first introduce and prove Lemma 4 for computing

the expected execution time of min (7}, ..., 7}, ), where n is a positive integer.

Lemma 4. Let W = min(7}, ..., Tj,), where Tj,,a =1,2,...,n follows the Pareto

distribution with parameters tym and B. Then, E(W) can be computed as:

tmin'n'ﬁ

EW) = . 3.6
(W) = (3.
Proof. We introduce
w 00
Wt = [ dt = / I(t)dt, (3.7)
tmin tmin
where I(t) is the indicator function for event {W > t}:
wr |l L, W >t
I(t) = I{W > t}= (3.8)
0, W<t.
Taking expectations we have that
E(W) = / BE(I(t))dt + ton = / P(W > t)dt + to. (3.9)
tmin tmin
Since P(W > t) = [P(Tj, > t)]", we have:
E(W) = / (””‘) dt + toin = — 1
<W) tmin t + nﬁ -1 (3 0)
0
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Theorem 8. Under Clone strategy, the expected execution time of a job

tmin
Ectone(T) = N- |rman + i + ———22 | 3.11
CI ( ) kill B(T‘f‘l)_l ( )

where T' denotes execution time of a job.

Proof. We first derive the machine running time of a task by adding the machine
running time of attempts killed at 7 and the machine running time of the attempt
that successfully completes, and then get the job’s machine running time by adding
the machine running time of all N tasks.

Ecione(T) equals the expectation of the machine running time of all N tasks, i.e.,
Ecione(T') = N-E(T;), where T} is the machine running time of task j. Also, E(7})
equals the sum of the machine running times of the rkilled attempts and the execution
time of the attempt with the best progress score at 7. Denote min{7}, ..., 7,41}

as I/I/'f“, where Tj , is the execution time of attempt a belonging to task j. Then,
E(T}) = rman + E(W). (3.12)

We can use the result from Lemma 4 to compute E (Wf“). The parameter n in

Lemma 4 equals r 4+ 1. Thus,

tmin'ﬁ'(r + 1) tmin

B =56 r-1 =" G -1

(3.13)

O

3.3.2 Speculative-Restart

Here we present the PoCD and machine running time analysis for the Speculative-

Restart strategy in Theorem 9 and Theorem 10, respectively.

Theorem 9. Under Speculative-Restart, the PoCD

(B +1) N
Rs_ estart = |1 — = .
S—Restart Dﬂ'(D—TeSt)B.

(3.14)

Proof. As in the proof of Theorem 7, we first derive the probability that a task
completes before the deadline. Then, we can obtain the PoCD by considering that all
N tasks of the job complete before the deadline. O
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Theorem 10. Under Speculative-Restart, the expected execution time of a job,

ES—Restart (T) 5 unals
E(T}|Tj1<D)-P(T;1<D) + E(T}|T;1>D)-P(T;,>D), (3.15)

where

2fmin A
P(Tj1>D) = 1= P(T;,<D) = (22,

tmmDﬂ(tﬁ;}l - Dﬁil)
(1—8)(D5 —th)
E(Tj|Tj1>D) = Test + 7 (Thill — Test)

tmin tﬁ.r

min

T B =1 (Br— 1D — re)PT

& D B 2fmin Ar
+ < )( ) dw + tmin  (3.16)

D—Test w + Test w

E(T;|T5,<D) =

Proof. We first derive the machine running time of a task by considering if the
execution time of the original attempt is larger than D. If the execution time is no
more than D (denoted by E(7}|7;1<D) in (3.16)), there is no extra attempt launched,
and the machine running time is the execution time of the original attempt.

In the case that execution time is larger than D, the machine running time (denoted
by E(T;|T;1 > D) in (3.16)) consists of three parts, i.e., (i) execution of the original
attempt from start to 7.4, (ii) machine time need to run r+1 attempts between 7.
and 7y, and (iii) execution of the fastest attempt from 74;; until it finishes. Due to

space limitation, we omit the proof details and refer to Appendix. n

3.3.3 Speculative-Resume

Finally, we obtain PoCD and machine running time expressions for Speculative-
Resume in Theorems 11 and 12, respectively. Let us denote the average progress of

the original attempts at time Tes; as @ est-

Theorem 11. Under Speculative-Resume, the PoCD

(1 = @jest) D toir !
Dﬁ(D _ Test)'B.(r—"_l) . (3].7)

RS—Resume =|1-
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Proof. The proof is similar to the proof of Theorem 7, and details are omitted. [

Theorem 12. Under Speculative- Resume, the expected execution time of a job

Es_Resume(T') equals

E(T;|T;,1<D)-P(Tja <D) + E(T;|T;,>D)-P(T;,>D), (3.18)
where
tmin g
P(T;1>D) = 1= P(T;<D) = (22 (3.19)
toin-D-B-(#2-1 — pB-1
E(TFJITYQ,ISD) — B ( min - >,and (32())
(1 - B)(Dﬁ - tmin)
E(Tj|Tj,1>D) = Test + r'(Tkill - Test) (3.21)
tmin'(l — ¥y est)ﬁ.(T—H)
+ . + tmin 3.22
B+l 1 (3.22)
Proof. The proof is similar to the proof of Theorem 10, and is omitted. m

We note that our analysis of PoCD and cost (including proof techniques of The-
orems 1-6) actually works with other distributions as well (even though the exact

equations/values may change in the derived results, depending on the distribution).

3.3.4 Comparing PoCD of Different Strategies

In this subsection, we compare the PoCDs of three strategies, and present results

in Theorem 13. We denote D — Tegt as D, and 1 — @} et S B -
Theorem 13. Given r, we can get three conclusions:
1. Rclone > RS—Restart;

2. RS—Resume > RS—Restart;

. B-I0(B; st tmin)—In D )
3. 'lfr > lnﬁj—ln(¢~ D) 7 Rclone > RS*Resume;
j,es

Otherwise, Reione <RS_Resume-
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We provide an outline of our proof. Given r, Clone strategy launches r extra
attempts for each task from the beginning. For each straggler detected at 7.4, S-
Restart strategy launches r extra new attempts (that restart from zero) and keeps the
original attempt, while S-Resume strategy launches r extra attempts, which resume
to process the remaining @, ., data, for each straggler. If r is not large, it is clearly
better to kill the straggler, and launch extra r + 1 attempts to process remaining

workload, instead of leaving straggler running.

3.4 Joint PoCD and Cost Optimization

Starting multiple speculative/clone tasks leads to higher PoCD, but also results in
higher execution cost, which is proportional to the total VM time required for both
original and speculative/clone tasks, e.g., when VMs are subscribed from a public
cloud with a usage-based pricing mechanism. To exploit this tradeoff, we consider a
joint optimization framework for the three proposed strategies, to maximize a “net

utility" defined as PoCD minus execution cost. More precisely, we would like to:

max U(r) = f(R(r) — Rum) — 0-C-E(T), (3.23)
st. >0, (3.24)
var. 1 € Z. (3.25)

Here, R(r) is the PoCD that results by initiating r speculative/clone tasks in Clone,
S-Restart, or S-Resume strategies. To guarantee a minimum required PoCD, we
consider a utility function f(R(r) — Rumin), which is an increasing function and drops
to negative infinity if R(r) < Rmin. The usage-based VM price per unit time is C.
We use a tradeoff factor > 0 to balance the PoCD objective f(R(r) — Rumin)
and the execution cost C-E(T'). By varying 6, the proposed joint optimization can
generate a wide range of solutions for diverse application scenarios, ranging from
PoCD-critical optimization with small tradeoff factor # and cost-sensitive optimization
with large 6. Finally, while our joint optimization framework applies to any concave,

increasing utility function f, in this paper, we focus on logarithmic utility functions,
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J(R(r) = Ruin) = 1g(R(r) — Rmin), which is known to achieve proportional fairness [46].
In the following, we will prove the concavity of the optimization objective U(r) for
different strategies and propose an efficient algorithm to find the optimal solution to

the proposed joint PoCD and cost optimization.

3.4.1 Optimizing Chronos

To evaluate convexity of the optimization objective Usategy(r), We first present
the following lemma on function compositions.
Lemma 5. [16] Suppose H(x) is a composite of f(z) and g(x), i.e., H(x) = f(g(x)).
If f(x) is increasing and both f(x) and g(x) are concave, then H(x) is a concave

function.

Theorem 14. The optimization objective Usirategy () under Clone, S-Restart, and

S-Resume, i.e.,

Ustrategy(r> = lg<Rstrategy<r) — Rmin) - G'C'Estrategy(T>7 (326>

is a concave function of v, when r > I'spategy, where

FClone = _6_1' logtmin/D N —1. (327)
DB
I's_Restart = _1'10 . r) B - 3.28
s—Restart = 77108y, /(D7) N (3.28)
DB
F — ume — _1'1 —¥j,est) 'min - 1 329
S—Resume 6 0og (1 %LTQ)S: N-tglin ( )

Proof. 1g(Rstrategy(r) — Rmin) 1S an increasing and concave function of Rgategy(T)-
Also, when >t ateey, the second derivative of Rgpategy 15 less than 0. So, Rsategy
is a concave function of r, when r>I'syategy. Based on Lemma 5, we know that
lg(Rcione — Rmin) is a concave function of r, when 7>Igrategy-

The second derivative of —FEgateqy(1") is less than 0. Since the sum of two
concave functions is also a concave function, Usgrategy (77) is @ concave function when

T>Fstrategy . D

We note that for non-deadline sensitive jobs, as job deadlines increase and become
sufficiently large, the optimal r will approach zero. Thus, there is no need to launch

speculative or clone attempts for these non-deadline sensitive jobs.
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3.4.2 Our Proposed Optimization Algorithm

We present the algorithm for solving the optimal r to maximize the “PoCD
minus cost" objective for the three strategies. First, our analysis shows that the
optimization objective is guaranteed to be concave when r is above a certain threshold,
i.e., 1 > I'strategy, for Clone, Speculative-Restart, and Speculative-Resume strategies.
Thus, we can leverage the concavity property and employ a gradient descent method
to find the optimal objective Usyrategy.opt (Topt) and solution 74, when the objective is
concave, i.e., 1 > I'spategy for different threshold I'spategy. Second, for the non-concave
regime, 7 < Iytrateqy, Which contains a limited number of integer points (typically, less
than 4, as we will see later), we use a simple search to find the maximum objective
value over all integers r < D'yrategy. This hybrid algorithm can efficiently find the
optimal solution to the joint PoCD and cost optimization, due to the optimality of
convex optimization when 7 > I'gyategy, as well as the limited complexity for searching
7 < I'strategy- LThe proposed algorithm is summarized in Algorithm 7. In Algorithm 7,
1, a and & determine the accuracy and complexity of the algorithm, and their values

depend on the values of N, 6, 7o, Tiin and C.

Theorem 15. Algorithm 7 finds an optimal solution for the net utility optimization

problem in (3.23).

Proof. For r>[Dtrategy |» Ustrategy (77) 1s @ concave function of 7, and the Gradient-based
Line Search can find the maximum value of Usirategy(r) in polynomial time, where
strategy can be either Clone, S-Restart, or S-Resume. We can then compute the
Ustrategy (7), ¥V 7 € 0, ..., [Isirategy | — 1, and compare the result from Gradient-based
Line Search to get the maximum value of Ugirategy (1), ¥ 7>0. Since Igrategy 1S typically

a small number, Algorithm 7 can find the optimal r for maximizing net utility. [

3.5 Implementation

We develop Chronos (including Clone, Speculative-Restart and Speculative-Resume)

using Hadoop YARN, which consists of a central Resource Manager (RM), a per-
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Algorithm 7 Unifying Optimization Algorithm

strategy={Clone, S-Restart, S-Resume}
//Phase 1 : Gradient-based Line Search[16]
7 = [Tstrategy |
while |VUstrategy (7)|>1 do
Ar = —VUstrategy (T)
e=1
while Usirategy (7 + € A7) > Usprategy (7) + @-€-VUsprategy (7)- A1 do
e=~¢E«€
end while
r=r-+eclAr
end while
Ustrategy.opt (Topt) = Ustrategy (7')
Topt =T
//Phase 2 : Finding optimal solution for r>0
for 7 = 0 : [Lsprategy | — 1 do
Compute utility function Usgategy (7)
if Usirategy () > Ustrategy.opt (Topt) then
Ustratesy.opt(Topt) = Ustrategy ()
Topt =T
end if

end for
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application Application Master (AM) and a per-node Node Manager (NM). The AM
negotiates resources from the RM and works with the NMs to execute and monitor
an application’s tasks. Our optimization algorithm is implemented in the AM to
calculate the optimal r upon job submission to be used by all strategies. Chronos uses
the progress score which is provided by Hadoop to estimate the expected completion
time of a given task. The progress score of the map phase represents the fraction
of data processed. In Chronos, we modified the default Hadoop speculation method
and implemented our new progress estimation mechanism, which significantly im-
proves the estimation accuracy by taking into account the time overhead for launching

MapReduce tasks, which is ignored by Hadoop.

3.5.1 Implementing Clone Strategy

Upon submission of a job, the AM creates tasks and queues them for scheduling.
Then, the AM asks the RM for containers to run its tasks. In Clone, the AM solves the
proposed joint optimization problem to determine the optimal r before creating tasks
for a given job. As discussed in Section 3.4, r is the number of extra attempts for each
task. Once r is found, whenever a map task belonging to the job is created, the AM
also creates extra r copies of the same task, which start execution simultaneously with
the original one. After launching the r + 1 attempts, the AM monitors all attempts’
progress scores, and after 7y, the attempt with the highest progress score is kept

alive and will continue running, while all other slower clone tasks are killed.

3.5.2 Implementing Speculation Strategies

Unlike default Hadoop, the proposed Chronos system launches r speculative
attempts for each straggler task, whose estimated completion time falls behind the
target deadline. The optimal number of attempts r is calculated by the AM after a
job is submitted, by solving the joint PoCD and cost optimization. The AM monitors

all active tasks and launches speculative attempts for the tasks that has an estimated
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Figure 3.2: (a) Normalized execution time vs. progress of Default Hadoop, (b)

Normalized execution time vs. progress of new scheme

completion time (fee) higher than their target deadline D. In particular, we have
Lect = Tau 1 Teets (330)

where t),, and te are task launching time (i.e., the amount of time it takes from when
the task is launched to the time the task starts executing) and estimated execution time,
respectively. In our experiments, we observed that Hadoop’s default task completion
time estimation is highly unreliable. In Hadoop, task estimated execution time equals
the difference between current time and the time at which the task is launched (7,y),
divided by the reported progress score. We run 1000 tasks on Default Hadoop, and get
the progress score from Hadoop Reporter every 3 seconds. We also get the normalized
time, which is the difference between the current time and the task launching time,
divided by the actual task execution time. The execution time estimation is accurate
if the progress score is equal to the normalized time. Figure 2 shows the relation
between normalized time and the progress score for Hadoop. It can clearly be seen
that the estimate is far from accurate.

The task completion time estimation error is mainly caused by Hadoop’s assumption
that a task starts running right after it is launched. However, this is not true especially
in highly contended environments where JVM startup time is significant and cannot
be ignored. We therefore take into consideration the time to launch a JVM when

estimating task progress and completion time. Task execution time consists of two
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Figure 3.3: Comparisons of HNS, HS, Clone, S-Restart and S-Resume with respect to
PoCD, Cost and Utilities with different benchmarks.

parts, i.e., the time for launching JVM, and the time for processing the workload.
Chronos calculates the time for launching JVM by finding the difference between
the time when the first progress report is received (tpp) and t1,,. Therefore, the new

estimated completion time is given by

tnow_tFP
Lect = tlau t — tlau P —— 31
¢ = tlan + (trp — 1 >+CP—FP (3.31)

where tg};”:ﬁﬁ’ is the time for processing the workload, and F'P and C'P are the first
reported progress value and current reported progress value, respectively. The time for
launching JVM can be accurately known when a task starts to process its workload,
and we just need to show that the estimation time for processing workload is accurate.
So, we run 1000 tasks on Hadoop to justify the accuracy of our estimation scheme.
Every 3 seconds, we get progress score from Hadoop Reporter. Also, we get normalized
time, which is the difference between current time and tgp, divided by actual workload

processing time. If progress score equals normalized time, our estimation scheme is

accurate. Figure 3.2b shows the relation between normalized time and progress score,
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and it shows that our estimation is much more accurate than the default scheme. The
main reason for the improvement in accuracy is that the progress score is not related

to the time for launching JVM, and represents the percentage of processed workload.

3.5.2.1 Speculative-Restart

For this strategy, the AM monitors all running tasks and estimates their ¢.. If
the AM finds that a task’s estimated completion time t..; at 7ot exceeds deadline D,
an optimal number r of extra attempts are created and launched. At 7y, all attempts
are killed except for the one with the highest progress score. Unlike default Hadoop,

Chronos launches speculative copies once it detects a straggler at Teg.

3.5.2.2  Speculative- Resume

Our implementation of Speculative-Resume employs a work-preserving mechanism.
The key idea is that the AM keeps track of an (original) attempt’s data processing
progress, maintains the latest (data) record’s offset, and passes the offset to the new
speculative attempts at 7. if speculation is determined to be necessary. It ensures
that the speculative attempts do not process the already processed data and can
seamlessly “resume" executing data where the original attempt left off.

A challenge in implementing Speculative-Resume is that Chronos needs to consider
the launching time of new speculative attempts, since JVM startup time postpones
the actual start of execution of new attempts. Our solution estimates the number
of bytes that will be processed (bexira) by the original attempt during speculative
attempts’ launching time. Then, the speculative attempts will skip these bytes and
start processing data from an anticipated offset. The speculative launching mechanism
allows the original and speculative attempts to switch seamlessly and effectively avoids
any JVM startup time overhead. More precisely, at 7., Chronos records the number
of bytes processed by the original attempt (beg;), and then estimates the number of
bytes to be processed by the original attempt during speculative attempt’s startup

time (bextra) as follows:
best

———(tpp — tiau)- 3.32
Test — tFP ( r : ) ( )
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Next, our new byte offset to be used by the speculative attempts to start processing
data is calculated as byew = bstart + Dest + boxtra, Where bgare is the offset of the first byte
of the split, which is the data to be processed by a task. Note that in this strategy,
Chronos launches r + 1 new copies for each straggler after killing the original one.
This is because the original attempt was deemed to be a straggler (for reasons such as
node malfunction or operating system disruption), and since all new attempts start
from byey, there is no data-processing delay for relaunching (and rejuvenating) the

original attempt at a new location.

3.6 Evaluation

We evaluate Clone, Speculative Restart (S-Restart), and Speculative Resume (S-
Resume) through both testbed experiments and large-scale simulations with real-world
data center trace. In all three strategies, the optimal number 7. of clone/speculative
attempts are found by solving our proposed PoCD and cost optimization. We compare
the three strategies with Default Hadoop without Speculation (Hadoop-NS), Default
Hadoop with Speculation (Hadoop-S), and Mantri, which serve as baselines in our

evaluation.
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3.6.1 Experiment Results
3.0.1.1 Setup

We deploy our prototype of Clone, Speculative Restart, and Speculative Resume
strategies on Amazon EC2 cloud testbed consisting of 40 nodes. Each node has 8
vCPUs and 2GB memory.The three strategies are evaluated by using the Map phases
of four classic benchmarks, i.e., Sort, SecondarySort, TeraSort, and WordCount. Sort
and SecondarySort are /O bound applications, whereas WordCount and the map
phase of TeraSort are CPU-bound. We generate workloads for Sort and TeraSort

by using RandomWriter and TeraGen applications, respectively. Also, we generate

53



random number pairs as workload for SecondarySort. The sizes of all workloads
are 1.2GB. To emulate a realistic cloud infrastructure with resource contentions,
we introduce background applications in the host OS of the physical servers, which
repeatedly execute some computational tasks and inject background noise in our
testbed. We observe that the task execution time measured on our testbed follows a
Pareto distribution with an exponent 5 < 2. This is consistent with observations made
in [10, 94, 110, 133]. As shown in Morpheus [52] and Jockey [34], job deadlines can
be introduced by third parties and/or specified in Service Level Agreements (SLAs).
In our experiments, we consider jobs with different deadline sensitivities by setting
deadlines as different ratios of average job execution time. To evaluate the impact
of background noise (in resource utilization), We use the Stress utility to generate
background applications. Stress is a tool to imposes a configurable amount of CPU,
memory, [/O, and disk stress on the system, and it is widely used to evaluate cloud

and VM performance, such as in [1, 19, 54, 86].

3.6.1.2 Results

In the following, we compare Hadoop-NS, Hadoop-S, Clone, S-Restart, and S-
Resume with respect to PoCD, cost, and total net utility. We execute 100 MapReduce
jobs using Chronos on our testbed. Each job has 10 tasks and a deadline equal to
100 sec or 150 sec (emulating jobs with different deadline sensitivities). We measure
the PoCD by calculating the percentage of jobs that finish before their deadlines,
and the cost by multiplying the machine running time, i.e., the average job running
time (i.e., VM time required), and a fixed price per unit VM time that is obtained by
Amazon EC2 average spot price (C'). In all experiments, we set the tradeoff factor as
0 = 10, i.e., 1% of PoCD utility improvement is equivalent to 0.001 units of VM cost
reduction (since 1% = 6 - 0.001). We then solve the corresponding joint PoCD and
cost optimization and compare the performance of various algorithms.

Figure 3.3a and Figure 3.3b show PoCD and cost of the five strategies with different
benchmarks, respectively. The deadline is 100 sec for Sort and TeraSort, and is 150

sec for SecondarySort and WordCount. For our three strategies, T.st and 7y are set to

o4



40 sec and 80 sec, respectively. Hadoop-NS has the lowest PoCD, and relatively large
cost. Even though Hadoop-NS does not launch extra attempts, the large execution
time of stragglers increases the cost. Hadoop-S can launch extra attempts for slow
tasks, but only after at least one task finishes. Because Hadoop-S does not consider
deadlines, it might launch extra attempts for tasks that may finish before the deadline.
Clone launches extra attempts for each task, and it makes both PoCD and cost be
the largest among the five strategies. S-Restart and S-Resume launch extra attempts
for tasks whose estimated execution time is larger than the deadline. Due to the fact
that S-Resume does not re-process data and kills the original attempt, S-Resume
can achieve larger PoCD and smaller cost. Figure 3.3¢ compares the performance of
the five strategies in terms of the overall net utility. The results show that our three
strategies outperform Hadoop-NS and Hadoop-S by up to 33% on net utility value.
In particular, the three strategies can improve PoCD by up to 80% and 19% over
Hadoop-NS and Hadoop-S, respectively, while S-Resume introduces little additional
cost compared with Hadoop-NS and Hadoop-S. This significant improvement comes
from not only launching multiple (optimal number of) attempts for stragglers, but
also maintaining only the fastest progress attempt at 7y, thereby introducing limited
execution time overhead. For net utility, since we use the PoCD of Hadoop-N§S as

Ry, its utility is negative infinity.

3.6.2 Simulation Results

To provide insights on determining the optimal parameters (such as 7.y, and 7igy)
of Chronos, we first study the impact of choosing different parameters in Clone,
S-Restart, and S-Resume. In experiments, each job has 10 tasks and task duration
follows Pareto distribution (£, = 100sec, § = 1.2). The deadline for jobs is 150sec.
Figure 3.4, 3.5, 3.6 shows performance comparison with varying 7., and 7.

Under Clone strategy, T.st has only one value, which is 0. Under S-Restart and S-
Resume, there exists an interesting tradeoff between estimation accuracy and timeliness
of speculation, which is characterized by 7. Initially, as 7. increases, both PoCD

and cost decrease. This is because with limited observation available for a small 7.,
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Figure 3.7: Comparisons of Mantri, Clone, S-Restart and S-Resume on PoCD, Cost,
and Utility with different tradeoff factors 6.

Hadoop tends to overestimate the execution time of attempts at the beginning, while
making more accurate estimations as more observations become available for large
Test- More precisely, when 7. is small, more tasks are considered as stragglers, and
extra attempts are launched more aggressively. This leads to both high PoCD and
large cost. On the other hand, when 7. becomes too large, it might be too late to
meet the deadline for straggling tasks.

Also, we can see that as 7y increases, the execution time of clone/speculative
attempts increases, resulting in higher cost, while more accurate estimation of progress
and execution time can be obtained. Due to higher cost for executing clone/speculative
attempts as 7 increases, the optimal r decreases in order to re-balance PoCD and
cost in the joint optimization. As a result, PoCDs are not monotonically increasing or
decreasing. Based on the results, S-Restart and S-Resume can achieve the highest net
utilities when 7y — Test = 0.1 min.

Next, to evaluate our proposed Chronos system at scale, we conduct a trace-driven
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Figure 3.8: Comparisons of HNS, HS, Clone, S-Restart and S-Resume in terms of
PoCD, MRT and net utilities with different Ss.

simulation of a large-scale datacenter. We (i) leverage Google trace [2] to generate
MapReduce jobs with different parameters and arrival times, and (ii) make use of spot
instance price history from Amazon EC2 to calculate the cost of executing different
strategies. We simulate 30 hours of job trace including a total of 2700 jobs with 1
million tasks from Google trace. For each job, we get the start time, the execution
time distributions, the number of tasks, and job ID, and use Pareto distribution to
generate the execution times of tasks that match the execution time distribution in
the real-world trace.

In Figure 3.7a, 3.7b, and 3.7c, we compare Mantri, Clone, S-Restart, and S-Resume
in terms of PoCD, Cost, and Utility with different 6 values to illustrate the tradeoff
achieved by different strategies.

Figure 3.7a shows the effect of varying tradeoff factor § on PoCD. As 6 increases,
the cost has a higher weight and becomes more critical in the joint optimization. Thus,

fewer
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Figure 3.9: Histogram of the optimal r values for different strategies

clone/speculative attempts are launched, and PoCD decreases, leading to decreased r
to re-balance PoCD and cost in the optimal solution. It is seen that the PoCD of Clone
decreases more than others since it incurs higher cost to execute clone attempts than
speculative attempts. To validate this, we also present the histograms of the optimal
value of r for Clone with # = 1e-5, Clone with 6 = 1le-4, S-Resume with § = 1e-5, and
S-Resume with 6 = le-4 in Figure 3.9. As 6 increases from 1le-5 to le-4, the optimal
r for the vast majority of jobs decreases from r = 2 to » = 1 under Clone strategy,
whereas the optimal majority r decreases from r = 4 to r = 3 under S-Resume strategy.
Recall that Mantri aggressively launches and kills extra attempts. Thus, with a larger
number of extra attempts running along with original tasks, Mantri can achieve high
PoCD, but it also runs up significant cost to execute the speculative attempts. Our
results show that S-Resume has the highest PoCD and outperforms Clone strategy by
56%.

Figure 3.7b shows the effect of varying # on Cost. As 6 increases, fewer extra
attempts are launched, and the costs of Clone, S-Restart, and S-Resume all decrease.
With a larger number of clone/speculative attempts running along with original
tasks, the cost of Mantri is much higher than others. The results show that Mantri
introduces 50%, 67%, and 88% higher cost compared with Clone, S-Restart, and
S-Resume, respectively, making it non-optimal in terms of net utility optimization.

Figure 3.7c compares the net utility for varying 6. The utility of Mantri decreases

the most as 6 increases, since it introduces the largest cost compared with other
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strategies. S-Resume attains the best net utility, since it has the highest PoCD and
lowest cost. Clone, S-Restart, and S-Resume can outperform Mantri by 31%, 43%,
and 50%, respectively.

Figure 3.8a and 3.8b compares the performance of different strategies by varying
B, the exponent in Pareto distribution. A smaller 5 corresponds to a smaller decaying
in task execution time distribution, implying a heavier tail. In this simulation, we
set deadline as 2 times the average task execution time. Because average execution
time is t5n + tﬁnjfl' under Pareto distribution, as 8 increases, the average execution
time decreases, which results in decreasing costs. Also, as § increasing, the value of

optimal r decreases due to a smaller tail in task execution time.

Figure 3.8c shows net utility achieved by different strategies under various 5. We
observe that Clone, S-Restart and S-Resume outperform Hadoop-NS and Hadoop-S
when [ varies from 1.1 to 1.9.

In summary, as our analysis and experiment results show, if the unit cost of
machine running time decreases, Clone becomes more preferable than S-Resume due
to smaller up-front cost that is resulted from running the clone attempts (starting
from ¢ = 0). Further, S-Resume always outperforms S-Restart, since it is able to
capitalize on the partially computed results and pick up the task execution from the
breakpoint. But we also note that S-Resume may not be possible in certain (extreme)

scenarios such as system breakdown or VM crash, where only S-Restart is feasible.

3.7 Conclusion

We present Chronos, a unifying optimization framework to provide probabilistic
guarantees for jobs with deadlines. Our framework aims to maximize the probability
of meeting job deadlines and minimize the execution cost. We present and optimize
three different strategies to mitigate stragglers proactively and reactively. Our solution
includes an algorithm to search for the optimal number of speculative copies needed.
Moreover, we present an improved technique to estimate the expected task completion
time. Our results show that Chronos can outperform by up to 80% in terms of PoCD

over Hadoop-NS, and by 88% in terms of cost over Mantri. Multi-wave executions
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will be considered in our future work.

3.8 Appendix

In this section, we present details for proving Theorem 9, 10, 11, 12, 13, 14. To

prove Theorem 10, we first present Lemma 6.

Lemma 6. Let A and B follow Pareto distribution with (amin, ) and (bmn, 5), re-

spectively. Given ymin <bmin, then
f5() = fa(blA > buin) (3.33)
PROOF OF THEOREM 9

Proof. In this proof, we first derive the probability of a task completes before the
deadline, and then derive the PoCD by considering all N tasks completing before the
deadline.

We first compute the probability that an original attempt fails to finish before D.
We denote the probability that an original attempt fails to finish before D as Prestart.o;

which equals

2fmin b
PRestart,o = P(j_;',l > D) = ( D ) . (334)

If the original attempt’s execution time is larger than D, r extra attempts are
launched at 7. If an extra attempt fails to finish before D, it means that the
execution time is more than D — 7.i;. We denote the probability that an extra attempt

fails to finish before D as Prestart,e; Which equals

& 6t§1in Umin #
PRestart,e = P(T’j,a >D — 7-est) = / dt = (D) . (335)

D—rese tPT1 — Test
A task fails to finish before D when the original attempt and r extra attempts
launched at 7.4 fail to finish before D. Thus, the probability that a task can finish
before D is 1 — Prestart,o" PRestart.e- 150, a job can finish before the deadline D when

all N tasks can finish before D. Thus, PoCD Rg_Restart €quals
tﬂ'(r"'l)

N
1— min ) )
DB(D _ Test>ﬁ.71] (3 36>

O

(1 - Prestart,o'(Prestart,e)r)N =
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PROOF OF THEOREM 10

Proof. In this proof, we first derive machine running time of a task by considering
if the execution time of the original attempt is larger than D. If execution time is
no more than D, there is no extra attempt launched. The machine running time
is execution time of original attempt. If the execution time is larger than D, task
machine time is the summation of machine running time of extra attempts killed at
Triy and machine running time of the attempt successfully completed, and then get
job’s machine running time by adding machine running time of N tasks together.
Es_Restars(T') equals the expectation machine running time of all N tasks, i.e.,
Es_gestart (1) = N-E(T}), where T} is the machine running time of task j. For task
J, if the execution time of the original attempt exceeds D (1},1>D), extra attempts
are launched at 7.5. Thus, we consider E(T;) in whether the execution time of the

original attempt exceeds D or not, i.e., 7;1<D, or Tj1>D, and E(T}) equals

where
tmin B
P(T;,>D) =1— P(I;,<D) = < 5 ) : (3.38)

Case 1. T;1<D.
The execution time of the original attempt is no more than D, and there is no

extra attempt launched at time 7.4. Because

B(T|Ta<D) = [~ b, (t1T0 D)t (3.39)

min

we first compute fr, (¢|T},<D), which is

g% .pB
——min ——— D>
ij (t|Tj?1§D) _ (DB—tF y)-t6+1 (3‘40)

0, otherwise,
By deriving Equ. (3.39), we can get
tmin'D'B'(tB_l B Dﬁil)

min

PG =D) == g (s — 2,

(3.41)

Case 2. T;1>D.
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The execution time of the original attempt is more than D, and r extra attempts
are launched at time 7.. At time 74, a attempt with the smallest finish time is left
for running, and other r attempts are killed.

E(T;|T;1>D) consists of three parts, i.e., machine running time of the original
attempt before 7., machine running time of r killed attempts between 7. and
Trin, and execution time of the attempt with the smallest finish time after 7.
Since the original attempt starts 7.5 earlier than extra attempts, Tj; — 7o is the
execution time of the original attempt after 7y, and min(7}1 — Tes, T2 oo, Tjrs1) 18
the execution time of the attempt with the smallest finish time after 7.;. We denote

min(7j1 — Test; Lj2,y -y Tjri1) as W’f”. So, E(T};|T;1>D) equals
Test 1 T'(ﬂ(ill - 7—est) + E(W]qlllj_}71>D). (342)

Based on Lemma 6, we can transform E(W?"T};,>D) to E(Wffu), where 171\/;*11 =

min(7j1 — Test, 1j2, .-, Ljr41), and the minimum values of Tj, is D. Also, we denote
Il’liIl(TYjQ, ceey 7}77«_._1) as W]@xtra'

We compute E(Wf“) by using Lemma 4, i.e.,

BT = [ P(Ty — i) P (T2 + b (343
tmin
where
R D ﬂ, CL)>D — Test
Ty — ruguw) = { o) WZD = T (3.44)
17 CU<D — Tests
and
(@)B, W >t min;
P(T)u>w) = w (3.45)

]_, W<tmin-
Because D — 7,4 should be no less than t,,,, otherwise there is no reason for

launching extra attempts, thus

tmin tﬁ'r

min

T B =1 (B — 1)(D — reg)Pr
[ (Dy. ('*;n)ﬁ dw + tyn (3.46)

D —Test w + Test

O
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PROOF OF THEOREM 11

Proof. In this proof, we first derive the probability that a task completes before the
deadline, and then derive the PoCD by considering all N tasks complete before the
deadline.

We first compute the probability of an original attempt failed to finish before D.
We denote the probability that an original attempt fails to finish before D as Presume,o
that

2(:min h
PResume,o = P<,-Tj,1 > D) = ( D ) . (347)

If the original attempt’s execution time is larger than D, the original attempt is
killed, and r + 1 extra attempts are launched at 7.,. Suppose the original attempt
processed ;o fraction of data, extra attempts continue to process the remaining
1 — pjest fraction of data. An extra attempt failed to finish before D means the
execution time is more than D — 7.,;. We denote the probability that an extra attempt

fails to finish before D as Presume.e that

(1 - @j,est)'tmin] ’

PResume,e - P((]- - Soj,est)',-rj,a >D — Test) = [ D -
— lest

(3.48)

A task fails to finish before D when the original attempt and the r extra attempts
launched at 7. fail to finish before D. Thus, the probability that a task finishes
before D is 1 — PResumep-P”rl Also, the job finishes before the deadline D when

Resume,e*

all N tasks finish before D. Thus, PoCD Rs_Resume €quals

RSfResume = (1 - Presume,o'(Presume,e)rJrl)N

N
(1 _ @j’est)ﬁ-(r+1)‘tﬁ‘(r+2)

min . (3.49)

= 1= DB(D — To )P (D)

[l
PROOF OF THEOREM 12

Proof. In this proof, we first derive machine running time of a task by considering
if the execution time of the original attempt is larger than D. If execution time is

no more than D, there is no extra attempt launched. The machine running time
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is execution time of original attempt. If the execution time is larger than D, task
machine time is the summation of machine running time of extra attempts killed at
Tiin and machine running time of the attempt successfully completed, and then get
job’s machine running time by adding machine running time of N tasks together.
Es_gesume(T) equals the expectation machine running time of all N tasks, i.e.,
Es_pesume(T) = N-E(T}), where T; is the machine running time of task j. For task
J, if the execution time of the original attempt exceeds D (Tj,>D), extra attempts
are launched at 7.s. Thus, we consider E(7T}) in whether the execution time of the

original attempt exceeds D or not, i.e., T;1<D, or T} ;>D, and E(T}) equals

E(T;|T;,<D)-P(T;,<D) + E(T;|T;,>D)-P(T;,> D), (3.50)
where
Zfrnin B
P(Tj3>D) =1~ P(T;<D) = (M) (3.51)

Case 1. T;1<D.
The execution time of the original attempt is no more than D, and there is no
extra attempt launched at time 7.,. Because
BT <D) = [ tfr,(UT54<D)dt, (3.52)
we first compute fr, (¢|T},<D), which is

ﬂ.tﬂ -DB
—m D>t>tmin;
fr, (HT;a<D) = Ot 47+ (3:53)

0, otherwise,
By deriving Equ. (3.52), we can get

tmin'l)'ﬁ'(tﬁi1 - Dﬂ_l)

min

E(Tj|T;,<D) = (1—B)- (D8 —+2,.)

(3.54)

Case 2 T;1>D

The execution time of the original attempt is more than D, and the original
attempt is killed at 7.,. 7+ 1 extra attempts are launched at 7.4, and continue to
process remaining (1 — ¢, est) data. At 7y, r extra attempts are killed and leave

an extra attempt with the smallest finishing time running. E(7};|Tj1>D) consists of
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three parts, i.e., machine running time of the original attempt before 7., machine
running time of killed extra attempts between 7.,; and 7, and execution time of the

extra attempt with the smallest finish time. So,
E(T}|Tj1>D) = Test + 1 (Thitr — Test) + E(W;*), (3.55)

where Wrew = min(7j o, ..., Tjr41), and Tj o = (1 — @jest)-Ti1, Ya € 2, ..., + 1. Based

on Lemma 4,

E(Wrer) = /t P = @) Tha > )t A+ L (3.56)
tmin'(]- — Pjes )B.(TJFI)

=T Jl) = T T tmin- (3.57)

0

PROOF OF THEOREM 13

Proof. Suppose function f(x) equals (1 — )V, where N is an integer. f(z) is a
monotonic non-increasing function, i.e., f(x1)>f(x2), if and only if z1 <.
In following, we compare among (1 — Reone)™™, (1 — Rs_Restart)””, and (1 —

1/N
RS—Resume)/ .

3.8.0.1 PoCD comparison between Clone and Speculative- Restart

(1 - Rclone)l/N _ (D - 7_est)ﬂ'r <1
(1 - RS—Restart)l/N B D

Thus, Rclone > RS—Restart~

(3.58)

3.8.0.2 PoCD comparison between Speculative-Restart and Speculative- Resume

(1 - RS—Restart)l/N _ (D - 7-est)ﬁ
(1 - RS—Resume>1/N tﬁ (1 — ij,est)ﬂ'(r—’—l)

(3.59)

min’

Given D — Testztmin'(l - Spj,est)a we can get RS—Restart<RS—Resume-
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3.8.0.3 PoCD comparison between Clone and Speculative-Resume

(1 - Rclone)l/N o (D - 7—est)'g.(r—‘_l)
(1 - RS—Resume)l/N B (1 - @j,est)ﬁ‘(r—H)'Dﬂ.r'tﬁlin
Given the original attempt misses the deadline, then D — 7.y < (1 —jest)-D. Thus, if

(3.60)

(1 - (pj,est)ﬁ'tglin

r > log por 3.61
g(l_‘Pj,estt)‘D D . Test 9 ( )
then Rclone>RS—Resume~ Otherwise, RcloneSRS—Resume' [

PROOF OF THEOREM 14

Proof. In following, we prove lg( Rcione(7) — Rmin) is & concave function when 7> ¢ione =
—f7"1og, .. ,p N — 1, and —6-C-Ecienc(T) is a concave function for all values of 7.
1g(Rcione (1) — Rmin) is an increasing and concave function of Reone(r). Also, when
r>1"Clone, the second order derivative of Rcjone 1S less than 0. So, Raione is & concave
function of r, when r>I¢jone. Based on Lemma 5, we know that 1g(Rcione — Rmin) 18
a concave function of r, when r7>I"gione.
The second order derivative of —FEcjone(T') equals

. 2'A]\['tmin
[6-(r +1) = 1]

(3.62)

which is less than 0. Given the summation of two concave functions is also a concave

function, thus Ucene(7) is a concave function when 7>I"¢jope. O

Proof. In following, we prove 1g( Rs_Restart — FRmin) is & concave function when

DB

D=rest) N (3.63)

r> 1—‘S—Restart = 5_1' 1Ogtmin/(

and —0-C"Es_Restart(T') is a concave function for all values of r.

lg( Rs_Restart (1) — Rmin) is an increasing and concave function of Rg_gestart (7). Also,
when r>I"s_Restart, the second order derivative of Rg_Restart 1S less than 0. So, Rs_Restart
is a concave function of r, when r>I's_Restart- Based on Lemma 5, we know that

1g(Rcione — Rmin) is a concave function of r, when r>I's_Restart-
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The second order derivative of —FEg_ gestart (1) is

tmin tmin B tmln 9 min Ber
— d
() (i) o () T
> tmln 2( tmin >B <tmin)ﬂ.r
- d 3.64
D*Tcst < > /8 w + Test W w’ ( )

which is less than 0. Given the summation of two concave functions is also a concave

function, thus Us_Restart(r') is a concave function when r>I's_Restart- O

Proof. In following, we prove that 1g(Rs_Rresume(”) — Rmin) 1S concave when

F l -
r> Resume 08 #nin 1, 3.65
i 6 g D —Test N tﬁmln ( )

and —0-CEs_Resume(T") is concave for all values of r.

First, we note that 1g(Rs_Resume () — Rmin) 1S an increasing and concave function
of Rs_Resume(T). Also, when r>I's_Resume, the second order derivative of Rs_Resume 1S
less than 0. So, Rs_Resume 18 & concave function of r, when r>I'cione. Based on Lemma
5, we know that 1g(Rs_Resume — Fmin) 18 @ concave function of 7, when r>I"s_Resume-

The second order derivative of —FEg_ gesume(T') equals

> tmin A Emin Brt1) Z(/Tmin 2
_ <D> ( : ) -<1n : ) B2t (3.66)
tmin

which is less than 0. Given the summation of two concave functions is also a concave

function, thus Us_Resume(7) is @ concave function when r>I"s_Resume- O
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Chapter 4 LASER: A Deep Learning Approach for Speculative

Execution and Replication of Deadline-Critical Jobs in Cloud

In this chapter, we present LASER, a deep learning approach for speculative
execution and replication of deadline-critical jobs. Machine learning has been used to
solve a large variety of classification and prediction problems. We use a deep neural
network (DNN), a specific machine learning tool, to solve the straggler mitigation

problem [136].

4.1 Background

Deep neural network, modeled loosely after the human brain, consists of an input
layer, hidden layers, and an output layer (see Fig. 4.1). The input layer takes inputs
from a dataset, and passes data to the following hidden layer. Each hidden layer,
which is not directly exposed to the input data, consists of multiple neurons. A neuron
is a computational unit that takes weighted inputs and generates an output using
an activation function which is non-linear. In this paper, we use a state-of-the-art
activation function, i.e., parametric rectified linear unit (parametric ReLU) [41]. The
parametric ReLU learns parameters and adjusts them through gradient descent, and
has been shown to achieve superhuman performance in some cases [41]. The output
layer takes results from hidden layers, and produces a value or a vector of values.

Mathematically, the output of the lth layer, y;, is given by:

Y = fac Wiy + 31), (4.1)

where f..., W;, and [; denote the activation function, the weight of layer [, and the
bias of layer [, respectively. Here, x; is the input of layer [, which is also the output of
layer [ — 1, i.e., x; = y;_1.

DNN is known to outperform traditional machine learning algorithms, and is widely
used for processing images, videos, speech, etc. [12, 72-74, 116, 131, 134, 146, 147].
To the best of our knowledge, there is no existing work combining DNN with cloud

computing framework to mitigate stragglers.
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Figure 4.1: A deep neural network.

Given a job with a deadline, we propose a metric called the Probability of Com-
pletion before Deadline (PoCD) to quantify the likelihood of a straggler mitigation
strategy to meet job deadlines. In this paper, we present two scheduling strategies,
Speculative-Resume with Quantitative Analysis (SRQuant) and Speculative-Resume
with DNN (LASER) to jointly improve PoCD and reduce the cost resulting from spec-
ulative task executions, and find the number of speculative attempts for each straggler.
In SRQuant, we provide a quantitative analysis for PoCD and cost. In LASER, we
combine DNN with cloud computing framework to predict the task execution time and
determine the number of speculative attempts to launch for each straggler based on
features collected. Results show that our two strategies outperform Hadoop with no
speculation (Hadoop-NS) and Hadoop with default speculative strategy (Hadoop-S)
by up to 89% in PoCD and 13% in cost.

4.2 Related Work

While a large variety of techniques have been proposed for improving the per-
formance of MapReduce-like systems, little research has been conducted to mitigate
stragglers with the goal of meeting desired deadlines. In this section, we provide a

review of closely related works on task scheduling techniques, and straggler mitigation
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strategies.

To improve the performance of MapReduce-like systems, the design of job schedulers
has become an active research topic [7, 24, 25]. [24] introduces a job scheduler to
dynamically determine resource allocation of jobs based on estimations of the job
completion time and the future resource availability. [25] employs a machine learning
algorithm to predict available resources to minimize job deadline misses. However,
these works do not consider stragglers which might severely prolong the job execution
time.

Both proactive and reactive strategies have been proposed for mitigating strag-
glers [9, 11, 48, 95, 110, 148, 158]. All of these works aim to reduce execution time of
jobs without considering job deadlines. Different from these works, we jointly improve
the PoCD and reduce the cost resulting from speculative/duplicate task execution,
and find the appropriate number of speculative attempts for each straggler.

In addition, a number of works present techniques to avoid re-executing the work
done by the original attempts (stragglers) [92, 111, 117, 119]. The basic idea is
to checkpoint running tasks periodically and make speculative tasks start from the
checkpoints. Our proposed Speculative-Resume strategy uses a similar idea. However,
SRQuant uses an analytical model to determine the number of extra attempts to
launch, and LASER combines DNN with MapReduce to estimate task execution times
and determine the number of extra attempts to launch.

Due to the strong power of non-linear classification and regression, DNN has
attracted a great deal of attention [12, 32, 38, 45, 130]. [130] and [38] present methods
for utilizing MapReduce parallel processing framework to accelerate training for neural
networks. To the best of our knowledge, this paper is the first to use DNN for straggler

mitigation in MapReduce jobs.

4.3 System Model

Consider M jobs submitted to a datacenter, denoted by ¢ = 1,2,..., N. Each
job i is associated with a deadline D; and consists of NN; independent tasks. Job i

successfully meets its deadline if all its N; tasks are completed before time D;. The
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tasks with completion times exceeding D; are known as the stragglers. Existing
approaches mitigating stragglers often involve speculative execution, i.e., launching
multiple parallel attempts of each straggler. Let r; be the number of speculative
attempts that are launched for each job i task. Thus, the task is completed if one of
its 7; + 1 attempts (one original attempt plus r; speculative attempts) is finished. We
denote the execution time of attempt £ of job i’s task j as T; ;. Thus, job completion

time T; and task completion time 7; ; equal:

T, = jmax T;;, where T; ; = kzl]fnlI?}Jr1 T ik V3. (4.2)

To optimize the speculative execution strategies using a model-based approach,
Pareto distribution is often selected to model the execution times of tasks [10], and is
used in [94, 110, 133] to analyze the straggler problem. Following these papers, we
consider the execution time 7 ; of each attempt follows a Pareto distribution with

parameters (tmn, 3), where t.,;, is the minimum execution time and 3 is the exponent.

Different attempts are assumed to have independent execution time distributions.
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Figure 4.2: Speculative-Resume Strategy.

The Speculative-Resume strategy launches one attempt of each task at the be-
ginning. The attempt execution time is estimated at time 7.y. If the estimated
execution time exceeds D, the original attempt is identified as a straggler. It is then
terminated, and r 4 1 new (speculative) attempts are launched to replace the straggler.
These speculative attempts resume data processing from the point left by the original
attempt and do not repeat the work that has been completed. The progress scores

of all attempts are then checked at time 7y, and the attempt with the smallest
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estimated completion time (or equivalently, highest progress score) is kept running
while other attempts are terminated. Figure 4.2 illustrates the Speculative-Resume
strategy [137] when a task is detected as a straggler. The processed byte offset of the
original attempt at 7.5 is b. Thus, speculative attempts are launched at 7. start to

continue processing data from byte offset b.

4.4 Proposed Strategies

In this section, we present two strategies, Speculative-Resume with Quantitative

Analysis (SRQuant), and Speculative-Resume with DNN (LASER).

4.4.1 SRQuant

We start with the Speculative-Resume with Quantitative Analysis (SRQuant)
strategy. We quantify PoCD for arbitrary jobs based on our analytical model (and
assumptions) for job execution and the Speculative-Resume strategy. Finally, we
present an iterative search algorithm for determining the appropriate number of extra
attempts to launch for each straggler. In the following, the average progress of the
original attempts at time 7.4 is denoted as ..

We derive PoCD in closed-form in Theorem 16, and present execution time analysis
in Theorem 17. We present only the basic ideas of the proofs here, and refer the reader

to [137] for more details.

Theorem 16. Under Speculative-Resume strategy, the PoCD for a job with N tasks

and r speculative copies per task is given by:

(1— (pest)ﬁ'(ﬂrl).t%;ﬂ) N
DA-(D — 7o) | (43)

R(r)=|1-

Proof. The basic idea is that we first derive the probability of a task completing before
the deadline, and then derive PoCD by finding the probability of N tasks finishing
before the deadline. O

Theorem 17. Under Speculative- Resume strateqy, the expected execution time of a

job is E.(T'), which equals N-E(T};). The E(T}) is the expected execution time of a
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task, and it equals

E(Ty|T;1<D)-P(T;,<D) + E(T;|T;,>D)-P(Tj1>D), (4.4)
where
tmin B

P(T;,>D) =1 — P(T;,<D) = ( o ) (4.5)

bmin-D-B-(t2-1 — DA—1
B(T;(13,<D) = D0 s = D7) (16)
E(TJ|TJ1>D) = Tost + 7 (Thitt — Test) (4.7)

tmzn(l - @est)ﬂv(r—i_l)

Brr1)—1 (4.8)

Proof. The basic idea is that we derive machine running time of a task by considering
if the execution time of the original attempt is larger than D or not. If execution
time is no more than D, there is no need to launch extra attempt, and the machine
running time equals the execution time of the original attempt. If the execution time
is larger than D, the task machine time is the summation of the machine running
times of extra attempts killed at 74;; and the machine running time of the attempt
that successfully finishes. The job’s machine running time is obtained by adding the

machine running times of N tasks. O]

To exploit the tradeoff between R, and E,.(T'), we jointly consider PoCD and
machine running time. More precisely, we would like to maximize the following utility

function U(r).

max U(r) =log(R(r) — Ryin) — 0-C-E.(T), (4.9)
st. r>0, (4.10)
var. 1€ Z, (4.11)

where C' is the usage-based VM price per unit time, and # is a tradeoff factor to
balance the PoCD R(r) and execution cost C-E,.(T'). Here, Ry, is a minimum PoCD
that all jobs must achieve.

In the SRQUANT SCHEDULING ALGORITHM, we first iteratively search for r from

0 t0 Tmax to get the maximum value of U(r), where 7,y is the maximum number
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Algorithm 8 SRQUANT SCHEDULING ALGORITHM

Umax = —00
Tm =10
for r = 0;r<rpax;r + + do
if U(r) > Upax then
Unax = U(7)
T =T
end if
end for
for task : Tasks do
if T; > D then
Launch r,, + 1 attempts for task
end if

end for

of extra attempts that can be launched. Given U(r,,)>U(r), ¥r =0, ..., "nax, the
algorithm launches r,, + 1 attempts for each straggler, and kills the original task

(straggler). The pseudocode is shown in Algorithm 8.
4.4.2 LASER

DNN estimates
execution time
/

I original attempt\!k_/,

I
I
I I attempt1 I
DNN determines # " | - ;
etgrmines # -7 | : :
R attempt 2
of extra attempts €-==== >t : P > fastest attempt 5)
to launch! N ! : '
I . . I I
I Nl I I
| Sy attemptr+1 I
I I “1 I
start Test Till finish

Figure 4.3: An illustration figure of LASER.

In this subsection, we present the Speculative-Resume with DNN (LASER) strategy.
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Table 4.1: DNN with different number of hidden layers.

Task execution time Job execution time Machine running time
Number of hidden layers 1 3 5 1 3 5 1 3 5
Mean of test losses (sec) 47 34 33 37 49 50 117 | 253 249
STD of Test losses 78 66 67 64 65 65 94 197 195
Mean of true values(sec) 226 226 226 249 249 249 | 1640 | 1640 | 1640
Mean of test losses/Mean of true values (x100%) | 20.8% | 15.0% | 14.6% | 14.8% | 19.7% | 20.0% | 7.1% | 15.4% | 15.2%
Elapsed time per iteration (msec) 1.3 4.8 7.3 1.2 4.4 6.4 1.1 4.4 6.9

LASER consists of two deep neural networks, i.e., a deep neural network for the task
execution time estimation, and a deep neural network for determining the number of
extra attempts to launch for each straggler.

At 7.4, instead of using the linear estimation as in SRQuant, LASER estimates
the execution time of each task using a DNN. If the task execution time is larger
than the job deadline, extra r 4+ 1 attempts are launched. LASER determines the
number of extra attempts to launch for a straggler through the DNN based on the job
execution time, cost, and tradeoff factor () between the job execution time and the
cost. Figure 4.3 illustrates the LASER strategy.

In the LASER SCHEDULING ALGORITHM, we first iteratively search for r. If the
estimated job execution time 7; is no more than D, then U(r) =1 — 0-C-M;, where
the 1 represents the fact that the job is estimated to complete before D, and M; is
the estimated machine running time. If 7} is larger than D, then U(r) = 0 — 6-C-M;,
where the 0 represents the fact that the job is estimated not to complete before D.
Given U(ry,)>U(r), Yr =0, ..., 'max, the algorithm launches r,, + 1 extra attempts
for each straggler, and kills the original task (straggler). The pseudocode is shown in
Algorithm 9.

4.5 Implementation

We implement SRQuant and LASER on Hadoop, which consists of a central
Resource Manager (RM), Application Masters (AMs) for each application, and Node
Manager (NM) for each node in the system. For each application, its AM negotiates
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Algorithm 9 LASER SCHEDULING ALGORITHM

Upax = —00
Tm =0
for r = 0;r<rp.x;r + + do
if ;<D then
Ulr)y=1-0-C-M,
else
U(r)=0-0-C-M,
end if
if U(r) > Upax then
Unax = U(7)
T =T
end if
end for
for task : Tasks do
if 7; > D then
Launch r,, + 1 extra attempts for task
end if

end for
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Figure 4.4: Implementation of the SRQuant strategy, where A;, is the rth attempt of
the task j.

resources from the RM and works with the NMs to execute and monitor the applica-
tion’s tasks. Our scheduling algorithms are implemented in the AM to calculate r at

time 7.

4.5.1 Implementing SRQuant

At 7., AM estimates the execution time of each task. The estimation strategy
of Hadoop assumes a task starts running right after it is launched, and asserts that
the task execution time equals 7.y dividing by the progress score (y;). However,
according to our observations, this is not strictly true, especially in environments
with high resource contention wherein JVM startup time is significant and cannot
be ignored. We consider the task execution time is the sum of the amount of time
used for launching the JVM (%;,,,,) and the amount of time used for processing data.
At Tst, tjum is known, and the amount of time for processing data is estimated by
(Test = tjom) /@5

Considering that a task sends its progress score to the AM every 3 seconds, a
task reports the number of bytes processed along with its progress score to the AM
at time 7. — 0, where ¢§ is a user-selectable parameter with a default value of 3

seconds. The AM then estimates the execution time of each task. If the estimated
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execution time is no more than D, no extra attempt will be launched, as shown in
Figure 4.4a. Otherwise, the original attempt is killed after processing b bytes, where b
is the number of bytes processed during the amount of time required to launch the
JVM. r 4+ 1 attempts will be launched, and these attempts start to process data from
byte offset b, as shown in Figure 4.4b.

4.5.2 Implementing LASER

As mentioned earlier, LASER uses two DNNs: one for estimating the (remaining)
task execution time, and one for estimating the job execution time and the machine
running time. In following, we describe details from three steps, i.e., features collected,

pre-processing, and combining DNNs with Hadoop.

4.5.2.1 Features Collected

To collect features for training the DNN used for estimating the task execution
time, we run 2000 jobs, and collect 10 features of each task at 7.y. The features
collected are shown in Table 4.2.

To estimate the job execution time and machine running time, we run Speculative-
Resume with different r values, and collect the 10 features of each task at 7.4 (shown
in Table 4.2). Also, we need three more features, i.e., 74y, D, and ¢;, where ¢;

represents the job progress score.

4.5.2.2  Preprocessing

If the task has not started to process data at 7.y, features: @;, recread, T€Curite,
Byteread; BYtewrite, tepus tge, are all zeros. In order to avoid NaNs in weights and bias
and let imputed values close to 0, we generate random numbers uniformly between 0

and 1 to replace the zeros.

4.5.2.83 Combining DNNs with Hadoop

After training the DNNs, we add DNNs with values for weights and biases, the

parameters of the parametric ReLU functions from training, into the AM. As in
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Table 4.2: Features directly collected from Hadoop jobs.

Feature | Description

location | Location host

tasklD Identifier of task

©; Task progress score
T€Cread Amount of records read
T€Cyurite Amount of records written

Byte,eqq | Amount of bytes read from HDFS

Byterite | Amount of bytes written to HDFS

tepu Amount of CPU consumed time

tiom Amount of time for launching JVM

tge Amount of time for garbage collection

Test The time of estimating the task execution time

SRQuant, a task reports the number of bytes processed along with its progress score to
AM at time 7., — 0. Different from SRQuant, LASER computes the r and estimates
the execution time of each task using DNNs. If the task execution time is larger than
D, the original attempt is killed after processing b bytes. Extra r 4+ 1 attempts will be

launched, and these start to process data from byte offset b.

4.6 Experiment Results

4.6.1 Setup

We prototype the SRQuant and LASER on a cloud testbed consisting of 80 nodes.
Each node has 8 vCPUs and 2GB memory. The physical servers are connected to a
Gigabit Ethernet switch and the link bandwidth is 1Gbps. We evaluate two strategies
by using Map phases of the classic benchmark WordCount with a 1.2GB workload
for WordCount from Wikipedia. To emulate a realistic cloud infrastructure with
resource contentions, background applications are run in the host OS of the physical

servers; these execute computation tasks at random times and inject background noise.
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Figure 4.5: Comparing DNN with the Random Forest regression algorithm.

We observe that the task execution time measured on our testbed follows a Pareto

distribution with an exponent 5 = 1.7 < 2.

4.6.2 Tune the DNNs

In this subsection, we show the results of tuning DNNs by changing the number of
hidden layers, and present the results of comparing DNNs with a classic regression
algorithm called Random Forests (RF) [17]. RF constructs a number of decisions
trees, with each tree being a weak learner. The final output is the average prediction
over all trees. The loss function of DNNs is the least absolute deviations. Table 4.1
shows the statistics when employing different numbers of hidden layers for DNNs. The
test loss is the absolute difference between the estimated value and the true value.
Based on results, the mean of test losses of the task execution time decreases as the
number of hidden layers increases, and the means of tests losses of the job execution
time and machine running time increase as the number of hidden layers increases.
Also, the table shows that the lowest mean of test losses is achieved when the number
of hidden layers are 5, 1, and 1 for the task execution time, the job execution time,
and the machine running time estimations, respectively. For the task execution time
estimation, as the number of hidden layers changes from 3 to 5, the elapsed time per

iteration increases by 50%, and the estimation accuracy increases only by 1%. So,
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in the following experiments, we employ 3 hidden layers for the task execution time,
and one hidden layer each for the job execution time and the machine running time
estimations, respectively.

Figure 4.5 shows the comparisons between the DNN and the Random Forests
regression algorithm. For RF, we set the number of trees in the forest to be 1000, and
the criterion of regression to be the mean squared error. The results show that the
DNN outperforms RF by 42%, 52%, and 44% for the task execution time, the job

execution time, and the machine running time estimations, respectively.

4.6.3 Comparison of Different Strategies

In following, we compare Hadoop without Speculation (Hadoop-NS), Hadoop with
Speculation (Hadoop-S), SRQuant, and LASER with respect to PoCD, cost and total
utility. We execute 100 MapReduce jobs on our testbed with each job consisting of 10
tasks. The PoCD is measured by calculating the percentage of jobs completed before
their deadlines, and the cost by the average job running time (i.e., VM time required),
assuming a fixed price per unit VM time that is obtained by Amazon EC2 average
spot price (C). In all experiments, we set 6-C' = 0.0001.

Figure 4.6a and Figure 4.6b show the effect of changing deadlines on PoCD and
cost, respectively. We set 7. = 120, 7y = 200, and R,,;, = 0.1. As deadline
increases, more jobs can finish before the deadline, and thus PoCDs increase. Also,
as deadline increases, the cost of Hadoop-NS and Hadoop-S remain the same, since
those strategies are deadline oblivious, in the sense that they are not adaptive to jobs
with different deadlines. Our results show that the two strategies considered in this
paper have higher PoCD compared with Hadoop-NS and Hadoop-S. In terms of PoCD,
LASER can outperform Hadoop-NS and Hadoop-S by up to 40% and 7%, respectively.
In terms of cost, LASER can outperform Hadoop-S and SRQuant by up to 18% and
13%, respectively. The cost saving of LASER, relative to SRQuant, results from
launching fewer extra attempts. Figure 4.6¢ shows the impact of changing deadlines
on net utility. Our results show that our two strategies outperform Hadoop-NS and

Hadoop-S by up to 43%.
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Figure 4.8: The comparison between true values and estimated values.

Comparing Figure 4.6 and Figure 4.7 shows the effect of decreasing 7.4, T, and D
on PoCD and cost. To obtain Figure 4.7, we set 7.5 = 80, Txy = 160, and R,,;, = 0.1.
A comparison of Figure 4.6a with Figure 4.7a shows that SRQuant could achieve
higher PoCD by decreasing 7.s. Also, Figure 4.7a shows the PoCD of LASER is
lower than SRQuant’s. The reason is that the DNN estimation cares little about the
outliers, which are the values that are far away from the average, and those outliers are
important for highly deadline-critical jobs to meet desired deadlines. Figure 4.8 uses
data from the test set. The test set is a set of data used to assess the strength of the
prediction. Figure 4.8 shows that when the true value is around the mean (249), the
difference between the estimated value and the true value is small. As the difference
between the mean and the true value increases, the DNN estimation becomes more
inaccurate. In terms of PoCD, SRQuant outperforms Hadoop-NS, Hadoop-S, and
LASER by up to 89%, 31%, and 30%, respectively. In terms of cost, SRQuant and
LASER can outperform Hadoop-NS by up to 13%. Figure 4.7¢ shows SRQuant has
the largest utility, and it outperforms other strategies by up to 50%.

Remark. Compared to the DNN-based method (LASER), the model-based optimization
method (SRQuant) can achieve better performance in mitigating stragglers. This is
because DNN is not able to accurately estimate the execution time of a straggler, and

the predicted r is smaller than needed. However, LASER is better than Hadoop-NS
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and Hadoop-S, in terms of PoCD and Cost, and it can be easily adapted to various
cluster environments. LASER does involve training overhead, but such overhead can

be mitigated by training with history logs before the application is submitted.

4.7 Conclusion

In this paper, we consider a Speculative-Resume strategy for mitigating stragglers
and meeting application deadlines in a MapReduce framework. Two distinct strate-
gies, SRQuant and LASER, are proposed to identify stragglers and to optimize the
Speculative-Resume strategy. While SRQuant relies on a model-based optimization
approach to find optimal operating parameters, LASER provides an refreshing per-
spective by making use of Deep Learning algorithms for strategy optimization. The
two strategies are implemented on Hadoop MapReduce and compared side-by-side
in a number of experiments on an 80-node cloud testbed. Our experiment results
validate the effectiveness of both strategies in meeting application deadlines in a
cost-effective fashion. The results show that our two strategies outperform Hadoop
without speculation (Hadoop-NS) and with speculation (Hadoop-S) by up to 89% in
PoCD and 13% in cost.
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Chapter 5 Scheduling Machine Learning Jobs Using Reinforcement

Learning and Bayesian Optimization

In this chapter, we study a machine learning (ML) job scheduling problem. A
ML job launches multiple tasks, and these tasks start and finish at the same time.
We present a novel framework that combines Reinforcement Learning and Bayesian

Optimization.

5.1 Related Work

Distributed machine learning (D-ML) frameworks, e.g., TensorFlow [3] and
MXNet [23], have been deployed in many leading IT companies. [60] introduces param-
eter servers to D-ML framework, and parameter servers are deployed in TensorFlow
and MXNet.

Scheduling policies are designed for ML cluster management. Dorm [100] partitions
an ML cluster, and runs one application per partition. Also, Dorm dynamically resizes
each partition at runtime for resource efficiency and fairness based on proposed mixed
integer linear program (MILP). Rayon [26] allows users to reserve access to cluster
resources and use MILP to figure out the amount of cluster resources for each user.
Apollo [15] performs estimation-based scheduling to minimize task completion time.

Bayesian optimization (BO) is a widely used framework to solve optimization
problems. [84] shows BO outperforms other state of art global optimization algorithms.
[99] uses BO to tune learning parameters and model hyperparameters of ML algorithms.
In [8], BO is used to pick the right cloud configuration for recurring big data analytics
job running in clouds.

Reinforcement Learning (RL) has an agent interacting with the environment, and
the agent learns an optimal policy by trial and error. RL has been widely used in social
science and engineering [101]. RL integrates neural networks, e.g., deep reinforcement
learning (D-RL), to solve real-world problems. [83, 98] demonstrate that D-RL can

achieve human brain comparable performance on real-world problems.
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Figure 5.1: An example of BO’s working process [8].

5.2 Background

Bayesian optimization (BO) is a widely used framework to solve an optimization

problem such as

min f (),

where structure/concavity of objective function f(z) is unknown but can be observed
through evaluations. Also, BO aims to minimize the number of evaluations to save
optimization cost/time. So, BO is a suitable framework to solve our problem.

Figure 5.1 shows an example of running BO on a 1D problem. The blue area is
a confidence interval is an area that the objective function is with 95% probability
passing through. The optimization starts with two points, i.e., 1 and Z5. At each
iteration, BO decides that the next point is sampled at the argmax of a pre-defined
acquisition function. As shown in Fig. 5.1, Z3 and %4 are samples where the acquisition
function can achieve the maximum value.

BO consists of two essential components, i.e., a statistical model for modeling
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the objective function, and an acquisition function for deciding the next point to
sample. First, BO evaluates the objective function based on randomly chosen points.
Then, BO iteratively uses all available data to update posterior probability on the
objective function, use current posterior probability to compute acquisition function,
and argmax the acquisition function to find the next point at which to evaluate the

objective function. The pseudocode is shown in Alg. 10.

Algorithm 10 Bayesian Optimization Algorithm

1: Use a statistical model to model the objective function f

2: while Stopping condition is not satisfied do

3:  Update the posterior probability distribution

4:  Calculate the acquisition function using posterior distribution
5:  Argmax the acquisition function to locate next point

6:  Evaluate f with sample point

7. Update dataset

8: end while

A reinforcement learning (RL) problem is formalized as a discrete time stochastic
control process where an agent interacts with its environment. At each time ¢, the
agent receives a state s; and selects an action a; from an action space A, following a
policy m(as|s;). The agent receives a scalar reward r;, transitions to the next state
si+1 and obtains an observation of environment w;,;. The goal of RL is to collect
more rewards. Q-Learning is one of the most important RL techniques. Q-Learning
uses Bellman Equation to calculate g-values, and chooses an action based on g-values.
Deep Q-Learning uses the power of deep learning, and uses neural networks to predict
the g-values. Also, Deep Q-Learning uses loss function and backpropagats losses to

adjust the weights of neutral network.

5.3 System Model and Scheduling Algorithm

Consider J machine learning (ML) jobs are submitted to a datacenter consisting

of M machines. Machine m contains C,, CPU cores, F,, GB memory and G,, GPUs.

87



Action 0 J Schedule no job. 1

y

— 1l Step:l L 51105 Y LolWStepd Ll Step-2 ...
¢ [ Start with initial elect and run a Step-5 Find start time
jobs’ scheduling new scheduling of the next job.
orders. order. Output the best

Action 1+
_»:

: N (Is stopping
i | Update model. condition
\ satisfied?

o -S-téﬁ:z- --------- T S t-e-;?-z-l -,- o - ---------------- Calculate reward
Bayesian Optimization and state.
t=t+A

scheduling
order.

)

A
Y
O
QO
=2

Figure 5.2: The workflow of our ML-based scheduling algorithm.

Job j is associated with a deadline D; and consists of IV; tasks. Task ¢ of job j needs
C;+ CPU cores, Ej; GB memory and G,; GPUs. Tasks of a job are launched and
complete at the same time.

Figure 5.2 shows the workflow of our ML-based scheduling algorithm (MLS). MLS
schedules jobs in a time-slotted manner. At the beginning of each time slot, MLS
employs DQN to determine if jobs should be scheduled, and schedules jobs one by one
based on scheduling order from BO. In the following, we give details of our proposed
MLS.

At the beginning of each time slot, MLS inputs states of waiting jobs and states of
machines to DQN. The state of a waiting job includes the number of tasks, resource
requirements of tasks, and job’s execution time. The state of a machine includes
resource usage and resource release time. If the output (action) of DQN is 0, no job is
scheduled in current time slot. Otherwise, jobs are scheduled one by one based on
scheduling order from BO.

BO determines jobs’ scheduling order. BO first runs the simulator with a few
random jobs’ scheduling orders (e.g., five) to build a statistical model of the objective
function. Then, BO uses acquisition function (EI) to get a new scheduling order, and
runs the simulator with the new scheduling order. If the stopping condition is satisfied
(e.g., BO running time is no more than 1 sec), BO outputs the best scheduling order.

Otherwise, BO updates the model with the new scheduling order and simulator’s
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Figure 5.3: Minimization of total job waiting time. (a) Training performance of ML-

based algorithm. (b) Comparison results between First-Fit and ML-based algorithms.

output.

Based on the scheduling order from BO, MLS schedules jobs one by one. MLS
calculates the start time of a job based on resource available time of machines. If the
job’s start time is smaller than ¢ + §, MLS assigns resources to the job and launches
the job. Otherwise, MLS terminates the current scheduling cycle, and calculates the

reward based on optimization objective (e.g., negative of number of jobs that missed

deadlines).

5.4 Evaluation

In this section, we evaluate our proposed algorithm. We create two classes of jobs:
elephant and mouse jobs. Mouse jobs have fewer number of tasks and smaller job
duration. For mouse jobs, the number of tasks is randomly chosen between 1 and 10,
and the job duration is randomly chosen between 1 and 100 sec. For elephant jobs,
the number of tasks is randomly chosen between 10 and 50, and the job duration is
randomly chosen between 100 and 1000 sec. Elephant and mouse jobs form 10% and
90% of the total 100 jobs, respectively. A running task utilizes all the resources of a
machine. Jobs are submitted to a cluster that consists of 100 homogeneous machines.

The arrival time of a job is uniformly generated between 0 and 200sec. We compare
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MLS with First-Fit algorithm, which schedules jobs based on their arrival order.

We first use MSL to minimize the sum of the waiting times of all jobs, where
waiting time of a job is defined as the time when the job is scheduled to run minus
the arrival time of the job. Also, we set a global deadline (2000 sec) for all jobs. The
completion time of any job should not exceed the global deadline. Figure 5.3a shows
total job waiting time in each training iteration. Results show that after 7 iterations,
machine-learning based algorithm converges. Figure 5.3b shows comparison results
between MLS and First-Fit. Results show that MLS outperforms First-Fit by 36% in
terms of total job waiting time.

Next, we use MSL to minimize the number of jobs that missed deadlines. The
deadline of a job equals the sum of its duration and tolerable latency. The tolerable
latency of an elephant job and a mouse job is uniformly generated between 1 sec and
60 sec and between 60 sec and 600 sec, respectively. Figure 5.4 shows comparison
results between ML-based algorithm with First-Fit in terms of number of jobs that
missed deadlines. Results show that MLS outperforms First-Fit by 57%.

Comparing with First-Fit algorithm, MLS delays elephant jobs scheduling and
schedules mouse jobs first to improve resource utilization. Also, when an elephant job
is about to miss its deadline, MLS stops scheduling mouse jobs to save resources for

the elephant job.
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5.5 Conclusion

In this work, we present a novel framework (MSL) for scheduling machine learning
jobs. MSL schedules jobs in time-slotted manner. In each time slot, MLS employs
Reinforcement Learning to determine if jobs should be scheduled, and schedules jobs
one by one based on scheduling order from Bayesian Optimization. Simulation results
show that MLS outperforms First-Fit by 36% and by 57% in terms of total job waiting

time and number of jobs missed deadlines, respectively.
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Chapter 6 Conclusions and Future Directions

6.1 Conclusions

This dissertation investigated several problems of scheduling jobs and tasks to
meet deadlines. The research objective was to find the optimal scheduling order and
increase resource utilization efficiency under various constraints.

In Chapter 2, we studied the cloud right-sizing with execution deadlines and
data locality constraints. We proposed a novel framework CRED to jointly optimize
data placement and task scheduling in data centers with the aim of minimizing the
number of nodes needed while meeting users’ SLA requirements. We formulated
CRED as an integer optimization problem and presented a heuristic algorithm with
provable performance guarantees to solve the problem. We also extended our work
to obtain a resilient solution, which allows successful recovery at run time from any
single node failure and is guaranteed to meet both deadline and locality constraints.
The simulation results showed that our proposed algorithms outperformed First-Fit
algorithm in terms of number of nodes needed and resource utilization.

In Chapter 3 and Chapter 4, we studied the straggler problem in cloud environ-
ments. We first presented Chronos, a quantitative framework that optimizes the
speculative execution for offering guaranteed SLAs to meet application deadlines. We
brought several speculative scheduling strategies together under a unifying optimiza-
tion framework, called Chronos, which defines a new metric, Probability of Completion
before Deadlines (PoCD), to measure the probability that MapReduce jobs meet their
desired deadlines. We systematically analyzed PoCD for popular strategies including
Clone, Speculative-Restart, and Speculative-Resume, and quantify their PoCD in
closed-form. The result illuminated an important tradeoff between PoCD and the
cost of speculative execution, measured by the total (virtual) machine time required
under different strategies. We proposed an optimization problem to jointly optimize
PoCD and execution cost, and develop an algorithmic solution that is guaranteed to

be optimal. The simulation results showed that our proposed algorithms outperformed

92



default Hadoop and Mantri in terms of PoCD and cost. Then, we presented LASER,
a deep learning approach for speculative execution and replication of deadline-critical
jobs. We compared LASER with SRQuant, a speculative-resume strategy that is
based on quantitative analysis. Results showed that LASER outperforms SRQuant
when jobs are with large deadlines.

In Chapter 5, we studied machine learning job scheduling problem. We presented a
novel framework, which combined Reinforcement Learning with Bayesian Optimization.
The advantage of our framework is that it can be used to solve different optimization
problems with small change. Simulation results show that comparing with First-Fit
algorithm, our framework saves total job waiting time and decrease the number of

jobs missed deadlines.

6.2 Future Directions

Jobs that have a complex dependency structure are increasingly popular in data-
parallel cloud environments. The dependencies of jobs can be referred to a directed
acyclic graph (DAG), where each vertex represents a task/job and each edge represents
the dependency between tasks/jobs. Efficiently scheduling DAG jobs is a hard problem,
especially under deadline constraint.

Large data centers need to deal with millions of jobs, which vary significantly in
size, latency sensitivity, and deadline requirement. Scheduling algorithm sorts jobs’
scheduling order, given data center architecture is fixed. Data center architecture
configuration algorithm allocates high bandwidth links to large-sized jobs to reduce
the number of jobs missed deadlines, given scheduling algorithm is fixed, (e.g., FIFO).

Combination design of job scheduling and data center architecture configuration largely

improve system performance.
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