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Abstract

A Differentially Private Diffusion Model-based Anomaly Detection
System

Although Fraud detection has significantly improved in recent years,
many current models do not prioritize user privacy. As a result, the se-
curity of sensitive financial information remains at risk. In response to
these limitations, this study introduces a differentially private diffusion
model (DPDM) designed for strong classification accuracy and protecting
user privacy in large transactional datasets. Our differentially private dif-
fusion model is trained on nonfraudulent transactions with formal differ-
ential privacy guarantees. After training, fraudulent transactions are iden-
tified using a threshold calculated from the mean and standard deviation of
the reconstruction errors. This threshold allows for dynamic adjustments
based on the data distribution. The DPDM is benchmarked directly against
a standard diffusion model. Additionally, the DPDM is benchmarked indi-
rectly against extreme gradient boosting and support vector machine classi-
fiers. The results of the DPDM for anomaly detection demonstrate remark-
able performance: 99.98% accuracy, 99.67% recall, a 99.84% F1-score, a
99.93% area under the receiver operating characteristic curve (AUROC),
a 0.0033 false negative rate, and a 0.0000 false positive rate. In addition
to this, the model’s privacy leakage is assessed through membership in-
ference attacks (MIA) under formal differential privacy, using a nonprivate
diffusion model as the baseline. The MIA is performed on the DPDM, which
has been trained with a privacy budget of e = 0:105. As a result, the DPDM
demonstrates strong privacy guarantees with MIA AUC scores near 0.5.

Although the DPDM demonstrates robust privacy protection at lower pri-
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vacy budgets, its effectiveness decreases as the privacy budget increases.
Unlike a probabilistic classifier, our DPDM utilizes a distribution aware
thresholding mechanism, therefore, consistently demonstrating high per-
formance even under substantial levels of differential privacy noise. The
proposed model performs robustly while mitigating privacy risks. Thus,
the proposed model sets the foundation for fraud detection in privacy sen-

sitive domains.
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Chapter 1: Introduction

1.1 Background

Fraud detection has significantly evolved, moving from initially relying on
predefined rules manually applied to historical data to identify anomalies.
These predefined rules were based on various attributes, including location
and the transaction frequency and amounts, to identify suspicious activities
(Fraudio, 2023). With the rise of digital banking in recent years, scammers
have continually evolved their tactics to identify vulnerabilities in online
systems. As a result, this problem has led to more complex fraud detection
systems that incorporate various tools and techniques, including machine
learning and artificial intelligence (Mehta, 2024). In this digital world,
as more consumers are used to digital banking and online transactions,
the processing of sensitive personal and financial data has also increased,
making it a target for cybercriminals. In response, financial institutions
are required to comply with regulations (Shahwar, 2023), which protect
consumers’ privacy and secure their data (Federal Trade Commission, 2017).
However, in spite of these regulatory compliances, the challenges of the
current models often arise in financial transaction datasets. These datasets
are often large and computationally intensive, and they require substantial
memory. These datasets often display a highly imbalanced class distribution,
where nonfraudulent transactions outnumber fraudulent ones (Khalid et al.,
2024). In response to concerns about data privacy, there has been research
on investigating models that effectively detect anomalies and minimize the
risk of exposing sensitive information. In this context, studies have been

shown that known privacy attacks, such as membership inference attacks,



can exploit even anonymized data through model output (Shokri et al.,
2017). This issue emphasizes the critical need for fraud detection systems
that incorporate privacy-preserving measures and maintain high predictive

accuracy.

1.2 Research Motivation

Technological advancements have significantly improved convenience (Lu,
2020), yet have raised substantial privacy concerns. As a result, reports of
data breaches involving institutions that handle large quantities of personal
information are frequent. These institutions are entrusted with safeguarding
private data. However, many consumers fall victim to data breaches. As
a result, consumers face considerable risks including identity theft and
financial fraud, with long-term consequences (upipayhub.com, 2024). In
the finance sector, data breaches pose substantial threats to financial
institutions. As such, these issues result in "financial fraud, damage to
reputation, and potential regulatory noncompliance (Wang et al., 2024).
Therefore, ensuring data privacy and security has become more critical

than ever.

1.3 Problem Statement

Credit card fraud is becoming a growing problem driven by sophisticated
adversarial technologies and the increasing credit card transactions (Cherif
et al., 2023) resulting in $246 million of losses for consumers and businesses
(Federal Trade Commission, 2024)

In digital economy, Credit card payments are commonly used for online

shopping for goods. Digital payment systems are used for transaction



services. Even if digital payment methods are convenient, they also pose
a threat to personal information. Using advanced technology, scammers
have continually refined their tactics to steal personal information. These
scammers take advantage of stolen information to open new accounts in
the victim’s name. Additionally, with stolen credit card information, online
purchases can be made without a physical card. As a result, financial
institutions bear the costs of reimbursing customers who become victims of
fraud. Consumers who experience fraud face immediate financial losses
and may encounter long-term challenges in obtaining loans or mortgages
because of the damage done to their credit scores. Although fraud detection
systems are becoming increasingly sophisticated, most existing models do
not protect user data during training or inference processes. Therefore,
there is an increasing demand for methods that balance model utility with

a guarantee of privacy.

1.4 Thesis Statement

A di Cergntially Private Di [usion Model-Based Anomaly Detection System
will identify and detect anomalies in financial transactions preventing fraud
and irregularities.

The purpose of this research is to design and evaluate a differentially
private diffusion model-based anomaly detection system: 1. capable of
identifying irregularities in financial transactions; 2. maintaining the confi-
dentiality of user data. By integrating differential privacy into the architec-
ture of a diffusion model, the system aims to preserve user privacy without

compromising fraud-detection accuracy.



1.5 Research Objectives

Classical models have been widely used in the field of anomaly detection.
This study is to develop an advanced anomaly detection system that outper-
forms traditional machine learning models. The proposed system applies
the diffusion model to enhance accuracy in anomaly detection in large-scale
financial transaction data. Further, by integrating differential privacy, the
proposed system enhances data security by preserving the confidentiality

of individual transactions and safeguarding sensitive financial information

1.6 Research Questions and Hypotheses

The performance of these models is systematically evaluated against
established machine learning techniques: non-private diffusion models
(DM), support vector machines (SVMs), and extreme gradient boosting ma-
chine (XGBoost), using benchmark financial datasets. Formulated Research
questions and testing hypotheses are defined below.

R@1: Can Differentially Private Diffusion model-based predictive anomaly
system accurately detect fraudulent financial transactions?

R@2: Can Differentially Private Diffusion Model for financial institutions
outperform DM, SVM and XGBoost in detecting new and evolving fraud
patterns in financial transaction?

R@3: Can Differentially Private Diffusion Model outperform DMs in
privacy preservation of sensitive financial transaction data?

H1: A Differentially Private Diffusion model-based predictive anomaly
system can accurately detect fraudulent financial transactions.

H2: Differentially Private diffusion models for financial institutions can

outperform DMs, SVMs and XGBoost in detecting new and evolving fraud



patterns in financial transactions.
H3: Differentially Private Diffusion Model can outperform DMs, LR,

XGBoost in privacy preservation of sensitive financial transaction data.

1.7 Scope of Research

The scope of this research is to develop a Differentially Private Diffusion
Model-Based Anomaly Detection System for financial transactions. The
proposed system detects fraudulent activities in financial transactions by
identifying deviations from normal patterns using Diffusion Models. In
addition, the system protects sensitive user information using integrated
differential privacy. The study depends on publicly available or synthetically
generated datasets because actual financial transaction data are often
subject to legal and institutional privacy regulations. As a result, the
findings are based on the simulation-based analysis and may need to be

adapted before implementation in real-world banking systems.

1.8 Research Limitations

The first limitation of the research is that there is a limited amount of
credit card datasets available in the public domain. Credit cards transaction
datasets are required for the development and evaluation of robust anomaly
detection models. Secondly, Training Differentially Private Diffusion Models
is computationally intensive, requiring substantial resources and specialized
hardware. Lastly, the differentially private diffusion model is still in its early
stages of development. These models lack readily available tools for model
development. This problem requires customized development to construct

experimental setups from scratch.



1.9 Organization

This paper is organized into five chapters. Chapter 1 introduces the
background, research motivation, problem statement, Thesis statement,
research objectives, research questions, hypotheses, scope of research, and
research limitations. Chapter 2 presents a literature review on anomaly
detection, financial fraud detection techniques, and diffusion models. This
chapter also examines classical machine learning models, including SVM
and XGBoost, for their strengths and limitations. Chapter 3 presents the
research methods, starting from data collection and data preprocessing,
to feature selection, synthetic data creation, model architecture, training
procedures, and the implementation of differential privacy in the diffusion
model. Chapter 4 presents the experimental results of implementing and
evaluating the system, including performance comparisons across models,
assessing privacy preservation and predictive accuracy, and interpretation
of the findings. This chapter also outlines the comparative framework for
evaluating the model against baseline (DM, SVM, and XGBoost). Finally,
Chapter 5 presents a summary of the research, the primary contributions,

and recommendations for future research.



Chapter 2:  Literature Review

2.1 Introduction

Anomaly detection has become an important aspect of data analysis.
This importance spans many industries in which the timely identi cation
of anomalies helps reducing risks (IBM, 2023). As the volume and variety
of datasets continue to grow, anomaly detection has become necessary for
real world problems (Chalapathy & Chawla, 2019). Over the years, diverse
techniques including those based on statistical analysis, clustering, and
neural network-based and hybrid frameworks, have been re ned to identify
anomalous behavior. These e orts re ect a trend toward improving the
interpretability, robustness, and adaptability of anomaly detection methods
in response to increasing complex real world data (Palakurti, 2024). This
chapter is structured into three categories: traditional approaches, machine
learning, and deep learning approaches (Dilshan & Mirzayev, 2024), which

include autoencoders and di usion models.

2.2 Theoretical Background

Anomaly detection is based on machine learning and statistical analy-
sis to identify data points that deviate from expected patterns. Statistical
methods are the foundation of anomaly detection (Biddle, 2024), utilizing
measures to evaluate the likelihood that data points are anomalous. A
statistical method such as z-scores measures how far a data point deviates
from the mean to identify outliers. This method assumes that the probabilis-

tic structures are Gaussian or Poisson distributions (Singh, 2019). Recent



developments have expanded the range of techniques available for anomaly
detection in the absence of labeled data. Unsupervised learning techniques
(e.g, AEs) have frequently been applied to imbalanced large datasets to
identify anomalous observations by calculating the errors between the input
data and their reconstructions (An & Cho, 2015). Clustering methods are
used to detect outliers by measuring deviations from the cluster centroids
(Muniyandi et al., 2012). Also, integrated frameworks (statistical methods
with algorithms) have increased in demand. These frameworks o er the
interpretability from statistical models with the exibility and scalability of

algorithms (Hao et al., 2021).

2.3 Review of Existing Methods

2.3.1 Traditional Approaches

Traditional methods of detection depended on rules that were set by
human expertise. These often re ect real world scenarios and fraudulent
patterns, such as threshold limits, outside timelines, or unusual locations
(Bagwe, 2024). Transactions are agged as fraudulent if they meet specic
criteria prede ned by these rules (DataVisor, 2025). As such, their simplicity
and transparency have made rule-based systems highly dominant in the
early stages of fraud detection (Huoh, 2017). These rule based systems face
challenges as scammers constantly change their tactics. The main challenge
is that systems cannot adapt to new patterns of fraudulent activity. These
rule based systems require ongoing manual updates to remain e ective
(Radial, 2023). These systems frequently generate a large number of false
positives (Daillac, 2024). These False alarms result in ine ciency, and

loosing customer trust and satisfaction. Lastly, the systems face challenges



with large-scale datasets since transaction volume and the complexity of
nancial systems increase. To address these challenges in rule based
systems, they were rede ned to adapt dynamically to changes in nancial

ecosystems. The nancial dataset often exhibits class imbalance. The
research employs undersampling of the majority class and oversampling of
the minority class to address the issue in class imbalance (Chandola et al.,
2015). This technique improves the quality of the training data and helps

models to make more accurate, reliable predictions.

2.3.2 Machine Learning Approaches

Machine learning has become important for anomaly detection in su-
pervised and unsupervised models. A supervised model learns patterns
from labeled datasets to identify anomalies. These models excel at detect-
ing known fraud patterns or anomalies with high accuracy by learning
from these examples. Unsupervised models are used to identify unknown
anomalies focusing on identifying structures or patterns in unlabeled data.
Unsupervised models are e ective in detecting anomalies in complex, un-
structured datasets. A major challenge in credit card fraud detection is the
highly imbalanced nature of the datasets. Legitimate samples outnumber
fraudulent ones. In particular, Models trained on these imbalanced data
tend to favor the majority class. This issue results in high overall accuracy
but poor performance in detecting fraudulent transactions. Many studies
have explored machine learning models using techniques to address class
imbalance, improving their e ectiveness in identifying fraudulent activity.
Recent research addressed the nancial fraud problem in credit card fraud
and nancial statement fraud using the random forest algorithm. To im-

prove model training, a hybrid method combining majority undersampling



and minority oversampling was used (S. Tanapanichkan et al., 2024). This
method achieves superior performance in the area under the curve (AUC)
compared to existing random forest implementations. Cohen et al. (2023)
discussed an augmentation method in unsupervised models to improve
anomaly detection in tabular data. This technique creates multiple aug-
mented test samples, therefore improving the performance of the model in
anomaly detection. Test samples are created utilizing k means clustering
and the SMOTE (Maulana & Saadah, 2024) with nearest neighbors algo-
rithm (Cohen et al., 2023). A hybrid model using both SVM and linear
regression was proposed by Dharma and Latha (2025). This hybrid model
incorporated the features of their algorithms. Large-scale nonlinear data
was handled using SVM. Interpretable results were handled by linear regres-
sion. The hybrid model improved fraud detection accuracy by combining
the characteristics from both models, and outperforms traditional models

(Dharma & Latha, 2025).

2.3.3 Deep Learning Approaches
2.3.3.1 Neural Networks

Deep learning techniques o er keys to the real-time needs of nancial
institutions. Traditional machine learning often has di culty in capturing
shifts in fraud patterns. Deep neural networks provided solutions to these
existing problems and improved model performance. There has been exten-
sive research to develop sophisticated models that analyze large, complex
transactional datasets and identify irregularities indicative of fraudulent
activity. To improve fraud detection in real time for nancial transactions,
Venkteshwar et al. (2024) trained a multilayer neural network model. Four

deep learning models were used to evaluate models' performance in real-time
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fraud detection: transformers, long short-term memory networks, recur-
rent neural networks, and convolutional neural networks. The transformer
demonstrated the best performance with its advanced attention mecha-
nisms. The model achieved 94 % accuracy, 92 % precision, 90 % recall, and
93 % area under the receiver operating characteristic curve (Venkteshwar
et al., 2024). In fraud detection, the CNN model achieved better perfor-
mance than other architectures: LSTM, Boltzmann Machine, Multilayer
Perceptron, and Deep Belief Network (Onyeoma et al., 2024). The study
utilized ShapEly to extract the attributes which are most in uential in the
model's prediction in fraud detection (Onyeoma et al., 2024). Finding the
best hyperparameters is an important task in deep learning models, and it
improves fraud detection performance. In this regard, the research utilized
optimization techniques, "random search" and "Bayesian optimization" to
nd the optimal set for the model performance. Three deep learning models,
AE, CNN, and LSTM, were evaluated. LSTM performed better than the other
two baseline models. The LSTM achieved an "accuracy of 99.2%, a detection

rate of 93.3%, and an AUC of 96.3%" (Sulaiman et al., 2024).

2.3.3.2 AutoEncoders

AE is an unsupervised technique, which learn from data by compress-
ing input samples into a latent representation during encoding, and then
reconstructs them back to their original form in decoding process. Utilizing
these capabilities of AEs, the research combined "autoencoder based noise
factor encoding” with SMOTE to tackle class imbalance in fraud detection
(Cakr & “irin, 2024). The AE is rst trained on the fraudulent data with
a noise factor during the encoding process, then merged with the original

dataset. This dataset is processed using SMOTE to generate a synthetic
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fraudulent dataset. This helps ensure a more balanced distribution between
nonfraudulent and fraudulent trans actions. The processed dataset is used
to train a random forest classi er to evaluate model performance (Cak r &
“irin, 2024).

Normally, traditional classi cation methods often require to rebalance
the dataset to address the class imbalance issue. By training an AE model
on nonfraudulent transaction data, the research reframes fraud detection as
an outlier detection problem. The AE learns to reconstruct the input while
minimizing reconstruction errors. The larger reconstruction errors, which
are greater than the de ned threshold, are marked as fraudulent (Mohana
et al., 2022). To ensure robustness, the classi cation model is trained using
the k fold cross validation. In this method, k 1 folds are used to train the
model, and the remaining fold (MDPI, 2025) is used for validation. The
performance for each fold is assessed using the AUC-ROC score (Mohana
et al., 2022). A Variational Autoencoder is an enhanced traditional AE by
adopting a probabilistic approach to learn latent representations. Alshameri
and Xia (2024) trained a VAE on normal data to learn the distribution of
nonfraudulent transaction. When transactions are fed to this trained model,
the reconstruction errors higher than those of normal data are marked as
anomalies. VAEs map data to a probability distribution in the latent space
rather than to a xed latent space. This method helps VAEs to reconstruct
the original input data accurately and generate new or similar samples
by sampling from the learned distribution. VAEs are suitable for anomaly
detection and generative modeling tasks because of this exibility (Alshameri

& Xia, 2024).
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2.3.3.3 Diusion Models

It appears that traditional anomaly detection methods generally perform
better than deep learning techniques in benchmark tests. However, as
data becomes increasingly available, they show limitations in handling
high-dimensional datasets. This changing landscape highlights the need
for e ective deep learning models to handle complex anomaly detection
(Livernoche et al., 2025). In response to this need, a class of generative
Al, Di usion models have been shown a suitability for anomaly detection
across many domains, such as cybersecurity, fraud detection, health care,
and manufacturing. It appears that these models provide solutions for
identifying anomalies in complex and high dimensional datasets (Liu et al.,
2025). This capability is based on the structure of DMs which consist of
forward and reverse processes. The forward phase is the addition of noise
to the data, incrementally disrupting its original form. The reverse phase
involves a reconstruction of the original data by removing the predicted
noise by the trained network. This ability allows di usion models to generate

synthetic samples and to be used for anomaly detection tasks.

2.3.3.4 Diusion Model: Industrial Quality Assurance

Quality assurance strives to meet customer speci cations and industry
standards in manufacturing processes (Zipfel et al., 2023). Quality inspec-
tion has relied on manual work and evaluation to identify defective items
that do not meet the standard. These manual involvements are error-prone,
involve labor- intensive work, and are time-consuming. These industrial
quality assurance systems can benet from the strength of the di usion

model for anomaly detection. ldentifying the defectives and locating the
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speci c region are important in industrial quality inspection. Sheng et al.
(2024) utilized "anomaly detection and localization" techniques in surface
images. These techniques identify defects and also specify the speci ¢ areas
in an image where abnormalities are present. The di usion model is trained
on samples without anomalies. The model is used to reconstruct original
images during reconstruction. The model controls the direct replication
of anomalies during reconstruction by incorporating a noise embedding

(Sheng et al., 2024).

2.3.3.5 Tabular Data Complexity

Tabular data is widely used in diverse elds in "health care, nance,
recommendation systems, and network security” (Qiu & Liu, 2023). Un-
structured data "Homogeneous data such as image, pixels, audio waveforms,
or text tokens" consists of uniform structural properties. Tabular data pose
challenges because of their "heterogeneity” (Micci-Barreca, 2001). In this
context, challenges arise because the data include categorical and numerical
variables, which require proper transformation for modeling (Micci-Barreca,
2001). A widely used dataset, a tabular dataset is made of rows and columns.
Each row corresponds to a single sample, and each column corresponds to a
feature. Categorical features can be "categorized based on their cardinality,
the number of unique values they contain”. "Features with many unique

values are classi ed as high cardinality” (Sangani, 2021).

2.3.3.6 Encoding Methods for Categorical Features

To prepare data for models, Categorical data requires encoding methods
such as "One-hot, Label, and Binary encoding" to make them suitable

for machine learning algorithms. Working with structured datasets, One-

14



hot encoding is an e ective method, but it can consume a lot of memory
when used with many unique categories (Brownlee, 2020). Following on
One-hot encoding, Label encoding maps a categorical value to an integer
and keeps the original dimensionality. Binary encoding improves label
coding by altering integers into binary format (Qiu & Liu, 2023). Therefore,
transforming categorical data with proper encoding is critical for machine
learning models to learn e ectively from structured datasets.

Recent research employs denoising di usion probabilistic models (Linnk
Al, 2025) for creating tabular synthetic data, and shows their e ectiveness
in handling mixed data types (Kotelnikov et al., 2023). The research utilizes
one-hot encoding and Gaussian quantile transformation for categorical
and numerical feature transformations, respectively. The trained model
performed better than traditional generative models, such as generative
adversarial networks and VAES, in generating synthetic data (Kotelnikov
et al., 2023). Extending this line of work, Sattarov et al. (2023) also ad-
dressed the handling of mixed data types for the di usion model in tabular
data. The preprocessing includes normalizing numerical attributes and
encoding categorical attributes into embeddings. During the embedding
assembly, the processed data are combined and integrated with time and
label embeddings (Sattarov et al., 2023). DDPMs employ a reverse Marko-
vian di usion process, which requires many iterative reverse di usion steps
to produce synthetic data. This process is computationally expensive. Song
et al. (2022) introduced the denoising di usion implicit model, which is a
modi cation of DDPMs. The training process remains the same as DDPMs,
but their generative process is deterministic. The denoising di usion im-
plicit model speeds up sample generation using nonMarkovian di usion

processes. Recent study introduced a di usion-based anomaly detection
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model that estimates di usion timestep. The model is trained to predict the
di usion time distribution. The study found that the di usion time step
of noisy inputs follows an inverse gamma distribution (Livernoche et al.,

2025).

2.3.3.7 Diusion Models in Healthcare

The healthcare industry has adopted DDPMs for their ability to generate
high quality synthetic data. This includes "magnetic resonance imaging
scans, X-rays, and histopathological images" (Muller-Franzes et al., 2022).
In recent years, the sharing of real patient data has been restricted by
the data protection regulations. This regulation has led to an increase in
synthetic data generation, which helps to bridge the gap in actual datasets.
Di usion model o ers excellent mode coverage compared to GANSs, which
allows them to generate more complex real world medical data with accuracy
(Damudi & Kini, 2024). Extending this capability of di usion models, the
research introduced simplex noise for image corruption in anomaly detection
on magnetic resonance image scans (Wyatt et al., 2022). Simplex noise
allows for better control over the frequency distribution, which improves the
denoising process. The forward process corrupts the image for time steps,
and then denoises it to generate the predicted image. The research utilized
a naive threshold which was used to ag reconstruction errors greater than

0.5 as anomalies (Wyatt et al., 2022).

2.4 Summary and Conclusion

This chapter provides an overview of anomaly detection methods, in-
cluding traditional approaches, machine learning techniques, and deep

learning models. Classical methods provide interpretability with precision,
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yet these methods have di culty scaling high-dimensional and complex
datasets. Building on recent advances, Machine learning, deep learning,
and generative models have shown great improvements in anomaly detection
across industries. Yet, challenges such as computational e ciency and
real-time detection continue in these elds. As a next step, hybrid solutions
which integrate statistical methods with machine learning are arising as

promising directions that balance transparency and accuracy.
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Chapter 3:  Methodology

3.1 Introduction

Anomaly detection is crucial for reducing fraud before it causes harm
(Fraud.com, 2024). Existing anomaly detection methods have advanced,
but often ignore preserving individual privacy. To address this limitation,
chapter 3 introduces a methodology that integrates di erential privacy
mechanisms with a di usion model and detects anomalous transactions.
The objective of this study is to balance detection accuracy and data privacy.
This task involves embedding formal privacy guarantees into a di usion
model. A performance of the model is evaluated using benchmark Credit
Card Transaction Datasets, and compared to non-private baseline models.
The method follows the pipeline illustrated in Figure 3.1, beginning with the

acquisition of raw data and ending in robust anomaly detection outcomes.

Figure 3.1: Model Predictive Pipeline
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3.2 Dataset and Structure

In this study, we utilize the Credit Card Transaction Dataset available
from Hugging Face. (Lee, 2023). This dataset is in a standard comma-
separated values (CSV) format. It can be parsed into a structured tabular
form suitable for use in data analysis and visualization. The next step in-
volves, we partitioned the dataset into training and testing sets, containing
1,852,394 records, with each row representing a single credit card trans-
action. This work focuses on the training dataset, comprising 1,296,675
transaction records with 7,506 fraudulent records. The dataset consists
of 24 columns and provides transaction activity from 2019 to 2020. Each
transaction contains transaction related information: timestamp, amount,
type, and geographic location. In addition to these transaction attributes,
the dataset includes columns about the cardholders, including their credit
card numbers, names, gender, addresses, occupations, and dates of birth.
The dataset contains columns that identify the merchant side: merchant
name or store, and geographic location. Finally, each transaction is agged
with a binary label indicating whether it is fraudulent or legitimate. Figure
3.2 presents the hourly distribution of fraudulent transactions. Fraud
counts uctuate throughout the day. There is a signi cant peak just before
midnight. These patterns emphasize the importance of time-based features

for downstream anomaly detection.
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Figure 3.2: Hourly Distribution of Fraudulent Transactions

3.3 Exploratory Data Analysis and Data Preprocessing

As the starting point for EDA, the distribution of each feature was visu-
alized using a histogram. These distributions show range, skewness, and
variability of each feature. The transaction date and time were divided into
multiple segments: year, month, day, hour, minute, and second. It appear
that these dates and times related to fraudulent activity help facilitate an
analysis of when fraudulent activity is most likely to occur. The cardholders'
ages were extracted from the date-of-birth attribute.

The amounts involved in fraudulent transactions were identi ed via
scatterplots. These plots helped identify the frequency and distribution
of the fraudulent transaction amount. The outliers were identi ed and
removed to enhance data quality. This scatterplot was used to investigate

the potential correlation between the transaction time and the amount. The
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transaction-type distribution related to the associated fraudulent counts
was examined using a pie chart. Additionally, merchant locations associated

with fraudulent transactions were visualized using scatter plots.

3.4 Feature Selection

As a starting point for the feature selection, This study utilizes the Pear-
son correlation coe cient to assess the linear relationships between pairs
of variables (Mukaka, 2012). These metrics helped identify and select the
most critical features in the dataset. Additionally, the correlation matrix
was applied to examine the pairwise relationships between features in the
dataset. This approach detects multicollinearity and redundant features.
We observed strong correlations between the features of merchant location
and zip code, as well as between the Unix timestamp and the formatted
transaction date-time elds. Finally, we applied Shapley Additive exPla-
nation (SHAP) to assess each feature's contribution to the model's nal
prediction (Flora & Handler, 2021). Table 3.1 summarizes the extracted

features and a brief description of each selected variable.
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Table 3.1: Extracted Features

Feature Description

merchant Identi er for the merchant where

the transaction occurred

category Transaction type (for example,

grocery or entertainment)

job Cardholder's occupation
amt Monetary value of the transaction
lat Latitude coordinate of the

transaction location

long Longitude coordinate of the

transaction location

citypop Population of the merchant's city,

where the transaction occurred

transactionday Day of the week when the

transaction occurred

transactionhour Hour of the day when the

transaction occurred

age Estimated age of the cardholder
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3.5 Data Transformation

Heterogeneous structure in tabular data is a distinct challenge for ma-
chine learning (Micci-Barreca, 2001). These consist of numerical and cate-
gorical variables (Micci-Barreca, 2001). As a result of this complexity, our
di usion model requires data transformation to e ectively integrate the
credit card transaction dataset into neural network architectures.

As a result, after feature selection, categorical features were encoded
with a label encoder and transformed into a dense vector via an embedding
layer (Sattarov et al., 2023). Numerical features were standardized using the
QuantileTransformer. The embedded categorical vectors and standardized
numerical features were concatenated. Those concatenated data were
jointly projected via a shared projection block (Sattarov et al., 2023). This
shared projection is implemented as a two-layer feedforward neural network
designed to match the dimensionality of the embeddings.

Each timestep was encoded using sinusoidal position embeddings (Vaswani
et al., 2017). These embeddings are then projected via a multilayer percep-
tron (MLP) to ensure dimensional compatibility with the tabular represen-
tation. This representation was input into a feedforward neural network
trained to estimate the noise component. Figure 3.3 depicts the uni ed
pipeline for tabular and timestep inputs. This gure illustrates the inte-
gration of categorical embedding, numerical normalization, and positional

encoding for downstream di usion modeling.
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Figure 3.3: Tabular and temporal input pipeline

3.6 Dataset Split and Synthetic Data Generation

The dataset was divided into normal (nonfraudulent) transactions and
fraudulent transactions. One hundred thousand normal transactions were
selected and split into training, validation, and test sets in a 70:15:15 ratio
to address this imbalance. For the nal evaluation, a test set (normal
samples) was combined with the complete set of fraudulent transactions,
which consisted of 7,500 samples. As such, gure 3.4 illustrates the dataset
split into training, validation, and test sets for model development and

evaluation.
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Figure 3.4: lllustration of the dataset split for train, validation, and test

We generated three synthetic datasets using di erent techniques. These
synthetic datasets are used to evaluate further model's generalizability: tabu-
lar variational autoencoder (TVAE) implemented via the synthetic data vault
library, the "k-means synthetic minority oversampling technique (KSMOTE)"
(ResearchGate GmbH, 2025) available in the imbalance-learn (imblearn)
library, and di usion model (DM) using the generative capacity of the dif-
fusion process for tabular data. As such, using these synthetic datasets,
test sets were created for model evaluation. Fraudulent transactions were
partitioned into four clusters using k-means clustering. Each cluster was
characterized by behavioral features using a box plot. The distribution
of these clusters were visualized using principal component analysis and

t-distributed stochastic neighbor embedding (t-SNE). Building on this, non-
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fraudulent transactions were then assigned to clusters using the nearest
neighbor technique from each synthetic dataset. Each nonfraudulent trans-
action was paired with its closest fraudulent transaction. These processes
generated four test sets, comprising both fraudulent and nonfraudulent

transactions.

3.7 Model Development

In recent years, the DM has gained signi cant attention due to its power-
ful generative capability, especially in synthetic data generation (P. Kumar,
2025). A de ning characteristic of DM is that through iterative re nement
of the noise input, the DM generates synthetic datasets that resemble real
world data. Anomaly detection based on the di erentially private di usion
Model (DPDM) applies this generative capability of the DM while incorporat-
ing di erential privacy. The DPDM was trained on a nancial transaction
dataset with privacy guarantees enforced during the training process. Train-
ing on nonfraudulent samples, the DPDM learns the distribution of normal
behavior. When the model is presented with fraudulent input, it struggles
to generate output, agging potential irregularities.

There are two phases to the development of DPDM. In the rst phase, the
DM is trained with di erential privacy to capture patterns in nonfraudulent
transactions while preserving data privacy. The reconstruction error is
computed for each sample in the second phase. Transactions with recon-
struction errors that exceed a prede ned threshold are agged as potential
fraud. In order to determine an e ective anomaly detection threshold, a
couple of methods were evaluated: a percentile-based approach, the mean
and standard deviation (SD) with a standard deviation multiplier, and the

median absolute deviation. We have found that the mean and SD yield
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the most e ective results among these threshold values. In this study, we
utilized the Opacus library in Pytorch to incorporate di erential privacy
mechanisms into the DM. As a key component of Opacus, the PrivacyEngine
manages and enforces privacy guarantees throughout training, which is
central to Opacus (Meta Al, 2025). Figure 3.6 illustrates the DPDM method,
highlighting the core stage of privacy-preserving training and anomaly de-

tection.

Figure 3.5: Di erentially private di usion model(DPDM) methodology
pipeline

3.7.1 Dierential Privacy

Di erential privacy is grounded in mathematical principles; hence,
this section presents an overview of its core de nitions, characteristics,
and parameters and discusses the Gaussian mechanism, commonly ap-

plied techniques for achieving (e, d)-di erential privacy guarantees. These
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foundational concepts establish the framework for understanding privacy-
preserving model training. Building on this theoretical foundation, this
work introduces the DPDM and explains how privacy guarantees are en-
forced during training via di erentially private stochastic gradient descent

(DP-SGD).

3.7.1.1 Di erential Privacy Guarantee

Di erential privacy ensures that the presence or absence of any single
individual's data has minimal impact on the "outcome of an analysis". This
implies that "the probability of a particular result remains nearly the same"
regardless of whether a specic data point is included (J. P. Near et al.,
2025a). This principle is formalized in the de nition of pure e-di erential
privacy, as introduced by Dwork (Dwork, 2006).

De nition (Pure e-Di erential Privacy). "A randomized algorithm K
satis es e-di erential privacy if for all datasets D, and D» diering in at
most one element, and for all measurable subsets S of possible outputs”

(Dwork, 2006):

PriK (D1)2S] e ¢ PrK (D)2 S] (3.1)

The de nition of di erential privacy implies that "the ratio of two proba-
bilities computed on neighboring datasets" di ering by a single data point
should be bounded by €°. The parameter e is also known as the privacy
loss or privacy budget. The ratio of two probabilities close to one indicates
the likelihood of each outcome remains nearly unchanged between datasets.

(J. P. Near et al., 2025a). The privacy protection level is managed by the
privacy parameter e. Smaller e indicates stronger privacy guarantees (J.

Near et al., 2020).
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3.7.1.2 Key Characteristics of Di erential Privacy

According to NIST Publication 800-226, Di erential privacy is based
on three properties (J. P. Near et al., 2025b). First, it considers each data
point as potentially identi able, which removes the need to label sensitive
attributes. Second, it also protects against privacy attacks that use external
data sources, thereby reducing the "risk of re-identi cation through linkage
methods". Third, di erential privacy enables the management of cumulative
privacy loss to keep it "within acceptable bounds over time" (J. P. Near et al.,

2025h).

3.7.1.3 Dierential Privacy Setting parameters

(e,d)-di erential privacy introduces a relaxation parameter d that allows
the probability of privacy loss to exceed e. This parameter d should be
selected to be "smaller than the inverse of any polynomial in the dataset
size" (Dwork & Rothblum, 2016). The following de nition formalizes "( e,d)-
di erential privacy"” in the context of two neighboring datasets (Dwork &

Rothblum, 2016).

PriM(d)2S] e ® PriM(d% 2 S]+d (3.2)

3.7.1.4 Gaussian Mechanism

Dwork and Roth (2014) introduce the concept of “o-sensitivity, and its
relationship to the Gaussian mechanism for achieving DP.

"De nition ( »-Sensitivity). The  ",-sensitivity of a function ~ f:NXI IR K
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is de ned as" (Dwork & Roth, 2014):

Do(f) = max kf(x) f(y)k 2 (3.3)
X;y2NiXi:kx yk 1=1

This quanti es the maximum “» norm di erence in outputs resulting from
neighboring inputs that di er by a single point (Dwork & Roth, 2014).
The theorem below species the conditions under which the Gaussian
mechanism satises " (e;d)-di erential privacy based on its noise scale"
(Dwork & Roth, 2014).

Theorem. Suppose e 2(0;1). The Gaussian mechanism guarantees
(e;d)-di erential privacy if the noise scale s satis es:

c Dy(f)

e

(3.4)

where ¢?>2In(1:25=d) (Dwork & Roth, 2014).

3.7.2 Dierentially Private Di usion Model

Machine learning is widely adopted in sensitive domains; therefore, pro-
tecting individual data privacy is vital. A model trained on a sensitive dataset
could inadvertently memorize and expose sensitive information (J. P. Near
et al., 2025a). A recent study has addressed the vulnerability of machine
learning models to privacy attacks that extract sensitive data from training
datasets. One form of privacy attack, known as the Membership inference
attack (MIA) allows an attacker to determine whether a speci c data point
was included in a model training (Shokri et al., 2017). This vulnerability
emphasizes the need to integrate di erential privacy mechanisms into the
machine learning work ow. To address this issue, this DPDM introduces an

anomaly detection system with privacy enhanced and grounded in formal
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di erential privacy guarantees. The privacy preserving training is achieved
using the DP-SGD algorithm. The training utilizes the Opacus library in
PyTorch. The optimization process employs the Adam optimizer.

Prior to training, the di erential privacy noise multiplier, a critical pa-
rameter determining the magnitude of the di erential privacy noise, is
calculated from the target privacy budget ( e,d), sample rate (de ned as the
batch size divided by the total dataset size), and number of training epochs.
The calculated di erential privacy noise multiplier is passed to the Priva-
cyEngine along with the DM, optimizer, training dataset, and maximum
gradient clipping norm to enable privacy. During model training, DP-SGD
enforces privacy by performing per-example gradient clipping followed by
adding Gaussian noise to the aggregated gradients before parameter updates

(Abadi et al., 2016a).

3.7.2.1  Training with Di erentially Private Stochastic Gradient De-

scent

The DPDM is trained on nonfraudulent transactions from the credit
card transaction dataset. Each training iteration processes a minibatch of
64 nonfraudulent samples using a fully connected MLP. The architecture
comprises four linear layers: an input layer mapping 64 features to 1024
hidden units, followed by three hidden layers, each with 1024 units. All
layers use the leaky recti ed linear units (Leaky RelLU) activation function
with a negative slope coe cient of 0.4.

As described, to ensure formal privacy guarantees, model training inte-
grates DP-SGD, as implemented by the Opacus framework in PyTorch, in
conjunction with the Adam optimizer. For each minibatch, the average pre-

diction loss is computed and backpropagated to derive the batch-aggregated
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gradient vector. In conventional Stochastic Gradient Descent (SGD), model
parameters are updated directly via this aggregate. In contrast, DP-SGD
enforces privacy by computing gradients individually for each training ex-
ample. These per-example gradients are clipped to a maximum L2 norm
C (Abadi et al., 2016a). The clipped gradients are averaged, and Gaussian
noise is added for the speci ed privacy budget. During DPDM training,
Rényi Di erential Privacy (RDP) monitors the cumulative privacy loss across
multiple training iterations. RDP o ers a more re ned privacy analysis
compared to standard composition rules and can be converted into an
equivalent (e;d)-DP guarantee post-training.

"Noisy Gradient Update with Gaussian Mechanism The noisy gradient
at iteration t is given by"(Abadi et al., 2016a):

|

G = 1 a a(x) +N (0;s °C2) (3.5)
JLtJ xi2L+

where:

~ L denote the minibatch at iteration t,
~ C is the gradient clipping norm,
s is the noise multiplier,

N (0;s 2C?l) is isotropic Gaussian noise added for privacy.

ot (Xi)
(3.6)
L kg (xi)k
max 1;<%%X2

(i) =

where g;(X;) is the clipped gradient, obtained by normalizing each per-example
gradient g ¢(xj) to have at most L2 norm C (Abadi et al., 2016a).

Figure 3.6 illustrates the evolution of cumulative privacy loss e as tracked
via Rényi Di erential Privacy (RDP) accounting across 60 training itera-

tions. The observed privacy loss remains bounded below the designated
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target e=0.11, demonstrating compliance with the target privacy budget

throughout training.
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Figure 3.6: Cumulative privacy loss via Rényi di erential privacy (RDP)

3.7.2.2 Contrast Between These Frameworks

Figure 3.7 illustrates the training mechanism employed to enforce dif-
ferential privacy in the DPDM, highlighting the integration of per-example

gradient computing, per-example gradient clipping, and noise addition.
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Figure 3.7: Di erentially private di usion model.

In contrast to the DPDM setup, Figure 3.8 depicts the training process
of a DM without di erential privacy, where gradients are computed using

the average loss across examples.
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Figure 3.8: Di usion model.

3.7.2.3 Privacy Evaluation

This study evaluates the privacy guarantees of the DPDM with approxi-
mately e = 0.1 and d =1e-5 by conducting an MIA against the DPDM and
a nonprivate baseline model (DM). Both models were trained exclusively
on normal transaction data under identical con gurations, with sensitive
fraud transactions excluded from the training set. A subset of fraud sam-
ples, representing 1 % of the training dataset, was injected post-training to
simulate adversarial access to sensitive input. These samples underwent
reverse di usion, in which the trained model predicts noise to reconstruct
the input samples. Per-sample features (e.g., reconstruction error, noise
prediction loss, cosine similarity, and normalized timestep) were extracted
from the synthetic output.

A logistic regression (LR) classi er was trained as an attack model to
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predict the membership status based on these feature vectors. Samples
for feature generation (injected fraudulent and nonfraudulent input) were
labeled members, whereas the reserved fraudulent samples were labeled
nonmembers.

In addition to assessing DMs, this work evaluates baseline classi ers,
including the extreme gradient boosting machine (XGBoost) and LR, to
measure their susceptibility to MIAs. A strati ed 70/30 split was applied to
the fraudulent and nonfraudulent data, followed by SMOTE to balance the
training set for the target LR and XGBoost models. After training, member
(training) and nonmember (reserved) samples were passed through the clas-
si er, and post hoc output features were extracted. These features include
the prediction con dence, prediction margin, correctness, agreement, Brier
score, log loss, and entropy. This derived feature set was used to train
a secondary attack model, the gradient boosting classi er, tasked with

predicting membership status.

Figure 3.9: Membership inference attack (MIA) evaluation setup for DPDM.

3.7.2.4 Diusion Model Overview

A DM consists of an encoder (forward di usion) and a decoder (reverse

di usion). The encoder takes an input x and transforms it through a series
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of latent variables. This forward process is prede ned by noise schedules,
which gradually add noise to the input (Prince, 2023). Reverse process
removes noise from the representation iteratively until recovers the original

sample.

Figure 3.10: Forward and reverse processes in the di usion model.

3.7.2.5 Dierentially Private Di usion Model Forward Di usion

During the DPDM training, the forward di usion process proceeded with
an initialized noise schedule b, comprising 1,000 linearly spaced values
(timestep) ranging from 1 10 # to 0.02. For each mini-batch (n= 64), random
timesteps t2[1;1000]were sampled, determining the noise magnitude applied
at each timestep.

This process is formally expressed as follows (Ho et al., 2020):
Ny e— AT Y Y e P
q(X1:TjX0) := Op=p q(%tjXt1 ); A(XejXt1 ) =N (X t; 1 b ¢X¢1 ;bil): (3.7)

A closed-form solution for the forward kernel allows direct sampling of Xt

given Xg, bypassing the need to simulate each intermediate timestep:

axix) =N x:" @ (1 ayl (3.8)

p_ P
Xt = atXo+ 1 at;
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where

L
at=1by; ar=Qas
s=0

At the selected timestep t, the corresponding schedule parameters a; and by
were retrieved, and Gaussian noise matching the input sample shape was
generated. Using the forward kernel formulation (3.10), noise was added to

the input samples x ¢, producing the perturbed sample x ;.

The model was trained to predict the added noise from X, conditioned
on the noisy sample and its associated timestep. The timestep t was rst
embedded using a sinusoidal encoding, then passed through linear layers.
Concurrently, the noisy input X was processed through a sequential linear
layer. These representations were fused and passed to a neural network,
which estimated added noise. The training objective minimized the mean

squared error (MSE) loss between the predicted and actual added noise.

3.7.2.6 Di erentially Private Di usion Model Reverse Di usion

The reverse-di usion process begins with a noisy sample X1, drawn from
a standard Gaussian distribution. Starting from the timestep T =500 and
iteratively proceeding to t=0, the pretrained model performs a forward pass
at each step to predict the noise component = ;.

Using the reverse posterior mean (equation 3.12) (Ho et al., 2020), the
predicted noise i, the current noisy sample x, and the noise schedule
parameters at timestep t were employed to compute the mean m of the

conditional distribution:

Q01 JX%0) =N (X ¢1 ;M0 x0); bil); (3.9)
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where

. . 1 b -
Mo )= P X P—— "t (3.10)
ai 1 a;

This mean m is added to Gaussian noise to sample X 1 , yielding the
following less-noisy sample is drawn. The process continues until the nal

denoised sample x ¢ is reconstructed.

3.8 Reconstruction Method

In this framework, the original data from a noisy sample were recon-
structed deterministically in a single step via closed-form inversion of the for-
ward di usion formulation without executing the complete reverse-di usion
process. The DPDM was trained to predict the noise component at a given
timestep t, conditioned on the noisy input Xt. Using this predicted noise,

the original input X ¢ is estimated via the following formulation:

p_——
)‘<o=p%_t Xt 1 at q(x;t) ;5 where  g(xi;t) N (0;1) (3.11)

This approach is suitable for anomaly detection, where the reconstruction
error serves as a signal of the deviation from the learned distribution. For
each sample, the model reconstructs Xo from its noisy counterpart X, and
computes the reconstruction error between Xo and actual data point  Xg using
Mean Squared Error (MSE). This approach is e ective for fraud detection
because anomalous samples tend to exhibit larger reconstruction errors
due to deviations from the learned distribution. Samples with reconstruc-
tion errors exceeding a threshold, de ned using the mean and standard
deviation, were agged as anomalous. A subset of reverse-di usion steps
was simulated to approximate  Xq using multi-step denoising to validate the

e cacy of the one-step approach further.
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3.9 Privacy-Utility Trade-O s Analysis

The DPDM was trained under multiple privacy con gurations to evaluate
the trade-o between privacy and model accuracy, corresponding to the
formal privacy losses ( e) of 0.11, 0.20, 0.49, and 1.00 with the privacy
parameter d xed at 1e-5. All models were trained on the nonfraudulent
subset of the dataset.

Before training, the di erential privacy noise multiplier was calculated
based on the target (e;d) privacy parameters, sample rate (i.e., batch size
relative to the dataset size), and the total number of training epochs. Section
3.7.2 details privacy preserving training.

As described in Section 3.8, inference involved reconstructing the original
data samples in a single step by applying a closed-form inversion of the
forward di usion formulation (Eq. (3.13)) on the trained DPDM. For each
test sample, the reconstruction error (calculated as the MSE between the
original and reconstructed sample) was used as the anomaly signal for
fraud detection. The nal evaluation compared model performance across
privacy budgets ( e-values) to quantify the trade-o between di erential

privacy guarantees and detection accuracy.

3.10 Baseline

The classical baseline models XGBoost and support vector machines
(SVM), as well as a standard DM, were developed for comparison to evaluate
the performance of the DPDM. Although the standard DM allows a direct
comparison in a uni ed testing framework, such alignment is impracti-
cal between the DPDM and traditional classi ers because of fundamental

di erences in their training and inference paradigms.
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As such, the SMOTE method was applied to generate a balanced synthetic
dataset to address class imbalance between nonfraudulent and fraudulent
transactions in the classical baselines. Model training and evaluation were

conducted using Strati ed k fold cross validation.

3.11 DPDM Training Algorithm

DPDM Training; Opacus integrated

" Inputs: Dataset D=fx g}, , batch size B,
sampling rate g = B=N, total di usion steps T,
learning rate h, clipping norm C,

noise scale s pp, privacy budget (e;d)

" For each training step:

For each minibatch x=fx g8, :
* Sample timestep vector t Uniform(1;T) B
* Sample Gaussian noise matrix N (0;1) B

* Construct noisy inputs: x = pa_t X+ P 1 a;

- 2
* Compute noise prediction loss: L = %éizl i q(xt(');ti)
* For each sample i in batch:

. Compute per-sample gradient: g =N gl i

- Clip gradient: g i g j=max(1;kgk,=C)

* Aggregate and perturb gradients: g = %éizl g+ % N (0;s I%F,I)
* Update model parameters with Adam optimizer: g Adam(q;g;h)
* Update RDP tracker: RDP(I) RDP(l)+ lg;

DP

~ Convert RDP to (e;d)-DP: e =min | RDP(l) %
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3.12 Conclusion

This chapter presents an anomaly-detection method using the DPDM in-
tegrated with DP-SGD via Opacus library. Under formal di erential privacy
guarantees, the model was trained exclusively on nonfraudulent data, en-
abling it to learn the expected data distribution and identify deviations from
the normal transactions. A closed-form inversion of the forward di usion
formulation was employed as a deterministic reconstruction mechanism
to recover the original samples in a single step during inference. The MSE
values between the reconstructed and noise-free original samples were cal-
culated to evaluate whether the transactions were fraudulent or not. The
DPDM was assessed across multiple privacy con gurations, each associated
with a corresponding accuracy metric, to evaluate the trade-o between pri-
vacy and model performance. Furthermore, this work assesses the strength
of the di erential privacy guarantees by conducting MIAs against the DPDM
and nonprivate baseline DM. In addition, the vulnerability to MIAs was
evaluated for the XGBoost and LR models.

The methodology outlined in this chapter addresses the research ques-
tions and hypotheses presented in Chapter 1, which are revisited below:

RQ1: Can Di erentially Private Di usion model-based predictive anomaly
system accurately detect fraudulent nancial transactions?

RQ2: Can Di erentially Private Di usion Model for nancial institutions
outperform DM, SVM and XGBoost in detecting new and evolving fraud
patterns in nancial transaction?

RQ3: Can Di erentially Private Di usion Model outperform DMs in
privacy preservation of sensitive nancial transaction data?

H1: A Di erentially Private Di usion model-based predictive anomaly
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system can accurately detect fraudulent nancial transactions.

H2: Di erentially Private di usion models for nancial institutions can
outperform DMs, SVMs and XGBoost in detecting new and evolving fraud
patterns in nancial transactions.

H3: Dierentially Private Di usion Model can outperform DMs, LR,

XGBoost in privacy preservation of sensitive nancial transaction data.
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Chapter 4:  Results and Analysis

4.1 Introduction

The objective of this praxis was to develop a di erentially private di usion
model-based anomaly detection system - that achieves high accuracy while
ensuring strong privacy protection. This chapter outlines the results and
analysis following the method in Chapter 3. This chapter provides results
to evaluate model performance, generalizability, privacy guarantees, and
adaptive thresholding. These results address the research questions and

hypotheses introduced in Chapter 1.

4.2 Exploratory Data Analysis

This section details the exploratory data analysis and the feature ex-
traction using a credit card transaction dataset. Figure 4.1 illustrates
the distribution of numerical features via histograms. The city popula-
tion feature city_pop displays a right skewed distribution. This histogram
shows a high concentration of low population areas, and is skewed toward
larger cities. This asymmetry may a ect the model sensitivity. Zip and
merch_zipcode span a broad range, but most occur infrequently. The geo-
graphic features indicate a clustering area with boundaries. In addition,

the target label is_fraud indicates a signi cant class imbalance.
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Figure 4.1: Histogram of numerical attributes.

Figure 4.2 illustrates the distribution of fraudulent transactions from
2019 to 2020. This plot shows a decline in overall fraud volume during this
time frame. The daily count of fraudulent transactions shows variability

and spikes exceeding 300 frauds on some days.
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