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Abstract

Energy Optimization by Fan Speed Control for Data Centers

Currently, energy efficiency for data centers is an attractive problem. For data centers,

good scheduling algorithms must not only satisfy the Quality of Service (QoS) and but also

try to minimize the total energy. However, such algorithms do not always consider the effect

of the cooling system, which consumes a significant amount of energy by itself. An algorithm

that can balance the QoS and energy cost of the CPU and network components might cause

an unexpected energy increase in the cooling system. According to [4], the energy of

cooling system in data centers can be as large as 50 percent of the overall consumption. This

thesis investigates algorithms that can balance the overall energy consumption with QoS by

considering a cluster of compute servers, each of which is cooled by fans. The impact of

CPU power on the cooling system can be predicted by a thermal model, and by relating to the

power model of fan, we get the relation between CPU power and the fan power. Workload

Adaptive Energy-Latency Optimization in Server Farms using Server Low-Power States

(WASP) is a previously proposed algorithm that can adjust itself dynamically according to

workload. This thesis exmplores the impact of WASP on the cooling system under different

sizes of jobs and utilization levels, and proposes a pre-cooling based optimization for the

fan speed to improve WASP.
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Chapter 1: Introduction

Large data centers nowadays is a significant consumer of energy; they constitute about 2%

of the US energy consumption, and the proportion keeps growing year by year [1]. As

the number and size of data centers increase, optimization of the overall system power

and achieving a higher level of performance have been important concerns for data center

operators [21]. Optimizing the energy inside the data center is a challenging problem,

and the exploration for autonomous frameworks with system-wide energy management is

essential [22].

1.1 Low-Power State Based Optimal Framework

Though several server-level frameworks have been suggested before, such as the low-

power state-based frameworks studied in [9][11], they fall short of successfully handling

dynamically arriving jobs while meeting the Quality of Service (QoS) demands. Frameworks

such as leveraging temporal-spatial batching (TS-Bat) can judiciously integrate spatial and

temporal batching of jobs to save energy while meeting the constraint of QoS [24][23].

To meet the QoS, the latency for jobs must be maintained under a certain level. Latency

can be caused by queuing; for example, this will happen while there are not enough servers

to handle a burst in the arriving jobs, and the upcoming tasks have to keep queuing. Latency

can also be caused by wake-up time. As shown in Table 1.1, for system and CPU, there

are different sleep states that can save energy by shutting down different components [9].

Cx sate is the low-power state for processor, while Sx is the low-power state for the system.

While all the cores of a processor enter C6, this processor itself will enter into another state

called package sleep state. However, there will be a wake-up latency for both system and

CPU, and the duration of wake-up latency grows for a deeper sleep state, as shown in Table

1.2. Servers can save energy by entering different sleep states, but the wake-up latency will
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Table 1.1: State for server and CPU

SYMBOL DESCRIPTION

C0(a)S0 There are tasks in process, both the system and CPU are active
C0(i)S0 There are no tasks in process, both the system and CPU are active
C1S0 The CPU enters halt state (shallow package sleep state), while the

rest of system remains active
C6S0 The CPU enters deep sleep state, while the rest of system remains

active
C6S3 The system (includes CPU) enters deep sleep sate

Table 1.2: Wake-up Latency for Different C-state and S-state [20]

STATE WAKE-UP LATENCY

Core Sleep C1 10 µs
Core Sleep C6 82 µs
Package Sleep C6 1 ms
System Sleep 5 s

increase the job latency, which may in turn cost some energy.

1.2 WASP and A-I

Compared to these low-power based frameworks, there is another framework called workload-

adaptive server provisioning (WASP) [20]. One of the advantages of WASP is that by

adjusting its unique parameters according to the feature of current workload, it can minimize

the energy cost while meeting the QoS. The parameters of WASP, as shown in Table 1.3,

define when a server or CPU will enter different sleep states and when it wakes up. The

values of Ts, Tw, τ determine whether or when to enter/exit different sleep states, and they

vary with different systems.

Compared to WASP, Active-Idle (A-I) only switches the server between active and

shallow package sleep state (bewteen C0(a)S0/C0(i)S0 and C1S0). While such a simple

scheme will lead to improved QoS because of its small wake-up latency, a significant amount

of energy could be wasted when there are no jobs to process.
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Table 1.3: Parameters for WASP power management algorithm [20]

SYMBOL DESCRIPTION

Vact Servers in active/package sleep mode
Vs Servers in system sleep mode
Ts Workload threshold to reduce active servers
Tw Workload threshold to increase active servers
Np Servers in system sleep mode
τ Delay time before entering system sleep

Table 1.4: Energy Consumption Breakdown of Data Center [4]

COMPONENTS PROPORTION

Cooling 50%
Server & Storage 26%
Power Conversion 11%
Network Hardware 10%
Lightning 3%

1.3 Optimal Fan Speed for Servers

However, the above frameworks only consider the energy of the server itself, and ignore the

impact of the cooling system inside the data center. The energy consumption of the cooling

system can even reach 50% of the total energy of a modern data center [4], as shown in

figure 1.4. Within the cooling system, the energy of the cooling fans in servers is almost the

same as the energy of computer room air conditioning (CRAC) unit.

In this thesis, we investigate energy optimization by controlling the fans. Several fan

speed optimizations have been suggested before [5][7]; these optimizations are based on

the server temperature, such as using PID control (proportional–integral–derivative control)

to decide fan speed according to current temperature. In [17], a thermal resistance-based

thermal model is applied to optimize fan speed; this model can give precise prediction of

temperature based on current temperature, ambient temperature, and CPU power.
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1.4 Contribution in this Thesis

In this thesis, we discuss the influence of WASP on cooling system, and propose improve-

ments for that. The thesis makes the following contributions:

1) We solve the relation between CPU power and the corresponding required fan power

to find the influence of WASP/A-I on cooling system. CPU generates most of the heat inside

a server. Most of the CPU power transforms to heat directly, so it can be seen as the major

heat source inside the server. In [17], the authors suggested a thermal resistance-based

thermal model. Thermal resistance is decided by the fan speed, and this relationship can be

different for different servers, since the space of the server can be different. The cooling

efficiency of a specific fan speed can be reflected by corresponding thermal resistance. Under

a stable state (the ambient temperature, CPU temperature), there will be a required thermal

resistance for a given CPU power. So for given CPU power and temperature requirement,

the corresponding fan speed can be solved through thermal resistance. The relationship

between fan power and the fan speed (in units of revolutions per minute (RPM)) can be

approximately described as a cubic function. Combined with the thermal model, we can

build a model between CPU power and the Fan Power.

Basing on the power model between CPU and Fan, the minimum required fan power

under certain cases can be solved. In other words, according to current CPU temperature

and current CPU power, the temperature in the next timeslot can be predicted. Then the

purpose is to find the minimum fan power, under the constraint that the prediction of next

slot does not exceed the prescribed CPU maximum temperature.

2) We present two improvements for the optimal fan speed and WASP. The first is a

pre-cooling scheme for optimal fan speed. The feature of the fan power model makes the

choice of fan speed more complex. Since it is a cubic function(Pf an ∝ FS3
f an) [13], the

fan will consume much more energy at higher speeds. According to the CPU power trace

generated by WASP, there exists a power pattern, which makes the power predictable in
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some cases. Waiting to speed up the fan until it is about to reach the maximum temperature

may lead to vastly increased fan power and energy, due to the cubic relationship. Based

on the power trace, it may be helpful to start speeding up the fan well before the CPU is

predicted to reach the maximum allowed temperature. This may reduce the overall energy

consumption.

3) The second improvement is by limiting the number of active cores within a CPU for

WASP. We discuss the power, energy of cooling system and the whole system to find the

influence of limitation of cores. Then we present the best core limitation under different

environments for WASP and show its energy efficiency.

The thesis is organized as follows. In Chapter 2, we first discuss the energy saving

efficiency of WASP, then show its contribution or impact on cooling system in Chapter 3.

Then, to improve the energy saving of cooling system, we suggest two improvements for

the optimization of fan speed in Chapter 4, and for the WASP algorithm itself in Chapter 5.

Conclusions and future directions are presented in Chapter 6 and Chapter 7.
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Chapter 2: Energy Saving Efficiency of WASP

In this chapter, we first measure the power data for a certain tower server Dell T610 (with

one 10-core CPU and two controllable fans), then perform a simulation using the simulator

in [20] to see the latency and energy of WASP and A-I under different workloads.

2.1 Power Data

The power of the server is first measured by IPMItool, then verified by a power meter. The

purpose is to measure the CPU power and get the power for each core and different C-states.

We disable C-state in the kernel of Linux, to make sure the core will not enter deeper

low-power state while it is idle. To simulate an active CPU, we use dd Linux command to

keep the CPU copying a file from /dev/zero to /dev/null; this process increases CPU

utilization without actually doing any I/O operation. Then we use IPMItool to read the

power data under different C-state limitation and workload. We use a linear function to

represent the connection between the number of active cores and CPU power [20].

The power during wake-up period is assumed as half of the sum of peak power and

the power of current low-power state, as shown in (2.1), where x represents the current

low-power state, while Ppeak equals the power when all the cores are working.

Pwake−up
x =

1
2
(Px +Ppeak) (2.1)

Table 2.1: Power Parameters for Server with one 10-core CPU under different state

STATE POWER(WATTS)
Core Sleep C1 41.5+4.089*(n∗a-1) +81.5
Core Sleep C6 39.5+4.31*(na-1) +81.5
Package Sleep C6 7.0+74.5
System Sleep 13.8
* na is the number of cores in active state.
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Table 2.2: Power Parameters for Server with one 28-core CPU under different state

STATE POWER(WATTS)
Core Sleep C1 68.87+4.85*(n∗a-1) +81.5
Core Sleep C6 61.79+5.11*(na-1) +81.5
Package Sleep C6 104.7456
System Sleep 13.8
* na is the number of cores in active state.

For a tower server with only one 10-core CPU, even if it is running at 100% utilization,

the heat generated by CPU will not stress the cooling system. Furthermore, the huge enclo-

sure of the tower server will also amplify the cooling efficiency of the ambient temperature.

However, the servers used in a data center nowadays are mostly rack servers, and sometimes

the energy of the cooling system can reach more than 20% of the total energy of a rack

server. In order to simulate a similar case as a rack server, here we assume a CPU with 28

cores to increase the stress on the cooling system, Table 2.2 shows the simulated power

parameters according to the measured data shown in Table 2.1.

2.2 Configuration for WASP

The values of Ts, Tw and τ depend on the system and the workload. For given server, shown

in Table 2.1, since the base power of the system is huge, it seems to be more efficient to put

the server into system sleep state here. But, the wake-up energy from system sleep state of

this server will also be huge. The wake-up power calculated by (2.1) is almost as much as

the power of Package Sleep State, not to mention that a wake-up latency of 5 s will also

cause a potential QoS violation.

Under experiments, the best configurations of Ts, Tw and τ reveal a scheme for this server.

Compared to keeping all the servers active, or putting them into system sleep state from time

to time, the most energy-saving arrangement is to find Na servers, that will always be awake

(never enter system sleep state), while the rest of the servers stay in system sleep state. As

shown in (2.2), N represents the total number of servers, u represents the utilization of N

7



Figure 2.1: Energy of Each Server for different Na (Joules), N = 10, u = 0.3

servers, ua is the average utilization of Na servers that are chosen to keep awake.

Na = min
⌈

N ∗u
ua

⌉
, ua < 1 (2.2)

According to this formula, if N = 10,u = 0.3, then Na = 4 and ua will be 0.75. Here we

run the experiment with 1000000 jobs, the service time per jobs is 4.2 ms. Figure 2.1 shows

the energy of each active server under best configurations while Na is 4 or 5. We can see

that the total energy is the same, and even if Na increases, as shown in the Figure, one of the

5 serves remains in system sleep all the time, and the actual number of awake servers is the

same as Na = 4.

In (2.2),the constraint of ua < 1 makes sure that the utilization of each awake server will

not reach or exceed 100 percent. Reducing the number of awake servers and keeping them

working at full load though can save energy, but may cause a severe latency problem. To

explain why the utilization per active server should not exceed 1, we give a comparison

8



Figure 2.2: Total energy for diferent Na , N = 10, u = 0.3

for different number of awake servers under 30 percent utilization. The number of servers

is 10, which means that according to (2.2), Na should at least be 4. Figure 2.2 gives the

total energy from Na = 1 to 4. As shown in this figure, energies for Na = 1 to 3 are almost

the same (because the utilizations are all 100%), and almost half of the energy of Na = 4.

Figure 2.3 shows the corresponding job latencies (or execution times) for different Na. The

increase of execution time means that there is also an increase in the queuing tasks. We can

see that the execution time for Na = 3 and 4 are almost the same, and for Na = 2 and 1 the

execution time grows rapidly.

Figure 2.4 shows the 95th percentile normalized latency. Reducing the number of awake

servers can save energy, but the consequence is that tasks have to be queued, resulting in

poor QoS.

2.3 Energy Consumption Comparison between WASP and A-I

Compared to WASP, A-I tends to keep all the servers awake all the time, and the processor

will stay in C1 state while there is no job available to process. Though there will be much

energy wasted during idle period, this algorithm reduces the latency greatly by minimizing

the wake-up latency and offers very good QoS. Here we assume jobs will be assigned to

9



Figure 2.3: Execution time for different Na , N = 10, u = 0.3

Figure 2.4: 95th percentile normalized latency for different Na, N = 10, u = 0.3

10



Figure 2.5: Power for WASP and A-I under different utilizations

Table 2.3: 95th normalized latency for WASP

Job Size (ms)
Utilization

Low Medium High
4.2 1.07879 1.053668 1.059061
193 1.078168 1.049651 1.055844

active CPUs in preference to idle CPUs. We give the power and latency comparison between

WASP and A-I under different levels of utilization and different types of jobs. Here we use

small latency jobs (Web service-like, service time = 4.2 ms) and large latency jobs (DNS

service-like, service time = 194 ms) to run the simulation[10].

As shown in Figure 2.5, the energy saving efficiency of WASP, compared to A-I, is better

when the utilization is low. When u = 0.3, the energy of WASP is merely about 40% of the

energy of A-I for both small and large size of jobs. In this case, more than half of the servers

enter system sleep state according to (2.2), and most of the power saving is caused by the

system sleep state. As shown in Table2.1, it can save at least 67.6 Watts per server.

When utilization increases, the number of servers that can stay in system sleep state

decreases. When u = 0.9, Na = 10, WASP cannot save energy by system sleep state; all the

11



servers keep awake all the time to meet the QoS. However, we can see that the energy of

WASP is still smaller than A-I. In this case, the energy saving is mostly caused by the C6

and the package sleep state compared to A-I. The consequence to put servers into sleep state

is an increase of the latency; however, as explained in Section2.2, the constraint of Na will

avoid a huge latency.

2.4 Conclusion

This chapter discusses the configuration of WASP, and the comparison of energy between

WASP and A-I. Here we use Na as an important configuration, however this is not suitable

for every case as the best configuration will vary for different servers. From Section2.3, we

can see WASP can save much energy compared to A-I, but the average power per active

server tends to be much more than that for A-I, which might cause the cooling system to be

very active.
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Chapter 3: Thermal Model for Server and Optimal Fan Speed

We use the thermal model suggested in [17] to find the relationship between CPU power

and fan speed. In that paper, the authors use heat transfer theory to build a thermal model

for a blade server. Since the server we are using is a tower server with single CPU, and

the distances between CPU and fans are almost the same, some parameters in[17] can be

ignored in this case (e.g., the parameter that represents the number of blade servers in the

enclosure).

3.1 Stable Thermal Model

(3.1) is the thermal model under a stable environment.

TCPU = Q

(
C3

(∑
n f
1 FS)nR

+C4

)
+Tamb (3.1)

Here, TCPU is the temperature of the CPU, Tamb is the temperature of the ambient environ-

ment. Q represents the heat generated by the server (most of it is generated by CPU), n f is

the number of fans, and FS is the fan speed (we assume that the speeds of both controllable

fans in a server are the same). C3, C4 and nR are the parameters that need to be identified

through experiments.

3.2 Transient Thermal Model

Thermal model under stable state can solve the required fan speed for given CPU power,

ambient temperature and CPU temperature. However, such stable model cannot give us a

prediction of the CPU power while CPU power is changing. Therefore, we need a transient

model (3.2) [2] to obtain the prediction.

13



∆TCPU(k+1) = (1− ∆tC2

C1R j
)∆TCPU(k)−

∆t
C1

Q (3.2)

R j =
C3

(∑
n f
1 FS)nR

+C4 (3.3)

The ∆TCPU(k) here means the difference between TCPU and Tamb at slot time = k (

∆TCPU(k) = TCPU(k)−Tamb(k) ). C1, C2 can be identified through experiments. The Q

represents the heat generated by server here, while R j means the thermal resistance. ∆t is

the granularity of time slot.

R j can be defined by 3.3, here C3, C4 and nR are the same with 3.1 while in the same

system. R is relative and only relative to fan speed FS.

3.3 Realization of the Thermal Model

We use the sensors of the server itself to obtain the CPU temperature, the fan speed, and

its corresponding fan power. We first use Remote Access Controller Admin (RACADM)

utility to set different fan speeds (720 RPM, 2160 RPM and 4120 RPM). Then we measure

the corresponding CPU temperature under different CPU powers. (The method to change

CPU power was described in Section 2.1.) These measurements are used to generate stable

thermal model. CPU power represents Q in 3.1. For given Q, Tamb and TCPU , we can obtain

the thermal resistance for different fan speeds, and use that to define the value of C3 and C4

according to (3.3).

Then we change the CPU workload, and use IPMItool and RACADM to measure the

CPU temperature and CPU power during this changing period. We also change the fan speed

and measure the temperature trace under same CPU power. The measurement granularity

for IMPItool is 1 sec, and for RACADM is 5 sec. This temperature trace under different
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Figure 3.1: Comparison between Measurement and Thermal Model

changes can be used to identify the parameters C1 and C2 to build the transient model.

Since the thermal resistance R j is only relative to the fan speed, by applying (3.3) to

(3.2), we can predict the CPU temperature in the next slot (TCPU(k+1)) according to current

CPU temperature (TCPU(k)), CPU power (represented by Q) and the fan speed (represented

by R j). Figure 3.1 shows the comparison between measurement and the prediction of CPU

temperature.

With this transient thermal model, we can predict the temperature according to the

simulated CPU power trace of WASP/A-I. However, the goal is to obtain the optimal fan

speed to save energy. We will present a fan power model for this purpose in the next chapter.
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Chapter 4: Fan Power Model and Optimal Fan Speed

In this chapter, we demonstrate the relationship between fan speed and its corresponding fan

power. By combining this model with the thermal model we discussed in Chapter 3, we can

obtain the optimal fan speed. Furthermore, we propose a pre-cooling scheme for this model

based on the unique CPU power pattern of WASP.

4.1 Fan Power Model

As illustrated before, the relationship between fan power and its fan speed (rpm) is approxi-

mately a cubic function [6]. Here we use (4.1) to represent the function as below, where PFS

is the fan power and FS is the fan speed, and ai are constants to be determined.

PFS = a0 ∗FS3 +a1 ∗FS2 +a2 ∗FS+a3 (4.1)

After gathering data, we use a polynomial function to identify the constants in this

formula. Figure 4.1 shows the comparison between the model we build and the real

measurement.

4.2 Optimal Fan Speed

Using (3.2), (3.3) and (4.1), the temperature of next slot can be predicted for a given CPU

power, ambient and current CPU temperature, and fan speed. Our goal here is to find the

minimum fan speed that can keep the CPU temperature under a prescribed maximum. The

purpose is to minimize the sum of fan power over all time slots (4.2).
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Figure 4.1: Comparison between Fan Power Model and Measurement

min∑
n

PFSn (4.2)

s.t Tcpu(k+1)≤ Tmax (4.3)

Tcpu(k+1) = (1− ∆tC2

C1R j
)∆Tcpu(k)−

∆t
C1

Q (4.4)

FSmin ≤ FS≤ FSmax (4.5)

Algorithm 1: Optimization for Fan Speed

Get current Tamb(k), Pcpu(k), Tcpu(k);

Use transient thermal model and FSmin to predict the Tcpu(k+1) of next slot;

if Tcpu(k+1) > Tmax then

Use stable thermal model to find FS(k+1) that can stablize Tcpu at Tmax;

else
FS(k+1) = FSmin

end

Return FS;
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Figure 4.2: CPU Power Trace of a Server

Figure 4.3: Comparison of Optimal and Stable Fan Speed (Tamb = 25◦C,Tmax = 80◦C)

Here n represents the number of fans. The constraint is that the predicted temperature

in the next slot does not exceed the given CPU maximum temperature, and the fan speed

does not exceed its maximum speed. The ∆t we use here is 1 sec granularity; this is based

on the assumption that it is possible for a server fan to change its fan speed in 1 sec. While

we are measuring the power for different fan speeds, it takes the system 2 to 3 seconds to

deal with the racadm command line before changing the fan speed. Algorithm 1 presents

the algorithm to find the optimal fan speed.

Figure 4.2 shows a CPU power trace of a server, and Figure 4.3 gives the comparison of

the corresponding optimal fan speed and stable fan speed.

The stable fan speed is chosen as a fixed speed that can keep the CPU temperature just

under the maximum. As shown in figure 4.3, the optimal fan speed varies with the CPU

power. Then in figure 4.4 we can see the temperature of the optimal fan speed is much more

stable and higher compared to stable fan speed. Figure 4.5 gives the comparison of the
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Figure 4.4: CPU Temperature Comparison of Optimal and Stable Fan Speed (Tamb =
25◦C,Tmax = 80◦C)

Figure 4.5: Total Energy of Optimal and Stable Fan Speed (Tamb = 25◦C,Tmax = 80◦C)

energy cost. We can see that the optimal fan speed saves about 40% energy compared to

stable fan speed.

Previously in Section 2.3, we demonstrated that WASP can have a better energy saving

compared to A-I. We also mentioned that this is done by concentrating jobs into a few

servers. However, since the power of fan is a cubic function, making a few CPUs run at full

utilization might greatly increase the cooling energy.

4.2.1 Optimal Fan Speed for Small Latency Jobs

Figure 4.6 compares the fan power of 10 servers under 3 levels of utilization for small

latency jobs. We can see that when the utilization is low, the fan power of A-I is larger than
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Figure 4.6: Total Optimal Fan Power for WASP and A-I (Small Latency Jobs, Tamb =
25◦C,Tmax = 80◦C)

WASP, because in this case the demands of cooling system from both algorithms are low.

WASP can save more power by putting the servers into system sleep (the fan will be shut

down in this state). When the utilization grows higher, the average utilization of WASP’s

awake servers grows much faster than A-I, and the demands on the cooling system also

grow rapidly.

However, in this system, even if the fan runs at its maximum speed, the cost is still much

smaller than the power difference between system sleep state and package sleep state.This

means that it is not advantageous to increase the number of awake servers just to save fan

power. Though WASP will cause a higher demand on the cooling system, we can still use

that as a foundation to improve the optimal fan speed algorithm to decrease the negative

impact on cooling system caused by WASP.

4.2.2 Optimal Fan Speed for Large Latency Jobs

Similarly, Figure 4.7 shows the total power comparison between WASP and A-I under large

latency jobs. Here, the behavior is opposite to that for low latency jobs. The fan power of

WASP can be almost 30% of the power of A-I under low utilization, and it still can save

about 40% of power under high utilization.
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Figure 4.7: Total Optimal Fan Power for WASP and A-I (Large Latency Jobs, Tamb =
25◦C,Tmax = 80◦C)

4.2.3 Comparison of the CPU Power Trace for Different Job Sizes

From Sections 4.2.1 and 4.2.2 we can see an obvious difference between the cooling energy

of small and large latency jobs. However, from figure 2.5 we know that the powers under

these two kinds of jobs are similar under same utilization. From the average or total system

power it is hard to explain why there exists such a huge difference in cooling energy.

The only difference is the CPU power pattern. Figure 4.8 shows the CPU power trace

of two different sizes of jobs under low utilization. The CPU power trace of large latency

jobs tends have less variation, while the CPU power of small latency jobs tends to vary from

its minimum to its peak power. The average power for these two kinds of jobs is almost

the same. However, since the CPU power for small latency jobs stays at peak power once

the CPU is in active period, it will cause a huge cooling pressure, compared to a lower but

stable CPU pattern (large latency jobs). This is the reason why it will cost more cooling

energy while having similar average power with large latency jobs.

4.3 Pre-cooling

The WASP algorithm has a unique power pattern for its awake servers under small latency

jobs. For A-I, since there is no need for the server to enter deeper sleep state, the arriving
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Figure 4.8: The CPU Power Trace of WASP under Different Size of Jobs and Low Utilization

Figure 4.9: A CPU Power Trace of WASP

tasks will not be concentrated into a few servers. However, for WASP, in order to decrease

the number of active servers/CPU, it will try to concentrate tasks to a few servers and allow

the rest of them enter a deeper sleep state. Combined with what we discussed in Section 2.2,

WASP will always tend to concentrate the tasks into Na−1 servers and let the remaining

server enter package sleep state. The result is that these Na servers will go into package

sleep state in turn, and the utilization of active servers will be close to 100 percent.

Figure 4.9 shows this pattern of CPU power of a single server. We can divide this pattern

into several cycles, as shown in figure 4.10. Then the CPU power trace of WASP can be
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Figure 4.10: Active and Sleep Periods of CPU

Figure 4.11: Optimal Fan Speed during Active Period in a Cycle

seen to be consisting of several cycles with different active period and package sleep state

period.

If we are using optimal fan speed (Algorithm 1) in Section 4.2 for this cycle, the fan

speed stays low until it is predicted that the CPU going to overheat. As shown in figure 4.11,

the fan speed will then rise rapidly and stay at a high level for a long time.

Since the power has a cubic relationship with the fan speed, such a large increase may

not be the most energy-saving fan speed for such a cycle. In the following, we optimize the

overall fan power and then obtain the optimal fan speed by solving the optimization. using

AMPL 4.6.
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min
Tc

∑
k=0

PFS(k) (4.6)

s.t for k in [0,bαTcc] : (4.7)

Tcpu(k+1)−Tamb = Tcpu(k)−Tamb−
∆tC2

C1R j(k)
(Tcpu(k)−Tamb)−

∆t
C1

Q

for k in [dαTce ,Tc−1] : (4.8)

Tcpu(k+1)−Tamb = Tcpu(k)−Tamb−
∆tC2

C1R j(k)
(Tcpu(k)−Tamb)

for k in [0,Tc−1] : (4.9)

FSmin ≤ FS(k)≤ FSmax

for k in [0,Tc−1] : (4.10)

PFS(k) = a0 ∗FS3(k)+a1 ∗FS2(k)+a2 ∗FS(k)+a3

for k in [0,Tc−1] : (4.11)

Tcpu(k)≤ Tmax

Tcpu(0) = Tinitial (4.12)

In this optimization, Tc is the total time of a cycle, while α represents the utilization of

this cycle. The constraints (4.7) and (4.11) require that every prediction of the CPU temper-

ature during the active period ([0, (1−α)Tc]) does not exceed the maximum temperature.

Similarly, constraint (4.8) and (4.11) give the requirement during package sleep period.

The difference between this and the optimization in Section 4.2 is that, for this optimiza-

tion, there exists a prediction of the upcoming active period. By analyzing the CPU power

trace generated by WASP, we can know that for most of the cycle, the active period is at

least Tamin , and for package sleep state the duration should at least be Timin . Then we can

perform the optimization for the cycle for Tc = Tamin +Timin and α =
Tamin

Tc
.

Figure 4.12 shows the optimization results under different Tmax and Tinitial . As we can
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Figure 4.12: Pre-cooling Based Optimization Fan Speed under Different Tmax and Tinitial

Table 4.1: Increase Point for different Tmax (Celsius)

Tmax 85 83 80 78 75
increase point 67 60 51 41 34

see in this figure, the optimization for the fan speed can be described as a linear function.

The slopes of these linear function are the same for the same Tmax.

This optimization begins to increase the fan speed gradually long before the time when

the temperature rises rapidly as in the optimization described in Section 4.2. This is because

this optimization is based on a prediction that once the CPU wakes up, it will run at full

utilization and last for at least Tamin . Hence, we call this as a pre-cooling scheme.

However, this does not mean that once the CPU is awake, the fan will speed up imme-

diately. We observe that there are different increase points for different Tmax, as shown in

Table 4.1.

Only if CPU is awake and the temperature grows larger than these increase points, the

fan would begin pre-cooling. The initial fan speed for this also varies with different increase

points, as shown in figure 4.13.
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Figure 4.13: The Relationship between Tinitial and FSinitial
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Algorithm 2: Pre-cooling Based Optimization for Fan Speed

Get current Tamb(k), Pcpu(k), Tcpu(k);

Get current Tincrease and Finitial according to Tmax, generate linear function for

pre-cooling fan speed;

Use transient thermal model and FSmin to predict the Tcpu(k+1) of next slot;

if Tcpu(k+1) > Tmax then

Use stable thermal model to find FS(k+1) that can stablize Tcpu at Tmax;

else

if Pcpu(k) > Pactive then

if Tcpu(k+1) > Tincrease then
Use linear function to generate FS(k+1)

else
FS(k+1) = FSmin

end

else
FS(k+1) = FSmin

end

end

Return FSmin;

We now give a comparison of the optimization without (Optimization.1) and with pre-

cooling (Optimization.2). As shown in Figure 4.14, this gives the optimal fan speed during

a 20-sec active period under different initial points. We can see the optimization without

pre-cooling tends to have a large increase, while optimization with pre-cooling will increase

the fan speed gradually at the very beginning. Optimization.2 also makes the trend of CPU

temperature through this pre-cooling (4.15).

Figure 4.16 gives the corresponding fan power. For Optimization.1, the power trace

also shows a huge increase, and the power keeps at a high level for a long time. while the

fan power for Optimization.2 tends to follow a smoother curve. Though it starts increasing

27



Figure 4.14: The Optimization Fan Speed with and without Pre-cooling Scheme
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Figure 4.15: The CPU Temperature under Different Optimization Fan Speed

much earlier than Optimization.1, for most of the time it keeps running at a fairly low level,

causing a large energy difference between the two optimizations.

As shown in figure 4.17, during this 20 sec active period, Optimization.2 can save about

20% of the energy compared to Optimization.1, and the energy-saving efficiency is better

when the initial temperature is lower.

4.4 The Energy Demand for WASP and A-I under Pre-cooling Based Optimal Fan

Speed

We now give energy comparison between A-I and WASP. Since there is no predictable

pattern for A-I, we only use Optimization.1 to generate fan speed for A-I. As shown in

figure 4.18, the energy saving efficiency of Optimization.2 is better for lower utilization; for

30% utilization it can almost eliminate the negative impact from WASP.
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Figure 4.16: The Fan Power under Different Optimization Fan Speed

Figure 4.17: Total Fan Energys for different Tinitial
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Figure 4.18: Fan Power Comparison for WASP and A-I under Different Optimization Fan
Speed

In Section 4.3 we mentioned that pre-cooling works better when the initial temperature is

lower. However, the initial temperature in a whole CPU power trace equals the temperature

at the end of each package sleep state period. A lower initial temperature means a lower

average temperature, which also means a lower CPU power. Though Optimization.2 can

save more energy when the utilization of the system is low, it will not save much because

the demand on the cooling system is also quite low in this case.

The pre-cooling based optimization can save significant energy compared to stable fan

speed, and reduce the negative impact on cooling system caused by WASP, but it still cannot

eliminate it. In the next chapter we will discuss how WASP can be further improved.

31



Chapter 5: Limiting Active Cores for Energy Optimization

To save energy, WASP tends to concentrate tasks to as few servers as possible, so that the

other servers will have more opportunities to enter a deeper sleep state. The assumption in

WASP is that all cores in an awake server are active. However, note that the server power

(and hence the fan power) can be decreased by limiting the number of active cores in the

server. This will of course mean that either more servers must be kept awake or the active

servers take longer to process the jobs. The goal of this chapter is to explore the potential

benefits that could be obtained by limiting the number of active cores per awake server.

The fan power rapidly increases with CPU power. For example, suppose the power of

a 100% utilized core is about 4 Watts; if the CPU power rises from 100W to 104W, the

corresponding fan power will rise from 1.51W to 1.57W according to the stable thermal

model (3.1), but if the CPU power rises from 190W to 194W, the fan power will increase

rapidly from 27.4W to 38.9W. This means that if we set a core limitation, moving tasks from

a highly-utilized CPU to a less utilized CPU, might decrease the cooling power. However,

to save energy, we should also consider the overall active time, which will increase under

core limitation.

5.1 The Energy Saving Efficiency of Core Limitation

Core limitation decreases the peak power of a CPU, but its energy savings need to be

investigated.

5.1.1 The Constraint on Core Limitation

The constraint on the core limitation is that the utilization of available cores must not

exceed 100%, as explained in Chapter 2, because the QoS rapidly degrades as the utilization

approaches 100%. If N is the number of servers, U is the utilization, Cmax is the number of
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Table 5.1: Execution Time under Different Core Limitation of WASP and A-I

- Core Limitation
Utilization

Low Medium High

WASP

28 500.0661 300.0541 214.3376
27 500.0688 300.0615 214.3465
26 500.0542 300.0657 214.3371
25 500.0556 300.0474 214.3472
24 500.0575 300.0517 -
23 500.0623 - -
22 500.0669 - -

A-I 500.0476 300.0417 214.3254

available cores per server, and Climitation represents the core limitation (i.e., number of cores

to which jobs are assigned), uClimitation is the corresponding utilization for Climitation available

cores.

uClimitation =
CmaxNU

ClimitationNa
(5.1)

For example, if N = 10 servers, U = 0.3, Na is 4 (according to (2.2)) and the utilization

per awake server is 0.75, which is also the utilization for 28 cores (u28 = 0.75). uClimitation

increases when Climitation decreases. When Climitation = 21, u21 = 1, in this case every awake

server is fully occupied under core limitation, the job queues grow to infinity, and the latency

increases rapidly.

5.1.2 The Energy Saving under Core Limitation

The energy effects of core limitation can be seen as two parts, the first part is the energy

increase of the system energy, the second part is the energy saving for cooling system. This

is an energy trade-off; here we give energy comparisons for different core limitation and

utilization.

Figure 5.1 shows the system energy with different core limitations for WASP and A-I
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Figure 5.1: Energy without Fan under Different Core Limitation of WASP and A-I (Tamb =
25◦C,Tmax = 80◦C)

(Tamb = 24 and Tmax = 80). The system energy increases as the core limitation decreases;

nevertheless, the system energy of WASP is always lower than that of A-I. As shown in

Table 5.1, the job execution times for different core limitations are almost the same, hence

the system energy and system power have a similar trend.

The required fan energy for different core limitations is shown in figure 5.2. We can see

the trend of fan energy is also like a cubic function with the core limitation; it increases

rapidly as the core limitation is increased.

Figure 5.3 shows the total energy comparison for different core limitations for WASP

and A-I. The best core limitation is the same for the three utilization levels. As shown in the

figure, the core limitation can decrease, or even eliminate the negative impact on cooling

system caused by WASP. Under a 26-core limitation, we can observe that such limitation

can save more than 80% cooling energy under a low utilization, the energy saving efficiency

is still good (70%) under high utilization. The increase of the system energy is small, only
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Figure 5.2: Fan Energy under Different Core Limitations for WASP and A-I

Table 5.2: Best Core Limitation under Different Utilization (Tamb = 25◦C,Tmax = 80◦C)

UTILIZATION 0.2 0.3 0.4 0.5 0.6 0.7 0.8
BEST CORE LIMI-
TATION

26 26 26 26 26 26 26

around 1% under this best core limitation.

The core limitation here helps to save around 10% total energy compared to the energy

for 28 cores. It eliminates the impact of WASP on energy saving completely, and helps to

save more cooling energy compared to A-I.

We also present the best core limitations under different utilizations in Table 5.2. The

results show that the optimal limitation does not depend on the utilization.

5.1.3 Best Core Limitation under Different Environments

The best core limitation varies according to Tamb and Tmax, as shown in Table 5.3. As shown

in the table, the best core limitation increase as the difference between Tamb and Tmax grows
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Figure 5.3: Total Energy under Different Core Limitation of WASP and A-I (Tamb =
25◦C,Tmax = 80◦C)

larger.

From table 5.3 we see that the core limitation varies with job size.

5.1.4 The Essence of Core Limitation

We show a CPU power trace of 26-core limitation for small latency jobs in figure 5.4.

Comparing this with the power trace of figure 4.8, we can observe that the core limitation

actually make the power trace more stable (i.e., has less variation). Though the average

power for figure 5.4 is even higher than that in figure 4.8(a), it avoids long period at peak

power. This is also the reason large latency jobs perform better in terms of energy efficiency

of cooling system. A stable power trace can reduce the cooling demand compared to an

unstable one (with similar average power).
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Table 5.3: Best Core Limitation for Different Temperatures and Job Sizes

Job Size (ms) 4.2 194
Tmax(

◦C) 75 80 85 75 80 85

Tamb(
◦C)

20 26 27 28 25 26 28
25 24 26 27 23 25 26

Figure 5.4: CPU Power Trace of 26-Core Limitation for Small Latency Jobs (Tamb =
25◦C,Tmax = 80◦C)
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5.1.5 Indirect Energy Saving on CRAC

As shown in figure 5.3, the core limitation for Tamb = 25◦C and Tmax = 75◦C is 24 for small

latency jobs. Taking medium utilization for example, the average cooling power per server

under this limitation is around 15W, while the cooling power without limitation is 186W. For

a 2-fan server, it is hard for a server fan to generate over 90W (the rated power for a server

fan is about 36W). In this case, the only way to control the CPU temperature under Tmax

without core limitation is to lower the ambient temperature, which will stress the CRAC

system and increase its power.
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Chapter 6: Discussions

In Chapter 2, we introduce WASP and demonstrate its energy saving efficiency compared to

A-I. In order to save more energy, WASP assigns jobs to as few servers as possible. Such

a scheme forces those servers to run at maximum utilization while they are in active state.

We then build a thermal model and fan power model in Chapter 3, and find the optimal fan

speed for given Tamb, Tmax, and PCPU . However in Section 4.2, the scheme that WASP uses

to save energy is then found to be disadvantageous for the cooling system (for small latency

jobs). When the utilization is high, the cubic relationship between fan speed and fan power

rapidly amplifies the impact of increase of CPU power.

It is possible to reduce the energy of the cooling system by adding more awake servers

for WASP, which allows these servers to enter system sleep state. During this sleep state,

since both CPU and fan are not working, the ambient environment can make a lrge impact in

cooling down the system. However, as shown in Table 1.2, the wake-up latency for system

sleep state can be 5 sec, and the power during this wake-up period is almost half of the peak

power. If WASP adds more awake servers (Na), the average utilization of these servers will

be low. Putting them into system sleep state from time to time will waste power due to the

large wake-up latency, not to mention this will also cause a latency problem. Keeping them

awake will cause a large amount of base power (system power without CPU). Cooling fans

do consume a significant part of the energy of a data center server, for example, the power of

the cooling fans can be about 220W while the CPU power is around 380W [14]. However,

even in this case the fan power only takes 18% of the total server power(1203 W). Through

increasing Na, WASP can save more fan power, but it will not be enough to balance the

increase of the system power.

Based on this observation, we suggested two improvements to save cooling energy. Pre-

cooling scheme enhances the energy saving efficiency of the optimal fan speed for WASP.
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One of the features of WASP is that, once a server is active, its utilization is high (around

100%). Though such behavior puts a large demand on the cooling system, it makes the

power variation of CPU predictable. It was then shown in Section 4.3 that, on the premise

of a certain duration of high CPU power, it is more energy-efficient to increase the fan

power gradually long before the CPU temperature rises to a high level. We then compared

the optimization with and without pre-cooling scheme, and showed that pre-cooling can

improve the energy saving efficiency. However, there exists a conflict. Pre-cooling works

better for low utilization; in this case sometimes it can save about 30% of the optimal fan

power (figure 4.18), but in this case it does not result is overall power savings as the fan

power is small relative to the CPU power. When the utilization of CPU is high, it stresses

the cooling system, but the energy-saving efficiency of pre-cooling scheme does not work

as well.

Pre-cooling can be seen as a scheme to soften the impact caused by WASP. Though it is

not efficient for WASP to increase Na to save cooling energy, it might be another way to

reduce the peak power of these Na servers; in Chapter 5, we suggested using core limitation

to save cooling energy.

The number of available cores of processors has increased rapidly in recent years [12].

There are some frameworks, such as Watts-inside [3], that study the application power and

conduct optimization based on the power profiles for multi-core computing. Though the

increase of cores offers a better performance, it might cause a huge demand on the cooling

system. The essence of core limitation is to share jobs to other servers (among Na awake

servers) and stabilize the CPU power trace. By doing this, the peak power of these active

servers decreases, while the total power increases because such behavior extends the total

active period. But the energy increase caused by core limitation is much smaller than that of

an increase of Na, which makes it possible to make an energy trade off of system energy and

cooling energy. We discuss the total energy under different environments and utilizations.

The best core limitation varies with the environment; in some case the core limitation can
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eliminate the impact caused by WASP, or even save more cooling energy compared to A-I.

Both pre-cooling and core limitation can save more energy – one is an improvement of

the cooling strategy (change the algorithm to find the optimal fan speed), and the other is

improvement of the WASP algorithm itself. The simulation results show that under these

two improvements, WASP can save up to 45% energy at low utilization, 26% at medium

utilization, and 12% at high utilization.
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Chapter 7: Future Work

In this thesis, we demonstrated the energy saving efficiency of WASP, discussed its impact

on the cooling system, and then suggested two improvements for WASP. We now present

possible ways in which our work can be extended.

The pre-cooling scheme not only provides the optimal fan speed, but it can also be

applied to the CRAC unit. In [16][15], pre-cooling scheme is used to enhance the optimal

cooling strategy for smart buildings. Inside a smart building, the majority of the heat is

generated by humans. The number of humans can be represented by the density of CO2 in

the air. A gray box model is used to identify the parameters for the thermal model inside

the building. The foundation of the pre-cooling scheme is that the environment for future

is predictable. Here the authors use Holt Winters triple exponential smoothing algorithm

to predict the density of CO2, and use weather forecast as the prediction of the ambient

temperature. In our current work, the power and duration of active CPU under WASP

algorithm are also predictable. However, if the workload for the data center can also be

predictable, like in [15], once the heat trace inside the data center in a day can be predicted,

we can apply the pre-cooling scheme both on CRAC and cooling fan of the servers.

The utilization was held constant in the simulations presented in this thesis. Though we

have used a Poisson job arrival process to simulate the traffic in real data center, the arrival

rate for traffic might change from time to time. This is also an important feature in data

center and there are studies that perform optimization based on this feature. For example,

the framework for data center [8][19][18] is designed to reconfigure the topology inside data

center according to different traffic in order to minimize the average hops. WASP itself can

also change its configuration according to different arrival rates. However, as we show in

this paper, the best configuration for system energy might not be the best for the total energy.

The core limitation in this thesis is used as a hard limitation for WASP. For example, we
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only compare the energy consumption of different core limitations from 28 to 22 in figure

5.1(a). If the core limitation drops down to 21, the average utilization for the awake servers

will exceed 100%, and as discussed in Chapter 2, the latency of jobs will be very large and

adversely impact QoS. In this case, to maintain the QoS, we can add more active servers or

increase the core limitation. Exploring a soft core limitation provides more flexibility and

could be another direction to pursue.
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