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Abstract of Praxis
Multi-Agent Artificial Intelligence (AI) Generation of Software Bill of Materials
(SBOM)

Over the years software systems have experienced a significant complexity
growth enabled by widespread reuse of open-source software (OSS) components and
modular frameworks which enabled time reduction in development while at the same
time introducing significant challenges in the software supply chain in the area of
security vulnerabilities and licensing compliance management. One frequently
encountered challenge is a lack of detailed inventories of software components with their
dependencies and related licensing information. Different solutions were proposed to
address this challenge, where the software bill of materials (SBOM) approach has gained
the most traction in the industry as a go-to tool that provides detailed information about
software composition and licensing terms. Despite its recognition, the SBOM adoption
rate is low with key concern raised about inconsistent quality of SBOM documents.

This praxis proposes solution that mitigates the SBOM quality concerns with a
multi-agent AI SBOM tool which leverages large language models’ (LLM’s) reasoning
capabilities and arrangement of sequentially collaborating Al agents to enhance the
accuracy and completeness of the SBOM. The proposed system aims to improve key
SBOM quality parameters that include precision and recall for dependency detection and
licensing identification by performing analysis directly on the source code and combining
outputs from multiple agents. In order to quantify the improvement of the method the
results are evaluated against existing widely used SBOM tools on the validation dataset

prepared in this praxis.
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Aside from SBOM quality metrics evaluation, the praxis assesses the feasibility of
implementing the Al agents with open-weight models to reduce the usage cost with
smaller quantized models instead of powerful commercial models like GPT40 or Gemini-

Flash.
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Chapter 1-Introduction

1.1. Background

As software systems become increasingly complex, developers have come to rely
on reusing prebuilt components, libraries, and frameworks to speed up development and
reduce expenses. The growth in complexity is paralleled by the growth in the software
supply chain (SSC) and open-source software (OSS), where the development teams
within an organization integrate the software from a variety of vendors. In general the
reuse and modular approach improve efficiency but at the same time it adds maintenance
costs associated with introduction of dependencies in the final product. The most
significant challenges are with managing licensing and security risks on top of
maintenance costs such as feature updates or bug fixes in reused code (Xia et al., 2023).

Reused components in particular OSS may include unintentional security flaws or
intentionally hide embedded backdoors or malicious code which is one of the biggest
concerns with third-party component reuse that carries the risk of introducing
vulnerabilities through the SSC (Ladisa et al., 2023). To determine if the product is
affected and to address vulnerabilities the organizations must have a precise
understanding of product software composition. When managing complex systems that
rely on reused OSS components identifying the actual software composition becomes a
non-trivial task. This task requires not only understanding which components are reused
but also referenced dependencies by those components. To address this challenge the
reused components could include licensing and composition information as a separate
document which is provided in form on software bills of materials (SBOMs) intended for

managing information about components used in software systems (Arora et al., 2022).



Having an SBOM with detailed inventory information reduces the burden on
organizations when exploring whether component reuse introduces potential security
risks or violates license terms.

The importance and role of SBOM to manage SSC was recognized by U.S.
government that mandated in a recent U.S. executive order on cybersecurity (Executive
Order on Improving the Nation's Cybersecurity, 2021) that suppliers are required to
include SBOM as a critical component in their self-attestations for adherence to secure
software development practices. Even with U.S. government mandate and recognition of
importance SBOM role in SSC the state of current tools for generating SBOMs still does
not fully address the actual needs (Zahan et al., 2023). The SBOM tools often produce
results that are inconsistent, incomplete, or inaccurate (Balliu et al., 2023). The SBOM
quality is particularly challenging for organizations that use it during their vulnerability
detection and impact analysis because missing components can result in undetected risks,
while including irrelevant information causes unnecessary scanning and evaluation (Xiao
et al., 2025).

To address some of SBOM adaptation barriers this project focuses on gap in
SBOM generation tools to improve their overall quality and reliability as discussed by
(Torres-Arias et al., 2023). The proposed solution is a multi-agent Al SBOM tool that
uses Al agents to perform the source code analysis to produce improved quality SBOM.
The tool leverages Al agents to identify direct dependencies and detect license
attributions that are key quality factor of the SBOM. The Al agents are built with large
language models (LLMs) that directly evaluate the source code to improve the SBOM

quality. The architecture of the system includes various specialized agents performing



dedicated tasks that are built using ML/AI, software scripts or both. The output of the
tool can is used to adjust the initial SBOM produced by the rule-based scanner. As the
result the process results in an SBOM with improved quality compared to the baseline
SBOM produced by a rule-based generator.

The key innovation in this approach is the application of LLMs to reason about
dependencies and license attributions text directly on the source code in order to produce
SBOM with improved key quality metrics. This approach differs from current
applications of ML or generative Al in SBOM tools by taking advantage of LLM’s
reasoning capabilities instead of purely generative features typically used to create
extended set of rules. The output produced by the tool is intended to augment the initial
SBOM produced by rule-based SBOM generator with more precise information. The
changes may involve adding missed or removing unnecessary content where the SBOM
may require addition or removal of license attributions or dependencies that were
originally missed or detected by the rule-based scanner.

The multi-agent SBOM tool was designed to support Java projects built with the
Maven build system which enabled the SBOM quality benchmarking with the method
used by (Balliu et al., 2023) in their SBOM tools quality analysis. Similar benchmarking
method was also used by (Rabbi et al., 2024) for JavaScript projects built with npm.

This multi-agent SBOM tool provides a step improvement that attempts to
address SBOM quality issues which are one of most common reasons cited in literature
as an obstacle in SBOM adaptation (Xia et al., 2023). The primary intention for providing
the solution that creates SBOM with improved quality is to help organizations manage

vulnerabilities and maintain compliance more effectively.



1.2. Research Motivation

Including dependencies through component reuse makes understanding of
software composition essential, especially in having visibility how discovered
vulnerabilities affect software products. The visibility becomes critical after a supply
chain attack takes place forcing companies to act quickly to mitigate the impact which
drives the cost associated with identifying impacted software components even higher.
The large-scale impact across industries occurring in most recent supply chain attacks
paralyzed systems and required significant cost to investigate and recover.

The large-scale attack on SolarWinds product Orion allowed attackers to infiltrate
several hundred thousand organizations around the world (Arora et al., 2022) which
forced SolarWinds to spend approximately $312 million solely in investigative expenses
to determine which software components were impacted (Almasri et al., 2023). .
Adversaries often conduct attacks by exploiting OSS vulnerabilities to indirectly target
specific organization or broader software supply chains which can similarly result in
significant costs as well. One of such attacks was the exploit of Log4jShell vulnerability
where the impact reported by ArcticWolf indicated that approximately 1,024 of
organizations were affected specifically by the Log4j vulnerability. As a result the
companies incurred an average cost of $90,000 that was directly associated with incident
response (Arctic Wolf Labs, 2022). The aggregated expenses to address the Log4j
vulnerability for customers solely managed by ArcticWolf were $90 million.

In both instances, the use of the SBOM would enable customers to identify the
software’s components and third-party subcomponents, allowing users of integrated

software to carry out inspections that could help prevent an attack. However, potential



quality issues in the SBOM’s recall when identifying the composition may leave OSS
consumers with some residual risk due to uncertainty in identifying all components (Xiao
et al., 2025). Moreover, low precision and the inclusion of unrelated components could
similarly result in unnecessary expenses from evaluating irrelevant items.

Generating a complete and accurate SBOM is a fundamental requirement for the
security of the SSC. The current solutions include the generation and validation of the
SBOM at different stages of the build process (Nadgowda & Luan, 2021). Alternatively,
combining multiple SBOM generation methods appears to be a straightforward and
intuitive approach for improving precision. As the combined set of identified components
will include all true positives detected by individual tools, the resulting recall will, at
least, remain the same or, more likely, improve. This approach may negatively impact
precision because when all detected components are combined the false positives are
aggregated as well, which may lead to a potential decline in precision. It is expected that
the precision will remain unchanged at best, but it is more likely to degrade. This calls for
a solution that combines results to improve precision while simultaneously reducing or
eliminating the degradation of recall.

The research goal of this praxis is to address the challenge of enhancing the
precision and recall of SBOM generation tools to improve SBOM quality which would
mitigate one of barriers in its adoption. This goal is accomplished with Al based solution
that improves the F1 score by achieving a balance between precision and recall in
dependency and license detection. The resulting work contributes to strengthening the

security of the SSC and legal compliance where the improved quality of SBOM translates



into cost reduction associated with managing vulnerabilities and risk reduction in the
violation of licensing terms by missing the actual licensing terms.
1.3. Problem Statement

The effort required for SBOM adoption is prohibiting organizations from
integrating SBOMs for reused OSS, resulting in SBOM adoption under 16% exposing
organizations to costs reaching $300 million.

Even though the SBOM is considered a critical tool in managing SSC security
and licensing compliance, its adoption is low due high operational cost caused by SBOM
tools results that often do not meet quality needed and deliver inaccurate and incomplete
data. The operational cost and time to respond depends on the data quality where the low
quality SBOM can cause undetected vulnerabilities or unnecessary evaluations or missed
licensing terms. This lack of reliability and consistency limits SBOM’s potential to be
used as a critical tool for mitigating the risks associated with reused OSS which creates
the need for innovative solution that overcomes this barrier in broader adoption (Xia et
al., 2023).

1.4. Thesis Statement

An Al-assisted automated SBOM generation tool for OSS is required to improve
quality and reduce integration costs.

The proposed multi-agent Al tool for generating SBOM improves F1 score and
balance between precision and recall as compared existing rule-based tools resulting in
better quality of generated SBOMs, which mitigates the adoption barriers by reducing the
costs associated with manual and ad-hoc post-processing. The SBOM quality

improvements reduce the efforts to confirm vulnerabilities in software and establish



software licensing compliance. Furthermore, these improvements enhance the detection

process’s effectiveness and security against cyberattacks and reduce the risk of legal

exposure due to licensing violations.

1.5. Research Objectives

The main objective of this praxis is to build and test a multi-agent Al SBOM
generation tool to improve the key quality metrics of generated SBOMs. The quality
improvement will reduce the gaps in SBOM-based vulnerability detection and licensing
compliance in third-party reused dependencies. It is also expected to reduce one of the
adaptation barriers caused by low confidence in the accuracy and consistency of
autogenerated SBOMs. Specifically, the solution will help producers generate SBOMs
more reliably, making them more complete for further use by SBOM consumers. On the
consumer end, two primary use cases will directly benefit from the improved quality of
the SBOM, namely security practitioners focusing on vulnerability management and legal
professionals focusing on licensing compliance. The overall objective can be broken
down into three specific elements:

e Improving dependency detection quality in SW composition analysis by analyzing the
code with Al agents and adjusting the SBOM generated directly from source code.
Metric: Component identification, dependency identification.

e Improving licensing identification in SBOMs by utilizing the LLM to analyze the
source code. Metric: License attribution identification.

e Evaluating the effectiveness of quantized LLMs with retrieval-augmented generation
(RAG) against proprietary LLMs with RAG in license detection. Metric: Relative

performance in SPDX ID detection.



1.6. Research Questions and Hypotheses
The study examines three research questions:

RQ1: Does applying sequentially collaborating LLM agents to refine SBOMs
produced by rule-based scanners improve overall dependency detection in OSS projects?

RQ2: Does an LLM agent with RAG and leveraging curated license text corpora
improve SPDX license type identification in OSS projects compared to baseline rule-
based methods?

RQ3: Does a quantized and fine-tuned LLM with RAG perform at a comparable
level to a proprietary LLM with RAG in SPDX license type identification for OSS
projects?

Accordingly, three corresponding hypotheses are formulated:

H1: Applying sequentially collaborating LLM agents to refine SBOMs from rule-
based scanners will achieve an increase in the F1 score for overall dependency detection
in OSS projects.

H2: An LLM agent with RAG will achieve an increase in the F1 score for SPDX
license type identification in OSS projects compared to baseline rule-based methods.

H3: Quantized and fine-tuned LLM with RAG will achieve an F1 score for SPDX
license type identification in OSS projects that is not different from that of a proprietary
LLM with RAG.

1.7. Scope of Research

The scope of this research comprises developing and implementing a multi-agent

Al SBOM tool (MAAIST) for improving the quality of SBOMs for OSS generated at the

source code level by a rule-based SBOM generator. The approach employs multi-agent



Al using LLMs and machine learning to identify OSS components, dependencies, and
their licenses. The system analyzes OSS projects from public repositories and provides a
list of components, dependencies, and licenses that are used to adjust the SBOM
produced by rule-based tools.

The tools provide all required minimum elements for SBOMs defined by NTIA
(Department of Commerce, 2021) along with licensing information, but the research
analysis focuses on four key SBOM elements. These elements include components
(direct and transient dependencies), package IDs, package versions, and licensing
information. The SBOM elements related to authorship and tracking are not included in
the analysis, as they do not provide meaningful, quantifiable data beyond their presence.
1.8. Research Limitations

The research work is limited to a subset of languages and projects that provide
mechanisms to generate the source of truth for software component composition
evaluation. This limitation is driven by the complexity of obtaining the actual
composition of the software based solely on the source code, which is necessary to
quantify the performance of the tools. Based on data availability, the research scope is
reduced to Java Maven-based OSS projects accessible on GitHub. The projects are
further narrowed down to high-quality repositories that can be built and packaged using
Maven to produce the ground truth.

The license identification research is limited to datasets that provide the labeled
ground truth needed for evaluation, and it is further extended with datasets generated

using augmentation techniques. The augmentation process labels preserving



transformations on known licenses and synthesizes variations of the commonly
encountered license attributions in header files or read me files.

1.9. Organization of Praxis

This praxis is organized into five chapters.

Chapter 1 is the introduction, which provides an overview of the field that the
praxis addresses; the problem and thesis statements; and the research motivation,
objectives, questions, hypotheses, scope, and limitations.

Chapter 2 provides a review of the literature and current state of the art in the field
that the praxis is investigating. This chapter presents an overview of previous work that
has been published on the domain of research of this praxis, as well as work that has been
published on the methodology used in this praxis.

Chapter 3 discusses the methodology employed to address and solve the problem
presented in this praxis, that is, by utilizing MAAIST to improve the quality of SBOMs.
It covers details on the dataset used, data cleaning and preprocessing methods, model
design, model variants, model training, and benchmarking.

Chapter 4 discusses the results of the praxis, which are produced as an outcome of
applying the methodology discussed in Chapter 3. In this praxis, the results focus on
whether an LLM can be used to improve the accuracy and completeness of the SBOMs
produced and the LLM’s performance evaluation against the existing rule-based
generated SBOM baseline. The results cover which of the investigated models best

perform this task and the various model performance metrics.
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Chapter 5 includes summary of the work conducted in this praxis with focus on
the contributions to the field of research and discusses opportunities with potential

directions for future research.

11



Chapter 2-Literature Review

2.1. Introduction

This chapter is organized into several sections to introduce the problem domain
and provide the necessary background and context, as well as review existing solutions
and potential improvement methods available in the literature. Section 2.2 provides
background of SSC problem-domain. Section 2.3 discusses problems encountered in
vulnerability and license compliance as part of SSC management. Section 2.4 describes
SBOM as a current solution used in the industry. Section 2.5 provides background on
software composition analysis (SCA) used to generate SBOMs. Section 2.6 explores
accuracy of SCA tools. Section 2.7 reviews current applications of Al in SBOM
generation and analysis. Section 2.8 evaluates current uses of LLM in other domains that
could be applied to SCA domain. Finally, section 2.9 explores LLMs capabilities in code
reasoning that are applicable to SCA.
2.2. Supply Chain and Open-Source Code Reuse

The use of OSS accelerates innovation and enables collaboration across industries
by providing flexibility and cost savings. Those benefits had made it a foundational
building block in many software products and attracted many organizations to reuse OSS
components in their operations or products in order to leverage expertise and accelerate
development cycles when deploying new products to the market (Mohagheghi &
Conradi, 2007).

While providing many benefits OSS introduces challenges in SSC management
that affect cybersecurity and legal compliance which are related to risks of introducing

vulnerabilities or license non-compliance while using OSS in SSC without fully
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understanding its composition and provenance (Holbrook, 2023). The organizations face
challenges in identifying the origin of the OSS as well as what security risks and
licensing terms are introduced by integrating complex and interconnected OSS
components. As a result it creates additional obstacles to the organization in
accountability and risk governance (Kaczorowski et al., 2022).

The organizations need SBOM tools that provide high quality software
composition information allowing to address risk governance obstacles and manage
abilities that identify and track OSS components in SSC with good visibility into what
components are included and what license terms apply. Automated tools that
continuously scan for vulnerabilities and licensing risks can also ameliorate some of
those issues by speeding up the detection of vulnerabilities and compliance issues.
Governance frameworks and universally defined criteria for assessing the quality of
open-source code reuse further improve the security position and increase the reliability
of the software (Holbrook, 2023).

With a proper combination of open-source code reuse and supply chain risk
management through the incorporation of adequate tooling and processes, organizations
can optimize for innovation, security, and resiliency to sustain value from open-source
ecosystems (Martin, 2020).

2.3. Supply Chain Attacks, Vulnerability Detection, and Impact Monitoring

Supply chain attacks are severe threats that are designed to take advantage of the
vulnerabilities in the connected software ecosystems, especially through open-source
components and third-party providers. This makes them difficult to detect and respond to,

and, as a result, the attacks on the supply chain can go undetected for long durations,
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even as they cause damage to the users. Modern, OSS-based software typically contains
numerous dependencies, which allows for the widespread propagation of a single
vulnerability. This characteristic makes SSCs susceptible to a broad attack surface due to
the possible presence of vulnerabilities in upstream transitive dependencies that impact
the core software (O'Donoghue et al., 2024).

These threats can only be countered by using enhanced vulnerability detection
tools that include automated scanning tools, continuous monitoring, and rapid response
protocols. Detection of known and emerging security threats is crucial and should be
done on time to enable remediation (Yan et al., 2021).

Organizations monitor the impact caused by discovered vulnerabilities to
understand whether and how the software used by customers or internal operations is
affected. To quickly assess the impact organizations need software components
inventories that include dependencies typically provided in SBOMs. The inventories
combined with active monitoring process provide data needed to make an informed
decision for prioritizing remediation efforts based on criticality and operational risk to the
business (Caven et al.; Holbrook, 2023).

2.4. SBOM for Inventory Management and Adoption Challenges

The purpose of SBOM is to help manage supply chain risks by providing a
holistic view about components used in software systems to describe direct and transient
dependencies along with licensing terms. The adaptation of SBOM within an
organization enables security practitioners to quickly assess whether discovered

vulnerabilities have an impact on their systems or not. Additionally, SBOM helps the
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legal teams in determining the license compliance which enhances the overall software
lifecycle management (Mirakhorli et al., 2024).

Even though the SBOM provides great benefits, the organizations face obstacles
in their usage. This manifests itself in adaptation challenges caused by low SBOM quality
which requires additional time and effort to verify whether the SBOM is accurate and up-
to-date. The organizations also face difficulty with SBOM consistency and ensuring that
all development teams and suppliers comply with the same rules. The SBOM adaptation
is also hindered by resistance to change and the absence of industry standardization
(Kloeg et al., 2024).

To overcome these issues the dedicated resources and collaborative efforts across
the industry are required to improve the SBOM quality and define standardized processes
with adequate tools. Addressing those obstacles would increase SBOM adaptation rate
and enhance the security of SSCs in reliable and sustainable use of OSS components (Bi
et al., 2024).

2.5. Software Composition Analysis

SCA is a method used by security practitioners for identifying information about
the components such as libraries or packages included in software systems in order to
manage open-source and third-party components. It primarily involves scanning the
application’s source code including binaries, package managers, container images and
their dependencies to create a component inventory with all used components, their
versions, associated licenses, and any known vulnerabilities. This activity provides
organizations with a clear perspective on the SSCs to prevent or manage risks that are

associated with the components (Vu, 2021).
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The SCA is primary activity used for identifying dependencies and licensing
information during SBOM generation process. An SBOM itself is a detailed list of
components that are included in a software product and contains a list of all libraries with
versions and dependencies as well as licensing attributions. SCA generates SBOMs by
scanning and reporting on components during software development or alteration. It also
identifies and highlights components that have vulnerabilities or unchecked licenses,
thereby equipping the development and security teams to act on risks or nonconformities
(Nadgowda, 2022).

Furthermore, SCA assists organizations in meeting industry standards and
regulatory requirements, such as the U.S. government executive order that called for
SBOM adoption for cybersecurity purposes. SCA improves security posture, dependency
management, and incident response time by offering transparency in the software
composition. Therefore, the integration of SCA in the Software Development Life Cycle
(SDLC) not only improves the general cybersecurity posture of an organization but also
guarantees the long-term pedigree of the developed software (Cofano et al., 2024).

2.6. Accuracy of the Software Composition Analysis Tools

The accuracy of the SCA tools is crucial to obtaining a good SBOM. However,
current SBOM generator tools have accuracy issues, especially in the prevalent
programming ecosystems such as Java and JavaScript. Several accuracy problems have
been reported in the literature (Balliu et al., 2023). First, a problem of inconsistency
exists in dependency identification. In Java-based projects, research on different tools
showed that dependencies were detected differently and, thus, were inconsistent.

Likewise, JavaScript-focused analyses found some variation in the tools chosen,
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including ORT, cnn, Syft, and cdxgen, especially in component details identification
(Rabbi et al., 2024). Ground truth evaluations also support these accuracy concerns.
SBOM producers are bad at producing accurate SBOMs in full form because of various
failures, including the omission of test dependencies, wrong handling of Maven
properties, failed version resolution, poor advanced dependency resolution, and wrong
usage of projects as dependencies (Halbritter & Merli, 2024). In JavaScript ecosystems,
component names and versions were not properly detected as a major issue. A detailed
comparative analysis of various SBOM generators, that is, Trivy, Syft, Microsoft SBOM
Tool, and GitHub Dependency Graph, also showed varying levels of inaccuracies,
omitted dependencies, and inconsistencies across various programming languages. These
accuracy problems are further complicated by limited metadata file support, partial
parsing of complex metadata syntax, and restricted transitive dependency resolution,
especially in offline modes without lockfiles (Yu et al., 2024).

Furthermore, variations in package names used by different tools increase the
accuracy risks of detecting vulnerabilities and managing dependencies (Imtiaz et al.,
2021). These inconsistencies are partly because the current SBOM formats lack
standardized fields for clearly denoting dependency scopes, such as whether a
dependency is a development or test dependency. The source of many duplicate package
entries is projects that use multiple metadata sources, which inflate package counts and
reduce clarity. Furthermore, parser confusion attacks comprise a new accuracy and
security risk that comes with custom metadata parsers that can be made to misidentify or

ignore malicious dependencies that have been purposefully crafted (Yu et al., 2024).
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Despite the numerous problems mentioned above, some tools are better than
others in certain aspects. For example, in Java ecosystems, research found that Build-
Info-Go is among the best performers because of its rich feature set and higher accuracy,
although there is room for enhancement (Balliu et al., 2023). In the JavaScript
environment, cyclonedx-node-module (cnn) was found to be the best among its peers in
component details and complete dependency information (Rabbi et al., 2024). In general,
precision is still seen as a major issue in SCA tools that are used in SBOM production.
Therefore, current tools need to be enhanced, SBOM specifications need to be
standardized, and clear benchmarks are needed by which to evaluate and improve tool
accuracy (Halbritter & Merli, 2024).

2.7. Leveraging Artificial Intelligence in SBOM Analysis

Managing SBOMs has become essential in software security, supply chain
management, and regulatory compliance. Nevertheless, current SBOM processes are
inconclusive due to their limitations in scalability, accuracy, and proper usage. Both Al
and ML provide the means to solve some of these challenges and improve the creation
and use of SBOMs. Recent advancements, including those found in (Beninger et al.,
2024), represent an effective application of Al and ML in various aspects of SBOM
creation and usage. Some of the recent advancements include the use of version and
product identification through Al, detection of OSS libraries across different
architectures, development of automatic behavior matching rules, and definition of the
behavioral scope with the help of Al In addition, the researchers are applying Al based

technology to automate and scale vulnerability management when processing SBOM
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defined assets and vulnerability exploitability exchange (VEX) reports (Radanliev et al.,
2023).

The SBOM generation methods currently available often require manual efforts or
use simple rules approach that is not efficient or accurate, in particular when working
with large software systems. One of the recent advancements in applying Al to SBOM
generation includes string similarity learning at the character-level. This method is used
to correctly identify product names with corresponding versions (Beninger et al., 2024)
and requires converting the textual data representation into numerical features before
training the model. For instance, with the help of pretrained language models serving as
encoders, the system can identify version strings as valid identifiers for products
significantly better than by manual search and allows to search across millions of
software versions.

Another important improvement is the application of Al technology for code
clone detection of OSS libraries and their versions across different hardware platforms.
Using ML models specifically trained for comparing assembly code with known product
binaries, such as Pluvio, introduced by (Beninger et al., 2024) allows taking apart binary
executables and analyzing assembly functions to identify similarities between the
executables, even if they are compiled for ARM or AMDG64 architectures. This method is
better than the simple string matching because it enables the semantic analysis of the
code at the binary level and, thus, improves the accuracy of detecting vulnerabilities and
the completeness of the SBOM.

The knowledge of the operational behavior of firmware and software is important

for risk analysis and integrity verification. The Al models in systems like ERSO

19



(Beninger et al., 2024) contribute by scanning the firmware and reporting high-level
functions such as encryption and network communication. Generative models that are
specifically up trained to generate precise rules for the identification of capabilities from
standardized behavior frameworks such as the MITRE ATT&CK framework

(https://attack.mitre.org) can be utilized to automate behavior classification and threat

detection.

In addition to the technical aspects of identification and behavior analysis of
components, Al and ML also offer solutions to other SBOM-related issues, such as data
usage, automation, and scope. The integration of Al into the SBOM processes and
workflows allows organizations to perform routine compliance checks, manage
information about vulnerabilities efficiently, and resolve the issues of names and
alignment. As discussed in the recent literature, a revolutionary approach to this problem
has been proposed, which involves developing a single computational framework that
will use Al technologies for the management of all SBOMs throughout the enterprise,
drastically decreasing the human involvement in the process and increasing the overall
efficiency.

Lastly, generative pretrained transformers (GPTs) have been identified as a highly
effective tool for solving particular VEX problems. GPTs are effective because
personalized GPT models can tell the difference between real vulnerabilities and
unimportant ones or those that have already been patched, so that the latter do not
propagate the vulnerability reports. Thus, by applying the principles of Al to the VEX

data, organizations can enhance the efficiency and effectiveness of the vulnerability
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management processes to keep the SBOM information current and useful (Radanliev et
al., 2023).
2.8. Application of LLMs in Software Composition Analysis

The LLMs demonstrate useful capabilities that can be applied in various ways in
SCA to improve the effectiveness and precision of the analysis. The most typical use of
LLM in this context is generative capability utilized to synthesize new rules to improve
the performance of rule-based scanners (Beninger et al., 2024). Current ML/Al-powered
SCA tools do not utilize other strengths of LLMs such as summarization and reasoning
capability, that could also be applied in SCA. Specifically the LLM’s extractive
summarization capability which maintains important facts, and abstractive summarization
which offers more contextual and meaningful understanding of features (Yin et al.,
2024). The extractive and abstractive summarization capabilities can be applied in SCA
to identify important information about code features and licensing directly from the
source code. These capabilities can be utilized to determine project dependencies and
licensing attributions which are key objectives of SCA.

The extractive dialogue summarization that uses GPT-3.5 LLMs to generate
pseudo-labels (summaries) for unlabeled dialogue data shows how effectively LLMs are
able to find and state the key sentences from a longer text to create a summary (Mishra et
al., 2023). The LLM’s capability to effectively summarize longer dialogues in concise
form can be applied in identifying and extracting key information from source code about
software components, their functions, licensing, and dependencies allowing to substitute

rule-based scanning in component evaluation.
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The extractive summarization discussed by(Mishra et al., 2023) is focused on
identifying the key content in the text, which is further extended by (Yin et al., 2024) to
use abstractive summarization for long documents. The abstractive summarization
generates new content that condenses the content of the documents in contrast to
extractive summarization that identifies key content instead (Yin et al., 2024). Applying
abstractive summarization in SCA allows to create comprehensive overviews of software
components instead of limiting summarization to just collecting key content from sources
which enables to move beyond simple sentence extraction and generate higher-level
insights. This makes LLM a practical tool for analyzing and summarizing complex
software artifacts.

Adopting methods originally designed for dialog segmentation could help LLMs
to concisely understand structural relations with intricate dependencies when explaining
the software architectures. (Yin et al., 2024) presented an unsupervised topic
segmentation method for long documents that employed BERT embeddings and cosine
similarity to identify semantic breakpoints in text. Although this method was used for
document summarization the principle of splitting the text according to the semantic
relatedness can be used for segmenting larger source code files.

The concept of “turn splitting and merging” from DialogLM tool proposed by
(Yin et al., 2024) designed for dialog understanding, could be relevant in software
analysis. When applied in SCA it could allow improving reasoning about the flow of
control or data between various components when detecting dependencies used in the

project.
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Combining LLM with RAG and applying it in SCA systems enhances
performance in specialized tasks by incorporating external data sources such as
vulnerability databases, software license repositories, and technical literature. Dynamic
information retrieval in RAG-based LLMs can offer more precise and contextualized
recommendations, thus reducing the chances of making wrong decisions. In real-world
system LLM-RAG technique is used in Al-driven SBOM tool proposed by (Beninger et
al., 2024) to generate new rules for rule-based YARA tool which identifies and classifies
binary executables. In addition the authors discuss RAG usage in creating behavior-
matching rules that correspond to the MITRE ATT&CK framework. The authors use
LLM-RAG method to primarily overcome challenges in manual creation of the rules
(Beninger et al., 2024).

RAG can particularly valuable when incorporated to enhance the capabilities of
LLMs in detecting license attributions during SCA allowing to the latest information
from external databases such as SPDX license lists. The similar concept is applied by
(Wang et al., 2024) in EvoPat tool to analyze and summarize patent claims, where
authors utilized RAG in conjunction with the Google Patents and Semantic Scholar APIs
to fetch similar patents and research papers. This usage enabled LLM agents to go
beyond their training data and reduce hallucinations in their analysis. This approach is
also applicable to SCA where LLMs need to have access to the latest information about
component dependencies, e.g., Maven Central, the latest vulnerability information from
CVE databases, and the licensing text from license repositories. The use of real-time
retrieval LLMs can increase the precision and scope of the software component

evaluations to achieve better accuracy.
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Another capability of LLMs that can contribute to improving understanding
software architecture and dependencies is multi-agent collaboration. The improvement
can be accomplished by building on the concept of LLM-based agents for process
planning that was described by (Holland & Chaudhari, 2024), where proposed
implementation required LLM agent to understand the sequence of tasks and resource
allocation needed for manufacturing. Process planning uses analogous activities used in
SCA when identifying composition of the software, where instead understanding the
sequence of tasks resource allocations the LLM needs to reason about dependencies and
order of inclusion.

The concept of multi-agent LLM can be also utilized to improve text
summarization quality to performing text analysis from different perspectives. The
application of this method is demonstrated in a multi-LLM-based patent summarization
tool EvoPat by (Wang et al., 2024). The EvoPat summarization method uses a multi-
agent architecture where each LLM agent is assigned a specialized role to analyze patents
from different perspectives.

The authors (Wang et al., 2024) demonstrated through experimental evaluation
that multi-LLM system can produce better results than proprietary single-LLM agent
such as GPT-40. The EvoPat system included five agents each assigned different role that
analyze the patent document as domain-specific expert. The specific domain-roles
covered innovation, implementation, technical details, horizontal comparison, and
academic direction. The LLMs agents were coordinated in order to produce a

comprehensive and succinct analysis of the patent that covers different aspects. Similarly,
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this method could be applied in analyzing the code and related documentation to identify
the license attribution in OSS projects.

Adopting a multi-agent system approach in SCA enables specialized LLM agents
to collaborate on different source files or parts of file to perform specialized task. The
goal of a multi-agent framework is not to generalize across all tasks but to have
specialized agents in areas like vulnerability detection, license compliance, dependency
evaluation, and security impact analysis. The agents can work in concert to confirm their
findings against one another in order to refine their assessments or perform unique tasks
where the output from one agent becomes the input to another agent.

In the SCA oriented on generating SBOM the multi-agent approach could involve
specialized agents dedicated to domain tasks such as license or dependency analysis. For
example a license compliance agent specialized in identifying text with license attribution
and a dependency analysis agent specialized in understanding the dependency graph.

The disposition of the tasks across the different LLM agents could expand the
scope of the SCA, which will help enhance the analysis precision.

LLMs are capable of improving SCA, especially for license compliance. Software
licenses are typically presented in the form of legal documents that contain numerous
clauses stipulating rights, duties, and restrictions. For this reason, organizations can
employ LLMs for the summarization, extraction, and comparative analysis of the
licensing terms to understand the legal consequences, avoid risks, and simplify the
process of integrating software.

One of the possible applications is using LLMs for identifying and extracting

information related to compliance from the license texts. In the same manner that LLMs
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have been trained for dialog summarization (Mishra et al., 2023) and patent analysis
(Wang et al., 2024), they could abstract license agreements and identify the permitted use
of the software or the use of the licensed software (for instance, distribution and
modification), the prohibited use of the software (for instance, attribution and
redistribution policy), and the conditions of the use of the software (for instance, copyleft
and copyright notices). This application could help OSS consumers understand the legal
consequences and share the information before incorporating the software components.

In addition to the analysis of single licenses, LLMs could check for license
compatibility. In the same manner that EvoPat’s Horizontal Comparison Scientists model
(Wang et al., 2024) compares patent families, LLMs could compare software licenses to
reveal inconsistencies such as copyleft clauses that limit the redistribution of the
software. This capability could be especially useful for open-source projects that use
multiple licenses in their projects and, therefore, need to avoid legal issues.

For further improvement of the compliance, organizations can develop a license
compliance agent that will be a part of the multi-agent system. Motivated by the work of
EvoPat in designing a multi-agent system, this agent could collect, classify, and analyze
licenses and report potential problems with compatibility. With the help of RAG, it could
search for information from external sources, such as the SPDX license list, for the latest
compliance status.

2.9. Capability of LLMs in Code Reasoning
LLMs demonstrate remarkable abilities to generate code, yet their capacity to

reason about code remains underexplored and requires careful examination. The
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performance of these models in reasoning tasks tends to be less reliable and less effective
than their code synthesis abilities (Liu et al., 2024).

LLMs can effectively explain the flow of execution in simple programs,
particularly those they are capable of generating correctly. They can, for instance, trace
through basic logic involving loops, conditionals, and function calls in straightforward
toy problems (Liu et al., 2024). The capability is likely because such examples are
common in the training data of many LLMs, which often includes educational content
and coding tutorials (Puerto et al., 2024).

Using code as part of a prompt, especially structured pseudocode or logic written
in code syntax, has been shown to enhance LLMs’ natural language reasoning. This
technique, known as code prompting, can improve performance on tasks such as entity
tracking and deductive reasoning (Puerto et al., 2024). The basic idea is that the
structured and deterministic nature of code helps models to keep logical consistency and
better track state changes throughout a problem.

However, the ability of an LLM to produce syntactically correct and functionally
working code does not mean that the LLM understands the code it produces. Models may
write code that passes unit tests by pattern recognition or memorization rather than a true
understanding of the underlying algorithmic logic (Liu et al., 2024). This observation
indicates that LLMs have good reasoning capability about code structure but are rather
weak in in-depth understanding of code purpose.

As code complexity increases the reasoning ability of LLMs starts to significantly
degrade. When LLMs is tasked to analyze code containing more advanced and complex

code it starts to face challenges in analyzing deeply nested logic and recursion, as well as
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nuanced implementations of loop and conditional structures. Similarly, LLMs struggle to
understand operations involving bitwise logic or modular arithmetic. The challenges
extend further to manipulation of non-primitive data structures, such as trees and graphs,
as well as interactions with external APIs or dynamically typed code (Liu et al., 2024).
When code requires many reasoning steps in sequence and the model must remember
details from earlier parts of the code for an extended period, today’s LLMs begin to fail
because they cannot reliably keep track of long reasoning chains or maintain all the
needed context in working memory (Liang et al., 2024).

The code reasoning limitations can also be observed in LLM models that perform
well in code synthesis tasks evaluated with HumanEval (Chen, M. et al., 2021) or Mostly
Basic Python Problems (MBPP) (Chen, L. et al., 2024) benchmarks. Those models often
do well on code generation tasks, but they often do not perform at the same level when
deeper reasoning is needed, especially for output prediction or logical error correction
tasks.

The LLMs reasoning about the code function without execution primarily relies
on the code syntax elements such as variable names, control statement or data structures.
This comprehension capability improves with use of comments along with docstrings
because they provide contextual explanations that link code to meaningful concepts
(Puerto et al., 2024).

The evaluation frameworks such as CodeMind have been developed to focus on
various aspects related to the code capabilities. The frameworks evaluate models’ ability

to induce code function based on programing language constructs and its properties, the
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ability to deduce code that passes tests provided input and the ability to understand
specification do generate desired code (Liu et al., 2024).

Researchers investigate various methods to enhance LLM’s code reasoning
capabilities. One of methods discussed in literature integrates rule-based logic with LLM
which involves adding symbolic reasoning together with formal logic engines to improve
decision-making flow. Another proposed approach introduces self-correction through
feedback which allows models to improve responses through multiple iterations. Lastly
collaborative verification enables validation of reasoning steps by combining multiple
agents or a model with a verifier (Kalyanpur et al., 2024). The verifier model is trained
on labeled dataset that contains correct and incorrect code examples which leads
improved flaw detection in the generated code (Hao et al., 2024). The proposed methods
attempt to address current problems that LLMs face when trying to maintain logical
consistency in multi-step reasoning tasks
2.10. Summary and Conclusions

The SBOMs are a valuable tool to manage vulnerabilities and license compliance
in the SSC allowing to promptly identify vulnerable components or determine licensing
compliance in the system. As discussed in literature, the SBOMs often do not meet the
quality bar needed for their effective and reliable application. The deficiency is
predominately related to SBOM generating tools producing results that are incomplete or
include unrelated information.

Various attempts are made to mitigate this issue, which include incorporating
ML/AI technology to enhance the process by applying ML/AI to generate rules that

extend the coverage and precision in rule-based SBOM tools. As those methods increase
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the performance of SBOM generators, those solutions do not utilize the unique reasoning
capabilities of the LLMs that can be applied directly to analyze sources in SCA.

The LLMs demonstrate unique capabilities in summarization and reasoning about
text or code when applied in single- or multi-agent configurations. Those capabilities
were successfully applied in legal document analysis to reason about patent claims,
which could be correspondingly applied to license identification in OSS code. Similarly,
the code reasoning capabilities discussed in the literature demonstrate good results when
applied to smaller code sizes, which could be used to analyze dependencies in SCA on a
file-by-file basis.

This praxis makes an attempt to use LLM capabilities to perform SCA from a
different perspective. Instead of using LLM to generate new rules, the proposed solution
is applying LLMs directly on the source code to identify the dependencies and licensing

attributions in order to improve overall SBOM quality.

30



Chapter 3-Methodology

3.1. Introduction

Chapter 3 describes the methodology used in this praxis to evaluate improvements

in the direct dependencies and licensing identification of software with LLMs as

illustrated Figure 3-1. The primary research goal was to improve the overall F1 score

while not impairing recall of dependency detection and license identification over

baseline tools through direct source code analysis.

1. Data Selection

What: Identify relevant datasets

Why: Ensure data supports dependency and license
detection tasks

How: Collect open-source projects from GitHub, SPDX
license texts, and Maven dependency metadata

\ J

2. Data Preprocessing

What: Clean, augment, and structure the data
Why: Prepare data for training, validation, and
benchmarking

How: Label datasets, remove noise, and generate
augmented samples for fine-tuning and testing

A 4

I N

3. Pipeline Architecture and Model Selection
What: Define pipeline structure and select base LLMs
Why: Ensure architecture supports specialized SBOM

P
4. Retrieval-Augmented Generation (RAG)

What: Implement retrieval pipelines for license detection
agents

analysis tasks

How: Design task-specific flow stages and choose
models based on benchmark performance and
pretrained capabilities

. J

\ 4

Why: Improve model accuracy using relevant context during
inference
How: Select embedding models, build vector indexes, and

integrate retrieval into LLM prompt flow
(.

4. Fine-Tunning

What: Train models on task-specific data

Why: Improve accuracy for licensing detection
How: Apply LoRA-based fine-tuning with adjusted
hyperparameters and labeled training sets

\ 4

P
6. System Model Integration

What: Integrate agents into SBOM pipeline
Why: Enable end-to-end SBOM generation with
specialized LLMs

How: Assign LLMs to stages like import analysis,

library resolution, and license classification
.

(7. Evaluation Framework

What: Assess the quality and effectiveness of each
model and the end-to-end system

Why: Ensure improvements are measurable,
repeatable, and validated across components
How: Define benchmark tasks, evaluate per-agent
performance, and compare overall SBOM output

against reference tools
\

Figure 3-1. Praxis Methodology
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The research investigated the efficacy of summarization and reasoning
capabilities of LLMs in a multi-agentic system to detect the direct dependencies and
identify the licensing in OSS projects without the need to compile the project. A
particular focus was on the limitations of the current tools that take the information
contained in the configuration files verbatim (German et al., 2010) and on limiting the
scope of license identification to the dedicated LICENSE files, without analysis of the
source code headers (Jahanshahi et al., 2025).

3.2. Data Selection

The dataset was organized around three distinct objectives: The goals were, first,
to create agents for dependency detection; second, to create agents for license detection;
and third, to evaluate the overall performance of SBOM augmentation through
benchmarking. The data for dependencies and licensing identification tasks were
independently partitioned into training, validation, and test sets to support model
development and assessment according to standard ML methods. The license detection
process used the training data to create the retrieval corpus for the retrieval-augmented
generation (RAG) pipeline. The benchmarking dataset with ground truth was utilized in
the final validation and is excluded from all training or intermediate evaluation phases.
The isolation guarantees an impartial evaluation of the end-to-end SBOM-generating
efficacy.

3.2.1. GitHub Java/Maven Projects

The data sources used to conduct dependency and license identification analysis

were downloaded from GitHub and narrowed down to projects in Java that could be built

using the Maven build system. This constraint was imposed by the limited availability of
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ground truth that could be used for evaluation and training. The ground truth was
generated by compiling and analyzing the code structure with the Maven-based build
system. This selection methodology adhered to the approach utilized by (Balliu et al.,
2023) but was restricted to 26 projects known to the authors. The dataset used in this
praxis extended beyond the 26-project limit and utilized a filtered set of 1,174
Java/Maven OSS projects that were identified using the predefined criteria. The criteria
were that each project must be actively maintained and downloaded within the last two
years, endorsed by a minimum of 20 users (i.e., the project has 20 more stars) on GitHub,
and able to build without any modification with the Maven toolchain. The requirement to
ensure that project had to be successfully compiled was important step to enable
generating ground truth for each of the projects in the dataset.
3.2.2. SPDX License References and Labeled License Files

The dataset for license identification was built from multiple data sources that
provided samples labeled with SPDX ID format. Depending on the labeling method used
for each of the license text data sources, the data was selected to adequately support
specific tasks such as training, vector database knowledge, validation, or benchmarking.

SPDX License List is a set of reference license texts with assigned standardized
SPDX IDs actively maintained by (SPDX Workgroup, 2025). This reference license data
source has 100% confidence labeling, which makes it ideal for building the training
dataset for fine-tuning the models. The SPDX License List includes 699 unique licenses
with 79 license exceptions providing a total of 778 uniquely labeled samples.

Formatted SPDX License Texts: represents the set of licenses from the SPDX

License List converted into various formats intended for inclusion in the OSS projects
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(License List Publisher, 2025). The set provides 11 different publishing formats for each
of the SPDX licenses and contains 8,327 unique license texts, excluding 27 deprecated
licenses. This dataset is considered an augmentation set created by label-preserving
transformations. The license formatting variations offered by this dataset enable to
evaluate the robustness of rule-based and LLM-based detection methods. Given the 100%
confidence labeling in this dataset and diversified formatting, it is a good choice for
training, validation and benchmarking.

Software Heritage License Dataset is a large-scale dataset that contains over 6.9
million unique license text that are collected from open-source projects. The license files
are annotated with rule-based scanner ScanCode and have varying level of confidence in
the labeling. The dataset represents the real-world distribution of licenses and is
dominated by a few most commonly used licenses (Gonzalez-Barahona et al., 2023).
Because of the varying labeling confidence and unbalanced composition, it requires
filtering high quality labels with score > 85% and stratified sampling to create a
representative balanced dataset.

ScanCode Labeled Dataset is a reference license database used by ScanCode for
rule-based license matching. It contains 2,462 unique licenses, including 778 official
SPDX licenses that are labeled with 100% confidence (ScanCode Toolkit, 2025). This
dataset is adequate to create the knowledge base for the RAG vector database and the
reference database for the winnowing algorithm.

Combining these data sources allowed to create a comprehensive data set with

unique license files in diversified formats encountered in the OSS projects. This dataset
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enabled the preparation of training, validation, and benchmarking sets used in the design
and evaluation of license detection LL.M agents.
3.2.3. Dataset Augmentation

The license detection analysis required a diversified set of license files with
consistent high-quality labeling that represent real-world cases. The augmentation
process allowed to increase the number of reliably labeled data in substantially different
formats and different variations of licensing attributions encountered in header files. The
goal of using augmented data was to create an equally balanced data set that covered
distinct representations for all of the classes.

Simple label-preserving transformations are a common technique used in
machine learning to create variations of the licenses without changing the meaning of the
content while preserving the labels. To create licensing terms in different formats, a
specialized license publishing tool was used to generate licensing files in formats ready
for publication. The license publishing tools are used by developers to create licensing
terms in a format suitable for their applications, such as HTML, XML, JSON, etc.

Data synthesis is a technique used in machine learning to create datasets that
mimic real-world cases. In the case of the dataset for license detection, data synthesis was
used to generate representative samples for all classes that covered the cases for license
attributions with references to other licenses that do not represent licensing terms.

Including the additional reliably labeled data in diversified formats that covered
the cases encountered in the real world expanded the range of covered cases for both

training and validation. Using additional cases enabled more realistic tool assessment and
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evaluating tool performance under various conditions that are often encountered in
software projects (German et al., 2010).
3.3. Data Preprocessing

Data preprocessing was an important task as part of the data preparation for
training and validation of the agents as well as comparative benchmarking. Its primary
goal was to create a quality dataset with a common structure suitable for automated and
repeatable processing of the data that came from various unrelated sources. This section
discusses the approach taken to prepare the data for dependency detection and license
identification tasks in a consistent format.

3.3.1. Sources Structure

The data used for dependency analysis came from project source files
downloaded from GitHub repositories. The projects were Java Maven projects that
included various types of files containing source code, build files, and licensing
information. For the purpose of this praxis, Java source files, Maven POM files, and
supporting README and LICENSE files were used only. These files included relevant
data for dependency analysis and license detection, whereas the other files were
considered nonessential.

In order to extract the relevant files, the project directories were searched using
file name patterns that included specific extensions such as .java and .pom or specific file
names such as README and LICENSE, where the licensing terms were typically
included. The selection process was supported by an LLM agent that determined which

build files should be included in the analysis.
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The source code files required an additional decomposition process that split the
Java code from the inline comments. The separation of comments from executable code
logic became essential because the comments provided could have contained relevant
licensing information, and the code itself did not contain licensing information. Likewise,
the code blocks were essential for LLM reasoning about the external library used, and the
comments were not needed for this task. A custom Python script similar to one described
in (Fang et al., 2024) was used for splitting the content. The script analyzed source code
files to extract and generate two distinct outputs, which included
<original file name> code.java, containing comment-free Java code, and
<original file name> comments.txt, containing extracted comments that included both
single-line // and multi-line /* blocks.

Organizing and separating code from comments enabled targeted downstream
processing and reduced the number of tokens used in the analysis by task-optimized LLM
agents. The extracted comment files (<original file name> comments.txt) contained
license notices and attribution statements, as well as other metadata important for
compliance or legal evaluation. The files (<original file name> code.java) with
extracted Java source code without the comments were used to detect whether declared
imports are used in the code contained in the analyzed file. Splitting the content of the
source files into source code and comments enabled to perform analysis on relevant text
blocks. It allowed to run dependency analysis on pure functional code and license
detection on text that did not contain any code.

The end-to-end processing flow from Java source files through the custom script

into the two separate outputs is shown in Figure 3-2. The figure illustrates this structured
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and modular approach by showing how each output was used independently in the
licensing and dependency analysis pipelines. The two-part breakdown method allowed to
reduce the number of tokens processed by the agents by eliminating the unrelated content

needed to complete those independent tasks.

License
> Comments »  Detection
Path
L
Code /
i )———»{ Comment —
Extraction
Project Dependency
Sources p| Code »  Detection
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L

Figure 3-2. Preprocessing flow for license and dependency detection

3.3.2. Exploratory Data Analysis

The exploratory data analysis (EDA) is typically a first step in preparing the data
for training and validating machine learning systems. In the case of multi-agent Al
SBOM tool design, the data came from various sources, and it required a detailed
evaluation of the data to understand its structure, characteristics, and potential limitations.
For the needs of this praxis, the EDA focused on two distinct datasets, one for license
detection and the other for dependency analysis.

The main objective in the analysis of the dataset used for license detection was to
evaluate the data formats, class distribution, label types, and confidence in data labeling.
Understanding the data format was relevant for writing processing scripts that handled
data preparation for inference and training. The evaluation of license distribution for the
dataset was critical due to the highly uneven distribution of licenses in OSS, for example,

MIT, Apache 2.0, and GPL 3.0 licenses were expected to substantially dominate the
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dataset. Exploration of labeling confidence ensured that only reliably labeled samples
were selected to construct high quality dataset.

The dependency detection dataset required a different focus during EDA. It
started with the identification of potential projects in GitHub repositories that could
satisfy the needs of praxis research. The projects were mined in multiple phases, which
included identifying the candidate projects in the World of Code (WoC) dataset, querying
GitHub for metadata of selected projects from WoC, and fetching the projects to evaluate
their characteristics and build feasibility to further narrow down usable subjects.

As part of the EDA common software project, characteristics were evaluated,
such as the number of source code files, the size of the files, the number of dependencies,
and the number of build files, to select diversified projects for the validation. This
exploration provided insight into the complexity of the project and helped to determine
requirements for model selection. Identifying the file sizes helped to estimate the required
context size that should be supported by the LLM model used for agent implementation.
Analyzing file sizes and quantity per project helped in estimating the number of tokens
that will be processed and drove the decision of how many projects should be selected for
the dataset in order to limit the processing time and cost to run the model.

3.3.3. Cleaning and Filtering

The data available for developing and testing the multi-agent AT SBOM tool
could not be used as is and required additional cleaning and filtering steps in order to
prepare a consistent dataset. In addition, the cleaning and filtering steps differed for

dependency detection and license identification datasets and were handled separately.
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The dataset for dependency detection contained OSS Java projects downloaded
directly from the GitHub repositories. The Java projects used in this praxis were filtered
to include operational and buildable code samples only. As a starting point the projects
were identified by querying the World of Code (WoC) database to get candidate Java
projects that used Maven as build system. Using the data collected from WoC the
metadata for selected projects was queried on GitHub to determine whether project met
the quality and relevance criteria before proceeding with download. The key indicators
used to screen project quality were project rating (20 stars or more) and recency of
contributions (last commit no later than 6 months ago), this ensured that the projects are
actively used and maintained.

Every project passing the download criteria underwent three key validation
procedures before it could be included in the dataset. First, the project had to successfully
compile as is without any modification using Maven build system. Second, it had to
successfully complete the dependency tree analysis with the Maven analyzer tools to
allow for generating the ground truth. Third, the source-code-based dependency scanner
DepScan had to successfully generate the reference SBOM used for augmentation and
benchmarking. All processing steps needed to implement validation procedures including
download, metadata query and compilation were automated using Python scripts and
Docker containerization.

The projects were deduplicated and filtered to projects containing between one
and 380 dependencies to limit the computational cost. As the result the initial 3,000

projects were narrowed down to 1,174 high-quality projects ready for evaluation.
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The license detection dataset comprised multiple data sources, where only
SWHLD required cleaning and filtering. The SWHLD consisted of 6.9 million unique
license files labeled with rule-based license detectors. Due to practical constraints, the
dataset had to be filtered and sampled to get the representative set of license texts. The
process involved filtering dataset to include license text with SPDX ID labeling
confidence scores above 85% before sampling. The SWHLD was a highly unbalanced
dataset thus, the stratified sampling method was used to prevent dominant license classes
from overshadowing minority ones. The resulting dataset included 9022 unique license
texts with approximately 40M tokens.

3.3.4. Data Standardization and Formatting

The training data could not be used directly in raw form for the supervised fine-
tuning task and it required conversion into standardized structure that had consistent
format supported by software library for model training and evaluation.

The data standardization process transformed free-text input files into organized
structures which became suitable for fine-tuning applications. The resulting training set
for license detection contained three elements in each record where each of those
elements included instruction data and input license text and SPDX License ID as output.
The data followed the Alpaca-style instruction tuning schema which used records with
the fields shown in Table 3-1.

Table 3-1 Alpaca-style instruction format

Field Description
Instruction A task description defining what the model should do
Input The text content, such as a license body, configuration file, or code
snippet.
Output The expected result, either an SPDX license identifier for license
detection or a normalized list of dependencies for dependency
identification.
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3.3.5. Data Augmentation

The dataset required augmentation to address data imbalance and produce the
variations of the textual data to broaden the edge cases covered by the multi-agent Al
SBOM generation tool. The data preparation process in this praxis used two data
augmentation methods, namely label-preserving transformations, perturbations, and data
synthesis. These techniques were applied to both the license and dependency datasets. As
a result, the expanded datasets made the models better at classification and extraction
tasks. The augmentation methods handled cases of common variations in real-world data,
such as missing information, inconsistent formatting, and class imbalance.

Label-preserving transformations were used to alter the structure or style of
known labeled data samples without changing the label and meaning. For instance, this
method comprised converting plain-text licenses into different markup or styled formats,
such as HTML, Markdown, or reStructuredText, and including new samples in the
license dataset. These changes reflected how different documentation systems present
license information to the end user in various ways while retaining the meaning. Other
variations provided through the transformations included common scenarios such as
changing the line breaks, white spaces, or indentation. These alternatives improved the
robustness of the model to identify the same meaning, regardless of the format.

Data synthesis was used to the minimum extent when creating new samples that
were plausible cases and were needed to fix problems with data imbalance and gaps in
coverage. It was primarily used to produce data samples in the license dataset that were
synthetic examples, including license-related keywords, but clearly did not represent the

license. The key purpose of using the synthetic dataset was to include cases where some
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form of reasoning was needed to determine if the text represented the license. The
examples included actual code that used names similar to license keywords and
README files discussing various licensing-related decisions.

These augmentation methods were used during the creation of training and
validation datasets to ensure that models were exposed to the different types of input they
were likely to process when in use. Each method made the dataset more robust and
helped in better generalization when classifying licenses and finding dependencies.

3.4. Pipeline Architecture and Model Selection

The multi-agent Al tool for generating SBOMs was designed to enhance the
quality and completeness of the SBOM generated at the source code stage. It was
architected as a processing pipeline that took a project as input and produced a refined
SBOM directly from the source code, without requiring compilation. The architecture of

the pipeline is shown in Figure 3-3.
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Figure 3-3. SBOM processing pipeline architecture
The pipeline started with running a rule-based SBOM generator, which provided
an initial baseline SBOM. This step was carried out by applying rule-based detection
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strategies to the project’s source files and structure. The pipeline could work with any
SBOM generator that analyzes the source code and produces an SBOM in CycloneDX or
SPDX format. This task was not Al- or ML-based and was not a focus of this praxis
beyond baselining its performance against ground truth. The baseline SBOM could have
been incomplete or lacked precision, as it was demonstrated in the literature (Rabbi et al.,
2024). Its deficiencies may have been particularly in detecting licenses or fully resolving
dependencies. The purpose of the pipeline was to augment this baseline with deeper
analysis using specialized agents to produce a higher-fidelity SBOM. The baseline
SBOM was ingested in the last stage of the pipeline by the SBOM Update Task, which
produced an updated SBOM with information from license detection and dependency
analysis paths.

The agent-based enhancement process began with the specialized Project
Analysis and Planning Agent, which inspected the project’s structure and content. Its
goal was to determine how each part should be processed and direct the files or
components into one of two specialized analysis paths, license detection or dependency
detection. In the license detection processing path the License Detection Agent was
tasked to determine whether the input text extracted from project files contained license
attributions or it was just a non-license text. To accomplish that the LLM agent used
specifically designed prompt for analyzing comments, embedded notices, or
documentation files which instructed the agent to identify SPDX ID from license
attributions or licensing terms. This agent improved detection coverage specifically in

projects that lacked standard license files or used nonstandard formatting.
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Independently, in the dependency detection path the Dependency Usage
Detection Agent examined source files to identify dependencies used within the project.
The identified dependencies were next passed to the Dependency Package
Identification Agent, which analyzed them along with the configuration files such as
pom.xml or build.gradle. The agent used declared dependencies, project metadata, and
version to reason about used packages based on direct dependencies identified from
detected import usage. Including the content from build files as context helped the
Dependency Package Identification Agent to accurately map used dependencies to
packages and versions.

In the last step the SBOM update task consolidated the outputs from the LLM
agents which consisted of detected licensing information, dependency tree to produce an
updated SBOM. The final and revised SBOM provided higher fidelity with improved
accuracy in license identification and more complete detection of both direct and
transitive dependencies, with the exclusion of unused dependencies.

3.4.1. LLM Selection

To support the diverse responsibilities of the four specialized Al agents in the
SBOM augmentation pipeline, a structured model selection strategy was employed. The
objective was to identify language models that balanced accuracy, contextual reasoning,
and inference efficiency. Since several agents-such as the License Detection Agent and
the Dependency Usage Detection Agent-processed large batches of small files, the non-
commercial models had to be deployable on a low-cost HW, such as a single GPU with

24 GB of VRAM. For agents handling more unrepeatable tasks on a smaller dataset,
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larger commercial models could be used, with a preference to use configurations that ran
on smaller GPUs for cost-efficiency and overall efficiency.

The selection process involved evaluating a range of pretrained language models,
including open-weight architectures like Qwen2-Coder, as well as selectively using
hosted models such as Gemini-Flash-2.5-Lite or GPT-4 or for high-accuracy, low-
throughput tasks. Each model was assessed against set of criteria allowing to pick one
that has most potential to carry out specialized task. The evaluation process examined
how models perform in six fundamental processing areas:

Code and Configuration File Handling to evaluate model’s ability to extract
information from software repository artifacts through code and configuration file
processing.

Long-Context Reasoning to determine models context size capacity to satisfy the
minimum token input requirement for processing large files which exceeded 128k tokens.

Structured Prompt Adherence to assess model’s ability to generate output in
predetermined formats including SPDX license identifiers and package coordinates.

Suitability of Base Model to assess whether the model can be used to process
license text or perform source code analysis.

Inference Cost to evaluate cost associated where throughput and batch processing
efficiency were favored to enable economical large-scale file processing.

Initial Benchmark Accuracy to select models using preliminary evaluations
conducted on small test set which was limited to two OSS projects only.

Each agent was matched with a model that aligned with its task complexity and

resource footprint. An example is presented below:
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The License Detection Agent used a code-capable open-weight model like fine-
tuned Qwen2-Coder-14B or GPT4o0, chosen for its ability to interpret natural language in
code comments and headers.

The Dependency Usage Detection Agent was optimized to run on a single GPU
with large batch input and used a mid-sized model that reliably extracted usage patterns
across diverse coding styles. For this task, instruct models pretrained on the source code
data corpus were considered. Moreover, the performance against their quantized size was
considered.

The Project Analysis and Planning Agent, which processed a smaller set of high-
information project metadata, may have selectively leveraged GPT-4 when higher
inference accuracy was needed.
3.4.2.Prompt Engineering

The LLM agents had to be instructed to perform analysis tasks and produce
results in a consistent format that was usable by the agent in the next stage. This was
accomplished with prompt engineering where for each specialized agent a dedicated
prompt was designed to influence an LLM to focus on the task goal. When processing
input text prompts guided the LLM on how to format the output in order to complete the
task with the desired outcome. The multi-agent Al SBOM tool had four independent
agents that required dedicated prompt design as outlined below.

The Project Analysis and Planning Agent performed the task of deciding which
files went to which analysis agents based on their type and content. This agent was
implemented with scripts that incorporated an LLM to support file selection decisions.

The design effort for this agent involved creating prompts to select or ignore files for the
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analysis. The resulting prompt template allowed to include contextual metadata elements
such as file type, together with size, path, and filename, in order to make correct
decisions.

The License Detection Agent detected and classified license texts in the source
code and documentation files. Designing model prompts required to instruct the model to
analyze text and identify whether the text was a license with a known SPDX ID. For
cases where the text did not represent the license the agent assigned the “No License”
label. The prompts were designed in a zero-shot style, with sample outputs to illustrate
the required output format. The RAG prompts included additional context retrieved from
vector database, which provided SPDX identifiers and matching licenses to increase
detection accuracy.

The Dependency Usage Detection Agent processed individual source code files to
discover whether declared packages via import statements are used or not. The prompt
instructed agent to identify dependency usage by checking for references in patterns such
as fully qualified class names, dynamic loading, and reflections. The prompts were
designed with zero-shot style and included instruction how to format the output.

The Dependency Package Identification Agent evaluated import statements
detected by preceding agent and determined corresponding canonical package names and
exact version numbers. The agent used prompt that combined context from the output
produced by Dependency Usage Detection Agent and build files identified by Planning
and Analysis Agent. The prompt instructed the model to match import statements with

packages and use content from build files as contextual information. The prompt template
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included zero-shot style instruction, context placeholders and details how to format the
output.

The prompt engineering design across all agents followed standard principles.
The model’s behavior was controlled through instructions framing the role to performs
specific analytical task. All agents used zero-shot prompt style with some using
additional RAG context to enhance the accuracy in classification tasks. Each prompt
template included the placeholders for the data to process, and in case of RAG the
template included the placeholder for the contextual data. The model token constraints
were managed through batch processing techniques, which included chunking and
truncation to reduce the token count. The effectiveness of license identification and
dependency detection relied heavily on the ongoing prompt improvement. Prompt
template design required several iterations to accomplish desired outcome that consistent
produced results in the required output format. The design iterations were performed on
sample representative project excluded form validation dataset.

3.5. Retrieval-Augmented Generation (RAG)

RAG is an Al architecture that provides LLMs with the ability to process the
prompt with additional contextual information to perform. The additional contextual
information is retrieved from knowledge system at inference time. This method does not
completely rely on the LLM’s prior training for most recent information and allows RAG
method to dynamically extend model prompt with relevant contextual data that is sourced
from vector databases with specialized knowledge (Klesel & Wittmann, 2025). The key

benefit of this approach is elimination of fine-tuning in order to update the model with
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the most recent data. In case of the license detection, RAG method significantly improves
accuracy and reasoning about the license text.

A RAG based system achieves its best results through two essential elements.
First element is relevant and good quality knowledge dataset to create an effective vector
database. Second element is an embedding model that can extract semantic value from
data to organize it properly for successful retrieval operations. The two components
function together to provide the most relevant context which is used to create complete
prompt with context. The RAG agent requires this functionality for license detection
because it needs to use up to date data and perform context matches for the analyzed text.
3.5.1. Knowledge Dataset

The dedicated knowledge dataset was prepared for creating the RAG database for
license detection. The license data files used in the knowledge data set were separated
from the license files used in the license detection validation to avoid data leakage. The
primary source of the license data files used in construction of knowledge data set was
the ScanCode reference license dataset. This dataset included 2,464 unique license texts
with mapping to an SPDX ID. The reference license files for the ScanCode were in easy
to process structured format with data fields such as SPDX ID, short name and full
license text fields.

The dataset did not require any additional processing; the files were directly
loaded with the python utility that parsed the files and converted them into chunks in the
format supported by the LangChain. The chunked files content was fed into the

embedding model and stored in the vector database.
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Converting the knowledge dataset it into vector database enabled the RAG-based
license detection agent with the ability to perform semantic retrieval and contextual
reasoning about the analyzed text. This capability enhanced the agent’s performance by
providing the relevant context necessary for accurate license detection.

3.5.2. Embeddings Model Selection

The selection of embedding model is an essential step in ensuring a good quality
retrieval performance when building the effective RAG. The contextual text data stored
in the vector database is transformed with specific embedding model into dense vector
representations and stored in the vector database. The selection of an embedding model
impacts the context retrieval accuracy because it directly affects the quality of matches
during vector database search. This search process is key for tasks performing context
retrieval because it requires both precise semantic matching and subtle conceptual
differences (Bhattarai et al., 2024).

The license detection task in multi-agent Al SBOM tool required to consider
multiple factors in the selection of the model. The model had to identify the semantic
connections in licensing text, provide deterministic retrieval, easily integrate in the RAG
pipeline and be publicly available.

The nomic-ai/nomic-embed-text-v1l model met all criteria for this
implementation. The embedding model demonstrated good performance in semantic
similarity tasks and versatility across different text types. In addition, the RAG retrieval
method used a custom implementation of L2 normalization strategy to enhance retrieval
accuracy and maintain consistency between queries. The L2 normalization process

converted vectors into unit length to enhance cosine similarity-based retrieval. This
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normalization standardized vector magnitudes and improved performance of retrieval
tasks (Nussbaum et al., 2025).
3.6. Fine-Tuning

The multi-agent AT SBOM tool utilized LLM agent to perform specialized task to
identify the license IDs. One of the methods explored in this study evaluated whether the
license detection performance could be improved through model training. The LLM
training was accomplished with fine-tunning models for license detection task.

The standard LLMs fine-tuning process requires updates on full set of parameters.
This process has high computing needs and requires long training time. In order to reduce
the hardware requirement and training time, a more efficient technique based on the
parameter-efficient fine-tuning (PEFT) method was used.

One of the PEFT methods that provides an efficient way to fine-tune LLMs is the
low-rank adaptation (LoRA) method. This parameter-efficient fine-tuning method allows
to customize LLMs for specific tasks with far fewer trainable parameters than full fine-
tuning. The core concept is based on the premise that overparameterized models reside on
a low intrinsic dimension. This means that effective learning can be achieved by updating
only a small number of parameters related to this intrinsic rank (Hu et al., 2022). This
realization allows for efficient fine-tuning for a new task by modifying a limited group of
parameters associated with this low-rank space.

When implementing fine-tuning with LoRA the core model must be modified
with adapters allowing to adjust model weights that have a low intrinsic rank. In the

process of training LoRA preserves the pretrained model weights (Wo) by freezing them
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and incorporates trainable, low-rank decomposition matrices A and B into the dense
neural network via adapters instead of updating all parameters.

For a given weight matrix Wo with dimensions d X k, the LoRA update AW is
represented as the product of two much smaller matrices, B and A, where:

AWaxr = BaxrArxk
B has dimensions d X r,
A has dimensions r X k, and
r is the rank, which is significantly smaller than both d and k.

During training, only B and A are updated, while Wo remains frozen. The updated
weight matrix becomes:

W =W, + a(B-A)

Where a is a scaling factor that controls the strength of the update, effectively
acting as a learning rate for the LoRA parameters. At the beginning of training, A is
typically initialized with a random Gaussian distribution, while B is initialized with zeros,
resulting in the initial AW equal to zero.

In the case of transformer architectures, LoRA is commonly applied to the
projection matrices within attention modules-specifically, the query (Q) and value (V)
weight matrices. It is also sometimes applied to the feedforward neural network layers,
depending on the use case.

To effectively use this technique on quantized models, it is further enhanced with
the concept of quantized LoRA (QLoRA). This technique introduces quantization while

maintaining the output quality. QLoRA takes advantage of the initialization of the
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training parameter in a matrix by initializing it with the fractions that would have been
removed during quantization and otherwise lost.
3.7. System Model Integration

The multi-agent AT SBOM tool had a singular workflow, which integrated rule-
based analysis with LLM agents and RAG components to generate an improved SBOM
from the source code.

The system began its operation by executing the rule-based SBOM generator,
which produced a baseline SBOM. The generated SBOM served as the basis for
subsequent refinement operations.

The LLM flow started with the Project Analysis and Planning Agent that executed
two functions to examine project structure and allocate files to three processing tasks,
namely licensing detection, dependency identification, or disregarding irrelevant files. In
the subsequent phases, the system processed each file via its assigned agent. The system
concurrently executed two analytical paths, the license detection track and the
dependency detection track.

The license detection track started with the License Detection Agent discerned
licenses found in both code and documentation. The agent was implemented as an LLM
with RAG, where the prompt template included context input from the RAG vector
database query. The query retrieved licenses with SPDX IDs, that closely matched the
evaluated input text. The database itself was built with reference SPDX license texts.

The dependency detection track used on serially collaborating dedicated agents to
accomplish overall dependency detection task. These included two independent agents:

First, the Dependency Usage Detection Agent analyzed source files to identify which
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imports were still in use. Second, the Dependencies Package Identification Agent
examined build configuration files (e.g., pom.xml, build.gradle) and used imports
identified by first agent to identify direct dependencies with package names and versions.
Upon gathering licensing and dependency information, the pipeline launched the
SBOM update task to consolidate all acquired data points, namely license information,
enumeration of dependencies, and content from baseline SBOM. As the last step, the
system generated a final SBOM in SPDX or CycloneDX format, encompassing accurate
license information and dependency mapping, while eliminating superfluous
dependencies.
The multi-agent AT SBOM generation tool automated the end-to-end procedure
that adhered to the following sequence:
1. The system receives a project folder via its input.
2. A rule-based generator creates the preliminary SBOM.
3. The system finds project files for license identification or dependency detection.
4. The system calls license identification and dependency detection agents.
5. The system generates augmentation data with consolidated outputs from agents.
3.8. Evaluation Framework
The evaluation framework for this praxis defined methods for creating the ground
truth needed to compare the performance of enhanced multi-agent artificial intelligence
SBOM tool against reference rule-based tools. The framework included ground truth for
dependency detection and license identification and set of metrics used to evaluate and

compare the performance of the tools.

55



3.8.1. Ground Truth Construction for Dependency Detection

The key challenge in building the dependency detection system at the source level
was the limited availability of the ground truth. The method proposed by (Balliu et al.,
2023) in SBOM performance evaluation for Java projects addressed this limitation. The
authors generated the dependency tree at the build stage and used it as a ground truth for
performance evaluation. In this method the dependency tree was created with (mvn
dependency:tree) a tool for identifying direct and transitive dependencies in Java/Maven
projects after compilation. The limitation of the proposed approach was the lack of
differentiation between dependencies that are used in the source code and those that are
just declared but not used. This limitation could introduce noise into the assessment,
potentially including false positives as valid detections for any tool evaluated against this
ground truth.

The process was extended with an extra step that utilized the Maven dependency
usage analyzer (mvn dependency:analyze) to enhance ground truth generation. This
additional step allowed to analyze compiled classes to identify which of declared
dependencies were used in the code. By cross-checking the results from mvn
dependency:tree with the results from mvn dependency:analyze, the declared but unused
dependencies were removed from the initial ground truth. This refinement in ground truth
production allowed to exclusively represent the dependencies that were both declared and
used in the source code. Figure 3-4 illustrates the flow of operations in the enhanced

ground truth generation procedure.
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Figure 3-4. SBOM production and dependency ground truth extraction

The ground truth generation procedure was applied to selected collection of 1,174
Maven projects posted on GitHub that were previously narrowed down to ones that
compiled successfully and completed the analysis phases. Each project was processed in
two stages: first, the complete dependency tree was generated, and second, the
dependency analyzer was used to eliminate unused dependencies. The resulting ground
truth dataset reflected the actual software composition and enhanced the quality of the
SBOM evaluation.

This improved ground truth method was an important step for evaluating the
performance of both rule-based SBOM generators and the multi-agent Al SBOM tool. It
allowed aligning the ground truth with the actual direct dependencies and increased the
precision of the evaluation in recognizing the actual usage of a project’s dependencies

rather than reflecting content from build files.
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Test Dataset for License Detection

The performance evaluation of the license detection was conducted with the
isolated test dataset. The test dataset comprised of license variants that represented
different and formats encountered in OSS project with samples that were not used in fine-
tuning or RAG construction. The test dataset contained the licenses with known SPDX
ID only and included a standardized collection of license texts with canonical identifiers.
The decision to use license texts with known SPDX ID was driven by the need to enable
model assessment against recognized and authoritative licensing references.

The dataset was constructed by including labeled data from various projects to
achieve higher diversity and real-world variability. The primary data source used was
Software Heritage License Dataset (SWHLD) containing 6.9 million unique license files
extracted from the OSS project. To maintain high quality only samples with the high
100% detection confidence were used. The license files in the dataset were sampled using
a stratified sampling method to ensure that rare categories of data were included.

In addition, the dataset also included the samples from the augmentation dataset
created by applying simple label-preserving transformations that changed the license
document formatting and preserved the original license content. This allowed to create
license variants for all known SPDX ID and replicate typical license text variations
encountered in OSS. The transformations included common formats such as HTML,
XML, JSON etc.

To cover the cases of non SPDX licenses and non-license texts the dataset
included additional samples representing the unknown license and no license classes.

This allowed to assess model’s ability to reject non-license text and properly classify
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unknown licenses. The negative no-license class contained software-related files, which
were a mixture of non-license texts and blobs with verbiage similar to license text but did
not represent actual licenses. The samples for unknown licenses included random license
samples from SWHLD for ID that did not have official SPDX ID.

3.8.2. Winnowing Algorithm for License Matching

The winnowing algorithm is used in license detection tools for scanning OSS
projects such as SCANOSS that relies on this method for detecting approximate matches
on individual source code files for license identification (Serafini & Zacchiroli, 2022) and
is used for comparative study in this praxis.

The principle of operation of the algorithm is based on the document
fingerprinting method to identify digital content duplication. To improve its robustness
the algorithm removes additional whitespaces, capitalization and punctuations at the
input (Schleimer S., 2003).

Next, the algorithm performs document text normalization followed by k-gram
division with overlapping segments and hash value calculation and then selects
fingerprints through a sliding window that chooses the minimum hash value (or rightmost
value when hashes are equal) in each window (Schleimer S., 2003).

The winnowing algorithm was also used by (Jahanshahi et al., 2025) to identify
licenses in large datasets; however, they identified the similarities between the
fingerprints using Jaccard similarity and then thresholded the detection to 85%.

_c(ANB)
P= (A UB

Where:

p = matching score,
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A = Set of signatures (fingerprints) from document A,

B = Set of signatures (fingerprints) from document B, and

c(X) = Count function, which returns the number of elements in set X .

In this research, this method was applied to the licensing dataset and used as a
reference benchmark of the license identification by the LLM agent, and, thereafter, the
agent’s performance was compared to this baseline.

3.8.3. Metrics

To evaluate the multi-agent Al SBOM generation tool, the performance in
dependency and license detection was considered separately and measured independently
for the corresponding goals. The evaluation process was decomposed into the license and
dependency tasks, where performance was measured using metrics and datasets relevant
to those tasks. The collected metrics enabled to evaluate model performance which
helped to choose the best agent for the task.

The dependency detection could be fundamentally considered as equivalent to
object detection in ML and framed as “Is this dependency present?”. It was evaluated
with two-class terms, as defined in Table 3-2:

Table 3-2. Two-Class Classification Terms for Dependency Detection

Term Definition
TP Detected dependency exactly matches the ground truth package name
and version.
FP Detected dependency does not exist in ground truth or has the wrong
package name/version.
FN Ground truth dependency is not detected.
TN Does not apply.

The license detection used a multi-class classification with multi-class

classification terms, as defined in Table 3-3:
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Table 3-3. Multi-Class Classification Terms for License Detection

Term Definition

TP; License class correctly predicted License class i.

FP; License class incorrectly predicted as License class i.

FN; License class i predicted as another License class.

TN; License class not in License class i and not predicted as License class i.

The following key performance metrics were used for evaluating individual
agents and applied based on the relevance to the task performed by the agent.

Precision (per class): Provided information on the quality of positive
classifications and represented the fraction of correctly identified dependencies or

licenses among all predictions by the model/tool.

. TP,
Precision; = TP % FP.
i i

Where:
TP; = number of true positive samples of class 7, and

FP; = number of false positive samples of class i.

Overall precision was represented as weighted precision, where per-class
precision scores were averaged proportionally to the number of true instances in each
class.

N
Weighted Precision = Z%-Precisioni
i=1

Where:
N = number of classes,

S; = number of samples in class i,
S = total number of samples, and

Precision; = precision for class i.
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Recall (per class): Provided information on the quality of identifying the actual
positive cases and represented the fraction of actual (ground truth) dependencies or

licenses that were correctly identified by the model/tool.

TP,

Recall; = 75—
14 L

Where:
TP; = number of true positive samples of class 7, and

FN; = number of false negative samples of class i.

Overall, recall was represented as weighted recall:

th

i

N
Weighted Recall = z *Recall;
i=1

|

Where:
N = number of classes,

S; = number of samples in class 7,

S = total number of samples, and

Recall; = precision for class i.

F1 score (per class): Provided a harmonic mean of precision and recall, showing a
balanced measure of performance. It was useful when working with imbalanced datasets,

because it penalized models that had high precision or high recall but not both.

Precision; - Recall;

F1,=2-
' Precision; + Recall;

Where:
F1; = F1 score for class i,

Precision; = Precision for class i, and
Recall; = Recall for class i.

Overall, the F1 score was represented as the weighted Flscore.
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N
S.
Weighted F1 = ZEL-FL-

i=1

Where:
N = number of classes,

S; = number of samples in class 7,

S = total number of samples, and

F1; = F1 for class i.

Accuracy (used only for license classification): Accuracy was reported only for
license detection tasks framed as multi-class classification. It was not used for
dependency detection, where the large number of irrelevant potential dependencies would
inflate true negatives and make the accuracy misleading.

LiTP

Accuracy = 5

Where:
N = number of classes,

TP; = number of true positive instances of class 7, and

S = total number of samples.
3.8.4. Comparative Evaluation Strategy

The performance of the proposed LLM-based methods was evaluated against the
performance of selected tools used for OSS analysis. The following methods were
included in the comparative analysis:

SBOM Generator Tool: Results from the rule-based SBOM generator tool, dep-
scan, that generated the SBOM from the source code, were used as a baseline for

dependency detection.
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Text Matching Winnowing Algorithm: The results from the winnowing-based
license matching method were used for comparison with the LLM-based license
detection method to establish performance improvements.

License Detection Tool: Results from the rule-based ScanCode license detection
tool were used for comparison with the LLM-based license detection method to establish
performance improvement. Matches with a score of 85 or higher from the ScanCode were
used as positive license detection, where scores below 85 were considered as detections
of non-license text.

LLM Baseline Models: These models included optimized prompts for license
identification and dependency detection tasks using pretrained foundational LLMs (e.g.,
GPT40-mini, Qwen-2.5-Coder). This approach used a prompt-based method without any
additional context or fine-tuning.

LLM + RAG Models: Here, bascline LLMs were extended with context
retrieved from RAG. RAG vector databases contained corresponding knowledge bases
for license identification and dependency detection tasks.

Fine-Tuned LLMs: Models were fine-tuned for specific instruction tasks on
domain-specific prompts and examples for license identification and dependency

detection tasks.
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Chapter 4-Results
4.1. Introduction

This praxis aimed to create a multi-agent Al SBOM tool that improves the quality
of the SBOM by enhancing dependency detection and licensing identification in OSS.
This research assessed the utilization of LLM agents and their effectiveness in
recognizing declared and used direct dependencies in the source code file, as well as their
efficacy in detecting license attribution within the project source code. The study
investigated the application of proprietary LLMs and quantized LLMs, in conjunction
with RAG, to execute specialized tasks that constitute a sequential collaboration chain for
detecting dependencies and recognizing the SPDX ID of licensing text.

To identify the most efficient LLM for this objective, diverse performance
indicators were employed and compared against the baseline rule-based dependency
(DepScan) and licensing identification (ScanCode and winnowing algorithm) tools
alongside the LLMs and their configurations. The performance was evaluated for efficacy
in dependency and license identification. Chapter 4 is organized to reflect the methods
outlined in Chapter 3, but structured by hypothesis, covering distinct aspects of
dependency and license detection. The hypothesis analysis sections focus on the
outcomes of EDA, data preparation, and model efficacy concerning the related research
question and hypothesis.

4.2. Hypothesis 1

The key goal of this study was to develop an LLM-based system capable of

revising and updating the quality of the SBOM. One of the two key improvements

included efficacy in dependency detection by improving the precision with minimal
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impact on recall and, as a result, achieving an increase in the F1 score as compared to the
baseline rule-based detection method with the DepScan tool. The first research question
focused on developing a model that could be used to refine the quality of the dependency
graph in SBOM, as detailed below:

RQ1: Does applying sequentially collaborating LLM agents to refine SBOMs
produced by rule-based scanners improve overall dependency detection in OSS projects?

Hypothesis 1 addressed the first research question, claiming that LLM agents’
reasoning about the source code and build files can help in reducing the false positives
and, thus, improving the overall F1 score in dependency detection, as stated below:

H1: Applying sequentially collaborating LLM agents to refine SBOMs from rule-
based scanners will achieve an increase in the F1 score for overall dependency detection
in OSS projects.

4.2.1. Exploratory Data Analysis Results

The model’s performance validation in dependency detection was conducted on
OSS projects from GitHub. As discussed in Chapter 3.2.1 (GitHub Java/Maven Projects),
the dataset was narrowed to projects that met criteria suitable for analysis. First, the
selection was restricted to projects for which both the ground truth and an SBOM could
be generated using DepScan. Second, to control processing costs, the validation set was
limited to projects with between 1 and 380 dependencies, no more than 920 Java files,
and a maximum of 10 POM files. Applying these criteria reduced the dataset to 1,174
projects. The distribution of these projects by the number of Java files, dependencies,

POM files, and overall size is shown in Figure 4-1.
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Figure 4-1. Project size and complexity distributions

The distribution of SBOM quality parameters, by project count, for SBOMs

produced by rule-based scanners is shown in Figure 4-2.
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4.2.2. Data Preprocessing

The data preprocessing of the dependency dataset was confined to the operations
aimed at enhancing processing speed by the LLM. The goal was to remove irrelevant
content to reduce the number of tokens and group the source code files by size. The
reduction of the number of tokens involved programmatically removing the comments
that were irrelevant for reasoning about dependencies from the source code. Grouping by
size allowed for optimizing the inference time with quantized models running locally on
a GPU. This goal was accomplished by processing file groups with token counts not
exceeding the context size set for the model, eliminating the need for processing the
small files using a large context in the model. The files were grouped in groups of
buckets that represented file sizes in 8,196 increments.
4.2.3. Model Performance

The dependency detection model for sequential collaboration comprised three
independent LLM agents and dedicated software tasks. The planning agent, a hybrid of
software and LLM, decided which files to use for analysis. The identification of files was
based on the extension of the file and the software used to identify them. The LLM
determined which build files to include based on their project hierarchy location. The
outcome was a list of source files and build files, which were analyzed by the subsequent
stages. The source files underwent code/comment extraction, and the parts with the
source code were passed to the dependency identification agent. The agent used a zero-
shot prompt template Figure 4-3, which instructed it to identify the used imports within

the file, where the file was the input to the prompt template.
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Analyze the following Java code and list only the used imports, one per line, with no
additional explanation or text. If none are used, respond with exactly:

none used

Consider an import used even if it appears inside annotations (e.g. @RequestMapping) .
Input:

{code snippet}

Figure 4-3. Import detection template

The agent generated the lists of imports for each file that were combined per
project into a single set to remove duplicates and include only unique imports used in the
project. This combined set was passed with all build files’ content to the next prompt
template in Figure 4-4 for the dependency identification agent. The agent was tasked with
identifying all direct dependencies based on the content of the POM files and the imports

found. This stage produced the final list of direct dependencies.

Given pom file or files and list of detected imports in all files in the project,
list used dependencies in the project using this format: com.cedarsoftware:java-
util:jar:1.9.0.

List dependencies only.

pom file(s):

{poms}

detected imports:

{imports}

Figure 4-4. Dependency detection template

The resulting list of direct dependencies was used to adjust the SBOM
dependency tree to remove or add direct dependencies and transient dependents from/to
the tree. This step was performed using software and did not utilize LLMs. The output
was the final dependency tree, which was augmented based on the LLM agents’ analysis.

The analysis results of the refined SBOM showed gains over the standard
DepScan SBOM generator when comparing the average F1, precision, and recall across
various model configurations and prompt strategies. With only a slight 2.5 percentage
point (p.p.) decrease in average recall (93.2% vs. 95.8%), the LLM-based strategy
produced a 14.8 p.p. increase in F1 score (90.7% vs. 75.9%) and a 24 p.p. increase in

average precision (91.0% vs. 67.0%). These results demonstrate that LLM agents can use
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reasoning about source code and project composition to decrease false positive
dependency detections.

The comparison, which is presented in Figure 4-5, showed that the move from a
rule-based to an LLM-augmented approach represents a significant improvement in

SBOM quality by providing more dependable detection with a significantly lower noise
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MAAIST Gemini-2.5-Flash-Lite (imports) & Gemini-2.5-Flash-Lite (package) with Prompt 2
MAAIST Gemini-2.5-Flash-Lite (imports) & Gemini-2.5-Flash-Lite (package) with Prompt 3
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Figure 4-5. Dependency detection performance DepScan vs. MAAIST

Figure 4-6 and Figure 4-7 present the distribution of F1, precision, and recall
values before and after the refinement of the SBOM generation process. The comparison
highlighted the effect of the improvements on both the central tendency and the

variability of performance across projects.
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Figure 4-6. DepScan SBOM dependency detection

Whereas the pre-improvement plots in Figure 4-6 showed wide spreads, modest medians,
and large numbers of low outliers, the post-improvement plots in Figure 4-7 illustrated a
pronounced tightening of distributions, upward shifts in medians, and more consistent

outcomes across most cases.
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Figure 4-7. MAAIST SBOM dependency detection

The post-improvement results clearly indicated an upward shift in the central
tendency of all metrics. Precision dramatically improved to medians above 93 with IQRs
closely clustered between 86 and 100 after previously showing a wide range of variability
(medians around 70 and IQRs between the 50s and 80s). Similarly, F1 scores rose from
medians in the low 80s to 95-97, with narrower IQRs and whiskers extending into the
upper range, signifying more robust and consistent balanced performance. The recall

performance maintained the same median around 100 and maintained the same IQRs for
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package only detections but degraded the IQRs to 96 and whiskers extended to 89 for
package with version detections. The box plot graph in Figure 4-7 illustrates that LLM
based method provided improvement in F1 and precision metrics by reducing variability
and raising average score. A possible area for improvement is in addressing numerous
zero-valued outliers for all three metrics where the presence of those outliers implies that
the improvements have not eliminated rare but significant edge cases.

The key improvements in F1 scores indicate an overall improvement in the
reliability of the dependency detection process and demonstrate a better balance between
precision and recall. However, the persistence of outliers highlights that while the great
majority of SBOMs generated with this approach are accurate and efficient, but detection
still fails in some edge cases.

The LLM based detection improvements provide practical benefits for SBOM
quality and vulnerability management with higher and more consistent precision the
method directly reduces the amount of manual effort needed to validate and reject unused
dependencies. Similarly, consistent high recall ensures that actual dependencies are
identified and lowers the likelihood of overlooking crucial components that could expose
systems. Whether through hybrid rule-based and LLM approaches, fallback mechanisms,
or further model improvement, addressing these failure modes can lead to stronger
SBOM generation and dependable outcomes in real-world deployments.

4.3. Hypothesis 2

The SBOM quality also depends on licensing information, where current SBOM

tools inconsistently include package licensing information. The analysis by (Torres-Arias

et al., 2023) identified that the percentage of package components with license
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information included in SBOM can vary from 0% to 58% in SBOMs based on the tools
used in the study. The second research question focused on the licensing detection quality
by LLMs, comparing it to the most popular and OSS community-maintained and
European Commission NGI program grant-funded (ScanCode Toolkit, 2025) license
detection tool ScanCode, as stated below:

RQ2: Does an LLLM agent with RAG and leveraging curated license text corpora
improve SPDX license type identification in OSS projects compared to baseline rule-
based methods?

Hypothesis 2 addressed the second research question, claiming that the reasoning
capabilities of an LLM agent with RAG can improve precision, recall, and overall F1
scores in license detection, as stated below:

H2: An LLM agent with RAG will achieve an increase in the F1 score for SPDX
license type identification in OSS projects compared to baseline rule-based methods.
4.3.1. Exploratory Data Analysis Results

The Software Heritage license dataset contains 8,665,014 unique files with the
licensing information extracted from the open-source repositories. It is a highly
unbalanced dataset representing a real-world license distribution sample, where 28
license types constitute 84.2% of the total licenses, while the remining 15.8% comprises
1,837 licenses. Among the most dominant licenses, 39.3% are MIT licenses, followed by

7.3% BSD-3-Clause and 5.5% Apache-2.0 licenses, as shown in Figure 4-8.
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Other (1837)
Figure 4-8. License distribution (Top 14 + other)

4.3.2. Data Preprocessing

For the validation, the dataset was rebalanced by selecting a maximum of 50 licenses per
type with known SPDX ID (582 unique license IDs), ensuring that the confidence level
indicated by the ScanCode was above 90%, following a cutoff level used by (Jahanshahi
et al., 2025; Nussbaum et al., 2025), and that each file contained only a single license
attribution. The underrepresented classes were augmented with licenses from other
datasets and data created through controlled augmentation.

The SWHLD dataset was sampled using stratified sampling (Fogliato et al., 2024)
by license type to obtain a validation dataset. The quality of the resulting set was further
evaluated for labeling accuracy to identify the error rate of incorrectly labeled license
files. The process involved agreement approach for comparing the labeling with other
methods to identify cases where all tools disagreed with the identified license type (Klie

et al., 2024). This process enabled the identification of mislabeled files, such as the
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source code with references to the license in code, but these files did not represent the
license attribution or outright incorrect labels for the license in actuality. The selected
license files were evaluated with two rule-based techniques (ScanCode and winnowing)
and two LLMs (GPT-40 and Qwen2.5-Coder). The cases that did not have the same label
produced by all the techniques were further evaluated with an LLM using a targeted
prompt to identify if the text represented a specific license or did not contain the license
text at all. The prompt included specific license texts identified by the different
techniques for context and tasked the LLM to determine which of the detection labels
was correct. Of the 9022 samples evaluated, 417 were flagged as invalid, corresponding
to an error rate of 4.62%. The 417 samples flagged as invalid were further manually
evaluated to determine the actual labels and improve the dataset quality. The dataset
composition is detailed in Table 4-1.

Table 4-1. License Detection Validation Dataset

Samples| % of Umque Additional labels
Dataset Count | Dataset License
Types Count Labels
SW Heritage License Dataset | 9022 | 48.9 % 582 2 | Unknown License, No License

License Publisher | 8271 | 44.8 % 582 0 -
Augmented [ 1164 | 6.3 % 582 0 -
Total | 18457

4.3.3. Data Augmentation

There are two methods used to augment the dataset label, namely label-preserving
transformations (Wu et al., 2020) and data synthesis (Zhao et al., 2024). The label-
preserving transformations convert the structural representation or style of known labeled
data samples. In this research, this conversion was accomplished by directly utilizing

various license representations produced by the SPDX license publisher tool (License
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List Publisher, 2025). This process resulted in 8,271 samples, ranging from seven to
eleven variations per class, and included eight different formats for each license type. The
format included HTML, JSON, JSON-LD, RDFa, RDF/XML, rdfnt, rdfturtle, and plain
text. The uniqueness of each file was determined by computing the SHA-1 hash code for
each of the generated license files.

The synthesis method was used to generate the sample header files or readme files
that provided license attribution with references to other licenses without attribution. The

sample header content is shown in Figure 4-9.

Copyright (c) 2024 OpenGrid Solutions

*

*

*

* Licensed under the MIT Open Group License

* SPDX-License-Identifier: MIT-open-group

* You may obtain a copy of the license at:

* https://opensource.org/licenses/MIT-open—-group
*
*
*
*

This software is provided "AS IS", without any warranty, either express or implied.
Refer to the license for full details on permissions and limitations.

* Portions of this codebase were inspired by components originally developed under the
OLDAP 2.3 license,

* which is a separate and distinct license from the MIT Open Group License.

*

* Although OLDAP-2.3 licensing terms are referenced in accompanying documentation,

* this file and its contents are solely licensed under the MIT Open Group License.

* No OLDAP-2.3 licensed code has been incorporated directly into this implementation.

*/

Figure 4-9. Sample of synthetic header file

The samples were produced for combinations for all known SPDX IDs. Furthermore, on
average, two additional license samples were added per known SPDX ID, resulting in
1,164 samples.
4.3.4. RAG Database and Knowledge Dataset

The RAG database is an essential component of the license detection agent. It is
utilized to match evaluated text with the license text from the knowledge corpus used to
create the vector database. The matched documents are passed as context along with the

evaluated text to the LLM prompt.
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In this research, the knowledge data corpus was created using 2,462 reference
licenses with unique license IDs from the ScanCode database. This reference license
dataset was intentionally isolated and excluded from the validation dataset.

The vector database for an LLM + RAG setup was built using nomic-embed-text-
vl embeddings which demonstrate improved retrieval performance for RAG base
applications (Bhattarai et al., 2024). The nomic-embed model used to generate these
embeddings, is an 8,192-context-length English text embedding model and is optimized
for broad text similarity tasks, such as RAG for LLMs, semantic search, clustering for
data visualization, classification, and information retrieval (Nussbaum et al., 2025). The
model itself can scale its capabilities to large corpora which was demonstrated in
evaluation on the massive Text Embedding Benchmark (MTEB), where nomic-embed-
text-v1 outperformed both OpenAl Ada-002 and OpenAl text-embedding-3-small on the
short-context MTEB benchmark (Nussbaum et al., 2025).

4.3.5. Model Performance

The performance of LLM agent was compared against rule-based ScanCode
scanner and the winnowing algorithm baseline tools on full validation dataset for license
detection. The LLM agent for license detection used GPT-40 model with RAG built with
nomic-embed-text-vl embeddings. The model used one shot-prompt with context
detected by RAG, configured to return five closest matches. The prompt used by the

LLM in the final validation is shown Figure 4-10.
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You are a software license classifier with access to known license texts
(shown in the context).

Match the input text to the closest known license. Use exact or near-exact
string match when possible.

If context does not provide matching license text, if possible infer
license attribution, if applicable use known spdx ID:

0BSD

ZPL-2.1

Respond using only one of the formats below:

Valid responses:

<license name> - if a high-confidence match is found. Use the SPDX ID if
known (e.g., MIT, BSD-2-Clause, AdaCore-doc).

No License - if the text contains no licensing terms.

Unknown License - if licensing intent is present but the license type
cannot be determined.

Important Rules:
Use exact match to known licenses when possible.
Do not explain your choice.

Output only one of the following:
<License Name>

No License

Unknown License

Context:
{context}

Input:
{code snippet}

Figure 4-10. Prompt for license detection agent

The LLM performance was measured with accuracy, weighted F1, weighted
precision, weighted recall, macro F1, macro precision, and macro recall. The LLM
outperformed the baseline models in all metrics, as shown in Table 4-2.

Table 4-2. Models’ performance on the validation dataset

macro weighted
accuracy | precision  recall F1 precision  recall F1

Full Validation Set

ScanCode| 68.02% | 90.03%  57.27% 66.33% | 94.44% 68.02% 76.45%
Winnowing| 74.81% | 84.15% 73.28% 76.45% | 88.27% 74.81% 78.97%
GPT40-RAG| 87.48% | 94.99% 85.53% 88.76% | 96.15% 87.48% 90.56%
GPT40-mini-RAG| 75.14% [ 88.71% 71.57% 75.67% | 90.27% 75.14% 78.32%
Qwen2.5-coder-RAG| 84.18% | 94.85% 86.43% 89.14% | 95.77% 84.18% 87.94%
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The best-performing GPT40 with RAG model is compared with the rule-based

scanner ScanCode and the winnowing algorithm in Figure 4-11.

Model Evaluation Metrics by Method

1.0 i
i Metric
RS maa  SLLLCRE mmm accuracy
i mmm precision (macro)
0.8 i 1 mm recall (macro)
i mmm fl-score (macro)
E mmm precision (weighted)
06 i mmm recall (weighted)
’ E mam fl-score (weighted)
:
& :
0.4
0.2 T
0.0 ’
@ O O
S & XQ?
> O o
o N <>

&
Method

Figure 4-11. License detection performance

The confusion matrices for the top 10 most confused classes, shown in Figure A-1
for rule-based detection tools and Figure A-2 for LLM detection methods, revealed a
consistent pattern in which Unknown-SPDX-ID appeared as the most confused class.
This was attributed to cases where samples with known SPDX IDs were incorrectly
assigned to this class. Although this outcome is not desirable, this failure mode may be
acceptable since it does not attribute an incorrect specific license.
4.4. Hypothesis 3

The ability of LLMs to improve SBOM quality depends not only on how well
they can reason but also on how easy they are to get and use. LLMs that are proprietary
often work very well, but they are expensive to run, have strict licensing rules, and do not

allow for much customization. On the other hand, open-source LLMs that have been
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quantized and fine-tuned are a better option for wider use because they are cheaper and
more flexible. The third research question focused on whether optimized open-weight
models with RAG could detect license types in OSS projects as well as proprietary
models, as stated below:

RQ3: Does a quantized and fine-tuned LLM with RAG perform at a comparable
level to a proprietary LLM with RAG in SPDX license type identification for OSS
projects?

Hypothesis 3 addressed the third research question, claiming that open-weight
quantized LLMs can achieve an overall F1 score in license detection on par with
proprietary LLMs, as stated below:

H3: Quantized and fine-tuned LLM with RAG will achieve an F1 score for SPDX
license type identification in OSS projects that is not different from that of a proprietary
LLM with RAG.

4.4.1. Model Selection

The Qwen2.5-Coder model was selected for quantization and fine-tuning and
compared with the commercial GPT40 and GPT40-mini models. All models used the
same vector database built with nomic-embed-text-vl embeddings for RAG. The
Quen2.5-Coder has comparable performance with GPT40 models in code generation,
repair, and reasoning. This model is available in 0.5B, 1.5B, 3B, 7B, 14B, 32B, and 72B
parameter configurations and supports up to 128K tokens of context. The model is
available in the Ollama model library and has been adopted for LoRA fine-tuning in the
Unsloth fine-tuning framework (Singhapoo et al., 2025). The available quantized

configurations permit deploying a 14B Qwen2.5-Coder on single-GPU hardware, such as
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Nvidia GeForce RTX 3090 with 24GB of GDDR6X VRAM, making it cost-effective for
local use. Sample hardware configurations used for inference are shown in Table A-1.
With model adaptation for Unsloth, it is possible to efficiently fine-tune Qwen2.5-coder
using LoRA on a single GPU, which significantly lowers the expense and training time
compared to the conventional fine-tuning approach.

4.4.2. Fine-Tuning Training Dataset

The dataset for fine-tuning was derived from the ScanCode reference data
database, and it was separated from the validation dataset. Reference license files were
used to design zero-shot prompts without additional context.

Additional licenses in multiple formats were randomly sampled per class from a
publicly available license dataset, with all such samples excluded from the validation set.
To further diversify the data, synthetic samples were generated, including header or
README files that contained license attributions or references to other licenses without
actual attribution.

To further extend the training set, prompt samples were doubled by including a
list of known SPDX IDs as part of the prompt. As a result, the training dataset consisted
of 11,522 balanced training samples, with 10 to 12 samples per class for each known
SPDX ID, supplemented by 12 samples for Unknown-Licenses and 12 samples for Non-
License text.

4.4.3. Model Performance
The model performance is summarized in Table 4-3, which demonstrates the

baseline model performance before and after fine-tuning against the proprietary models.
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Table 4-3. Quantized fine-tuned models’ performance on the validation

macro weighted
accuracy|precision recall F1 |precision recall F1

[Full Validation Set
GPT40-RAG| 87.48% | 94.99% 85.53% 88.76% | 96.15% 87.48% 90.56%
GPT40-mini-RAG| 75.14% | 88.71% 71.57% 75.67% | 90.27% 75.14% 78.32%
Qwen2.5-coder-RAG 8b| 85.86% | 93.73% 81.36% 84.76% | 94.18% 85.86% 87.94%
Qwen2.5-coder-RAG 4b| 84.86% | 92.67% 79.91% 83.35% | 93.45% 84.86% 86.96%
FT Qwen2.5-coder-RAG 8b| 84.18% | 94.85% 86.43% 89.14% | 95.77% 84.18% 87.94%
FT Qwen2.5-coder-RAG 4b| 83.37% [ 94.94% 85.90% 88.83% | 95.59% 83.37% 87.35%
SWHLD Set

GPT40-RAG] 86.73% | 96.97% 90.96% 92.50% | 98.60% 86.73% 90.38%
GPT40-mini-RAG| 78.56% | 83.69% 77.35% 78.07% | 90.45% 78.56% 80.85%
Qwen2.5-coder-RAG 8b| 91.25% | 90.86% 88.24% 88.22% | 95.33% 91.25% 91.92%
Qwen2.5-coder-RAG 4b| 90.61% | 88.95% 86.57% 86.52% | 94.59% 90.61% 91.18%
FT Qwen2.5-coder-RAG 8b| 80.15% | 88.78% 83.44% 83.92% | 94.70% 80.15% 84.16%
FT Qwen2.5-coder-RAG 4b| 78.55% | 89.47% 82.75% 83.59% | 94.35% 78.55% 82.73%
License Publisher Set
GPT40-RAG] 88.84% | 94.22% 87.86% 89.51% | 94.91% 88.84% 90.46%
GPT40-mini-RAG| 73.05% | 86.71% 72.38% 75.43% | 87.30% 73.05% 76.10%
Qwen2.5-coder-RAG 8b| 79.77% | 92.44% 78.72% 81.77% | 93.05% 79.77% 82.72%
Qwen2.5-coder-RAG 4b| 78.31% | 91.43% 77.23% 80.34% | 92.14% 78.31% 81.33%
FT Qwen2.5-coder-RAG 8b| 87.05% [ 96.11% 86.31% 88.76% | 96.57% 87.05% 89.47%
FT Qwen2.5-coder-RAG 4b| 86.97% [ 96.05% 86.22% 88.73% | 96.52% 86.97% 89.44%
lAugmentation Set
GPT40-RAG] 83.59% | 88.89% 82.91% 84.77% | 89.63% 83.59% 85.48%
GPT40-mini-RAG| 63.49% | 70.73% 63.01% 65.18% | 71.29% 63.49% 65.68%
Qwen2.5-coder-RAG 8b| 87.29% | 90.96% 86.71% 87.87% | 91.57% 87.29% 88.45%
Qwen2.5-coder-RAG 4b| 86.86% | 90.44% 86.29% 87.44% | 91.05% 86.86% 88.02%
FT Qwen2.5-coder-RAG 8b| 95.10% | 96.87% 94.62% 95.31% | 97.37% 95.10% 95.80%
FT Qwen2.5-coder-RAG 4b| 95.19% [ 96.76% 94.71% 95.35% | 97.25% 95.19% 95.83%

The model was fine-tuned using LoRA configuration shown in Table A-2 and
trained with configuration parameters shown in Table A-3. The baseline Qwen2.5-coder
model’s performance before fine-tuning shown in Figure 4-12 already exceeded GPT4o-
mini and underperformed GPT4o by 3.3 p.p. in F1 score, 1 p.p. in precision and 3.6 p.p.
in recall. The fine-tuned model minimally increased performance in precision by 1.6 p.p.
but reduced performance by 1.7 p.p. in recall and F1 unchanged.

The fine-tuned models achieved increased performance in detecting licenses in

the formatted documents from the license publisher and augmented dataset. The
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performance was comparable to GPT40-RAG results. At the same time, the performance
in detecting the licenses from the SWHLD dataset degraded compared to the base model.
This resulted in the overall performance being close to that of the base model.

The 4-bit quantization of the model significantly reduced the model’s memory
consumption during inference from 31.059 GB of VRAM to 17.219 GB. On average, the
4-bit quantized models performed 0.5 p.p. worse than the 8-bit quantized models in all
evaluated metrics. This demonstrates that the 4-bit quantized fine-tuned model a viable
alternative to proprietary models while running on a low-cost GPU such as the RTX-

3090 with 24GB of VRAM.

10 Model Evaluation Metrics by Method

Metric

©

0
0

""" accuracy
_____________ i precision (macro)

. recall (macro)
fl-score (macro)
precision (weighted)

’ recall (weighted)
fl-score (weighted)

0.0

(=)}

Score

£~y

0
0

N

<] <]
T Qyo‘ ‘2}0‘ I
°>( ,\x ‘x > X '\xbg ‘xbu
» o 2 e e & e &
& & & & S S
N < ] 9 e o @
3 J J N QS
O & & K K
W N N N
G (o (o) (o)

Method

Figure 4-12. Quantized vs. Proprietary LLM license detection performance

4.5. Model Deployment

The multi-agent Al SBOM tool was implemented as a command-line Python
application that analyzed a project and generated adjustment data for its SBOM. The tool
ingested input project with the SBOM produced by DepScan and processed it to identify

dependencies that should be added or removed from the SBOM’s dependency tree, along
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with the licenses detected within the project. The tool itself did not synthesize a revised
SBOM; instead, it output adjustment data that could be consumed in subsequent
processing stages.

In addition to standalone use, the tool could be integrated into a larger processing
pipeline where multiple projects are analyzed in sequence. This tool optimized local GPU
processing time by grouping files according to size and expected token count. Grouping
by size guaranteed that prompts with similar token counts were processed by a model that

had a minimum context window large enough to handle them.
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Chapter 5-Discussion and Conclusions
5.1. Discussion

The main goal of this praxis was to develop a system that enhances the quality of
the SBOM with ML and Al by filling the gaps in rule-based SBOM generation systems
where additional reasoning about the code or license text is required. The enhancements
aimed to improve precision in detecting direct dependencies and identifying the license
ID. The work in this praxis examined three key research questions, first whether
combining reasoning LLM agents enhances the SBOM dependency graph; second
whether an LLM agent improves the effectiveness of license detection; and third whether
the quantized LLMs perform license detection tasks as effectively as proprietary LLMs.
5.2. Conclusions

The multi-agent AT SBOM tool made an incremental improvement in the quality
of the SBOM enabling reduction of effort required during its consumption in stages for
vulnerability management and license compliance. The results of the comparative
evaluation confirmed all three hypotheses and study contributed insights about the
application of LLMs to the SCA in field of vulnerability management and license
compliance.

The research confirmed that the LLM can reason about the code and project
composition. The LLM application to SCA allowed to reduce the number of false
positive dependency detections that would otherwise be included in the SBOM. This
lowers the effort needed to assess the impact of vulnerabilities on code used internally or
for external customers, contributing to improved supply chain management. Dependency

detection results from 1,148 projects, including 115,325 source code files and 1,148 build
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configuration files, demonstrated that LLM agents can outperform rule-based tools. On
the test dataset, the F1 score improved by 14.8 p.p. (90.7% vs. 75.9% for the baseline
DepScan tool), and precision improved by 24 p.p. (91.0% vs. 67.0%), with only a 2.5 p.p.
drop in recall (93.2% vs. 95.8%).

Second, the results from the application of the LLM and RAG method for license
detection outperformed the rule-based scanners, eliminating the need for handcrafting
and maintaining the rules. In the case of the ScanCode tool, as of version v32.4.1, 35,470
rules must be actively maintained to keep the tool current. The LLM with the RAG
method developed in this study does not require active rule maintenance and relies on the
documents converted into the vector database only. In contrast to the rule-based detection
systems, the knowledge update is a repetitive and fully automatable process requiring
minimal effort of including labeled reference licenses, making it simple to maintain. On
the test dataset, the weighted average F1 score improved by 14.1 p.p. (90.6% vs. 76.5%
for the baseline ScanCode tool) and weighted recall improved by 19.5 p.p. (87.5% vs.
68.0%), with weighted precision improved by 1.7 p.p. (96.1% vs. 94.4%). The LLM—
RAG method also showed improvements in comparison with the winnowing algorithm,
which does not require defining rules and is based on local similarity matching. The
LLM-RAG method improved the weighted F1 score by 11.6 p.p. (90.6% vs. 79.0% for
the baseline winnowing algorithm), weighted recall by 12.7 p.p. (87.5% vs. 74.8%), and
weighted precision by 7.9 p.p. (96.1% vs. 88.3%).

Third, the study established that the quantized and fine-tuned models, such as
Qwen2.5-coder, can outperform the rule-based scanners and winnowing detection

methods and improve the weighted F1 score by 11.5 p.p. (87.9% vs. 76.5%) for the
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baseline ScanCode and by 9.0 p.p. (87.9% vs 79.0%) for the baseline winnowing
algorithm. The macro average F1 score was 89.1% compared with 66.3% for ScanCode
and 76.4% for winnowing, showing an improvement of 22.8 p.p. and 12.7 p.p.,
respectively. The quantized fine-tuned model Qwen2.5-coder with RAG performed better
than GPT40-mini with a 9.6 p.p. higher weighted F1 score, 5.5 p.p. higher weighted
precision, and 9.0 p.p. higher recall. Compared with the GPT40 model, it had a 2.6 p.p.
lower weighted F1 score, 0.4 p.p. lower weighted precision, and 3.3 p.p. lower recall.
Overall, the research demonstrated that the quantized fine-tuned Qwen2.5-coder model
can be applied as effectively as proprietary models, outperforming low-end GPT40-mini
and underperforming compared to the high-end GPT40 model.
5.3. Research Contributions

In Chapter 2, the literature review discussed that much of the existing research in
this field focuses on the SBOM produced with rule-based detection systems for both
dependency detection and license identification, although some attempts have been made
to use ML/AI systems. SBOM systems primarily use ML/AI to generate new rules,
thereby expanding the scope of rule-based systems. This study focused on using the
reasoning capabilities of LLMs to replace or revise the output of rule-based methods to
improve detection metrics. The proposed approach demonstrated that LLM reasoning
capabilities can improve the performance in both direct dependency detection and license
identification. The results showed that the use of LLM reasoning capabilities eliminates
the need for complex rule maintenance and reduces the effort needed to consume the
SBOM for impact analysis in vulnerability management. The results of this study offer

the following research contributions:
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1. The study demonstrates that the LLM can reason about the licensing text, provide
SPDX ID detection with precision, and recall exceeding the rule-based detection
method, eliminating the need for complex rule maintenance and handling cases
where context reasoning is needed to determine the license.
2. The study shows that the LLM can reason about the code and determine if the
declared dependencies are used in the project, allowing it to improve the overall
precision over the rule-based SBOM tools.
3. The study establishes that a quantized and fine-tuned LLM with RAG can
outperform the rule-method license detection method and perform comparably to
proprietary LLMs with RAG.
5.4. Recommendations for Future Research

The tool developed in this praxis improves the quality of vulnerability
management process and licensing compliance, but it also provides opportunities for
future research from its findings and limitations. The key limitation of this praxis is
constrained scope in dependency detection for Java projects only. The limited scope is
primarily caused by lack of the ground truth for other languages required for performance
analysis and comparative study. Another limitation is the license dataset that contains a
limited number of license texts labeled by human subject-matter experts. The future
research efforts should focus on:

1. The ground truth datasets for dependency detection that needs to include
additional languages such as C, C++, JavaScript, and Python in order to enable

performance evaluation.
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10.

The improvement of the license dataset quality that could include diversified
license texts labeled by human annotators.

Extending the build file analysis beyond Maven pom files and including build
systems such as SCons, Make or ANT.

The method for direct file analysis needs enhancement through function call
evaluation to achieve better dependency detection results.

Developing an evaluation method supporting multiple licenses in a single file.
Integrating the APIs that allow retrieving information about transient (indirect)
dependencies.

Evaluating alternative reasoning models and performing similar comparative
performance analysis and cost-effectiveness.

Improving use of vector databases for LLM—RAG in particular to evaluate the
effects of data chunking and using alternative embeddings models.

Researching quantization effects and fine-tuning for open-weights LLM models
to optimize both cost and effectiveness in license and dependency detection tasks.
Applying LLM-based SCA to use cases beyond SBOM generation, for example
tamper detection based on identifying malicious dependency injections through

unauthorized source code modifications.
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Appendix A

Table A-1. GPU Configurations

Fine Tuning
GPU Type VRAM
A100 80 GB
Inference
GPU Type VRAM
RTX 3090 24 GB
RTX 4090 24 GB
RTX 5090 32 GB
A100 80 GB

Table A-2. LoRA Fine Tuning Configuration

Parameter Value Description
r 16 Rank of the LoORA decomposition (adapter size).
target_modules q_proj ;?;ﬁoafphed to the query projection layer of
. LoRA applied to the key projection layer of
k_proj attention.
. LoRA applied to the value projection layer of
V_ProJ attention.
0_proj LoRA applied to the output projection of attention.
gate_proj LoRA applied to the gating projection in the MLP.
. LoRA applied to the "up" (expansion) projection in
up_proj | SO lsp p" (exp ) proj
.| LoRA applied to the "down" (reduction) projection
down_proj in the MI}E)P. ( Pl
Scaling factor for LoORA updates. Effective learnin
lora_alpha 16 rate ~ ilpha /1. ’ :
lora_dropout 0 E)rpotll)r(;llll; gzl;t.hm LoRA adapters. 0 disables dropout
bias none Whether to fine-tune biases. "none" means only
LoRA weights are trained.
. Saves VRAM by recomputing activations during
use gradient runsloth” back unsloth” ; nized on (30%
checkpointing unslot 1ac {)]rlgAI}Ml)ms oth" is an optimized version (30%
ess .
random_state 3407 Random seed for reproducibility.
Enables Rank-Stabilized LoRA (RS-LoRA)
use_rslora FALSE if True. Helps stability with extreme r values.
loftq_config None Placeholder for LoftQ (LoRA + quantization aware

fine-tuning).
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Table A-3. Fine Tuning Parameters

Parameter Value Description
per_device 1 Number of samples per device (GPU/CPU) per
train_batch_size training step. Small batch size reduces VRAM use.
gradient Accumulates gradients over multiple steps before
accumulation 4 updating weights. Effective batch size = batch_size
steps x accumulation steps.
Steps during which learning rate linearly increases
warmup_steps 5 from O to the set value. Helps stabilize early
training.
num_train_ 10 Number of complete passes over the dataset.
epochs
Maximum number of training steps
max_steps 30 (overrides num_train_epochsif smaller). Useful for
debugging or quick runs.
learning_rate 2.00E-04 [ Initial learning rate for the optimizer.
logging_steps 1 Frequency (in steps) of logging training metrics.
. paged adam | Optimizer type paged AdamW 8-bit saves memory
optim i .
w_8bit and is faster on large models.
weight_decay 0.01 L2 regqlarlzatlon st.rength. Prevents overfitting by
penalizing large weights.
Ir_scheduler linear Learning rate schedule. linear decays LR linearly
type after warmup.
seed 3407 Random seed for reproducibility.
output_dir outputs Directory to save model checkpoints and logs.
Reporting backend for logging
report_to none (e.g., "wandb", "tensorboard"). "none" disables

external logging.

Table A-4. Inference Parameters

Model Temperature top_k top_p
GPT-40 0 N/A 0.9
GPT-40-mini 0 N/A 0.9
Qwen2.5-coder 0 0 0.9
Gemini-Flash-2.5-mini 0 0 0.9
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Figure A-1. Top 10 Most confused class
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Figure A-2. Top 10 Most confused classes LLM detection
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