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Abstract of Dissertation

Essays on Bayesian Modeling and Analysis of Time Series of Counts

In this dissertation, we propose new models and efficient algorithms for time series

of counts. The first essay presents a new class of integer-valued autoregressive pro-

cesses by combining integer autoregression and innovations that assumes a state-space

evolution. We term our new model Latent Factor Integer Autoregressive Process of

Order One and further introduce its multivariate extension via a random environ-

ment for modeling component correlations. The probabilistic structure of the model

features an exact Gibbs sampler and a fully adapted Particle Learning algorithm for

inference. Using data on the weekly number of visits to grocery stores, we show that

our model outperforms competing models in out-of-sample one-step-ahead forecasts.

The second essay proposes two models for zero-inflated count series and presents their

Bayesian analysis. The first model augments the Latent Factor Integer Autoregres-

sive Process from the first essay with zero-inflated Poisson innovations that allow

the model to handle sparsed count series, and we devise an analytic Gibbs sampler

for inference. The second model considers a multivariate first-order integer-valued

autoregressive process with zero-inflated Poisson innovations, where the probability

that the innovations come from a Dirac distribution at zero varies according to a state

space dynamic. The time-varying mixing probability for the innovations equips the

model with extra flexibility to handle count series whose degree of sparsity changes

over time. We name the model Dynamic Zero-inflated Integer Autoregressive Process

of Order One and introduce its multivariate generalization. For inference, we present

an analytic Gibbs sampler and an Approximate Particle Learning algorithm for on-

line updates. Using actual data, we show that the Dynamic Zero-inflated Integer

Autoregressive process substantially outperforms the univariate integer autoregres-

sive process with standard zero-inflated Poisson innovations, and the multivariate
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generalization brings in additional performance lift by leveraging information from

correlated series.
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1 Introduction

Time series of counts arise in many scenarios. Examples include, but are not limited

to, the weekly number of visits to supermarkets, the number of accidents in a given

time frame, and the monthly number of mortgage defaults. Although some concepts

and techniques of continuous time-series data naturally generalize to count series,

count series presents unique complexities such as over/under dispersion, boundedness,

and zero inflation when it comes to modeling and inference.

More recently, there has been a growing interest in research for time series count

data. Models for count series divide into two groups that differ in the construction of

serial correlation, see [17]. One is the observation-driven model that replies on lagged

series to build autocorrelation. One exemplary model of this class is the Integer-

valued Autoregressive Model of Order One (INAR(1)) of [39]. Another branch is the

parameter-driven model that introduces dependence over time via a latent stochastic

process. Popular parameter-driven models are the class of Dynamic Generalized Lin-

ear Models of [58]. Besides serial dependence, there are extra complications in build-

ing correlations between series when generalizing a model to its multivariate case.

Common strategies for introducing component correlations to multivariate count se-

ries include multivariate Poisson distribution of [47], random environment approach

of [2], dynamic latent factor DGLMs of [10], and multivariate INAR(1) of [42].

The advancement in modeling count series data faces considerable challenges from

the lack of efficient and scalable inferential algorithms, especially for the multivariate

count data. There is a significant body of literature on the offline maximum likelihood

methods and Monte Carlo Markov Chain methods for models of count series; see,

for example, [43], [50], and [47]. Unfortunately, these methods are computationally

burdensome and do not generalize well to high dimensionalities, see [55]. Recently,

sequential Bayesian analysis, such as Particle Filter and Particle Learning, have played

a vital role in designing state-of-the-art inferential algorithms for multivariate count
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series; see [2]. Not only does sequential Bayesian analysis provide online updates of

model parameters as new data comes in, but it also facilitates forecasting and offers

flexibility to accommodate nonlinearities; see [45] and [15].

In this dissertation, we propose novel Bayesian modeling strategies for count series

and develop efficient algorithms that include offline Monte Carlo Markov Chain meth-

ods and sequential learning algorithms for real-time updates. The first essay proposes

a new class of multivariate integer autoregressive processes with contributions in mod-

eling serial and component correlations and developing efficient inferential algorithms.

For the modeling side, we introduce an extension of the univariate INAR(1) model

of McKenzie (1985), where the rate of the Poisson innovations assumes a state-space

evolution. We term our model latent factor INAR(1) process and develop an effi-

cient multivariate generalization of the model via a shared random environment that

follows a Markovian evolution. The random environment endows the multivariate

generalization with the ability to account for dependence structure among series that

changes over time. We highlight that the latent factor INAR(1) process is a hybrid

of observation-driven and parameter-driven models in building serial correlation. To

the best of our knowledge, we are the first to exploit such a modeling strategy for

count series. For the inference side, we present an offline Monte Carlo Markov Chain

method and an efficient online Particle Learning algorithm for parameter learning

and state filtering. In an application based on a real dataset, we show that the la-

tent factor multivariate INAR(1) model substantially outperforms competing models

in one-step-ahead out-of-sample forecasts. Last but not least, we introduce a latent

factor multivariate INAR(p) processes with higher order autoregressions and their

Bayesian analysis.

The second essay introduces two models for over-dispersed and zero-inflated count

series and their Bayesian analysis. The first model enriches the latent factor multi-

variate INAR(1) process from the first essay with an internal scheme to handle zero-
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inflated counts series by replacing the Poisson innovations with zero-inflated Poisson

innovations. We present a Gibbs sampler with analytic updates for inference and show

an empirical application of a special case when the common environment is time-

invariant. The second model extends the zero-inflated univariate INAR(1) process

of [33] by allowing the probability of a point mass at zero associated with the zero-

inflated Poisson innovations to vary over time according to a state-space evolution.

We refer to the new model as dynamic zero-inflated INAR(1) process and introduce

its multivariate extension. We devise an exact Gibbs sampler and a Particle Learning

algorithm for inference. In an experiment, we show that the univariate dynamic zero-

inflated INAR(1) process outperforms the univariate zero-inflated INAR(1) process

of [33] in one-step-ahead out-of-sample forecasts. Moreover, the multivariate dynamic

zero-inflated INAR(1) process brings in additional improvements by account for in-

formation from correlated series.
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2 Essay 1: Latent Factor Integer Autoregressive

Processes and their Bayesian Analysis

2.1 Summary

The integer autoregressive processes (INAR) have been a primary modeling vehicle for

count series. We propose an extension of the univariate INAR(1) model of McKenzie

(1985), where the rate of the Poisson innovations assumes a state-space evolution. We

term our model latent factor INAR(1) process. Furthermore, we introduce an efficient

and scalable multivariate generalization of the latent factor INAR(1) process via a

shared random environment that follows a Markovian evolution. The multivariate

latent factor INAR(1) process marks a new class of multivariate integer autoregressive

processes that can account for time-varying contemporary dependency structure, and

features a dynamic multivariate negative binomial predictive distribution. We devise

a Monte Carlo Markov Chain method and a Particle Learning algorithm for parameter

learning and inference of state variables. In an application based on a real dataset, we

show that the multivariate latent factor INAR(1) process substantially outperforms

competing models in one-step-ahead out-of-sample forecasts.

2.2 Introduction

Multivariate time series of counts arise in a variety of disciplines. [2] presents a model

for multivariate count series to forecast the number of shopping trips of a group of

households. [35] studies goals scored by opposing teams in soccer games via a bivariate

Poisson model. [6] develops a Poisson state-space model to analyze the daily time

series of Asthma-related ER visits. Recent advances in discrete-valued time series of

counts and their multivariate extensions can be found in [19] and [55].

Research in count series faces challenges in modeling and inference. When mod-
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eling multivariate count series, one needs to account for temporal correlations for

each series and component dependencies across different series. The framework of

observation-driven and parameter-driven models from [17] establishes a building block

for encoding temporal correlation for a time series of counts. The class of observation-

driven models replies on the history of the observed data in constructing temporal

correlations for stationary series. Models along this line are the integer-valued autore-

gressive moving-average models from [39], [40], [5], and [57]. For a parameter-driven

model, a latent stochastic process dictates the structure of autocorrelation; see [3], [4],

and [22]. Parameter-driven models imply conditional independence given the latent

states and provide decoupling of individual series in the sense of [10].

Regarding component dependencies, [46], [32], [42], and [43] use multivariate Pois-

son distribution or a finite mixture of multivariate Poisson distributions to build

correlations between series. Another branch of ideas involves state-space modeling.

The seminal work of [58] introduces the dynamic generalized linear models (DGLMs)

for univariate time series, which contributes to the development of the latent factor

DGLMs from [10] that connects multiple DGLMs via a ”decouple/recouple” strategy.

In addition, the Gamma state-space model from [30] and [52] give rise to a random

environment model from [2], where dependencies among different count series are

entailed by sharing the same environment.

Bayesian analysis of discrete-values count series faces many computational chal-

lenges. Models that involve multivariate Poisson distributions, see [46], do not extend

well to a high dimensional setting as the evaluation of the multivariate Poisson like-

lihood becomes increasingly burdensome as the number of series increases. [50] and

[41] consider MCMC methods for the class of integer ARMA models. Their ap-

proaches, however, require Metropolis sampling within a Gibbs sampler. Recently,

[12] developed an augmented method for the univariate INAR(1) model that leads to

a Gibbs sampler with conjugate updates. For state-space modeling of count series,

5



the forward-filtering backward sampling algorithm is inefficient in obtaining filtering

and smoothing distributions of the states as one has to re-run the algorithm when

new data become available, making the algorithm less appealing in sequential analy-

sis. The developments of particle filters and particle learning methods from [45] and

[15] alleviate the problem by approximating state filtering distributions and poste-

rior distributions of fixed parameters using sets of particles that can be recursively

updated as new observations become available.

Our work contributes to two strands of literature. We propose a latent factor

INAR(1) process that combines an autoregression with a Poisson innovation whose

rate evolves according to a state-space process. As a result, the latent factor INAR(1)

process is a hybrid of an observation-driven and parameter-driven model in building

temporal dependency. To the best of our knowledge, we are the first to exploit such a

modeling technique for count series. We further generalize the latent factor INAR(1)

process to its multivariate case via a random environment approach. Not only does

the multivariate latent factor INAR(1) process preserves the essential properties of

the multivariate INAR(1) model from the literature, it also extends more efficiently

to high dimensionalities compared to [42] by avoiding the evaluation of multivariate

Poisson likelihood. Moreover, the random environment empowers the multivariate

latent factor INAR(1) process with a richer structure than [2] to account for temporal

and contemporary correlations. In an application based on a real dataset, we show

that the multivariate latent factor INAR(1) process leads to a significant improvement

relative to the model from [2].

Last but not least, we devise a Monte Carlo Markov Chain and a Particle Learning

algorithm for the latent factor INAR(1) process and its multivariate generalization

by leveraging the ideas from [12], [15], and [2]. Our work represents the first effort on

the sequential Monte Carlo method for count series. With an analytical predictive

likelihood of the states and recursive updates of sufficient statistics of model param-
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eters, the dynamic multivariate INAR(1) model features fast online updates and can

scale efficiently to higher dimensionalities.

2.3 Integer-valued Autoregressive Process of Order One and

its Bayesian Analysis

The development of integer-valued autoregressive processes dates back to the 1980s.

Early work from [39], [40], and [5] introduce the concept of binomial thinning, which

gives rise to the INAR(1) model and further advancements in the integer-valued

autoregressive moving-average processes.

Given a stationary time series of counts Yt where t = 1, 2, ..., T , the integer-valued

autoregressive process of order one is defined as

Yt = α ◦ Yt−1 + ϵt (1)

The notation “ ◦ ” denotes binomial thinning operation given by

α ◦ Yt−1 =

Yt−1∑
k=1

Bk ∼ Bin(Yt−1, α) (2)

where Bks are independent Bernoulli random variables with success rate α. It is

assumed that thinning operation at time t is performed independently from the in-

novation ϵt and is independent from thinning operations at other times. Finally, the

innovation ϵt follows a Poisson distribution with rate λ for all t.

According to [40], the model implies that Yt is a stationary Poisson series whose

first and second moments are given by

E(Y ) = V (Y ) =
λ

1− α
(3)
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In addition, the autocorrelation function is characterized by

ρY (k) = αk (4)

which decays exponentially as the number of lag increases. As pointed out by [57],

the INAR(1) model can be considered as a special case of branching process with

immigration where the population Yt is consist of survivals from the previous period,

governed by α ◦ Yt−1, and new immigrants, captured by ϵt, who arrive at time t.

Given Yt−1, the conditional distribution of Yt can be shown as

p(Yt|Yt−1, λ, α) =

min{Yt−1,Yt}∑
j=0

e−λλYt−j

(Yt − j)!

(
Yt−1

j

)
αj(1− α)Yt−1−j (5)

with E(Yt|Yt−1, λ, α) = αYt−1 + λ. More generally, [24] shows that the moment

generating function of Yt+h given Yt can be obtained as

φYt+h|Yt(s) = [αhes + (1− αh)]Ytexp[λ
1− αh

1− α
(es − 1)] (6)

Note that (6) implies that the distribution of (Yt+h|Yt) is a convolution of a binomial

random variable with parameters αh and Yt and a Poisson random variable with rate

λ(1− αh)/(1− α). Consequently, the INAR(1) satisfies the following properties

1. E(Yt+h|Yt) = αh[Yt − λ
1−α

] + λ
1−α

2. V (Yt+h|Yt) = αh(1− αh)Yt + λ1−αh

1−α

3. As h → ∞, (Yt+h|Yt) converges to the stationary distribution of Yt, which is a

Poisson distribution with rate λ/(1− α)

There has been little attention to the Bayesian analysis of the INAR(1) model in

the literature. [50] considers independent Beta and Gamma priors for α and λ re-

spectively and develops a Gibbs sampler. The approach, however, requires Metropolis
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steps as the full posterior conditional distributions are not of known form. More re-

cently, [13] proposed a data augmentation algorithm which leads to a Gibbs sampler

with analytical full posterior conditional distributions.

In the algorithm, Mt denotes a latent maturation such that

Mt|Yt−1, α ∼ Bin(Yt−1, α) (7)

Given Mt, Yt follows a truncated Poisson distribution, that is,

p(Yt|Mt, λ) =
e−λλYt−Mt

(Yt −Mt)!
I(Yt ≥ Mt) (8)

Therefore, let M2:T = {M2, ..,MT} and Y1:T = {Y1, .., Yt}, the augmented likelihood

function of the data can be obtained as

L(λ, α;M2:T , Y1:T ) =
T∏
t=2

p(Mt|Yt−1, α)p(Yt|Mt, λ) (9)

Assuming independent Beta and Gamma priors for α and λ. Namely,

p(α, λ) = Beta(aα, bα)×Gam(aλ, bλ)

=
Γ(aα + bα)

Γ(aα)Γ(bα)
αaα−1(1− α)bα−1 × 1

Γ(aλ)b
aλ
λ

λaλ−1e−λ/bλ

(10)

the full posterior conditional distributions can be shown as

(α|M2:T , Y1:T ) ∼ Beta(aα +
T∑
t=2

Mt, bα

T∑
t=2

(Yt−1 −Mt)) (11)

(λ|M2:T , Y1:T ) ∼ Gam(aλ +
T∑
t=2

(Yt −Mt), bλ + (T − 1)) (12)

Recall that Yt is a convolution of a binomial and a Poisson random variable given

9



Yt−1. As a result, we could sample Mt from

p(Mt|Yt, Yt−1, α, λ) ∝
1

(Yt−1 −Mt)!(Yt −Mt)!Mt!
(

α

λ(1− α)
)Mt (13)

where Mt ∈ {0, 1, ...,min(Yt−1, Yt)}.

2.4 Latent Factor INAR(1) Process

The univariate INAR(1) process from [39] has been a well-known model for integer-

valued processes due to its ease of interpretation. We propose an extension of the

INAR(1) process where the rate of the Poisson innovations follows the Gamma state-

space model from [30] and [52]. We term the new model latent factor INAR(1)

process. Compared to the original INAR(1), the latent factor INAR(1) process better

adapts to non-stationary time series data that exhibit strong persistence and can

easily generalize to its multivariate case.

We define the latent factor INAR(1) process as

Yt = α ◦ Yt−1 + ϵt (14)

where ϵt follows a Poisson distribution with rate λt such that

λt =
λt−1

γ
et (15)

In (15), γ is a discount parameter between 0 and 1. Let Dt = {Y1, .., Yt}, the condi-

tional distribution of et at time t assumes a Beta random variable shown below

(et|Dt−1,M2:t−1, γ) ∼ Beta(γat−1, (1− γ)at−1) (16)

10



where at−1 > 0 for all t1. The thinning component of (14) assumes the same properties

of the original INAR(1) process. We note the (15) implies a random walk type of

evolution for λt such that E(λt|λt−1, γ, at−1) = λt−1.

The state transition from (15) and (16) imply a scaled beta transition density for

f(λt|λt−1, γ,M2:t−1, D
t−1) given by2

Γ(at−1)

Γ(γat−1)Γ((1− γ)at−1)
(

γ

λt−1

)γat−1λ
γat−1−1
t (1− γ

λt−1

λt)
(1−γ)at−1−1 (17)

where (λt|λt−1, γ,M2:t−1, D
t−1) is defined over (0, λt−1/γ). Further suppose that

(λt−1|γ,M2:t−1, D
t−1) ∼ Gam(at−1, bt−1) at t − 1, we could express the predictive

distribution of λt as

f(λt|γ,M2:t−1, D
t−1)

=

∫
f(λt|λt−1, γ,M2:t−1, D

t−1)f(λt−1|γ,M2:t−1, D
t−1)dλt−1

∼ Gamma(γat−1, γbt−1)

(18)

Based on (18), λt and λt−1 share the same conditional mean. In addition, a smaller

value of γ leads to a larger conditional variance of λt relative to λt−1. Next, assuming

λ1 ∼ Gam(a1, b1), we could show the filtering distribution f(λt|γ,M2:t, D
t) as

f(λt|γ,M2:t, D
t) ∝ p(Yt|Mt, λt)f(λt|γ, ,M2:t−1, D

t−1)

∼ Gam(at, bt)

(19)

where at = γat−1 + (Yt − Mt) and bt = γbt−1 + 1 for t = 2, .., T . Another notable

feature of the latent factor INAR(1) process is a negative binomial marginal likelihood

1Although M2:t−1 do not explicitly show up in the conditional distribution of et, they are inputs
for calculating at−1.

2Although M2:t−1 do not explicitly show up in (17), the calculation of at−1 requires all the values
of M2:t−1.
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function of γ shown below

p(Yt|M2:t, γ,D
t−1) =

∫
p(Yt|Mt, λt)p(λt|γ,M2:t−1, D

t−1)dλt

∼ NB(γat−1,
1

γbt−1 + 1
)

(20)

The latent factor INAR(1) process has a dual scheme in building temporal cor-

relation. The thinning component relies on past data to introduce autocorrelation,

whereas the innovations bring in another source of dependence that is governed exclu-

sively by a latent process. Therefore, the latent factor INAR(1) process is a hybrid of

an observation-driven and parameter-driven model. Next, we present a Gibbs sampler

for the latent factor INAR(1) process.

Gibbs Sampler

We first analytically express the augmented likelihood function of the latent factor

INAR(1) process as

L(α, λ2:T |M1:T , Y1:T ) =
T∏
t=2

p(Mt|Yt−1, α)p(Yt|Mt, λt) (21)

Given a Beta prior for α, denote by Beta(aα, bα), the posterior conditional distribution

of α can be shown as

(α|M2:T , Y1:T ) ∼ Beta(aα +
T∑
t=2

Mt, bα

T∑
t=2

(Yt−1 −Mt)) (22)

Similar to (13), we could sample Mt from

p(Mt|Yt, Yt−1, α, λt) ∝
1

(Yt−1 −Mt)!(Yt −Mt)!Mt!
(

α

λt(1− α)
)Mt (23)

where Mt ∈ {0, 1, ...,min(Yt−1, Yt)} and the constant rate λ in (13) is replaced by λt.
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We use the Forward Filtering Backward Sampling algorithm (FFBS) to update

λts. Using (19), one could sequentially obtain the filtering distributions of all λts by

assuming a prior λ1 ∼ Gam(a1, b1) at t = 1. To sample λt backwards, we note that

the joint distribution of (λ2, .., λT ) can be factorized into

f(λT |γ,M2:T , D
T )f(λT−1|γ, λT ,M2:T−1, D

T−1)...f(λ2|γ, λ3,M2, D
1) (24)

where f(λT |γ,M2:T , D
T ) is the filtering distribution of λT . It turns out that the

implementation of the backward sampling step is straightforward as we have a shifted

gamma density for f(λt−1|γ, λt,M2:t−1, D
t−1) given by

f(λt−1|γ, λt,M2:t−1, D
t−1) ∼ Gamma((1− γ)at−1, bt−1) (25)

where γλt < λt−1 for t = 2, .., T . Combining (19) and (25), we conclude the FFBS

algorithm for updating λts.

Learning of the static discount parameter γ is challenging as the conditional poste-

rior distribution is not of known form and cannot be easily sample from. To overcome

the problem, we make use of the marginal likelihood function of γ given by (20). Since

γ ranges from 0 to 1, we suggest a discrete uniform prior over (0, 1). In specific, we

construct a grid from 0.01 and 0.99 with an increment of size 0.01. Let p(γ = k) be the

prior probability that γ takes the value of k. At each iteration of the Gibbs sampler,

given samples of M2:T , denoted by M
(s)
2:T , we could obtain the posterior conditional

probability p(γ = k|DT ,M
(s)
2:T ) as

p(γ = k|DT ,M
(s)
2:T ) ∝

T∏
t=2

p(Yt|M (s)
2:t , γ = k,Dt−1)p(γ = k) (26)

(26) allows us to approximate the conditional posterior distribution of γ using the

13



Monte Carlo average of p(γ = k|DT ,M
(s)
2:T ) given by

p(γ = k|DT ) ≈ 1

S

S∑
s=1

p(γ = k|DT ,M
(s)
2:T ) (27)

and we sample from (27) to update γ.

Particle Learning

Although a Gibbs sampler is available for the latent factor INAR(1) model, it suffers

from a few limitations. According to [15], MCMC methods do not feature online

updates. The entire sampling process needs to be restarted to account for new data

points. In the context of state-space models, the size of the Gibbs sampler becomes

larger as we observe data for a longer period of time. When implementing MCMC

methods in practice, one also needs to determine the burn-in period and the presence

of correlated samples may result in convergence issues.

One popular alternative that circumvents the shortcomings of the MCMC meth-

ods in obtaining state filtering are the sequential Monte Carlo methods which are

commonly known as particle filters. Particle filters aim to approximate state filter-

ing distributions using a set of particles and they are particularly useful in more

general model specifications and the presence of nonlinearities according to [20]. De-

spite their efficiencies in obtaining state filtering distributions, particle filers do not

simultaneously provide parameter learning. Going beyond particle filters, [15] pre-

sented a particle learning algorithm that further allows for sequential learning of static

model parameters by keeping track of conditional sufficient statistics of model param-

eters. The authors of the paper show that the particle learning algorithm outperforms

MCMC method for the class of linear and nonlinear state-space models with much

less computational complexity.

For sequential state filtering, the particle learning algorithm replies on a resampling-
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propagation approach where particles representing the hidden state at time t are first

resampled using weights proportional to the predictive likelihood and then propa-

gated based on the state evolution equation. The resampling step is essential in

obtaining accurate state filtering and avoiding particle degeneracy as it eliminates

particles that are less representative of future data. A particle learning algorithm

is fully adapted when the predictive density and the propagation density are both

available for sampling.

As pointed out in [15], sequential learning of static parameters can be notoriously

difficult. Simply including particles for static parameters into the particle sets will be

an unsuccessful attempt as it leads to the problem of degeneracy where the posterior

distributions of the parameters are approximated only by few atoms. The key idea of

the particle learning algorithm in updating static parameters is to make use of con-

ditional sufficient statistics to update their distributions via deterministic recursions

as new data becomes available.

There are few applications of the particle learning algorithm on count data. Two

notable works are [56] for tracking intensity of violent crime and [2] for predicting

number of shopping trips of households. We customize the idea from [15] and design a

particle learning algorithm for the latent factor INAR(1) model. Similar to the Gibbs

sampler, we assign a Beta prior to α at t = 1, denoted by Beta(aα,1, bα,1). In addition,

we assume that λ1 follows a Gamma distribution given by f(λ1) ∼ Gam(a1, b1) and

parameter γ has a discrete uniform prior between 0 and 1. The particle learning

algorithm starts with sets of particles (samples) representing rate α and λ1 that are

drawn from their respective distribution.

The resampling step requires computing weights proportional to the predictive

likelihood. In the context of the dynamic INAR(1) model, the state variables include

the Poisson rates λt and the latent variablesMt, and the collection of static parameters

consists of α and γ. Given the model setup, the predictive likelihood functions of Yt
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at time t− 1 can be theoretically expressed as

p(Yt|M2:t−1, λt−1, α, γ,D
t−1) =

∑
Mt

∫
p(Yt|Mt, λt, α)

× p(λt,Mt|M2:t−1, λt−1, γ,D
t−1)dλt

(28)

Unfortunately, (28) can not be evaluated due to a lack of state transition for Mt.

Recall from (5) that Yt is a convolution of a binomial and a Poisson random variable

given Yt−1. Therefore, we could equivalently express the predictive likelihood as

p(Yt|M2:t−1,λt−1, α, γ,D
t−1)

=

∫
p(Yt|Yt−1, λt, α)f(λt|λt−1, γ,M2:t−1, D

t−1)dλt

(29)

which further simplifies to

p(Yt|M2:t−1, λt−1, α, γ,D
t−1) =

∑
Mt

{(Yt−1

Mt

)
αMt(1− α)Yt−1−Mt

∫
p(Yt|Mt, λt)f(λt|λt−1, γ,M2:t−1, D

t−1)dλt

} (30)

We define wtm as

wtm =

∫
p(Yt|Mt, λt)p(λt|λt−1, γ,M2:t−1, D

t−1)dλt (31)

when Mt in (31) takes a particular value m ∈ {0, 1, ..,min(Yt, Yt−1)}. It follows that

wtm =
1

ϵt
(
λt−1

γ
)ϵt(

Γ(ϵt + γat−1)Γ(at−1)

Γ(ϵt + at−1)Γ(γat−1)
)CHF (κ, κ+ τ, δ) (32)

where ϵt = Yt − Mt, κ = ϵt + γat−1, κ + τ = ϵt + at−1, δ = λt−1

γ
and the CHF

is the confluent hyper-geometric function from [1]. Substituting (31) into (29), we

can calculate the resampling weight wt associated with each collection of particles
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{λt−1, α}(i) by

wt ∝ p(Yt|Yt−1,M2:t−1, λt−1, α, γ,D
t−1) =

∑
Mt

(
Yt−1

Mt

)
αMt(1− α)Yt−1−Mtwtm (33)

After resampling, the next step is to propagate λt−1 to λt according to the prop-

agation density given by

f(λt|M2:t−1, λt−1, α, γ,D
t) ∝ p(Yt|Yt−1, λt, α)p(λt|M2:t−1, λt−1, γ,D

t−1) (34)

which simplifies to

p(λt|M2:t−1, λt−1, α,γ,D
t) ∝

∑
Mt

{(Yt−1

Mt

)
αMt(1− α)Yt−1−Mt

×
{
λ
(Yt−Mt)+γat−1−1
t (1− γ

λt−1

λt)
(1−γ)at−1−1e−λt

}} (35)

We recognize that the term inside of the inner parentheses is proportional to a scaled

hyper-geometric beta density, denoted by HGB(η, µ, ξ), from [28] for λt ∈ (0, λt

γ
)

where η = (Yt − Mt) + γat−1, µ = (1 − γ)at−1, and ξ = λt−1

γ
. As a result, the

propagation density is proportional to a mixture of HGB distributions.

To sample from the propagation density, we could first select the specific HGB

distribution given the mixing weights and then draw a sample from the distribution

via a rejection sampling approach. In [2], the authors suggest to find the maximum of

the corresponding HGB distribution numerically via non-linear search techniques in

designing the rejection sampling algorithm. Instead of sampling from the HGB, one

could also propagate λt−1 via sequential importance sampling where we first sample

λt given λt−1 based on (15) and then resample using weights proportional to the
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likelihood of Yt given by

p(Yt|λt, α,D
t−1) =

∑
Mt

{(Yt−1

Mt

)
αMt(1− α)Yt−1−Mt

e−λtλYt−Mt
t

(Yt −Mt)!

}
(36)

The idea behind the particle learning algorithm from [15] in update static model

parameters via conditional sufficient statistics are directly applicable here to update

α. With the new particles representing the posterior distribution of λt, we first

generate particles for Mt using (23). It follows that the distribution of α at time t

can be obtain as Beta(aα,t, bα,t) where aα,t = aα,t−1+Mt and bα,t = bα,t−1+(Yt−Mt).

Lastly, we sample new particles for α from its updated distribution.

It is easy to see from the Gibbs sampler that particle learning of parameter γ will

also suffer from the lack of a conditional posterior distribution that can be updated

via a deterministic recursion. In addition, as noted in [2], a sequential importance

sampling approach will also be unsuccessful due to the problem of particle degeneracy.

To incorporate the update of γ into the particle learning framework, we resort to

the marginal likelihood function given by (20). At time t, given a discrete uniform

prior of γ, we first calculate the posterior conditional probability p(γ = k|Dt,M
(s)
2:t )

associated with each collection of particles of {M (s)
2 , ..,M

(s)
t } using

p(γ = k|Dt,M
(s)
2:t ) ∝

t∏
l=2

p(Yl|M (s)
2:l , γ = k,Dl−1)p(γ = k) (37)

Next, we approximate the conditional posterior distribution of γ by taking the Monte

Carlo average of p(γ = k|Dt,M
(s)
2:t ), which gives

p(γ = k|Dt) ≈ 1

S

s∑
i=1

p(γ = k|Dt,M
(s)
2:t ) (38)

Finally, we sample from (38) to update the particles of γ. Below we summarize one

cycle of the Particle Learning algorithm starting at t− 1
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1. Resampling

� Resample {λt−1, α}(s) based on weights given by (33)

2. Propagation

� Method 1(propagation density): Propagate {λt−1}(s) to {λt}(s) via (35)

� Method 2 (sequential importance sampling): Propagate {λt−1}(s) to {λt}(s)

via (15) and resample using weights given by (36)

3. Sample M
(s)
t using (23)

4. Update particles of static parameters α

� Sample α(s) from α(s) ∼ Beta(aα,t−1 +Mt, bαj ,t−1 + (Yt −Mt))

5. Update particles of γ by sampling from (38)

� Sample γ(s) from (38)

2.5 Latent Factor Multivariate INAR(1) Processes

There are studies that consider the multivariate generalization of the univariate

INAR(1) process; see for example, [37] and [43]. Following the discussion in [43],

a multivariate INAR(1) is defined as

Yt = A ◦Yt−1 + ϵt (39)

where Yt is a J×1 vector of time series of counts, ϵt is the corresponding error vector,

A is a J × J matrix, and A ◦Yt−1 is the matricial thinning operator of [37]. Each

element aij of matrix A defines a binomial thinning operator. A special case of the

multivariate INAR(1) process arises when A is diagonal and ϵt follows a multivariate
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Poisson distribution. In [44], the authors present a bivariate INAR(1) given by

Y1t

Y2t

 =

a1, 0
0, a2

 ◦

Y1,t−1

Y2,t−1

+

ϵ1t

ϵ2t

 (40)

where the two series have independent thinning operators and (ϵ1t, ϵ2t) assumes a

bivariate Poisson distribution that introduces dependence between the series. Esti-

mation of the model given by (40) via likelihood based methods are discusses in [43]

and a Bayesian inferential algorithm is considered in the unpublished work of [53].

In this section, we propose a new class of multivariate INAR(1) process by lever-

aging the idea of random environment from [2]. Given multivariate time series of

counts Yjt where j = 1, 2, ..., J and t = 1, 2, ..., T , we define the dynamic multivariate

INAR(1) model as

Yjt = αj ◦ Yj,t−1 + ϵjt (41)

where αj ◦ Yj,t−1 represents thinning operation of series j, which is independent from

thinning operations of other series. LetMjt = αj◦Yj,t−1 denotes the latent maturation

for series j and time t. It is assumed that Mjt = αj ◦ Yj,t−1 =
∑Yj,t−1

k=1 Bkt where Bkts

are independent Bernoulli random variables with success rate αj.

We further assume that the innovation follows a Poisson distribution such that

ϵjt ∼ Pois(λjθt) (42)

where λj is a series specific rate and θt is a common environment shared by all

series that modulates the individual rate λjs. Intuitively, the common environment is

similar to the idea of “decouple/recouple” from [10] in building correlations between

series. Given the common environment, innovations for all series at time t become
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conditionally independent Poisson random variables.

Different from the univariate model, λjs are fixed over time whereas the common

environment (θt) follows the Markovian evolution from [52] and [30] as

θt =
θt−1

γ
et (43)

where et assumes a Beta distribution given by

(et|Dt−1,M2:t−1, λ1:J , γ) ∼ Beta[γat−1, (1− γ)at−1] (44)

with at > 0 for all t, γ ∈ (0, 1), Dt−1 = {Y1, ..,Yt−1}, and M2:t−1 = {M2, ..,Mt−1}3.

The state transition characterized by (43) and (44) implies a scaled beta condi-

tional density given by

p(θt|θt−1, λ1:J , D
t−1,M2:t−1, γ)

=
Γ(at−1)

Γ(γat−1)Γ((1− γ)at−1)
(

γ

θt−1

)γat−1−1(1− γ

θt−1

θt)
(1−γ)at−1−1

(45)

where θt ∈ (0, θt−1

γ
). Further assuming that the following condition for θt−1,

(θt−1|Dt−1,M2:t−1, λ1:J , γ) ∼ Gam(at−1, bt−1) (46)

one could express the predictive distribution of θt as

p(θt|Dt−1,M2:t−1, λ1:J , γ)

=

∫
p(θt|θt−1, λ1:J , D

t−1,M2:t−1, γ)p(θt−1|Dt−1,M2:t−1, λ1:J , γ)dθt−1

∼ Gam(γat−1, γbt−1)

(47)

3Same as the univariate case, even though M2:t−1 do not explicitly show up in the conditional
density, the calculation of at−1 requires M2:t−1
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and the filtering distribution as

p(θt|Dt,M2:t, λ1:J , γ) ∝
J∏

j=1

p(Yjt|Mjt, λj, θt)p(θt|Dt−1, λ1:J , γ)

∼ Gam(at, bt)

(48)

where at = γat−1 +
∑J

j=1(Yjt − Mjt) and bt = γbt−1 +
∑J

j=1 λj. Based on (46), the

variance of θt is larger for smaller values of γ. Therefore, a smaller value of γ would

lead to a more wiggly trajectory of the common environment over time.

A unique feature of the multivariate dynamic INAR(1) process is the marginal

likelihood of Yt after integrating over the common environment, which can be ex-

pressed as

p(Yt|M2:t, λ1:J , γ,D
t−1)

=

∫ J∏
j=1

p(Yjt|θt,Mjt, λj)p(θt|Dt−1,M2:t−1, λ1:J , γ)dθt

=
Γ(γat−1 +

∑
j ϵjt)

Γ(γat−1)
∏

j Γ(ϵjt + 1)

∏
j

(
λj

γbt−1 +
∑

j λj

)ϵjt(
γbt−1

γbt−1 +
∑

j λj

)γat−1

(49)

Later we will show that the availability of this analytical marginal likelihood function

is crucial in designing an efficient inferential algorithm for the model.

As pointed out in [2], (49) is a multivariate generalization of the negative bino-

mial distribution, and the authors name it dynamic multivariate negative binomial

distribution. For each Yjt, it can be shown that

p(Yjt|Mj,2:t, λj, γ,D
t−1) ∼ NB(γat−1, λj/(γbt−1 + λj)) (50)

When Yt is bivariate, namely Yt = (Yit, Yjt), the conditional joint distribution

p(Yit, Yjt|λi, λj,Mi,2:t,Mj,2:t, γ,D
t−1) can be considered as a dynamic version of the

multivariate negative binomial distribution from [9] in modeling the number of in-
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dustrial accidents in a workplace. Another important implication of (49) is the con-

ditional correlation between Yit and Yjt, which can shown as

Cor(Yit, Yjt|λ1:J ,Mi,2:t,Mj,2:t, γ,D
t−1) =

√
λiλj

(λi + γbt−1)(λj + γbt−1)
(51)

(51) highlights that the conditional correlation implied by the model between any

pair of series is always positive4. Therefore, the dynamic multivariate INAR(1) is only

appropriate for positively correlated series of counts. In addition, parameter γ controls

the degrees of correlation between the two series. As γ gets smaller, the correlation

gets larger. This result is consistent with an earlier observation that a smaller value

of γ would lead to a larger variance of the common environment. Since all series are

affected by the common environment, a more volatile common environment would

lead to stronger correlation between series. Lastly, the conditional mean regression

of ϵjt on ϵit is a linear function of ϵit, given by

E(ϵjt|ϵit, λ1:J ,Mi,2:t−1,Mj,2:t−1, D
t−1) =

λj(γat−1 + ϵit)

λi + γbt−1

(52)

One interesting case of the multivariate latent factor INAR(1) process is when

the common environment θt is static overtime. It turns out that the case of a static

common environment is theoretical justified when the discount parameter approaches

one in the limit. Based on (44), we have limγ→1E(et) = 1 and limγ→1 V (et) = 0.

As a result, (43) becomes θt = θt−1 = θ when γ approaches one in the limit and the

innovations ϵjts become ϵjt ∼ Pois(λjθ). Given θ, all Yjts are conditional independent

INAR(1) processes and they possess the properties in 2.3. Assuming θ ∼ Gam(a, b),

we can show that the conditional correlation between Yjt and Ykt is identical to (51)

except that bt−1 is replaced by b. Note that the static common environment entails

4Equation (54) is also the conditional correlation between ϵit and ϵjt. Since ϵit = Yit −Mit for
both series i and j, Mit and Mjt do not show up on the right hand side of (21)
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the same correlation as the model from [44] when the the innovations in (40) follows

a bivariate negative binomial distribution.

When αj = 0 for all j, the multivariate latent factor INAR(1) process boils down

to the work of [2]. It turns out that the introduction of an autoregression scheme

substantially improves model performance measured by sum of mean absolute error

based on one-step-head out-of-sample predictions and the improvement is more salient

for series that have larger positive correlations. We show detailed model comparisons

using the same data from [2] in a later section and provide an intuition here. In

absence of the autoregression, temporal dependence for each series is modeled exclu-

sively by the evolution of θt and a change in θt will simultaneously inflate or deflate

all individual Poisson rates. As a result, the model from [2] is less adaptive to series

that exhibit large swings. The introduction of the autoregression provides the model

with an alternative scheme to account for temporal dependent. This allows θt to

move more freely and empower the model with additional flexibility to handle large

fluctuations in the data.

Another merit of the multivariate latent factor INAR(1) process is that it can be

considered as a more efficient multivariate generalization of the univariate INAR(1)

model compared to the work of [44] in (39). As the dimensionality gets large, it be-

comes increasingly burdensome to evaluate the multivariate Poisson error vector. The

multivariate latent factor INAR(1) process, on the other hand, is less prone to high

dimensionality as the component correlation is governed by a common environment

following a state-space evolution where fast algorithms such as the particle learning

algorithm is available. Intuitively, the common environment in the multivariate la-

tent factor process follows the idea of “decouple/recouple” from [10]. It “recouples”

individual series in a sense that the filtering distribution of the common environment

at each time requires inputs from all individual series. It also provides “decoupling”

by modulating series specific Poisson rates. Given the common environment, the
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model features parallel computing in makeing forecasts for individual series and in-

ferring series specific parameters. In an experiment, we show that the multivariate

latent factor INAR(1) process drastically outperforms the univariate INAR(1) model

by leveraging information from correlated series in making forecasts.

Gibbs Sampler

In designing a Gibbs sampler for the dynamic multivariate INAR(1) process, we note

that the augmented likelihood function is given by

L(α1:J , λ1:J , θ1:T |M2:T,Y1:T) =
T∏
t=2

J∏
j=1

p(Mjt|Yj,t−1, αj)p(Yjt|Mjt, λj, θt) (53)

Assuming αjs and λjs have independent prior distributions given by

αj ∼ Beta(aαj
, bαj

)

λj ∼ Gam(aλj
, bλj

)

the full posterior conditional distributions for αjs and λjs can be obtained as

(αj|Mjt, Yjt) ∼ Beta(aαj
+

T∑
t=2

Mjt, bαj
+

T∑
t=2

(Yj,t−1 −Mjt)) (54)

(λj|θt,Mjt, Yjt) ∼ Gam(aλj
+

T∑
t=2

(Yjt −Mjt), bλj
+

T∑
t=2

θt) (55)

To obtain the full posterior conditional distributions of latent variables Mjts, we

exploit the fact that Yjt is convolution of a binomial random variable (Mjt) and a

Poisson random variable (ϵjt) with rate λjθt given by (53). It follows that

(Mjt|Yjt, Yj,t−1, αj, λj, θt) ∝
1

(Yj,t−1 −Mjt)!(Yjt −Mjt)!Mjt!
(

αj

θtλj(1− αj)
)Mjt (56)
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Same as the univariate case, we use the Forward Filtering and Backward Sampling

algorithm to obtain smoothing distribution of each θt. We first obtain the filtering

distribution of all θts using (48). The backward sampling steps exploit the Markovian

property of θts that leads to a factorization of f(θ1, θ2, ..., θT |Dt,M2:T, λ1:J , γ) as

p(θT |DT ,M2:T, λ1:J , γ)
T∏
t=2

p(θt−1|θt, λ1:J ,M2:t−1, D
t−1, γ) (57)

It can be shown that (θt−1|θt, λ1:J ,M2:t−1, D
t−1, γ) follows a shifted gamma distribu-

tion

p(θt−1|θt, λ1:J ,M2:t−1, D
t−1, γ) ∼ Gam((1− γ)at−1, bt−1) (58)

where θt−1 > γθt

To update the discount parameter γ whose conditional posterior distribution is

not of known form, we make use of the marginal likelihood function given by (49).

Similar to the univariate case, assuming a discrete uniform prior for γ defined over

(0, 1) with prior probability p(γ = k) when γ = k. Given samples of M2:T and λ1:J ,

denoted by M2:T
(s) and λ

(s)
1:J respectively, we could obtain the posterior conditional

probability p(γ = k|M(s)
2:T, λ

(s)
1:J , D

T ) as

p(γ = k|M(s)
2:T, λ

(s)
1:J , D

T ) ∝
T∏
t=2

p(Yt|M(s)
2:T, λ

(s)
1:J , γ = k,Dt−1)p(γ = k) (59)

By Monte Carlo average approximation, we further approximate the conditional pos-

terior distribution of γ by

p(γ = k|DT ) ≈ 1

S

S∑
s=1

p(γ = k|M(s)
2:T, λ

(s)
1:J , D

T ) (60)

and we sample from (60) to update γ.
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Particle Learning

We also devise a Particle Learning algorithm for real-time update. We assign inde-

pendent Beta priors, Beta(aαj ,1, bαj ,1), to each αj and independent Gamma priors,

Gam(aλj ,1, bλj ,1), to each λj at time t = 1. The common environment follows a

Gamma distribution at t = 1 given by f(θ1) ∼ Gam(a1, b1) and parameter γ has a

discrete uniform prior between 0 and 1.

Given that Yjt is the sum of two integer-valued random variables Mjt and ϵjt for

all j and t, we could obtain the predictive density of Yjt given Yj,t−1 as

p(Yjt|Yj,t−1, θt,λj, αj)

=
∑
Mjt

e−λjθt(λjθt)
ϵjt

ϵjt!

(
Yj,t−1

Mjt

)
α
Mjt

j (1− αj)
Yj,t−1−Mjt

(61)

where Mjt ∈ {0, 1, 2, ...,min(Yj,t−1, Yjt)}. Combined with conditional independence,

(61) implies a predictive likelihood of all series given by

p(Yt|Yt−1, θt−1,M2:t−1,λ1:J , α1:J) =

∫ J∏
j=1

p(Yjt|Yj,t−1, θt, λj, αj)

× p(θt|θt−1,M2:t−1, λ1:J , γ,D
t−1)dθt

(62)

with further simplifies to

p(Yt|Yt−1, θt−1,M2:t−1, λ1:J , α1:J)

=
∑
Mt

{ J∏
j=1

(
Yj,t−1

Mjt

)
α
Mjt

j (1− αj)
Yj,t−1−Mjt

×
{∫ J∏

j=1

p(Yjt|Mjt, λj, θt)p(θt|θt−1,M2:t−1, λ1:J , γ,D
t−1)dθt

}} (63)
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Next, we define wtm as

wtm =

∫ J∏
j=1

p(Yjt|Mjt, λj, θt)p(θt|θt−1,M2:t−1, λ1:J , γ,D
t−1)dθt (64)

when (M1t,M2t, ...,MJt) in (63) take values of a particular combination m in Mt. It

follows that

wtm = (
∏
j

λ
ϵjt
j

ϵjt!
)(
θt−1

γ
)
∑

j ϵjt(
Γ(
∑

ϵjt + γat−1)Γ(at−1)

Γ(
∑

ϵjt + at−1)Γ(γat−1)
)CHF (κ, κ+ τ,−δ) (65)

where κ =
∑

j ϵjt + γat−1, κ + τ =
∑

j ϵjt + at−1, δ = θt−1

γ

∑
j λj. Substituting (65)

into (63), we can calculate the resampling weights wt associated with each collection

of particles {θt−1, λj, αj}(i) by

wt ∝
∑
Mt

{ J∏
j=1

(
Yj,t−1

Mjt

)
α
Mjt

j (1− αj)
Yj,t−1−Mjt

}
wtm (66)

The issue with (66) is that the computation of wt takes into account all com-

binations in Mt. This can slow down the particle learning algorithm considerably

when the number of series involved is large. We suggest an approximate of (66) using

Monte Carlo integration if speed is of top priority. For each particle α
(i)
j at time

t − 1, we draw K samples for Mjt, denoted by M
(k)
jt , separately for each series us-

ing Mjt ∼ Binom(Yj,t−1, αj) and form the collection M
(k)
t = {M (k)

1t ,M
(k)
2t , ...,M

(k)
Jt }.

Instead of all possible combinations of Mt, we approximate wt by

wt ≈
1

n

K∑
k=1

wtm(k)

where k is the total number of collections we have for Mt and wtm(k) is the weights

computed using a particular collection M
(k)
t . In our empirical application, the ap-

proximation leads to very similar results to the exact calculation of wt even when we
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only draw one sample for Mt.

After resampling, the next step is to propagate θt−1 to θt according to the propa-

gation density given by

p(θt|θt−1,M2:t−1, λ1:J , α1:J , γ,D
t)

∝
J∏

j=1

p(Yjt|Yj,t−1, θt, λj, αj)p(θt|θt−1,M2:t−1, λ1:J , γ,D
t−1)

(67)

which simplifies to

p(θt|θt−1,M2:t−1, λ1:J , α1:J , γ,D
t)

∝
∑
Mt

{ J∏
j=1

(
Yj,t−1

Mjt

)
α
Mjt

j (1− αj)
Yj,t−1−Mjt

×
{
θ
∑

j(Yjt−Mjt)+γat−1−1

t (1− γ

θt−1

θt)
(1−γ)at−1−1e−(

∑
j λj)θt

}} (68)

The term inside of the inner parentheses is proportional to a scaled hyper-geometric

beta density HGB(η, µ, ξ) for θt ∈ (0, θt
γ
) with η =

∑
j(Yjt − Mjt) + γat−1, µ =

(1 − γ)at−1, and ξ = θt−1

γ

∑
j λj and the propagation density is proportional to a

mixture of HGB distributions.

Similar to the univariate model, a rejection sampling approach is applicable to

sample from the propagation density. Alternatively, one could also propagate θt−1

via sequential importance sampling where we first sample θt given θt−1 based on (43)

and then resample using weights proportional to the likelihood of Yt given by

wt ∝ p(Yt|Yt−1, θt, λ1:J , α1:J) =
∑
Mt

{ J∏
j=1

(
Yj,t−1

Mjt

)
α
Mjt

j (1− αj)
Yj,t−1−Mjt

×
e−λjθtλ

Yjt−Mjt

j

(Yjt −Mjt)!

} (69)

Last but not least, we update static model parameters λ1:J and α1:J via their

respective conditional sufficient statistics. With the new particles representing the
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posterior distribution of θt, we first generate particles for Mjt using (56) for all j. We

emphasize that only particles of the common environment is updated to time t in

generating particles for Mjt. It follows from (54) and (55) that the distribution for

λj at time t can be obtain as Gam(aλj ,t, bλj ,t) where aλj ,t = aλj ,t−1 + (Yjt −Mjt) and

bλj ,t = bλj ,t−1 + θt, and the distribution for αj at time t are given by Beta(aαj ,t, bαj ,t)

where aαj ,t = aαj ,t−1 + Mjt and bαj ,t = bαj ,t−1 + (Yjt − Mjt). Given the updated

distributions, we sample particles of λj and αj for all j at time t.

The update of the discount parameter γ follows the same strategy as the Gibbs

sampler which requires Mjt as inputs for computing the marginal likelihood. We first

resample Mjt for each series, denoted by M̃jt, using particles of θt, λj, and αj at time

t. This replenishment of particles of Mjt is critical since it allows us to update γ by

taking advantage of particles of all other parameters and the common environment

at time t. Next, for each collection of particles {M̃1t, .., M̃Jt, λ1, .., λJ}(s), we calculate

the associated conditional posterior distribution of γ given by

p(γ = k|M̃(s)
2:t, λ

(s)
1 , .., λ

(s)
J , Dt) ∝ p(γ = k)

t∏
l=2

p(Yl|M̃(s)
l , λ

(s)
1 , .., λ

(s)
J , Dl−1) (70)

Finally, we sample particles for γ from its conditional posterior distribution that is

approximated by taking the Monte Carlo average of (68)

p(γ = k|Dt) ≈ 1

S

n∑
s=1

p(γ = k|M̃(s)
2:t, λ

(s)
1 , .., λ

(s)
J , Dt) (71)

Below we summarize one entire cycle of the Particle Learning algorithm at time t−1:

1. Resampling

� Resample {θt−1, λj, αj}(s) based on weights given by (64)

2. Propagation

� Method 1(propagation density): Propagate {θt−1}(s) to {θt}(s) via (66)
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� Method 2 (sequential importance sampling): Propagate {θt−1}(s) to {θt}(s)

via (42) and resample using weights given by (67)

3. Sample M
(s)
jt for all j from p(M

(s)
jt |Yjt, Yj,t−1, α

(s)
j , λ

(s)
j , θ

(s)
t ) given by (55)

4. Update particles of static parameters αj and λj for all j at time t

� Sample α
(s)
j from α

(s)
j ∼ Beta(aαj ,t−1 +Mjt, bαj ,t−1 + (Yjt −Mjt))

� Sample λ
(s)
j from λ

(s)
j ∼ Gam(aλj ,t−1 + Ỹjt, bλj ,t−1 + θt)

5. Replenishment of M
(s)
jt for all j

� Resample M
(s)
jt using (55) with updated particles of λ

(s)
j , α

(s)
j , and θ

(s)
t .

6. Update particles of γ(s) by sampling from (69)

In addition to sequantial updates of static model parameters and state variables,

the Particle Learning algorithm facilitates Bayesian model selection via Bayes factors.

At time t, one can evaluate the marginal likelihood of the Latent Factor INAR(1)

Process, denoted by M, as the following

p(M|Dt) =
1

S

S∑
i=1

p(Yt|M(s)
2:t , λ

(s)
1:J , α

(s)
1:J , γ

(s), Dt−1)

=
1

S

S∑
i=1

J∏
j=1

p(M
(s)
jt |Yj,t−1, α

(s)
j )p(Yt|M(s)

2:t , λ
(s)
1:J , γ

(s), Dt−1)

(72)

where (M
(s)
jt |Yj,t−1, α

(s)
j ) ∼ Bin(α

(s)
j , Yj,t−1) and (Yt|M(s)

2:t , λ
(s)
1:J , γ

(s), Dt−1) is the mul-

tivariate negative binomial distribution given by (49). Based on (72), it follows that

the marginal likelihood of the model given the entire data can be obtained as

p(M|DT ) =
T∏
t=2

p(M|Dt) (73)
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For an alternative model Ma with marginal likelihood p(Ma|DT ), one could per-

form Bayesian model selection by computing the Bayes factor, which is given by

BFM,Ma =
p(DT |M)

p(DT |Ma)
=

p(M|DT )

p(Ma|DT )

p(M)

p(Ma)
(74)

where p(M) and p(Ma) are prior probabilities for models M and Ma, respectively.

A value of the Bayes factor that is larger than one suggests that M is a better model

than Ma.

Application

In this section, we compare empirical performances of the multivariate latent fac-

tor INAR(1) process against the model from [2] and the univariate INAR(1) model

from [39] using the data from [2] which includes weekly number of trips to the su-

permarket for a group of households in the Chicago area. There is a good number of

households from the data showing similar shopping behavior reflected by a positive

sample correlation associated with the series, which makes the common environment

a viable strategy to modeling correlations between series. Furthermore, the quickly

decaying autocorrelation functions and a strong autocorrelation at lag one for most

series justify the adoption of the autoregression.

To illustrate the Particle Learning algorithm, we focus on the bivariate case and

apply the algorithm to the pair of series from the data that has the largest sample

correlation. As shown in Figure 1, the two series exhibit a strong degree of comove-

ment. In addition, Household one has a larger variance compared to household two

and this is consistent with the substantial swings of household one in the figure. We

apply the Particle Learning algorithm for inference due to its advantage in terms of

computing speed over the Gibbs sampler. In an appendix, we present the results of

the Gibbs sampler. As noted in [2], the computational burden can be very high for
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state propagation of the Particle Learning algorithm if we use the rejection sampling

method to sample from the HGB density. Therefore, we use sequential importance

sampling in all our empirical implementations as shown in (42) and (67).

Figure 1: Plots of weekly number of trips to the supermarket for household one (blue)
and household two (red)

We assign a flat prior Gam(0.1, 0.1) as the prior distribution for both λs and

Beta(1, 1) as the prior distribution for both αs. Same as Aktekin et al.(2018), we

set θ1 ∼ Gam(10, 10) which ensures θ1 is initialized at the unit scale as we do not

aprior expect the common environment to either amplify or diminish the individual

rates. For each parameter and the common environment, we use 1000 particles to

approximate its posterior distribution.

In figure 2, we show the evolution of the posterior distributions of λ1 and λ2 ap-

proximated by their respective set of particles over time. Note that the posterior

distributions converge very fast. From period 1 to period 40, there is a lot of un-

certainty in the posterior distributions with the posterior means fluctuating and the

credibility intervals covering a wide range of values. After period 40, the posterior

means start revolving around a constant value and the credibility intervals shrink

substantially and remain stable afterwards. Figure 3 compares the posterior distri-
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butions of λ1 and λ2 at t = 104. Based on the figure, the posterior mean of λ1 is

larger than λ2. This could be attributable to the larger variance of household one.

As the common modulates λ1 and λ2 in the same fashion, a larger rate implies more

fluctuations in the innovations, which further translates into a larger variance.

Figure 2: Posterior distributions of λ1 and λ2 over time.

Figure 4 shows the posterior distributions of α1 and α2 over time and figure 5

compared their posterior distributions at t = 104. Compared to λs, convergence of

posterior distributions take place at later periods around period 60. The posterior

means of α1 and α2 are between 0.6 and 0.7, implying a moderate level of temporal

dependence for both series.
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Figure 3: Posterior distributions of λ1 and λ2 at t = 104

The posterior distributions of γ over time are shown in Figure 6 and figure 7

shows the posterior distribution of γ at t = 104. Similar to other fixed parameters, the

posterior distribution converges quickly and posterior mean of γ is around 0.15, which

is fairly small. Recall from (46) and (50) that γ governs both the variance of θt and

the degree of association between the series. The small value of γ after convergence

is obtained is not only consistent with the large positive sample correlation between

the series but also implies a highly wiggly path for θt. In the upper panel of Figure

8, we present state filtering distributions of the common environment over time. As

expected, the trajectory of θt is highly volatile, switching back and forth between

dips and spikes. Furthermore, it is worth noting that the common environment

occasionally reaches very small values that are close to zero. When this happens, the

common environment shuts down the contribution of the innovation and prediction

of the model is coming exclusively from the autoregression. In the lower panel, we

include the filtering distributions of the common environment based on the model

from [2] as a comparison. The path of θt is a lot more stable in absence of the

autoregression with the value of γ being around 0.5 after convergence is achieved. In

addition, the common environment rarely takes small values and the range of values

it takes becomes a lot narrower.
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Figure 4: Posterior distributions of α1 and α2 over time.

Figure 5: Posterior distributions of α1 and α2 at t = 104

36



Figure 6: Posterior distribution of γ over time

Figure 7: Posterior distribution of γ at t = 104

The comparison between the two different paths of the common environment

highlights a potential advantage of our model relative to the one from [2]. In [2],

the Markovian evolution of the common environment makes the model less appealing

for series that have weak temporal correlations. The autoregression from our model

resolves this issue by introducing an alternative scheme in building temporal correla-

tions. Furthermore, it also allows the common environment to take a wider range of

values so that the model is also more flexible in accounting for larger swings of the

series.
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Figure 8: Filtering distributions of the common environment θt

In Figure 9, we plot predictions of our model against the actual data. We use

the mode of the predictive distribution as the point forecast and provide the 95

percent credibility interval. We can see that almost all the data points, even those

large jumps, are included in their credibility intervals. For household one, the 95

percent predictive interval includes all the data points. For household two, the 95

percent predictive interval fails to capture one data point. We believe that this is

attributable to the large sample correlation between the series which is 0.78. When

there is a strong degree of positive linear association between the series, it is easier

for the common environment to characterize the comovement of the series and make
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Figure 9: Plot of predictive modes (blue lines) and predictive interval (red lines)
against actual data (black circles) for household one and two.

better predictions. In other times when the series is stable and revolving around a

constant level, the point predictions are very close to the actual values.

We also generate the posterior distributions of the correlation between the two

households overtime using (51) and depict the results in Figure 10. The empirical

correlation, represented by the green line, is included in the 95 percent predictive

interval after convergence is achieved. It is interesting to see that the posterior dis-

tribution of the correlation eventually stabilize and the posterior mean is converging

to a constant. Recall that we use bt to update the filtering distribution of θt by (47).
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Figure 10: Posterior distribution of correlation between household one and household
two overtime

Since γ ∈ (0, 1), bt will converge to (
∑J

j=1 λj/(1−γ)) when λs have converged and this

explain converging behavior of the posterior distributions of the correlation overtime.

Lastly, we compare multivariate latent factor INAR(1) process against the model

from [2] and the univariate INAR(1) model in terms of out-of-sample one-step-ahead

forecast and summarize the results in table 1. For simplicity, we only consider the

bivariate case. The first column of the table shows sample correlation between the

two series for all thirteen test cases which involve pairs of series that have the largest

sample correlations. In what follows, we abbreviate our model MLFINAR(1) and

term the model from [2] MPSB as the authors suggest. For inference, we apply the

particle learning algorithm to MLFINAR(1) and MPSB. For the univariate INAR(1)

process, we apply the Gibbs sampler for inference.

To compare out-of-sample predictive performance of all three models, we use the

first 74 periods to obtain good approximations of the posterior distributions of fixed

model parameters and start making one-step ahead forecasts in period 75 and onward.

For MLFINAR(1) and MPSB, we first run the particle learning algorithm until period

74 without making any forecasts. Once all the updates at period 74 are finished, we

make one-step-ahead forecasts of the series before we continue updating the common
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environment and model parameters using the actual data at period 75. We repeat this

procedure until we reach the last period. Based on Figure 2, 4 and 6, it is reasonable

to start forecasting at period 75 as the posterior distributions of fixed parameters

have reached convergence before that. For the univaraite INAR(1) process, we run

the Gibbs sampler using data from the first 74 periods until convergences are achieved.

Next, we use the posterior distributions of the model parameters to simulate predictive

distributions for the rest 30 periods. In our implementation, the one-step-ahead

forecasts we make for the last 30 periods of the samples are out-of-sample forecasts

and we use them to evaluate the generalization performance of the models. Since

there are plenty of zero counts in the data, we choose sum of absolute error over

mean absolute percentage error as a performance metric. In columns 2 to 4 of table

1, we show the sum of absolute error over the last 30 periods for both series across

all test cases.

It is obvious from table 1 that MLFINAR(1) has a much better generalization

performance than MPSB and INAR(1). Out of all 13 test cases, DMVINAR(1)

achieves a smaller sum of absolute error for both series in 9 cases. For 3 out of

the remaining 4 cases, MLFINAR(1) outperforms MPSB and INAR(1) for one the

two series. On average, MLFINAR(1) reduces the error of MPSB by 12 percent and

the error of INAR(1) by 28 percent. A closer look at the table will lead us to the

conclusion that improvements from MLFINAR(1) are more salient for series that have

larger sample correlations. For test 1 to test 4 where sample correlations of the series

are all above 0.5, the average reduction in error becomes 25 percent for MPSB and

35 percent for INAR(1).

Going beyond bivariate cases, we also compare the generalization performance of

the MLFINAR(1) against the univariate INAR(1) using trivariate count series and

summarize the results in table 2. We focus on the first four test cases from table 1 with

the largest positive empirical correlations between the two series and then bring in a
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Model Comparison

Sample Correlation Series MLFINAR(1) MPSB INAR(1)

Test 1 (0.78)
Series One 37 51 54
Series Two 36 43 46

Test 2 (0.53)
Series One 44 57 61
Series Two 41 42 50

Test 3 (0.53)
Series One 37 56 65
Series Two 14 25 30

Test 4 (0.53)
Series One 38 53 60
Series Two 30 40 64

Test 5 (0.47)
Series One 32 34 43
Series Two 21 19 19

Test 6 (0.47)
Series One 36 67 70
Series Two 26 31 55

Test 7 (0.47)
Series One 45 55 64
Series Two 38 39 64

Test 8 (0.47)
Series One 39 66 69
Series Two 66 92 130

Test 9 (0.46)
Series One 26 21 32
Series Two 37 55 52

Test 10 (0.46)
Series One 45 61 91
Series Two 38 41 72

Test 11 (0.46)
Series One 26 23 28
Series Two 26 16 15

Test 12 (0.46)
Series One 31 21 33
Series Two 29 36 52

Test 13 (0.46)
Series One 26 35 46
Series Two 15 15 13

Table 1: Summary of bivariate model comparison based on sum of absolute error

third series for each test case that is positively correlated with the two existing series.

By comparing the performance of MLFINAR(1) in table 2 with that of table 1, we can

conclude that adding a third series has a mixing effect on the predictive performances

of the existing series. For test 1, inclusion of the third series reduces the error of both

series one and two. For test 2 and 4, the third series reduces the error of one series

whereas it increases the error of the other. For test 3, the errors of both existing series

increase as a result of including the third series. It is worth noting that table 2 yields

the same conclusion as table 1 such that the MLFINAR(1) has better generalization
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Test Case Series MLFINAR(1) MPSB INAR(1)
Series One 35 52 54

Test 1 Series Two 33 42 46
Series Three 35 40 45
Series One 42 55 61

Test 2 Series Two 43 45 50
Series Three 47 50 55
Series One 38 52 65

Test 3 Series Two 16 23 30
Series Three 15 20 25
Series One 40 50 60

Test 4 Series Two 27 42 64
Series Three 40 44 50

Table 2: Summary of trivariate model comparison based on sum of absolute error

performances relative to MPSB and univariate INAR(1). Although MLFINAR(1) is

limited to series with positive correlations, its computational efficiency and superior

performance relative to competing alternatives make it an ideal model for multivariate

count series.

2.6 Extension to Higher Order Autoregressive Processes

In the section, we extend the multivariate latent factor INAR(1) process to the case

with higher order autoregressions. We first show the original INAR(p) process of

[34] and its properties. Next, we present a Gibbs sampler for the multivariate latent

factor INAR(p) process and discuss a special case when the common environment is

static over time.

The Integer-valued Autoregressive Process of Order p

Given a stationary time series of counts Yt where t = 1, 2, ..., T , the integer-valued

autoregressive process of order p is defined as

Yt =

p∑
i=1

αi ◦ Yt−i + ϵt (75)
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where

αi ◦ Yt−i =

Yt−i∑
j=1

Bijt (76)

such that Bijt are independent Bernoulli random variables with success rate αi. As a

result, thinning at lag i is independent from thinning at any other lags. {ϵt} denotes

a sequence of innovations that are independent from the Binomial thinning for all

t. It is also assumed that ϵts are independent Poisson random variables with rate λ.

According to [34], the condition
∑p

i=1 αi < 1 is required to ensure stationarity and

ergodicity of the INAR(p) process.

It can be shown that the unconditional mean of Yt is given by

E(Yt) =
λ

1−
∑p

i=1 αi

(77)

and the autocorrelation function of the process at lag k, denoted by ρ(k), satisfies

ρ(k) =

p∑
i=1

αiρ(k − i) (78)

Therefore, the INAR(p) process shares the same autocorrelation structure with an

AR(p) process.

Multivariate Latent Factor INAR(p) Process

Given multivariate time series of counts {Yjt} for j = 1, .., J and t = 1, .., T , we define

a multivariate latent factor INAR(p) process as

Yjt =

p∑
i=1

αij ◦ Yj,t−i + ϵjt (79)
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where αij ◦ Yj,t−i denotes thinning at lag i for series j at time t. Furthermore,

αij ◦ Yj,t−i =
∑Yj,t−i

k=1 Bijtk where Bijtk are independent Bernoulli random with suc-

cess rate αij. We define Mijt = αij ◦ Yj,t−i as the latent maturation such that

(Mijt|Yj,t−i) ∼ Bin(αij, Yj,t−i) and Mijts are independent from each other. Let Mt

denote the collection of latent maturations across all series and lags upto time t. Sim-

ilar to the multivariate latent factor INAR(1) process, we assume ϵjt follows a Poisson

distribution given by

ϵjt ∼ Pois(λjθt)

where θt follows the Gamma state-space process of [30] and [52] given by

θt =
θt−1

γ
et (80)

where et assumes a Beta distribution given by

(et|Dt−1,Mt−1, λ1:J , γ) ∼ Beta[γat−1, (1− γ)at−1] (81)

with at > 0 for all t and γ ∈ (0, 1).

Next, we outline a Gibbs sampler for the multivariate latent factor INAR(p )

process. The augmented likelihood function can be expressed as

L(αi=1:p,j=1:J , λ1:J , θ1:T |MT, DT )

=
T∏
t=2

J∏
j=1

p∏
i=1

p(Mijt|Yj,t−i, αij)p(Yjt|Mi=1:p,j,t, λj, θt)
(82)
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Assuming αijs and λjs have independent prior distributions given by

αij ∼ Beta(aαij
, bαij

)

λj ∼ Gam(aλj
, bλj

)

the full posterior conditional distributions for αijs and λjs can be obtained as

(αij|Mijt, Yjt) ∼ Beta(aαij
+

T∑
t=p+1

Mijt, bαij
+

T∑
t=p+1

(Yj,t−p −
p∑

i=1

Mijt)) (83)

(λj|θp+1:T ,Mijt, Yjt) ∼ Gamma(aλj
+

T∑
t=p+1

(Yjt −
p∑

i=1

Mijt), bλj
+

T∑
t=p+1

θt) (84)

We note that Yjt is a convolution of p binomial random variables and a Poisson

random variable. As a result, we could jointly update (M1jt, ..,Mpjt) by

p(M1jt, ..,Mpjt)|Yjt, αij, λj, θt)

=

p∏
i=1

(
Yj,t−i

Mijt

)
α
Mijt

ij (1− αij)
Yjt−Mijt

e−θtλj(θtλj)
Yjt−

∑p
k=1 Mkjt

(Yjt −
∑p

k=1Mkjt)!

(85)

such that Mijt ≤ Yj,t−i and Yjt ≥
∑p

i=1Mijt for all i, j, and t.

We update the common environment θt by the Forward Filtering and Backward

Sampling algorithm. Assuming θp ∼ Gam(ap, bp), the filtering distribution of θt for

t = p+ 1, .., T can be recursively obtained as

p(θt|Dt,Mt, λ1:J , γ) ∝
J∏

j=1

p(Yjt|Mi=1:p,j,t, λj, θt)p(θt|Dt−1, λ1:J , γ)

∼ Gam(at, bt)

(86)

where at = γat−1 +
∑J

j=1(Yjt −
∑p

i=1Mijt) and bt = γbt−1 +
∑J

j=1 λj. The backward
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sampling distribution can be shown as

p(θt−1|θt, λ1:J ,M
t−1, Dt−1, γ) ∼ Gam((1− γ)at−1, bt−1) (87)

where θt−1 > γθt.

Same as the univariate latent factor INAR(1) process. We assign a discrete uni-

form prior between 0 and 1 for the discount parameter γ. At each iteration of the

Gibbs sampler, given samples of MT and λ1:J , denoted by MT
(s) and λ

(s)
1:J respectively,

we could obtain the posterior conditional probability p(γ = k|MT
(s), λ

(s)
1:J , D

T ) as

p(γ = k|MT
(s), λ

(s)
1:J , D

T ) ∝
T∏
t=2

p(Yt|Mt
(s), λ

(s)
1:J , γ = k,Dt−1)p(γ = k) (88)

where

p(Yt|MT, λ1:J , γ,D
t−1)

=

∫ J∏
j=1

p(Yjt|θt,Mi=1:p,j,t, λj)p(θt|Dt−1,Mt−1, λ1:J , γ)dθt

=
Γ(γat−1 +

∑
j(Yjt −

∑p
i=1 Mijt))

Γ(γat−1)
∏

j Γ(Yjt −
∑p

i=1Mijt + 1)

×
∏
j

(
λj

γbt−1 +
∑

j λj

)Yjt−
∑p

i=1 Mijt(
γbt−1

γbt−1 +
∑

j λj

)γat−1

(89)

Based on (88), we further approximate the conditional posterior distribution of γ

using Monte Carlo average of p(γ = k|MT
(s), λ

(s)
1:J , D

T ) given by

p(γ = k|DT ) =
1

S

S∑
s=1

p(γ = k|MT
(s), λ

(s)
1:J , D

T ) (90)

and we sample from (90) to update γ.

Same as the INAR(1) process, a multivariate latent factor INAR(p) process with

a static common environment can be considered as a limiting case of the model when
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γ → 1 and θt−1 = θt = θ for all t. Given θ, Yjts become independent stationary

INAR(p) processes and they enjoy the properties from 2.6.1. The multivariate latent

factor process with a static common environment also features an exact Gibbs sampler

for inference. The augmented likelihood of the model can be shown as

L(αi=1:p,j=1:J , λ1:J , θ|MT, DT )

=
J∏

j=1

T∏
t=p+1

p∏
i=1

p(Mijt|Yj,t−i, αij)p(Yjt|Mi=1:p,j,t, λj, θ)
(91)

We assume λjs have independent gamma priors given by Gamma(aλj
, bλj

) and θ has

a gamma prior given by Gamma(aθ, bθ). The posterior conditional distributions for

λj and θ can be shown as

(λj|θ,MT, DT ) ∼ Gamma(aλj
+

T∑
t=p+1

(Yjt −
p∑

i=1

Mijt), bλj
+ θ(T − p)) (92)

(θ|λ1:J ,M
T, DT )

∼ Gamma(aθ +
J∑

j=1

T∑
t=p+1

(Yjt −
p∑

i=1

Mijt), bθ + (T − p)
J∑

j=1

λj)
(93)

To update Mijt, we make us of the property that Yjt is a convolution of p Binomial

random variables and a Poisson random variable. Therefore, we could jointly update

(M1,jt, ..,Mp,jt) from

p(M1jt, ..,Mpjt)|Yj,t=t:t−p, αi=1:p,j, λj, θ)

=

p∏
i=1

(
Yj,t−i

Mijt

)
α
Mijt

ij (1− αij)
Yjt−Mijt

e−θλj(θλj)
Yjt−

∑p
i=1 Mijt

(Yjt −
∑p

i=1Mijt)!

(94)

where Mijt ≤ Yj,t−i and Yjt ≥
∑p

i=1 Mijt for all i, j, and t.

The key part of the Gibbs sampler is to update αij such that
∑p

i=1 αij < 1 for all

j to ensure stationarity. We propose two methods to tackle with this issue. In the

48



first method, we assume αijs have independent Beta priors given by Beta(aαij
, bαij

)

and update each αij by

(αij|MT, DT ) ∼ Beta(aαij
+

T∑
t=p+1

Mijt, bαij
+

T∑
t=p+1

(Yj,t−p −Mijt)) (95)

Within each iteration of the Gibbs sampler, we keep performing (95) to sample αij

until the condition
∑p

i=1 αij < 1 is satisfied. This approach is similar to the one from

[27]. The issue with the first approach is that it may take a large number of trails

to obtain samples of αij that satisfy the stationarity condition, making updating for

αij inefficient. In the second approach, we address the problem by assuming αij has

a Dirichlet prior given by

π(α1j, .., αpj) =
Γ(
∑p+1

i=1 ai)∏p+1
i=1 Γ(ai)

p+1∏
i=1

αai−1
i

such that (a1, .., ap; ap+1) is the collection of hyperparameters with ai > 0 for i =

1, .., p + 1 and αp+1 = 1 −
∑p

i=1 αi. By setting ap+1 = 1, we can jointly update

(α1j, .., αpj) by sampling from the Dirichlet distribution, which is more efficient and

2.7 Conclusion

In this chapter, we propose a multivariate latent factor INAR(1) process where con-

temporary dependency between series is established via a shared random environment

that assumes a Markovian evolution. The autoregression and random environment

empower the model with a flexible structure to account for temporal correlations. We

develop a Gibbs sampler and a particle learning algorithm for inference of states and

static model parameters. The particle learning algorithm features efficient online up-

dates due to the availabilities of a predictive likelihood of the state with an analytic

form and deterministic recursions for the sufficient statistics of static parameters.
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We implement the particle learning algorithm of the model using actual data on the

number of shopping trips for a group of households and show that the multivariate

latent factor INAR(1) process significantly outperforms competing alternatives based

on one-step-ahead out-of-sample forecasts. Lastly, we introduce an extension of the

multivariate latent factor INAR(1) process with higher order autoregression terms

and provide details of a Gibbs samplers for inference.
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3 Essay 2: Dynamic Zero-inflated INAR(1) Pro-

cesses: Bayesian Modeling and Inference

3.1 Summary

Bayesian analysis of models for zero-inflated count series is an important and under-

studied area. We introduce two classes of zero-inflated integer autoregressive pro-

cesses and present their Bayesian analysis. The first class of models considers the

multivariate latent factor INAR(1) process from essay one with zero inflated Poisson

innovations. The probabilistic structure of the model leads to a Gibbs sampler with

analytic updates for inference. We provide an empirical application of the Gibbs

sampler for a special case where the random environment is static overtime. The

second class of models includes a multivariate generalization of the univariate first-

order INAR(1) process with zero-inflated Poisson innovations from [33]. We extend

the model by allowing the probability of a point mass at zero associated with the

zero-inflated Poisson innovations to vary according to a Markovian evolution, making

the model more adaptive to count series whose level of sparsity changes overtime. We

term the new model dynamic zero-inflated INAR(1) process and introduce its multi-

variate generalization. For inference, we devise an exact Gibbs sampler and a Particle

Learning algorithm for online updates. Using real data, we show that the dynamic

zero-inflated INAR(1) process outperforms the zero-inflated INAR(1) process of [33]

in terms of out-of-sample one-step-ahead forecasts. The multivariate generalization

brings in further improvements by leveraging information from correlated series.

3.2 Introduction

Count series sometimes exhibit an excessive number of zero counts that make the

series zero-inflated. There has been considerable interest in the literature for modeling
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zero-inflated count data with applications across different disciplines. [36] adopted

a zero-inflated Poisson regression to predict manufacturing defects. [18] studied the

relationship between research and development and patent applications by devising

a model that explicitly accounts for a large portion of the sample not applying for a

patent. [29] introduced a hurdle regression model for forecasting Medicaid utilization.

For a comprehensive review see, [48].

Zero-inflated count data leads to the problem of overdispersion, where there are

more zero counts than expected based on the assumed underlying distribution of

the data. Models that fail to account for the overabundance of zeros will suffer

from compromised inference and prediction. One popular remedy for the problem is

to model the data using zero-inflated distributions introduced by (Feller 1943). To

explicitly address zero counts, a zero-inflated distribution consists of a mixture of

a point mass at zero and a standard distribution for count data such as Poisson or

Negative Binomial. Alternatively, one could use hurdle models to handle zero-inflated

count data, see [38].

The most popular zero-inflated distribution goes to the zero-inflated Poisson dis-

tribution due to its applications in regression problems with cross-sectional data.

More recently, [33] empowered the first-order integer-valued autoregressive process

from [40] with zero-inflated Poisson innovations to handle the excessive number of

zero counts in time series data. The authors show that the model can account for

over-dispersed data as the stationary marginal distribution of the series implied by

the model has a variance-to-mean ratio greater than one. Moreover, the average

run-length of zeros, which is defined as the expected number of periods between two

non-zero counts, is longer than the original model whose innovations follow a Poisson

distribution.

This essay introduces two classes of integer autoregressive processes for zero-

inflated count series. The first class of processes replaces the Poisson innovations
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of the multivariate latent factor INAR(1) process from essay one with zero-inflated

Poisson innovations. The zero-inflated Poisson innovations equip the model with extra

flexibilities to account for over-dispersed and zero-inflated count series. We present a

Gibbs sampler with analytic updates and an empirical application where the random

environment is static over time. The second class of processes extends the univaraite

zero-inflated INAR(1) process from [33] by allowing the probability of a point mass

at zero associated with the zero-inflated Poisson innovations to vary according to the

state-space model given by [54]. The changing mixing probability provides the model

with extra capabilities to handle count data whose level of sparsity vary over time.

We term the process dynamic zero-inflated INAR(1) process and further consider

its multivariate generalization. We devise a Gibbs sampler and a Particle Learning

algorithm for inference. Using real data, we show that the dynamic zero-inflated

INAR(1) process outperforms the zero-inflation INAR(1) process of [33] in terms of

out-of-sample one-step-ahead forecasts and there are further improvements coming

from the multivariate generalization by incorporating information from correlated

series in making forecasts.

3.3 Multivariate Latent Factor INAR(1) Process with Zero-

inflated Innovations

Given multivariate time series of counts {Yjt} for j = 1, .., J and t = 1, .., T , we define

a multivariate latent factor INAR(1) process as

Yjt = αj ◦ Yj,t−1 + ϵjt (96)

Let Mjt = αj ◦ Yj,t−1 =
∑Yj,t−1

k=1 Bjk denote the latent maturation of series j at time

t where Bjk are independent Bernoulli random variables with success rate αj. It

follows that (Mjt|Yj,t−1) ∼ Bin(Yj,t−1, αj) and Mjts are independent across all j and
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t. Instead of a Poisson distribution, we assume ϵjt follow a zero-inflated Poisson

distribution given by

P (ϵjt = k) = pjδ0 + (1− pj)e
−λjθt(λjθt)

k/k!, k = 0, 1, 2, ... (97)

with pj ∈ (0, 1), and δ0 denotes a dirac distribution with a point mass at zero. Same

as the multivariate latent factor INAR(1) process from essay one, θt is a positive

common environment whose evolution is given by

θt =
θt−1

γ
et (98)

where et assumes a Beta distribution given by

(et|Dt−1,M2:t−1, λ1:J , γ) ∼ Beta[γat−1, (1− γ)at−1] (99)

with at > 0 for all t, γ ∈ (0, 1), Dt−1 = {Y1, ..,Yt−1}, and M2:t−1 = {M2, ..,Mt−1}.

Let Zjt be an latent indicator variable for series j at time t such that

Zjt|θt =


1 with prob pj if ϵt ∼ δ0

0 with prob 1− pj if ϵt ∼ Pois(λjθt)

(100)

We further note that the evolution of θt is valid regardless of the values of Zjt for all

j and t and this will play a critical role in designing a Gibbs sample for the model.

Let Zt = {Z1t, .., Zjt}. At time t, the filtering distribution of θt can be expressed

as

f(θt|Dt,Mt,Zt, λ, γ)

∝
J∏

j=1

p(Yjt|θt,Mjt, λj, Zjt)
(1−Zjt)f(θt|Dt−1,Mt−1, λ, γ)

(101)

where f(θt|Dt−1,Mt−1, λ, γ) ∼ Gam(γat−1, γbt−1). Therefore, when Zjt = 1 for all j
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at time t, we have

J∏
j=1

p(Yjt|θt,Mjt, λj, Zjt)
(1−Zjt) =

J∏
j=1

I(Yjt = Mjt)

and the filtering distribution is simply

f(θt|Dt,Mt,Zt, λ, γ) ∼ Gam(γat−1, γbt−1) (102)

(21) implies that the filtering distribution of θt coincides with its predictive distri-

bution. Given prior distribution θt−1 ∼ Gam(at−1, bt−1), the filtering distribution

has the same mean and a larger variance. In general, we could obtain the filtering

distribution of θt as

f(θt|Dt−1,Mt,Zt, λ, γ)

∼ Gam(γat−1 +
J∑

j=1

(Yjt −Mjt)(1− Zjt), γbt−1 +
J∑

j=1

λj(1− Zjt))
(103)

where there are contributions from series j in updating θt when Zjt = 0.

Next, we present a Gibbs sampler for the multivariate latent factor INAR(1)

process. The augmented likelihood can be expressed as

L(α1:J ,λ1:J , p1:J , θ1:T ,Z1:T |M2:T, D
T )

=
T∏
t=2

J∏
j=1

p(Mjt|Yj,t−1)p(Yjt|θt,Mjt)p(Zjt|pj)
(104)

Assuming independent Beta and Gamma priors for αj, pj, and λj such that αj ∼

Beta(aαj
, bαj

), pj ∼ Beta(apj , bpj), and λj ∼ Gam(aλj
, bλj

), we obtain their respective
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conditional posterior distributions as

(αj|M2:T, D
T ) ∼ Beta(aαj

+
T∑
t=2

Mjt, bαj
+

T∑
t=2

(Yjt −Mjt)) (105)

(λj|Z1:T,M2:T, D
T ) ∼ Gam(aλj

+
T∑
t=2

(yjt −mjt)(1− Zjt), bλj
+

T∑
t=2

(1− Zjt)θt)

(106)

(pj|Z1:T) ∼ Beta(apj +
T∑
t=2

Zjt, bpj +
T∑
t=2

(1− Zjt)) (107)

The major challenge in design an efficient Gibbs sampler for the model is to update

Mjts and Zjts. Since the value of Mjt is upper bounded by yj,t−1, equation (1) does

not hold when Zjt = 1 and yjt is greater than yj,t−1. Therefore, one need to take

into account the constraints imposed by (1) when sampling Mt and Zt. [27] proposes

sampling Mjt and Zjt jointly using a Metropolis Hasting step within a Gibbs sampler.

We characterize the posterior joint conditional distribution of the Mjt and Zjt and

update them jointly. Note that Zjt = 1 is only feasible when yjt ≤ yj,t−1. In addition,

when Zjt = 1, ϵjt takes the value of zero and we have to set Mjt = yjt to make sure

equation (1) holds. Therefore, the joint distribution of (Mjt, Zjt) when Zjt = 1 is

given by

P (Mjt = yjt, Zjt = 1|λj, αj, pj, Yjt, Yj,t−1, θt) =


pj if yjt ≤ yj,t−1

0 otherwise

(108)

When Zjt = 0 and ϵjt ∼ Pois(λjθt), the joint distribution of (Mjt,Zjt) is given by

P (Mjt, Zjt = 0|λj, αj, pj, Yjt, Yj,t−1, θt)

= (1− pj){
(
Yj,t−1

Mjt

)
α
Mjt

j (1− αj)
Yj,t−1−Mjt

e−λjθ(λjθ)
Yjt−Mjt

(Yjt −Mjt)!
}

(109)

where Mjt ∈ {0, 1, 2, ...,min(yjt, yj,t−1)}. Equations (13) and (14) characterize the
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joint distribution of (Mjt, Zjt) and we could sample from it to update the latent

variables analytically.

To update θt we reply on the Forward Filtering Backward Sampling algorithm.

The filtering distribution is given by (8) and backward sampling distribution follows

a shifted gamma given by

f(θt−1|θt,Mt,Zt, γ,D
t−1) ∼ Gam((1− γ)at−1, bt−1) (110)

where θt−1 ∈ (γθt,∞). At time t, the marginal likelihood of Yt is given by

p(Yt|Mt,Zt,λ1:J , γ,D
t−1)

=

∫ J∏
j=1

p(Yjt|θt,Mjt, λj, Zjt)
(1−Zjt)f(θt|Dt−1,Mt−1, λ, γ)dθt

(111)

As a result, the marginal likelihood involves all the Yjts whose Zjt = 0. In specific,

we could express (14) as

p(Yt|Mt,Zt, λ1:J , γ,D
t−1)

=
Γ(γat−1 +

∑
j(Yjt −Mjt))

Γ(γat−1)
∏

j Γ(Yjt −Mjt + 1)

∏
j

(
λj

γbt−1 +
∑

j λj

)Yjt−Mjt(
γbt−1

γbt−1 +
∑

j λj

)γat−1

(112)

for j and t such that Zjt = 0. Assuming a discrete uniform prior for γ defined over

(0, 1) with prior probability p(γ = k) when γ = k. Given samples of M2:T, λ1:J and

Z1:T , denoted by M2:T
(s), λ

(s)
1:J and Z

(s)
1:T respectively, we could obtain the posterior

conditional probability p(γ = k|M(s)
2:T, λ

(s)
1:J ,Z

(s)
1:T , D

T ) as

p(γ = k|M(s)
2:T,λ

(s)
1:J ,Z

(s)
1:T , D

T )

∝
T∏
t=2

p(Yt|M(s)
2:T, λ

(s)
1:J ,Z

(s)
1:T , γ = k,Dt−1)p(γ = k)

(113)

By Monte Carlo average approximation, we further approximate the conditional pos-
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terior distribution of γ by

p(γ = k|DT ) ≈ 1

S

S∑
s=1

p(γ = k|M(s)
2:T, λ

(s)
1:J ,Z

(s)
1:T , D

T ) (114)

and we sample from (17) to update γ.

A Special Case with a Static Common Environment

Same as what is shown in 2.6.3, a static common environment can arise as a limiting

case of the model. When γ approaches one in the limit, the evolution of θt given by

(3) and (4) converges to θt = θt−1 = θ for all t where θ follows a Gamma distribution.

The zero-inflated Poisson innovations now become

P (ϵjt = k) = pjδ0 + (1− pj)e
−λjθ(λjθ)

k/k!, k = 0, 1, 2, ... (115)

Conditioning on θ, Yjts are independent stationary INAR(1) processes with zero-

inflated Poisson innovations. It is easy to show that the mean and variance of ϵjt are

respectively given by

µϵ = λjθ(1− pj) (116)

σ2
ϵ = µϵ(1 + pjλj) (117)

Therefore, the distribution of ϵjt is overdispersed with σ2
ϵ > µϵ for pj > 0. The model

also implies a stationary marginal distribution of Yjt given θ whose mean and variance

are

µj =
λjθ(1− pj)

1− αj

(118)

σ2
j =

λjθ(1− pj)(1 + αj + pjλjθ)

1− α2
j

(119)
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It follows that the variance-to-mean ratio is

σ2
j

µj

= 1 +
pjλjθ

1 + αj

(120)

which is greater than one and the model is appropriate for overdispersed integer

valued series.

Next, we outline the details of an exact Gibbs sampler. The augmented likelihood

function of the model can be expressed as

L(α1:J ,λ1:J , p1:J , θ,Z1:T |M2:T, D
T )

=
T∏
t=2

J∏
j=1

p(Mjt|Yj,t−1)p(Yjt|Mjt, θ)p(Zjt|pj)
(121)

where we replace θt in (9) by θ. We update (Mjt, Zjt) by sampling from their joint

distribution. When Zjt = 1, we have

P (Mjt = yjt, Zjt = 1|λj, αj, pj, Yjt, Yj,t−1, θ) =


pj if yjt ≤ yj,t−1

0 otherwise

(122)

When Zjt = 0, we have

P (Mjt, Zjt = 0|λj, αj, pj, Yjt, Yj,t−1, θ)

= (1− pj){
(
Yj,t−1

Mjt

)
α
Mjt

j (1− αj)
Yj,t−1−Mjt

e−λjθ(λjθ)
Yjt−Mjt

(Yjt −Mjt)!
}

(123)

where Mjt ∈ {0, 1, 2, ...,min(yjt, yj,t−1)}. Combining (10) and (11), we have the joint

distribution of (Mjt, Zjt) that we could sample from to update the latent variables

analytically.

We assume independent Beta and Gamma priors for αj, pj, λj and θ such that

αj ∼ Beta(aαj
, bαj

), pj ∼ Beta(apj , bpj), λj ∼ Gam(aλj
, bλj

) and θ ∼ Gam(aθ, bθ).
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The full conditional posterior distributions can be analytically obtained as

(αj|M2:T, D
T ) ∼ Beta(aαj

+
T∑
t=2

Mjt, bαj
+

T∑
t=2

(Yjt −Mjt)) (124)

(pj|Z1:T) ∼ Beta(apj +
T∑
t=2

Zjt, bpj +
T∑
t=2

(1− Zjt)) (125)

and

(λj|Z1:T,M2:T, D
T )

∼ Gam(aλj
+

T∑
t=2

(yjt −mjt)(1− Zjt), bλj
+

T∑
t=2

(1− Zjt)θt)
(126)

(θ|λ1:J ,M2:T, D
T )

∼ Gam(aθ +
J∑

j=1

T∑
t=2

(Yjt −Mjt)(1− Zjt), bθ +
J∑

j=1

T∑
t=2

λj(1− Zjt))
(127)

Equations (27)-(32) together summarize all the conditional posterior distributions we

need for updating latent variables and static parameters.

Application

In this section, we implement the Gibbs sampler using counts series of the number of

visits to the supermarket for a group of households. Regarding prior selections, we set

aαj
= bαj

= 1 so that αjs are initialized around 0.5. We use a diffused prior for λjs by

setting aλj
= bλj

= 0.1. For mixing probabilities, we set apj = bpj = 1, which initialize

a mixing probability around 0.5 for the zero-inflated Poisson innovations. Lastly, we

set aθ = bθ = 10 so that the common environment is initialized around unity. We

select a pair of series where each series has 10-20 percents zero counts across all 104

periods. The mean-variance ratios for both series are less than 1, which implies over-
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dispersion. All these empirical attributes are consistent with the properties of the

multivariate INAR(1) process with zero-inflated innovations.

We perform 10000 iterations for the Gibbs sampler. Due to correlated samples for

λ1 and λ2, we further apply a thinning of order 5 in generating the trace plots for αs

and λs.

Figure 11: Posterior distribution and trace plot of α1

Figure 12: Posterior distribution and trace plot of α2

Figure 11 and 12 show the posterior distributions and trace plots for α1 and α2 re-

spectively. Based on the trace plots, convergence is achieved for both parameters.
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The posterior means for α1 and α2 are both between 0.55 and 0.6, implying a moder-

ate degree of autocorreltion. Figure 13 and 14 display the trace plots and posterior

Figure 13: Posterior distribution and trace plot of λ1

Figure 14: Posterior distribution and trace plot of λ2

distributions of λ1 and λ2. With a thinning of order 5, the trace plots show conver-

gence for both parameters. The posterior distributions for λ1 and λ2 are positively

skewed. The posterior mean of λ1 is slightly larger than λ2. As a result, a change

in the common environment will likely to trigger a larger variation for series 1 than

series 2 and this is consistent with a larger empirical variance of series 1. In Figure
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15 and 16, we show the trace plots and posterior distributions of p1 and p2. Both

posterior distributions center around 0.6. Lastly, in Figure 17 and 18, we plot the

Figure 15: Posterior distribution and trace plot of α1

Figure 16: Posterior distribution and trace plot of α1

predictive modes and 95 percent predictive interval against the actual values for the

two series. Across all 104 periods, the predictive interval covers 95% of the actual

observations of series 1 and 97% of the actual observations of series 2.
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Figure 17: Series 1: Prediction Vs Actual

Figure 18: Series 2: Prediction Vs Actual

3.4 Multivariate Dynamic Zero Inflated INAR(1) Process

In this section, we present a different type of zero-inflated integer-valued autoregres-

sive process that extends the work of [33]. Given a univariate count series Yt, [33]

defines a first-order integer valued autoregressive process with zero inflated Poisson

innovations as

Yt = α ◦ Yt−1 + ϵt (20)
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where ϵt assumes a zero-inflated Poisson distribution such that

P (ϵt = k) = pδ0 + (1− p)e−λλk/k!, k = 0, 1, 2, ... (21)

Instead of a constant, we consider n extension of (21) where the mixing probability

(p) varies by a state space evolution and (21) becomes

P (ϵt = k) = ptδ0 + (1− pt)e
−λλk/k!, k = 0, 1, 2, ... (22)

where pt ∈ (0, 1) denotes the mixing probability at time t.

This additional feature will enrich the model with extra adaptability to more

complex sparsity structures in the data. There is a class of literature on state-space

modeling for categorical time series data, with earlier works focusing on logit-type

state-space models, see [14], [26], and [25]. [54] proposes a probit-type state-space

model and develops an exact Gibbs sampler for Bayesian analysis. Their approach is

an extension of the data augmentation approach of [7]. We leverage the state-space

model from [54] in modeling pt and the probability structure of the state-space model

naturally leads to a multivariate extension of the process given by (20) and (22).

We name the multivariate generalization multivariate dynamic zero-inflated INAR(1)

process.

Given multivariate count series Yjt, we define the dynamic multivariate zero-

inflated INAR(1) process as

Yjt = αj ◦ Yj,t−1 + ϵjt (23)

where ϵjt assumes a zero-inflated Poisson distribution such that

P (ϵjt = k) = pjtδ0 + (1− pjt)e
−λjλk

j/k!, k = 0, 1, 2, ... (24)
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and each series has its own zero-inflated Poisson innovations with time-varying mixing

probabilities. Following [54], we use a probit state-space model for pjt such that

pjt = Φ(θjt) (25)

θjt = θj,t−1 + wjt (26)

where Φ(.) denotes the cumulative density function of the standard normal distribu-

tion. θjt is a real-valued continuous latent state variable that employs a random walk

type of behavior. Let wt = (w1t, w2t, ..., wJt). We assume wt follows a multivariate

normal distribution such that wt ∼ N(0,Σw). Note that dependence among series is

introduced via dependence of latent variables θjts, which is governed by Σw. There-

fore, the multivariate dynamic zero-inflated INAR(1) process can potentially model

count series that are positively and negatively correlated; a functionality that the

multivariate latent factor INAR(1) process from essay one does not possess as it can

only model positively correlated series. Conditioning on θjt, Yjts become independent

zero-inflated INAR(1) processes with series-specific pjts as the mixing probabilities

overtime for their respective zero-inflated Poisson innovations. Finally, we define

latent variable Zjt such that

Zjt =


1 with prob pjt if ϵjt ∼ δ0

0 with prob 1− pjt if ϵjt ∼ Pois(λj)

(27)

and it follows that

P (Zjt = 1) = Φ(θjt) (28)
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Gibbs Sampler

We design a full Gibbs sampler with analytic conditional posterior distributions for

updates. Following the idea of [54], we introduce continuous auxiliary latent variables

Ljt defined as

(Ljt|θjt, Zjt) ∼


N(θjt, 1)I(Ljt > 0) if Zjt = 1

N(θjt, 1)I(Ljt < 0) if Zjt = 0

(29)

Note that (29) establishes a mapping from the binary variables Zjt to continues

variables Ljt by enforcing the conditions P (Zjt = 1) = Φ(θjt) = P (Ljt > 0) and

P (Zjt = 0) = 1 − Φ(θjt) = P (Ljt < 0). As a result, we could transform the state-

space model for the mixing probability pjt into a linear Gaussian state-space model

given by

θjt = θj,t−1 + wjt (30)

(Ljt|θjt) ∼ N(θjt, 1) (31)

that allows for analytical updates of the state variables θjt via the forward filtering

and backward sampling algorithm. Let Θt = (θ1t, θ2t, .., θJt), L
t = (L1t, .., LJt), and

Γt = (L1,L2, ...,Lt). We obtain the filtering distribution of Θt via the Kalman Filter

algorithm. Suppose (Θt−1|Γt−1) ∼ MVN(mt−1,Ct−1), it follows that (Θt|Γt) ∼

MVN(mt,Ct) such that

mt = mt−1 +Rt(I+Rt)
−1(Lt −mt−1) (32)

Ct = Rt −Rt(I+Rt)
−1Rt (33)
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where Rt = Ct−1 + Σw. The backward sampling distribution can be shown as

(Θt|Θt+1,D
t) ∼ MVN(ht,Ht) where

ht = mt +CtR
−1
t+1(Θt+1 −mt) (34)

Ht = Ct −Ct−1R
−1
t Ct−1 (35)

Assuming a prior distribution Θ1 ∼ MVN(0, I) at t = 1, we first recursively obtain

the filtering distributions of all Θt using (32) and (33). Then, we sample θT from

its filtering distribution and propagate the samples backward to update all preceding

Θts via (34) and (35). With an inverse wishart prior for Σw such that Σw ∼ IW (r,Σ)

and r > J , the full conditional posterior distribution of Σw can be shown as

f(Σw|Θ1:T) ∼ IG(r + (T − 1),Σ +
T∑
t=2

(Θt −Θt−1)(Θt −Θt−1)
′) (36)

We update Zjt and Mjt by characterizing their joint distribution. When Zjt = 1,

the joint distribution of (Mjt, Zjt) is given by

P (Mjt = Yjt, Zjt = 1|λj, αj, θjt, Yjt, Yj,t−1) =


Φ(θjt) if Yjt ≤ Yj,t−1

0 otherwise

(37)

When Zjt = 0 the joint distribution becomes

P (Mjt, Zjt = 0|λj, αj, θjt, Yjt, Yj,t−1)

= (1− Φ(θjt)){
(
Yj,t−1

Mjt

)
α
Mjt

j (1− αj)
Yj,t−1−Mjt

e−λjλ
Yjt−Mjt

j

(Yjt −Mjt)!
}

(38)

where Mjt ∈ {0, 1, 2, ...,min(Yt, Yt−1)}.

Lastly, given independent Beta and Gamma prior for αj and λj such that αj ∼

Beta(aαj
, bαj

) and λj ∼ Gam(aλj
, bλj

), we obtain the full posterior conditional distri-
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butions of the parameters as

(αj|Mjt, Yjt) ∼ Beta(aαj
+

T∑
t=2

Mjt, bαj
+

T∑
t=2

(Yjt −Mjt)) (39)

(λj|Zjt,Mjt, Yjt) ∼ Gam(aλj
+

T∑
t=2

(Yjt −Mjt)(1− Zjt), bλj
+

T∑
t=2

(1− Zjt)) (40)

Approximate Particle Learning

As previously discussed, a major downside with the Gibbs sampler is that one needs to

re-run the algorithm until convergence is achieved when new data points become avail-

able. We develop a Particle Learning method to facilitate real time updates of state

variables and fixed model parameters. The standard Particle Learning framework

outlined in [15], however, does not apply to the dynamic multivariate zero-inflated

INAR(1) process due to its probabilistic structure. We modify the framework in [15]

and term our algorithm Approximate Particle Learning.

Suppose at time t−1, we start with particles {Θt, λ1:J , α1:J ,Σw}(i). Let σj denote

the standard deviation of wj. The predictive likelihood can be obtain as

p(Yjt|Yj,t−1, θ
(i)
j,t−1,λ

(i)
j , α

(i)
j )

=

∫
p(Yjt|Yj,t−1, θjt, λ

(i), α(i))N(θjt|θ(i)j,t−1, [σ
(i)
j ]2)dθjt

(41)

We can further express p(Yjt|Yj,t−1, θjt, λj, αj) as

p(Yjt|Yj,t−1, θjt, λj, αj) =
∑

Mjt,Zjt

p(Yjt|Mjt, λj, Zjt)p(Mjt|Yj,t−1, αj)p(Zjt)

= (1− Φ(θjt))Kjt(Yjt) + Φ(θjt)I(Yjt < Yj,t−1)

(42)
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where

Kjt(Yjt) =

min(Yj,t−1,Yjt)∑
Mjt=0

eλjλ
Yjt−Mjt

j

(Yjt −Mjt)!

(
Yj,t−1

Mjt

)
α
Mjt

j (1− αj)
Yj,t−1−Mjt (43)

and (41) simplifies to

p(Yjt|Yj,t−1, θ
(i)
j,t−1, λ

(i)
j , α

(i)
j )

= Φ(
θ
(i)
j,t−1√

1 + [σ
(i)
j ]2

)I(Mjt = Yjt) +K
(i)
jt (Yjt)(1− Φ(

θ
(i)
j,t−1√

1 + [σ
(i)
j ]2

))
(44)

Note that (44) is a monotonic increasing function of θj,t−1. Consequentially, if we

follow the standard Particle Learning framework in [15] and resample particles of θk,t−1

using weights based on (44), the particles of the latent variable θj,ts will eventually

explode, leading to a collapse of the algorithm. Also note that the predictive likelihood

is the summation of the predictive likelihoods when the innovations follows a Poisson

and when the innovation is a dirac distribution. Instead of the latent variables, (44)

provides a vantage point to update latent indicator Zjts. When Yjt ≤ Yj,t−1, we have

p(Z
(i)
jt = 1|Yjt, Yj,t−1, α

(i)
j , λ

(i)
j ) =

Φ(
θ
(i)
j,t−1√

1+[σ
(i)
j ]2

)

Φ(
θ
(i)
j,t−1√

1+[σ
(i)
j ]2

) +K
(i)
jt (1− Φ(

θ
(i)
j,t−1√

1+[σ
(i)
j ]2

)
(45)

and Z
(i)
jt = 0 when Yjt > Yj,t−1. Given Zjt, we have Mjt = Yjt when Zjt = 1. When

Zjt = 0, we sample Mjt by

p(Mjt, Yjt|Zjt = 0, λj, αj, Yjt, Yj,t−1)

=

(
Yj,t−1

Mjt

)
α
Mjt

j (1− αj)
Yj,t−1−Mjt

e−λjλ
Yjt−Mjt

j

(Yjt −Mjt)!

(46)

when Zjt = 0.

70



With particles for Mjt and Zjt, we update the distributions of αj and λj via

deterministic recursions. Suppose αj and λj follow independent Beta and Gamma

priors at time t−1, denoted by αj ∼ Beta(aαj,t−1
, bαj,t−1

) and λj ∼ Gam(aλj,t−1
, bλj,t−1

)

respectively. It follows that

(αj|Mjt, Yjt) ∼ Beta(aαj,t−1
+Mjt, bαj,t−1

+ (Yjt −Mjt)) (47)

(λj|Zjt,Mjt, Yjt) ∼ Gam(aλj,t−1
+ (Yjt −Mjt)(1− Zjt), bλj,t−1

+ (1− Zjt)) (48)

To update latent variables Θt, we resort to the auxiliary variables Ljt used in the

Gibbs sampler. As Ljt is not observed at t− 1, we generate samples for Ljt by

1. Propagate Θ
(i)
t−1 to Θ

(i)
t based on (Θ

(i)
t |Θ(i)

t−1,Σ
(i)
w ) ∼ MVN(Θ

(i)
t−1,Σ

(i)
w )

2. sample L
(i)
jt via

(L
(i)
jt |θ

(i)
jt , Z

(i)
jt ) =


N(θ

(i)
jt , 1)I(Ljt > 0) if Zjt = 1

N(θ
(i)
jt , 1)I(Ljt < 0) if Zjt = 0

(49)

where the sampling of L
(i)
jt takes into account Z

(i)
jt . Next, we approximate Ljt using

Ljt = 1
N

∑N
i=1 L

(i)
jt . The availability of Ljt allows for updates of θjt by a Particle

Learning algorithm using the dynamic linear system given by (30) and (31). The

resampling weight for θ
(i)
j,t−1 can be analytically obtained as

w
(i)
t ∝

∫
N(Ljt|θjt, 1)N(θjt|θ(i)j,t−1, [σ

(i)
j ]2)dθjt = N(θ

(i)
j,t−1, 1 + [σ

(i)
j ]2) (50)

After resampling, we propagate θ
(i)
j,t−1 to θ

(i)
jt following the transition distribution

N(θ
(i)
jt |θ

(i)
j,t−1, [σ

(i)
j ]2) and finally resample θ

(i)
jt based on weights that are proportional

to likelihood N(Ljt|θ(i)jt , 1). Different from the Gibbs sampler, we highlight that the

generation of Ljt does not theoretical guarantee convergence to the its true value and
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this is why we call our approach Approximate Particle Learning.

Lastly, assuming Σw follow an Inverse Wishart prior at t − 1, namely Σw ∼

IW (aw,t−1, bw,t−1), we obtain the conditional posterior distribution of Σw at time t as

(Σw|Θt,Θt−1) ∼ IW (aw,t−1 + 0.5, bw,t−1 + 0.5 ∗ (Θt −Θt−1)(Θt −Θt−1)
′) (51)

Below we summarize one cycle of the Approximate Particle Learning algorithm at

t− 1:

1 Sample particles for Z
(i)
jt using (45) when Yjt ≤ Yj,t−1 and Zjt = 0 when Yjt >

Yj,t−1

2 Sample M
(i)
jt using (46) when Zjt = 0 and Mjt = Yjt when Zjt = 1

3 Generate L
(i)
jt using (49) and approximate Ljt by

1
N

∑N
i=1 L

(i)
jt

4 Resample θ
(i)
j,t−1 based on w

(i)
t given by (50)

5 Propagate Θ
(i)
t−1 to Θ

(i)
t using (Θ

(i)
t |Θ(i)

t−1,Σ
(i)
w ) ∼ MVN(Θ

(i)
t−1,Σ

(i)
w )

6 Resample θ
(i)
j,t based on weights proportional to N(Ljt|θ(i)t , 1)

7 Sample α
(i)
j at time t by (47)

8 Sample particles for λ
(i)
j at time t by (48)

9 Sample particles for Σ
(i)
w at time t by (51)

We mark that we could tailor the Approximate Particle Learning algorithm out-

lined above to the univariate dynamic zero-inflated INAR(1) process by applying

two modifications. Instead of a vector of latent variables (Θt), we have one la-

tent variable in the univariate case denoted by θt and we propagate θt−1 to θt by

(θt|θt−1, σ) ∼ N(θt−1, σ
2) in step 5. In addition, given an inverse Gamma prior for σ2
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at t− 1, denoted by IG(aσ,t−1, bσ,t−1), we update the distribution of σ2 by

(σ2|θt, θt−1) ∼ IG(aσ,t−1 + 0.5, bσ,t−1 +
(θt − θt−1)

2

2
)

and draw particles for σ2 in step 9.

Application

In this section, we provide an empirical application of the Approximate Particle Learn-

ing algorithm and model comparisons using weekly time series of the number of visits

to the supermarket for a collection of households in the Chicago area. Regarding prior

selection for fixed parameters αj, λj, and Σw, we set aαj,1
= 1, bαj,1

= 1, aλj,1
= 0.1,

bλj,1
= 0.1, aw,1 = 3, and bw = I. All latent variables θjt are initialized using a

standard normal random variable at t = 1. We implement the Approximate Particle

Learning algorithm using the same pair of series from 2.5.3 with the highest empirical

correlation to see whether the algorithm can capture the positive correlation between

the series.

Figure 19: Posterior distributions of α1 overtime

In figure 19 and 20, we show the posterior distributions of α1 and α2 overtime.

We note that convergence is achieved rather quickly. After period 60, the posterior
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Figure 20: Posterior distributions of α2 overtime

mean and 95 percent credibility interval stabilize. Figure 21 displays a comparison

between the posterior distributions of α1 and α2 at t = 104. The posterior means for

α1 and α2 are close to each with values around 0.65 and this is consistent with the

similar sample autocorrelation at lag 1 for both series.

Figure 21: Posterior distributions of α1 and α2 at t = 104

In figure 22 and 23, we show the trajectories of the posterior distributions of λ1

and λ2 overtime. Similar to the α1 and α2, convergence is achieved after period 60.

Figure 24 shows that the posterior mean of series 1 is larger than series 2 at t = 104.

This result is consistent with a larger empirical variance for series 1 relative to series
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2 since a larger value of λ would translate to a larger variance of the series based on

(22).

Figure 22: Posterior distributions of λ1 overtime

Figure 23: Posterior distributions of λ2 overtime

Figure 25 and 26 show the posterior distributions of p1t and p2t overtime. Although

the 95 credibility intervals are wide for both series, we note that there are large swings

in the posterior means, suggesting that a time varying mixing probability for the zero-

inflated Poisson innovations might be appropriate for the data.

Using particles for θ1t and θ2t, we calculate the correlations between p1t and p2t
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Figure 24: Posterior distributions of λ1 and λ2 at t = 104

Figure 25: Posterior distributions of p1t overtime

and display its path in Figure 27. The correlations between p1t and p2t are negative

before period 10 and then stay positive for the rest of the periods. Figure 28 displays

the plots of the two series. It is obvious from the figure that the two series move in

opposite directions before period 10, and they start to move in the same direction

afterwards. Thus, the Approximate Particle Learning algorithm successfully captures

changes in dependence structure between the series.

Given particles of Σw, we simulate the posterior distribution of the correlation

between w1t and w2t in (26) and display it in figure 29. Note that the distribution
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Figure 26: Posterior distributions of p2t overtime

Figure 27: Correlation between p1t and p2t

quickly stabilizes. The posterior mean is around 0.2 and the 95 percent credibility

interval is above zero, indicating a significant positive correlation. This is consistent

with a large and positive empirical correlation between the series. Lastly, in Figure

30 and 31, we show the predictions against the actual series for the two series with

the predictive intervals covering 98% percent of the observations for series 1 and 96%

percent of the observations for series 2. In appendix I, we compare the results of the

Approximate Particle Learning and Gibbs sampler and highlight their differences.

We also compare the dynamic multivariate zero-inflated INAR(1) process against
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Figure 28: Plots of weekly number of trips to the supermarket for household one
(blue) and household two (red)

Figure 29: Correlation between w1t and w2t

the dynamic univariate zero-inflated INAR(1) process and the univariate zero-inflated

INAR(1) process in terms of their one-step ahead out-of-sample predictive perfor-

mances. Since all models involved are designed for zero-inflated and dispersed count

series. We select 20 pairs of whose variance-to-mean ratios are greater than 1 and the

percentage of zero counts is somewhere between 5 to 15 percent. We note the most of

the series pairs are not highly correlated with an empirical correlation between −0.4

and 0.3.

Using the same pair of series, we provide the results of the Gibbs sampler and com-
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Figure 30: Predictions VS Actual for Household One

Figure 31: Predictions VS Actual for Household Two

pare them against the Approximate Particle Learning algorithm. We use Beta(1, 1)

as the prior distribution for αj and Gam(0.1, 0.1) as the prior distribution for λj.

Latent variables θjts are initialized using a standard normal distribution at t = 1.

Figure 32 and 33 show the convergences and posterior distributions of α1 and α2.

Convergence is achieved for both parameters. Similar to the Approximate Particle

Learning algorithm, the posterior means of α1 and α2 are close to each other with

estimates around 0.55. However, they are smaller than the posterior means of the

Approximate Particle Learning algorithm at t = 104, which are around 0.65.

79



Figure 32: Trace Plot and Posterior Distribution of α1

Figure 33: Trace Plot and Posterior Distribution of α2

Figure 34 and 35 show the convergence and posterior distributions of λ1 and λ2.

Same as the Particle Learning algorithm, the posterior mean of λ1 is greater than

λ2. The Gibbs sampler, however, provides larger estimates for the posterior means

of both rates compare to the Approximate Particle Learning algorithm. In Figure

36, we show the posterior distribution of the correlation between w1 and w2. Same

as the Approximate Particle Learning algorithm, the posterior distribution implies

a significant positive correlation between w1 and w2. The posterior mean centers
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Figure 34: Trace Plot and Posterior Distribution of λ1

Figure 35: Trace Plot and Posterior Distribution of λ2

around 0.2 and zero is not included in the 95 percent credibility interval.

Figure 37 compares distributions of p1t between the Gibbs sampler and the Ap-

proximate Particle Learning algorithm. We focus on the last 40 periods of the data,

period 64 to 104, where the Approximate Particle Learning achieves convergence for

all fixed model parameters. The Approximate Particle Learning provides particles

from the filtering distributions of θ1t, which further translate into the distributions of

p1t. To obtain filtering distributions of θ1t from the Gibbs sampler, we start with the
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Figure 36: Posterior Distribution of Correlation between w1 and w2

first 64 periods of the data, perform the Gibbs sampler until convergence is achieved,

and collect samples of θ1t associated with the last period. We repeat the process

until period 104 to collect samples that represent the filtering distributions of θ1t over

time. Based on figure 6, the posterior means of p1t obtained from the two algorithms

exhibit similar magnitudes and fluctuations. The same conclusion also applies to p2t

shown in Figure 38.

Overall, our experiment indicates that the Approximate Particle Learning tends

to overestimate αjs and underestimate λjs relative to the Gibbs sampler. The two

algorithm provides similar estimate for the correlation structure of wt and the distri-

butions of pjt obtained from the filtering distributions of θjt.

Similar to the first chapter, we use the first 74 periods as the period of fit and

the rest of the data as hold-out sample. For the dynamic univariate zero-inflated

INAR(1) processes and its multivariate generalization, we apply the Particle Learn-

ing algorithm for inference and run the algorithm until period 74 to obtain good

approximations of the posterior distributions of model parameters. Starting at pe-

riod 75, we make one-step ahead forecast before updating the particles using the new

data. For the univariate zero-inflated INAR(1) process, we adopt the Gibbs sampler
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Figure 37: Posterior distributions of p1t

for inference and make forecasts for the hold-out sample using the posterior distribu-

tions of the parameters. Since all series exhibit zero counts, we select sum of absolute

error as the metric for model comparison.

Table 2 shows one-step-ahead predictive performances associated with the three

models for the hold-out sample. Each number in the table is the summation of the

sum of absolute error for both series. Overall, the dynamic univariate zero-inflated

INAR(1) process (DUNZINAR(1)) dominates the univariate zero-inflated INAR(1)

process (ZINAR(1)) across all 20 cases. On average, DUNZINAR(1) reduces the

error of ZINAR(1) by 17 percent. This suggests the value of having a changing
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Figure 38: Posterior distributions of p2t

Series Pair 1 2 3 4 5 6 7 8 9 10
DMVZINAR(1) 20 21 23 32 15 13 16 15 19 16
DUNZINAR(1) 20 23 26 31 16 16 18 15 22 21
ZINAR(1) 25 30 28 35 22 19 23 20 28 24
Series Pair 11 12 13 14 15 16 17 18 19 20
DMVZINAR(1) 21 26 14 13 19 22 14 12 22 12
DUNZINAR(1) 22 26 15 14 21 25 16 14 24 13
ZINAR(1) 27 31 17 20 24 28 19 16 28 16

Table 3: Model Comparison across 20 pairs of series

mixing probability for the zero-inflated Poisson innovations. There is not a substantial

improvement moving from the dynamic univariate zero-inflated INAR(1) process to its
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multivariate generalization (DMVZINAR(1)). On average, DMVZINAR(1) process

reduces the error of ZINAR(1) process by only 8 percent and the DMVZINAR(1)

even performs worse then the DUNZINAR(1) in case 4. We note that the lack of

improvement of the multivariate generalization could be due to the small correlations

between the pairs of series selected. A dataset with more highly correlated, zero-

inflated, and over-dispersed series will allow for a better comparison between the

DUNZINAR(1) and the DMVZINAR(1).

3.5 Conclusion

This essay focuses on two classes of processes for zero-inflated and over-dispersed

count series. The first class of processes replaces the Poisson innovations of the

multivariate latent factor process from essay one with zero-inflated Poisson innova-

tions, enriching the process with an internal scheme to handle zero-inflated count

series. We present a full Gibbs sampler for inference and provide an empirical ap-

plication for a special case when the common environment is static over time. The

second class of processes consider an extension of the univariate INAR(1) process

with zero-inflated Poisson innovations from [33] where the mixing probability of the

zero-inflation Poisson innovations vary overtime according to the evolution given by

[54]. We term the processes dynamic zero-inflated INAR(1) process and consider its

multivariate generalization. We present an exact Gibbs sampler for inference and a

Particle Learning algorithm for online updates. Using real data, we show that the

dynamic zero-inflated INAR(1) outperforms the INAR(1) process with zero-inflated

Poisson innovations from [33] in out-of-sample one-step-ahead forecasts and the multi-

variate generalization brings in further improvements by leveraging information from

correlated series.
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4 Conclusion and Future Work

This thesis proposes models for multivariate count series and their Bayesian analysis.

In the first essay, we introduce a multivariate latent factor INAR(1) process that

provides an efficient multivariate generalization of the univariate INAR(1) process of

[39] and [40] via a common environment that follows a state-space evolution given

by [30] and [52]. The multivariate latent factor INAR(1) process is well connected to

various models in the literature. The common environment entails “decouple” and

“recouple” of individual series in the same way as [10]. It implies a multivariate nega-

tive binomial distribution for modeling correlations between series; the same strategy

is adopted in [9] for a special case of bivariate count series. Furthermore, by assum-

ing a probability of one associated with thinning across all series, the multivariate

latent factor INAR(1) process reduces to the model of [2]. For the inference side, we

provide an exact Gibbs sampler and a fully adapted Particle Learning algorithm for

real-time updates. Using data on number of visits to the supermarket for a group of

households, we show that the multivariate latent factor INAR(1) process substantially

outperforms competing models in out-of-sample one-step-ahead forecasts.

In the second essay, we introduce new processes and Bayesian inferential algo-

rithms for over-dispersed and zero-inflated count series. Firstly, we consider an ex-

tension of the multivariate latent factor INAR(1) process that can handle zero-inflated

count series by replacing the Poisson innovations with zero-inflated Poisson innova-

tions. We outline the details of an exact Gibbs sampler for the model and then provide

an application for a special case when the common environment is static overtime.

Moreover, we enrich the INAR(1) process with zero-inflated Poisson innovations of

[33] with a floating mixing probability for the Poisson innovations whose dynamic is

given by the [54]. We term the new process dynamic zero-inflated INAR(1) process

and further consider its multivariate generalization. One notable feature of the multi-

variate dynamic zero-inflated process is that it can model count series that are nega-
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tively correlated, a functionality that most models for count series do not possess. We

devise an exact Gibbs sampler and a Particle Learning algorithm for the multivariate

dynamic zero-inflated INAR(1) process. An implementation of the Particle Learning

algorithm using real data shows that the algorithm successfully captures negative

correlations between series and changes in the correlation structures overtime. In

a separate experiment, we show that dynamic zero-inflated process outperforms the

INAR(1) process with zero-inflated Poisson innovations from [33] in out-of-sample

one-step-ahead forecast and the multivariate generalization brings additional lifts by

leveraging information from correlated series in making forecasts.

There are several alternative modeling strategies we could explore in the future.

One potential direction for the first essay is to further incorporate series-specific latent

environments in addition to a common environment in modulating the Poisson rates of

the innovations. The common environment would capture a general dynamic shared

by all series and the series-specific environment would equip the model with extra

flexibility to accommodate swings of individual series. In the second essay, we model

the temporal dependence of Zjt by latent variables θjts that follow a dynamic linear

model, and the correlation between Zjts across series are governed by wt that assumes

a multivariate normal distribution. Alternatively, we attempt to model temporal

dependence of Zjt by specifying a Markovian evolution for Zjt, and use multivariate

logit distribution for correlations between Zit and Zjt. Given the recent work of [8],

it is possible to design an exact Gibbs sampler for the model. Lastly, there is a class

of literature on hurdle models for zero-inflated count series with properties that are

different from the models that employ zero-inflated distributions. We attempt to

the combine hurdle models with common environment that offers a new avenue for

modeling multivariate zero-inflated count series.
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