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Abstract of Dissertation

Essays in Empirical Macroeconomics

This dissertation addresses two questions surrounding economic expectations and
one question in international finance.

The first chapter addresses a specific question about the expectation formation
process. In a full information rational expectations world, agents immediately respond
to shocks. In reality however, there are often large delays after shocks. There is an
extensive literature on the information flow that attempts to explain this. Some of
the literature explains the delay with uncertainty about the future and some with
information rigidity. This chapter estimates the extent of both types of delays at the
aggregate and individual level with a novel approach. The results show that the delay
is substantial, and it is largely driven by uncertainty.

The second chapter addresses how consumers form their expectations about in-
flation. In the past few years, the inflation rate reported by consumer surveys like
the University of Michigan Surveys of Consumers has been significantly above the
official US consumer price index (CPI) published by the Bureau of Labor Statistics
(BLS). This chapter finds that almost half of this discrepancy can be attributed to the
different weights underlying the two measures. Indeed, applying a weighting to the
survey that is very close to the CPI weighting reduces the apparent over prediction
of inflation over 30 years by 0.25 percentage points per year. This contribution to the
difference captures the difference between the inflation rate of the average consumer
and the average of the inflation rates of individual consumers. It is thus much larger
than previously estimated and therefore the CPI cannot be used to obtain accurate
inflation estimates for subpopulations.

The third chapter introduces a new driver of international net capital flows. The

standard consumption capital asset pricing model (CCAPM) is modified to create



persistent net capital flows that are linked to the cyclical correlation between coun-
tries. Specifically, some countries’ endowments are more valuable as risk insurance
than others’, leading countries with unfavorable productivity correlations to exchange
current consumption for shares of other countries’” endowments. The model predicts a
negative relationship between net capital inflows and the correlation of countries’ pro-
ductivity growth rates with global productivity growth. The clear empirical evidence
presented in the chapter shows a strong link between the cyclical flows as measured by
total factor productivity growth and net capital flows. This link can also help explain
the Lucas puzzle, because portfolio diversification considerations play an important

role in determining net capital flows.
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Introduction

This dissertation addresses three important questions in empirical macroeconomics.
The first chapter looks at the information formation process. The predictions made
by agents are strongly influenced by the uncertainty they face. Numerous authors
like Bloom (2009), Lahiri and Sheng (2010) or Baker et al. (2016) have looked at how
different degrees of uncertainty influence the decisions of economic agents. One aspect
of uncertainty, which has not been addressed previously is the role of uncertainty in
the persistence of predictions. That is, agents only slowly update their predictions
after unanticipated surprises. One branch of the literature focuses on information
rigidity as the main cause for this persistence (e.g. Mankiw and Reis (2002)), where
some cost causes agents not to update their predictions to the optimal value. This
cost can be in the form of a fixed cost to obtain new information and agents thus
only update with a certain probability, or in the form of a variable cost which is
proportional to the change in the prediction. The second branch of literature (e.g.
Woodford (2002) or Sims (2003)) focuses on the role of uncertainty directly, as agents
are assumed to receive new information every period but that information is noisy. In
response, agents optimally weight old and new information according to their relative
noise content, leading to a large persistence in the prediction as well.

The goal of the first chapter is to determine which of the factors causing the
persistence in the predictions is the main driver. So far, the literature mainly focused
on determining the exact coefficient of rigidity using economic forecasts (e.g. Coibion
and Gorodnichenko (2015a)). However, based on data on economic forecasts, this
chapter shows that even a large rigidity coefficient might only cause minimal increases
in persistence as compared to optimal predictions. Indeed, most of the persistence is
due to uncertainty and not due to rigidity.

To determine the source of the persistence both at the aggregate and individual

level, a new estimation approach is introduced. The new approach regresses the



current prediction error on the past prediction error to obtain the weight agents put
on the old prediction. Once the weighting parameter is estimated, it is further possible
to extract the variance of noise of the new information from the error term. Given the
optimal weighting only depends on the variance of the noise and the past prediction
error, it is possible to extract how much weight agents should have put on the old
information, as well as how much weight they actually put. The weight the agents
should have put on old information is only due to uncertainty and the difference to
the weight they actually put on old information captures rigidity.

This new approach also has a very useful side effect. It allows the extraction, both
the noise the agents thought to be in the new information as well as the actual noise.
This information can then be used to create an ex-ante measure of uncertainty or to
test the efficiency of economic predictions. However, this cannot be used as a timely
uncertainty index because the actual value of the underlying variable is required to
estimate the relationship between current and past prediction errors.

Beyond these findings, the chapter also has wider implications for the relationship
between price-stickiness, nominal rigidity and monetary policy. In many introductory
macro textbooks, nominal price and wage rigidity cause price-stickiness or persistence,
which in turn causes monetary policy to influence short run output. The chapter
shows that most of the persistence in the expectations data is due to uncertainty as
opposed to rigidity. This suggests that the price-stickiness commonly attributed to
nominal rigidity is more likely driven by uncertainty. Or put differently the findings
of the chapter indicate that even if there was no nominal rigidity, uncertainty would
ensure the stickiness required for monetary policy to work.

The second chapter looks at the difference between official consumer price index
(CPI) inflation and the inflation reported in consumer surveys. It is a common
finding that consumer surveys tend to report higher rates of inflation than the official

CPI. This is commonly attributed to some form of biased perceptions of consumers



(e.g. Gramlich (1983), Carroll (2003a) or Binder (2017)). One potential reason
for the difference that has been ignored in the literature so far is that the official
CPI and the consumer survey weight participants differently. In the official CPI,
consumers are weighted according to their spending and thus large spenders have
a higher weight. This contrasts with consumer surveys, where every agent has the
same weight independent of the amount spent. As different consumers have different
consumption baskets with different price changes, taking the average of their price
changes might be different from the inflation of the average consumption basket.

The two types of inflation measures are compared in the US and in the Euro
Area. It is shown that when reweighting the consumer surveys to match the CPI
weights and looking over longer periods, most of the upward bias disappears. There
are however still substantial differences over shorter periods. For example, over the
most recent low inflation period, matching the weights of the consumer survey to the
official CPI leads to a very large change in reported inflation. However, despite being
one of the largest changes since 1985, the difference between the reweighted survey
inflation and the CPI is among the largest since 1985 as well.

This chapter is also closely related to the literature comparing the inflation rate
of the average consumer to the average of individual inflation rates (e.g. Prais (1959)
or Kokoski (2000)). Based on reweighting the official CPI, it is commonly found that
there is no persistent difference between the two inflation measures and thus no debate
necessary which inflation measure should be tracked. While this finding is confirmed
when reweighting the official CPI, it is shown that the difference between the two
inflation rates is likely greatly underestimated due to the limits to reweighting the
CPI. The products in each elementary index cannot be reweighted for example. At
the same time, the consumer surveys show substantial differences when reweighted.
Together, this suggests that the official CPI cannot be reweighted to become repre-

sentative for subpopulations or the average of individual inflation rates. If the CPI



is reweighted nevertheless, it can result in highly misleading conclusions about the
price changes affecting these subpopulations. Given the large and persistent differ-
ences found between the two weightings, further research is warranted to determine
which inflation measures are more relevant for which purposes.

There are also has important policy implications, as the CPI is used to determine
the poverty line in the US, and monetary policy, wages, social security payments as
well as pensions around the world. In all these cases inflation measures are used that
are not representative of the inflation rates that the respective populations experi-
ence. Moreover, even if the CPI was reweighed to match the spending pattern of the
subpopulation of interest, it would still not be representative.

The third chapter looks at determinants of persistent international net capital
flows. In the literature, the main determinant of net capital flows is seen as intertem-
poral borrowing and saving (e.g. Obstfeld and Rogoff (1996)). Countries borrow in
some periods and lend in others, leading to a balanced net capital flow in the long
run. One particular channel of the borrowing decision could be due to the popu-
lation dynamics in a country. Countries with a low dependency ratio - where the
working age population is large relative to children and retirees - will be net savers,
while countries with high dependency ratios will be net borrowers. Given that any
amount borrowed needs to be repaid in the future, this sparked an extensive global
imbalance debate to estimate the extent of borrowing constraints (e.g. Gourinchas
and Rey (2007)). This chapter offers a new determinant of net capital flows linked to
the portfolio allocation literature.

There is an extensive literature on the returns of international portfolios, linking
their sign and magnitued to the correlations between countries through a consumption
capital asset pricing model (CCAPM) (e.g. Lustig and Verdelhan (2007) or David
et al. (2014)). If a country’s home assets yield low returns because they have favorable

correlations relative to foreign assets, they will also have high prices. This together



with countries maintaining expanding portfolios with stable country shares over time
(Kraay and Ventura (2000)) can lead to persistent net capital flows. Countries with
unfavorable correlations have to pay a lot for few assets from countries with favorable
correlations. The chapter introduces a simple model to show this. In the model,
countries receive new home assets in every period that were not tradable before.
Given that countries want to maintain a portfolio that has stable shares of home
and foreign assets, the new home assets will be traded away to some extent. Some
countries have more valuable assets than others, and thus countries with less favorable
assets will have to use their consumption good to obtain the more favorable asset,
leading to persistent flows.

Subsequently, net capital flows as measured by the current account and total fac-
tor productivity are used to test this model empirically. Strong evidence is found
that international net capital flows and the correlations of cycles across countries are
closely related. This empirical finding also has an impact on models where intertem-
poral savings are the main driver of net capital flows. If countries only engage in
intertemporal savings, they will invest where the highest returns are. This is not the
case as shown in the Lucas (1990) puzzle (see also Gourinchas and Jeanne (2013)):
why capital does not flow where returns are highest. Returns need to be adjusted
for risk correlations, which makes this empirical finding also a strong contender in
explaining part of the puzzle.!

The empirical findings also suggest that countries do not need to balance their net
capital flow at some point in the future (provided the correlations do not change).
Countries with less favorable correlations are paying countries with more favorable
correlations to obtain future consumption risk insurance. Countries with large net

capital flows only need to reduce them if there are some drivers unrelated to consump-

!Note that the finding that returns are driven by the correlations alone does little in explaining
the puzzle. Capital should still low where the highest returns are as the CCAPM model does
not create flows. Only if flows are not driven by highest returns or if returns are equalized across
countries, can the puzzle be resolved.



tion risk smoothing causing them. This chapter thus provides some major insights
into the global imbalances debate as well.

Together, this dissertation addresses three important questions in empirical macroe-
conomics. It provides new estimation approaches, helps explain major puzzles in the

literature as well as having important policy implications.



1 Rigidity vs. Uncertainty: What Is the Main Driver of Deviations from

Full Information Rational Expectations?

1.1 Introduction

This chapter estimates the deviations from full information rational expectations and
disentangles the role of uncertainty about the future from information rigidity in the
US economy. Novel approaches are utilized to estimate information rigidity and the
overall delay.

Deviations from full information rational expectations can cause delayed responses
to policy shocks. An example is the US experience in the late 70s, when inflation ex-
pectations based on the forecasts in the Survey of Professional Forecasters (SPF) only
fell below 5% year over year more than two years after Volcker started to dramatically
increase the interest rate to signal the tough stance on inflation.?

Because this delay can be substantial, it is important for policy makers to know
what causes the delay, how long it is and to what extent the delay can be influenced.
This chapter mainly addresses the first two questions by estimating the contribution to
the delay stemming from information rigidity and uncertainty using a novel approach.?

This chapter shows how several competing models of information rigidity can be
combined into one, allowing the estimation of the joint rigidity effect. It is shown that
uncertainty is needed for previous approaches to correctly estimate the contribution
of information rigidity to the deviations from full information rational expectations
at the aggregate level (e.g. Coibion and Gorodnichenko (2015a), Dovern et al. (2015)

or Loungani et al. (2013)).

2While forecasts might not be equivalent to expectations if the loss functions are not symmetric
as shown in Messina et al. (2015) for the Federal Reserve, this does not appear to be a large issue
in a broader set of forecasters as shown in Biirgi (2017).

3Information rigidity in this chapter follows the structure of models presented in Rotemberg
(1982), Calvo (1983), Mankiw and Reis (2002), Woodford (2002) or Sims (2003) and uncertainty
models presented in Bloom (2009), Lahiri and Sheng (2010), Jurado et al. (2015), Baker et al. (2016)
or Ozturk and Sheng (2017).



The new estimates show that the contribution of information rigidity to the overall
delay is sizable for short term horizons while the contribution of uncertainty is large
at all horizons. Together, these estimates suggest that uncertainty is the main driver
of the deviations from full information rational expectations and particularly so at
long term horizons. In contrast to much of the previous literature, this chapter
estimates the deviations at both the aggregate and individual level. The individual
level estimates for the overall delay are very close to the ones at the aggregate level.
However, information rigidity appears to be less pronounced and contributes less to
the overall delay at the individual level relative to the aggregate level. This provides
further insights into the information formation process.

In addition to the before mentioned literature on estimating information rigidity,
this chapter is related to the micro level estimates (e.g. Driger and Lamla (2012),
Andrade and Le Bihan (2013) and An et al. (2017)) and the nominal rigidity literature
both at the aggregate and individual level (e.g. Khan and Zhu (2006), Dopke et al.
(2008), Klenow and Malin (2010) or Nakamura and Steinsson (2013)).

The remainder of this chapter is structured as follows: The next section will
explain how uncertainty affects the optimal prediction of agents. Subsequently, a
general model of information rigidity is introduced and combined with the uncer-
tainty model. It will be shown that this overall model encompasses a combination of
individual rigidity models. It is then detailed how to estimate both rigidity and the
overall deviation from full information rational expectations. The subsequent section
will detail the data used for the analysis, followed by the section on the empirical
analysis, where it will be shown that there are extensive deviations from full informa-
tion rational expectations and that the main driver of these deviations is uncertainty.

The last section concludes.



1.2 Optimal Prediction Under Uncertainty

Under full information rational expectations, the predictions Fj;;—;, made by agent j
in period t — ¢ for period t is the underlying variable A; without error. That is, their
prediction

Fjjt,tfi = At VZ,t,] (11)

If agents do not have full information but there is no information rigidity, every
prediction they make will have some error attached to it. The expected error of the
predictions made is uncertainty as for example defined in Lahiri and Sheng (2010).
A convenient way to model this, is to assume that periodically agents receive
new information about the future. This new information z;_; will not be perfectly
accurate and has some error vj;_; with variance o, attached to it. This error can

also differ across agents but it is assumed that the variance is the same for all agents:

Tjt—i = At + Vit—i (12)

Assuming further that the new information agents receive is independent of the in-
formation they already have from the past, agents will optimally weight the old and
new information using Bates and Granger (1969) optimal weights. This setup is very
similar to a noisy information setup in Lucas (1972), Kydland and Prescott (1982),
Woodford (2002), and Sims (2003) and thus the Kalman filter.* However, in contrast
to the implementation in Coibion and Gorodnichenko (2015a), it is not assumed that
agents are unable observe the current state of the underlying variable.’ Indeed the

only uncertainty agents face in this model is about the future as in Abe and Ueno

4The key difference is that the Kalman filter assumes fixed horizon predictions, where one mea-
sures a moving target repeatedly and tries to predict where it will be in x periods. The setup here
assumes a fixed event, where agents want to predict something at a given date and every period
some additional information about this event is obtained.

5 Agents not being able to observe the current state of the underlying variable is attributed to
rigidity and not uncertainty.



(2016). Because of this, there is no information rigidity in this model.°
Without any information rigidity but with uncertainty, agents will optimally
weight their old prediction and the new information to obtain the best possible new

prediction. That is

F = e 4+ F (1.3)
jtt—i — jt—i 5 5 jtt—i—1, .
o:, ,.,to, .

2

where o2
t—i—1

is the variance of the error of the previous prediction (A; — P}-t7t_i_1).7
This is also the underlying assumption of the Nordhaus (1987) test which checks,

whether agents optimally weight past and new information (see Appendix A).® Tt

2

is easy to see that uncertainty causes the auto-correlation because o,

.= 0 only
as the signal noise and thus uncertainty is 0. In turn as noise increases, the auto-
correlation converges to one. A sudden increase in the noise and thus uncertainty will
also increase the weight on the old prediction.

Equation 1.3 cannot be directly estimated, as x;;_; is unobserved and all variables
are correlated with A;. Nordhaus (1987) proposed a way to estimate deviations from
the optimal weight by running a regression with the prediction error on the left hand
side and the most recent forecast revision on the right hand side. However, this

regression is not able to estimate the optimal weight on old information. To show

this, assume A is the weight put on old information, the coefficient would become

e} (1.4)

2 2
o5+ 0z, .,

B =

6 An alternative way to motivate this model would be that agents learn about the future state as
described for example in Foster and Frierman (1990)

"If the variances are not known to the agents beforehand or changing over time, they can be
replaced with the expected variance.

8 Another commonly used approach in the literature to describe uncertainty is to say that the
prediction error is the sum of future shocks plus some idiosyncratic error (e.g. Lahiri and Sheng
(2010)). This approach is not taken here, because it would cause the covariance between two
successive prediction errors to explode as the horizon increases instead of converging to the variance
of the underlying variable.

10



2
. ol .
because from equation 1.3, 2+ = —t=¢,
7 1-A ¢,

There is also a very closely related approach to test whether agents put the optimal
weight on old and new information as detailed in Nordhaus (1987) and Dovern et al.
(2015). That is, a regression is run with the most recent revision on the left and
a previous revision on the right. While their approach has the advantage that the
actual observation is not necessary for their estimation, the resulting coefficient and
assumptions are the same.”

As shown further below, the new approach introduced in this paper allows the

estimation of all parameters of interest by subtracting equation 1.3 from A,.

1.3 Information Rigidity

There are several standard models of information rigidity: sticky information in
Mankiw and Reis (2002), Calvo (1983) updating, or state dependent updating as
in Rotemberg (1982). All models assume that without the rigidity, the optimal pre-
diction of the value of the underlying variable A in period t, as predicted by agent j
in period t-i is

Fip—i = Ay + v, (1.5)

where v;_; is the rational expectations error, which is the same for all agents. With
the rigidity in place, either agents do not always update to this optimal value due
to a fixed cost to updating (e.g. the sticky information model or a Calvo updating
model) or they do not update all the way due to a cost proportional to the size of the
update (e.g. the state dependent model with menu cost). Either one of these types

causes new predictions to take the form

Fipi=1=N(Ar+ 1) + AFjri—ioa, (1.6)

9While a bit more detail is provided in Appendix A, the exact expression is omitted here, as it
can easily be calculated based on the derivations in the appendix.

11



where ) is the weight put on the old prediction or the probability of keeping the old
prediction unchanged. It is assumed that ) is the same for all agents.!®. To obtain
the equation for the aggregate level, it is necessary to average individual predictions,
which removes the index j.

The expression can be rearranged to a Nordhaus (1987) test, where the prediction
error of the most recent prediction is equal to the most recent revision times the ratios

of the weight on the old prediction and the weight on the optimal current prediction:

A .
Ay — Ft,t—z' = E(E,t—i - Ft,t—i—l) — Vi, i=0,1,...,3. (1-7)

This approach has also been used in Coibion and Gorodnichenko (2015a) to estimate
the degree of information rigidity.

For the sticky information and Calvo model, there is an issue with estimating
equation 1.7 at the individual level. In those models, information rigidity is caused
by agents not updating predictions every period and the As are probabilities. This
causes the estimate at the individual level to be biased downward. Equation 1.7 can
thus only lead to an unbiased estimate at the aggregate level for the sticky information
and Calvo model. Convenient instruments like the average revision as shown in Biirgi

(2016) can alleviate this issue.!

1.3.1 Which Rigidity Model Is the Accurate One?

Since there are small differences between the models at least at the individual level,
it is important to determine, which model is the most accurate. This section will
show that all models discussed have some merit to them. At the same time, some

basic assumptions of all models can easily be rejected. Fixing the flaws of the models

10Tf every agent had a different ), estimating it under the assumption that everyone has the same
A causes an overestimation, as shown in Ryngaert (2017)

' The Nordhaus test does not suffer from this issue; only when estimating rigidity this issue arises.

12



will make the models more similar to each other and a combination of the models
becomes likely. To estimate the models correctly once uncertainty is introduced, it
is important to show the implications of a combined model on the overall rigidity
estimation.

Under a strict sticky information or Calvo updating model, all agents update to
the same new prediction. This assumption is trivially violated in the data.'? However,
allowing agents to update their predictions multiple times in between observing them
could mitigate this. Every prediction would have different vintages. As different
vintages will come from different shocks, spreading updates this way causes every
agent to have a different prediction, thus avoiding this issue.

Alternatively, agents could behave strategically in the sticky information model
(similar to the one discussed in Ehrbeck and Waldmann (1996)). All agents that
gain new information have the same new information set. This implies that the only
difference between agents that have a more accurate prediction of the underlying
variable relative to agents with a less accurate prediction is how often they obtain new
information. Together with the difficulty in determining better and worse forecasters
due to their high correlation as discussed in Biirgi and Sinclair (2017) or Davies
and Lahiri (1995), this could lead to agents updating their predictions every period.
Adding an independent and identically distributed (iid) error to every prediction
avoids the issue, which in turn causes agents that update their forecasts to have
different predictions. Note that this second fix only works in the sticky information
model and not the Calvo updating model.

State dependent updating assumes that all agents always make the same new
prediction, which is again trivially violated. This can be mitigated by assuming
agents do not have the same update cost. This way, all agents will have different

predictions.

12For example, forecasters in the Survey of Professional Forecasters all have very different predic-
tions every period for the quarterly changes.

13



As the more problematic parts of the models are mitigated, the more alike the
models become. For example, with the additional assumptions added to the standard
model, almost all agents update every period and have different predictions. Also,
every model has its merit as there is at least anecdotal evidence regarding causes
for the forms of rigidity described. Together, this makes a combination of models a
more accurate reflection of reality than any individual standard model. Under the
combination assumption for two models, the common equation 1.6 across models is

replaced by the equation

Firi—i = (1 =21 = p)(As +vje—i) + A+ p(1 = X)) Fjp i1, (1.8)

where A is the weight on the old prediction due to one model and p is the weight on
the old prediction due to other model. Estimating this equation provides only the
coefficient (A + p(1 — \)) instead of A and p separately, even if the usually unobserved
variable A; +v;,_; is known. This combination also works with more than two models
and will allow the estimation of the overall rigidity of a combined model. Indeed, it
even addresses models not discussed explicitly above, provided they lead to a positive
weight on past predictions. For example rounding could cause the same pattern but
was not explicitly addressed above. If the implied revision is too small, the rounded
revision might be an unchanged prediction.!?

Given this is a combination of models, the assumptions required for an unbiased
estimation of the overall rigidity are the same as in the previous section. This includes

that a combination cannot be estimated at the individual level because of the before-

mentioned issue affecting the Calvo and sticky information models.

I3Inattention or ignorance of forecasters are other potential reasons for rigidity that are not ex-
plicitly modeled here. Agents might be inattentive and not track information every period or decide
to ignore some new information altogether. Professional forecasters in the surveys looked at here
are unlikely to be affected by this, but other actors in the economy are. Because of this, overall
rigidity in the economy might be larger than estimated here.
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1.4 Combining Uncertainty and Rigidity

The uncertainty and rigidity models described so far need to be combined to ob-
tain the overall deviation from full information rational expectations. In the general
rigidity model above, the optimal prediction without rigidity is then replaced by the

prediction based on equation 1.3. The prediction then becomes

2 2

os o
Fiii = (I=2X) L(“h + Vjtfi) + $th,t7i71 + A i
0-521571'71 + O-gtfi O-gtfifl + O-Z%t—i
(1.9)
(1—XNo2 o2 4+ o2
F‘t,t—i — —tM(At + ]/‘t—i) _|_ t—i t—i—1 F‘tﬂg_i_l (110)
’ €2t—z‘—1 + Ul2’t—i ’ O-gt—i—l + O-’%t—i !
Ao?
The weight of the past prediction is thus composed of the rigidity term —==

Et—i—1 Vi—i
2

Vt—i
+o2

Vi—1i

and the uncertainty term — , which also implies that just estimating A will

€t—i—1

not provide the contribution of the rigidity to the overall deviation from full infor-

mation rational expectations. This can be rearranged to have the Nordhaus type

form
Ay — th,t—i = B(th,t—i - th,t—z’—l) — V4 1=0,1,...,3, (1_11)
where
B = e Bl GV T (1.12)
<1 B A) (O-gt—i—l + O-Z%t_i) 1 - )\7 '

For a more detailed derivation, see Appendix A. This is the same setup as used in
Coibion and Gorodnichenko (2015a) and Andrade and Le Bihan (2013) and implies
that if the information rigidity measured by A is 0, the coefficient should take a value
of 0 as well. Any positive coefficient indicates that there is rigidity. To obtain the

exact amount of rigidity, a simple transformation is necessary.
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1.4.1 Estimating uncertainty and rigidity

So far, the chapter showed that the commonly used estimation of information rigidity
does not estimate the contribution of information rigidity to the overall deviation
from full information rational expectations. This section shows how the overall de-
viation from full information rational expectations can be estimated as well as the
contribution of uncertainty and information rigidity individually.

Equation 1.10 showed the relationship between current and past predictions. This
equation cannot be directly estimated, because the noise of the new information
cannot be observed. However, it is possible to transform the equation to properly
estimate the weight on the old prediction and thus old information.

If equation 1.10 is subtracted from the actual value, the equation

Ejt—i = VEjt—i—1 — (1 — P)/)Vjt—i; 1= O, 1, vy 3 (113)

is obtained, where ¢;;,_; is the prediction error of the prediction made in period t-i
and ~ the coefficient of interest. This equation can be estimated without bias as long
as 14—; is uncorrelated with €;,_;_;. This holds by assumption, since it was assumed
that the noise of the new information was independent and thus uncorrelated with
past prediction errors. This estimation is equivalent to estimating the autocorrelation
in forecast errors.

The overall deviation from full information rational expectations is given by -,

which was defined in 1.10 as

2 2
UVt i + )\O'Etfifl
1.14
’y 0-5215 1—1 + O-I%t [ ( )

While o2

., can easily be calculated, it might not be immediately clear how to

recover UBH_, the variance of the signal noise. Acknowledging that the error term is
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a function of v makes it possible to recover this variance. Indeed, the variance of the
noise is simply the variance of the error term divided by (1 — 7).

This transformation allows the recovery of A as well as the overall deviation from
full information rational expectations. It also allows the calculation of the contribu-
tion of information rigidity and uncertainty to the coefficient of interest separately.
Note that without rigidity, the above estimator provides an unbiased estimate of
uncertainty alone.

While the derivation so far focused on the individual level, these equations can
also be estimated at the aggregate level. To obtain the aggregate variables, the above
equation can simply be averaged across individuals (or equivalently the forecast errors
of the average prediction can be used). Note that this is different from the Nordhaus
type estimation, which cannot directly be estimated at the individual level.

An important difference in moving from the individual to the aggregate level is
the gain from averaging forecasts. In particular, the individual level uncertainty is
likely larger than the aggregate level uncertainty. This can also be seen by looking at
the mean squared error (MSE) at the aggregate level as shown in Figure 1.1.

The graph shows the MSE for GDP from the current quarter to four quarters out
(HO-H4) for the Bloomberg (BBG) survey and the Survey of professional forecasters
(SPF). The pattern observed for GDP is similar to other variables: the MSE is falling
the shorter the horizon; and the aggregate MSE is smaller than the individual level
MSE.*

1.5 Data

To test whether the theoretical predictions from the above models hold with data on
expectations, two separate data sets of various individual forecasters’ macroeconomic

predictions will be used. The first data set is the Bloomberg Survey (BBG) which

14The Bloomberg Survey improvement over the SPF at the end is likely due to the different timing
of the two surveys. The Bloomberg Survey has a two week lead over the SPF.
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is used very frequently by businesses to compare economic data releases to what
economists had expected beforehand (e.g. Scotti (2016) or Chen et al. (2013)). The
second data set is the Survey of Professional Forecasters (SPF), which is often referred
to in academic research (e.g. Carroll (2003b) or Coibion and Gorodnichenko (2015a)).
Forecasts might not always be a reflection of expectations; however, this is in line with
previous research in the area. In addition, Biirgi (2017) showed that biases due to
asymmetric loss function are not a big issue for these surveys.

For both surveys, forecasts for the consumer price index (CPI) inflation, GDP
growth and the unemployment rate at a quarterly frequency will be tested for various
horizons starting with current quarter forecasts up to four quarters ahead forecasts
(HO-H4). The BBG starts for all horizons in June 2000 while the SPF sample starts
in Q1 1990. The SPF ends in Q4 2013 and the BBG in Q4 2015 for all variables
but H4, which ends in Q4 2008. The SPF reports quarterly averages while the BBG
records end of quarter values.!® Estimating the coefficients for two separate surveys
and three different economic variables should reduce any survey or variable specific
issues.

Because of entry and exit in the surveys, most predictions of individual forecasters
have many missing observations. Due to this, the regressions were cross checked
against a requirement for forecasters to have contributed more than 30 periods or 7.5
years. This is similar to the approach taken by Elliott et al. (2008) or Capistréan and
Timmermann (2009) to resolve this issue. For the new approach outlined in equation
1.13, the difference between imposing and not imposing the requirement turns out to
be minimal. This adjustment is thus omitted in what follows.

As survey data is likely to contain errors, the data is checked for large outliers,

which are subsequently removed.'6

15For GDP the same quarter on quarter annualized percentage changes definitions are used, un-
employment is in levels and for the CPI, the SPF uses quarter on quarter percentage change while
the BBG uses year over year percentage changes.
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For the actual values, revised data is used for the CPI and unemployment, as the

revisions tend to be quite small. For GDP, the third release is used.

1.6 Empirical Application

As a first step, equation 1.13 is estimated at the aggregate level for all variables.

Table 1.1 presents the estimates for the auto-correlation of forecast errors. The coef-
02, +Xo?

Vi—1q Ct—i—1

ficient v = —; -

Et—i—1 Vi—iq

captures the entire deviation from full information rational
expectations and thus both information rigidity and uncertainty.

The estimates show that there is a substantial weight on old information as all
coefficients are positive and highly significant. This implies a significant departure
from full information rational expectations. Indeed, estimates show the expected sign,
are significant and fall within the expected range between zero and one. Also with
higher uncertainty (or more noise in the new information) for longer horizons, the
estimates become larger, the longer the horizons. This finding is also directly linked
to the MSE of forecasts.

It is possible to calculate what part of this deviation is due to information rigid-
ity and what part is due to uncertainty. The variance of the error term, the past
prediction, as well as the definition of the estimated coefficient allow the calculation
of all parameters. Table 1.2 presents the deviation from full information rational

2

XoZ
expectations due to the information rigidity given by 020%—1;2 Subtracting this
Et—i—1 Vi—q

from the estimated coefficients in Table 1.1 leads to the contribution of uncertainty
to this deviation.

Comparing the contribution of the information rigidity to the contribution due to
uncertainty, it is immediately clear that for horizons longer than the current quarter,

rigidity is negligible relative to uncertainty. The only exception is unemployment,

16The SPF records level data for RGDP and QoQ predictions for the CPI. Because these numbers
differ from the usual headline figures predicted in most other surveys, these two series might be
prone to more data outliers than any of the other series.
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where rigidity causes around 50% of the overall deviation in the shortest two horizons
and then falls to around 35-40% for longer horizons as shown in Table 1.3. Unem-
ployment is also the variable most likely affected by rounding, as it is only reported
up to one tenth. The results presented in the table also suggest that rigidity plays a
very small role for GDP, as the contribution is never more than 1/4. For inflation, the
pattern looks different. For current quarter forecasts, the split between uncertainty
and information rigidity is about 50%, but for longer horizons, the contribution from
rigidity becomes negligible. One issue at longer horizons is that the coefficient cap-
turing the overall deviation is almost equal to 1 for the SPF. Due to this, the variance
of the estimated rigidity contribution becomes larger. However, even if 0.05 was sub-
tracted from the inflation estimates of v for H1-H3 (e.g. reduce the coefficient of 1.00
to 0.95 in Table 1.1, which is more than two standard deviations), the contribution
of information rigidity would remain negligible at less than 0.15.7

The low importance of rigidity at longer horizons is also due to the way rigidity
enters the coefficient. While the variance of the prediction error is unlikely to become
very large at long horizons, the variance of the noise around new information is likely
to become very large for long horizons. This will cause the importance of rigidity to
decline the longer the horizon. It thus might be informative to calculate A from the
equation above.

As Table 1.4 shows, there is substantial rigidity across all variables and most
horizons. The negative coefficients are all within two standard deviations and many
within one. Overall, this supports the notion that there is substantial rigidity as found
by Coibion and Gorodnichenko (2015a). However, its contribution to the overall
deviation from full information rational expectation is clearly smaller than A by itself

would suggest and is also limited relative to uncertainty. This is particularly the case

1"The way the model is set up, Table 1.3 shows the part due to rigidity and the remainder is
explained by uncertainty. Conversely, one could calculate the contribution of uncertainty directly
and the remainder would be the deviation from the optimal weighting based on uncertainty (e.g.
rigidity).
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at longer horizons.

The findings of the three previous tables can also be put in a graph to compare the
persistence and how it relates to A and uncertainty. Figure 1.2 shows the persistence
after a shock based on the BBG H1 numbers for the CPI. If uncertainty is ignored
and only rigidity () is looked at individually, there appears to be some persistence.
However, if uncertainty is taken into account, the contribution of rigidity A reverts to
the initial state almost twice as fast. If uncertainty is taken into account, there is a
much larger persistence in the shock. This is also important for monetary policy, as
nominal rigidity is often used as the main cause for the stickiness in prices. As the
graph shows, however, even if there was no rigidity, there would still be persistence.

The above mentioned regressions can be estimated with a dummy and an interac-
tion for recessions similar to Messina et al. (2015). Given the longer history available
for the SPF, which covers three recessions, this analysis is only done for that survey.
Table 1.5 below shows the results for the SPF across variables. It does not appear
that the overall persistence changes in recessions, as the coefficients are not signifi-
cantly different from Table 1.1 with the exception of H3 CPI. Also, the dummies and
interaction terms do not appear to be significant for most cases. One thing to note
is that while the uncertainty might be higher in some periods relative to others, this
might not always have an impact on the weights. If a period is inherently harder to
predict than others, this does not have any impact on the weighting, as the entire
sequence of noisy signals became more noisy. The weight put on the old informa-
tion only changes when one signal in the sequence of signals for a specific event is
particularly noisy or accurate.

Given the substantial rigidity found above, a similar pattern should also be found

when estimating a Nordhaus type regression. As shown above, this regression will

A

775 and also allows to extract the rigidity coefficient A. Table 1.6 shows the

recover

coefficients for the Nordhaus test at the aggregate level.
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These results show the information rigidity coefficients are broadly consistent with
Dovern and Weisser (2011), Lahiri and Sheng (2008) and Messina et al. (2015) who
estimated both positive and negative coefficients for quarterly data. The estimates
are also in the same direction as Coibion and Gorodnichenko (2015a) or Dovern et al.
(2015), who found positive and significant coefficients at the HO horizon.'® These
results are also in line with the results presented in the previous tables. They show
that while rigidity is substantial by itself, its contribution to the deviation from full
information rational expectations is not as large as the deviation due to uncertainty.

Before moving to the individual level regressions for the overall rigidity, it is
important to set the baseline by correctly estimating the A at the individual level. As
discussed above, the rigidity estimates will be biased due to the issues surrounding the
sticky information model. To show this bias, first a Nordhaus type regression is run
at the individual level without any corrections. Table 1.7 shows a Davies and Lahiri
(1995) type estimation and it is indeed the case that the individual level estimates are
much smaller and often negative and significant. Because of these issues, information
rigidity should not be estimated by running an unmodified Nordhaus test at the
individual level.

There is however a Nordhaus type estimation introduced by Biirgi (2016), which
can bring the individual level regressions on par with the aggregate level regressions.
This approach uses the average revisions as an instrument for the individual revisions.
The average revisions are a valid instrument and they remove the biases specific to
the individual level. Table 1.8 reports the coefficients for that regression.

Rigidity is still high and significant at the individual level. However,for some
estimates the coefficients are no longer consistent with rational expectations based

on the models above. In particular, the negative coefficients suggest that agents

8They did not use the same quarterly definitions as it is used here, but similar to the definitions
used here, actual data on a subset of the period predicted was already available at the time the
forecast was made.
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put more than optimal weight on new information. It could however be that agents
have an incentive to make larger than optimal revisions in a Ehrbeck and Wald-
mann (1996) type setting. Given the positive rigidity found at the aggregate level,
an explanation is needed. One such explanation could be that agents update their
predictions marginally most of the time and occasionally make very large revisions.
The large revisions are an over adjustment as defined in Nordhaus (1987). Averaging
the predictions across individuals would lead the occasional large revisions to have
less importance, leading to the empirically measured rigidity.

The overall deviations from full information rational expectations can also be
estimated at the individual level. At the individual level, the overall deviations from
full information rational expectations are extensive as well, as Table 1.9 reports.

At the first look, both the aggregate coefficients and the individual coefficients
appear to be the same: they are between zero and one and are highly significant,
and the longer the horizon, the larger they become. At the second look, one might
notice that there are four longer horizon cases where the estimates at the aggregate
and individual level are different. Indeed, the aggregate level deviation appears to
be larger than the individual one. This is likely due to the downward bias from the
sticky information model. To remove the bias, the estimates from the instrumented
Nordhaus regression in Table 1.8 can be used.

Table 1.10 reports the contribution of information rigidity to the overall bias devi-
ation from full information rational expectations taking the rigidity coefficients from
Table 1.8. The results all show lower contributions at the individual level relative to
the aggregate level, except for the unemployment rate in the BBG. These contribu-
tions are larger than those without this adjustment, particularly, all negative values
are removed.

Overall, the results presented both at the aggregate and individual levels suggest

that while rigidity is substantial, its contribution to the overall deviation from full
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information rational expectations is rather limited.

1.7 Conclusion

This chapter introduces a new approach to estimating the deviation from full informa-
tion rational expectations and the resulting delay as measured by the auto-correlation
of forecast errors. This new approach allows the estimation of both the contribution
to the delay from information rigidity and the contribution from uncertainty.

The estimates show that while the overall deviation and the extent of information
rigidity is extensive, the contribution of information rigidity to this deviation is rather
limited, particularly for longer horizons. In contrast, the contribution of uncertainty
is large, particularly at longer horizons. The implication from this for policymakers is
that they should focus on how to steer uncertainty in the desired direction. Influencing
uncertainty might be easier than interacting with information rigidity and also has
a much larger impact. Crawford and Sobel (1982) showed one example of how and
why policy makers might utilize uncertainty as a policy variable.

These results hold both at the aggregate and individual level although rigidity
appears to be smaller at the individual level. Further research might be able to
pinpoint if this is due to agents making minimal or no updates to their forecast most
of the time along with infrequent very large updates.

This chapter also provides a new link from the information rigidity literature to
uncertainty as it was shown that the contribution of rigidity to the overall deviation
from full information rational expectations is linked to uncertainty. The chapter also
links uncertainty to the actions of agents; higher uncertainty will cause agents to
optimally put more weight on past information. This provides new insights into the
interaction between agents and uncertainty, which can be utilized in future research to
better capture if and by how much agents react to uncertainty. It can also lead to new

uncertainty indexes, which assess when agents react to higher uncertainty and when

24



not, by comparing the weight put on old information relative to new information.
This allow the creation of a measure of ex-ante uncertainty. However, this might only

be available with a delay because the actual is needed to calculate it.
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1.8 Tables and Figures

Table 1.1. Aggregate Level Joint Rigidity and Uncertainty Estimates (7)

CPI GDP Unemployment
BBG SPF BBG SPF BBG SPF
HO  0.45%F%  0.58%%*  0.61%** 0.75%**  (.41%FF (.34%H*
(0.04)  (0.03) (0.08) (0.06)  (0.04) (0.04)
H1 0.68%%% 0.96%%* (0.88%*Fk (.89%#* (.58%#* (.56%**
(0.06)  (0.01) (0.04) (0.04)  (0.03) (0.03)
H2 0.82%F%  1.00%** 0.95%** (.92%** (.68%** (.65%*+*
(0.06)  (0.01) (0.03) (0.02)  (0.05) (0.05)
H3 0.90%%*  1.00%%* 0.97%%k  0.97%6k 0. 75%%% (. 73%**
(0.07)  (0.01) (0.02) (0.01)  (0.06) (0.06)
HAC standard errors in brackets. *** significant at 1% level.
Based on the average of forecasters.

Table 1.2. Estimated Aggregate Deviation Due to A

CPI GDP Unemployment
BBG SPF BBG SPF BBG SPF
HO 022 027 015 0.01 0.17 0.17
H1 0.11 0.01 0.00 0.04 0.28 0.20
H2 0.03 -0.01 0.01 0.10 0.28 0.27
H3 0.00 -0.01 0.07 0.00 0.27 0.27

2

g,
The numbers show —5—=1
o +o

€t—1 Vi—i

to the additive contribution of information rigidity
to the overall delay.

, which corresponds

Table 1.3. Percentage of Persistence Explained by Rigidity

CPI GDP Unemployment
BBG SPF BBG SPF BBG SPF
HO 489 466 246 1.3 41.5 50.0
H1 162 10 0.0 45 483 35.7
H2 3.7 - 1.1 109 41.2 41.5
H3 0.0 - 7.2 0.0 36.0 37.0

Percentage calculated as the fraction between the numbers in
Table 1.2 and Table 1.1.
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Table 1.4. Estimated Aggregate Rigidity Parameter \

CPI GDP Unemployment
BBG SPF BBG SPF BBG SPF
HO 029 039 028 0.05 0.22 0.21
H1 026 0.11 -0.03 0.29 0.40 0.31
H2 0.13 -1.27 0.17 0.56 0.46 0.43
H3 -0.07 -1.09 0.69 -0.01 0.52 0.50
The numbers show the rigidity parameter A.

Table 1.5. Aggregate Level Joint Rigidity and Uncertainty Estimates () With Re-
cession Dummies (SPF)

Unemployment ol Dummy Dummy x v Constant
HO 0.29%#* 0.04 0.05 -0.03%**
(0.03) (0.04) (0.08) (0.01)
H1 0.517%* 0.06 0.08 -0.05%+*
(0.03) (0.06) (0.08) (0.02)
H2 0.61%+* 0.07 (.21 %% -0.06%+*
(0.03) (0.07) (0.07) (0.02)
H3 0.71%*  (0.13* 0.12%* -0.06%**
(0.02) (0.07) (0.07) (0.02)
GDP
HO 0.81%#K (. g2%k* -0.10 0.13*
(0.04) (0.32) (0.12) (0.08)
H1 0.91%FF  0.47* -0.07 0.04
(0.03) (0.26) (0.07) (0.06)
H2 0.95%** 0.05 -0.05 0.08*
(0.02) (0.20) (0.05) (0.04)
H3 1.00%**  -0.01 -0.03 -0.03
(0.02) (0.20) (0.05) (0.04)
CPI
HO 0.58%*%F  -0.10 -0.06 0.05
(0.03) (0.16) (0.05) (0.05)
H1 0.94%%%  -0.07 0.01 0.13%%*
(0.02) (0.11) (0.03) (0.04)
H2 0.98%**  -0.12 0.02 0.12%%*
(0.02) (0.09) (0.03) (0.03)
H3 0.94%F%  -0.06 0.06** 0.09%#*
(0.02) (0.08) (0.03) (0.03)

HAC standard errors in brackets. *** significant at 1%
level. Based on the average of forecasters.
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Table 1.6. Information Rigidity Estimation of Average Expectations (ﬁ)

CPI GDP Unemployment

SPF BBG SPF BBG SPF BBG
HO 0.78%FF (0.35%%%  0.17 0.33%F*  (.25%F* 0.30%*

(0.18) (0.11)  (0.17)  (0.10) (0.09) (0.17)
H1 -0.30 0.24%* 0.11 -0.08  0.25%** 0.58%*

(0.25) (0.13)  (0.42) (0.46) (0.09) (0.32)
H2  -0.80 -0.01 0.21 0.04 0.28** 0.77**

(0.64)  (0.18) (0.12) (0.61) (0.11)  (0.35)
H3 -0.19 -0.02 0.28*

(0.41) (0.07) (0.15)
Standard errors in brackets. * significant at 10% level, ** at 5%
level and *** at 1% level based on HAC errors. Based on the
average of forecasters with at least 30 observations.

Table 1.7. Information Rigidity Estimation of Individual Expectations (:25)

CPI GDP Unemployment

SPF BBG SPF BBG SPF BBG
HO 0.08%** -0.01 -0.05%F*  0.13%*F  _0.08%F*F  _(.42%**

(0.03)  (0.02)  (0.02)  (0.04)  (0.01)  (0.02)
H1 -0.59%** -0.32%**F _(.88%F* _(.24%** _0.20%FF _(0.40%**

(0.06) (0.04) (0.02) (0.08) (0.02) (0.02)
H2 -0.62%** -0.45%** -0.01 -0.30%F  _0.21°FFF  _(.44%F*

(0.07)  (0.04)  (0.01)  (0.13)  (0.02)  (0.03)
H3 -0.37%** -0.10%%* -0.32%%*

(0.08) (0.01) (0.02)
Standard errors in brackets. * significant at 10% level, ** at 5%
level and *** at 1% level based on RE panel estimation with
FGLS errors. Based on forecasters with at least 30 observations.
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Table 1.8. Information Rigidity Estimation of Instrumented Individual Expectations
(+5)

CPI GDP Unemployment

SPF BBG SPF BBG SPF BBG
HO  0.86*** 0.33*** (.16%** 0.31%F (0.25%%F  (.35%**

(0.14) (0.05) (0.05) (0.04) (0.03) (0.05)
H1 -0.31%** 0.20%** 0.03 0.27%%  0.23%** (. 72%**

(0.09) (0.07) (0.29) (0.13) (0.03) (0.08)
H2 -0.96***  -0.07 0.20%  0.60*** (.209%**  (.92%**

(0.12) (0.08) (0.12) (0.21) (0.03) (0.07)
H3 0.21 0.00 0.26%+*

(0.14) (0.08) (0.03)
Standard errors in brackets. * significant at 10% level, ** at 5%
level and *** at 1% level based on two-stage least squares RE
panel estimation with FGLS errors, where the average revision
is used as an instrument. Based on forecasters with at least 30
observations.

Table 1.9. Individual Level Joint Rigidity and Uncertainty Estimates ()

CPI GDP Unemployment
BBG SPF BBG SPF BBG SPF
HO 0.39%%F  0.56%**  0.62%**  (Q.71%%F  (.39%FF  (.31%**
(0.01) (0.01) (0.01) (0.01) (0.01)  (0.01)
H1 0.66%%* (0.93***  (.87%F (.86***  (.55%HF (. 52%**
(0.01) (0.01) (0.01) (0.01) (0.01)  (0.01)
H2 0.79%FF  0.97***F  (.93%6F  (.88%**+ (.66%**F (.61%***
(0.01) (0.01) (0.01) (0.01) (0.01)  (0.01)
H3 0.88%** (.96%F*F+ (.95%** (. 92%**+ (. 7386k (. 68%**
(0.01) (0.01) (0.01) (0.01) (0.01)  (0.01)
HAC standard errors in brackets. *** significant at 1% level
based on panel estimation. ™ significantly different to the aggre-
gate level estimation at the 5% level.
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Table 1.10. Estimated Individual Level Delay Due to A

CPI GDP Unemployment
BBG SPF BBG SPF BBG SPF
HO 0.03 0.10 0.03 0.00 0.34 0.25
H1 -0.05 0.00 0.00 0.00 0.64 0.19
H2 -0.29 0.00 0.00 0.00 0.58 0.19
H3 0.00 0.00 0.12

2
The numbers show ——==1
o +o
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to the additive contribution of information rigidity
to the overall delay using the instrumented A from
Table 1.8.
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Figure 1.2. Reaction to a Shock Under Different Assumptions (Based on BBG H1
CPI predictions)
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2 Discrepancies Between Survey-Based Inflation and the CPI

2.1 Introduction

This chapter estimates to what extent differences in weightings can explain the dis-
crepancies between the official consumer price index (CPI) inflation and the inflation
rate participants of consumer surveys report.

Since 1985, the median participant in the University of Michigan Surveys of Con-
sumers predicted one year ahead inflation at 3% on average. This is in stark contrast
to the official inflation measure remaining around 2.6% on average and the average
participant of the Survey of Professional Forecasters (SPF) predicting an inflation
rate of 2.8% for the same period. Participants in consumer surveys thus anticipate a
higher inflation rate than the official measure. This difference has become even more
pronounced since 2010, where the median participant still predicted 3%, but the CPI
inflation rate dropped to 1.7% and the average in the SPF to 2.0%.%°

To explain this difference, the literature so far mainly focused on biased percep-
tions by all or a subset of the consumers.?’ This chapter looks at an alternative
explanation for this discrepancy.

It is a well-known fact that different parts of a population can experience different
changes to their costs of living. For example, Stewart (2008) has shown that the
elderly in the US saw a 0.2 percentage points higher increase per year in their con-
sumption basket than the official CPI-U measure would suggest over a 25 year period

by re-weighting the CPI to better reflect the spending habits of the elderly. As Prais

9The differences are larger if the average prediction by participants is used instead of the median.
This is because there are many outliers at the upper end that cause an even higher difference. In
that case, inflation was predicted at 3.8% in both samples. The explanation in this chapter tackles
the difference after purging the data of these outliers. The average in the SPF is based on the
compounded quarter over quarter numbers.

20E.g. Gramlich (1983), Souleles (2001), Carroll (2003a), Souleles (2004), Pfajfar and Santoro
(2008), Bruine de Bruin et al. (2010), Meyer and Venkatu (2011), Coibion and Gorodnichenko
(2015b), Trehan (2015), Malmendier and Nagel (2015) or Binder (2017).
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(1959) showed, the CPI weights agents according to their expenditure. This weight-
ing is different from the one used in consumer surveys. There, every participant gets
the same weight independent of the individual spending.?!

This chapter shows how the difference in weighting can explain a substantial part
of the discrepancy between the consumer surveys and the official CPI. In turn, this
implies that differences in the inflation rates experienced by different agents in the
economy are a substantial driver of the discrepancy. Due to the construction of
the CPI, reweighting it for specific subgroups only captures part of the difference in
inflation rates. For example, previous research on reweighting the CPI according to
the weights used in the consumer survey showed rather insignificant differences in
inflation rates.?? This chapter shows that the small difference is to a large extent due
to limitations in the CPI. The official CPI thus cannot be decomposed into subgroups
to estimate the inflation rates of specific subpopulations. Other inflation measures
like the personal consumption expenditure (PCE) deflator or the GDP deflator have
the same issue.

This adds an additional source of bias in the CPI, largely ignored in previous
research about biases in the CPL.23 It is shown that the CPI focuses only on large
spenders, with the top third of spenders having a weight of two thirds. This contrasts
to consumer surveys, where every consumer has the same weight.

The "Teuro” debate around the introduction of the Euro in 2002 (e.g. see Junger-

mann et al. (2007) and Brachinger (2008)) and the broader debate around Mestre

2INote that this issue is distinct from commonly discussed weighting issues like the substitution
bias in the CPIL. For the issue discussed in this chapter to arise, it is necessary to have multiple
agents with heterogeneous preferences. The substitution bias still exists, even if there is only one
agent. The term inflation in this chapter is captured by the price change in the consumption basket
of the specific (sub-)population.

22E.g. see Muellbauer (1974), Deaton (1998), Kokoski (2000), Izquierdo et al. (2003) or Ley
(2005).

23E.g. the Boskin et al. (1996) report and Boskin et al. (1998) give an overview of earlier findings
in the literature for the US and have led to several changes to the way the Bureau of Labor Statistics

(BLS) calculates inflation. In more recent reviews like Lebow and Rudd (2003), Gordon (2006), Reed
and Rippy (2012) or Johnson (2006), the focus largely remains on the same issues.

33



(2007) or Arioli et al. (2017) are also related to this difference. When the Euro was
introduced, many consumers felt that prices were increased along with the currency
change over, which did not show up in the official CPI. This chapter shows as well
that the index of perceived inflation introduced by Brachinger (2008) to capture the
difference between consumer surveys and official inflation measures only captures part
of the difference.

The remainder of the chapter is structured as follows: The next section shows how
the differences in weighting can cause a discrepancy in inflation. Section 3 explains
the US and Euro Area data used in the analysis. Section 4 estimates the discrepancy

that can be attributed to the weighting, while Section 5 concludes.

2.2 Theory

The consumer price index (CPI) in most countries is constructed in a two-stage
method, based on the Bureau of Labor Statistics (BLS) consumer expenditure sur-
vey as described in ILO/IMF/OECD/UNECE/Eurostat/The World Bank (2004) or
Bureau of Labor Statistics (2015). In the first stage for the US, 211 elementary price
indices for individual good categories are tracked for 38 different index areas.?* These
elementary indices are estimated for the entire population; they are not available for
subpopulations and must remain fixed even if the weights are altered for the different
subpopulations. Hence, reweighting the elementary indices of the CPI to match the
consumption pattern for populations of a specific age, gender, income or education
still assumes that, for example, the same prescription drugs are consumed by each
population. Due to this, inflation rates for subpopulations based on the CPI method-
ology are likely to underestimate the true differences in the inflation rates. This also
holds for sub-indices like food inflation or core inflation.

In the second stage, the 8,018 area-item price indices are aggregated into the

24For example, the elementary indices are breakfast cereal, eggs, prescription drugs, new cars and
trucks etc.
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official CPI using the expenditure weighted Laspeyres formula:

CPI, = CPI,_, Z ﬁfzm,t_l , (2.1)
where e;, is the expenditure on item category 7 in area a and R;, ¢~ is the ratio of
the new area-item price index value over the old one. The expenditure values are
obtained by merging two independent consumer expenditure surveys.?> Given that
each of the surveys covers a subset of the items, only the aggregate expenditure can
be calculated, and not the expenditure shares of individual consumers.

As Prais (1959) showed, this way of calculating the weights calculates the infla-
tion rate of aggregate consumption and not the average of individual inflation rates.
This is in contrast to the inflation expectations of consumers, where the average or
median of individual expectations of inflation rates is considered. In the University of
Michigan and the FRB New York surveys, the relevant question asks what inflation
rate consumers expect over the next twelve months. As this question does not specity,
which inflation rate consumers should predict, consumers might pick their own infla-
tion rate or the official CPI or some other measure. Given the strong predictive power
of demographic variables (e.g. see Souleles (2004) or Meyer and Venkatu (2011)), it
will be assumed that agents predict their own inflation rates.?¢

To make this argument stronger, the Michigan survey also asks about how gaso-
line prices change continuously for the period February 2006 to December 2017. If
the difference between the CPI and the consumer survey is just caused by poorer con-

sumers being biased upward, one would expect this to show up in the prediction of

25The first survey is the diary survey, which records daily expenses and tracks the household
expenditure over a two week period. It tracks frequent and small purchases. The second survey
is the interview survey, which collects data on purchases over the last quarter. It tracks larger or
regular expenditures.

26 As shown in Hobijn and Lagakos (2005), different demographic groups can have different inflation
rates for extensive periods. While some authors argue that these differences are small (e.g. Bruine de
Bruin et al. (2010)), they are also likely underestimated due to the problems regarding the elementary
indices being the same across agents described above.
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gasoline prices as well. The average gasoline price increase predicted since February
2006 is 2.6 percent year over year for the bottom tercile and 3.4 percent for the other
two terciles. Since the gasoline price fell by an average of 0.5 percentage points per
year, the bottom tercile is most accurate. This implies that low income consumers
are not more biased and not less accurate than high income consumers in their ability
to predict one specific item of their basket (in contrast to Carroll (2003a) or Meyer
and Venkatu (2011) for example).

The weighting of the CPI also implies that large spenders have a much higher
weight in the official measure than in consumer surveys as the below example shows:
Assume there are only two consumers and the two goods food and transportation
with the expenditures shown in Table 2.1. Based on the CPI weighting, food will
have a weight of 41.5% in the aggregate CPI and transportation 58.5%. In contrast,
in the consumer survey, food will have a weight of 45% and transportation 55% - the
average expenditure shares of the two agents.

In general, because of the heterogeneity in consumption patterns mentioned above,
the two inflation measures should be expected to be different from each other in
most periods. There are essentially two cases where the two measures will lead to
the same inflation rate for most periods. In the first case, the inflation rates of
goods always behave in such a way that aggregating them according to the two ways
lead to the same inflation rate (e.g. everything has the same inflation rate). The
other case requires the consumption pattern of all consumers to have the Antonelli
(1886), Nataf (1953) and Gorman (1960) form expenditure function. That is, for
all consumers the expenditure for all goods is linear in overall expenditure of that
consumer. Unfortunately, neither of the two cases is realistic, as any expenditure
survey and CPI category breakdown can easily show.

To get an estimate of the potential magnitude of this issue, it is important to

check how large the differences in weights are. Based on the 2014 BLS consumer
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expenditure survey, the top one third of spenders make up two thirds of the weight in
the CPI, or twice the weight of the corresponding group in the consumer expectation
survey. Conversely the bottom third of spenders make up less than 8.5% of the weight
in the CPI; slightly more than a quarter of the weight that the corresponding group
in the consumer expectation survey has.?” This large difference is another reason
why the CPI should not be used to measure the inflation experience by subgroups.
For example, the poor might have substantially different inflation rates from other
populations, and yet the overall CPI puts most weight on the large spenders while
the poor have a negligible weight in the overall index. Other reasons include that the
elementary indices might not be representative of the subpopulation of interest and
that the surveys cannot be combined for subgroups.

This strong difference in weightings can also lead to big and persistent differences
in inflation rates without any biases in consumer expectations. To assess how much of
the differences can be explained by the different weightings, it is necessary to weight
both inflation measures the same way.?® The consumer surveys are re-weighted below
to reflect a weighting as close to the CPI as the available data allows and are then
compared. The reverse reweighting (i.e. reweighting the CPI) as shown below allows
assessing how large an issue the common elementary indices, the limitations of the
surveys and other issues in the CPI are.

The index of perceived inflation assumes that occasional large purchases are caus-
ing the main difference in price changes. For example, most households are not buying
a car every period and households that buy a car in a given period are likely to have
a larger expenditure than the ones that do not. The index of perceived inflation

lowers the weight on these large purchases (e.g. cars) and puts a higher weight on

27If income is used instead of spending, the top third has a weight of around 50% and the bottom
third of around 13%, leading to a smaller but still significant difference

28The survey inflation measure consists of expectations about the future, which needs to be taken
into account as well when comparing the inflation measures. To this end, the Survey of Professional
Forecasters (SPF) will be utilized below as a crosscheck.
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regular purchases (e.g. food), which will make the index more similar to the weights
in the consumer surveys. While this index will reduce the difference, it will not fully
resolve the difference. For example, the consumption basket in New York is likely
to be priced very different from the same consumption basket in a small town a few
hundred miles west of New York City. This results in any person in New York City
having a much higher weight in both the index of perceived inflation or the official
CPI, while every household has the same weight in consumer surveys.

To assess how large a discrepancy the difference in weights causes, inflation data
for the US and Euro Area are analyzed. Both consumer expectations as well as

demographic information are necessary to properly reweight the measures.

2.3 Data

The University of Michigan and the Federal Reserve Bank of NY (FRB NY) consumer
surveys, including their demographic breakdown, are utilized to create the reweighted
indices. Both surveys ask consumers about their inflation expectations for the next
12 months and break down the responses by income groups, which will be used to
approximate the CPI weighting. Given that these surveys are prone to have quite a
number of outliers, the median response is utilized. The Michigan survey is conducted
on a monthly basis and data back to 1985 is used for the comparison to avoid the
high inflation period in the US. The FRB NY consumer survey is also conducted on
a monthly basis but was only started in June 2013.

For the CPI, the BLS Consumer Expenditure Survey public-use microdata for
2014 is used for the weighting. It consists of two separate and independent sections.
The interview section is conducted every month and asks households about their ex-
penditure in the past three months. The survey is targeted to create a representative
sample of US consumers and included more than 30,000 individual observations for

2014. The diary section is conducted every week and asks households to record all
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purchases for a two-week period. The BLS then combines these two surveys to come
up with the CPI weights. As the households surveyed are not the same in both
sections, it is not possible to combine the two sections into a weighting where every
household has the same weight. Only the interview section is thus used, which covers
most types of expenditure.?”

For the price data, the (revised) monthly CPI data released by the BLS from 1985
to 2017 is used. Reweighting the CPI can only be done from 1993 onwards as it is
the first year when the BLS published the sub-indices for all eight major categories
separately.

In addition to this data, the Survey of Professional Forecasters (SPF) is used to
obtain one-year-ahead predictions for CPI inflation. As for the survey data above,
1985 is the cutoff year used to exclude the high inflation period. The quarter-over-
quarter predictions in the survey are compounded to create one year ahead year-over-
year predictions.

Figure 2.1 below shows the one-year-ahead inflation prediction based on the SPF
and the Michigan consumer survey as well as the actual inflation rate corresponding
to the prediction. It is important to note that while the SPF and the actual inflation
more or less track each other, the Michigan survey is below until the mid 1990s
and above since. One reason for this shift could be the changes at the fed, where
inflation targeting became more firmly established. Towards the end of the sample,
the Michigan survey gets back in line with the CPI after an extended period of a
substantial gap.

For the Euro Area data, the EU Commission’s consumer survey is used. In con-
trast to the US surveys, the EU survey does not collect inflation rate numbers but
only directional data. The survey then creates a weighted average to come up with

an overall inflation index that is highly correlated with the official Harmonized Index

29This approach is also taken by Kokoski (2000).
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of Consumer Prices (HICP) inflation as Figure 2.2 shows.?* The figure compares the
year over year inflation rate in the Euro Area from 1997-2015 to the survey percep-
tions of inflation over the past 12 months for all participants and separately for the
4th income quartile. The starting date is chosen to be two years before the Euro

introduction to ensure exchange rate movements do not cause distortions.

2.4 Empirical Application

As discussed in the introduction, there is a clear difference between the consumer
survey-based inflation expectations, professional forecasts of the CPI and the official
CPI. To estimate what extent of the difference is caused by the different weights, it
is necessary to reweight one of the measures to match the weighting of the other.
First, the consumer surveys are reweighted to approximate the weights of the CPIL.
However, to reweight the consumer surveys according to the CPI weighting, one would
need a breakdown of predictions according to their consumer spending. As this is
not available, it is here approximated by the closest available demographic variable,
which is income. In addition, the University of Michigan Surveys only report median
expectations per income tercile and thus the median inflation reported by the tercile
with the highest income is used as a proxy for this survey. A similar issue arises for
the FRB NY survey and there only consumers with income above 100,000 USD are
used.3!

Table 2.2 shows the average inflation prediction of the various inflation measures.
From the long horizon numbers, it is clear that all surveys predict higher inflation rates
than the CPI. However, the upward bias relative to the SPF vanishes if the Surveys

of Consumers are reweighted to put a large weight on large spenders. Indeed, from

30The Euro Area HICP is the equivalent to the CPI in the US. Each EU member state is required
to calculate their own HICP, which is standardized and is then aggregated into the Euro Area index.

31There is the additional difficulty: The income thresholds in the FRB NY survey is constant in
nominal terms, which will cause the group of respondents in the top category to grow over time.
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all demographic breakdowns available in the University of Michigan survey, the one
shown in the table below comes closest to the official CPI. At the same time, changing
the weighting reduces the upward bias relative to the actual CPI inflation by more
than half.

To show that the results are not just due to some periods, Figure 2.3 shows
the difference between the top income tercile as well as the overall Michigan survey
and the official CPI for many time periods. The figure shows that the difference is
clear since the early 1990s and has become even more pronounced recently. This is
also the reason why in Table 2.2 the most recent period is added separately. Given
that the high income individuals tend to report a lower inflation rate than the lower
income individuals, this has important inequality implications. If they report their
actual inflation rates, this implies that inequality increased and increased much more
quickly recently. This is because the inflation rate faced by high income consumers
is lower than the one faced by low income consumers.

For the past seven years, the reweighting is again able to significantly reduce the
difference between the actual and survey-based measures. However, the difference to
the SPF is still substantial. These last few years saw particularly low inflation rates
and the difference in weights caused an even larger discrepancy than for the longer
period. As is shown below, reweighting the official CPI shows some pronounced dif-
ferences during that period as well. This suggests that a substantial part of the
discrepancy can be explained by the different weights. Unfortunately, it cannot be
determined how much of the remaining difference is due to biased perceptions and
how much is due to the limitations of the approach used in this chapter as low infla-
tion periods appear to lead to greater divergences in inflation rates across spending
patterns. One thing to note is that while more of the difference is explained in this
period (0.4 percentage points), the share explained is smaller than for the full period

(50% vs. 25%).
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The results for the average inflation rate are in line with the theory: The discrep-
ancies between survey-based inflation and the official CPI vanish once the weights
are adjusted. Another test of the theory is how the inflation rates are correlated with
each other. Table 2.3 shows the correlation between the actual inflation rate and the
various expectation measures as well as the correlation of the SPF with the various
expectation measures. It is clear that the high income consumers have a higher cor-
relation with both. However, the correlation with the actual inflation rate is much
lower than the one with the SPF. Of all other available demographic breakdowns, the
young people and consumers living in the north east region have a higher correlation
with the actual inflation rate than the high income consumers. This persists for the
young people with the SPF as well, but the difference is small in all cases. Further
research might be able to determine if these groups tend to be among the largest
spenders or if there is some other reason for the high correlation. For the most recent
period, this analysis is not repeated, as most correlations turn negative due to the
unanticipated low inflation during that period.

The Euro Area survey can be rescaled to be on a similar scale as the official HICP.
This provides a rough estimate of how different the inflation rate would be. The
average official HICP over this period was 1.77% year-over-year, and the consumer
survey of all consumers is calibrated to that value. Using the same rescaling for the
consumer perceptions of the top income quartile, this number drops to 1.36% year-
over-year. The difference in weightings thus appears to cause a similar 20-40 basis
point difference every year as in the US. Comparing the correlations between the
series shows a higher correlation of 0.81 for the high income consumers and 0.79 for all
consumers. The higher correlation of high income consumers is also indistinguishable

from the correlation of male respondents, which has the highest correlation.
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2.4.1 Reweighting the CPI

As discussed above, reweighting the CPI will not be usable to obtain inflation rates
close to the ones experienced by the subpopulations of interest. This is mainly due to
the limitations of the consumer expenditure survey and the fact that the elementary
indices are the same across demographics. However, if a specific subpopulation has
a temporarily much higher inflation rate than another, reweighting the CPI might
point in that direction as well, even if the magnitude is not accurate.

Figure 2.4 shows the CPI weighted according to the eight major expenditure cat-
egories of the 2014 interview section of the consumer expenditure survey: first, in
the same way the official CPI is weighted (”Dollar Weighted”) and second like the
consumer surveys are weighted (" Population Weighted”). While the two CPI weight-
ings do not show a clear difference over the entire period, there are clear differences
in certain periods. In periods with low inflation, the spending weighted CPI shows
much lower inflation rates than the population weighted one. The converse is true
when inflation is high.

This suggests that the results in Table 2.1 about the most recent period might
underestimate how much of the difference is explained by the weighting difference.
The difference is much larger during periods of low inflation relative to other periods as
shown in Figure 2.4. At the same time, the table only showed a minimal increase in the
difference. Given that the reweighting is only an approximation, this approximation
might underestimate the difference for low inflation periods.

For the Euro Area, no similar reweighting is possible as the Euro Area index is
based on the indices for each country. Every country within the area has its own

consumer expenditure survey and some cannot be easily obtained.
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2.5 Conclusion

The analysis in this chapter showed that in general, the consumer survey inflation
measures and the official CPI track different inflation measures. Due to this, the two
measures can only be compared if they are weighted the same way. This chapter
reweighted consumer surveys to match the weighting of the CPI and showed that
this reweighting can explain why on average, the consumer surveys report a higher
inflation rate. Indeed, over a long time span, consumer survey expectations are shown
to have no overall upward bias beyond the one also found in surveys of professional
forecasters. Indeed, instead of the more than 0.4 percentage points overprediction
of inflation, inflation is only overpredicted by 0.2 percentage points, the same as
professional forecasters in the SPF. Given there are clear limitations in reweighting
the CPI or consumer surveys, further research might be necessary to determine if the
temporary biases found are due to the weighting or due to individual biases.

The analysis also showed that the CPI cannot be disaggregated into subgroups.
Doing so will greatly underestimate any differences in inflation rates between groups
and could be one of the reasons, why previous research only found minimal differences
between the average of inflation rates and the aggregate inflation rate. This also
strongly supports that the CPI should not be used to index the poverty line, salaries
or pensions as it might considerably over- or underestimate the inflation rate any

subpopulation faces.
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2.6 Tables and Figures

Table 2.1. USD Expenditure in Food and Transportation for Two Consumers

Consumer 1 2 sum
Food 3,000 (50%) | 14,000 (40%) | 17,000 (41.5%)
Transportation | 3,000 (50%) | 21,000 (60%) | 24,000 (58.5%)
Expenditure shares in brackets.

Table 2.2. Average Inflation (Expectations)

1985-2016 2010-2016
Actual 2.62 1.67
SPF* 2.81 1.96
Michigan Median Expectations 3.05 3.04
Michigan 3rd tercile 2.79 2.68
FRB NY Expectations™®* 2.87
FRB NY over 100k** 2.69

The table shows the year over year change in CPI inflation for
the actual and one year ahead expectations for all other rows.
*SPF is the compounded year over year change based on the
quarterly path. **2013-2016

Table 2.3. Correlations Among Inflation Measures

CPI SPF
Actual 1 054
SPE* 054 1
Michigan Median Expectations 0.06 0.43
Michigan 3rd tercile 0.17 0.57

The table shows the correlation between the
actual and various year over year inflation ex-
pectation measures. All numbers are based
on the quarterly averages. *SPF is the com-
pounded year over year change based on the
quarterly path.
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Figure 2.1. Year-Over-Year Inflation in the US
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3 Capital Flows, Portfolio Diversification and the Lucas Puzzle

3.1 Introduction

This chapter shows that the long-run pattern of international net capital flows can
be explained at least in part by international consumption risk smoothing. Standard
consumption models such as the contingent claims model, the Lucas tree model or a
CCAPM model have been previously used to explain the long run return differentials
across countries (e.g. Lustig and Verdelhan (2007), Hassan (2013), Berg and Mark
(2016) or David et al. (2014)). In the usual specification of these models, all asset
trade happens in the first period. In subsequent periods, there is no asset trade
and there should thus never be any net capital flows. A variation of these models
is introduced that includes two mechanisms which create long run flows between
countries. Namely, (1) the possibility of default and (2) the emergence of new assets.
Both together force agents to reweight their portfolios every period in a consistent
matter, similar to the mechanism in Caballero et al. (2008).

Subsequently, it is shown empirically that the long-run international net capital
flows, as displayed for a subset of countries in Figure 3.1, are consistent with agents
trading assets every period.?? In particular, empirical results suggest that countries
that have a high (low) correlation with the global cycle also tend to have high net
capital outflows (inflows), an outcome that is consistent with the predictions of the
model.

The empirical findings also contribute to inter-temporal risk smoothing models
and thus global imbalances (e.g. Obstfeld and Rogoff (1996), Gourinchas and Rey
(2007) or Felbermayr et al. (2017)), where any borrowing must be repaid in the
future. Countries with favorable correlations with the global cycle will have a much

higher valuation of their assets than countries with less favorable correlations. At the

32As in the figure, net capital flows are proxied by the current account balances of countries.
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same time, all countries will have the same portfolio under perfect risk smoothing.
This causes countries with unfavorable correlations to use their consumption good for
purchases of assets from countries with more favorable correlations. The model thus
predicts that countries could potentially have net capital inflows forever even if the
initial (net) asset position was zero, provided the correlations do not change. This
finding suggests that countries might not have to balance all their net capital flows
at some point in the future.

This empirical finding also has important implications for the Lucas (1990) puzzle
and its reiteration by Gourinchas and Jeanne (2013) - that is, the question of why
capital does not flow to where the returns are highest.?®> There have been numerous
attempts to explain this puzzle and the empirical findings offer a new explanation.®*
In particular, this new model predicts that not only returns follow cyclical correla-
tions, but also flows. Thus capital primarily flows to countries that best insure against
global consumption risk.

This chapter also contributes to the literature on the stability of international
portfolios. Kraay and Ventura (2002) and Kraay and Ventura (2000) showed that
international portfolios are very persistent. Given correlations across countries are
also relatively stable over time, this model would also predict fairly stable portfolios.

Finally, this chapter is also related to the extensive literature on the determinants
of the current account, given the close relationship between the current account and

net capital flows.?® The model has a simultaneous determination of the current ac-

33There are essentially two possible ways to resolve the Lucas puzzle: either all returns are only
perceived not to be equalized, or there is a mechanism that causes capital not to follow returns.
Note that the first of these might still result in puzzling long run net capital flows. This chapter
focuses on the second.

34Some examples in the literature on capital flows include Gertler and Rogoff (1990), Tornell
and Velasco (1992), Chinn and Prasad (2003), Reinhart and Rogoff (2004), Portes and Rey (2005),
Lothian (2006), Caselli and Feyrer (2007), Prasad et al. (2007), Alfaro et al. (2008), Aguiar and
Amador (2011) and Aguiar and Amador (2011).

35¢.g. Chinn and Prasad (2003), Raddatz et al. (2017), de Ferra et al. (2017) or Guschanski and
Stockhammer (2017).
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count and net capital flows. The new driver of net capital flows is tested against
drivers of the current account and it is shown that the new model offers an additional
determinant of the current account. It is important to note, that while the new model
and subsequent empirical results have some implications for net capital flows, there
are no clear implications for overall gross capital flows.

The remainder of the chapter is structured as follows: The model is presented
in the next section, including a description of the cyclical behaviour. The following
section presents the data used to test the model empirically. The main empirical
results as well as a series of robustness checks are presented in the next section and

the last section concludes.

3.2 Model

The initial model is the standard consumption capital asset pricing model (CCAPM)
as detailed in Lucas (1982) or Lucas (1978) for example. In this endowment economy
model, there are n > 2 agents i that maximize the discounted expected utility U of
one consumption good Cl.

Agents can trade claims on their endowment w;; priced ¢;. While the expected
endowment is constant across agents E(w;;) = w, it fluctuates both across agents and
time. There is thus both idiosyncratic and aggregate risk. An analogy to this setup in
a two agent world would be two agents having identical apple trees and one is north
of the equator and the other south of the equator. While the trees are expected to
produce the same number of identical apples over the course of one year, the opposite
seasons will cause only one tree to produce apples at a specific time. The aggregate
risk can be captured by having years with favorable and years with adverse weather.

The constrained optimization problem then becomes
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t (.
Inax ; B EU(Cit)] (3.1)
s.t. Cit + Z eij,t+1q]‘t - Z eij,t(wjt + th) (32)
j=1 j=1

where 5 € (0,1) is the discount factor and 6; ;; is the claim by agent i on agent j’s
endowment in period t. The first order condition when maximizing the Lagrangian

L of agent i with multiplier \; for the inequality constraint then becomes

dL;
dB;jt11

= —q;:U'(Cit) + BEU (Cit1) (Wjt1 + Gjes1)] + A (3.4)

=0 (3.5)

In the symmetric equilibrium, 6;;; = 1/n Vi,j,t and thus A\; = 0 Vj. Rearranging

leads to
U'(Cit11)

1= £l U'(Ci)

B+ 750l (3.6)

the standard expression for a consumption CAPM model, where 7, is the return on
the claim on agent j’s assets (e.g. see Lustig and Verdelhan (2007)). In this model,
there is a positive relationship between the return on the asset and its correlation
with consumption growth. Assets which have returns that are highly correlated with
consumption growth do not provide insurance and yield higher returns than assets
that exhibit a low correlation. Because by assumption, all expected endowments
E(w;) are the same, there is a negative relationship between the price g;; and the
return of an asset.

To clear the market, it is imposed that the sum of consumption cannot be more
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than the sum of endowments.36

0> (wy—Cy) Vi (3.7)
i=1

Because this model is an endowment economy, the consumption of country i will
simply be the average endowment across countries in equilibrium. That is Cy =
%2?21 wy and the growth rate of consumption is equal to the growth rate of global
endowments.

The portfolio shares do not change over time, and the net capital inflow of country
i is defined as the net purchase of domestic assets by foreigner minus i’s net purchase
of foreign assets. It is thus the change in the asset position of the country over time
or more specifically

NC.[,L = —CAZ = 9;7tqt — 02,1&—}-1%' (38)

In the first period, countries only hold home assets (i.e. 6jgo = ¢;) and must purchase
foreign assets by selling domestic assets or the consumption good. In doing so, coun-
tries will have net capital flows that are not equal to zero. In particular, countries
that are highly correlated with the global cycle will have to use part of their consump-
tion good to purchase the foreign assets and have a negative net capital inflow, while
countries that are little (or even negatively) correlated with the global cycle will gain
consumption good by selling their domestic assets and get a high net capital inflow.
In all subsequent periods, all countries hold optimal portfolios and capital flows are

Zero.

3.2.1 Introducing Long-Run Flows

To obtain persistent net capital flows, it is necessary to introduce asset trading re-

strictions. A similar assumption is made as taken in Caballero et al. (2016), Tirole

36 A similar condition would be to impose that the shares in future endowment cannot sum to
more than one.
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(1985) and Domeij et al. (2015), which feature two potential mechanisms leading to
persistent flows. The first one is for assets to randomly default and get replaced with
new assets that cannot be traded before they are created. Due to the default, the
asset cannot be simply rolled over, which would have no effect on the net capital
flow.?” The second mechanism is growth created by new assets emerging that were
not previously tradable. For example, many I'T companies only emerged in the 1990s
or early 2000s and contributed significantly to growth in the following decades. The
same goes for government bonds, as newly issued bonds that are used to finance a
deficit were not previously tradable. This contrasts with the issuance of bonds to roll
over old debt, which were previously tradable. There is an additional minor assump-
tion inherent in both mechanisms that is worth pointing out: The initial ownership
of new assets emerging in country 7 is with the agents in that country.

The sequence of events in this economy is thus as follows: First, assets randomly
default and new assets are created and distributed to the home country. Second,
all countries receive their endowment. Third, all previously negotiated contracts
are executed. Fourth, markets open and agents can trade goods and assets. Fifth,
markets close and goods are consumed.

Agents will have the following adjusted budget constraint as compared with equa-

tion 3.2

Cite + Y Oigenre = ) Ouga(l = 50) (wye + ye) + Yar(wie + gar), (3.9)
j=1

i=1

where ¢; captures the share of defaulting assets and +; the emergence of new assets in

country i. Agents can still obtain the same allocation as in the previous case; however

37For example, a bond maturing causes a payment by the issuer, which can immediately be used
to purchase another bond from the same issuer, causing no net capital flow. If there is a default
however, the payment by the issuer is not happening and to maintain the portfolio share of the
country, it is necessary to purchase a new asset. This new asset is likely a different issuer in the
same country.
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they will need to engage in asset trading every period. If agents do not re-trade, they
will slowly end up with a portfolio that only consists of home assets.
The first order condition is again very similar to the one without persistent flows,

the only difference being that there is a (1 — £;,11) reflecting asset default.

dL;
dO;je41

= — ;U (Cit) + BE[U (Citg1) (1 = jeq1) (Wje1 + Gies1)] + A (3.10)

As the default will just lower the return, the equation can easily be transformed into
the CCAPM form of equation 3.6. Despite the now overall lower returns, it is still
true that assets in countries that are highly correlated with the global cycle will have
higher returns and lower prices, relative to assets in other countries.

To minimize the variance of the right hand side of equation 3.9, agents will have

_ l—ejpp1tyje41 . . _ l—eir1+(1—n)vieq1 .
to choose 0;jt41 = m Vj # i and Oy = e, This way, agents

will only be affected by aggregate shocks, as they hold the symmetric portfolio at the
time they receive the endowment. After receiving the endowment and once markets
open, agents will have to buy more foreign assets and sell home assets. Otherwise
they will slowly be overweight on home assets. Countries that are highly correlated
with the global cycle will have to use their consumption good to obtain foreign assets,
while countries that have a low correlation will gain consumption good. Unlike the
situation in the previous section, this pattern will repeat itself in every period, causing
net capital flows in every period as well.

In this model, this implies that along with the return correlations across countries,
there should be a similar net capital flow correlation across countries. Countries that
are highly correlated with the cycle should see steady negative net capital inflows,
while countries that are uncorrelated with the global cycle should see steady positive
net capital inflows. This model thus links net capital flows to the CCAPM model.

Testing if net capital flows follow the same pattern as returns is thus another
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indirect test of the consumption CAPM model. If there is continued trading in
a similar pattern in every period as suggested for example by Kraay and Ventura
(2002), and returns are driven by the correlations as suggested for example by Lustig
and Verdelhan (2007) or David et al. (2014), the modified consumption CAPM model
should be able to explain net capital flows as well.

One interesting implication of the model is that countries with negative net capital
inflows will always have them, provided the correlation is constant. An intuitive
way to rationalize this is that countries are not only borrowing and lending but also
purchasing insurance. For some countries with unfavorable correlations, the premium
for the insurance includes some of the consumption good.

At the same time, the model says very little about overall gross capital flows.
For example, the model does not make any predictions as to how much of the flows
should be in equities, bonds or some other asset. Also, because the same net flows can
be achieved with different gross flows and countries have different sizes, one should
expect that gross flows do not follow the same pattern as net flows. Since countries
sell their home assets to purchase foreign assets, the two directional flows should be
correlated.

The standard consumption CAPM model also has difficulties explaining cyclical
movements in net capital flows. For example, Baxter (1995) showed that the current
account is counter-cyclical; countries with broadly balanced current accounts in the
long run, have current account surpluses during recessions and deficits during boom
phases. As net capital outflows should closely follow current account balances due to
the definition of the balance of payment accounts, net capital inflows should be highly
pro cyclical. However, the standard CCAPM model does not lead to any cyclical net
capital flows. After a potential trade in the first period, assets are never traded again,
and net capital flows must be equal to zero.

The CCAPM model with persistent flows however, has cyclical flows as well. If
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default or the introduction of new assets is stochastic, it can be checked how the net
capital flows behave under different scenarios. Suppose that there is a slowdown in
growth and ~;; is much smaller in one period than previously expected, while all other
endowments and defaults are exactly as expected. Then agent i will end up with a
portfolio that puts too little weight on home assets. Due to this, agent i will need to
sell fewer home assets than normal to get back to the optimal portfolio in the next
period. Agent i will still buy the same amount of foreign assets as without that shock
leading to a smaller net inflow or even net outflow. The converse is true, if agent
i exhibits a boom phase and v;; is much larger than anticipated. This is consistent

with the cyclical pattern of net capital flows.

3.3 Data

In order to test the hypothesis empirically, total factor productivity (TFP) growth
data is used to obtain the endowment correlation between countries. Some previous
research like Lustig and Verdelhan (2007) used durable consumption growth instead.
However, the choice of productivity growth allows to extend the scope of the analysis
as that data is available for more countries and for a longer time period than durable
consumption growth.

Country-level annual data is used covering the period from 1980 until 2011. This
gives a long-enough time frame to obtain reliable productivity correlations, as it in-
cludes both upturns and downturns; extending the dataset further into the past,
however, significantly reduces the number of countries included, as the data is un-
available for many of them. To get the endowment correlations in the new model,
productivity data from the Penn World Tables (Feenstra et al., 2013) and the Inter-
national Monetary Fund are used. The global productivity growth rates for a given
year are obtained by weighting the productivity growth rate of individual countries by

their USD GDP share during that year. Appendix C shows results if PPP GDP shares
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or US productivity are used instead. The correlation between this global productivity
and an individual country’s productivity is used for the analysis. Net capital flows
for each country vis-a-vis the rest of the world are proxied with the current account
balance, data which is based on the World Development Indicators database of the
World Bank. The panel is unbalanced, given that for some countries data are avail-
able only starting after 1980; countries for which data is only available for the last
decade are not included. This leaves 134 countries in the main sample (Appendix B
gives a list of countries included in the analysis).

For most of the analysis, the correlation for the entire period available is calculated

and thus a cross-section with one observation per country is obtained.

3.4 Empirical Results

In this section, the relationship between net capital flows and the calculated produc-
tivity correlation measure is analyzed using OLS; the results are presented in Table
3.1 and illustrated in Figure 3.2.38

Looking at the whole three-decade period, there is evidence of a negative, sta-
tistically significant relationship between net flows and the productivity correlation
measure; controlling for the level of productivity growth does not change this result.
Since data for a number of countries starts only after 1980, the sample is restricted to
start with 1990.3° A small decrease in the size of the coefficient is observed, from -8.4
to -7.2, but it nevertheless remains highly significant. Controlling for productivity

growth, as well as including a dummy for Asian countries, does not alter the results,

but this group itself does appear to be distinct and associated with net outflows. This

38Qutliers with current account balances higher than 20% of GDP on average over the analyzed
period are dropped from the analysis, which does not, however, affect the size of the sample very
much. The only country excluded as a result is Qatar, an energy exporter. Three other countries
(Brunei, Equatorial Guinea and Sao Tome and Principe) that are also in this category are dropped
earlier due to the lack of productivity data.

39Many new countries enter the sample at the beginning of this decade with the disintegration of
the USSR, and many formerly communist countries only start providing data at this point.
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is also consistent with Kraay and Ventura (2002), as there is a persistent flow unless
correlations between countries change.

While the core result is driven by having a large pool of countries included, they
are broadly robust to just including high income countries or developing economies
as Table 3.2 shows. The coefficients and significance decline, but there is still a very

strong negative relationship.

3.5 Robustness Checks

The analysis uses the current account balance as the measure of net inflows. It could
be argued that there are a number of factors that explain the current account balance
which is missing in the analysis; indeed, there is a vast literature on the determinants
of current account flows (e.g. Chinn and Prasad (2003)). Therefore a number of
variables that the literature suggests should have some effect on the outcome are
included as controls. All variables are averages over the period of interest. Among
these are the primary balance as a measure of the fiscal stance, log GDP per capita,
demographic variables which could be affecting long-term savings and investment
decisions, private credit to GDP, and the net foreign asset position (NFA) of each
country. Because for very few countries there is data on the controls available prior
to 1990, the regressions are only run from 1990 to 2011. Results of this analysis are
presented in Table 3.3.4°

Column 1 in Table 3.3, adds the primary balance; while it does have a significant
impact on net flows, it does not reduce the significance or size of the coefficient on
productivity correlation when compared with results in Table 3.1. All other controls
are added in column 2, which do not seem to significantly affect capital flows, with
the exception of population growth - higher population growth relative to global

population growth is associated with higher net inflows. In column 3, the primary

40The Asia dummy is not included here, as it did not impact the coefficient for the correlation.
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balance is removed again in order to increase the sample size. In all cases, the
productivity correlation coefficient remains negative and significant.

The period from 1980 until 2011 has also seen dramatic changes in growth rates of
GDP and productivity across countries, and the opening of capital accounts has been
accompanied by a steady increase in the volume of international capital flows. While
it has been established above that the negative relationship between productivity
correlation and net capital inflows holds over the period as a whole, it is important
to test whether that relationship holds over time and is not driven by a specific sub-
period. The sample is therefore split into separate decade-long periods, recalculating
the productivity correlations for each period separately. It should be pointed out,
in this case however, that looking at such short time periods comes with the risk of
including only one business cycle. The results of these robustness checks are given in
the first four columns of Table 3.4.

While the coefficients in all the decades remain negative, it does appear that there
is some change in the strength of the relationship between productivity and flows over
time, which is strongly negative in the 80s, diminishes during the 90s, again becoming
negative, and significantly so, in the 2000s, and holding up throughout the period of
the 2007 economic crisis. On the other hand, it does not appear that that crisis is
driving the effect either, as excluding it from the analysis (column 5) yields results
quite close to those in Table 3.1. However, the results for the decade regressions
(columns 1-4 in Table 3.4) should be interpreted with caution, first and foremost due
to the fact that within such short periods unique events or outliers might be driving
the correlation. In addition, at most one business cycle is included in the decades. A
case in point is the insignificance of the coefficient for the 80s, in column 1 - this is
driven exclusively by the data for Lesotho and Togo. The 90s, on the other hand, did
not include many recessions, which led to a lack of significance of the results. If in the

decade-specific regressions the productivity correlations are calculated over the whole
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sample period (1980-2011), then a highly significant (at the 1% level) and negative

relationship between productivity correlation and net capital inflows is shown.

3.5.1 Reserve and Exchange Rate Policies

As many authors, including Gourinchas and Jeanne (2013), have highlighted, there
are numerous other, non-market based factors that can affect capital low dynamics.
These may cause distortions which, if not taken into account, could invalidate the
analysis, since the flows are not driven by productivity but rather by a specific policy
mix. The most obvious among these are exchange rate and reserve policies that
might result in large build-ups of foreign reserves or public flows more generally. In
order to address this concern, countries that have seen a large build-up in reserves
are dropped from the regression. Both the average and maximum level of reserves
to GDP over the entire period are calculated, then the difference between the two is
taken. Countries where this difference is above 20% are dropped.** This approach
is structured so as to exclude countries in which the government either continuously
increases or decreases reserves (such as China) or have large shifts in reserves (such
as Botswana). As a result of this adjustment, 17 countries are dropped (Bahrain,
Bolivia, Botswana, China, Hong Kong, Iceland, Jordan, Lesotho, Malaysia, Malta,
Mongolia, Saudi Arabia, Singapore, Switzerland, Thailand, Togo, and Trinidad and
Tobago). As column 3 of Table 3.5 shows, the coefficient on productivity correlation

remains significant and negative, and at -7.7 very similar to the unrestricted sample.

3.5.2 Capital Controls

In addition to active reserve and exchange rate management, many countries explicitly

restrict capital flows, or certain types of flows, which can also reduce any potential

41The choice of the cutoff is to some extent arbitrary, so to make sure this particular one is not
driving the results, lower cutoffs are used as well; the results remain very similar. To show results
stand up to scrutiny the results of the more restrictive cutoff of 20% is reported.
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relationship between productivity correlation and net capital inflows. As a way of
controlling for these de jure restrictions, the literature typically applies the Chinn-Ito
index of financial openness (Chinn and Ito, 2006). Here, the index is rescaled to have
values between 0 and 100 and, as above in the case of reserves, different thresholds for
the value of the index are tested below which countries are excluded, e.g., less than
20 out of 100, as in Lustig and Verdelhan (2007). The significance and magnitude of

the coefficients again remain similar, as seen in column 5 of Table 3.5.

3.5.3 Aid Flows

Chinn and Prasad (2003) have stressed the importance of official flows in determining
overall flows - official assistance in the form of bilateral or multilateral aid flows is not
determined by market forces, that is, it might not be allocated by productivity - in
fact possibly the opposite - and hence could bias the analysis. Certainly, in the case
of some less developed countries, aid flows represent a sizeable share in overall inflows
and national income. Using World Bank data on net official development assistance,
led to all countries for which aid flows represented over 10 per cent of GNI annually
on average over the whole period in question to be excluded. This means excluding
the Central African Republic, Kyrgyzstan, Malawi, Mali, Mauritania, Mozambique,
Niger, Rwanda, Sierra Leone and Tanzania. A number of countries with a high share
of aid flows were not included in the analysis to begin with, as productivity data was
not available. It appears, however that aid flows are too small to distort the picture
for the countries in the sample. Results presented in Table 3.5, columns 1 and 2
indicate that the above adjustment for aid-receiving countries does not have an effect
on the significance of the previous results, while the coefficient itself decreases only
marginally. Starting the analysis in 1990 has a small additional effect on the coeffi-
cient on productivity correlation; however, it again remains negative and significant.

Results remain robust even when the adjustment for aid are combined with reserve
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flows, as shown in column 4 of Table 3.5.

3.5.4 Groupings

A potential issue with the country-by-country analysis is that there could be a lot of
"noise” in the data. This could be solved by instead focusing on groups of countries.
Countries are sorted according to average productivity growth and then groups of
both 10 and 20 countries are formed, after which the same analysis as before is
repeated for both sets of groups. Over the entire period, as well as only since 1990,
statistically significant relationships are found, as results in Table 3.6 show. The
coefficient is much smaller than previously, but the explained variance much higher.
The regression with 20-country groups might be more robust, as in the 1980s some of
the 10-country groups include only a handful of countries, due to the fact that data
for the others only becomes available starting with the 1990s.

In addition to testing this static version, dynamic groups are created as well.
Countries are ranked according to their productivity growth in each decade and the
same number of groups as in the static version are created. The four decades are
then joined and the analysis redone for groups with the results shown in Table 3.7.
Compared with the static results, the dynamic results are similar, but become more
significant. While these results might contain less noise, the resulting regression

includes very few observations.

3.5.5 Gross Flows

As pointed out in Section 3.2, the pattern documented for net capital inflows should
not be observed in gross flows. In order to test whether this is the case, World
Bank inward and outward FDI flows are used as a proxy and abstract from portfolio
flows. Figure 3.3 shows that overall gross inflows as a % of GDP indeed does not

follow a pattern similar to net inflows. At the same time, symmetric flows between
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uncorrelated countries should imply that inflows and outflows should be correlated.
This is indeed the case, as the correlation between inflows and outflows since 2005

(the earliest date for FDI net outflows) is 0.72.

3.6 Conclusion

The contribution of this chapter to the literature on the long-run net capital flows is to
show that there is strong empirical evidence showing that countries’ correlation with
the global cycle is a major driver of cross-country net capital flows. A simple model is
introduced that shows that introducing asset default and creation can lead to a similar
pattern. Indeed, countries whose productivity growth rates are highly correlated with
global productivity see little net inflows or even net outflows, while countries that are
not correlated with global productivity record net inflows. This suggests investors
hedge idiosyncratic risks and allocate their international investments with the aim of
reducing this risk; in order to do this, they are willing to forgo potential gains. The
findings indicate that the cross-country capital flow patterns which give rise to the
Lucas puzzle can, at least to some extent, be explained by risk smoothing behavior.
The strong negative and significant relationship documented between productivity
correlation and net inflows persists even after subjecting it to a variety of robustness
checks. In particular, a number of variables are controlled for that tend to explain
the current account and alternative explanations were tested such as capital controls
or reserve and exchange rate policies. The small change in coefficients throughout
the robustness checks suggests that the correlation is orthogonal to other variables.
Another big question that arises from the results is: What is driving these cor-
relations? It was shown that the correlation is very important for cross-country net
capital flows, but little information about what causes these correlations is available.
While it is likely that they are related to industry composition, geographic proximity

and idiosyncratic shocks, identifying the exact drivers of the correlations could have
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important policy implications. In particular, policy makers might be interested in

knowing how they can alter long run net capital flows.
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3.7 Tables and Figures

Table 3.1. Regressions 1-4

Dependent Variable: Net Inflows

0 ©) 3 @
1980-2011 1980-2011 1990-2011 1990-2011
TFP Correlation  -8.41%** 8. 79%** 7 15%** -6.45%F*
(2.01) (2.06) (1.76) (1.74)
TFP Growth 0.56 -0.09
(0.51) (0.35)
Asia dummy -4, THHH
(1.60)
R? 0.166 0.177 0.112 0.169
N 89 &9 134 134

Note: *p < 0.10, **p < 0.05, ***p < 0.01. Standard errors in parentheses.

Table 3.2. Regressions Developing vs. High Income Countries

Dependent Variable: Net Inflows

(HIC) (HIC) (DEV) (DEV)
1980-2011 1990-2011 1980-2011  1990-2011

TFP Correlation  -4.49** -4.90*** -6.26%** -4 48F**

(2.21) (1.83) (1.78) (1.67)
R 0.037 0.047 0.084 0.038
N 37 47 51 87

Note: *p < 0.10, **p < 0.05, ***p < 0.01. Standard errors in
parentheses. High income countries (HIC) are defined as high in-
come countries in the 2017 definition of the World Bank; all others
are developing (DEV).
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Table 3.3. Robustness Regressions 1-3

(1) (2) (3)
1990-2011  1990-2011 1990-2011

TFP Correlation -7.22%%% -5.37%* -5.44%*

(1.97) (2.51) (2.16)
TFP growth 0.16 -0.09 -0.12

(0.51) (0.51) (0.38)
Primary balance -0.72%F6% -0.69%H*
o of G (0.22) (0.24)
Private credit -0.01 -0.07
o of G (0.01) (0.01)
Population growth 4.16* 4.75%*
etive to Worta (2.46) (1.98)
Dependency ratio 0.72 0.40
relative to World (111) (089)
GDP per capita -0.10 -0.14%*
wonst. 2005 USD (0.07) (0.06)
NFA -0.01 -0.01
5 of G (0.01) (0.01)
R? 0.230 0.383 0.302
N 94 75 105

Note: *p < 0.10, **p < 0.05, ***p < 0.01. Standard errors in parentheses.

Table 3.4. Robustness Regressions 4-8

Dependent Variable: Net Inflows

(4) (5) (6) (7) (8)
1980-1989 1990-1999 2000-2007 2008-2011 1980-2007
TFP Correlation -1.94 -0.45 -4.32%FF L3 91%kKx 5 7Tk
(1.26) (1.1) (1.22) (1.32) (2.30)
R? 0.025 0.001 0.088 0.059 0.087
N 85 129 132 127 93

Note: *p < 0.10, **p < 0.05, ***p < 0.01. Standard errors in parentheses.
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Table 3.6. Static Group Regressions 1-4

Dependent Variable: Net Inflows

(1) (2) (3) (4)
1980-2011# 1990-2011# 1980-2011F 1990-2011%

TFP Correlation  -0.05 0.06%%%F  -0.06%FF  -0.07FF
(0.02) (0.02) (0.01) (0.02)
R? 0.481 0.670 0.508 0.322

Note: *p < 0.10, **p < 0.05, ***p < 0.01. Standard errors
in parentheses. # groups of 10 countries; { groups of 20
countries.

Table 3.7. Dynamic Group Regressions 1-4

Dependent Variable: net Inflow

(1) (2) (3) (4)
1980-2011#  1990-2011#%  1980-2011F  1990-20117

TFP Correlation  -0.07*** -0.08%** -0.11%%* -0.09***
(0.02) (0.03) (0.02) (0.02)
R? 0.450 0.427 0.846 0.760

Note: *p < 0.10, **p < 0.05, ***p < 0.01. Standard errors
in parentheses. # groups of 10 countries; { groups of 20
countries.

Figure 3.1. Current Accounts for Selected Countries Since 1980
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Figure 3.2. Productivity Correlation vs Net Inflows, 1980-2011
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Figure 3.3. Productivity Correlation vs Gross Inflows, 1980-2011
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Appendices

A The Nordhaus Test

The Nordhaus (1987) test checks weak efficiency by checking if forecast revisions can
explain current forecast errors.

It assumes that forecasts are a weighted average of new and old information and
tests whether the new forecasts put the optimal weight on new information and is thus
weakly efficient. Any forecast F;;_; made in period t-i for period t is thus the actual
value A; plus some error v;_; with variance o,. At the same time, it is a weighted
average of the old forecast Fi; ;1 and some new information with error p_;. That
is

Fooi=A+v_i=7vF i1+ 1 —7)(A+n), (A1)

where 7 is the weight put on old information. It is assumed, that v;_; and p;_;_; are

independent from each other. This allows the regression specification

A —Fpi=a+PB(Fmi — Frpmio) + &, (A.2)

where under weak efficiency a = 0 and 3 = 0.*2 The estimator for the coefficient of

42There is an equivalent specification with the same assumptions using only revisions of the form
Foooi—Fii—ic1 =a+B(Fr—io1— Fi4—i—2) +. That specification has the benefit or not requiring
the actual value of the underlying variable and is also detailed in Nordhaus (1987). It has the same
B as the approach described above, except that the variances correspond to py—;—o and v4_;_1
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interest then becomes

B _ cov[Ay — Fipiy Fra—i — Fru—i-1] (A.3)

"UCLT[Fm—z' - Ft,t—i—l]

~cov[=ypp—ior — (L =), (v = Dpgmioa + (1 = )1
- T (R PR e P (A4)
_ cov[—ypty—i—1 — (1 = y)v—s, (1 = 7)(Vemi — pty—i—1)] (A.5)

(1 = y)2var{(ve—; — pe—i—1)]

1 =9)op — (1 —=n)%0;

EECEEC A0
o, = (1=7)o;

~ -2t od) (A7)

2
m

43 Under weak

where o2 is the variance of u;_;_1 and o2 is the variance of v,_,.
efficiency, agents utilize the Bates and Granger (1969) optimal weights that minimize
the MSE. The optimal weights are equivalent to inverse variance weights, assuming

the signal is independent from past predictions. That is

V=TT (A.8)

Plugging these weights into equation A.7 will render the numerator equal to 0 and
the estimate should be equal to 0 as well. If v is larger than the optimal weight,
the coefficient will become positive. This implies that agents put more than efficient
weight on old information and under adjust to new information. Examples of this are
described above, be it the sticky information model or rounding. If v is smaller than
the optimal weight, the coefficient will become negative. This implies that agents put
less-than-efficient weight on old information and over-adjust to new information. This
could be due to an Ehrbeck and Waldmann (1996) type setup, or agents assuming

that the new information was more valuable than it actually is.

43Due to the independence assumption between p;_;_1 and v,_;, all the covariance terms disap-
pear.
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B List of Countries Included

Albania, Algeria, Argentina, Armenia, Australia, Austria, Azerbaijan, Bahrain, Bang-
ladesh, Barbados, Belgium, Benin, Bolivia, Botswana, Brazil, Bulgaria, Burkina Faso,
Burundi, Cambodia, Cameroon, Canada, Central African Republic, Chile, China,
Colombia, Costa Rica, Cote d’Ivoire, Croatia, Cyprus, Czech Republic, Denmark, Do-
minican Republic, Ecuador, Egypt, Estonia, Ethiopia, Fiji, Finland, France, Gabon,
Georgia, Germany, Ghana, Greece, Guatemala, Honduras, Hong Kong, Hungary, Ice-
land, India, Indonesia, Iran, Iraq, Ireland, Israel, Italy, Jamaica, Japan, Jordan, Kaza-
khstan, Kenya, Korea, Republic of Kuwait, Kyrgyzstan, Latvia, Lesotho, Lithuania,
Luxembourg, Macedonia, Madagascar, Malawi, Malaysia, Mali, Malta, Mauritania,
Mauritius, Mexico, Moldova, Mongolia, Morocco, Mozambique, Namibia, Nether-
lands, New Zealand, Niger, Nigeria, Norway, Oman, Pakistan, Panama, Paraguay,
Peru, Philippines, Poland, Portugal, Qatar, Romania, Russia, Rwanda, Saudi Ara-
bia, Senegal, Serbia, Sierra Leone, Singapore, Slovak Republic, Slovenia, South Africa,
Spain, Sri Lanka, St. Lucia, Sudan, Swaziland, Sweden, Switzerland, Syrian Arab Re-
public, Taiwan, Tajikistan, Tanzania, Thailand, Togo, Trinidad & Tobago, Tunisia,
Turkey, Uganda, Ukraine, United Kingdom, United States, Uruguay, Uzbekistan,

Venezuela, Vietnam, Yemen, Zambia, Zimbabwe
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C Alternatives to USD

Weighted Productivity

Figure C.1. Productivity Correlation vs net Inflows, 1980-2011
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Productivity Correlation

Figure C.1 shows the correlation of TFP of individual countries with global TFP

which was calculated using PPP GDP weights. The standard error of the coefficient

is 2.25, making the negative relationship highly significant.
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Figure C.2. Productivity Correlation vs net Inflows, 1980-2011
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Productivity Correlation

Figure C.2 shows the correlation of TFP of individual countries with US TFP.

The negative relationship is highly significant with a standard error of 1.98.

447Zimbabwe is excluded in this graph as it is an outlier. Including it would increase the fit quite

a bit.
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