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Abstract 
SNVDis: A Protein-centric Non-Synonymous Variation Analysis Service for 
Genome-Wide Analysis of Active Sites, Binding Sites, Pathways and Protein 
Domains 

Amino acid changes due to non-synonymous variation are included as annotations for 

individual proteins in UniProtKB/Swiss-Prot, RefSeq and other databases which present 

biological data in a protein- or gene-centric fashion. Unfortunately, proteome-wide 

analysis of nsSNVs is not easy to perform because information on nsSNVs and 

functionally important sites are not well integrated both within and between databases 

and their search engines. We have collected data from major variation databases 

(UniProtKB, dbSNP, neXtProt and COSMIC) and comprehensive sequence feature 

annotation from UniProtKB, Pfam, RefSeq, Conserved domain database (CDD) and 

pathway information from Panther and mapped all of them in a uniform and 

comprehensive way to the human reference proteome provided by UniProtKB/Swiss-

Prot. Integrated information of active sites, binding sites, domains, pathways, which are 

extracted from a number of different sources, give a detailed overview of how nsSNVs 

are distributed over the human proteome and pathways and how they intersect with 

functional sites of proteins. Additionally, it is possible to find out if there is an over- or 

under-representation of nsSNVs in specific domains, pathways, user-defined protein lists, 

or user-defined sets of protein ranges. The underlying datasets are updated once every 

two months. 

 

Availability: http://hive.biochemistry.gwu.edu/usr/karagiak/new 
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Introduction 

One of the most common uses of high-throughput sequencing is single nucleotide 

variation (SNV) discovery resulting in increasingly large numbers of SNVs. The three 

major publicly available resources that compile such variation data are UniProtKB 

(UniProt, 2012), dbSNP (Sherry, et al., 2001), neXtProt (Lane, et al., 2012) and Catalog 

of Somatic Mutations in Cancer (COSMIC) [www.sanger.ac.uk/genetics/CGP/cosmic/]. 

Projects like the 1000 Genomes Project (Altshuler and Collaborators, 2010) are already 

available in dbSNP and it is expected that these three databases will continue integrating 

other large-scale SNV data as they become available. Variation data in itself has very 

little biological meaning. Integration of complimentary information on sequence features 

such as those available from UniProtKB, RefSeq (Pruitt, et al., 2012), Pfam (Punta, et al., 

2012), CDD (Derbyshire, et al., 2012) and Panther (Mi, et al., 2010) is necessary to 

analyze the effects of these variations on active sites, binding sites, protein domains, 

glycosylation sites, pathways and overall protein and proteome function. Several services 

are available to identify the effect of nsSNVs on individual protein function which is 

done mainly through sequence conservation analysis and/or through mapping of sequence 

and structure features to individual proteins (Medina, et al., 2012; Ramensky, et al., 2002; 

Schaefer, et al., 2012). To the best of my knowledge none of them allow proteome-wide 

analysis of integrated data similar to the work on proteome-wide analysis on the effect of 

nsSNVs on N-glycosylation sites in human genes (Mazumder, et al., 2012). SNVDis is a 

web tool that addresses this by integrating variation data with curated sequence feature 

annotations in a protein-centric fashion. More specifically, the tool can be used to find 

nsSNVs inside specific sites (active and binding), protein domains, pathways in user-

defined set of proteins or in the entire proteome and also statistically evaluate if there is 
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an over- or under-representation of nsSNVs in specific domains and pathways and user 

defined protein sets and user-defined protein regions .  
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Methods 

Architecture 

All the datasets required for the analysis are collected, updated and stored, on a regular 

basis, in a database in the High-performance Integrated Virtual Environment (HIVE) 

server (Simonyan and Mazumder, 2011). The datasets are organized in a database, whose 

schema is shown in Figure 1, with all data mapped to nsSNV ids. The database was 

carefully designed to serve the nsSNV/Proteome centric character of the service. A 

detailed description on how and why the database is structured in the way showed by the 

schema in Figure 1 is out of the scope of this thesis.  Inside the database is also stored the 

position mapping between UniProtKB/Swiss-Prot and RefSeq entries for human 

proteome to accelerate future partial updates on datasets. In order to decrease the size of 

data stored, the array that contains the position mapping information is compressed using 

a newly designed, simple algorithm similar to Run-length algorithm. 

 

Datasets 

The complete human proteome is obtained from UniProtKB/Swiss-Prot. The nsSNV 

variation data is extracted from UniProtKB/Swiss-Prot, RefSeq which provides dbSNP 

data, COSMIC and neXtProt which includes HPA , InterPro, MeSH, Bgee and Ensembl 

data. Information on pathways is collected from PANTHER, protein domain information 

is obtained from Pfam, active and binding sites and N-linked glycosylation sites are 

collected from UniProtKB and CDD. Apart from UniProtKB data that are downloaded 

using UniProtJAPI, the rest of the datasets are extracted from files provided in ftp servers 

of each database. 
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Figure 1. As it is shown in the schema the database is created in an nsSNV- protein 

centric way. Cycled with red the two tables of UniProtKB records and nsSNVs mapped to 

them are the core of this database’s schema. In the same time all nsSNVs that are 

extracted from the datasets, even those that do not map into a UniProtKB protein, are 

stored in a table for possible future use. 

 

Position mapping 

Since both Pfam and PANTHER provide their datasets mapped to UniProtKB there is no 

need to perform any additional mapping. In contrast, ID mapping is necessary in the case 

of dbSNP, CDD and COSMIC data. In case of neXtProt which provides UniProtKB 

accession numbers of the proteins, the position mapping was again performed to ensure 

the correctness of the integration.  Already mapped pairs between these databases are 

extracted from ID mapping files (Huang, et al., 2011) and the Needleman-Wunsch 

algorithm (Needleman and Wunsch, 1970) is used to align sequence pairs to confirm 

mappings. The result of the alignment is stored as an array with size the length of the first 

protein and elements that point to the positions of the protein used as reference 

(UniProtKB/Swiss-Prot).  Consecutive numbers in this array represent a perfect 
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alignment, while skipped number reveal gaps in the first proteins and negative numbers 

deletions. A first level of compression of this array is in the case of a perfect match where 

the array contains a predetermined number. Furthermore if a perfect match is not 

achieved then all the consecutive numbers are presented as pair of the starting position 

and the length of this perfect local alignment. 

 

Expected nsSNVs 

The tool returns the number of nsSNVs that are present inside a domain, site (active, 

binding or N-glycosylation) or a group of proteins and also provides the number of 

nsSNVs that should be expected on the assumption of uniform distribution. The number 

of expected nsSNVs is calculated using the following equation: 

 

 𝑆𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑 = 𝑆𝑖𝑛𝑝𝑢𝑡
𝐿𝑞𝑢𝑒𝑟𝑦

𝐿𝑖𝑛𝑝𝑢𝑡
 

 

where 𝐿𝑖𝑛𝑝𝑢𝑡   is the length of the proteins that contain the attribute that the search is 

performed on. Lquery is the sum of sizes of the domains or sites in all the proteins that are 

found in the query or the sum of the proteins that are in the pathway or the user-defined 

set. Finally, 𝑆𝑖𝑛𝑝𝑢𝑡 is the total number of nsSNVs found in the proteins that were used to 

calculate 𝐿𝑖𝑛𝑝𝑢𝑡.  

 

As a result the calculations for the expected nsSNVs of a pathway are based on the entire 

proteome. So 𝐿𝑞𝑢𝑒𝑟𝑦 would be the summation of the lengths of the proteins involved in 

this pathway, 𝐿𝑖𝑛𝑝𝑢𝑡 the length of the entire Human proteome and finally 𝑆𝑖𝑛𝑝𝑢𝑡 all the 

nsSNVs in the proteome. In contrast the expected number of nsSNVs for a specific 

domain comes from  𝑆𝑖𝑛𝑝𝑢𝑡 , the number of nsSNVs found only in the proteins that 

contain this domain, multiplied by the sum of the sizes of the domain as it appears in 

these proteins 𝐿𝑞𝑢𝑒𝑟𝑦 , divided by the length of the proteins 𝐿𝑖𝑛𝑝𝑢𝑡 . That way we see the 

effect of the domain in these specific set of proteins by decreasing the bias that the rest of 

the proteome may create (over-studied proteins etc.).  
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Changes in Hydrophobicity 

In addition to the previous analysis the tool returns the effect of an nsSNV in the 

hydrophobicity in the position of the peptide. The amino acids are classified as very 

hydrophobic, hydrophobic, neutral and hydrophilic as shown in Table 1. All changes are 

represented as a percentage of the total eighteen cases in a pie diagram (4*4 for the 

known hydrophobic status plus two, for deletions or insertion of entire amino acids). 

NsSNVs that lead to any amino acid represented in the single letter code as ‘X’ are 

considered insertions. 

 

3 letters 

code 

Amino Acid Hydrophobicity 3 letters 

code 

Amino Acid Hydrophobicity 

Phe Phenylalanine V. Hydrophobic His Histidine Neutral 

Ile Isoleucine V. Hydrophobic Gly Glycine Neutral 

Trp Tryptophan V. Hydrophobic Ser Serine Neutral 

Leu Leucine V. Hydrophobic Gln Glutamine Neutral 

Val Valine V. Hydrophobic Arg Arginine Hydrophilic 

Met Methionine V. Hydrophobic Lys Lysine Hydrophilic 

Tyr Tyrosine Hydrophobic Asn Asparagine Hydrophilic 

Cys Cysteine Hydrophobic Glu Glutamate Hydrophilic 

Ala Alanine Hydrophobic Pro Proline Hydrophilic 

Thr Threonine Neutral Asp Aspartate Hydrophilic 

Table 1. Table of amino acids classified by hydrophobicity 

 

P-value computation 

The statistical significance of the number of observed nsSNVs returned by a query over 

the expected is denoted by the p-value. The computation of this value is performed using 

chi square values and Spouge’s approximation for the gamma function giving a ten to 

eleven digits of accuracy which is more than adequate for the 0.01 cut off that is 

commonly used. 

 

Programming Languages 

This project can be separated into three parts, the first that includes the source code which 
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downloads, parses the datasets and stores the results into the database, the second one that 

handles the queries of the tool, retrieves the results from the database and performs the 

analysis and finally from the interface that handles the user requests, shows the data, 

creates the graphs and provides the links to download the results.  

The first part was developed in Java for the UniProtKB/Swiss-Prot dataset taking 

advantage of the UniProt Java API, that enables object oriented retrieval of the current 

UniProtKB entries, and C++ for the rest of the datasets. MySQL was used for the 

database and due to the nature of the database InnoDB was selected as engine.  

The second part was also created in C++ in order to secure the universality of the code 

and to be easier for the tool to run in different environments while maximizing the speed 

of the demanding, proteome-wide computations. Finally the communication of the third 

part (the interface) with the second (the backend) is done using C++ cgi script as part of 

the HIVE environment which is described later. The representation of the results as 

graphs or tables is designed in HTML and JavaScript transferring the letting to the end-

user to perform the remaining computations. 

 

Computational environment 

HIVE provides the storage and analysis computational infrastructure for this project. 

Resources include two Dell Servers, an integrated computational powerhouse private 

cloud, 10GB 48port Ethernet switch and cloud control servers.  
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Description of tool’s interface 

Home screen 

Users can perform queries using different combinations of nsSNV datasets from 

UniProtKB, dbSNP, neXtProt, COSMIC and NCI-60 cell lines and analyze their effect on 

active sites, binding sites, N-linked glycosylation sites, protein domains and pathways. As 

shown in Figure 2, in the home page, the user selects the sources of nsSNV data and the 

UniProtKB accessions that are included in the search. The accession numbers can only be 

a subset of UniProtKB/Swiss-Prot's human proteome set or the entire human proteome 

selected from the drop down menu highlighted in Figure 2. If a user-defined set of 

proteins is provided, then the tool will return the percentage of these accession numbers 

that were found in the reference proteome and the list of these proteins that couldn’t be 

found. 

 

 

Figure 2. Home screen of the tool. All the nsSNVs datasets and the complete Human 

proteome of UniProtKB/Swiss-Prot are preselected. 
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Submitting this form the user selects the datasets where the analysis will be based on and 

proceeds to the next page in order to specify the type of analysis. As seen in Figure 3 the 

next step shows what datasets have been selected and gives the ability to the user to go 

back into the home page and choose different sets. 

 

Figure 3. Second screen of tool input – Selected datasets and Functional sites section. 

Highlighted in red are links that provide details on how to use each section of the tool, 

including also examples when necessary. 

 

Choosing the type of request 

There are four different sections that correspond to four different analyses. The first one 

is that of functional sites that includes binding, active and N-linked glycosylation sites. 

As shown in Figure 3, the user may select all or part of them to search for nsSNVs. 

Additionally every functional site has extra levels of specificity. So in actives sites one 

can choose to search for nsSNVs inside active sites as these where annotated by 

UniProtKB or from CDD, or both. Although most of the active sites are exactly the same 

in these databases there is a considerable amount that either differs in position range or is 

absent in one of the databases. Similarly binding sites provide the ability to choose 
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between of these datasets or both. Furthermore, in case of binding sites, as shown in 

Figure 4, the name of the sources are clickable and reveal a classification of binding sites 

as provided by each data source. So in case of UniProtKB annotated binding sites there 

are four categories: Ca binding, Chemical binding, DNA binding and NP binding while in 

CDD there are sixteen categories that the user can select from. Finally the N-linked 

glycosylation sites are clustered in those that the nsSNVs to be found alter the known 

NX(S/T) motif and those that their motif is not affected by the variation. 

 

The second section, top of Figure 4, corresponds to nsSNV analysis in domains where 

three options are given. First option is to search for variations in a specific domain by 

providing the Pfam id or the domain name as appears in Pfam. The autocomplete feature 

helps this procedure. As the tool returns the p-value of observed versus expected nsSNVs 

it makes possible to the user to search all the domains available and get only those that 

pass a user-defined cut off. Finally the third option performs a simple search for 

variations that fall inside domains regardless their type and returns the number of 

expected and observed hits along with the p-value giving a quick answer on how 

important is the effect of domains in over or under-representation of nsSNVs. 

 

 

Figure 4. Second screen of tool input – Selected datasets and Functional sites section. 

Highlighted in red are links that provide details on how to use each section of the tool, 
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including also examples when necessary. 

Pathway related query is the third section of the tool’s input which is similar in general 

terms with the second one. Since the number of pathways provided by PANTHERdb is 

approximately one hundred, the user selects pathways from a drop down menu. Also the 

p-value search is provided for pathways and the difference is that if no p-value is selected 

the tool returns the results for all pathways one by one. Additionally the user is able to 

provide a custom protein set to search for nsSNVs in, by uploading a file or inserting the 

accession numbers in the text area. The input must be a comma, tab, space or line 

separated list of protein accession numbers which are part of UniProtKB/Swiss-Prot 

Human proteome. In case of accession numbers out of the reference set, the tool keeps 

only the valid entries and performs the analysis on this subset, returning the invalid input 

in a downloadable file. 

 

Last section is for user-defined domains or protein regions analysis. The input must a line 

separated list with each line consisting of the protein’s accession number with the region 

of interest separated by comma. The regions must be defined by a range where start point 

is separated by a dash from the end point. Ranges that don’t include the end point are 

considered as single positions. In absence of range in a line the analysis is performed 

throughout the whole protein. The difference between this case and the service of user-

defined protein sets in the pathway’s sections lies on the way that expected values are 

calculated. In this case 𝐿𝑞𝑢𝑒𝑟𝑦 and 𝐿𝑖𝑛𝑝𝑢𝑡 are the same and 𝑆𝑖𝑛𝑝𝑢𝑡 is the number of 

nsSNVs in the protein. This will return the same number of expected hits as the observed. 

But in the user-defined protein sets analysis 𝐿𝑞𝑢𝑒𝑟𝑦 would be the length of the protein, 

𝐿𝑖𝑛𝑝𝑢𝑡 the length of the proteome and 𝑆𝑖𝑛𝑝𝑢𝑡 the total number of nsSNVs inside the 

Human proteome. Again the tool checks for invalid inputs and performs the analysis with 

the set of properly defined regions and proteins. It also returns the malformed lines of the 

input indicating the reason they were rejected, either because of a malformed range (end 

point before of start or range exceeding protein’s length) or unmatched accession number. 

 

Getting the results 

In order to describe the interface of the results screen we will study an example of a 
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domain related query. As shown in Figure 5 each query has a Request ID which can be 

used to navigate to the query results in the future. This example has the request ID 28623 

and can be used as input in the text area in the menu bar, highlighted in the Figure 5, 

which is also available in the home page of the tool. In this case the analysis returned 

fifty domains that have an under or over representation of nsSNVs with statistical 

significance of p-value 0.00001 or lower. In the upper left corner of the screen the list of 

the domains contains details on the number variations observed and expected, the p-value 

and the name of the domains as appear in Pfam. In this table, Pfam IDs are links that 

refresh the rest of the results to show information about the selected domain. On the right 

side of the list a pie shows the percentage of changes in hydrophobicity. A mouse over the 

pie reveals the type of change, for example hydrophobic to hydrophilic amino acids. 

Variations that do not affect the hydrophobicity are shown in grey color. Finally in black 

are nsSNVs that lead to deletion of entire amino acids and in blue color the insertions of 

amino acids. 

 

 

Figure 5. Results screen of domain related query with a p-value of 0.00001 – top half 

 

In addition to that graph a histogram, called distribution of nsSNVs, is available and 

represents the number of nsSNVs found throughout the domain. Since the domain is not 
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of a fixed length the graph is using the relative position of nsSNVs in the domain with a 

step of one percent. For example, if an nsSNV is found in position 30 of a protein and the 

domain extends from position 20 to 40, then this nsSNV appears in the 50% in the graph. 

In case of active sites the positions shown in the graph are relative to the size of the 

protein. 

 

 

Figure 6. Results screen of domain related query with a p-value of 0.00001 – bottom half, 

distribution graph 

 

Finally in this example the tool returns the table of the variations found including the 

following attributes the tools unique id, dbSNP id when available, UniProtKB accession 

number, frequency and sample size when provided, original amino acid, altered amino 

acid, position in protein, start and end position of domain and finally the name of the 

domain.  The table is linked with both graphs. So, if for example the user clicks on a 

position on the distribution graph the entries of the table that contribute to that relative 

position are highlighted (Figure 7). Similarly the corresponding nsSNVs are highlighted 

in the table, when a part of the hydrophobicity pie is selected. Deselecting the element in 

a graph it returns the table to the initial state. The table is also available for download by 

clicking the rightmost tab of that window. Consequently all the results are downloadable 

by selecting each domain from the list of Figure 5. 

 

In the case of a user-defined query shown in Figure 8 the result screen contains all the 

previously described graphs and tables and one or two additional sections regarding the 

user-defined input. In Figure 8 an example of user defined protein regions set query over 

user specified proteome, is shown. As a result, two more sections appear in the results 



14 

screen. The left one contains information on the user specified proteome and the right one 

on the protein regions set. 

 

Figure 7. Results screen of domain related query with a p-value of 0.00001 – bottom half, 

nsSNVs table 

 

The default representation of these details is a pie chart giving a quick insight on the 

number of entries that were successfully submitted for analysis. Switching between tabs 

the user can also observe these records that were excluded from the query with a brief 

explanation.  

 

 

Figure 8. Results screen of user-defined related query. Switching between tabs the user 

can get details on the provided entries that failed to be used in the query. 
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The examples described above are one small sample on how this tool can be used. The 

interface adapts to any different case as the design of the it, is based on the Model-View-

Controller (MVC) architecture. In fact the whole tool, from back-end and database to 

front-end, is designed based on this architecture. This makes it easy for the tool to be a 

part of a complete workspace provided by the HIVE cloud. Results from other available 

services can be used in the future as input to map new SNPs, from high-throughput 

sequencing, into Human’s proteome as part of a pipeline service provided by HIVE. 
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Results and conclusions 

In Figure 9a we can easily see that the three out of four data sources from which we get 

our variation data, namely UniProtKB, dbSNP and COSMIC, have very different 

coverage (neXtProt is excluded since it is a combination of these datasets and it is almost 

a superset of them). In fact, in Figure 9a, in the example of active sites there are no 

nsSNVs that come from all three sources and the overlap of COSMIC with UniProtKB 

and dbSNP is quite low. For binding sites (Figure 9b) there is some overlap. We intend to 

continue including other sources of high-quality variation data based on user requests. 

 

 

Figure 9. a) The total number of nsSNVs from different databases that fall inside active 

sites as annotated by UniProt or CDD. b) Similarly the number of nsSNVs that can be 

found inside binding site regions defined by UniProt or CDD. Notice that in both cases 

all databases have a large percentage of unique entries. 

 

Users can also find which protein domains and/or pathways have significantly higher 

numbers of nsSNVs. Pfam domains Trypsin, Tyrosine kinase and SET are examples of 
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such domains with significantly high numbers of nsSNVs. Similarly using the tool it is 

easy to find pathways that have significantly higher numbers of nsSNVs than what is 

expected. Examples of such pathways include p53 pathways and Ubiquitin proteasome 

pathway. Users can also have a list of accessions which they can upload and check to see 

if there is an over- or under-representation of nsSNVs in their dataset. For example, the 

user can perform a search in the UniProt database to retrieve all proteins involved in 

Alzheimer and they can then upload these accessions to see if there are significantly 

higher or lower numbers of nsSNVs in these proteins compared to the normal distribution 

expected. 

 

At the time of writing of this paper (July 2012), there were almost 780,000 nsSNVs 

collected from COSMIC (including NCI-60), UniProtKB and dbSNP. Out of them about 

670,000 were mapped successfully to UniProtKB/Swiss-Prot human proteome. Finally, 

due to duplications inside individual datasets and between different data sources, more 

than 450,000 distinct variations were mapped to the human proteome. Distinct variations 

were considered those that occur at different positions or lead to different amino acid 

changes. 

  

Although the service returns tables with details on each nsSNV there are also pre-

computed datasets available from the website. These datasets were generated based on 

user requests. Currently the following files are available: all nsSNVs in the human 

proteome; all nsSNVs in the human proteome that lead to gain of N-linked glycosylation 

motif; all nsSNVs in the human proteome that lead to loss of N-linked glycosylation. 

 

One of the major advantages of this service is the ability to query and analyze integrated 

datasets. For example, integrating active site and binding site information from the two 

major sources of curated sequence features (UniProtKB/Swiss-Prot and CDD) with data 

from three variation databases can quickly provide a comprehensive view of the potential 

effect of variation on protein function. For example, we find 559 enzymes which possibly 

are inactive in certain populations or cells due to variations in their active site. Based on 

UniProtKB/Swiss-Prot keyword and Gene Ontology analysis, enzymes involved in 
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carbohydrate and lipid metabolism are over-represented in the dataset while proteins 

involved in transcription and transport are highly under-represented. Clustering of these 

559 enzymes reveals that kinases and proteases form the largest two protein families 

impacted by nsSNVs on their active sites. 
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