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Abstract of Dissertation

Identification Risk Control in Microdata Release by Inverse Frequency
Post-Randomization and Its Impact on Data Utility

Statistical agencies often release a masked or perturbed version of survey data to
protect respondents’ confidentiality. Ideally, a perturbation procedure should protect
confidentiality without much loss of data quality, so that released data may practically
be treated as original data for making inferences. A major objective in releasing
microdata is to control the risk of correctly identifying any respondent’s records,
by matching the values of some identifying or key variables. For categorical key
variables, we propose a new approach to measuring identification risk and setting
strict disclosure control goals. The general idea is to ensure that the probability
of correctly identifying any respondent or surveyed unit is at most &, which is pre-
specified. Then, we develop an unbiased post-randomization procedure that achieves
this goal for £ > 1/3. The procedure allows substantial control over possible changes
to the original data and the variance it induces is of a lower order of magnitude than
sampling variance under multinomial sampling scheme. We apply the procedure to
a real data set, where it performs consistently with the theoretical results and quite
importantly, shows very little data quality loss. We also propose a variation of our
procedure that achieves little data utility loss for estimating population totals under

general probability sampling schemes.
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Chapter 1. Introduction and Dissertation Overview

Many statistical agencies aim to collect and release informative data to help re-
searchers and policy makers to reach sound inferences and decisions. But, agencies
also need to keep each survey participant’s information confidential for legal reasons
and upholding public trust and support. So, they often release a perturbed or masked

version of the original data.

One example of such scenario is the publication of Public Use Microdata Samples
(PUMS) generated from American Community Survey. Under the authorization of
Title 13 United States Code, U.S. Census Bureau conducts an annual survey called
the American Community Survey (ACS) to collect vital information on both house-
hold and individual levels in order to generate and update critical dataset that helps
in the decision making of the distribution of federal and state funds. Specifically,
mandatory surveys are sent to a small percentage of the population on a rotating
basis. Selected participants are legally obligated to answer all the questions honestly
and accurately. PUMS are then generated based on the surveys and published after
some modifications. Because the surveys contain detailed questions about individ-
uals, it is easy to identify a person in the dataset without direct identifiers such as
name and address. Once a participant is identified, one can learn the values of all

survey variables for the respondent.

Legally, it is required that any information collected from the public under the
authority of Title 13 be maintained as confidential. Thus, data agencies are obligated
to protect the confidentiality of private information when publishing the datasets.
However, it is hard to define and measure disclosure and confidentiality explicitly.
Confidentiality is a vague notion and can be interpreted from many aspects subjec-
tively, which makes it difficult to devise a measure that is meaningful and objective.

Still such a measure is necessary for developing confidentiality protection methods.



One direction of characterizing confidentiality is through disclosure. Broadly
speaking, disclosure occurs when the released data give an intruder R much new
knowledge about a target unit B. According to Dalenius (1977), rigorous confiden-
tiality protection (or equivalently disclosure avoidance) means that the released data
should not enable any intruder to gain much new information about any target unit.
Thus, any intruder’s prior and posterior probabilities about any property of any tar-
get unit should not differ much. However, this goal is not achievable, as shown in
Dwork’s (2006) pioneering paper. The main reason for this failure is that Dalenius’s
criterion is very stringent, as it allows unrestricted choices for intruder’s target and

prior information.

Following the work of Dalenius (1977), there has been substantial discussion of var-
ious aspects of statistical disclosure limitation, including attempts on characterizing
disclosure through identification, proposing various methods of perturbing the data,
assessing data utility and its relation to the level of data perturbation. Spruill (1983),
Paass (1985) and Strudler el al. (1986) defined disclosure in microdata as the exact
identification of a respondent in the released data, which they call identity disclosure,
and they propose to control disclosure through the number of identity disclosures.
Cox and Sande (1979) proposed the notion of attribute disclosure which happens if
sufficiently accurate data are present for correct attribute prediction. In sum, identi-
fying the exact record of a respondent in a released data, inferring accurately about
a sensitive characteristic of a respondent are reasonable types of disclosure. Sev-
eral books (e.g., Willenborg and de Waal, 2001; Duncan et al., 2011; Hundepool
et. al., 2012) and many papers discuss the subject of disclosure control and various
data masking techniques, such as grouping, data swapping, cell suppression, adding

random noise and post-randomization.

We focus on measuring confidentiality through identity disclosure. Dwork’s (2006)

result implies that for developing practical disclosure control goals, it is essential for



the agency to consider intruders with limited prior information about their target
units. One common approach is to specify a subset of the survey variables as iden-
tifying or key variables, whose values are easily accessible from other sources, and
then assume that intruders may know only the values of some or all of the key vari-
ables for their target units. The choice of the key variables describes a universe of
intruders that is of concern to the agency. Within this framework, we shall focus on
identity disclosure, which occurs when an intruder correctly identifies the record of a
target unit (B) in the released data, by matching the values of the key variables for
B (known to the intruder). Usually, this is considered to be the most serious type
of disclosure and has been discussed by many researchers including Bethlehem et al.
(1990), Greenberg and Zayatz (1992), Willenborg and de Wall (2001), Skinner and
Elliot (2002), Reiter (2005) and Shlomo and Skinner (2010).

Data masking degrades data quality; it may suppress, dilute, and even distort
some features of the original data. Intuitively, one should duly examine the trade-
off between confidentiality and data utility (see e.g., Duncan and Stokes, 2004; Cox
et al., 2011) in choosing suitable data masking procedures. However, in practice, it
is very difficult to assess the trade-off realistically, because both confidentiality and
data utility are complex entities that are difficult to define and measure precisely
and fairly generally. There are many scenarios and forms of disclosure and likewise
users may use a data set in numerous ways and for various purposes. It is necessary
to think about disclosure risk and data utility differently for different data sets and
contexts. The basic tasks of defining and measuring disclosure risk and data utility,
and determining appropriate disclosure control goals are among the hardest challenges

in practical data masking.

Valid inferences from released data must account for the effects of the perturba-
tion or masking mechanism that was used by the agency. Specifically, proper analysis

should be duly based on the probability distribution of the random observables whose



values constitute the released (masked) data, i.e., the likelihood function for released
data, which depends on both the sampling design and the masking method. So,
the agency should give full information about the masking procedure to permit data
users derive valid inferences and investigate properties of statistical methods of their
interest. However, as Cox et al. (2011) noted, typically statistical agencies do not
give much details about their masking procedures, especially the values of the proce-
dure’s parameters, primarily due to disclosure risk concern. This lack of transparency
constrains the scope for deriving principled inferences from the released data. Rubin
(1993) made a related observation: it is imperative that public-use microdata pre-
serve the user’s ability to obtain valid inferences using standard statistical methods,
that is, without having to develop complex methods and software. Thus, statistical
agencies should apply masking procedures for which common inferential methods for

original data would remain valid, at least approximately, for masked data.

Preceding points suggest to develop data masking procedures which (i) enable
data agency to evaluate, assure and communicate confidentiality protection clearly
and (ii) do not require overly complex or burdensome new theoretical derivations and
programming for making valid inferences. Our procedure accomplishes both goals
fairly well. As our method is fully probabilistic, its properties can be investigated
analytically. The method is unbiased in the sense that the expected value of any cell
frequency, with respect to data perturbation, equals the original frequency of that

cell. Also, the original and perturbed frequencies differ very modestly.

In this dissertation, we focus on identity disclosure based on categorical key vari-
ables. First, we propose a measure for identification risk and an associated disclosure
control goal. Specifically, our proposed goal is to ensure that no intruder’s confidence
in his match of a target unit to a record in the released data, based on a set of key
variables, can justifiably be larger than &, where both £ and the key variables are spec-

ified by the agency. We believe this goal is precise, strong and easy to communicate.



Second, we present a method that accomplishes the preceding goal for moderate &
(essentially € > 0.35). Actually, our method is an application of Post-randomization
method (PRAM) (Gouweleeuw et al. (1998)) with suitably chosen transition proba-
bilities. In a sense, our work also gives a useful answer to the general question of how

to choose the transition probability matrix of PRAM.

Before we end this chapter we should note that while privacy and confidentiality
are often used synonymously, there are some critical differences between the two
notions. Privacy is an individual’s right to control access to his information and
privacy protection refers to hiding a respondent’s true values from everyone, including
the interviewer and the survey organization. Protecting confidentiality means not
giving identifiable information about any survey participant (or unit) to unauthorized
people. Often survey participants give their information to a survey organization,
trusting that their data will be used by researchers and policy makers only to learn
about the population as a whole and not about any individual or survey unit. Privacy
arises at the data collection stage whereas confidentiality emerges after the data have
been collected. Confidentiality protection necessitates physical security of the data.
However, often the goal of a survey is to publish data, but the data agency may not
release the original data if that would enable others to gain information about any
survey participant. Consequently, agencies release a perturbed version of the original

data.

Another difference between privacy and confidentiality is that the randomization
mechanism for protecting privacy is chosen before data collection and hence it cannot
depend on the data, but for confidentiality protection, the randomization process
may be chosen based on the data. Those significant differences require us to treat
privacy and confidentiality differently. Randomized response techniques developed for
protecting privacy are more suitable for surveys rather than for publishing confidential

microdata. We discuss the similarities and divergences between randomized response



and PRAM further in Chapter 3.

The rest of the dissertation is organized as follows. In Chapter 2, we introduce an
identification risk measure with respect to categorical variables, and use it to specify
strong and precise disclosure control goals. Essentially, we suggest to guarantee that
no intruder’s confidence in his match for a target unit’s records in a released data set
can justifiably be larger than a chosen value £. In Chapter 3, we briefly review PRAM
and introduce inverse frequency rule post-randomization (IFPR), which is an essential
pillar of our procedure. In Chapter 4, we derive and examine identification risks under
PRAM and IFPR to develop mathematical foundations of our method. A procedure
for accomplishing this goal for moderate & (essentially & > 0.35) is presented in
Chapter 5. The general procedure described also allows the agency to greatly control
the nature or magnitude of changes to the original data via data partitioning. In
Chapter 6, we examine the effects of our procedure on data utility and show that the
variance inflation due to our data masking is negligible in comparison to sampling
variance under simple random sampling. In Chapter 7, we apply our method to a
real data set. As expected, the empirical and theoretical results agree well and for
many sets of variables that we examined, the distributions based on the original and
perturbed data sets are very close. In Chapter 8, we propose a variation of IFPR
for perturbing data collected from complex surveys. An empirical study is carried
out to show the level of utility preserved by the variation. The setting of the study
is identical to that of Chapter 7 for direct comparison. We end the chapter with
an optimal solution of IFPR that guarantees a given disclosure control goal at the
minimum perturbation rate, under a setting that is common and directly applicable

to our variation of IFPR. Some concluding remarks are made in Chapter 9.



Chapter 2. Measuring Identification Risk

As mentioned above, we discuss identity disclosure with respect to categorical key
variables. Discussion of disclosure control methods dedicated to continuous variables,
such as noise addition, is beyond the scope of this dissertation. In this chapter,
we first discuss previous literature on measuring identification risk. Those measures
have certain drawbacks such as they cannot be directly evaluated. Then, we present
our approach to measuring and controlling identification risk and discuss how our

approach overcomes the previous challenges in evaluating identification risks.

2.1 A Review of Previous Work on Identity Disclosure

Suppose all key variables are categorical and X is their cross-classification with k
cells (or categories), denoted ¢y, . .., ck. Suppose that the target B’s X-category is ¢;,
denoted X(py = ¢;, which is known to intruder R. For confidentiality protection, the
agency perturbs the original values of some (or all) of the key variables. The main
concern of the agency is about an intruder trying to identify a target unit B’s records

in the released data by directly matching B’s X-category c;.

One approach to measuring identity disclosure risk focuses on the units in the
sample that are unique by the key variables; see e.g., Bethlehem et al. (1990), Green-
berg and Zayatz (1992), Skinner and Elliot (2002) and Shlomo and Skinner (2010).
As agencies do not disclose which population units are in the sample, a unique match
for a target (B) in original data will surely be a correct match, if B is also unique in

the population with respect to key or identifying variables.

Given that intruder R knows Xy = ¢;, one scenario of particular interest is that
B is sample unique with respect to X and R knows B is in the sample. In this

scenario, R identifies B with certainty. If R does not know if B is in the sample, then



B is correctly matched if B is population unique in addition to being sample unique.
Thus, the probability that a unit is population unique, given that it is sample unique,
has received much attention and several researches discussed estimating it from the
original data, under certain sampling designs and models; see e.g., Bethlehem et al.
(1990), Greenberg and Zayatz (1992) and Skinner and Elliot (2002). This conditional
probability is useful for identifying sampled units that have high disclosure risk, if the
original data are released. However, it does not account for data perturbation and
hence it is an indirect and inadequate indicator of disclosure risk when a perturbed

data set is released.

Shlomo and Skinner (2010) took a more direct and relevant approach. Let Z de-
note the perturbed version of X, with the same set of categories, and for i =1,... k,
let T; and S; denote the frequencies of category c; before and after data perturba-
tion, respectively. In released data (after perturbation), R will find a unique match
if S; = 1, but that match may or may not be correct because of data perturbation
and sampling. Building on the ideas of Bethlehem et al. (1990) and considering
unique match as the worst case (presuming that identification risk will be lower if
B’s key variables match more than one unit in released data), Shlomo and Skinner
(2010) define identification risk (IR) as the probability that a unique match for B is

a (unique) correct match (UCM), that is,

IR(j) = P(UCM|unique match) = P(UCM]|S; = 1), (1)

where the probability is with respect to both sampling and data perturbation. Note
that the probability in (1) depends on the target unit only through its X-category.
For any population unit u, let E, denote the event that unit u is sampled and the

value of Z for unit u, to be denoted Z,), uniquely matches X g in released data.



Then, (1) can also be expressed as

IR(]) = P(EB) - ZP<Eu)v (2)

uelU
where U denotes the set of all units in the population.

To show the limitations of (2) we develop it under a specific scenario similar to
Shlomo and Skinner (2010). Suppose that if X(,) = ¢;, then unit u is selected in
the sample with probability §; and independently of other units. Thus, the inclusion
probability of each unit may depend only on its value of X. That is, suppose that
the original X-values are perturbed stochastically and independently with known

transition probabilities
pij:P(Z:CilX:Cj), Z,jzl,,]{?

Suppose X(p) = ¢; and X(,) = ¢, and let F; denote the population frequency of
X =c¢,1=1,... k. Then,

P(ES) = Supjmll = 8upy) ™ T11 — 0ipz)"
l#m
OmPjm1j (3)
1-— 5mpjm’
where 7, = Hle[l — dypj)* (which is the probability of finding no match for X p) in

released data) and for the second equality we assume for simplicity (and realistically)

that 0,,pjm # 1. Now, from (2) and (3) it follows that

k

N I oy
ITR(j) = 1= 0,5 lzl(Fl X 1—55193'1)’ @

We may mention that Shlomo and Skinner (2010) assume that for any unit u € U,

its selection probability depends on Z,) (rather than X(,)), in which case (4) reduces



to

k
. Djj . Diji
IR(j) = ——— + o x ———). 5

v) 1= 0;pj; ZZI:( e 1—5lpjz) ©)

Clearly, (4) and (5) depend on X(g) and also on population frequencies {F;},
which are usually unknown. For two data masking procedures, Shlomo and Skinner
(2010) estimate (5) from original data using a Poisson log-linear model. They also
suggest to use the sum of (5), over all sample unique units, as an aggregate measure

of disclosure risk for a data set.

Now, we note some remarks on the preceding approach. First, the measure in
(1) depends on {F;} and hence cannot be calculated from available information.
Evaluating and estimating (1) might be difficult for complex sampling designs. Even
for simple designs, estimation of (1) requires additional work and the results may
depend substantially on data modeling. Second, the sum of (1) (or (5)) over the
sample unique units being small does not imply desirably small disclosure risk for all
units. Indeed, some units may carry high disclosure risks even when the aggregate
measure is small. Finally, the search for a suitable masking procedure requires an
iterative approach. For example, to apply data swapping, as described in Shlomo and
Skinner (2010), one would need to evaluate the aggregate risk measure for various

swap rates to choose a suitable swap rate for actual application.

We should also mention that Reiter (2005) developed an extensive Bayesian ap-
proach for measuring identification disclosure risk, extending the works of Duncan
and Lambert (1986, 1989) and Lambert (1993). It incorporates the sampling design,
dependencies among survey variables and intruder’s knowledge about the perturba-
tion mechanism and his prior information about the target. However, the method
involves substantial modeling, guessing intruder’s behavior, estimation and computa-
tion, and as Shlomo and Skinner (2010) noted, the complexity of the approach may

limit its application in practice.

10



2.2 Our Approach

Our approach is inspired and motivated by Shlomo and Skinner (2010). Thus, we
take a similar framework and perspective, but we consider more stringent and directly
relevant disclosure control goals and eliminate the estimation task. Also, while most
approaches require a trial and error process for selecting a suitable masking method,

we can find procedures for achieving our disclosure control goals directly.

First, we assume that the intruder R knows the target B is in the sample. All risk
probabilities later shall be discussed and derived under this assumption, and we will
omit it in notation for simplicity. This is a very conservative assumption. Under the
above assumption, we consider the scenario where an intruder R knows X () = ¢; for
his target unit B and randomly selects one of the S; units in the released data with
Z = cj, if any, and concludes that to be unit B. Recall that S; is also the number
of matches found for ¢;. If S; = 0, R stops searching for B’s records in the released
data. The intruder’s matching procedure, considered here, seems very reasonable as
the intruder knows only the values of the key variables for his target. As we noted
earlier, the agency needs to select the key variables to specify its relevant intruder
set. However, we should note that in our approach, all categorical variables can be

allowed to be key variables.

We propose the following to be a disclosure control goal, and also task, of a data
agency: ensure that no intruder’s match, in the preceding scheme, for any target unit
in the sample would be correct with probability larger than &, where the value of ¢ is
given by the data agency. This would protect confidentiality of all sampled units, not
just the sample uniques by X, and assure that no intruder’s confidence in his match
for any target unit can legitimately be larger than . Obviously, the probability of
a correct match for any unit not in the sample is zero and so it is not necessary

to consider non-sampled units. To state the above goal mathematically, we note

11



that an intruder’s confidence may depend on the number of matches he finds in the
released data for his target unit B, i.e., the value of S;, and so we should consider the
conditional probability of correct match given S;. Formally, our proposed disclosure

control goal is to ensure that

Rj(a) = P(CM|X(y=¢;,S;=a) <& foralla>0and j=1,...,k, (6)

where C'M stands for the event that unit B is correctly matched under the above
scenario. We take (6) as a fundamental identification disclosure risk control goal.
We believe that the above goal is precise, objective, quite stringent and compelling.

Clearly, (6) implies the unconditional guarantee:

P(CM|X(py =c;) < &forall j=1,... k.

Regarding suitable choices of £, note that the role of 1 — £ is similar to the role
of level of significance («) in hypotheses testing. An intruder should have strong
evidence to rationally conclude a match, as in accepting an alternative hypothesis.
To declare a match, an intruder should confirm that relevant R;(a) is substantial,
arguably larger than 1/2 even when the intruder knows target B is in the sample
with certainty. We believe, in most practical situations, it is not necessary to use
€ < 1/3. As Lambert (1993) explains, intruders are free to declare matches or draw
other conclusions without adequate justification and thereby induce harm, but such

actions are beyond any data agency’s control.

One difficulty in calculating {R;(a)} and thereby verifying (6) is that like (1) the
probabilities {R;(a)} depend also on the unknown population frequencies. We avoid
this difficulty by considering correct match probabilities conditioining further on the

original frequencies. Letting T = (17, ...,T})" denote the frequency vector from the

12



original data, we can write
Rj(a) =)  P(CM|X() = ¢;,5; = a,T = t)P(T = t). (7)
t
Let us denote P(CM|X(p) = ¢;,S; = a, T =t) by R;(a,t). Then, the condition
Ri(a,t) <& foralla>0,7=1,...,kandt (8)

ensures (6). As we will see, our perturbation mechanism, Post-randomization (PRAM),
depends on the sample only through T. This implies for given T = t, the PRAM
matrix is fully specified and R;(a,t) can be directly evaluated. It avoids estimating
population frequencies as R;(a,t) depends on sample frequencies rather than popu-

lation frequencies.

Note that previous literature defines identity risk with respect to the entire popu-
lation: that is any unit in the population can be a potential target. For example (2)
is nonzero even when the target B is not in the sample. However such consideration is
not practical because if a unit is not sampled it can be not identified. In comparison
our approach is more direct and relevant as we only consider the sampled units as
potential targets. Our mechanism is based on the sample observed and it guarantees

the identity risk below & for all sampled units.

In Chapter 4, we describe methods for achieving (8) for moderate to large £. Es-
sentially, we take (8) as our disclosure control goal, which ensures that any correct
match probability would not be larger than &, even if the intruder knows the frequen-
cies from the original data, or more exactly the perturbation matrix. This goal is

very strong, and solving for (8) means overachieving (6).

Remark 2.1. One common concern of data agencies is potential identity disclosure

of units falling in cells (or categories) with low frequencies. This may suggest another

13



disclosure control goal, viz., use a data perturbation procedure such that the correct
match probability for any unit in low frequency cells would be no more than &.

Formally, this asks for a perturbation method that guarantee that
V(i t) = P(CM|X(5) =¢;, T =1t) <¢ (9)

for all j such that ¢; < by, where by is a given value (defining ‘low frequency’). Note

that (8) implies (9) as

YG.t) = > Ri(a,t)P(S; = a|Xp =c¢;, T = t)
§XP(SJ‘ Z 1|XB:Cj,T:t)

€.
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Chapter 3. Review of Post-Randomization (PRAM)

3.1 Basic Mechanism

Motivated by randomized response methods (e.g., Warner, 1965, 1971; Chaudhuri
and Mukerjee, 1988; Nayak et al., 2015, 2016) in survey sampling, Gouweleeuw et
al. (1998) introduced the Post-randomization Method (PRAM) for perturbing cat-
egorical data to protect confidentiality of respondents’ information. Consider a cat-
egorical variable (or cross-classification of several variables) X with categories (or
cells) c1,...,¢c,. The basic steps for perturbing data on X using PRAM are: (i)
select a matrix of probabilities P = ((p;;)) such that >, p; = 1 for j = 1,...,k,
and then (ii) randomly change any original category c; to ¢; with probability p;;
(1, = 1,...,k). The randomization step is executed independently for all units in
the data set. Clearly, p;; = P(Z = ¢|X = ¢;), where Z denotes the perturbed
variable. The method can be applied independently to multiple categorical variables,
or jointly to the compound variable created by cross-classifying all variables. How-
ever, a PRAM can always be viewed as being applied to the cross-classification. This
view is essential for ascertaining the method’s effects on confidentiality protection
and performing statistical analyses. Interesting properties, variations and applica-
tions of PRAM have appeared in many publications including Willenborg and De
Waal (2001), Van den Hout and Van der Heijden (2002), Van den Hout and Elamir
(2006), Van den Hout and Kooiman (2006), Cruyff et al. (2008), Shlomo and De
Waal (2008), Shlomo and Skinner (2010) and Nayak and Adeshiyan (2015).

In general, proper analyses of perturbed data require P. So, agencies should re-
lease P along with the perturbed data to enable data users derive correct inferences. If
P is fixed, post-randomization is mathematically equivalent to a randomized response
(RR) survey, and known results in RR theory can be applied to post-randomized data.

We review some of the results that will be applied in Chapter 6.

15



As before, let T and S denote the frequency vectors before and after applying
PRAM, respectively. Let m; = P[X = ¢l],i = 1,...,k, and I = (my,..., 7). Let
n denote the sample size. Then, under multinomial sampling, and fixed P, T ~

Mult(n,II) and S ~ Mult(n, \), where
A = PIL

From this, it follows that IT = P~1(S/n) is an unbiased estimator of 7 and

V(ﬂ) _ (D — IIIT") n [P7IDy\(P71) — DH]’ (10)

n n

where Dy is a diagonal matrix with diagonal elements being mq,..., 7 and D, is
defined similarly (see Chaudhuri and Mukerjee, 1988, p. 43). The first term on the
right side of (10) is the covariance matrix of I, = T/n, which is the UMVUE of
IT based on the original data, and the last term is the ‘variance inflation’ due to

post-randomization.

Although RR surveys and PRAM contain some common ideas and mathematical
properties, PRAM is critically different in several ways. First, in PRAM, the sur-
vey organization randomizes the data, which can be done conveniently and accurately
using a computer program (and random number generators). This also makes respon-
dents’ perceptions about a randomization experiment irrelevant. Objective properties
of the experiment, captured by the transition probabilities, determine both the degree
of protection and information loss. In contrast, an RR survey should use a random-
ization device that respondents perceive as protective. In practice, a respondent’s
perception may depend not only on the transition probabilities but also on some an-
cillary features of the experiment. Furthermore, in surveys, RR is used to randomize
only the values of sensitive variables. By contrast, PRAM can be applied to both

sensitive and key variables to protect against identity disclosure. Another important
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difference is that in RR surveys the transition probability matrix P is chosen before
data collection and hence it cannot depend on the data, but in PRAM, P may depend
on the data and hence may be random. In particular, P is data dependent in invariant

PRAM, which will be discussed shortly.

Because of the differences stated above, RR theory is of limited help to data
users. On one hand, data agencies usually give little information about how they
have perturbed the data and rarely release the values of the parameters used in their
method, e.g., the transition probability matrix. Mostly, data users would not know
P and hence would not be able to use results from RR literature. On the other hand,
data agencies should select their perturbation procedure after ascertaining particular
disclosure control needs for the original data set. For example, if nothing needs
protection (i.e., disclosure risk is negligible for all units), the data should not be
perturbed at all. Thus, P should not be fixed and should be chosen based on the
original data, in which case mathematical results in RR theory (for fixed P) may not
apply. One type of data dependent P, which also has some attractive features, is

discussed next.

3.2 Unbiased (Invariant) Post-randomization

As we noted earlier, agencies should perturb original data in such a way that standard
inferential methods for original data would remain valid, at least approximately, for
perturbed data. Thus, data users should be able to treat released data as original
data. In our context, a common unbiased estimator of II, based on original data, is
Il = T/n. So, one might desire IT, = S/n to be a valid (viz. unbiased) estimator of

II.

Let Fj; denote the number of units with original category c¢; and perturbed cate-

gory ¢;, and let F; = (Fjy,..., Fix)'. Then, S = Zf F;, and given T and P, {F;} are
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independently distributed with F; ~ Mult(T;, P;),i = 1,..., k. If P depends on the

data only through T, then

E(S|T)—E(S|T,P)—i E[F,|T,P] = ZTP PT. (11)

i=1

It follows that if P also satisfies the condition
PT =T or equivalently PII, = II,, (12)

then E[S|T] = T and II, = S/n is an unbiased estimator of II. So, II can be esti-
mated without using P (which data agencies rarely release) or its inverse, essentially
by treating released data as original data. Also, I, is always a probability vector,
while components of P~(S/n) may take values outside [0,1] and P~(S/n) is not
guaranteed to be a probability vector. Gouweleeuw et al. (1998) noted these proper-
ties and defined a PRAM to be an invariant PRAM if P satisfies (12).

We believe that the term ‘invariant’ is misleading, as it might give the wrong
impression that if P satisfies (12), then all inferential methods for original data remain
valid for post-randomized data. As Nayak and Adeshiyan (2015) noted, (i) under
(12), V(f[*) — V(f[o) is positive definite, unless P = I, and methods for estimating
V(Ily) cannot be used to estimate V(IL,) and (ii) keeping all inferential methods
valid requires a stronger condition, viz. PII = II, which cannot be achieved in most
applications due to IT being unknown. The main implication of (12) is that S is an
unbiasedly perturbed version of T, viz. E(S|T) = T. Thus, when P satisfies (12),

we shall call the procedure unbiased post-randomization method (UPRAM).

We should mention that (12) always admits a solution for P; in fact the solution

space is a convex set containing P = I. Indeed, if P, P, € {P : PT = T}, then for
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any 0 < A < 1,
AP+ (1=NP)T=APT+(1-AN)RT=AT+(1-\NT=T,

Thus, UPRAM can always be devised, although not uniquely.

One important point to bear in mind is that when there are several variables,
applying independent UPRAM to each variable does not amount to applying UPRAM
to the cross-classification of all variables. Suppose X,Y are two variables with k, [
categories. Specifically, let X € {¢;,i = 1,....k} and Y € {d;,i = 1,...,1}. Denote
the number of units with X = ¢;,Y = d; by T};, the marginal count of ¢; by 7;. and
that of d; by T';. Let Tx = (T1.,...,T}.) and Ty = (T’1, ..., T;)". Suppose we perturb
X, Y independently using UPRAM matrices P, Q:

PTy =Tx, QTy=Ty. (13)

As Gouweleeuw et al. (1998) showed, independently perturbing X,Y with P, @ is
equivalent to perturbing the cross-classification of (X,Y’) with P ® Q. From (13) we

have

(PRQ)(Tx®Ty)=(PTx)® (QTy) =Tx ® Ty

Meanwhile P ® () is unbiased with respect to the cross-classification of X, Y only if
(P X Q)T =T where T = <T117 ---uTll;T217 ---7T2l; ...... 7Tk:17 ---aTkl>/- ThUS, P (059 Q is

unbiased only if Tx ® Ty =T, i.e. T;; =T, T, for all 7, 5.

In addition, applying UPRAM to 2 variables independently does not maintain
structural zeros in their cross-classification. For example, consider independently
PRAMing two variables: age and class of workers. Note that units with age below
17 are not eligible to work. Thus the corresponding class of workers category for

a unit with age below 17 is NE (not employed). If age and class of workers are
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independently perturbed via UPRAM, then in a perturbed dataset some units might
show age below 17 and an employment category, unless there is no unit with age
below 17 or class of workers being NE. In contrast, applying UPRAM to the cross-
classification of age and class of workers guarantees that after perturbation a unit’s
class of workers is NE when age is below 17. Thus, it is important to apply UPRAM

to the cross-classification of all variables.

We now briefly review, largely for later use, some results from Nayak and Adeshiyan
(2015) on the distribution of S under UPRAM. Let P = [P, : --- : Py, i.e., denote

the ith column of P by P; (i = 1,...,k), and rewrite (12) as

k
S TP =T. (14)
=1

Note that PRAM distributes all units originally falling in category ¢; to all categories
according to a multinomial distribution with parameters 7; and P;. We recall that S =
Zf F;, where F; = (F}y, ..., Fj;) and Fj; is the number of units with original category
¢; and perturbed category c¢;. In general, given T and P, {F;} are independently
distributed with F; ~ Mult(T;, P;),i = 1,..., k. Then, using (11), (12) and (14) we

obtain:
E(S|T, P) ZTP T, (15)
k k
V(S|T,P)=> Ti[Dp, — PP = Dr — Y T:PP,. (16)

i=1 i=1

From (15) and (16), it follows that II, is an unbiased estimator of II,

. 1 T, )
VIILIT, P) = =Dy, — Y ()PP,
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and

V(L) = V[E(L \T P)] + E[V (ﬂ ]T P)]

= V() + DH—E{Z )P, P/}] (17)

Note that the variance inflations under fixed P and UPRAM, given by the last
terms of (10) and (17), respectively, are quite different. If P is a function of T,
which holds true for our choice of P in the sequel, then E(IL,|T, P) = E(IL|T) and
V(IL,|T, P) = V(IL,|T). Since T ~ multi(n,1I), V(Ily) = [Dy — IIT'] /n and Dy can
be estimated by using II, for II. However, the expectation in (17) makes estimation of
V/(I1,) from perturbed data a difficult problem. Nayak and Adeshiyan (2015) discuss

this aspect in more details and also prove that

Vinaa(i1) = (2 - D22 (19

is a tight upper bound of V(IL,), in the sense that [V,,e.(I1,) — V/(IL,)] is nonnegative
definite for all P satisfying (12) and equality holds for some P. One can estimate

(18) from released data by using II, for II.

3.3 Our Choice of Transition Probabilities

The choice of the transition probability matrix P (also called the PRAM matrix),
by data agency, is crucial and also challenging, especially for large k, as is the case
in most applications due to X being the cross-classification of several variables. One
practical approach is to divide all categories into several blocks and then choose a
PRAM matrix for each block (see Gouweleeuw et al., 1998; Shlomo and De Waal,
2008; Nayak and Adeshiyan, 2015). Thus, instead of choosing a matrix of large

dimension, we shall need to choose many matrices of much lower dimensions. This
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also results in a block diagonal P, after suitable rearrangement of the categories. Here,
pij = 0 whenever ¢; and ¢; are in two different blocks, and any perturbation occurs

within one block.

Blocking is also very useful for avoiding undesired perturbations. If changing c;
to ¢; is unwanted, it can be prevented by putting ¢; and ¢; in two different blocks.
Suppose, for example, in the original data, age is recorded in five year intervals, 0-5,
5-10, etc. Naturally, we would not like an original age of 5-10 to change to 70-75.
Here, we may put all categories with age between 0 and 20 in one block, between
20 and 40 in another block and so on. Other practical ideas can also be used to
form blocks. For example, if it is important to retain the original data on some of
the variables, we should partition the data (hence form blocks) by categories of those
variables. Essentially, if X is the cross-classification of X; and X, both of which
may be compound variables, we may apply UPRAM to X, within each cell of X,
which will perturb X5 while keeping X; unchanged. Finally, a block may also consist
of a single cell, in which case, the records of all units falling in that cell will remain

unchanged.

Devising a UPRAM requires solving (12), which admits many solutions as we
noted earlier. We shall use the following class of solutions in developing our proposed

method in subsequent sections. For an empty cell ¢;, T; = 0, and from (12),
E(Si|T) =) Typy = Ti =0,

which implies p;; = 0 for 7; > 0 and S; = 0. Thus, empty cells remain empty after
UPRAM and play no role in (12). However, nonempty cells can become empty after

UPRAM. Suppose, without loss of generality, that ¢, > 0 for i = 1,...,m < k and
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tmi1 =...=t,=0. For T; > 0, let

6
pii =1 — —, Pji:m7 for j #1,7 < m; pji:0f0fj>m (19)

)

pi = 1, pjizo for i # j.

It can be seen that these {p;;} satisfy (12) for any 0 < 6 < 1: for j < m,

0 0
DpiTi=(=p) T+ D it D =Ty

J i#£§i<m j>m

for j > m,

> 0T =pi T+ Y piTy = 1T+ Y 0T, =T
j i i

This choice of P is closely related to a class of solutions of (12) due to Gouweleeuw
et al. (1998). For our choice of P, if the original X-value (category) for one unit is
¢;, then it changes to another value with probability (0/7;). Thus, for any unit in
the sample, the probability that its original X-category changes is inversely propor-
tional to the frequency of the category in which the unit falls. Moreover, whenever a
category is changed, the new category is selected at random from one of the remain-
ing nonempty categories. We shall call any PRAM that uses P with above stated

structure an inverse frequency (rule) post-randomization (IFPR).

We shall use IFPR for its simplicity, easy interpretations and efficacy. The tran-
sition probability matrix P of IFPR is determined by a single quantity, or design
parameter, 6. So, choosing P reduces to choosing just one number (for ). Similarly,
all effects of P on confidentiality protection and data quality are determined only by
0. Investigating effects of 6 and thereby choosing a suitable value of 8 is much easier
than similarly choosing a general P. Considering T; = 1, we can interpret 6 as the

probability of changing the category of any sample unique unit. For any nonempty
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cell ¢;, the number of units that change from X = ¢; to X # ¢;, due to IFPR, is a
binomial(T;,0/T;) random variable, whose mean (f) does not depend on ¢;. Thus,
another interpretation of 6 is that it is the expected number of units that move out
of (or move into) any nonempty category. In our procedure, described later, we shall
actually first form disjoint blocks of nonempty categories and then apply IFPR in

each block, with a common 6.
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Chapter 4. Disclosure Control by Post-Randomization

To devise methods for controlling disclosure risk, we first evaluate and examine an-
alytically R;(a,t) under general PRAM. We find that a unique match in released
data is not necessarily the worst case in terms of disclosure risk. Then, we evaluate
Rj(a,t) further under IFPR and eventually establish a function of 6, h(#), as upper
bound of Rj(a,t). Following R;(a,t) < h(f), we solve 6 by solving h(f) < &.

4.1 Identification Risk Under General PRAM

For notational simplicity, we shall consider R;(a,t), supposing that X gy = ¢;, which
implies that ¢t; > 1. Our arguments and results for R;(a,t) will hold similarly for
R;(a,t) for any j > 2. Note that only the nonzero elements in the first row of P
affect Ry(a,t). Suppose, for notational simplicity, that 0 < p;; < 1 fori=1,... k;
and py; = 0 for ¢ > k;, for some k; > 2. Note that if p;; = 0 for all ¢ > 2, then for
any UPRAM we must have p;; = 1, which implies that P(S; = 71) = 1 and hence
Ri(1,t) = 1/t;. Let Zpy denote B’s category after applying PRAM, and recall we
denote R;(a,t) := P(CM|X ) = c1,51 = a, T =1t). Then,

P(CMlX(B) = Cl,Sl = a,T = t)
:P(CM|Z(B) = ClyX(B) = (1, Sl = CL,T = t)P(Z(B) = Cl|X(B) = (1, Sl = CL,T = t)
+P(CM|Z(B) 7£ ClyX(B) = (1, Sl = CL,T = t)P(Z(B) 7& Cl|X(B) = (1, Sl = (L,T = t)

1
:EP(Z(B) = Cl|X(B) = (1, Sl = CZ,T = t)

1 P(Z(B) = Cl,Sl = CllX(B) = Cl,T = t)

a P(51:G|X(B) :Cl,T:t) ’

since P(CM|S; = a,Zpy #c1,T=1) =0.

Let a; denote the number of units for ¢;, excluding unit B that stays in ¢; after

perturbation. For ¢ > 2, let a; denote the number of units from ¢; moving into ¢; due
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to PRAM. Note that a; ~ binomial(t; — 1, p11), and for i > 2, a; ~ binomial(t;, p1;).
Given T =t and X(p) = ¢, the event {Z(5) = ¢1,S1 = a} is equivalent to {Z5) =

¢,y a; =a—1}. Thus, letting a; = py; and 5; = o, /(1 — ), i =1, ..., kq,

P(S; = a, Zp) = ClyX(B) =, T=t)

k1

t; . *_q.

o XL ) o
i=1

k’l k’l
. t
= 1— oy tl} t B, 20
[0 -0 STI (5 )2 )
where 1] =1, — 1,¢ =t;,7 > 2 and the sum is over all integers ay, ..., ax, such that

0<a; <tfand ) a; =a— 1. We shall denote the sum in (20) by ¥,_;. Similarly,

k1
P(Si=a,Zp #alXp =c,T=t)=1—o) [ JJQ - )]S..  (21)

1=1

Now as P(S) = a|X(p) = ¢, T =1t) = (20) + (21), we get

Rl(a,t) = P(CMlSl:CL,Z(B):Cl,T:t)P(Z(B):Cl‘Sl:CL,T:t)

1 121 ]

a [C(lzal —+ (1 — ozl)Za
1 1 >, ]1

= |1+ —
@[ B1 X1

(22)

We note that (22) is less than 1/¢;, which is the probability of correctly identifying
B in the original data. Thus, PRAM does not increase B’s correct match probability

when it yields a unique match for B.

A common intuitive belief is that disclosure risk is largest when a = 1, i.e., the
released data show a unique match for B (see e.g., Shlomo and Skinner, 2010). To

examine this assertion, we observe from (22) that in general, Ry(a, T) > Ry(a+1,T)
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if and only if
10130 + (a+ 1)(1 — 1) S0 1Z0p1 > a(l — aq)(Z,)%
and in particular,
Ri(1,T) > Ri(2,T) & auX; + (1 — ay) (28, — %) > 0, (23)

as Yo = 1. Furthermore,
k1 k1
Sv=) TrBi=>_ Tifi— b,
i=1 i=1

ky
1 « % 2 )Tk
22252 1:7}(7} — 0B+ Y T 5,
J:

1<j

and so, 25, — 3% = — 251:1 T; 5 and

Bi

2, (24)

k1
S+ (1= )25 = ) = a1 Y TiB{1 -

Jj=2

as [a; — (I —ay)p1] = 0 and T} = T} for j > 2. Clearly, (24) can be negative and in
view of (23), a unique match in released data is not necessarily the worst case in terms

of disclosure risk. In particular, if for a given t, 5 < 3; or oy < «j for j =2,..., ky,

then Ry(2,t) > Ry(1,t). On the other hand, from (23) and (24) we have:

Proposition 4.1. For any t, a sufficient condition for Ri(1,t) > Ry(2,t) to hold is:

B1 > B orar > ay forj=2,... k.

4.2 Identification Risk Under IFPR

Next, we examine effects of IFPR on B’s identification risk, assuming that X(p) = c;.

Actually, our procedure uses the original data to form disjoint blocks of nonzero
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categories of X and then applies IFPR to each block separately but with a common
value of 6. Also, not all cells are included in the IFPR blocks. In particular, the
records of all units falling in ‘high frequency’ cells are not perturbed, as their risk is
already low enough. Additional guidance on how to create IFPR blocks and choose
a value for 6 will emerge subsequently. If the units in ¢; are not perturbed, B’s
identification risk is 1/73. If ¢; falls in one IFPR block, B’s identification risk will
depend only on the post-randomization in that block. For notational simplicity,
suppose ¢; falls in the block {ci,..., ¢}, with k; > 2. Recall that the transition
probabilities for this block are: p; =1 —0/T;,pj; = 0/[(kx — 1)T;] fori,5 =1,... k

and 7 # j, with 0 < 0 < 1.

First, consider the case of S; = 0, which means B’s true category is empty in
the released data and hence the intruder does not find a match for B. In general,

P(S; = 0|T) = J[%,(1 — o). For the above choice of P, a; = 1 — 8/T; and

1=

a; =0/[(ky — 1)T;] for 7 > 1 and we have:

P(S; = 0|T) = (%)T ]"[2 (1- ﬁ)?

J

Now, using the fact that for 0 < ¢ < 1, the function f(t) = (1 — ¢/t)" increases from

(1 —¢) to e ¢ as t increases from 1 to 0o, we get

(%)T (1- kle_ 1>k11 < P(S; = 0|T) < (%)Tle—ﬂ. (25)

The upper bound in (25) is independent of k; and it increases as € increases, and
decreases as T increases. Actually, the upper bound is fairly small for T} > 2. For
example, when 77 = 2, for § = .2,.5,.7,.8, the upper bounds are 0.0082, 0.0379,
0.0608 and 0.0719, respectively. For 77 = 1 and some values of 6 and k1, the last row
of Table 1 gives the upper bounds in (25) and the other rows give the lower bounds

for corresponding k. Table 1 shows that for k; > 5, the upper and lower bounds are
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fairly close for all 6.

Table 1: Upper and lower bounds of P(S; = 0|T) when T} = 1

6

k1 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

2 10.0900 0.1600 0.2100 0.2400 0.2500 0.2400 0.2100 0.1600 0.0900
3 10.0902 0.1620 0.2167 0.2560 0.2812 0.2940 0.2958 0.2880 0.2723
4 10.0903 0.1626 0.2187 0.2604 0.2894 0.3072 0.3154 0.3155 0.3087
5 10.0904 0.1629 0.2196 0.2624 0.2931 0.3132 0.3243 0.3277 0.3247
10 10.0904 0.1634 0.2211 0.2657 0.2989 0.3225 0.3378 0.3461 0.3487
15 | 0.0905 0.1635 0.2215 0.2666 0.3005 0.3250 0.3414 0.3510 0.3550

UB | 0.0905 0.1637 0.2222 0.2681 0.3033 0.3293 0.3476 0.3595 0.3659

Next, we consider under IFPR R;(1,T), the probability that a unique match for

B is a correct match. From (22),

1 -1
Ri(1,T) = [Tl—{—E;ﬁiTi] . (26)
For IFPR,
(T - 0) 0 -
br="—g—"0i= (CETE J=2,..., k1,

and (22) further reduces to

(T - 9)

Ri(1,T) = Ti(Ty — 0) + 627, T/ ((ky — 1)T; — 0)

Because T;/((k1 — 1)T; — 6) is a decreasing function of T},

T, 1 1
> >
i —D)T—0 "k —1-0 "k — 1’

and

(T - 0) B T —0

R,(1,T) <
1( ) T(T1_9)+02ZZ le : Tl(T1—0)+62

= ¢(T17 0)7 say. (28)
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Two key features of the upper bound in (28) are that (i) it is independent of k;
and (ii) it depends on T only through 73. It can be seen that (i) for any 0 < 0 < 1,
(T4, 0) is a decreasing function of 77 at all T} > 2 and (ii) ¥(1,0) > ¥(2,0) if and
only if 6 < 2/3. Thus, if § < 2/3, then ¢ (71,0) is maximum when 7} = 1 and for
0 > 2/3,4(T1,0) is largest when 77 = 2. Note that analogous conclusions for any

target unit can be reached via appropriate notation change in our derivations.

4.3 Choosing P to Control Identification Risk

Here, we shall use the preceding results and observations to develop methods for

accomplishing three increasingly stringent disclosure control goals.

Goal 1. Suppose the agency’s primary concern is about correctness of unique
matches for sample unique units. Thus, for a chosen value &, the agency wants to
ensure that

R;(1,T=t) <¢ for all jsuch that ¢; = 1.

This goal is of high practical significance. As the need for protecting sample unique
units is commonly recognized, failure to address that need may harm the agency’s
reputation substantially. To achieve Goal 1, observe from (28) that for any j such
that t; =1,

1—-6
R;j(1,t) <¢(1,0) = T a1

Note that ¥(1, 0) is a strictly decreasing function of 8 with ¢/(1,0) = 1 and ¢(1,1) = 0.
So, for any 0 < £ < 1, the equation ¥ (1,0) = & has a unique solution for 6, say
0 = 0.(¢). Now, Goal 1 can be accomplished as follows. First, form one or more
IFPR blocks such that each singleton cell (i.e., with frequency 1) is included in one
of the blocks. One option is to form just one block consisting of all singleton cells, if

the number of such cells is at least two. If there is only one singleton cell, we combine
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it with one or more other cells to form one block. Finally, apply [FPR to all units in
each block with 6 = 6,(£). This would guarantee R;(1,t) < ¢(1,6,(&)) = & for all j

such that ¢; = 1.

Goal 2. Suppose the agency wants to control the probability of any unique match
for any target unit being a correct match, irrespective of whether the unit is sample

unique in the original data or not. Formally, the agency’s goal is to guarantee that

R;(1,t) <& for all j such that ¢; > 1.

This goal is similar to that of Shlomo and Skinner (2010). We shall describe how
Goal 2 can be achieved for any £ > 1/3. Let h(f) = maxq, ¥(71,6). The discussion
following (28) yields

¥(1,0), if o<

wirN

h(0) =
¥(2,0), if o>

wiN

It follows that h(0) is strictly decreasing in 6 with h(0) = 1 and h(1) = 1/3. So, for
any 1/3 < £ <1, h(f) = £ has a unique solution, say 0 = y(§). Also, note from (26)
that under any PRAM, R;(1,t) < 1/3 for all j such that ¢; > 3. Thus, to achieve (47)
with £ > 1/3, it is not necessary to perturb any unit falling in cells with frequency
3 or more. We only need to protect all units in singleton and doubleton cells (with
frequency 2). Thus, for any £ > 1/3, we can achieve Goal 2 by forming IFPR blocks
such that each cell with frequency 1 or 2 is included in one of the blocks and then

applying IFPR to each block with 6 = 6y(¢).

Goal 3. Suppose the agency wants to guarantee (8) to control the probability of

any declared match being correct, viz.

Ri(a,t) <¢ foralla>0,7=1,...,kandt
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Clearly, this is a stronger version of Goal 2, which requires (8) to hold only for
a = 1. As with Goal 2, we shall consider £ > 1/3; actually, our solution works
well for & > .35. From (22), it follows that (8) holds for all @ > 3 if £ > 1/3. So,
we need to focus only on @ = 1 and a = 2. For IFPR, ie., ay = 1 — 6/t; and
a; =0/[(ky —1)tj],i =2,..., k, Proposition 4.1 shows that R;(2,t) < Ry(1,t) holds

true if

o o 1 1 9
for2<j<k = 6< min [—+— . (29)

A L
te— (k= 1)ty Toagjsk Lty (kb — D

Moreover, the right side of (29) is less than or equal to (1 — 1/k;) (attained when
t; =t; =1 for some 2 < j < k;) and so, Ry(2,t) < Ry(1,t) will hold if § < (1 — %)
or ky > (1 —0)~!. In other words, to guarantee R;(2,t) < R;(1,t) it is sufficient to
put category ¢; in an IFPR block that contains at least (1 — 6)~* cells. This implies
that for £ > 1/3, our solution for attaining Goal 2, described above, will also achieve
Goal 3 if we put at least (1 — 0)~! cells in each IFPR block. For certain values of 0,
Table 2 gives the values of ¥(1,0),1(2,0),£ = max{y(1,0),1(2,0)} and the required
block size, calculated as [(1 — 0)7'], the ceiling of (1 — )71, i.e., the smallest integer

that is not smaller than (1 — )71

Table 2: Minimum Block Size

0 | ¥(1,0) | ¥(2,0) | ¢ | Required block size
4 789 A76 | 789 2
D .667 462 | .667 2
2/3 | .429 429 | 429 3
) 308 408 | 408 4
.8 238 395 | .395 D
9 110 365 | .365 10
.95 .052 350 | .350 20
99 .010 337 | 337 100

Obviously, as 6 increases to 1, the required minimum block size [(1 —6)~'] in-
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creases to co. However, requiring each block for IFPR to contain too many categories
may be inconvenient and may affect data utility undesirably. Guided by Table 2, we
recommend to take £ > .350 so that (8) can be attained with § < .95 and required
minimum block size < 20. In summary, for Goal 3, we suggest to take £ > .35 and
then achieve it as follows. First, calculate 6y(§), as the solution of h(f) = £, and
mo = [(1 —6)~']. Then, form blocks for IFPR such that they include all cells with
frequency 1 or 2 and each block contains at least mg cells. Finally, apply IFPR to all

units in each block with 6 = 6y(€).
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Chapter 5. A General Post-randomization Procedure

In this chapter, we propose a general procedure, by augmenting our approach for
Goal 3 in the preceding section with certain suggestions on how to form IFPR blocks
before applying post-randomization. This will also further clarify the relevance and
usefulness of our previous results and observations. The procedure stated below
accomplishes Goal 3, but it can be modified suitably to achieve the other two goals

discussed in Chapter 4.

Suppose a data set involves p categorical variables X, ..., X, and the data agency

has specified a subset of those as key variables and wishes to accomplish Goal 3,

Ri(a,t) <& foralla>0,7=1,...,kandt,

with a given value of & > 1/3. As mentioned in Chapter 1, our procedure does
not perturb values of quantitative variables, which may be masked appropriately
using other methods, e.g., noise addition or imputation. Also, in many applications,
quantitative variables are recorded using interval scales, in which case those may
be treated as categorical variables and covered by our procedure. We organize the

proposed procedure in 4 steps as follows.

Step 1. Calculate the IFPR parameter 6. Use the given value of ¢ to calculate 6,
by solving h(f) = &, and then compute mg = [(1 —60)~']. As discussed in Chapter
4, the number of categories in each block for applying IFPR will need to be at least

myg. In practice, we should consider taking & to be 0.35 or larger, so that mg < 20.

Step 2. Variable selection subject to PRAM. At this step we choose a variable
set for post-randomization. Here, our task is to divide the variables Xj, ..., X, into
two sets C and C, with the objective of post-randomizing the cross-classification of all

variables in C, to be denoted X¢, and leaving the values of other variables unchanged.
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Thus, the frequency of any cell in the cross-classification of the variables in C will
remain unchanged. Two main considerations for choosing C are as follows. First,
all key variables should be included in C, for confidentiality protection. Second, we
should include some non-key variables in C in order to avoid unrealistic combinations
of values of Xi,...,X, in perturbed data (and new edit failures). For example,
suppose C includes gender (say, X;) but not the number of pregnancies (say, Xs).
Then, X; will be perturbed and X5, will remain unchanged, which is likely to generate
a perturbed data set that will show a positive number of pregnancies for some males.
Here, both X; and X, should be put either in C or in C. As Nayak and Adeshiyan
(2016) noted, UPRAM does not yield any combination of values of the variables in C

that are not in the original data.

To recognize another issue, recall that under UPRAM (which includes IFPR), the
perturbed frequency of any category of X¢ is an unbiased estimate of the original
frequency. However, the same conclusion may not be true for a category of the cross-
classification of some variables in C and some in C. Thus, some non-key variables
may be included in C to assure that joint frequencies of those non-key and all key
variables are perturbed unbiasedly. Suppose for example, p = 4 and X, X5, X3 and
X, represent gender, education level, income class and housing tenure, respectively.
Suppose also that X; and X, are key variable and the association between education

and income is of substantial inferential interest. Then, we should include X, X, and

X3 in C and leave X, in C.

In principle, all categorical variables X,... X, can be included in C, leaving C
empty. However, it is inconvenient to put many variables in C as X¢ would have a very
large number of categories, many with low frequencies, viz. 0 or 1 or 2. In addtion,
our next step (data partitioning) offers another substantial opportunity to preserve
data quality. Thus, in practice, non-key variables should be added to C if the need for

doing so is strong. Note that our method gives confidentiality protection guarantee
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with respect to all variables in C. So, it will provide higher level of protection than
what the agency requires if C includes any non-key variable. For notational simplicity,
suppose C = {Xj, ..., X,} for some r < p and let X¢ represent the cross-classification

Ole,...,Xr.

Step 3. Partitioning the data set. As we have seen in Chapter 4, our approach
to attaining Goal 3 with £ > 1/3 only requires that (i) all units in singleton and
doubleton cells (i.e., with frequency 1 or 2) be post-randomized and (ii) each block
for IFPR contain at least mg cells. On the other hand, we shall see in the next
section that to minimize data quality loss the number of cells in each IFPR block
should be kept as small as possible. Thus, our IFPR blocks must cover all singleton
and doubleton cells of X¢, and the number of cells in each block should be close to
mg, but not smaller than mqy. These constraints still give us significant freedom for

setting up IFPR blocks, which we shall utilize to preserve data quality.

We may not want to perturb the values of certain variables in C either because
of their importance or to comply with regulations. For example, for a person level
sample from a state, regulations may require us to preserve the counts of individuals
in age intervals (0, 18], (18, 65) and 65 and over, or keep the county of residence of
each person unchanged. Similarly, it may be desirable to preserve the original data
on employment status and poverty level of each individual. Also, perturbed values of
ordinal variables, e.g., income class and age group, should be reasonably close to the
original values. We propose to utilize the flexibility in forming IFPR blocks to control
the nature (magnitude in some sense) of data perturbation and prevent undesirable
changes to original records, by first partitioning the original data set and then forming

IFPR blocks within each partition set.

For simplicity, we suggest to control perturbation at individual variable level, but

cross-classifications of subsets of variables can be used similarly. A general method
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for implementing this idea is as follows. For each X, in C, create a new variable X by
merging categories of X;. Let X denote the cross-classification of X7, ..., X . Then,
partition the data set by cells of X;. Thus, all units falling in one cell of X constitute
one partition set. Note that cells of X also define a partition of the original cells of
Xec. As described in Step 4 below, we apply post-randomization within each partition
set. So, our procedure does not change the Xp-category of any unit. Two extreme
types of X/ are: (i) X7 = X, in which case, the original data on X; will remain
unchanged and (ii) X; merges all categories of X; into one category, which means
that for X;, the original category of any unit is permitted to change to any other

category.

In Step 4 (below), we require that if a partition set contains at least one singleton
or doubleton cell of X¢, then it must contain at least my nonempty cells. This con-
dition may not be satisfied if X;,..., X} do not collapse the categories of X;,..., X,
adequately. If a partition violates the requirement, we would need to merge partition
sets or redefine X7,..., X to coarsen the partition. On the other hand, excessive
collapsing would yield a small number of partition sets with large IFPR group sizes,
missing further opportunities for perturbation control (and reducing data quality

loss).

Step 4. Applying post-randomization. At this step, we apply the followig pro-
cedure to each partition set separately. First, we count the number (.J) of singleton
and doubleton cells (of X¢) in the partition set. If J =0, i.e., there are no singleton
or doubleton cells, we leave original categories of all units unchanged. If J > my, we
take all singleton and doubleton cells to form one IFPR block and then apply IFPR
with 6 = 6y, as calculated in Step 1, to perturb X¢ for all units in this block. If
0 < J < mgp, we add (mg — J) cells with frequency 3 or more to the set of singleton
and doubleton cells to form one IFPR block. For minimal impact on data quality,

cells with smallest frequencies should be added. Then, we apply IFPR with 6 = 6, to
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all units in the IFPR block. In both cases (J > mg and J < mg) records of all units

not included in the IFPR block are left unchanged.

Clearly, the procedure described above may be modified in several ways. As noted
earlier, one may use cross-classifications of subsets of X7, ..., X, for data partitioning.
In fact, it is not even necessary to use ‘rectangular’ data partition. In Step 4, if
the number of singleton and doubleton cells in a partition set is 2mg or larger, we
may divide those to two (or more) IFPR blocks, each with at least mg cells. This
can be done by random splitting for convenience or using contextual knowledge and
judgment to optimize data quality loss. However, in practice, large data sets need
to be perturbed using computer programs, without much human work. We believe,
Step 3 provides a simple and practical method for maintaining data quality while

controlling identification risk.
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Chapter 6. Effects on Data Quality

In this chapter, we investigate effects of IFPR on X-categories’ frequencies. Taking X
as Xc, we shall first examine V(S|T), as E(S|T) = T under IFPR. Then we examine
the effects of expanding a block and merging 2 blocks, which leads to the conclusion
that blocks should be kept as small as possible for minimizing utility loss. Finally, we
examine the effect of IFPR with respect to lower level marginals, which are of greater

interest in practice compared to the joint distribution of all key variables.

6.1 Block Level Effect

In our procedure, for any category c¢; of X¢, any difference between S; and T; arises
only from the IFPR applied to the block that contains ¢;. So, we shall first assess block
level effects of IFPR. Thus, consider one IFPR block and for notational simplicity,
suppose it contains the cells ¢i,...,¢,. Let Sy = (S1,...,5%), T1 = (Th, ..., T,)

and let V = ((v;;)) denote V(S1|T;). The ith column of the transition probability

matrix (P) for this group is P, = ((m—al)Ti’ - (m—el)Ti’ (1-— %), (m_el)Ti, e (m—al)Ti>/’
i.e., the ith element is (1 — %) and the rest are ﬁ Recall that only nonempty

cells participate in IFPR and so each 7; > 0. Using (16) and noting that P is a

function of T, we obtain:

V(S|T)
0 --- 0 Pl pupu cc PubPmi
k m 2
, 0 7y --- 0 Papu Py PaPmi
=Dr-) TRP=| ~ °  |=>mn| T
=1 oo : =1
o 0 --- T, PriP1 DDt Py

(),
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where p;; = (m+)Tj for i # j, and p;; =1 — T%. Therefore, the diagonal elements of

V(S|T) are

m
v = Tj— Z Tlp]Q‘l
I=1

m
2 2
= T; = Tipj; — Z Tipjy
I#,1=1

for i = 1,...,m. The off-diagonal elements are:

m
Vij = — Z Tlpupjl
=1

= _ ( Z Tipapji + Tipiuipji + ijijpjj>
l#1,5

6 6 ' 6 6
:_(;jﬂ(m_m oo P T e oo +Tj(m—1)T~(1_f)>

(G et o)
I#i,j ! J

0
- 2 T o — T.—l)
m—l( +m—1l;” ! o1, =01,

B 0 0 - mo 1 1
a 1<2+m—1ZTl m — <TZ +Tj )>

m — 1

Equation (30) shows that 6(2—0/T;) —6? < v;; < 6(2—6/T;) and the lower bound
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is attained when m = 2 and 7; = 1 for all j # ¢. Thus, if the units in category
¢; require confidentiality protection, for minimum variation of the category’s count
we should put ¢; in one IFPR block that contains just one other singleton category.
Suppose, for example, § = 0.8, m = 5,17y = 1T, = 1,13 = Ty, = 15 = 2. Then,
(30) gives v1; = 0.96 — 0.1 = 0.86. If we add another category with frequency 1 to
this block, vq; increases to 0.96 — 0.0896 = 0.8704. Adding 4 more categories with
frequencies 2, 3, 3 and 3 increases vy, to 0.9205, which is fairly close to 0.96, the

upper bound of vy;. Thus, (30) is fairly flat unless m is very small.

6.2 Effect of Expanding and Merging Blocks

The total variation of Sy, measured by the trace of V' (S;|Ty), is
B “ - of M "1
If we add one cell, say ¢,,41, to the block {ci,...,¢n}, (31) shows that the total

variation for the enlarged block will be

m+1

* _p2 m+1 l
Vi =2(m+1)0 — 0 (—m );T
Then, we obtain:
6> 1 P(m+1) 1
*— = 204 —— — —
Vi—V + m(m — 1) — T; m Tri1
- Q[Q_G(m—l—l) 1 }
m Tm—H

> f[2—(1.5)0] >0

forall 0 < 6 < 1, as m > 2 implies (m + 1)/m < 1.5. Thus, as intuition suggests,
we should not add a cell to a post-randomization block unless the units in that cell

need protection. In other words, we should post-randomize the units in only the cells
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requiring confidentiality protection.

Next, to explore effects of merging (or splitting) IFPR blocks, consider two blocks
Ay and Ay containing m, and my cells, respectively. Let V4, and V. denote the total
variation of all mj + my cells in A; U Ay under two schemes: (1) apply IFPR to each

block separately and (2) combine the two blocks and then apply IFPR. Using (31),

we get
Vis = 20(m +m)—92[( m )Zi ( ma )Zl]
ts ! ? my — 1/ &~ T, mo — 1/ : N
€A i€ A
+ Mo 1 1
- () [ L
fl (my + msy) R EZAI ) ieZAQT
and

Vite = Ve = +9:12—1[(m7i1>2%+<m:711>2%] >0 (32)

1€Aq 1€ Ao

This shows that to reduce effects of IFPR on data quality, all cells for post-randomization
should be divided into disjoint IFPR blocks, each containing the minimally required
number of cells for confidentiality protection. We also note that the relative difference
between Vj, and V. is significant when my, my and T;,7 € A; U Ay are very small.
For a numerical example, we take # = 0.8. Then, for m; = my = 2 and T; = 1 for
all i, we get Vj. = 4.6933 and Vj, = 1.28, and so V. = (3.67)V}s. In contrast, if
my = my = 5 and T; = 2 for each of the 10 cells, then V;. = 14.8444, which is only
3.09% larger than V;, = 14.4. Thus, if the required minimum number (mg) of cells
in IFPR blocks is not too small, say mg > 5 (see Table 2), we may not gain much

from creating many blocks and satisfying mg minimally.
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6.3 Lower Level Marginals

Typically, the number of cross-classified cells are very large and individual cell fre-
quencies are not of much interest. In practice, lower level marginal relative frequencies
are of much greater interest. For example, suppose key variables are gender, age, race
and marital status. The cross-classification of the four variables is of little interest
while subsets of the four such as gender and race, age and marital status are of more

interest.

To assess the variance of a lower level marginal frequency based on perturbed
data, we first consider a subset of cells of one IFPR block. Suppose the block con-
sists of the cells ¢,...¢,,. Let A be a subset of {1,...,m} of size b and Sy =
> ica Si represent the total perturbed count of the cells ¢;,i € A. Then, V(594|T) =

> ijeacov(Si, 55| T), and letting A° = {1,...,m} \ A, we find that

V(SalT) = > vy

i,jEA
= Z?fjj + Z Uij
jeA i,JEA, i)
= (29 e Zm:Tl SN TR zm)Tfl)
: m—1 ! m—1 J
JjEA =1
4 0 —1 —1
P | e DU REE )
1,jEAIF£] =1
0 2 S —1 0 2 o -1
=260 — b(——) T —(m) (m —QW)ZT]'
=1 JEA
—2bl’_—19—b(b—1 ZT +2k(—) > T
m—1 m m—1 m —
1,JEAiF£]
2b(m — b) 2 2 - -1 —1
=1 jeA

+2m(—— b-1)) T

JEA



~ 2b(m — D)

- om-—1
20b(m — b) 62 ) ) 1

T mo1 _(m—1)2[b, _<+(m_b),2f}

20b(m — b)
< 22V 7
- m-1

b2 (—

< 200, (33)
as 1 <b<m. % is the largest when b = m/2, and zero when b = m.

Note that our IFPR blocks depend on the original data through T, and change in
repeated sampling. However, in practice, we are interested in the (total) probabilities
of subsets of cells of X, where the choice of the subsets do not depend on the data.
Denote the cells of X¢ by ¢1,...,¢; and let m; = P(Xe = ¢;),i = 1,...,k. Then,
consider a subset D of {1,...,k} of size b and let 7p = >, 7, Tp = > ,cpT
and Sp = > ,.pSi- For brevity, we shall also use D to denote {c;;i € D}. To
investigate V' (Sp|T), note that the cells in D fall into different IFPR blocks and
hence are perturbed differently. Any given T = t yields a specific set of IFPR blocks
and a unique distribution of the cells in D into those blocks. Suppose by of the b
cells in D do not fall in any IFPR block (and hence are not post-randomized), and
the remaining bg = b — by cells fall in L different IFPR blocks, denoted G, ..., Gy.
Also, let b; denote the number of cells of D that fall in GG; and let W; denote the total

frequency of those cells after post-randomization. Given V(S4|T =t) < 260b (33),
L
V(SpIT =t) = v(va)
i=1

L
< Z 20b;
=1

20y < 20b. (34)

Note that L and bg are functions of t and the upper bound (260b) in (34) is overly
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conservative when by is large.

Next, consider the two estimators of relative frequencies of D, 7p = Tp/n and
7p = Sp/n, based on original and post-randomized data, respectively, where n is the

sample size. Both are unbiased estimators of mp with V(7p) = [7p(1 — 7p)|/n and

7TD(1—7TD)

V(7p) = V[E(7p|T)| + E[V (7p|T)] = + E[V(7p|T)]. (35)

Furthermore, (34) shows that

EIV (o)) < 24 B(br) < 2o (36)

n2

Note that the first term on the right side of (35) is the sampling variance and it is of
order (1/n). In contrast, the second term, which is the variance inflation due to post-
randomization, is at most of order (1/n?). Note that E(bg) is also a function of n and
E(br) — 0 and n — oo. Thus, we establish an important practical conclusion that
the randomness and uncertainty induced by our procedure is negligible in comparison
to the sampling variance. This feature is also well demonstrated in our example
below. We note this conclusion is with respect to key variables and under multinomial

sampling.
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Chapter 7. An Example: Public-use Microdata Sample

In this chapter, we use U.S. Census Bureau’s 2013 one-year person-level Public Use
Microdata Sample (PUMS) for the state of Maryland, to illustrate our procedure
(as described in Chapter 5), examine its empirical performance and affirm our theo-
retical results. The PUMS data set was extracted from American Community Sur-
vey (ACS) data and some values were perturbed by Census Bureau for confidential-
ity protection, but for our illustration, we shall treat all values as original values.
The data set and data description are available at https://www.census.gov/programs-
surveys/acs/data/pums.html. The data set contains records of 59,033 persons for

many demographic and economic variables.

For illustration, we selected five variables for post-randomization, which are gen-
der (2), age (92), race/ethnicity (9), marital status (5) and Public Use Microdata
Area (PUMA) (44), where the values in parentheses are the number of categories of
respective variables. Thus, C comprised these five variables, which we shall denote by
Xq,..., X5, respectively. This generated a cross-classified variable X with 364,320
cells. The data set yielded 25,406 nonempty cells, of which 13,662 are singleton and
4,777 are doubleton cells. Thus, if the original data are released, of the 59,033 units
(persons) in the data set, under our assumption 13,662 (or 23.14%) can be identified
correctly with certainty and each of another 9,554 (or 16.18%) units (in doubleton
cells) can be correctly identified with probability 0.5. Our procedure methodically
controls identity disclosure risk of the 13,662 4+ 9544 = 23, 216 singleton and double-
ton units, which constitute 39.33% of all units. We used ¢ = 0.8 and my = 5, which

accomplish Goal 3 with & = .395; see Table 2.

7.1 Data Partitioning

For data partitioning, we created the following five (collapsed) variables: X} = X,
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(i.e., no cells of gender are merged); X; collapses Xs (age) in 7 broader classes, viz. 0
to 17, 18 to 24, 25 to 34, 35 to 44, 45 to 54, 55 to 64, and 65 and above; X; regroups
X3 (race) into the three categories: white, black and other races; Xj = 1 and X =1,
ie., Xj and X} merge all categories of X, and Xj, respectively, into one category.
For these choices, our procedure will keep gender unchanged and allow marital status
and PUMA (X, and X5) to change freely. All age values will stay within the broader
categories of X;. Thus, our procedure will preserve the numbers of voting age (18
or above) and senior (age 65 or above) persons, which may be important in legal
and policy studies. Of the nine categories of X3, white and black are two dominant
categories and account for about 89% of all persons in the data set. Our X} preserves

the two major race groups and merges the remaining 7 into one category.

The cross-classification of X7, ..., X? yielded 42 cells and all units falling in a cell
constituted a partition set. The total number of singleton and doubleton cells (of X¢)
in the 42 partition sets ranged between 124 and 1480, all being much larger than 5.
Thus, it was possible to use a finer partition and exercise further control, which we did
not pursue. Finally, for each partition set, we took all units falling in singleton and
doubleton cells to form one IFPR block and applied IFPR with 6 = 0.8 to create a
perturbed data set. Thus, our post-randomization changed the original X¢-category
of each singleton unit with probability 0.8 and each doubleton unit with probability
0.4. When a category was changed, the new category was picked at random from the
remaining cells within the IFPR block. The procedure also kept the records of all
units falling in Xc-cells with frequency 3 or more unchanged. In the following, we
report some results from one perturbed data set. However, we had created several
perturbed data sets by repeating the post-randomization step (for the same data

partitioning) and found similar results in all cases.
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7.2 Empirical Identification Risk

Here, we examine several aspects of the perturbed data set for a broad empirical
assessment of identification risk. Some basic features of the perturbed data set are as
follows. Our procedure changed the Xc-category of 10,954 (or 80.18%) of the 13,662
singleton units and 3,807 (or 39.85%) of the 9,554 doubleton units. The procedure also
turned 4,983 (or 36.47%) singleton and 360 (or 7.54%) doubleton cells into empty cells.
Thus, 36.47% of (originally) singleton and 7.54% of doubleton units had no match
in the perturbed data set. These two percentages are close to the corresponding

theoretical values of 35.95% and 7.19%, respectively, derived in Section 4.1.

For a given unit in the data set, let 7 and 7% denote the frequency of the unit’s
true Xc-category in original and perturbed data sets, respectively. Alternatively, 7
and 7* are the number of records in original and perturbed data sets, respectively,
which match the unit’s values of all variables in C. The values of 7 and 7* actually
depend on the unit considered, but for brevity we do not make that explicit. For
any given unit, the probability of correctly identifying the unit in released data is
0 if its X¢-category changed due to post-randomization, and 1/7* otherwise. We
calculated this probability for all 23,216 originally singleton and doubleton units.
Averaging those probabilities over relevant groups of units we obtained the empirical

conditional correct match probabilities reported in Table 3.

Table 3: Empirical Conditional Probabilities of Correct Match

T=1|17=2
7 =110.2315 | 0.3933 | 0.2849
7 =210.1961 | 0.3477 | 0.2827
0.1348 | 0.3027

In our example, 5,066 units satisfied the conditions 7 = 1 and 7* = 1 (i.e., the unit

is unique in the original data and has a unique match in released data), of which 1,173
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had correct (unique) matches, yielding P(CM|r = 1,7* = 1) = 1173+5066 = 0.2315,
as reported in Table 3. Similarly, 2,570 units satisfied 7 = 1 and 7" = 2, of which
1,008 had their records unchanged. For any of these 2,570 units being the target unit,
our intruder would randomly selects one of the two units whose released category of
Xe equals the target unit’s Xe-category and takes that as the target unit. This
would yield a correct match with probability 1/2 for the 1,008 units whose records
did not change due to data perturbation, and with 0 correct match probability for
the remaining unchanged 1,562 units. Using these, we obtained P(CM|r = 1,7* =
2) = [(1008) x (0.5) + (1562) x (0)] = 2570 = 0.1961. All other values in Table 3 were

calculated similarly.

Here, we note a few points about the empirical probabilities. As expected, all
values in Table 3 are less than 0.395. Both P(CM|r = 1,7* = 1) = 0.2315 and
P(CM|r =2,7* = 1) = 0.3933 are very close to the corresponding upper bounds of
0.238 and 0.395, reported in Table 2. This is not surprising because in our example,
the ki of (27) takes large values (between 124 and 1480), in which case the sum in
(27) is nearly a constant with respect to T and hence the inequality in (28) holds
fairly tightly. The overall probability of correct match for an originally Xc-unique
person is P(CM|r = 1) = 0.1348, which is fairly low. The corresponding probability
for doubleton units, P(CM|r = 2) = 0.3027, is noticeably larger. This shows that
placing too much emphasis on protecting sample unique units or judging a procedure
by the resulting identification risks for sample unique units may be misleading. In
our example, one reason for the difference is that the percentage (36.47%) of singleton
units with no match in perturbed data is much larger than the corresponding number

(7.54%) for doubleton units.

In practice, an intruder would know the frequency (7*) of the Xc-category of a
target unit in released data, but not the frequency (7) in the original data. Thus,

P(CM]|7*) are of much practical interest. As shown in Table 3, P(CM|m* = 1) =
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0.2849 and P(CM|t* = 2) = 0.2827, which can be regarded as empirical values of
R;(a) in (6) for j = 1 and 2. Interestingly, the above two values are very close,
which implies that the correct match probability is almost the same for units showing
up as singleton or doubleton units in released data. We note importantly that the
perturbed data set has 7,558 singleton and doubleton units, which is 66.44% smaller

than the corresponding number (23,216) in the original data.

7.3 Assessment of Data Utility Loss

In this section, we compare several sets of summary statistics from the original and
perturbed data, respectively, to assess the procedure’s effects on data utility. Our
procedure kept the values and hence marginal distributions of all variables, except
Xo, X3, X4, X5, unchanged. Note that although X; (gender) is included in C, it re-
mained unchanged as we used it (with no collapsing) for data partitioning. On the
other extreme, X, (marital status) and X5 (PUMA) were changed freely, without any
control. Tables 4 gives frequency distributions of X, for the original and perturbed
data. In the second and third columns, the values in parentheses are relative frequen-
cies. The ‘never married’ category includes all persons who are less than 16 years old.
The fourth column gives the original count minus perturbed count. The last column
gives estimated sampling standard deviations (SD) under simple random sampling
with replacement (i.e., under binomial model). For example, the SD for the category

‘married’ is obtained as [(59033)(.4182)(1 — .4182)]"/2 = 119.84.

In Table 4, the difference values are quite small, in magnitude, in comparison to
SD values. This is consistent with our observation in Chapter 6 that asymptotically,
the order of magnitude of perturbation variance is smaller than that of sampling
variance. We may also mention that while 39.33% of all units were candidates for

randomization, the corresponding percentage was much higher for widowed, divorced
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Table 4: Frequency Distributions of Marital Status

Marital Status | Original Data | Perturbed Data | Difference SD
Married 24688 (.4182) 24678 (.4180) 10 | 119.84
Widowed 3156 (.0535) 3180 (.0539) -24 | 54.67
Divorced 4742 (.0803) 4704 (.0797) 38 | 66.03
Seperated 1040 (.0176) 1039 (.0176) 1] 31.95
Never married | 25407 (.4304) 25432 (.4308) -25 | 120.30

and separated categories, which have relatively small frequencies. For example 76.78%
of the 4742 units falling in ‘divorced’ category were subject to post-randomization.

Even for these groups, the original and perturbed relative frequencies are practically

the same.
Table 5: Distribution of Race or Ethnicity
Race or Ethnicity Original Perturbed
White 37201 (.6302) | 37201 (.6302)
Black 15239 (.2581) 15239 (.2581)
American Indian alone 97 (.0016) 92 (. 0015)
Alaska Native alone ( 000017) 0 (0)
American Indian & Alaska Native 42 (.0007) 46 (.0008)
Asian 3461 (.0586) 3345 (.0567)
Native Hawaiian & other Pacific Islander 20 (.0004) 21 (.0004)
Some other race alone 1349 (.0228) | 1337 (.0227)
Two or more races 1623 (.0275) | 1652 (.0280)

Similarly, the original and perturbed distributions of race (X3), given in Table 5,
are very close. The fact that the original and perturbed counts are exactly the same
for white and black is not a chance occurrence. Because of our choice of X3 and
data partitioning, the race of any white or black person remained unchanged. The
original data set contains exactly one person in ‘Alaska Native alone’ category, who
can be identified correctly by matching race alone. This person cannot be identified
in our perturbed data set, as the frequency for that category is zero. In any case, the

probability of correctly identifying any sample unique person, not just by race but by
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all five variables in C, in a post-randomized data set (with 6 = 0.8) is theoretically
less than 0.238 (see Table 2). We had also examined distributions of age based on the
original and perturbed data. The plots of the two cumulative distribution functions

were almost indistinguishable and hence are not presented here.

We shall next examine effects of our procedure on joint distributions of two or
more variables. Obviously, our procedure has no effect on the joint distribution of
any subset of variables of C. Thus, we shall examine combinations of variables from
the 5 key variables (sex, age, race, marital status (mar) and puma) and 2 non-key
variables, viz. class of workers (work) with 9 categories and education level (edu)
with 8 categories: grade 6 or less, grade 7-12 but no high school diploma, high school
diploma, some college but not degree, Associate degree, Bachelor’s degree, Master’s

or professional degree, and Doctorate degree.

To compare the original and perturbed joint distributions, we shall use the to-
tal variation distance (TVD) between two probability distributions. For a discrete

random variable X, the TVD between two distributions p(z) and ¢(z) is

TVD(p,) = 5 3 ple) — ().

A useful interpretation of TV D comes from the fact that TV D(p, q) = supy |[p(A4) —
q(A)|, where the supremum is over all subsets A of the sample space of X. In our
applications, p and ¢ will represent relative frequency distributions based on the
original and perturbed data. Then, for a given set of variables, letting f; and f;
denote the frequency of the ith cell in the original and perturbed data, respectively,

the TV D measure becomes

where n is the sample size.
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For several combinations of variables, Table 6 gives the values of TV D and also the
number of cells. All TV D values in Table 6 are quite small and the joint distributions
with three largest TV D values have over 350 cells and involve one variable (puma or

mar) that was post-randomized without control.

Table 6: Total Variation Distances Between Original and Perturbed Distributions

Variables TV D | Number of cells || Variables TV D | Number of cells
race, mar 0.0028 45 || puma, work 0.0198 396
race, puma | 0.0013 396 || puma, edu 0.0324 352
race, edu 0.0088 72 || sex, race, mar | 0.0060 90
race, work | 0.0035 81 || sex, race, edu | 0.0093 144
mar, edu 0.0127 40 || mar, race, edu | 0.0218 360
mar, work | 0.0070 45 || sex, race, work | 0.0039 162

TV D measures the divergences of 2 probability measures in terms of how large
the 2 probability measures may differ on a given event. It offers a mathematical
guarantees when it comes to estimating the probability of an event under p via q.
For example, suppose we are interested in estimating the proportion of Asians who
are married in MD. Let A denote this event, then A can be expressed as race =
‘Asian’, marital status = ‘married’. From our perturbed data we obtain the estimate
is 0.0336. Then given the TVD between the original and perturbed distribution of the
joint (race and mar) = 0.0028, we know the estimate based on the original data falls
in the interval [0.0308,0.0364] (0.0336 £ 0.0028). This is a mathematical guarantee

as we know for sure this interval contains the estimate from the original data.

We should mention that Gomatam and Karr (2003) used TV D for measuring
distortions due to data swapping. Shlomo and Skinner (2010) used relative absolute
average distance (RAAD) per cell, which relates to TV D by RAAD = 100[1 — 2 x
(TV D).
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Chapter 8. One Procedure for Application to Complex Sur-

veys

In Chapter 7, we assessed data utility under the simple random sampling scheme.
However most surveys in practice use complex designs such as stratified and multi-
stage sampling, for convenience and cost and statistical efficiencies. In this chapter
we examine suitability of our IFPR approach in general surveys and then propose a

variation of the procedure that takes survey weights into account.

8.1 Bias of IFPR under Complex Survey

Let N denote the population size and consider a general survey design p(s), where
s is a subset of the population and p(s) is the probability of selecting s. Let w;
denote the sample weight of unit <. Note that w; is the inverse of unit ¢’s inclusion
probability under the general sampling scheme p(s). Let F denote the population
frequency vector of the cells of X, the cross-classification of key variables, and U;
(t=1,...,N) be a k-dimensional indicator vector representing the X category of unit
t. Specifically, if unit ¢ falls in category c;, then the jth component of U; is 1 and the

remaining components are 0. Then, F = Zfil U;.

Consider the problem of estimating F. The Horvitz-Thompson estimator is a
commonly used estimator of the population total of an attribute under general prob-
abilistic sampling. The Horvitz-Thompson estimator of F based on the original data
is

1€8
By treating the perturbed data as if it were original and letting V; be the indicator

vector representing the X category of unit ¢ after perturbation, the estimator of F

o4



based on perturbed data is

i?u):: :g::?Ui‘é.

€S
The population proportions of X’s categories F/N are estimated by F, /N using

original data and F, /N using perturbed data.

Recall from Chapter 3, T and S denotes the frequency vector of X categories

before and after perturbation. By definition

T=) U, S=>V.

1ES 1€ES

Under UPRAM (from (12)), we have

E() VilUji€s)=E(S|IT)=PT=T=> U
€S €S
Note the conditional distribution of V; given the original data (the perturbation matrix

P) is multi(1, PU;). Then the conditional expectation of F, is

E(F,|U;i€s)=EQ wVilUy,...U,) = Y w;PU; = Py wU; = PF, (38)
1€ES 1€ES €S

Naturally, PT =T does not necessarily imply PF, = F,. In other words, per-

turbed frequency counts are unbiased for original frequency counts, but the perturbed

weighted frequency counts may be biased estimates for the original weighted frequency

counts.

For an empirical examination of the bias of Horvitz-Thompson estimator after
perturbation, we revisit our 2013 Maryland PUMS study from Chapter 7. Table 7
gives both the unweighted and weighted marginal distribution of Race. In Table 7, for

each category of Race, the first 3 columns show its original raw count (f), perturbed

raw count (f) and relative error (Ay), viz. |f—f|/f. In comparison the last 3 columns
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shows the corresponding quantities calculated using Horvitz-Thompson estimator.

Table 7: Effects of IPFR on weighted and unweighted frequencies of Race categories
race f f Ay fuw fu Ay,
white | 37201 37201 0 3423620 3423620 0
Black | 16239 15239 0 1753418 1753418 0
American Indian alone 97 92 0.0515 11235 10589  0.0356
Alaska native alone 1 0 1 63 0 1
American Indian and Alaska native 42 46 0.0952 4820 3210 0.2689
Asian | 3461 3345 0.0335 | 354215 376384 0.0564
Native Hawaiian and other Pacific 20 21 0.05 2443 3400 0.0794
Some other race alone 1349 1337 0.0089 210331 177567 0.138
Two or more races | 1623 1652  0.0179 | 168669 180626  0.066

Recall that in our empirical study ‘White’ and ‘Black’ categories are kept un-
changed after perturbation and hence there is no change to both f and fw. For the
rest 7 categories, most absolute relative differences for weighted counts are increased
and the increase is significant. Most notably, the relative error for ‘America Indian
and Alaska native’ category increased to 26.89% and for ‘Some other race alone’

category it increased to 13.8%.

We also looked at other key variables’ empirical marginals and observed similar
phenomena. For example, the perturbed marginal distribution of Age showed much
more fluctuation around the original one. The relative error for a weighted joint
distribution among key variables or between a key and a non-key variable is expected
to be greater. In conclusion this example suggests that the perturbed data showed
significant deviations from the original dataset in terms of weighted key variables’
frequency vectors, and it is necessary to adjust the IFPR to account for sample

weights.
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8.2 Providing Unbiasedness of Weighted Counts

As Gouweleeuw et al. (1998) discussed, it is possible to devise post-randomization
procedure that changes the weighted counts unbiasedly. Specifically, this can be

accomplished by using any transition probability matrix P that satisfies
PE, =F,. (39)

Like (12), (39) yields many solutions and its solution space is also convex.

Replacing T with F,, in (19) also yields a solution of (39), which we refer to as
weighted IFPR. Suppose an IFPR block contains the cells ¢y, ..., ¢k, , with k; > 2. Let
7; denote the weighted frequency count of cell ¢; in original data. By replacing 7;
with 7; in (19) the weighted IFPR is given by

1—-£ ifi=j

0 op - .
(161——1)Tj’ lf27£j.

Note that 6 need not take values only in [0, 1]; it suffices to satisfy § < min;7;. Thus,

0 may vary from block to block.

Any P satisfying (39) provides unbiasedness for weighted counts, but it may not
control identification risk as desired. The difficulty of controlling both bias and iden-
tification risk arises from the fact that bias is with respect to weighted counts whereas
identification risks are determined by unweighted frequencies, as an intruder’s match-
ing scheme uses only raw frequencies. One consequence of using weighted IFPR is

discussed next.

Consider a case where all cells in a block are singleton cells, i.e. T; = 1 for
1 =1,...,k;. This implies 7; is also the weight of the unit in cell ¢;. Without loss of

generosity, suppose 71 < ... < 7k,. From (26) the conditional correct match probability
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of the unit in ¢g,, given a unique match and t, is

k1—1

1-— i -1
Rk1(17t> = |:tk21 + pklkl pkl tl:|
Pk 1 — pir,
ki1
1 - i -1
— 1+ s P (41)

Y —— 1 — pik,

The second equation comes from the assumption that 7; = 1 for all 7. Using (40) in

(41), we get
k-1

0 0 !
Rkl(lvt): [1+Tk1_g; (k1—1>7'z‘—6i| )

Now let # = 71, the largest value that 6 can take. Since Ry, (1,t) increases in all 7;,

k1—1
I T1 1 -1
Ry (1.t) > [ }
kl( )_ L +T]€1—7'1;<k1—1)7'1—7'1
I T ki —17-1
= -1+(ri11_1)_1—k;1—2]
- -1
> 1+2(%— )—1] .
L 1

1
Finally we observe that |1+ 2(:’“—11 - 1)*1] > 0.4 whenever 7,/7 > 7/3. Thus, it is

not possible to meet our disclosure control goal with £ > 0.4.

In other words, in a singleton group, whenever the ratio between the maximum
and minimum weighted cell frequency is above 7/3, the identification risk (given a
unique match) of the unit with the largest sample weight is always above 0.4. As
a result, we do not adopt the weighted IFPR. We shall use our original IFPR, as

described in Chapter 5, with a modified data partitioning algorithm.

8.3 Our Proposed Procedure

In view of the difficulties in preserving the weighted distribution of X, we propose

to adjust IFPR to account for sample weights on unit level. The idea is to divide
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the microdata into weight homogenous groups where within each group the units’
weights are approximately the same. Then, perturb each group as an independent
dataset with IFPR. We shall refer to our proposed variation as modified IFPR. We

first describe the modified IFPR with respect to Goal 3 for given &.

Step 1. Calculate the IFPR parameter 6. Use the given value of £ to calculate
0y by solving h(fy) = &, and then compute mg = [(1 — 0)~!]. Refer to Chapter 4 for
details of h(f) and my.

Step 2. Select variables subject to PRAM. Divide the variables Xj,..., X, into
two sets C and C, so that variables in C are to be perturbed and variables in C
unchanged. We refer to Chapter 5 for considerations in choosing key variables. As in

Chapter 5, denote the cross-classification of X; in C by Xe.

Step 3. Partition the data set into weight homogenous groups. First divide the
dataset into 2 parts: one containing units that are subject to perturbation and the
other containing units that already meet the disclosure control goal and do not need
perturbation. Then, further split the set of units subject to perturbation into weight
homogenous groups, groups whose units’ weight are considered homogenous under

certain criterion.

In the following, we shall refer to dataset as the set of units subject to perturbation,
for simplicity. For instance, under Goal 3 for £ > 1/3 only the singleton and doubleton

cell units are subject to perturbation.

Step 4. Calculate IFPR transition matrix for each group and perturb each group
with its own transition matriz. Specifically, suppose a group contains k; cells, {¢1, ..., ¢k, }
and let 77 denote the original count of ¢; within its group. Then, perturb each unit
in the group independently using P = ((pij)), where

0 0

—T’;, pﬂ:(kl——l)ﬂ’ for i,jzl,...,kl andz;éj (42)

pii =1
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Table 8: Further partitioning based on sample weight w

unit | X | w; T!
unit | X [ w; T 1 cy | 100 1
1 cs | 99 2 2 co | 101 1
2 ¢ | 100 |1 6 |es| 99 |1
3 ce | 100 9 8 cg | 100 2
4 ey | 101 2 9 cg | 102 2
5 | cg | 102 2 unit | X | w; T!
6 | ¢ | 199 2 = 3 co | 200 1
7 | co | 200 2 7 | cs | 199 1
8 | cg | 200 2 10 | ¢7 | 201 1
9 || 201 1 11 | ¢g | 200 1
10 | cg [ 498 | 1 unit | X | w; 1!
11 | c3 | 500 1 A cs | 500 1
12 | cg | 502 2 5 cy | 498 1
12 | ¢g | 502 1

First, we illustrate the effect of further partitioning by weights with the following
example in Table 8. Suppose that left table in Table 8 constitutes one IFPR block,
which contains a unit’s X cell, weight w; and original X-cell count 7;. The right table
replaces T; with 7}. For instance, 7] = 1 for unit 1 since within the the first subgroup

on the right table, there is only one ¢;. By definition 7! < T;.

The weights are well separated for the ease of illustration. In reality the block
may be very large to cover weights in a much more continuous manner. After Step 3,
this dataset is partitioned into 3 weight homogenous groups on the right and ready

for perturbation.

The original dataset on the left is not weight homogenous and the weights differ
a lot within doubleton cells ¢y, ¢5, cs. Under IFPR each unit is perturbed using (19).
For example, unit 1 changes to ¢; with the same probability as it changes to cg, while
the weight in ¢; differ a lot from weights in cg. Under the modified IFPR the original
doubleton units are being perturbed as a singleton unit when its 7} = 1. For example

for unit 2, under IFPR it changes with probability 6/2 and its Z can take on any
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cell from ¢; to cg. Under the modified IFPR it changes with probability 6, and its Z

takes value in ¢y, co, c5 and cg.

Overall, the modified IFPR has a higher perturbation rate, since a doubleton unit
is perturbed with a higher probability once their 7/ < T;. This implies a potential

decrease in identification risk.

There are many methods of forming the weight homogenous groups and the data
agency should choose the method based on the specific situation. For example, for
a stratified sample, we can directly take strata as weight homogenous groups. This
is intuitive since units from the same stratum share the same sample weights. Then
we can further divide each stratum into smaller weight homogenous groups based
on considerations such as control of key variables. Such control can be executed via

creating the corresponding collapsed variable for each key variable within each group.

Weight homogenous groups can also be formed by further dividing the partition
sets that are formed by controlling the key variables. In Step 3 of the general pro-
cedure described in Chapter 5, IFPR blocks are formed based on X7, the collapsed
variable of X¢. To further partition by weights, one option is to define the collapsed
variable of weight, denoted by w*, so that within each category of w* weights are con-
sidered ‘homogenous’. Then the categories of w* further splits each partition set into
weight homogenous groups. This procedure may be iterative, as a group may contain
less than my cells when w* does not partition the weights adequately. The process
may take a lot of trials as w* needs adjustment whenever there is one partition set
that contain one group with less than mg cells. The data agency can opt to design the
w* for each group, but it may involve significant human intervention. Alternatively,
the data agency can rank all units’ weights and form weight homogenous groups by
ordering and splitting based on the unit’s ranks so that each group contains at least

mg cells.
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We should note that since the modified IFPR does not change the weight of a unit,
we assume there is no effect on identification risk in releasing the original weights.
This is a proper assumption as there hasn’t been convincing evidence that releasing
original personal weights will increase the identification risk. De Waal, A.G. and
Willenborg, L.C.R.J (1997) discussed a scenario of an intruder utilizing the original
weights to match the target, based on the assumption that each unit is uniquely
indexed by a sampling weight and the intruder is able to reconstruct this mapping.
However, as Fienberg (2010) noted, the complexity of weight calculations in surveys

suggests this scenario is unlikely.

8.4 An Example

In this section, we examine the modified IFPR empirically through the dataset used in
the empirical study in Chapter 7, viz. the 2013 Maryland PUMS. We first introduce
the procedure used by Census Bureau for generating marginal frequencies and their
variance estimations. Then, we describe the details of the modified IFPR applied
in this empirical study, report results and compare to IFPR in terms of observed
risks and utility examples considered in Chapter 7. Finally, we examine the utility
of the modified IFPR through a logistic model study. We fit the logistic model with
original and perturbed datasets and compare their parameter estimations as well as

predictions. The parameter estimates are also generated using weights.

8.4.1 Estimation Procedure of PUMS

The estimation approach adopted by Census Bureau assigns a person weight to each
sample person record. Specifically let w; denote the person weight of unit ¢ in the

sample and let X; denote the record of unit ¢ with respect to a person characteristic
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X. Then, the population total of X is estimated from

When X is an indicator of a characteristic such as gender, X is the estimated popu-

lation frequency count of that characteristic.

As for estimating the variance of X, Census Bureau adopts an approach called
successive difference replication. This approach uses the successive difference estima-
tor to estimate the variance of X due to the systematic sampling design of American
Community Survey (ACS), and produces 80 sets of parameters called replicate weights
to reconstruct the successive difference estimator. Specifically each unit is assigned
with 80 replicate weights, and the variance estimator of X , denoted by v, is calculated
by

b=— Y (X;—X)? (44)

where X; is calculated by replacing the person weight with ith replicate weight in
(43).

We note that v is not the variance of 80 samples generated under the same sam-
pling scheme, but rather a mathematical reconstruction of the variance estimator.
Such a method is adopted for its computational efficiency, stability and ease of com-

munication.

The details of the person weight adjustments as well as the construction of repli-
cate weights are not within the scope of this dissertation. For details of constructing
person weights, see U.S. Census Bureau (2006). For the methodology of the variance
estimation and the construction of replicate weights, see Fay (1984), Fay and Train

(1995), Wolter (2007) and Ash (2011).

Finally, since we treat the perturbed data as if it were the original data and per-
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form the same procedure, estimator of the population total of X based on perturbed

data is

1€ES

and variance estimator of X is
v=—Y (Zi—2), (46)

where Z; is calculated by replacing the person weight with ith replicate weight in

(45).

8.4.2 Description of Setup

For ease of comparison, we adopt the same choice of key variables and the same
disclosure control goal as in Chapter 7. That is, we select gender (2), age (92),
race/ethnicity (9), marital status (5) and Public Use Microdata Area (PUMA) (44)
as key variables, with the number of categories of respective variables in parentheses
and denoted by X7, ..., X5 respectively. We take Goal 3 at £ = 0.395 as our disclosure
control goal, which implies only singleton or doubleton units are perturbed. Note
that this does not mean that the perturbation rate is kept the same. As we discussed

previously, more units are expected to be changed under the modified IFPR.

Adopting the same partitioning rule from Chapter 7, we created the following five
(collapsed) variables: X7 = X; (i.e., no cells of gender are merged); X; collapses Xo
(age) in 7 classes: 0 to 17, 18 to 24, 25 to 34, 35 to 44, 45 to 54, 55 to 64, and 65
and above; X collpases X3 (race) into the three categories: white, black and other
races; X; = 1 and X7 = 1, i.e.,, X; and X? merge all categories of X, and Xj,
respectively, into one category. As a result 42 partitions are created based on X¢, the

cross-classification of {X i = 1,2,3,4,5}. We recall that our procedure will keep
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gender unchanged, allow marital status and PUMA (X, and X5) to change freely, and
keep the white and black categories of race unchanged. Also age values stay within

the broader categories of X3.

As we noted in Chapter 7, the total number of singleton and doubleton cells (of
Xc¢) in the 42 partition sets ranged between 124 and 1480. Thus, it was possible
to further form weight homogenous groups within each partition. Because we do
not have information about the stratification, the groups are formed based on X¢
and person weights. To form weight-homogenous groups within each partition, ranks
are assigned ascendingly to each unit based on their person weight: the unit with the
smallest weight unit has rank 1. Units with the same personal weight will be assigned
a rank randomly so that there is no duplicate rank. Then the first 10 smallest ranked
units form the first group, the second 10 smallest form the second group, and this
procedure is repeated throughout all units in a partition. The last group will be
merged into the previous group if it has less than 10 units. This way we include at
least 10 units in each group, which sufficiently guarantees at least 5 cells are included

in each group.

To construct IFPR matrix for each group, the group level count of X-cell for each
unit is calculated. Then, the IFPR matrix is given by (42) with 6y = .8. Each unit
within a group is perturbed independently accordingly to its group’s I[IFPR matrix.
Each group is also perturbed independently. Finally combine the perturbed dataset

with the original unperturbed sub-dataset to form the whole perturbed dataset.

8.4.3 Empirical Risk

As we noted above, since most doubleton units will be split into different groups, many
original doubleton units will be treated as singleton units in their groups while being

perturbed, and this also implies that more units will be perturbed under modified
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IFPR. Specifically, 79.6% of the 23216 units subject to perturbation are changed
in comparison to 63.57% previously. This perturbation rate is close to 80%, which
indicates almost all doubleton units are being spilt into different groups. Overall this
amounts to a 31.3% overall perturbation rate as opposed to 25% previously. Of the
13,662 Xc-singleton units 10938 are changed and of the 9,554 Xc-doubleton units
7542 are changed. Meanwhile our procedure turned 4702 Xc-singletons and 1174

Xe-doubletons into empty cells. More Xe-doubleton units are changed as expected.

Table 9: Empirical Conditional Probabilities of Correct Match

T=1 T=2
7 =110.2168 (0.2315) | 0.1258 (0.3933) | 0.1882 (0.2849)
7" =210.1997 (0.1961) | 0.1032 (0.3477) | 0.1505 (0.2827)
0.1362 (0.1348) | 0.0965 (0.3027)

Table 9 shows the relevant empirical risks obtained from our perturbed dataset,
with the corresponding risk from previous empirical study in the parentheses. We
recall that 7 and 7* denote the frequency of the unit’s true Xc-category in original
and perturbed data sets, respectively. For any given unit, the observed probability of
correctly identifying the unit in released data is 0 if its X¢-category changed due to
post-randomization, and 1/7* otherwise. We calculated this probability for all 23,216
originally singleton and doubleton units. Averaging those probabilities over relevant

groups of units we obtained the empirical conditional correct match probabilities.

In comparison our procedure lowered the empirical risks of doubleton cells greatly.
This is intuitive since under the modified IFPR almost all doubleton units are per-
turbed with probability 0.8 rather than 0.4 in IFPR. The empirical risks of doubleton
units are even lower than that of singleton units. In addition, among the unchanged
units (units with a non-zero empirical risk), the doubleton units tend to spread more
than the singleton units: 43% of the singleton unchanged units can be matched

uniquely and 40% of them can be matched in a pair; in contrast, only 15.5% of the
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doubleton unchanged units can be matched uniquely and 29% can be matched in a
pair. The most relevant risks: P(CM|7* = 1) and P(CM|7* = 2) are lowered further
due to the increased perturbation probability for doubleton units. P(CM|r* = 1) is
lowered by .1 and P(CM|7* = 2) by .13.

We also observe that that all risks are well below £ = .395, indicating that i) our
procedure achieves the disclosure control goal for all £ > 1/3, ii) at & = .395 it is
possible to improve utility by adopting a smaller overall perturbation rate. Specifically
this possibility arises from the fact that most groups are singleton groups and for
singleton groups it is possible to solve for a smaller 6 at a given level of £&. We shall

address this issue in more depth in Section 8.4.

8.4.4 Assessing Marginal Population Totals

The 2013 Maryland PUMS contains 59033 personal units, and the total population
is 5928814. On average each person’s weight is about 100. Figure 1 shows the
distribution of personal weights among units whose weight is less or equal to 500,
accounting for 99.82% of the total population. It can be seen that the distribution of
the personal weights is heavily centered around 70 and most of the weights are within
200. Specifically, 84.44% of the 59033 units have weights between 50 and 150, and
91.74% have weights below 200. We also looked at the histograms of weights within
42 partitions determined by X and they are of similar shape. Given the long right
tail, the weights from the last group of each partition (group containing the largest
sample weights) are likely to differ substantially. One way to fix this issue is to merge
all units from the right tail of each partition into one dataset. Then, further form
weight homogenous groups within this dataset based on key variable control. This
necessarily needs human intervention and the control of key variables may vary from

that of the rest, but the difference is small.
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As for the units whose weight is above 500, Figure 2 shows their distribution via
boxplot. The boxplot suggests the units with extreme large weights always behave
as a non-homogenous unit no matter which group they belong to. However there
are only 177 units with weight above 500, accounting for 0.18%( 107,300 weighted

counts) of the estimated population size.

Figure 1: Histogram of units with sample weight below 500
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Figure 2: Boxplot of units with sample weight above 500
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In the following we shall use ‘*’ to denote the estimates obtained from the original

data, ‘77 for estimates from IFPR (Chapter 7) for comparison, and ‘ * ’ for estimates
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obtained from modified IFPR. Meanwhile f represents the population total of a cate-
gory calculated using (43) and o represents the standard error calculated using (44).
For example, f denotes a population total estimate of a certain category calculated

from original data, while f' denotes that calculated from data perturbed by modified

IFPR.

Table 10: Weighted Table of Marital Status
Marital Status f f f* 26 20+
Married | 2,250,297 2,305,020 2,236,196 14,793.181 13,592.335
Widowed | 270,321 253,287 266,229  4,255.526  4,464.369
Divorced | 480,035 470,263 472,311  8,737.608  8,294.710
Separated | 114,783 99,153 120,778  3,685.674  4,609.208
Never married | 2,813,378 2,801,091 2,813,300 12,474.312 11,211.663

Figure 3: 95% Confidence Interval for Marital Status

95% CI for Married Category

Original

Modified IFPR

T T T T T
2235585 2265009 2290573 2319467

The weighted marginal distribution of marital status are given in Table 10. For
a better visualization we include the 95% confidence intervals (CI) in Figure 3 for

‘Married’” and ‘Widowed’ categories. The difference between f and f* are very small
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with respect to the standard error. As for the variance estimation, the modified
IFPR shows little difference for all categories other than ‘Separated’ category, whose
perturbed estimated standard deviation increased by 25%. From the plot we can
tell without weight control the perturbed 95% confidence intervals deviates a lot
from the original one, while the modified IFPR produces confidence interval that is
much close to the original. Note that the ‘Married’ category includes 24688 units
of which 30.85%(7617) are subject to perturbation and the ‘Widowed’ category has
25407 units of which 34.4%(8740) are subject to perturbation. However weights have

a large impact on both cells under IFPR, regardless of the size of the cells.

Figure 4: 95% Confidence Interval for Marital Status

95% CI for Widowed Category

Original

Modified IFPR

I 1 I I I I
248500.2 258073.8 261764.6 266066.4 270693.4 274575.6

Table 11 shows the weighted marginals of race. We recall that both ‘White’ and
‘Black’ races are not changed, and there is only one unit with race ‘Alaska native alone’
in original data. Therefore, we focus on the rest of the six races. We observe a similar
pattern as we did with marital status. For relatively large cells like ‘Asian’ and 'other

race alone’, the increased accuracy in our method is imminent. Yet, the modified
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Table 11: Weighted Frequency Table of Race

race f f fr 20 20"

White | 3423620 3423620 3423620 10142.4428 10142.4428

Black | 1753418 1753418 1753418 6637.6459  6637.6459

American Indian alone 11235 10589 9882 1485.6726 1091.4008

Alaska native alone 63 0 0 66.9856 0

American Indian and Alaska native | 4820 3210 2582 845.5842 952.1325
Asian | 354215 376384 359347  3241.6645  6230.0828

Native Hawaiian and other Pacific 2443 3400 2474 643.8964 668.9724
Some other race alone 210331 177567 206418 10279.8506 7788.6123

Two or more races | 168669 180626 168073  7582.8791  4708.8383

IFPR does not necessarily dominate IFPR for extremely small cells like ‘American
Indian and Alaska native’ and ‘Native Hawaiian and other Pacific’, which consists
only 42 and 20 units respectively, This is because those two cells include units with
very large weights: since our method forms groups by ranking, those large weights are
very likely to be grouped together albeit they may differ a lot. For example, a unit
with weight 400 may be grouped with a unit with weight 800. This can be adjusted
by specifically design groups for those large weight units through human intervention.
Most standard errors from the modified IFPR are close to the original ones, except
for the last two categories: ‘Some other race alone’ and ‘T'wo or more races’. Yet
the estimated coefficient of variation, the ratio between estimated standard deviation
and estimated mean, for both categories are very small: 2.4% and 2.2% originally
and 1.8% and 1.4% after perturbation. We also plot 95% CIs of 4 categories, shown

in Figure 5 and 6.

As for age, we examined the empirical pdfs using original data, [FPR and modified
IFPR, respectively. We omit the plots here because the difference in empirical pdfs
between the modified IFPR and original data are negligible and too small to notice.
In contrast, the empirical pdf from IFPR exhibited much more fluctuation around the

original curve. In conclusion, the modified IFPR preserves the weighted marginals of
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key variables very well in the sense that the estimated population totals and variation

estimation are quite close to the ones generated from original data.

Figure 5: 95% Confidence Interval for Race

95% Cl for Asian Category

Original

Modified IFPR

IFPR

T T T T T T
350973.3 357456.7 365577.1 370506.9 382262.1

95% CI for Some other race alone Category

Original

Modified IFPR

T T T T T
171664.3 183469.7 198629.4 214206.6 220610.9
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Figure 6: 95% Confidence Interval for Race

95% CI for Two or more races Category

Original
Modified FPR
IFPR
T T T T T T
161086.1 172781.8  175435.7 185816.3
95% CI for Native Hawaiian & Ohter Pacific Islander Category
Original
Modified IFPR
IFPR
T T T T
4295.812

]
3086.896

1799.104 2504.188

Table 12 gives the TVDs of the weighted joint distributions for combinations
considered in Table 6, calculated under both IFPR and modified IFPR. Specifically,

we examine combinations of variables from the 5 key variables (sez, age, race, marital
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Table 12: TVD for weighted distributions

Variables IFPR Modified IFPR | Cells
race, mar 0.0138 0.0043 45
race, puma 0.0296 0.0157 396
race, edu 0.0128 0.0086 72
race, work 0.0087 0.0032 90
race, work 0.0106 0.0037 81
puma, work 0.0433 0.0376 396
puma, edu 0.0412 0.0355 352
mar, edu 0.0153 0.0122 40
mar, work 0.0162 0.0095 45
mar, race, edu 0.0295 0.0220 360
sex, race, mar 0.0152 0.0072 90
sex, race, edu 0.0134 0.0095 144
sex, race, work 0.0091 0.0043 180
sex, race, work 0.0113 0.0049 144

status (mar) and puma) and 2 non-key variables, viz. class of workers (work) with
9 categories and education level (edu) with 8 categories. Both TVDs are calculated

using (37) with the weighted frequency counts replacing the raw counts.

As we can see, TVDs decrease in all combinations under modified IFPR. For com-
binations of key variables TVD is decreased at least by half. For some combinations,
including non-key variable such as (puma, edu) and (mar, edu), the decrease in TVD
is not as significant as the ones with only key variables, hinting that the unchanged

non-key variables plays a positive role in preserving the weighted distribution.

8.4.5 A Logistic Regression Example

We conclude this section with an evaluation of the modified IFPR ’s impact over the
combination of key and non-key variables in terms of modeling. For this particular
example, we consider predicting employment status (non-key) with gender (key), age
(key) and education level (non-key) via logistic regression. Let Y denote the indicator

of ‘being employed’, X; denote the indicator of ‘female’, X5 denote age (continuous),
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X3 denote education level (ordinal) and X = (X;, Xo, X3)". Let m denote the prob-
ability of a person being employed and © = 7/(1 — ) denote the odds of being
employed. The closer €2 is to 1, the closer the success and failure probabilities are.

When €2 > 1, success is more likely to happen and when € < 1 failure is more likely

to happen. Then, Y ~ Ber(m(X)) where
IOglt(ﬂ'(X)) = 60 + Ble + 62X2 + Bng,

with logit(r) = log7/(1—), the log of odds of 7. Let ; and 3 denote the coefficient
of X; estimated from original and perturbed data, respectively. By applying the ‘glm’

function in R with weights, we obtained:

(Bo, Br, Ba, fB3) = (—1.946, —0.3793, —2.025 x 102, 0.8276),

(65 B1, B3, Bs)

(—1.961, —0.3822, —0.924 x 10~?,0.8197).

We exclude all units with age less than 17, in estimating the coefficients since all units
with age less than 17 are not eligible to work. Also, our method has no effect on the
age group 0 to 17 since we control the perturbation of age such that units within this
age group remain in this age group and units outside this group do not move into

this age group. Additionally, gender is not changed.

Next, we examine the difference in the 2 models in terms of estimation of ; and
prediction accuracy and show that the perturbed model can be treated as if the model

is estimated from the original data.

Table 13: Comparison of Estimated Odds Ratios

intercept X; =1 Age Edu
original | 0.14291 0.68435 0.99798 2.28774
perturbed | 0.14065 0.68231 0.99907 2.26988
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First, we interpret coefficients and examine the differences in coefficient [; via
odds ratio €. Table 13 shows the odds ratio estimated from original and perturbed
data respectively. If X; is binary, e® represents the odds ratio between Y and X;:
the odds of Y given X; = 1 divided by the odds of Y given X; = 0 when other
covariates are kept fixed. If X; is continuous or ordinal, the odds ratio between Y
and X; present that odds change multiplicatively by e when X, increases by 1-unit
and other independents are fixed. We refer to Agresti (2011) for more details in

interpretations of the odds.

For gender, odds ratio is smaller than 1, indicating that ‘Female’ has a smaller
probability of being employed than ‘Male’, and the odds decrease by about 68% as
the gender changes from ‘Male’ to ‘Female’ when other independents are identical.
The odds ratio of age is very close to 0, indicating age has a small effect on odds
and hence m. The odds ratio of education level is 2.287, indicating that education
level has a positive effect on the employment rate and the rate goes up as education
level increases. Overall, there is little difference in each odds ratio estimates between
original and perturbed data: not only all odds ratios remain below or above 1, there is
also little difference for each odds ratio between the original estimate and perturbed

estimate.

In terms of prediction accuracy, our method also shows high degree of consistency
with the original data. We look at the relative difference of predictions across all x,
ie. (m(z) — n*(z))/m(x). Figure 7 shows the histogram of the relative differences
for all 4600 cells of £. The relative diff ranges from -0.1 to 0.03. This means the
worst prediction based on our method differs from its original prediction by 10%.
More notably, the relative difference is highly centered within [—0.005, 0.005], which
consists 99.83% of cells of . This means 99.83% of all predictions estimated from

perturbed model deviates from the original predication by at most 0.5%.
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Figure 7: Histogram of relative difference in prediction
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8.5 Optimal IFPR for a Singleton Group

In this section, we examine the identification risk within a group which consists only
singleton units. We develop the identification risk analytically and find the smallest
possible # that guarantees Goal 3 for fixed £. It turns out, within a group of singleton
units, the smallest 6 can be lowered significantly compared to 6y(£), when the group
size is small. This suggests that for fixed £ the modified IFPR can adopt a smaller 6

for a group when all cells in the group are unique within the group.

An IFPR procedure is characterized by the blocks determined by the partition
of {c1,...,c;} and the index 6 obtained from the pre-specified value . Such a one
parameter structure simplifies the implementation of the algorithm. However, since
6 is solved from an upper bound of maz,R;(a,T), it may overprotect certain block.
Theoretically, it is possible to determine a minimal # needed for a certain block.
Given R;(a,T) depends on T only through the counts of cells in the block of ¢;,
we can solve for the smallest § possible by solving a §; from R;(a, T) = ¢ for each

¢;. Then, the maximum of {6;} is the smallest 6 possible at level £. Even though
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this approach achieves the disclosure control goal with minimal perturbation rate
under IFPR, it may not yield a closed form solution. In addition, it may not gain a

significant decrease in perturbation rate.

The singleton group scenario, groups consisting only of singleton cells within itself,
is of particular interest. From the empirical study among 2881 groups formed, 2749
are singleton groups (95.42%). The empirical risk table shows the observed risk is
well below the goal ¢ = .395, which means we are overachieving the disclosure control
goal and changing more cells than necessary. Finally, as we will show in this section
solving the optimal IFPR matrix for a group of singletons will not only yield a closed
form, but also gain a significant decrease in perturbation rate. Next, we explore the

risk of a singleton group analytically and solve the optimal IFPR matrix at given &.

Suppose a singleton group contains k; cells, ¢q, ..., c,. Note R;(a,t) is identical
for all j = 1,...,ky since T} = Ty = --- = Ty, = 1. Thus, under a singleton group
Goal 3 is equivalent to

maz,Ry(a,t) <E. (47)

Adopting the notations from Chapter 2, 8 = 152, 8; = ﬁ for j # 1. As for X,

since each a; is either 0 or 1 we have

(k-1 0 .
= (") G

which implies

2a _ (k1_1>! ( 0 )a/< (kl_l)! 0 )(171)
Your alky—1—a)l ki —1—-10 (a— DN ki —a)l by —1—0
_ki—a 0
a k—1-6

78



Therefore, plug in (22), we obtain

18,

thT

0 ki—a 0 1
1—-6 a kl—l—e)
a(1—0)(ki —1—0)
a(l—0)(k; —1—60)+ 6%k, —a)

(1-0)(ky—1-106)
W0 =kl + k1 — 1) + ka0 — af?

1=0)(k—1-0) .
R Fall —Rmo—1)° 0@k (48)

Rl ((1, T) =

—
—_

I
QI Q= Q|
—
—_
+

One observation is that if all units fall into cell ¢; the risk needs to be below £ as
well. Indeed at a = kq, h(0, k1; k1) = 1/k; < &. This implies the group needs at least

&1 singleton cells/ units.

First, we examine how h varies with a and determine maz,h(0,a; k;). As a func-
tion of a, the coefficient of a in the numerator of (48), k; —k16 —1, determines whether
h(0,a; k) increases or decreases in a. If ky — k16 — 1 > 0, which is equivalent to
0 < (k1 —1)/k1, h(0,a; k) decreases in a and max,h(0,a; k1) = h(0,1;k1). h(0,a; k)
increases in @ when ky — k16 — 1 < 0. Moreover, max,h(0,a; k1) = h(0, ki; k1) = 1/ky.

h(0,a; k) = 1/k; when k; — k10 — 1 = 0. To sum up,

p

h(0,1; k) Jif 6 < =
max.h(0,a; k) = L Jif =Rt

h(0, ky; k) = kil , otherwise.

\

Thus, any 0y > (k; — 1)/k; satisfies (47) and (47) is equivalent to

h(0,1; k1) < €. (49)

Next we verify that h(6,1; k;) decreases in 6.
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Figure 8: Relation between ¢ and 6
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as k1€—2]€1+2<0(k‘122)

Therefore, (49) induces 6 > 6y(k1). To find the amount of reduction in 6y compared
to solving 6 from ¢ (1,0) = £, we calculate the 0y(ky) for ky = [€71]. Figure 8 shows
how 6 decreases as £ increases. For example when £ = .395 we have # = 0.6266
at k; = 3, which is much smaller than 0.8. The jumps appear at points where
[€71] increases because k; changes correspondingly. For example [¢7!] = 3 when
¢ > 1/3 and becomes 4 as soon as £ fall below 1/3. Also £ can fall well below 1/3
with 0 increasing gradually. For instance at £ = .2, § = .8 which is an acceptable

perturbation rate.
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Figure 9: Relation between 6 and k; at level £ = .35
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Thus, h(6,1; k1) increases in k; and therefore 6y has to increase to meet (12) when k;
increases. Figure 9 shows how 6y (k;) increases with ky at & = .35. Note that k; only
takes on integers and Figure 9 is a smoothed plot. We observe the same pattern for
other values of £&. And 6, rapidly increases to the limit when k; < 20. This implies

that to obtain the minimum 6y, k; needs to be as small as possible.

In conclusion, we suggest that modified IFPR forms small singleton groups if
possible so that for those singleton groups a smaller perturbation rate can be adopted,

which in turn benefits utility.
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Chapter 9. Discussion

In this dissertation, we presented a novel approach to measuring identification risk,
setting practical identification risk control goals and deductively devising perturba-
tion mechanism via post-randomization procedures for achieving those goals, without
having to estimate any unknown parameters. We also exhibited attractive properties,
both theoretically and empirically, of our data perturbation procedure. For making
statistical inferences, our approach generates a perturbed data set that may be treated

as the original data set without much loss of accuracy.

One limitation of our procedure is that for Goal 3, it works well essentially for
¢ > 0.35. However, our assumptions that the target is in the sample and that the
intruder knows the values of all key variables for his target are quite conservative. In
practice, an intruder would not know if the target is in the sample, especially when an
agency releases a subsample, as in PUMS. Thus, the probability of a typical intruder’s
match being correct would be much smaller than £&. Moreover, an intruder may not
know much about the agency’s data perturbation procedure (as noted above), and

consequently find it very difficult to assign any probability to his match being correct.

While the general procedure of Chapter 5 may be improved by modifying our
methods for data partitioning and forming IFPR blocks, the limitation of £ mentioned
above stems primarily from the simple structure of IFPR involving only one design
parameter (6). We restrict ourselves to IFPR class for its ease of implementation and
simplicity in structure. IFPR changes each cell with a probability that is inversely
proportional to its X-cell count, and once it changes, it changes randomly to any
other cell (within its block). This may limit data agencies in terms of measuring risk.
In general, each cell may change with a different probability and when a cell changes,
it does not necessarily change randomly to another cell in its block. Thus, larger

classes of PRAM matrices (P) with more complex structures and characterized by
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multiple design parameters might be more versatile and useful for achieving stricter

disclosure control goals. This is a topic for future research.

In Chapter 3 we mentioned that the solution space of (12) is convex. A more
detailed investigation of this solution space may be conducted in the future to bring
out more understanding about unbiased PRAM. For instance, let ' = [T /n, ..., T /n].

Note n =) T}, then

T1 T1 T1 leT;/TL
T 15 - T Ty Y Ti/n
T/n,..,T/nT=| = YT/ = 22T

Hence, T satisfies (12). Under 7" each cell is perturbed identically and T intuitively
introduces the most amount of variation within the class of UPRAM. On the other
hand with I, the identity matrix, data is not perturbed. A convex combination of the
two extreme matrices, Al + (1 — A\)T for A € [0, 1], may be an interesting alternative

one parameter structure to research.

We add another observation: if P and () both belong to the UPRAM class,
then PQ also belongs to the UPRAM class. This suggests one way of comparing
2 PRAM when they are held at the same level of disclosure control. If P; and
P, both achieve a given disclosure control goal, and there exists another UPRAM
matrix () such that P, = QP,, then P, is better than P; since P; can be treated as
perturbing the dataset with P, first and then further perturb again with ¢). This
adds a meaningful and strong criterion for comparing and choosing a PRAM matrix
in addition to ad-hoc approaches such as comparing the covariance matrix of S. It
may also benefit the comparison between specific PRAM structures (such as IFPR)
and other perturbation mechanisms like data swapping and synthetic data, when

that mechanism can be viewed as PRAM. For example, Nayak and Adeshiyan (2016)

83



showed that a categorical, non-parametric synthetic data approach can be viewed as

UPRAM.

For constructing disclosure control goals, we proposed a general and flexible frame-
work that helps data agency to elicit and devise disclosure control goal. In real appli-
cation eliciting and devising the suitable disclosure control goals are not trivial and
may require a different intruder mechanism or a different perturbation mechanism.
For example, medical microdata are rarely published since it usually contains many
attributes that are subject to high level of sensitivity. In this case, it may take a
different intruder’s mechanism to address the actual confidentiality concerns. An-
other example is generating confidential longitudinal data, where certain attribute
is tracked at different time points. In this case, confidentiality defined via identity
risk needs to account for the time dependency factor. A precise and meaningful goal
relies on the specifics of the situation, and articulating disclosure control goal in such

situations demands further investigation.

Finally, as we discussed in Chapter 1, the released data can be used for diverse
purposes and hence utility can also be evaluated from many other aspects. Our
theoretical result applies only to inference based on key variables alone. However, in
practice, the joint distribution of key and non-key variables are of much more interest.
Investigation of this relation in different utility contexts, such as modeling and data

mining, is another future research direction.
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