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Abstract of Praxis

Advancing Adoption of Privacy Preserving Machine Learning in Al-
Enabled Enterprises: Efficient Homomorphic Encryption through Radix
Caching

Privacy-preserving machine learning, especially through homomorphic encryption (HE), is
essential to facilitate secure data processing in Al-driven enterprise systems. Nevertheless,
HE’s computational burden significantly restricts its practical implementation, particularly
in critical domains like healthcare and edge devices, where data security and processing
efficiency are essential. This study investigates a caching solution to mitigate this bottle-
neck, focusing on caching radix trees as a means to enhance the computational efficiency
of HE-based processes.

The research introduces and evaluates a caching approach that uses currently available
homomorphic encryption libraries. The aim is to reduce the processing time of homo-
morphic encryption operations with the goal of making privacy-preserving machine learn-
ing applications more scalable. This optimization method deliberately caches ciphertexts,
facilitating a transition from quadratic to almost linear computational complexity. Key
performance indicators are examined, including the inference time and correctness of the
computation across various HE schemes and compute configurations.

The research findings indicate that radix tree caching can substantially improve HE perfor-

mance, making it suitable for wider implementation in enterprise settings. This contribution



tackles the efficiency difficulties of HE while creating a framework for privacy-preserving
approaches that facilitate real-time, data-intensive applications without jeopardizing se-
curity or accuracy. This practice offers a pragmatic solution to a significant obstacle in
privacy-preserving machine learning, enhancing both theoretical and applied understand-

ing in secure Al. (D. Zhao, 2022)
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Chapter 1 — Introduction

In contemporary enterprise systems, privacy-preserving machine learning is crucial, espe-
cially for entities managing sensitive data such as healthcare providers, financial institu-
tions, and government bodies. Homomorphic encryption (HE) provides a distinctive ap-
proach by enabling computations on encrypted data while preserving privacy (Acar et al.,
2017). The substantial computing demands of HE are a significant impediment. Every
computation on encrypted data involves intricate arithmetic operations, frequently necessi-
tating hundreds of multiplications and additions, resulting in a process significantly slower
than operations on unencrypted data. This practice examines how caching methods, par-
ticularly radix tree caching, can mitigate these inefficiencies, enhancing the scalability and
applicability of HE in realistic scenarios.

To fully grasp the impact of homomorphic encryption, we must first consider the power
of asymmetric encryption when passing sensitive data between two parties. The process
begins with an algorithm, such as RSA or ECC, generating a pair of mathematically linked
keys: a private key, which we denote as (sk) and belongs to the data owner, and a public
key (pk), shared by the owner for others to use. For a message m, the encryption operation

can be represented as:

¢ = Enc i (m)

where c is the resulting ciphertext. The decryption operation using the private key recovers

the original message:



m = Decg(c) = Decg (Enc i (m))

This asymmetric encryption scheme ensures that sensitive data can be securely transmitted.
The recipient can only decrypt and access the original plaintext data by possessing the
corresponding private key sk (Xin Zhou & Xiaofei Tang, 2011).

What if we do not want to expose the information to another party to be decrypted first
before being used? Homomorphic encryption overcomes this challenge by allowing com-

putations to be performed directly on encrypted data (Acar et al., 2017).

/ Client \

L |
EN cl'y Pt ) —— E
Data Owner

T Plaintext Ciphertext

Encrypted in Transit

\ Decrypt Ciphertext /

/ Server / Value Added Service Y \
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Encrypted Result Encrypted Computation Ciphertext

on Ciphertext
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Figure 1: Homomorphic Encryption Application

Figure 1 shows the application of homomorphic encryption in a client-server architec-
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ture. The client encrypts the data using a homomorphic encryption scheme and passes
the encrypted plaintext (ciphetext) to the server. Data remains encrypted during transit.
The server performs operations on the encrypted data and returns the result to the client.
Nowhere in this process are the data decrypted. The client then decrypts the result using the
homomorphic encryption scheme with the private key, ensuring the data remain secure and
private throughout the computation lifecycle. The implication of this is that third-party ser-
vices can perform computations on encrypted data without ever decrypting it. By extend-
ing the principles of asymmetric encryption, homomorphic encryption provides a method
to preserve privacy effectively by shielding plaintext data from being exposed during the
computation lifecycle.

To understand the application of homomorphic encryption, it is important to recognize
the types of algorithms that can be applied. Homomorphic encryption can be imple-
mented using lattice-based and non lattice-based algorithms. Lattice-based schemes in-
clude Brakerski/Fan-Vercauteren (BFV) (Fan & Vercauteren, 2012), Cheon-Kim-Kim-Song
(CKKS) (Cheon et al., 2016), and Fast Fully Homomorphic Encryption over the Torus
(TFHE) (Chillotti et al., 2020). Non-lattice-based approaches are less common in practical
approaches. These include algorithms based on integer arithmetic or group theory. Exam-
ples include the Paillier cryptosystem (Paillier, 1999a), which supports additive operations
on ciphertexts, and the ElGamal cryptosystem (Elgamal, 1985), which supports multiplica-
tive operations. These schemes are limited in that they do not support both operations
homomorphically, making them less versatile than fully homomorphic encryption (FHE)
schemes.

As depicted in Figure 1, the plain text text data is encrypted in ciphertext using these spe-

3



cific encryption algorithms by the client. These methods protect the confidentiality of the
data by encoding it in a structure that facilitates mathematical operations like addition and
multiplication. The ciphertext is transmitted to the server for processing in its raw cipher-
text form. To handle encrypted data, specialist libraries such as Microsoft SEAL (“mi-
crosoft/SEAL”, 2025) and others are needed to be able to perform the necessary operations
on the ciphertext. These libraries come with capabilities for managing noise accumulation,
performing homomorphic operations directly on the ciphertext, and modifying machine
learning models or calculations to function flawlessly within the limitations of encrypted
data. Even in untrusted third-party environments such as the cloud, homomorphic encryp-
tion allows for safe, private computations by fusing sophisticated encryption techniques on

the client side with strong computational frameworks on the server side.

1.1 Research Motivation

Data-driven insights drive decision making in various industries. However, ensuring data
privacy is a growing challenge. Organizations increasingly rely on machine learning and
artificial intelligence to optimize processes, enhance efficiency, and provide better services.
However, these advancements come with significant privacy concerns as more services are
provided by third-party entities and the need for data to be shared across organizations is
increasing.

The financial and operational impacts of inadequate data privacy protections are significant.
The global average cost of a data breach in 2024 reached $4, 888 million, which is a 10 per-
cent increase from 2023 representing the highest total recorded (IBM, n.d.). In particular,

one in three breaches involved ’shadow data’, underscoring the proliferation of unmoni-



tored data that are increasingly difficult to track and secure, particularly in the growing in-
tegration of Al-driven solutions into the enterprise. These statistics emphasize the urgency
of implementing robust privacy-preserving measures that can secure private data while en-
abling practitioners to leverage machine learning effectively. The consequences of data
breaches extend beyond financial losses, as they also diminish trust and can compromise

the quality of the services provided.

1.2 Problem Statement

The computational inefficiencies in homomorphic encryption inhibit its application in real-
world, privacy-preserving machine learning tasks. Homomorphic encryption requires sub-
stantial resources for each encrypted computation, often creating bottlenecks that delay
processing times and limit scalability. This study addresses these challenges by proposing
a caching method to streamline Homomorphic Encryption (HE) processing, enhancing its

viability for enterprises requiring secure and efficient data handling.

1.3 Thesis Statement

Integrating radix tree caching into homomorphic encryption processes can enhance per-
formance by decreasing the complexity of ciphertext operations. This caching strategy
promotes near-linear scaling, and it also promotes the wider use of privacy-preserving ma-
chine learning in Al-enabled enterprise systems by overcoming a significant obstacle to the

efficiency of homomorphic encryption.



1.4 Research Objectives

The primary objective of this research is to develop and evaluate a caching method that
implements radix tree caching for homomorphic encryption. This study aims to improve
the efficiency of HE while maintaining security and precision. The specific objectives

include:

—_—

. Designing a radix tree caching framework optimized for HE.

2. Benchmark raw encryption and homomorphic addition across three HE schemes

(Paillier, BFV, CKKS) to establish baseline performance.

3. Evaluate the computational improvements from integrating radix tree caching.

4. Apply the optimized HE model to a real-world privacy-preserving machine learning

task using the Pima Diabetes dataset

5. Apply cached homomorphic encryption on biometrics dataset.

6. Assess the impact of radix tree caching on system scalability, ciphertext expansion,

and computational complexity.

1.5 Research Questions and Hypotheses

1.5.1 Research Questions

1. How do different homomorphic encryption schemes (Paillier, BFV, and CKKS) com-
pare in terms of computational efficiency for basic operations such as encryption and

homomorphic addition?



2.

1.5.2

What is the effect of integrating radix tree caching on the runtime and efficiency of

homomorphic operations?

How well does the radix tree caching method scale with increasing data and model

sizes and to what extent is it parallelizable?

Research Hypotheses

. Different HE schemes exhibit varying computational efficiency due to differences in

their underlying encryption mechanisms, with lattice-based schemes (BFV, CKKS)
outperforming integer-based schemes (Paillier) in terms of scalability and speed due

to optimizations in implementation.

. Integrating radix-tree caching reduces redundant ciphertext operations, thereby im-

proving encryption and homomorphic addition times without compromising or de-

grading security.

. Radix tree caching improves parallelism in homomorphic encryption tasks by en-

abling throughput to scale approximately linearly with the number of processing
cores and input size, thereby optimizing the use of multicore architectures for en-

crypted inference.

1.6 Nature of the Study

This research follows a quantitative experimental approach, in which controlled bench-

marking experiments are conducted to analyze the performance of radix tree caching in

HE. The study consists of four main phases: first, a baseline assessment of raw encryp-



tion and homomorphic addition performance across three HE schemes (Paillier, BFV, and
CKKS) without caching; second, a repeat of these benchmarks with radix tree caching en-
abled to measure efficiency improvements; and third, the application of radix tree caching
to a real-world encrypted machine learning task using the Pima Diabetes dataset. Lastly,
we apply a cached homomorphic encryption of biometric fingerprint verification using the
FVC2002 (Fingerprint Verification Competition) dataset (Yang et al., 2020) and evaluate
the degredation of the matches when dealing with ciphertexts. Performance metrics such
as encryption time, homomorphic addition time, noise growth, and inference latency are
quantitatively analyzed, providing empirical data to validate the efficiency of radix tree

caching in HE.

1.7 Scope of Research

This study focuses on improving the computational efficiency of homomorphic encryption
(HE) by introducing and evaluating a radix tree-based caching method. The scope includes
both theoretical and practical aspects of HE optimization, with an emphasis on its use in
privacy-preserving applications.

The work specifically examines three standard homomorphic encryption schemes: Paillier,
BFV, and CKKS. These schemes represent both partially and fully homomorphic encryp-
tion paradigms. Each technique is assessed against various system setups and workloads to
measure the performance in raw encryption and homomorphic addition.

The study investigates the application of radix tree caching as a technique to minimize un-
necessary calculations in HE operations and improve its performance through precomputa-

tion. The caching method improves encryption operations across homomorphic encryption



systems by caching and reusing encrypted radix weights. The research evaluates the effects
of this caching technique on encryption duration, homomorphic addition velocity, memory
efficiency, and practical scalability across different computing cores (4, 8, 16, 32).

The topic also includes applied machine learning situations. Two empirical data sets are
used to evaluate the viability of radix-cached enhanced HE in practical applications: the
Pima Diabetes dataset for healthcare-related analysis and the FVC2002 fingerprint dataset
for biometric authentication. These case studies illustrate the integration of HE into secure
ML inference pipelines while maintaining acceptable latency and accuracy.

Healthcare and biometric applications represent the primary domains; however, the pro-
posed caching techniques are intended to be applicable to other sectors requiring sensitive
data processing, including banking, legal, and governmental fields.

The development of a customizable Python-based caching architecture is included, allow-
ing interface with current HE libraries like TenSEAL and PHE. While the initial research
is conducted in controlled settings (e.g., Google Colab TPU instances), the architecture is

designed to facilitate porting to enterprise-level systems.

1.8 Research Limitations

The limitations of this study include the constraints imposed by available computational
resources, which can affect the scalability of the caching model for larger datasets. Addi-
tionally, the study is limited to radix tree caching, and it leaves other caching approaches

unexplored.



1.9 Organization of the Praxis

This work is structured into five chapters. Chapter 1 presents the study, describing the is-
sue, its importance, and the objectives of the investigation. Chapter 2 presents a literature
overview that encompasses pertinent research on homomorphic encryption and caching
methods. Chapter 3 delineates the process, including the creation of the model, the data
sources, and the testing architecture. Chapter 4 delineates the findings, examining per-
formance measurements and corroborating theories. Chapter 5 ultimately addresses the

findings, consequences, limits, and prospective directions for further study.

10



Chapter 2 — Literature Review

This review of the literature examines the evolution of homomorphic encryption (HE),
its current implementations, performance challenges, and optimization techniques with a

focus on radix caching approaches.

2.1 Evolution of HE in the Context of Cryptography

The concept of homomorphic encryption was first introduced in the late 1970s by Rivest,
Adleman, and Dertouzos, who proposed the idea of performing computations on encrypted
data (Barnett et al., 2017) (Tourky et al., 2016). However, early attempts at constructing
homomorphic encryption schemes were limited, and it was not until 2009 that Craig Gentry
made a breakthrough by presenting the first fully homomorphic encryption (FHE) scheme

(Nita & Mihailescu, 2023) (Yagisawa, 2018) (Bezuglova & Kucherov, 2023).

2.1.1 Gentry’s FHE Scheme

Gentry’s Fully Homomorphic Encryption (FHE) scheme was the first to demonstrate the
feasibility of performing arbitrary computations on encrypted data. Gentry’s scheme con-
struction starts from a Somewhat Homomorphic Encryption (SHE) scheme which supports
limited operations on encrypted ciphertexts. The SHE scheme is extended so that a boot-
strapping technique is implemented in order to reduce noise growth during homomorphic

operations (Gentry, 2009).
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2.1.2 Noise Accumulation

In homomorphic encryption, each operation on the ciphertexts adds a certain amount of
noise. If the noise becomes too large, it can corrupt the plaintext upon decryption(Kluczniak
& Schild, 2022). Let c¢; and ¢, be ciphertexts with the corresponding noise levels N(cy)
and N(cz). As homomorphic operations are performed, the noise in the resulting ciphertext
increases.

For ciphertext addition, where:

Cadd = €1 + 32,

The noise typically adds up (or at least does not grow faster than the sum of the individual
noises):

N(Cadd) < N(cy) —I—N(Cz).

For ciphertext multiplication, where:

Cmult = €1 X €2,

The noise grows more rapidly as a result of the multiplicative nature of the operation. This

can be roughly represented as:

N(cmuit) = N(c1)-N(c2) + &,

where € represents the extra noise introduced by the operation (such as relinearization or

other internal factors).

12



2.1.3 Bootstrapping Process

Bootstrapping is a method that diminishes the noise in ciphertext through re-encryption.
This involves evaluating the decryption function homomorphically to refresh the ciphertext
because noise builds up upon each operation. By re-encrypting the ciphertext, bootstrap-
ping resets the noise level which in turn enables more downstream computation until the
noise level exceeds the threshold once again (A. Kim et al., 2024) (Halevi & Shoup, 2021).
Although bootstrapping is crucial for maintaining the integrity of ciphertexts, it is also a
significant efficiency bottleneck in FHE schemes. Efforts to optimize bootstrapping focus

on reducing its computational cost and improving its speed.

2.2 Current Homomorphic Encryption Schemes

Modern HE schemes can be categorized on the basis of their support for operations and

noise management.

2.2.1 Partially Homomorphic Encryption (PHE)

PHE schemes support either addition or multiplication, but not both. The Paillier cryptosys-
tem (Paillier, 1999b) is additive homomorphic, allowing unlimited additions on ciphertexts
but no multiplications. ElGamal (Elgamal, 1985) supports multiplicative homomorphism.
Although limited, these schemes remain relevant for specific applications due to their rela-

tive efficiency compared to FHE.

13



2.2.2 Somewhat Homomorphic Encryption (SWHE)

SWHE schemes support both addition and multiplication, but only up to a certain depth
before noise overwhelms the ciphertext. The BGV, BFV (Fan & Vercauteren, 2012), and
CKKS (Cheon et al., 2016) schemes fall into this category when used without bootstrap-
ping. These schemes have found practical applications in privacy-preserving computations

with some limited depth.

2.2.3 Fully Homomorphic Encryption (FHE)

FHE schemes support unlimited operations through noise management techniques like

bootstrapping. Modern implementations include:

* BGV (Brakerski-Gentry-Vaikuntanathan): This scheme is based on ideal lattices
and supports both addition and multiplication. It is optimized for integer arith-

metic.(Brakerski et al., 2011)

* BFV (Brakerski/Fan-Vercauteren): Optimized for integer arithmetic with improved

key and ciphertext sizes (Fan & Vercauteren, 2012).

* CKKS (Cheon-Kim-Kim-Song): Designed for approximation arithmetic on real or
complex numbers, making it suitable for machine learning applications (Cheon et al.,

2016).

* TFHE (Fast Fully Homomorphic Encryption over the Torus): Offers faster boot-

strapping, enabling more efficient boolean circuit evaluation (Chillotti et al., 2020).

14



* FHEW: Provides bootstrapping in less than a second (Ducas & Micciancio, 2015),

significantly improving the practical viability of FHE.

2.3 Implementation Libraries

The present state of HE implementation has advanced considerably, with numerous li-
braries now accommodating diverse HE schemes. A few major HE libraries, designed
for distinct use cases and performance requirements, offer high-level APIs and differing
degrees of support for operations such as addition, multiplication, rotation, and bootstrap-
ping. They are generally developed in high-performance programming languages like C++
and Go, which is designed to offer efficiency and scalability for applications in machine

learning.

2.3.1 Microsoft SEAL

Microsoft SEAL is a C++ library that provides a high-level API for homomorphic en-
cryption. It supports BGV, BFV, and CKKS schemes, and offers a range of performance

optimizations (“microsoft/SEAL”, 2025).

2.3.2 Helib Library

Created by IBM, it performs operations such as addition, multiplication, rotation, and
logical functions, and incorporates single-key bootstrapping to refresh ciphertexts as re-
quired. However, HElib has restricted community support, which poses difficulties for
novice users. It is developed in C++ with OpenMP support for parallel processing and uses

JSON serialization methods for adaptable data management(“homenc/HEIlib”, 2024).
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2.3.3 TFHE - Fast Fully Homomorphic Encryption over the Torus

TFHE is specifically designed for fast and efficient Boolean circuit operations, employing
single-key bootstrapping for intricate logic functions.The library is optimized for opera-
tions such as addition, multiplication, and rotation, rendering it a practical choice for users

who need rapid homomorphic evaluation of Boolean circuits (Chillotti et al., 2020).

2.3.4 FHEW: Fastest Fourier Transform in the West

FHEW is a C++ library that provides a high-level API for homomorphic encryption. It
supports BGV, BFV, and CKKS schemes, and offers a range of performance optimizations

(Ducas & Micciancio, 2015).

2.3.5 Lattigo

Developed in Go, facilitates multi-key bootstrapping and is distinguished by its capacity
to manage secret-shared keys, advantageous for multiparty computations. Lattigo offers
high-level API access for operations such as addition, multiplication, rotation, and log-
ical functions, facilitating efficient and secure computations in a programming language
recognized for its simplicity and concurrency support. This set of features makes Lattigo
especially advantageous in collaborative, decentralized contexts where encrypted data re-
quire secure processing by multiple entities (“GitHub - tuneinsight/lattigo: A library for

lattice-based multiparty homomorphic encryption in Go”, n.d.).
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2.4 Encryption Algorithms for Analysis

This section analyzes representative encryption algorithms across different classes of ho-
momorphic encryption: the Brakerski/Fan-Vercauteren (BFV) scheme for leveled encryp-
tion with exact arithmetic, the Cheon-Kim-Kim-Song (CKKS) scheme for approximate
real-number computations, and the Paillier cryptosystem for partially homomorphic en-

cryption supporting additive operations.

2.4.1 Brakerski/Fan-Vercauteren (BFV) Scheme

The BFV scheme is based on the Ring Learning With Errors (Ring-LWE) problem and
supports exact arithmetic on encrypted integers (Brakerski et al., 2011).
Let R = Z[x]/(®,,(x)) be a polynomial ring, where ®,,(x) is the m-th cyclotomic polyno-

mial. Define R; = R mod g and R, = R mod ¢, where t < g.

Key Generation: Sample secret key s <— ¥ from a discrete Gaussian distribution over R.

Let a <— R, uniformly and e <— . The public key is:

pk=(a,b=—a-s+e) € Ry xXRy.

Encryption: Given message m € Ry, lift it to R, via m’ = Am with A = |g/t|. Sample

u,ey, ey <— X and compute:

ct=(co,c1)=(b-ut+e +Am, a-u+ey).
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Decryption: With ciphertext (cp,c;) and secret key s:
1
v=co+ci-s=Am+¢e, m= {—-v-‘ mod ¢.
q

Homomorphic addition and multiplication are supported, with noise growth managed via

modulus switching or bootstrapping as needed.

2.4.2 Cheon-Kim-Kim-Song (CKKS) Scheme

The CKKS scheme enables approximate arithmetic on encrypted real or complex numbers,
making it suitable for machine learning and statistical applications (“CKKS explained”,

2020).

Encoding and Scaling: CKKS encodes vectors of real (or complex) numbers into poly-
nomials in R; using an approximate encoding. A scaling factor A is applied to preserve

precision.

Encryption: Let m be a plaintext vector, scaled and encoded as a polynomial. The ci-

phertext is formed similarly to BFV using:

ct = (cg,c1) = (Enc(m) + noise terms).

Computation and Rescaling: Each multiplication increases both noise and scale, so
rescaling is required to bring the scale back within acceptable bounds. This corresponds to

dividing by a modulus and rounding, preserving the most significant bits.
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Decryption and Decoding: Decryption returns an approximate result:

1
m' = S(coters)+e,

which is then decoded and rounded to recover the original approximate message.

2.4.3 Paillier Cryptosystem

The Paillier cryptosystem is a partially homomorphic encryption scheme that supports un-

limited homomorphic additions to ciphertexts (Paillier, 1999b).

Key Generation: Choose two large primes p and ¢, and let n = pq. Define A = lcm(p —
1,q—1)and g € Z» so that gcd(L(g* mod n?),n) = 1, where L(u) = ”n;l The public key

is (n,g), and the private key is A.

Encryption: Given a message m € Z,, select random r € Z, and compute:

ct = g"- " mod n’.

Decryption: Recover the message using:

Homomorphic Property: The Paillier scheme supports homomorphic addition:

cty - ctr mod n? = Enc(m; +my mod n).
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It does not support native ciphertext multiplication, thus limiting its use in general-purpose

homomorphic computation.

2.5 Performance Challenges in Homomorphic Encryption

Despite substantial progress, HE still faces critical performance limitations:

2.5.1 Computational Overhead

Homomorphic operations are orders of magnitude slower than their plaintext counterparts.
For example, a single homomorphic multiplication can be thousands to millions of times
slower than a plaintext multiplication, depending on the security parameters and the specific

scheme used.

Bootstrapping Bottlenecks The bootstrapping process in FHE schemes like FHEW and
TFHE is the primary source of computational overhead. For instance, in the HEIib library,
bootstrapping can take approximately six minutes per batch, making it impractical for real-
time applications (Ducas & Micciancio, 2015). This bottleneck arises from the complexity
of the decryption circuit and the need for modular reduction operations, which are compu-

tationally expensive (Cheon et al., 2016).

Optimization Efforts Researchers have proposed several optimizations to reduce boot-
strapping time. For example, a new method to homomorphically compute simple bit oper-
ations and refresh ciphertexts has been developed, reducing bootstrapping time to less than
a second on a personal computer (Ducas & Micciancio, 2015). Additionally, hardware ac-

celeration using GPUs has been explored, with optimizations reducing bootstrapping time
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to under 0.11 seconds (Lee et al., 2015).

Algorithmic Improvements Algorithmic advancements have also contributed to reduc-
ing computational overhead. For instance, functional bootstrap techniques in FHEW/TFHE
allow for fast table lookups on ciphertexts, improving efficiency . Furthermore, the use
of full-domain functional bootstraps (FDFB) and homomorphic digit decomposition algo-

rithms has reduced runtime by up to 39.2% across all parameter settings (Ma et al., 2023).

2.5.2 Ciphertext Expansion

Encrypting data with HE schemes results in significant expansionplaintexts often expand
by factors of hundreds or thousands. This expansion increases storage requirements and

network bandwidth for applications working with encrypted data.

Sources of Expansion Ciphertext expansion is primarily caused by the encryption pro-
cess and the need for additional space to accommodate noise during computations. For
example, in the GSW scheme, the size of the private key and ciphertext can increase signif-
icantly due to noise management techniques (Bai et al., 2024). Similarly, the BGV scheme,
which supports ring element plaintexts, can experience ciphertext expansion due to the use

of CRT-based ciphertext packing techniques (L. Chen & Zhang, 2017).

Ciphertext Expansion Optimization Strategies Several strategies have been proposed
to mitigate ciphertext expansion. The use of gadget matrices in the GSW scheme has been
shown to reduce the size of the private key and the ciphertext by a factor of [logg| (Bai et

al., 2024). Additionally, the Residue Number System (RNS) optimization strategy has been
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effective in reducing modulus operation complexity and controlling data expansion(Cheng,

2024).

Hardware-Assisted Solutions Hardware acceleration has also been explored to address
ciphertext expansion. For example, FPGA-based accelerators for CKKS-based homomor-
phic encryption have been designed to reduce latency and improve performance (Han et
al., 2022). These solutions focus on optimizing keyswitch operations, which are a primary

performance bottleneck in FHE computations.

2.5.3 Noise Growth

In lattice-based schemes, operations on ciphertexts introduce noise that accumulates with
each operation. Without management techniques like modulus switching or bootstrapping,
this noise eventually corrupts the encrypted data, limiting the number of operations that can

be performed.

Causes of Noise Growth Noise growth occurs during homomorphic operations, particu-
larly multiplication, where the noise in the ciphertexts can grow quadratically. This growth
is a fundamental limitation of many FHE schemes, including the BGV and GSW schemes
(Bai et al., 2024) (L. Chen & Zhang, 2017). If left unchecked, noise growth can render

ciphertexts unusable after a certain number of operations.

Noise Management Techniques Various noise management techniques have been devel-
oped to address this issue. For example, the use of gadget matrices in the GSW scheme has

been shown to reduce noise growth and improve the overall efficiency of the scheme (Bai
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et al., 2024). Additionally, the development of scale-invariant FHE schemes, which limit
noise growth to a linear function of the initial noise level, has been proposed (Brakerski

etal., 2011).

2.5.4 Parameter Selection

Selecting appropriate parameters involves complex trade-offs between security, perfor-
mance, and functionality. The Homomorphic Encryption Standard (Albrecht et al., 2019)
provides guidelines, but optimal parameter selection remains challenging for specific ap-

plications.

Parameter Selection Optimization by Automated Parameter Selection To address the
complexity of parameter selection, automated solutions have been proposed. For example,
an expert system combining fuzzy logic and linear programming has been developed to
generate optimal parameter combinations based on user priorities for security, efficiency,
and performance (Cabrero-Holgueras & Pastrana, 2023). This approach eliminates the

need for manual parameter tuning by cryptographers.

2.6 Optimization Techniques via Caching Approaches

2.6.1 Caching Strategies

Caching has emerged as a significant optimization technique for HE operations. By pre-
computing and storing intermediate results, caching reduces redundant computations and
can significantly improve performance.

The Rache (Radix-additive Caching for Homomorphic Encryption) approach (D. Zhao,
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2022) represents a breakthrough in HE optimization. Rache works by:

1. Caching homomorphic ciphertexts before encrypting large volumes of plaintexts

2. Expanding plaintexts into a summation of powers of radixes

3. Constructing ciphertexts using only homomorphic addition

This approach reduces the computational complexity from quadratic to nearly linear, mak-
ing HE more practical for real-world applications. Experimental evaluations have shown
that Rache can outperform traditional Paillier encryption by orders of magnitude, particu-
larly for large datasets.

Building on Rache, the Smuche (Scalar-Multiplicative Caching in Homomorphic Encryp-
tion) technique (D. Zhao, 2023a) addresses limitations in Rache’s approach. While Rache’s
caching overhead is influenced by the characteristics of the plaintext model, Smuche in-
troduces a constant-time caching technique independent of parameters, making it more

suitable for large-scale data processing.

2.7 Applications in Privacy-Preserving Machine Learning

The integration of HE into machine learning workflows has gained significant attention due
to privacy regulations such as GDPR (“REGULATION (EU) 2016/ 679 OF THE EURO-
PEAN PARLIAMENT AND OF THE COUNCIL - of 27 April 2016 - on the protection of
natural persons with regard to the processing of personal data and on the free movement of
such data, and repealing Directive 95/ 46/ EC (General Data Protection Regulation)”, n.d.)
and the increasing cost of data breaches (IBM, n.d.).

Privacy-preserving machine learning using HE enables:
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* Secure inference: Models can make predictions on encrypted data without accessing

the underlying plaintext, protecting user privacy.

* Secure training: Models can potentially be trained on encrypted data contributed by

multiple parties without revealing sensitive information.

* Federated learning with enhanced privacy: Combining federated learning with

HE can provide stronger privacy guarantees than either approach alone.

Recent work has explored optimizing machine learning models for HE compatibility, in-
cluding developing HE-friendly activation functions, quantization techniques, and model
architectures that minimize multiplicative depth. The FHEDA approach (Singh et al., 2024)
offers efficient circuit synthesis with reduced bootstrapping for torus FHE, further advanc-

ing the practicality of privacy-preserving machine learning.

2.8 Research Gap

Although significant progress has been made in developing more efficient HE schemes and

optimization techniques, several research gaps remain.

1. Comparative analysis: Limited research exists comparing the performance of dif-

ferent HE schemes when combined with radix caching across various applications.

2. Scalability assessment: The scalability of radix caching approaches for large-scale,

real-world datasets needs further investigation.

3. Integration frameworks: Standardized frameworks are lacking for integrating radix
caching with existing HE libraries and machine learning workflows.
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4. Domain-specific optimization: The adaptation of radix caching techniques for spe-

cific domains like healthcare remains underexplored.

This study addresses these gaps by implementing and evaluating a radix tree caching ap-
proach across multiple HE schemes, assessing its impact on performance metrics, and ap-
plying it to a real-world healthcare dataset. The findings will contribute to the growing body
of knowledge on making privacy-preserving machine learning more practical for enterprise

applications.
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Chapter 3 — Methodology

This chapter details the approach to evaluate radix tree caching across multiple homomor-
phic encryption schemes. The methodology discusses the implementation, performance
evaluation, and practical application in both machine learning and real-world application
in biometrics. All source code and benchmarking implementations used in this praxis are

publicly available at: https://github.com/gimenopea/CachedHE

3.1 Research Design

This study adopts a quantitative experimental approach, leveraging controlled benchmark-
ing experiments to assess the efficiency of radix tree caching in HE. The research is seg-

mented into three main benchmarking phases:

3.1.1 Baseline HE Algorithm Benchmarking

HE Schemes Selection

* Three HE schemes were selected for evaluation: Paillier, BFV, and CKKS are imple-
mented using MPI standard libraries (Message Passing Interface Forum, 2023)and

tenSEAL Python libraries (“OpenMined/TenSEAL”, 2025).

* Experiments are conducted on a Google Colab v2-8 TPU High-Ram system with
up to 96 cores (“Google Colab”, n.d.). While Google Cloud uses Intel Xeon CPUs,
the specific CPU model used by Google Colab isn’t revealed. The specific hardware
configuration was chosen to provide a balance of computational resources and allows
for adequate resources to execute the HE benchmarks.
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* Performance metrics, including raw encryption time and homomorphic addition time,
are collected across 4, 8, 16, and 32-core configurations to establish baseline perfor-
mance. The selection of 4, 8, 16, and 32 core configurations was based on typical
enterprise server setups, allowing for the evaluation of how the HE schemes scale as
compute jobs are parallelized. These configurations represent a range from small to
medium-sized server environments source. This configuration will provide insights
into the performance of HE operations in practical deployment scenarios. In addi-
tion, these choices will provide us an understanding of the overhead associated with

parallel processing as the number of cores increases.

3.1.2 Radix Tree Caching Integration Benchmarking

* Integration using Paillier, BFV, and CKKS is conducted using the proposed radix
tree caching approach. The radix tree caching was implemented using a Python
dictionary-based structure, where each level of the tree corresponds to a dictionary.
The keys represent the digits of the radix representation, and the values store the
corresponding encrypted radix weights. This caching mechanism was integrated into
the encryption functions of the HE libraries by anticipating the encryption of radix
weights. When a radix weight was computed for the first time, it was stored in
the cache and subsequent encryptions of the same weight is retrieved which avoids

redundant computations.

* The impact of caching on computational efficiency is measured by comparing the

results with the baseline. Due to high memory capacity of the Google Colab envi-
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3.1.3

ronment, The radix tree cache was configured with no maximum size for the purposes

of the benchmark and no eviction policy was employed.

Key size analysis of encrypted values and their impact on performance

Encryption and homomorphic addition are performed with different key sizes to an-
alyze the impact on performance for each encryption scheme. For Paillier, the key
sizes of 512 and 1024 bits were chosen to represent standard security levels. Larger
key sizes in Paillier provide higher security but increase the computational cost of
encryption and decryption. In BFV and CKKS, key size is represented by parameter
grids. These parameters directly influence the security level and the computational
complexity of the HE operations. Larger parameter grids offer enhanced security but

come with increased computational overhead.

In the case of Paillier, the key size is varied from 512 and 1024 bits.

In the case of BFV, the key size is varied from the following parameter grids: key-
size, poly-modulus-degree, and coefficient-modulus of (512, 4096,[30,30,30]) and

(1024, 8192,[40,40,40]).
— For BFV, the parameter "key-size" refers to the bit length of the secret key,
influencing the security level.

— The "poly-modulus-degree" determines the size of the polynomials used in the
encryption scheme, affecting both performance and the complexity of compu-

tations that can be performed.
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— The "coefficient-modulus" is a set of prime numbers that define the modulus
for the polynomial coefficients; its size and number influence the noise growth

and computational precision.

— The grid (512, 4096, [30, 30, 30]) indicates a 512-bit key, a polynomial modu-

lus degree of 4096, and a coefficient modulus consisting of three 30-bit primes.

— The grid (1024, 8192, [40, 40, 40]) uses a 1024-bit key, a polynomial modulus
degree of 8192, and a coefficient modulus with three 40-bit primes, represent-

ing a higher security and computational load.

* In the case of CKKS, the key size is varied from the following parameter grids: key-

size, poly-modulus-degree, and scale of (4096, 4096, [40,40]) and (8192, [60,40,40,60].

— For CKKS, "key-size" and "poly-modulus-degree" have similar meanings to

BFV.

— The "scale" parameter in CKKS is used for approximate arithmetic and affects
the precision of the computations. It influences how real numbers are encoded

and decoded.

— The grid (4096, 4096, [40, 40]) has a polynomial modulus degree of 4096 and

uses scaling factors of 40 bits each.

— The grid (8192, [60, 40, 40, 60]) has a polynomial modulus degree of 8192 and
employs scaling factors of 60, 40, 40, and 60 bits, which affects the precision

and range of representable real numbers.

* Performance metrics are measured for both uncached and cached operations.
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3.14

3.1.5

Healthcare Dataset Application

The Pima Diabetes dataset (Bartley, 2016) is used to asses the practical applicability

of radix tree caching in practice.

The dataset is preprocessed and encrypted using the proposed radix tree caching

approach.

Features are encrypted and inference is performed homomorphically using 4,8,16,32
cores. A logistic regression model was chosen for inference due to suitability with
binary classification tasks and sample weights were encoded to simplify the pipeline.
The model was trained on the plaintext dataset and then adapted for homomorphic

encryption inference.

Biometrics Application

The biometrics dataset using the FVC2002: Second Fingerprint Verification Com-
petition (Maio et al., 2002) is used to asses the practical applicability of radix tree

caching in practice.

Fingerprint Image Preprocessing and Feature Extraction

— The fingerprint images undergo preprocessing to standardize their size. If an
image’s dimensions exceed 512 pixels in either height or width, it is resized to
ensure that the larger dimension is reduced to 512 pixels while maintaining the

aspect ratio.
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— To reduce noise, a Gaussian blur with a 5x5 kernel is applied to the resized
image.

— For each block, the mean pixel value and standard deviation are calculated.
These values serve as features representing ridge density and texture, respec-
tively.

— Gradients in the x and y directions are calculated by comparing the mean pixel

values of the current block with those of the neighboring blocks.

— These calculated features (mean, standard deviation, and gradients) are then

converted into a binary vector.

— The feature vector is truncated or padded with zeros to ensure a uniform length

of 128.

» The dataset is preprocessed and encrypted using the proposed radix tree caching
approach and the paillier encryption scheme and performance metrics and accuracy

are measured (Yang et al., 2020)

* Features are encrypted and inference is performed homomorphically using 4, 8, 16,
and 32 cores. The Hamming weight between the encrypted template and query fea-
ture vectors is computed homomorphically using the additive property of the Paillier
scheme. Each bit of the feature vectors is encrypted, and the Hamming weight is
calculated by performing homomorphic additions and subtractions on the encrypted
bits. This allows for the comparison of the fingerprint features without decrypting
the individual bits, preserving privacy. Imposter pairs are defined as fingerprint com-
parisons between different individuals, while genuine pairs are comparisons between
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different fingerprints of the same individual. These pairs are selected randomly from
the FVC2002 dataset, ensuring a balanced representation of both types of compar-
isons. The evaluation process involves computing the similarity score for each pair
and using these scores to calculate performance metrics such as the Equal Error Rate

(EER).

3.2 Experimental Setup

3.2.1 Microbenchmarking Homomorphic Encryption

To quantify the computational cost of HE, we perform a series of microbenchmarking ex-
periments focused on raw homomorphic encryption and addition without caching. These
experiments establish a baseline performance for homomorphic encryption schemes by
measuring execution times across different cryptographic paradigms, specifically Paillier
(a partially homomorphic encryption scheme) and lattice-based schemes like BFV and
CKKS. The benchmarking is conducted using an OpenMPI-based (Message Passing In-
terface Forum, 2023) distributed computing framework, allowing us to execute encryption
and homomorphic operations in parallel across multiple processing cores. The objective is
to measure the time required for each encryption method to process a predefined dataset

while evaluating the impact of increased computational resources.

Encryption Time Analysis The first microbenchmark measures raw encryption time
across all three HE schemes. Each MPI process is assigned a subset of 32,768 integers (D.
Zhao, 2022), which are encrypted independently without optimizations such as caching.

This setup provides insight into encryption costs associated with each algorithm, includ-
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ing differences in computational overhead due to modular exponentiation (Paillier) versus
polynomial encoding in BFV and CKKS schemes. Encryption Time Analysis The first
microbenchmark measures raw encryption time across all three HE schemes. Each MPI
process is assigned a subset of 32,768 integers (D. Zhao, 2022), which are encrypted inde-
pendently without optimizations such as caching. This setup provides insight into encryp-
tion costs associated with each algorithm, including differences in computational overhead
due to modular exponentiation (Paillier) versus polynomial encoding in BFV and CKKS
schemes. The 32,768 integers used for the microbenchmarks were generated randomly us-
ing a uniform distribution within the range of 0 to 1000. This range was chosen to represent
a realistic distribution of numerical data while avoiding excessively large values that could
introduce unnecessary computational overhead. The random generation ensures that the

benchmarks are representative of typical data processing scenarios.

Choosing Paillier Encryption Scheme for Baseline Timings

* Paillier encryption is based on modular arithmetic which allows for additive homo-
morphism. This means that encrypted values can be added together to produce an
encrypted sum, which can be decrypted to reveal the sum of the original values. In
addition the scheme simplifies multiplication by transforming it into addition, which
is computationally less intensive compared to other encryption methods like RSA

(A. C. H. Chen, 2025)

* Paillier encryption has been studied and used in privacy-preserving applications, such
as federated learning and e-voting systems (Galymzhankyzy et al., 2024) (Abhinand
et al., 2024).
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* In blockchain systems, Paillier encryption supports zero-knowledge proofs, enabling
verification of data correctness without exposing the data itself, thus enhancing pri-

vacy protection capabilities (Zhuo, 2024)

Choosing BFV and CKKS Encryption Scheme for Baseline Timings

 Lattice-based cryptography is considered a strong candidate for post-quantum cryp-
tography because it is resistant to attacks from quantum computers. Unlike tradi-
tional cryptographic methods like RSA, which are vulnerable to quantum attacks,
lattice-based schemes do not have known efficient quantum algorithms that can break

them

* BFV is designed for exact arithmetic operations, making it suitable for applications
that require precise calculations on integer data, such as financial computations or

voting systems where accuracy is important(J. Kim et al., 2024)

* CKKS is specifically designed for approximate arithmetic which makes it ideal for
applications that involve real or complex numbers. It is useful for tasks involving

machine learning and data analytics(W. Zhao et al., 2024)

Homomorphic Addition Time Analysis The second microbenchmark evaluates homo-
morphic addition efficiency by performing a round-robin addition of encrypted integers.
Each process computes a local sum over its encrypted subset, and the results are aggregated
at the root node. The primary goal is to measure the time required to execute repeated
homomorphic additions across different HE schemes and establish baseline performance
before introducing caching optimizations. Both benchmarks are repeated across 4, 8, 16,
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and 32-core configurations, ensuring scalability analysis and variance measurement across
different processing environments. The round-robin addition process involved distributing
the 32,768 integers evenly among the available processing cores. Each core encrypted its
subset of integers and then performed homomorphic additions locally. Intermediate sums
were then aggregated in a round-robin fashion, where each core added its local sum to the
sum from the next core. This process continued until the final sum was computed at the
root node. This approach ensures that the computational load is distributed evenly across

the cores, maximizing parallelism.

Encryption and Homomorphic Addition Baselining These results serve as the founda-
tional comparison point for later experiments that incorporate radix tree caching. Following
the baseline benchmarking, the same encryption and homomorphic addition experiments
are repeated with radix tree caching enabled to measure efficiency improvements. This
phase focuses on evaluating how caching impacts computational overhead by reducing re-

dundant operations.

3.2.2 Radix Tree Caching Benchmarking

Following the baseline benchmarking, the same encryption and homomorphic addition ex-
periments are repeated with radix tree caching enabled to measure efficiency improve-
ments. This phase focuses on evaluating how caching impacts computational overhead by

reducing redundant operations.

Radix Tree Caching Implementation To optimize HE operations, radix tree caching
is introduced, leveraging radix decomposition to efficiently encode and encrypt numerical
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values. The encryption process is structured as follows:
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Algorithm 1 Radix Tree Caching for Homomorphic Encryption

Require: Plaintext value x, Radix base b

Ensure: Encrypted value Enc(x)

Step 1: Decompose the plaintext into digits
1: Represent x in base b: x = dy + d, b+dy- D+ +d,_ b

2: Extract all digits dy,d,...,d,—1

Step 2: Compute and cache encrypted radix weights

3: fori=0ton—1do

4: if b’ is not in Cache then
5 Encrypt the radix weight: C; < Enc(b")
6: Store in cache: Cache[b'] < C;
7: else
8: Retrieve from cache: C; <— Cachel[b']
9: end if
10: end for

Step 3: Compute encrypted terms for each digit
11: fori=0ton—1do
12: Perform homomorphic multiplication: Term; < d; - C;

13: end for

Step 4: Combine terms using homomorphic addition

14: Enc(x) < Termq + Term; + - - - + Term,,_;

Step 5: Return the encrypted result

15: return Enc(x)

(F'h]
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. Radix decomposition: The plaintext value is expressed in a radix (base) representa-

tion as shown in Algorithm 1.

. Extracting Digits: Each digit D; is extracted from the plaintext representation and
will be used in the encryption process. This ensures that frequent operations such as
modular exponentiation (in Paillier) or polynomial encoding (in BFV and CKKS) do

not need to be recalculated repeatedly.

. Caching Radix Weights: Instead of recomputing exponentiations during encryption,

the encryption of radix weights is precomputed and stored.

. Computation of Encrypted Values: For each extracted digit D;, the encrypted radix
weight E(R;) is multiplied homomorphically. This step allows the encrypted numer-

ical representation to be built efficiently.

. Recomposition of Encrypted Sum: The final encrypted value is reconstructed as the

sum of term homomorphic additions.

. The radix (b) used in the radix tree caching implementation is a parameter that can be
varied. In our experiments, we primarily used a radix of 10, as it aligns with the dec-
imal representation of numbers and simplifies the decomposition process. However,
the algorithm is designed to support any radix, allowing for flexibility in optimizing
performance for different use cases. The choice of radix can impact the depth of the

tree and the number of caching operations, thus affecting the overall efficiency.
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3.3 Healthcare Dataset Application: Pima Diabetes Dataset

In a practical benchmarking phase, radix tree caching is applied to a real-world privacy-
preserving machine learning task using the Pima Diabetes dataset. The data set consists of
768 samples with eight features. The task is to predict the onset of diabetes according to
the characteristics. This experiment evaluates how caching optimizations impact computa-

tional efficiency in a practical encrypted machine learning workflow.

Implementation Process

1. Input Encryption: The feature vectors of the dataset are encrypted using Paillier,

BFV, and CKKS, with and without radix tree caching.

2. We apply homomorphic operations to the encrypted features, addition and multipli-
cation, to perform secure inference. We chose a logistic regression model for this
task. Its simplicity makes it well suited for homomorphic inference when resources
are limited. We trained the model on plaintext data and adapted it for homomorphic

execution.

3. The computational time and performance differences between cached and non-cached

executions are analyzed.

3.4 Biometrics Application: Fingerprint Verification using the FVC2002 Dataset

The FVC2002 dataset is a collection of fingerprint images from 110 individuals, with each

individual having 10 fingerprints. The data set is pre-processed and encrypted using the
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proposed radix tree caching approach and the paillier encryption scheme and performance

metrics and accuracy are measured (Yang et al., 2020).

Implementation Process

1. The client extracts a binary feature vector of minutiae pairs from a fingerprint image

and encrypts each bit with the Paillier scheme

2. The client sends the encrypted vector and user ID to a function which stores the
encrypted vector in memory. In real world application this would be a server for

storage.

3. The client extracts a query vector from a new fingerprint scan and sends it with the

user ID to the authentication server

4. The authentication server retrieves the stored ciphertext, uses Pailliers homomorphic
property to compute the encrypted Hamming weight between template and query,

and returns it to the client

5. The client decrypts the Hamming weight, calculates a similarity score, and compares

it to a threshold to decide match or non-match

3.5 Assumptions and Limitations

Assumptions:

1. Itis assumed that the performance improvements observed in the benchmarking ex-

periments generalize to other large-scale HE workloads
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2. The experiments assume an ideal distributed computing environment where interpro-

cess communication overhead is minimal.

3. All homomorphic encryption schemes used in the benchmarks are implemented un-
der optimal parameter settings recommended by their respective libraries (TenSEAL

for BFV and CKKS, and phe for Paillier).

4. The Pima Diabetes dataset is assumed to be representative of real-world encrypted

machine learning inference workloads in healthcare applications.

Limitations:

1. The study focuses on three specific HE schemes (Paillier, BFV, and CKKS); results

may not be directly applicable to other encryption schemes such as FHEW or TFHE.

2. The caching approach is optimized for addition operations; its impact on other ho-
momorphic operations, such as multiplication or bootstrapping, is not extensively

studied.

3. The experiments are conducted in a Google Colab v2-8 TPU High-Ram environment,
which may not accurately reflect performance on other computing architectures, such

as dedicated high-performance computing clusters.

4. The impact of security trade-offs, such as potential attacks on caching mechanisms,

is not explored in this study.

By conducting paired experiments with and without radix caching, we empirically measure

efficiency gains. The results will be analyzed in the next chapter to determine the extent
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to which radix caching reduces computation time and improves scalability across different

core configurations.
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Chapter 4 —

Results

This section presents the results of the experiments conducted to evaluate the performance

of radix tree caching in HE. The results are presented in the form of tables and graphs to

illustrate the performance improvements achieved through the use of radix tree caching.

4.1 Baseline HE Algorithm Benchmarking

4.1.1 Baseline Raw Encryption Timings (Uncached)

Uncached Encryption Time Comparison

20

15

10

Encryption Time (seconds)

5

0

4

8 cores 16 cores 32 cores

Figure 2: Raw Encryption Time for Each Encryption Scheme

Number of Cores

Table 1: Encryption Time Comparison by Key Size and Core Count (seconds)

Algorithm | Key Size (bits) | 4 Cores | 8 Cores | 16 Cores | 32 Cores

Paillier
Paillier
CKKS
CKKS
BFV
BFV

512
1024
4096
8192

512
1024

20.339
127.602
15.800
52.316
16.226
32.501

10.217
63.765
7.870
26.088
8.050
16.188

5.087
31.929
3.944
13.099
4.032
8.094

2.546
15.944
1.965
6.642
2.018
4.089

W Paillier
B CKKs
| I-12%

Figure 2 and Table 1 show the time taken to encrypt 32768 integers using Paillier, BFV and

CKKS across 4, 8, 16 and 32 core configurations with different key sizes. It is observed

that Paillier is significantly slower than BFV and CKKS while BFV performs better than
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CKKS. The performance improves for each core configuration, with consistent scaling pat-
terns across algorithms. Notably, key size doubling impacts algorithms differently: Paillier
shows the highest sensitivity with a 6.26x performance penalty, CKKS demonstrates mod-
erate impact at 3.31, while BFV exhibits the best key size scaling at only 2.01 performance

degradation.

4.1.2 Theoretical Analysis of Encryption Performance Differences

Let n be the Paillier modulus of bit length ¢ = [log, n], and let M(¢) denote the time com-
plexity of multiplying two ¢ bit integers. In the Ring LWE schemes (BFV / CKKS), let N

be the ring dimension and ¢ the coefficient modulus. We encrypt a batch of T integers.

Paillier Encryption Complexity A Paillier ciphertext for m € Z,, is

¢ = g"r" mod n’.

Using square and multipliply requires O(¢) modular multiplications mod n?, each costing

M(20) =O0(M(¥¢)). Hence

and encrypting T values costs

Trailtotal(T,£) = T x O({M(()).
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BFV/CKKS Encryption Complexity Encryption produces a RingLWE sample
(b,a) = (—[a-s+e+A-m],a),

where a,s,e € R; = Z4[X]/(X" +1). The dominant cost is the polynomial multiplication

a - s, which via the Number Theoretic Transform (NTT) runs in
TRLWE(N) = O(NlogN).

SIMD and Packing BFV and CKKS exploit Single Instruction, Multiple Data (SIMD)
by packing multiple plaintext values into one polynomial (or complex embedded) cipher-

text:

* Packing: Up to k < N/2 integers {m,} are encoded into a single polynomial m(X) =
k—1
Z m;X 2J, so that operations on ciphertexts act pointwise on all slots simultaneously.
j=0

* SIMD effect: One Enc, Add, or Mul call processes all k slots. Thus the amortized

cost per value is O((NlogN)/k) instead of O(NlogN).

* Contrast with Paillier: Paillier has no SIMD or packing each integer requires its

own exponentiation.

Amortized Batch Cost Packing k values per ciphertext reduces the total BFV/CKKS

cost for T integers to

Torv_total (T,N) = [%W x O(NlogN) ~ O(T logN) (for k=0(N)).
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Parallelization Effects Distributing work across ¢ cores yields wall clock times

Tpailtotal TgFv—total 7
¢ Cacross t Cwithin
where BFV/CKKS can parallelize both across ciphertexts ([T /k| tasks) and within each
NTT transform.
Asymptotically, BFV/CKKS replace Pailliers O(¢/M({)) per value exponentiations with
O(NlogN) polynomial multiplies, then amortize over ®(N) slots using SIMD packing.
Even with perfect 32-core parallelization, NTT-based schemes (especially CKKS, which

omits extra integer rounding steps) exhibit significantly lower latency than Paillier.
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4.1.3 Baseline Raw Homomorphic Addition Timings (Uncached)

Uncached Addition Time Comparison
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T o4
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Figure 3: P Raw Homomorphic Addition Time for Each Encryption Scheme

Figure 3 shows the time taken to perform a homomorphic addition operation across all
encryption schemes in different core configurations. It is observed that homomorphic ad-
dition is orders of magnitude faster than raw encryption across all schemes and configu-
rations. Paillier shows best performance in this baseline task due to the nature of Paillier

encryption which is designed for homomorphic addition.

4.1.4 Theoretical Analysis of Homomorphic Addition Performance Differences

Let n be the Paillier modulus of bitlength ¢ = [log, n|, and let M(¢) denote the time com-
plexity of multiplying two #-bit integers. In the Ring LWE schemes (BFV/CKKS), let N
be the ring dimension, ¢ the coefficient modulus, and k < N/2 the number of packed slots.

We perform a homomorphic sum over 7" = 32768 ciphertexts.

Paillier Homomorphic Addition Given two Paillier ciphertexts c1,c2 € Z,2, their ho-
momorphic sum is

Csum = C€1-cp mod nz,
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i.e. one modular multiplication mod n>. Since each operand is 2/ bits, this costs
Trail add = O(M(20)) = O(M(()).
To sum 7T ciphertexts (in a simple linear roundrobin chain of 7 — 1 multiplies) costs
Tpail_total = (T —1)x O(M(£)) = O(TM(?)).

BFV/CKKS Homomorphic Addition For two RLWE ciphertexts (b1,a1), (b2,az) € Ré,

homomorphic addition is coefficient wise:
(bsum,asum) = (b1 +az, a; +ay) computed mod (XN+ 1, q).
This is simply N scalar additions:
TRIWE add = O(N).

Packing k plaintext slots per ciphertext means we only have [T /k] ciphertexts to add. Thus

the total cost is

TRIWE total = ([T/k]—1) x O(N) = 0<%N>.

For typical parameters k = @(N), this simplifies to

TRLWE total = O(T).
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SIMD and Packing Effect

* Packing: Encode up to k < N/2 independent integers into one ciphertext via slot

wise embedding.

» SIMD: A single homomorphic addition applies to all & slots in parallel, so work per

slotis O(N /k).

* Amortization: With k = @(N), the cost per integer of an addition drops from O(N)

to O(1).

Paillier, lacking SIMD, incurs O(M({)) per integer.

Parallelization Effects Distributing the 7 — 1 addition tasks across c cores yields wall

clock times

Tpail_total s TRLWE _total

¢ Cacross - Cwithin
where BFV/CKKS can parallelize (i) across [T /k] ciphertext additions and (ii) within each
N-length coefficientwise vector addition.
The homomorphic addition in Paillier costs O(T M(¢)), while BFV/CKKS reduce to O(T)
(for k = O(N)) by adding O(N) coefficient-wise to the amortized slots in N. Even with 32
core parallelism, the NTT based schemes will significantly outpace Paillier for summing

large batches of integers.
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4.2

Encryption Time (seconds)

Encryption Time (seconds)

Encryption Time (seconds)

Cached and Uncached Encryption Timings

Paillier - Encryption Time: Cached vs Uncached
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Figure 4: Paillier Uncached vs Cached Encryption Time

BFV - Encryption Time: Cached vs Uncached
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Figure 5: BFV Uncached vs Cached Encryption Time
CKKS - Encryption Time: Cached vs Uncached
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Figure 6: CKKS Uncached vs Cached Encryption Time
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Cached Encryption Time vs CPU Cores

Scheme
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Figure 7: Paillier vs. BFV vs CKKS Cached Encryption Time

Speedup Factor (Uncached/Cached) by Algorithm and CPU Cores
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Figure 8: Speedup of Cached Encryption over Raw Encryption

Figure 4, 5, 6 and 7 show the time taken to encrypt 32768 integers using the Paillier, BFV,
and CKKS schemes. It is observed that cached encryption is orders of magnitude faster
than raw encryption across all schemes and CPU core configurations. Figure 8 shows the
speedup of cached encryption over raw encryption for each scheme, with Paillier showing

at least 118 speedup over raw encryption.
4.2.1 Theoretical Analysis of Cached Homomorphic Encryption Performance Dif-
ferences

Let n be the Paillier modulus of bitlength ¢ = [log, n|, and let M(z) denote the cost of
multiplying two ¢ bit integers. We encrypt a batch of 7" values using radix caching with

base r.
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Paillier with Radix Caching Each message m € [0,n) is written in radix r as

d—1 ; B /¢
m:i_zémir, d—[ —‘

log, r

A precomputed table of size d X r stores g"" ' for all digit values. Encryption then uses d

modular multiplications modulo 12, each costing O(M(£)). Thus the per message time is

Tpail_cached (£) = 0<d M(g)) = 0<1O§2r M(f))-

For T messages,

TPaiI_totaI_cached<T7 6) =T X 0<log£2r M(@)

Comparison and Simplicity Paillier’s complexity remains a simple function of keysize

bits and the chosen radix:
0 (% M(E)) .

It avoids more intricate transforms or datapacking strategies. In contrast, RLWEbased
schemes rely on polynomial arithmetic whose cost depends on parameters like ring dimen-
sion N and transform algorithms.

Radix caching reduces Pailliers exponentiation work by a factor of log, r, yielding a straight-
forward time bound in terms of integer multiplication costs. This simplicity in both analysis
and implementation can make cached Paillier faster when parameters are chosen appropri-

ately.
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4.2.2 Cached Homomorphic Addition Timings

Cached Addition Time vs CPU Cores

1.6 Scheme
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Figure 9: Raw Homomorphic Addition Time for Each Encryption Scheme
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Speedup Factor (Uncached/Cached) for Homomorphic Addition
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Figure 10: Speedup of Cached Homomorphic Addition over Raw Addition

Figure 9 shows the time taken to perform a homomorphic addition operation across all en-
cryption schemes in different core configurations. It is observed that homomorphic addition
is orders of magnitude faster than raw encryption across all schemes and configurations.
Figure 10 shows the speedup of cached homomorphic addition over raw addition for each
scheme. For Paillier, the speedup plateaued at 8 cores indicating parallelization overhead

predominating at higher core counts at this workload for this scheme.

4.2.3 Statistical Analysis of Caching Impact On Homomorphic Encryption

To evaluate whether radix tree caching provides a statistically significant improvement in
encryption time, a Welchs t-tests across all encryption schemes (Paillier, BFV, CKKS) and
core configurations (4, 8, 16, 32) was conducted. Each experimental condition (cached and
uncached) was executed independently 10 times to obtain the mean and standard deviation

of encryption time. Welchs t-test was chosen due to its robustness when comparing two
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samples with unequal variances and sample sizes.

For each core configuration and encryption scheme, the following values were extracted:

* Xuncached; Ouncached Mean and standard deviation of encryption time without caching

* Xcached, Ocached Mean and standard deviation of encryption time with caching

* n=10 Sample size per group

The t-statistic was computed as:

Xuncached - Xcached
2 2
\/Guncached + Ocached

n n

=

Significance was evaluated at & = 0.05. The results shown below confirm that caching led

to statistically significant improvements in encryption time for most configurations.
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Scheme | Cores | Uncached (s) | Cached (s) | t-stat | p-value | Significant
Paillier 4 20.3390 0.3131 550.36 | 0.0011 Yes
Paillier 8 10.2172 0.1447 456.82 | 0.0014 Yes
Paillier 16 5.0869 0.0672 464.68 | 0.0013 Yes
Paillier 32 2.5459 0.0319 170.80 | 0.0037 Yes
BFV 4 20.1390 2.6840 252.77 | 0.0007 Yes
BFV 8 10.3420 1.3452 277.80 | 0.0006 Yes
BFV 16 5.1270 0.6729 294.85 | 0.0006 Yes
BFV 32 2.6218 0.3355 328.43 | 0.0005 Yes
CKKS 4 15.7999 1.0742 128.70 | 0.0002 Yes
CKKS 8 7.9600 0.5407 137.38 | 0.0002 Yes
CKKS 16 3.9382 0.2745 141.85 | 0.0002 Yes
CKKS 32 1.9850 0.1372 151.67 | 0.0002 Yes

Table 2: Welchs t-test Results for Encryption Time with and without Caching
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4.2.4 Statistical Analysis of Caching Impact On Homomorphic Addition

Scheme Cores Uncached (s) Cached (s) t-stat p-value Significant

Paillier 4 0.0457 £0.0004 0.1344 +0.0025 -111.88 2.91x 10716 Yes
Paillier 8 0.0281 +0.0101 0.0913 £0.0021 -19.44 3.97 x 10~ Yes
Paillier 16 0.0281 £0.0277 0.0562 +0.0013 321 1.06x 1072 Yes
Paillier 32 0.0140 +£0.0036 0.0351 +0.0007 -18.47 6.73x107° Yes
CKKS 4 0.1885 +£0.0373 0.3878 £0.0289 -13.35 2.04x 10710 Yes
CKKS 8  0.1284 £0.0281 0.3003 £0.0163 -15.57 6.53x 10710 Yes
CKKS 16 0.0957 £0.0153 0.2232 +0.0098 -22.37 8.90 x 10~ ! Yes

CKKS 32 0.0620 £0.0066 0.1485 +0.0054 -35.90 1.76 x 10~!2 Yes

BFV 4 0.4055 +£0.0355 0.6723 +0.0378 -13.32 2.08 x 10~'° Yes
BFV 8  0.2862 +0.0271 0.4851 £0.0302 -13.62 1.82x 10710 Yes
BFV 16 0.2144 £0.0205 0.3543 £0.0268 -12.06 4.16x 1010 Yes
BFV 32 0.1500 +£0.0154 0.2470 £0.0225 -10.02 2.17x107° Yes

Table 3: Summary statistics and t-test results comparing cached and uncached homomorphic addition times
across different schemes and core configurations.

Table 3 shows that caching significantly improves the efficiency of homomorphic addition
in all the schemes and core counts tested. The reductions in the average addition time are
consistent and statistically significant in every configuration (p < 0.05), with particularly
strong improvements observed as the count of core increases. These results support the

effectiveness of caching mechanisms in practical homomorphic encryption workloads.
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4.2.5 Theoretical Analysis of Cached Homomorphic Addition Performance Differ-

ences

We perform a homomorphic sum over T ciphertexts. Use the same n,¢,M(-) and radix

cache base r as above.

Paillier Homomorphic Addition Given two ciphertexts c1, ¢y € Z,, addition is
_ 2
Csum = €1 - ¢2 mod n”,

which is a modular multiplication costing O(M(2¢)) = O(M({)). Since this step does not
involve exponentiation, radix caching has no impact on addition. Summing 7" ciphertexts

in a chain of 7 — 1 multiplications yields
Tpail_add_cached (T,€) = (T — 1) x O(M({)) = O(T M({)).

BFV/CKKS Homomorphic Addition For RLWE ciphertexts (by,a;), (by,az) € Rgl, ad-

dition is coefficient-wise:
(bsumaasum) = (bl +by, a; +a2) mod (XN+ laQ)-

This is N scalar additions, that is, O(N). Packing k slots gives only [T /k| ciphertexts to

add, so

TRWE add_cachea(T,N) = (IT/K] = 1) x O(N) ~ O(FN) = O(T) ~ (for k = O(N)).
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Overall Comparison

* Paillier: O(T M(¢)) using simple modular multiplications; caching does not change

the addition cost.

* BFV/CKKS: O(T) through coefficient-wise adds amortized by packing; unaffected

by caching.

The homomorphic addition time for Paillier remains O(T M(¢)). RLWE schemes in BFV

and CKKS give O(T) arithmetic operations costs.
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4.3 Scaling Analysis

4.3.1 Strong and Weak Scaling of Paillier Encryption

Figure 11 shows the strong scaling behavior for both the uncached (standard Paillier) and
cached encryption schemes, using a fixed total workload of 32 768 plaintexts. As the num-
ber of cores increases from 4 to 32, the uncached encryption time drops from approximately
130 to 16 seconds, achieving a speedup of approximately 8 when moving from 4 to 32
cores. This corresponds to a parallel efficiency of roughly 8/8 = 100% (ideal). In contrast,
the cached scheme incurs a one time cache build cost on each communicator (shown sepa-
rately) but executes encryption almost purely by homomorphic additions, resulting in sub
second encryption times even at 4 cores and further reductions to under 0.1s at 32 cores.

The cached variant demonstrates near-ideal strong scaling with marginal overhead.

Strong Scaling: Paillier Encryption
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Figure 11: Strong scaling: average encryption time vs. number of cores (loglog plot recommended).

Figure 12 reports weak scaling, where each core encrypts 8 192 plaintexts so that the to-
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tal work grows linearly with core count. The uncached encryption time remains around
130s across 4 to 32 cores, indicating poor weak scaling due to the fixed per-core workload
but no parallelization of single-core work. In contrast, the encrypted scheme time remains
constant at approximately 0.8 seconds for all core counts, illustrating excellent weak scala-
bility: adding cores (and proportionally more data) does not change the encryption latency

due to the precomputed radix cache.

Weak Scaling: Paillier Encryption
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Figure 12: Weak scaling: average encryption time vs. number of cores.

The uncached Paillier implementation exhibits good strong scaling (speedup cores) but
poor weak scaling (runtime per-core work). Radix additive caching, once the onetime
cache is built, achieves both near-perfect strong scaling and ideal weak scaling by elimi-

nating the need for fresh encryptions at run-time.
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4.3.2 Strong and Weak Scaling of BFV Encryption

Figure 13 shows the strong scaling behavior for both the uncached (standard TenSEAL
BFV) and the cached (radix additive style) BFV encryption schemes, using a fixed total of
32768 plaintexts. As we increase the number of cores from 4 to 32, the uncached BFV
encryption time decreases from roughly 34 to 4 s, achieving an overall speedup of about
8.5Every close to ideal linear scaling. The cached scheme pays a one-time cache build
cost (4.7s) but then performs encryption through homomorphic additions only, resulting in
average encryption times dropping from 4.7 s at 4 cores to less than 0.5 s at 32 cores. This

demonstrates a near-perfect strong scaling for the cached variant.

Strong Scaling: BFV Encryption
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Figure 13: Strong scaling of BFV encryption: average encryption time vs. number of cores.

Figure 14 reports weak scaling, where each core encrypts 8 192 plaintexts so that the total
workload increases proportionally with the core count. The uncached BFV encryption time
remains around 33-33.5 s across 4 to 32 cores, reflecting poor weak scalability since each
core still must perform a full encryption. In contrast, the encrypted time of the cached
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scheme remains nearly constant at approximately 4.8 to 5.3 s, illustrating excellent weak
scaling: the addition of cores (and more data) does not increase the encryption latency due

to the precomputed radix cache.

Weak Scaling: BFV Encryption
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Figure 14: Weak scaling of BFV encryption: average encryption time vs. number of cores.

The uncached BFV implementation scales well under strong scaling (speedup cores) but
fails to weak scale (runtime per-core work). BFV caching achieves both near-ideal strong
and weak scaling by shifting most of the encryption cost into a fixed, one-time cache ini-

tialization and then composing ciphertexts via fast homomorphic additions.

4.3.3 Strong and Weak Scaling of CKKS Encryption

Figure 15 illustrates strong scaling for both the uncached (native TenSEAL CKKS) and
cached (radix-additive) CKKS encryption schemes, using a fixed total of 32 768 plaintexts.
As we increase cores from 4 to 32, the uncached CKKS encryption time drops from ap-

proximately 53s to 7s, yielding a speedup of about 7.6x close to ideal linear behavior. The
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cached approach incurs a one time cache build cost (4s) but then encrypts via fast homo-
morphic additions, with average encryption times falling from 4s at 4 cores to under 0.5s

at 32 cores. This indicates near perfect strong scaling for the cached variant.

Strong Scaling: CKKS Encryption
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Figure 15: Strong scaling: CKKS encryption time vs. number of cores.

Figure 16 shows weak scaling, where each core encrypts 8 192 plaintexts (so total work
grows with cores). The uncached CKKS time remains around 5254s across 4 to 32 cores,
showing poor weak scalability since each core re-performs full encryptions. In contrast, the
cached schemes encryption time stays nearly constant at about 45s, demonstrating excellent
weak scaling: adding cores (and data) does not increase encryption latency thanks to the
precomputed radix cache.

Native CKKS encryption scales well under strong scaling but fails to weak scale (runtime
per core work). Caching for CKKS achieves both nearideal strong and weak scaling by
shifting most of the encryption cost into a fixed, one-time cache initialization and then

composing ciphertexts via fast homomorphic additions.
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Weak Scaling: CKKS Encryption

50
)
[0} 40 7
E
=
c
.2
8 30 —8— uncached
>
5 cached
c
L
[
& 20
:
<

10

5 10 15 20 25 30

Number of Cores

Figure 16: Weak scaling: CKKS encryption time vs. number of cores.

4.4 Pima Indians Diabetes Dataset

4.4.1 Homomorphic Encryption and Encrypted Inference
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Figure 17: Pima Indians Uncached Encryption
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Figure 18: Pima Indians Cached Encryption
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Figure 17 shows the time taken to encrypt the Pima Indian Diabetes Dataset with stan-
dard encryption, while Figure 18 demonstrates the significant performance improvements
achieved with radix tree caching across all encryption schemes and core configurations.
It is observed that the encryption time for Paillier remains unchanged, while BFV and
CKKS show significant improvements, indicating that parallelization overhead for the Pail-
lier cryptosystem did not benefit for the input size of the Pima Indians Diabetes Dataset,

while significant improvements are observed for the lattice-based schemes for this dataset.
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Figure 19: Pima Indians Uncached Inference
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Figure 20: Pima Indians Cached Inference

Figure 19 shows the time taken to perform an uncached homomorphic inference operation
on all encryption schemes in different core configurations. 20 shows the speedup of cached
homomorphic inference showing improved performance for the lattice based schemes in

BFV and CKKS and displaying relatively flat performance for the Paillier scheme.
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4.5 Biometrics Application Using Fingerprint Verification

4.5.1 Experiment Results

Method | EER | Thresh.

unencrypted | 0.49 | 0.7734
standard_phe | 0.49 | 0.7734
radix2 0.49 | 0.7734
radix10 0.49 | 0.7734

Table 4: Performance metrics by method

Method Feat. Ext. (s) ‘ Comp. (s) ‘ Total (s) ‘ Key Gen. (s) ‘ Encrypt. (s) ‘ Match. (s) ‘ Decrypt. (s)
unencrypted 0.2328 0.000026 | 0.2328

standard_phe 0.0536 3.3217 0.1724 2.3169 0.9439 0.0057
radix2 0.0542 2.4891 0.2369 1.4744 0.9523 0.0058
radix10 0.0514 2.4719 0.2153 1.4765 0.9360 0.0058

Table 5: Time metrics by method (in seconds)

In Table 4, we can see the performance metrics by method, which includes the equal error
rate (EER) and threshold. The EER is the average of the false acceptance rate (FAR) and
false rejection rate (FRR). The threshold is the point on the ROC curve where the EER
is minimized. We observe that the EER is the same for all methods, indicating that the
performance of the methods is the same regardless of whether homomorphic encryption is
used or not. The label standard_phe is the standard Paillier encryption scheme. The label
radix?2 is the radix tree caching scheme with a radix of 2. The label radix10 is the radix
tree caching scheme with a radix of 10.

In Table ??, we can see the time metrics by the method which includes the feature extraction
time, the computation time, the total time, the key generation time, the encryption time, the

matching time, and the decryption time. We observe that the feature extraction time is the
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same for all methods, indicating that the feature extraction is the same regardless of the
method used. The label standard_phe is the standard Paillier encryption scheme. The
label radix2 is the radix tree caching scheme with a radix of 2. The label radix10 is the

radix tree caching scheme with a radix of 10.
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Chapter 5 — Conclusions

This chapter summarizes the key findings of the research, interprets their implications, and

discusses the study’s limitations and potential future directions.

5.1 Summary of Findings

5.1.1 Recap of Baseline HE Algorithm Benchmarking Results

The baseline benchmarking revealed significant differences in computational efficiency
among the homomorphic encryption schemes. Paillier exhibited higher encryption times
compared to BFV and CKKS, reflecting its computational overhead in modular exponentia-
tion. In contrast, BFV and CKKS, which employ lattice-based cryptography, demonstrated
faster encryption, with BFV slightly outperforming CKKS. Homomorphic addition was
generally more efficient than encryption across all schemes, with Paillier showing the best

performance due to its inherent design for additive homomorphism.

5.1.2 Impact of Radix Tree Caching

The integration of radix tree caching substantially improved the performance of homo-
morphic encryption operations. Caching significantly reduced encryption times across all
schemes, with Paillier achieving the most substantial speedup. The efficiency gains high-
light the effectiveness of caching in mitigating the computational bottlenecks associated

with redundant encryption operations.
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5.1.3 Healthcare Dataset Application Outcomes

Applying radix tree caching to the Pima Diabetes dataset demonstrated its potential in
enhancing the practicality of privacy-preserving machine learning. The caching method
reduced the encryption and inference times, particularly for BFV and CKKS, showcasing

its ability to optimize HE operations in a real-world healthcare application.

5.1.4 Biometrics Application Results

In the fingerprint verification experiments, radix tree caching also showed promise. The re-
sults indicated that caching could improve the efficiency of the homomorphic computations

involved in fingerprint matching, maintaining accuracy while reducing processing time.

5.2 Interpretation of Results

5.2.1 Efficiency of Radix Tree Caching

Radix tree caching effectively addresses the computational inefficiencies of homomorphic
encryption by reducing redundant computations. The observed speed-ups, especially in
encryption, underscore the potential of caching to make HE more viable for real-world

applications requiring high performance.

5.2.2 Comparative Analysis of HE Schemes

Comparison of Paillier, BFV, and CKKS revealed different performance characteristics.
While Paillier is efficient for homomorphic addition, BFV and CKKS offer advantages in

encryption speed. Radix tree caching enhances the performance of all schemes, but its
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impact varies depending on the specific operations and scheme characteristics.

5.2.3 Scalability and Parallelization

The experiments demonstrated the scalability of the radix tree caching approach, with per-
formance generally improving as the number of cores increased. However, the paralleliza-
tion overhead became more apparent at higher core counts for certain schemes and opera-

tions, indicating a trade-off between parallelism and efficiency.

5.2.4 Real-World Applicability

Homomorphic encryption with radix tree caching can secure sensitive data while keeping
processing practical in real settings. For example, in healthcare, encrypted patient records
can flow to cloud analytics platforms without ever exposing raw data. For example, FHE
lets researchers run clinical risk models over encrypted electronic health records to identify
high-risk patients, all without revealing individual diagnoses (Vaikuntanathan, 2011). By
caching repeated encryption components (radix weights), the systems cut encryption time
by more than 90%, making near real-time analytics on large hospital databases possible

(D. Zhao, 2023b).

In finance, institutions can run fraud detection and credit scoring algorithms on encrypted
transaction streams. A review notes that banks are now prototype HE-based analytics to
detect anomalous trades without seeing customer balances, preserving client privacy, and
meeting strict regulations (Roumpies & Kakarountas, 2023). Applying radix caching re-

duced per-record encryption delays from seconds to milliseconds, enabling secure batch
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and streaming analytics on millions of daily transactions.

The Internet of Things (IoT) also benefits. Edge sensors in smart grids, manufacturing
lines, or environmental monitors can encrypt readings on the device and push them to
centralized servers. Homomorphic servers aggregate and analyze these encrypted streams.
Specifically, for example, spotting equipment faults or optimizing power loads without ever
decrypting raw sensor values (Oh, 2023). Radix caching reduces the overhead on resource-
constrained devices, extending battery life, and cutting network usage by reusing cached

encryption components.

Finally, cloud-hosted databases gain both security and speed. A recent study on out-
sourced query-intensive databases shows that integrating high-performance caching into
HE pipelines reduced query encryption time by 85%, allowing cloud providers to offer en-
crypted SQL-style queries with minimal latency (D. Zhao, 2023b). Enterprises can there-
fore migrate sensitive customer or telemetry data to public clouds, run complex searches
and analytics, and retrieve only encrypted results, then decrypt locally only maintaining

end-to-end privacy.

These examples underscore how radix tree caching makes homomorphic encryption prac-
tical in healthcare, finance, IoT, and cloud services. By cutting redundant computations, it
bridges the gap between strong data privacy and the performance demands of real-world

applications.
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5.3 Implications of the Study

5.3.1 Advancements in Privacy-Preserving Machine Learning

This research contributes to the advancement of the practicality of privacy-preserving ma-
chine learning. By addressing the computational bottlenecks of homomorphic encryption,
the findings support the development of more efficient and scalable secure machine learn-

ing applications.

5.3.2 Impact on Data Security and Privacy

The study reinforces the importance of homomorphic encryption in protecting sensitive
data. The enhanced efficiency achieved through radix tree caching makes it more feasi-
ble to implement HE in applications where data security and privacy are paramount. The
caching approach also fits the direction set by NISTs post-quantum cryptography (PQC)
program. In 2024, NIST finalized three lattice-based algorithms for general encryption and
digital signatures: CRYSTALS-Kyber (ML-KEM) as FIPS 203, CRYSTALS-Dilithium
(ML-DSA) as FIPS 204, and SPHINCS+ (SLH-DSA) as FIPS 205 (“NIST Releases First 3
Finalized Post-Quantum Encryption Standards”, 2024). These schemes rest on hard prob-
lems in structured lattices. By caching repeated components, such as radix weights, our
method eliminates redundant lattice operations. That boost in efficiency can help imple-

ment ML-KEM and ML-DSA in real-time systems, from cloud services to IoT devices.

NIST will add HQC as the fifth key encapsulation mechanism of PQC by 2027. HQC

uses a different lattice design, and our cache framework can adapt to its parameters with
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minimal changes. As NIST finalizes more standards, our work offers a clear path to deploy
approved lattice algorithms without major performance trade-offs. This alignment with
NIST guidelines strengthens the case for the broad adoption of homomorphic encryption

in regulated industries.

5.3.3 Future Directions for Research and Development

Future research could explore further optimizations of radix tree caching, such as adaptive
radix selection and dynamic cache management. Investigating the integration of caching
with other HE optimization techniques including: hardware optimizations, algorithmic ad-
vances, and quantum computing while exploring its application in different domains are

also promising directions.

5.4 Contributions to the Field

This work makes several significant contributions to the field of privacy-preserving ma-
chine learning and homomorphic encryption optimization through integration of radix caching
across both partially and fully homomorphic encryption schemes. The primary advance-

ments include:

* Cross-Scheme Radix Caching Integration: This research implements and bench-
marks radix tree caching across a diverse set of homomorphic encryption (HE) schemes
namely Paillier (PHE), BFV (FHE with exact arithmetic), and CKKS (FHE with ap-
proximate arithmetic). This praxis demonstrates the generalized applicability and
scalability of radix caching across encryption paradigms with different arithmetic
and noise models.
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* Performance Optimization of Encrypted Computation: By decomposing plain-
texts into their radix components and caching encrypted powers of radix weights, the
method reduces redundant ciphertext computations. Experimental results show sig-
nificant reductions in encryption and homomorphic addition time, with speedups ex-
ceeding 118x for Paillier, and notable efficiency gains for BFV and CKKS. This re-
duction in computational overhead transitions encryption operations from quadratic
to near-linear time complexity, enabling more practical encrypted inference on real-

world datasets.

* Scalability and Parallelization Analysis: The experiments utilized a multi-core
distributed computing framework to assess strong and weak scaling behaviors in 4,
8, 16 and 32 core configurations. The findings confirm that radix caching benefits

from parallelism, which maintains high scalability and efficiency.

* Real-World Application and Evaluation: Two distinct privacy-preserving appli-
cations were developed and evaluated: (1) a secure logistic regression inference on
the encrypted Pima Diabetes dataset, and (2) a biometric authentication system using
Paillier-based encrypted fingerprint verification from the FVC2002 dataset. In both
cases, radix caching significantly improved the feasibility of encrypted computa-
tion by reducing latency while preserving accuracy, thereby validating the proposed

method in practical machine learning workflows.

By addressing key performance limitations in homomorphic encryption through a unified

caching framework, this research advances the practical deployment of secure Al systems.
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5.5 Concluding Remarks

This research demonstrates the effectiveness of radix tree caching in improving the effi-
ciency of homomorphic encryption. The findings contribute to making privacy-preserving
machine learning and secure data processing more practical and scalable, paving the way
for wider adoption of HE in enterprise settings.

First, analysis on how different homomorphic encryption schemes compare in raw encryp-
tion and homomorphic addition was performed. It was hypothesized that lattice-based
schemes such as BFV and CKKS would encrypt and add faster than the integer-based Pail-
lier. Tests show BFV and CKKS encrypt 32,768 integers several times faster than Paillier,
while Paillier leads in addition speed; however, BFV still outpaces CKKS in both tasks,
confirming our first hypothesis (H1). Next, It is hypothesized that caching would reduce
redundant ciphertext operations, thereby improving performance without compromising
security. This hypothesis (H2) was strongly supported: radix tree caching consistently re-
duced encryption time by more than 90 percent across all schemes, and addition operations
became significantly faster. The mechanism reused precomputed encrypted radix weights,
eliminating unnecessary recomputation while preserving cryptographic integrity. Finally,
the third research question addressed how well radix tree caching scales with larger datasets
and greater parallelism. We hypothesized that caching would enable throughput to scale
linearly with the number of processing cores and input size. The results confirm this hy-
pothesis (H3): performance scaled nearly linearly from 4 to 16 cores, with gains plateau-
ing slightly at 32 cores due to diminishing parallel efficiency. This scalability validates

radix tree caching as a parallelization-friendly optimization suitable for high-throughput
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HE workloads.
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