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Abstract

Improve and Debias Image Caption Model by Learning Better Visual Features

Recent technology in deep learning has advanced state-of-the-art image captioning,

the task of generating appropriate textual descriptions for an image. Image captioning is

not an easy task and is highly inspired by human cognition – mainly image perception

(understanding image contents including objects and their relationships) and sentence

planning and generation (describing the image with a natural language). To model image

perception, current state-of-the-art image captioning models heavily depend on CNN and

R-CNN to extract the visual features as an input to their model. Even though these methods

achieved acceptable results in generating human-like descriptions, they overlooked two main

issues; the image is not perceived for the caption purpose and gender bias in the generated

captions.

This thesis proposes visual features based on psycholinguistic studies to explicitly model

human gazing behavior. The proposed visual features utilize the captions as additional

sources to learn humans’ perceptions, which improves the image perception model’s quality

and, subsequently, the quality of generated captions. To this end, we develop a model based

on the pointer network that learns the gazing mechanism from the entities in the captions to

generate the visual features. We then introduce a gazing sub-network to integrate the learned

visual features into the current state-of-the-art image caption models. Our experiments show

a significant increase in the performance of the image captioning models when the sequence

of the gazed objects is utilized as additional visual features.

To address the second issue, we investigate gender bias in the current state-of-the-art

image caption models. For this purpose, we propose an evaluation method that better

captures the generated captions’ bias. We also attempt to understand the cause of the gender

bias in the caption models by analyzing their visual features. We then propose approaches

to explicitly control the gender of the captions.
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Chapter 1: Introduction

1.1 Introduction

With the abundant data availability of different modalities, automatically gaining knowledge

from images and videos becomes an integral component for arti�cial intelligence. Computer

vision, in its broad scope, is an active area of research that investigates and addresses

how computers understand images and videos, mimicking different aspects of human

visualization systems such as the ability to detect objects or describe images [70, 35, 75].

One challenge in computer vision is image captioning in which a computer is able to

automatically generate a human-like natural language description of the image [94]. Image

captioning is an enabling task for several technological advancements including, but not

limited to, providing guidance to medical practitioners [73] and helping visually impaired

people to understand visual contents. Image captioning is not a trivial task and is highly

inspired by human cognition, mainly image perception (i.e., understanding image contents

which include objects and their relationships) and sentence planning and generating (i.e.,

the ability to describe the image with a natural language).

Recent studies view image captioning as a machine translation task in which the model

translatesthe source image to a description in a human-like natural language [12, 4, 81].

To incorporate image perception in the image captioning model, state-of-the-art models

typically use Convolutional Neural Network (CNN) [75, 35] which has shown great success

in visual feature extraction for image captioning (and other computer vision tasks) [75, 35,

70, 97, 94, 60]. To generate a human-like description for an image, recent studies typically

use Long Short Term Memory (LSTM) [39] which proved to be effective for sequential

modeling tasks such as machine translation and language generation, leveraging long range

dependencies and preserving the temporal order of the sequence [81, 82, 30].

Given the above paradigm (machine-translation), recent studies mainly differ in the
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Figure 1.1: Traditionally, the visual feature is represented as a vector or convolutional map
extracted from CNN (a and b), or as a bottom-up features from R-CNN (c). [5].

way the visual features are extracted from images (perception) to enhance the quality of

captions. Early works represent the whole image as a single �xed-size vector (Figure 1.1

(a)) [90, 11, 19, 91, 49]. However, incorporating all information into one vector loses

spatial information of the image such as the regions. As an improvement, other studies

additionally construct visual features from different regions in the image by applying

attention mechanism [4] to learn which regions to attend while generating the word. This

constructs visual features from the 2D convolutional map of the image where every grid

represents a �xed size region in the image (Figure 1.1 (b)) [94, 97, 60]. The main issue with

this method is that it considers the regions of the image as a uniform grid of equal sizes

which is not necessarily true in reality since objects can be of different sizes. To solve this

problem, other works instead apply attention mechanism on objects that are extracted with

an object detection model, namely Region-Based Convolutional Neural Network (R-CNN)

[70] (Figure 1.1 (c)). Recently, visual relationship graph has been introduced to the image

caption models to leverage the visual relationship of the objects in the image [98, 95, 34, 74].
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Even though the above methods achieved compelling results in generating human-like

descriptions, they overlooked two main issues. First, such methodology does not explicitly

account for how humans perceive the image in order to describe it. Hence, some studies

investigated the relations between descriptions and their associated images to learn human

perceptions and subsequently augment the visual feature space with such knowledge. These

studies showed that incorporating gazing patterns learned from eye tracking systems to

attention-based models can improve image captioning because it helps identify the most

important regions from human perspectives [36, 83, 79, 86]. Another study improved the

visual relationship graph using the captions [74]. We �nd that utilizing captions and its

relations to the image is able to push the boundaries for image captioning models and

explicitly tailor image perception, producing captions of better quality.

Second, the current efforts are dedicated to improve the image captioning performance

scores without considering other factors, such as gender biasing. Gender bias occurs when

the model is skewed toward one gender due to the unbalanced distribution of the gender-

object pairs in the training dataset. For example, 90% of images containing surfboards is

associated with male [84]. As a result, models training on such unbalanced dataset may

relate the gender to the context when generating a gendered word. Although the contexts

are helpful in describing some objects (e.g., describing chair when table is there), it might

lead to an offensive labeling when the object is human. To address this issue, we propose

an evaluation method to evaluate bias in the generated captions and propose an algorithmic

methods to mitigate the gender bias in image captioning.

1.2 Research Objectives and Contributions

In this thesis, we improve the quality of the generated captions in the image caption models

by improving the visual input featuresandevaluate and mitigating the gender biasin the

generated captions. These methods are applied on the visual part while the language model

is �xed in the image caption models.
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Figure 1.2: Not all objects are described in the caption [5]. Object detection algorithms will
detect all the objects in the image as they are equally important; however, we can observe
that not all objects were considered in the human description. Looking closely at the �ve
human descriptions, they all describe �ve main objects: man, baby, beard, kitchen, and sling,
despite the fact that there are 20 more objects in the image [5]. This suggests that there are
"important" objects that viewers tend to look at when seeing an image and subsequently use
it in the generated description.

1.2.1 Improving the Visual Input Features

Motivation. Knowledge and theories about human perception and cognition as well as

psycho-linguistic studies can provide a �rst resource to capture better visual features for

image captions. First, not all objects in an image are of equal importance when generating

image descriptions (e.g., objects in the background may not catch humans' eyes). This led

some studies to investigate and de�ne important objects in an image from human perspective

[77, 5]. Spain and Perona [77] de�ne the importance of the objects as the objects that are

mentioned �rst by human viewers, while [5] consider the objects that are mentioned in the

captions as the important objects. However, current object detection models are not able to

differentiate such essential objects and detect all objects in the image, regardless of their

importance to humans (refer to Figure 1.2 for an example).

Second, the grammatical structure of the descriptions re�ect human's perception. Many

studies [31, 13, 8] found that there is an agreement between word ordering and eye move-

ments, such as the order of gazing the objects is correlated with the order of mentioning

these objects in the sentence (description). Many factors can affect the word ordering in

the descriptions. For example, humans tend to mention the entity that attracted them the

most in the �rst encoded noun phrase [78, 37]. Type and saliency of the object determines

4



its order of mention in the sentence, such that the salient objects are mentioned earlier in

the sentence compared to unsalient ones [85]. Furthermore, the speakers usually describe

the �gures before the grounds [78, 17] (e.g., "thecat is on therug” is used more than “the

rug is under thecat” [ 78]), humans (e.g., man) in the images before inhuman objects (e.g.,

dog) and refer to animate (e.g., girl) before inanimate objects (e.g., sofa) [78]. In fact, some

studies reported that one of the reasons that make humans use passive over active voice, as

opposed to what is typically observed, is the presence of animate objects in the image as

the patient of the action [9, 24, 63]. According to Bock and Warren [7], this is because it

is easier for humans to retrieve the animate objects �rst, resulting in humans placing the

animate objects in the beginning of the sentence.

Given the aforementioned observations in psycholinguistic studies, image description

can re�ect human's perception of the image. It can determine the important objects and their

order of mentioning re�ect the gazing pattern of human describing the image. The current

attention mechanism can implicitly links between words and objects in the image [94, 2];

however, current studies found out that the current attention mechanism does not mimic

human attention [36]. Moreover, the current works focus on extracting the features from the

images only and consider the caption as labels that the model should learn to produce.

In this thesis, we consider using the captions of the image as another method to under-

stand the humans' perception of the image. Speci�cally, we investigate feature extraction

methods that utilize the captions to improve the quality of the learned visual features for

image captioning models, which in turn improve the quality of the generated sentences.

Incorporating the sequence of the gazed objects to the image captioning models.As

discussed, current state-of-the-art models use convolutional neural network variants to

extract the visual features from the whole image and subsequently generate the caption

[90, 94, 60, 97]. Although these models vary in the model complexity for learning such

features, almost all of these models rely on the image itself without explicitly considering
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the relation between image nuances and captions. Guided by psycholinguistics studies, we

hypothesize that the word order in the description re�ects the way humans perceive the

image for the purpose of generating the captions (gazing patterns). In other words, we

estimate the sequence of the gazed objects from the word order in the captions. Then, we

investigate methods to incorporate the proposed visual features to image captioning models.

Speci�cally, we study the performance when the proposed visual features are integrated

with state-of-the-art models. Generally speaking, our goal is not to replace the current

state-of-the-art visual features (e.g CNN, R-CNN, and attention mechanism), but rather

enhance it.

Automatic generation of gazing sequence. We develop a model that learns gazing

mechanism to extract features based on the linguistic properties of the language. Namely,

the model learns to predict sequence of gazed objects from the word order in the captions.

Criteria for the success of developing such models include the improvement of the overall

performance of image captioning and its ability to generalize well to unseen images during

training. The proposed model is based on the Pointer Network [89] and is trained to rank

the objects based on their likelihood to be gazed �rst.

1.2.2 Control and Evaluate Gender Bias in Image Caption models

Few previous methods [38, 84] attempts to measure and mitigate the gender bias in the

generated captions. These methods suffered from three main drawbacks: (1) poor gender

labeling scheme in which previous methods label the image with one gender deduced from

the �ve captions of the image ignoring captions with neutral gender or multiple genders;

(2) Evaluation metrics that only consider two genders (female and male) and overlook the

neutral gender (e.g. the gender of the person in the image is not clear); (3) the reliance on

regularizing loss functions during training which often lead to loss on the caption quality.

Therefore, for our second objective, we focus on the following: (a) update the gender
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labeling scheme of the image captioning dataset and propose an evaluation method that

better evaluate the gender accuracy of the generated captions; (b) Analyze and study the

gender bias in the visual features of the image caption models; (c) propose an algorithmic

methods to control the gender bias in image captioning models.

Update the gender labeling scheme and evaluation metric.We update the approach to

determine gender from captions provided in the COCO dataset to support understanding

variability in gender labels, neutral gender labels, and images that have multiple genders.

Subsequently, we update the evaluation method that better capture the gender bias in the

generated captions including neutral gender captions and multi-gender captions.

Analysis of the gender bias in image caption models.Gender bias can be caused by

many factors, including gender mislabeling in the visual features or the language priors

[72]. The current state-of-the-art image captioning models apply attention on the pre-trained

visual features (R-CNN features) to generate descriptions. Therefore, we analyze the gender

bias in these features to understand if they are the cause of the gender bias in the image

captioning models.

Controlling the gender in image caption models. To mitigate the gender bias in image

captioning models, we propose a control block that can be integrated to image caption

models to explicitly control the attention toward human objects and, hence, describe them

based on the visual evidence rather than the context. The control block can be plugged to

the language model with a signal that is related to the gendered word in the caption. We

explore different control signals from a simple on-off signal to the feature of human region.

Our approach results on fully controlled gender word production of the caption.
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1.3 Thesis Outline

Thesis outline is as following: We �rst provide literature review of the image caption

models in Chapter 2. In Chapter 3, we estimate the gazing sequence from the captions,

and we then investigate the performance of the attention-based image caption models when

incorporating this sequence as additional visual features of the image. Motivated by the gain

in the performance of the image caption models with the gazing sequence, in Chapter 4, we

develop a model that is based on pointer network [89] to learn to produce such sequence

automatically given a set of objects in new images, and we investigate the performance of

image caption models when incorporated with the resulted gazing sequence. In Chapter 5,

we propose the gender bias evaluation method and use our method to analyze the gender bias

in the state-of-the-art image captioning models. We analyze the gender bias in the visual

features these models utilize in Chapter 6. Then, we propose gender mitigation methods

in Chapter 7 that encourage the image caption models to focus on the person rather than

the context when generating the gendered words. Chapter 8 provides the conclusion and

provide the future directions based on our �nding of this dissertation.
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Chapter 2: Image Captioning

Given an image, image captioning models generate a visually grounded natural language

sentence that describes an event in the image. Image captioning can be viewed as an

enabling task that is helpful for various applications such as automatic image indexing

in content-based image retrieval, bio-medicine, and social media applications. Image

captioning continuously derives studies at the intersection of computer vision (image related

representation) and natural language processing (textual representation of image meanings).

It is crucial to obtain good semantic representations for the image captions that bridges

semantics between the image and their descriptions.

Previous studies fall under three major frameworks: template-based approaches, retrieval-

based approaches, and deep learning based approaches [41]. Captions in the template based

approaches are generated from �xed pre-de�ned templates with a number of blank slots.

Subsequently, the task of image captioning in this framework is to �ll in the blank spaces

with proper values such as an identi�ed triplet of scene elements [22], identi�ed related

phrases and attributes [54] inferred with conditional random �eld [10]. However, such

methods generate grammatically incorrect captions and can be dif�cult to generalize to

variable-length captions.

In retrieval-based methods, captions are generated from a pool of existing candidate

captions. Given a target image, the task of image captioning models in this framework is

to select an image along with its caption that are most similar to the target [29, 40, 66, 80].

Such methods produce reasonable image captions; however, the generated captions are

limited in scope and tend to be general.

In recent years, deep neural networks have been applied successfully in image captioning.

Neural network models are able to automatically learn features and generalize to unseen

images. Deep learning allows generating image speci�c captions that are novel and more
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coherent. Generally speaking, the main two challenges in neural network-based image

captioning models are: (1) image understanding in which the essential objects, attributes,

and their relations are captured; (2) generation of a coherent natural language description

with correct semantic and syntactic structure. For image understanding, most of the current

works learn the visual features from CNN and R-CNN. For language modeling, most current

works utilize LSTM; however, a recent approach introduced the transformer [87] as a

language model.

In this chapter, we focus our discussion on deep machine learning techniques with the

focus on image understanding methods. We �rst give an overview of the neural network-

based image caption models (section 2.1), then we survey the different visual features

extraction methods. Mainly, we look over the global visual features extracted from the CNN

(Section 2.2), then the bottom-up attention mechanisms (Section 2.3). In Section 2.4, we

survey the current visual relationship graph methods. Then, we view the current studies that

use the gazing data on image caption models (Section 2.5). Finally, we discuss some current

efforts in gender debiasing of the image captioning models (Section 2.6). For the sake of

completeness, we also survey the different methods of ordering objects in Section 2.7.

2.1 Overview of Neural-based Model Architectures

Various neural-based model architectures have been proposed to address image captioning.

All architectures share two major components: visual component where it models the image

features and language component where it generates an image caption given the features

learned from the visual component. The typical model architecture is to develop an encoder

that learns the image features and a decoder which is a language model that generates an

image description grounded with image features (encoder-decoder architecture). For the

decoder, most of the current studies use an LSTM architecture that predicts a word at each

time step conditioned on the previous word along with the learned image features. For the

encoder, previous studies typically automatically learn the features from the image itself

10



(vision part) using convolutional neural networks. This encoder-decoder modeling using

CNN as an encoder and LSTM as a decoder is the vanilla architecture; a considerable

number of studies attempt to provide methods and techniques built on top to improve image

captioning models. Previous studies mainly differ in the way they bridge both encoder and

decoder and boost the model with additional features.

One way to improve encoder-decoder model for image captioning is the use of attention

mechanisms to improve feature representations. Integrating attention mechanism with

encoder-decoder architecture helps the model focus on relevant regions and hence learn

better visual features. Ideally, this helps provide novel captions that re�ect the meanings of

a speci�c image and that is semantically and syntactically coherent. Attention mechanisms

allow the model during prediction to focus mostly on important salient features that lead the

model to produce the correct predictions. The use of attention mechanism was �rst proposed

by Xu et al. [94] which opened up a great deal of research towards this direction. Since

then, different features have been introduced to improve the attention mechanism. We divide

these features into four broad categories: Top-down attention, bottom-up attention, features

extracted from graph-convolutional network, and features extracted from the gazing data

acquired from eye tracking systems.

2.2 Image Global Feature

In this section, we review the papers that extract the visual features of the image from the last

fully connected layer in CNN. More speci�cally, the image, in these methods, is represented

as a single or a set of �xed-size vector that then inputs to the language model to generate the

caption. These methods, however, differ in the way they pass these features to the language

generators. That is, some methods map these visual features into multimodal space before

passing it to the language model [49, 91, 62, 11, 47] while the other generate the caption

directly from the visual features [90, 19, 43, 33, 94].
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2.2.1 Multimodal Space

In the multimodal based models, the visual feature is �rst extracted from the last fully

connected layer in CNN, then passed to the language model that learns to map it to a

multimodal space with the words' feature to obtain multimodal embedding. This multimodal

embedding is then used to predict the next word.

An early work based on a multimodal image caption is proposed by Kiros et al. [49].

For multimodal learning they adapted the log-bilinear language model (LBL) [65] which

is a feed-forward neural network with a single linear hidden layer. In the natural language

processing, the LBL is used to predict the next word given all the previous generated words.

In their method, they predict the next word conditioned on the previous generated words

and the image. They map the image features and the language feature in a common space

using two methods. One is by adding the image feature as an additive bias to the next

predicted word representation, and the second is to gate the word represention matrix by

the image features. They extend their work and used LSTM instead of LBL to learn the

joint embedding, and they use Structure-Content Neural Language Model (SC-NLM) for

caption generating. Instead of using one layer LSTM, Wang et al. [91] use multiple layers

of bidirectional LSTM (Bi-LSTM) to generate image caption. In their work, the model has

three modules: a CNN to extract image caption, Bi-LSTM to encode the sentences, and

another Bi-LSTM to embed the image features and the text vectors into a common space.

Mao et al. [62] proposed a multimodal Recurrent Neural Network (m-RNN). Their

model has three layers, word embedding layer, recurrent layer, and the multimodal layer.

The multimodal layer takes three inputs: image features from CNN, the word embedding

and the output from RNN to obtain a vector that is fed to softmax to predict the next word.

Different from aforementioned methods, Chen et al. [11] proposed a multimodal based

image caption model that can go in two directions: generate caption from image and generate

image features from the captions. Their model learned to jointly predict the visual features

given the previous generated words and predict the next word given the previous generated
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words and the previous generated features.

Karpathy et al. [47] proposed a multimodal based image caption to generate descriptions

of regions in the image. They map the regions' features and the sentence segments into

common space, so they can map the regions with their corresponding sentence segment that

describe them. Then, they used the regions and their description as a training dataset to train

an image caption model that can generate descriptions of different regions of the image.

The model also can generate a caption for the whole image by looking at the image as one

region.

2.2.2 Visual Space

In the visual space based models [90, 19, 43, 33], the visual features are fed directly to the

language model to generate the captions. These methods in general follow the encoder-

decoder architecture in machine translations [12, 4, 81] where they translate the image into

its description. Typically in machine translation, the encoder encodes the source language

sentence into a context vector, and the decoder decodes this context vector to generate

the translated sentence in the target language. In image caption, the encoder is, generally,

modeled by CNN and decoder is modeled by RNN. In general, the goal is to maximize the

likelihood of generating the correct sentence given the input image.

Initial works that used visual space directly to generate the caption are proposed by

[90, 19]. In their work, Vinyals et al. [90] and Donahu et.al [19] used LSTM as decoder to

generate the caption. The visual feature is introduced to the LSTM as a �rst word [90], or it

is integrated with each word at every time step in [19]. On the other hand, Gu et al. [33]

used CNN as a language model. CNN has shown success in sequence-to-sequence tasks,

such as machine translation [26, 27] and it can model the long-term dependencies in word

sequences [46, 92]. Therefore, Gu et al. [33] combine CNN with LSTM such that CNN

model the generated sentence so far to capture the long-term dependencies in the sequence,

and LSTM is used to predict the next word given the output from CNN, the previous hidden
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state, and the current word embedding.

In general, the aforementioned image caption models represent the image as a �xed-

size vector that can re�ect the scene as whole. However, they do not consider the spatial

information of the image. Therefore, attention based mechanism is introduced in image

caption to represent the spatial information of the image.

2.2.3 Top-Down Attention

For better visual features, other methods incorporated the visual feature extracted from the

last convolutional layer of the CNN [94, 97, 58, 60, 3, 32]. The output features from the

convolution layer is represented as a set of feature vectors, such that each vector represents

a region in the image. This spatial feature is incorporated to image caption models through

attention mechanism to allow more interaction between image encoder and the language

model. More speci�cally, the importance score for each region is computed while generating

a speci�c word then normalized with softmax function; these scores are then applied to

regions to re�ect its importance in generating that word.

The attention mechanism was �rst introduced in [94] as soft and hard attention. In

soft attention, a weighted average of the image regions are computed before generating a

word; while in hard attention, the model attend only one region when generating a word.

Several works were introduced to improve the soft attention mechanism. For example, [97]

introduced a review network that can capture the global properties of the image, while Liu

et al. [58] proposed a metric to evaluate the generated attention map and they proposed

attention correctness method, such that the model learns to attend the regions in the image

in explicit supervised way. Not all words refer to a region in the image. Some words, such

as a, in, of, .. etc. does not represent a region, and, therefore, the model does not need to

attend to an image when generating these words, but instead these words are learned from

the language model that can learn when to generate these words based on the context of the

sentence. Therefore, Lu et al. [60] proposed a model that can determine when to attend the
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image features and when to focus on the language generation model.

Although the top-down attention mechanism gives good results, it loses information

regarding how the attended image regions have been selected. Hence, this approach, typically

attends equal sized image regions in convolutional neural network regardless whether that

region has a meaning or not. Objects in the image might have different sizes and might

not be aligned with the �xed size grid in the convolutional map. Hence, lower-level visual

features are considered to improve the image captioning. Current approach introduced the

bottom up attention to the neural-based image caption models to extract lower-level visual

features of images.

2.3 Bottom-up Attention

The top-down approach considers the global feature of the image and then generates the

words for the captions ignoring lower level details of the image. Therefore, bottom-up

attention has been introduced to image caption models in combination with top-down

attention. Bottom-up attention is the classical approach in the image captioning [23, 51, 55,

20, 52], in which the image objects or attributes are considered in caption generation. The

bottom-up attention is usually learnt separately from the image caption models to generate

a lower-level visual concepts from an image and then top-down attention is used to attend

these visual concepts. Two bottom-up features are introduced to neural image caption

models: semantic attributes and image objects.

2.3.1 Semantic Attributes

Semantic attributes are extracted as a bag of words from the image. These words are the

most common words in the captions ( e.g., the top 1000 words). It can represent objects,

adjectives, or actions. To predict the attributes, a separate model is needed. Several works

are presented to integrate the attributes to image captions. For example, Fang et al. [21]

learned a detector for the most common words in different part of speech including nouns,
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verbs, and adjectives, that are mentioned in the captions. Instead of attending into a salient

regions on the image, You et al. [100] design a model that can attend to the visual attributes.

In their model, they extract the visual attributes from the image using multi-label classi�ers,

and then these attributes, which are basically words, are added to the dictionary of the

words that contain words from the captions as well. During the sentence generation, the

model attend to the attributes that are more relevant to the predicted word using attention

mechanism. On the other hand, Wu et al. [93] encoded the attributes as an input to the �rst

time step of LSTM. Gan et al. [25] introduced the semantic Compositional Network (SCN)

to integrate the semantic attributes to LSTM.

Since the attributes are leaned and extracted from the captions, we consider this work

as related to our work. The difference is that in our work we are not only considering the

words, but also the regions which re�ects the spatial information of the objects that are

gazed by humans. Second, in the previous work, the detected words are integrated as a

visual concepts in static form ignoring their sequential nature.

2.3.2 Region-based Features

On the semantic attributes, the visual feature is represented as a bag of words that re�ect

objects and their adjectives in the image ignoring the spatial information of objects. The

attention mechanism, in such methods, attend a set of attributes (words) instead of attending

visual features that are extracted from the image. Therefore, bottom-up feature is introduced

[2] where the visual feature is represented as a set of different size objects detected by Faster

R-CNN. The image feature is then computed as a weighted average of these regions, and the

top-down attention is applied to attend the regions that are most relevant to the generated

word.

The region based bottom-up feature is the most common feature in the recent works.

These work different in the way they apply the top-down attention to the bottom-up features

to generate captions. For example, Lu et al. [61] used the bottum-up attention to produce
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novel description by �lling slots in the generated caption with novel objects; Jiang et al.

[45] employed a recurrent fusion encoder to fuse features from multiple CNN networks;

Huang et al. [42] extended the attention operator to apply an extra attention on the attention

weights to increase the accuracy of the attention; Cornia et al. [15] employed transformer as

a decoder instead of LSTM; and Pan et al. [67] introduced X-Linear attention block to the

attention layer of image caption.

2.4 Graph-Convolutional Network

The previous works consider the attributes and objects in the image as the visual concepts

to produce more accurate descriptions of images. However, these objects are treated as

a set without any consideration to their visual relationship and their interaction. Such

models depend on the language model to understand such relations. Therefore, recent works

[98, 95, 34] boost the visual features by integrating the graph-convolutional networks to the

image encoder in image captioning model. This graph can contain more detailed information

about the objects in the image, their relationships, and their attributes.

The visual relationship was �rst introduced in image caption by Yao et al. [98]. They

build their model based on the bottom up attention [2], but instead of attending object

features, the model attend the graph that model the objects and their relationship. They

built two graphs, semantic and geometric graph. On the other hand, Guo et al. [34] built

semantic graph that consist of three kinds of units or nodes: Object units which represent

the object in the image, attribute units which are the properties that describe the object ( i.e

big hat), and the relationship unit which represents the interaction between the objects. To

�nd the relationship between the objects they used MOTIFNET[101] that can detect the

semantic relationship between the objects, and it outputs the objects, the attributes and their

relationships.
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2.5 Gazing Data

Few studies integrated gazing information in combination with attention mechanism to

improve captioning models [36, 83, 79]. The gazing data are acquired from eye-tracking

systems that are then integrated into the attention model. Sugano et al. [79] used the

SALICON dataset [44] that provides the gazing information during free-viewing; they

integrate this data to improve the soft attention mechanism. Similarly, He et al. [36] collect

the gazing information during image descriptions; they then compute a saliency map from

the gazing data and apply the attention to this map to produce captions. these studies

aggregate the gazing data into a static saliency map without considering their sequential

nature. However, Takmaz et al. [83] integrate sequential gazing information in the image

caption to improve the attention.

In the aforementioned studies, they did not propose a method to generate the gazing

information for unseen images without the use of the eye tracking system. However, in this

thesis, we generate the gazing pattern automatically learned from the captions rather than

using eye tracking systems that are expensive to obtain. We use the learned gazing data as

an input to the model rather than replacing the attention mechanism.

2.6 Gender Debiasing in Image Captioning Models

Few studies proposed solutions to debias image captioning models [38, 84, 6]. Most of the

current studies focus on penalizing the loss function to mitigate the gender bias in image

caption models [38, 84]. In these studies, they introduce two terms in the loss functions:

one that penalize the model to generate the correct gender when it sees the image, and the

other to make sure that both genders have an equal opportunity to be generated when the

gender evidence is occluded from the image. Since these models penalize the loss functions,

these methods are not applicable with the image captioning trained with CIDEr optimization

which is the common optimization method that leads to high quality image captioning. We
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propose a control block that can be integrated to image caption models and mitigate the

gender bias without penalizing the loss function. The loss function is optimized based on

the caption quality while our control signal guide the attention toward people in the image.

Other study [6] replaced all the gendered words in the captions of the training dataset

with neutral words. Then, they have a gender prediction model in which they replace each

neutral word with predicted gender. This method lacks automation and it did not consider

the cases when more than one gender is mentioned in the caption.

In general, these studies focus on debiasing old image captioning models that use

convolutional map for their attention features. However, in this thesis, we consider gender

bias that exist in the current state-of-the-art models that utilize the bottom-up features in the

image captioning models.

2.7 Object Ordering

Sentence ordering with pointer network. One of the most popular approaches is to use

a pointer network to order shuf�ed sentences [28, 16, 59, 99]. The goal is to use the pointer

network to generate coherent sentences from the shuf�ed ones. Gong et al. [28] proposed an

end-to-end neural sentence ordering network that is based on the pointer network. Similar

to [28] approach, Cui et al. [16] use the pointer network in the decoder part of the model;

however, they used a self-attention mechanism to encode the shuf�ed sentences. On the

other hand, Logeswaran et al. [59] used a graph-based approach to encode the shuf�ed

sentences. Our work is most similar to [28], where we use LSTM as an encoder to the

shuf�ed regions and pointer network as a decoder to order them.

Pairs of Sentence and Image Ordering.Given a set of image-caption pairs, Agrawal

et al. [1] and Somappa and Sivarama [76] proposed models to sort the input pairs to tell

a story. Agrawal et al. [1] proposed two approaches to solve the problem, a unary model

approach that is used to predict the position of an individual story element and a pairwise

approach that learns to predict the order of the story elements. More similar to our work,
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Somappa and Sivarama [89] used a pointer network to order the set of image-caption pairs.

Unlike our work, these methods consider images and captions as input to their model, so the

ordering was not only dependent on the features from images but also on textual information

from captions.

Region Ordering. [14] proposed an image caption model, that has controlled attention,

such that the model produce different caption based on the control signal which is a set

or sequence of regions. To achieve this, they use the Sinkhorn network [64] to order a set

of regions. In Chapter 4, we compare our results with their work, and we �nd that using

pointer networks to order regions outperform their method by a signi�cant margin.
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Chapter 3: Gazing Pattern as a Sub-network in Image Caption Models

Image captioning is the process of automatically generating a human-like natural language

description of an image [94]. This is bene�cial for applications like providing guidance to

medical practitioners [73] and helping visually impaired people understand visual contents.

However, image captioning is a challenging task that requires a model that can understand

image contents (e.g., objects in the images and their interactions) and verbalize them with

natural language. Encoder-decoder based image caption models has been widely adopted.

Traditionally, CNN based encoder is used to extract the visual features and LSTM decoder

is used to generate the description. Recently, the attention mechanism [94, 87] became the

essential part in image captioning models as it can implicitly learn selective visual features

that are more related to the generated words.

In this chapter1, we propose a gazing sub-network that can be plugged to LSTM-based

image caption models as an additional visual feature. Currently, LSTM is the state-of-the-art

language modeling in image captioning, with exception of two recent works [15, 102] that

utilized a transformer [87] as a language model. The gazing sub-network can provide the

models with explicit relation between objects in the image and the entities in the captions.

Attention mechanism can implicitly learn this relation, but it can be further boosted with

explicit modeling for such features.

We �nd that augmenting the input feature space of image caption models, with features

modeled based on recent psycholinguist studies (Chapter 1), can be helpful to boost the

image caption performance. Therefore, we integrate LSTM as a sub-network with existing

image captioning systems to model the gazing mechanism with the entities ordered in the

annotated corpus (Figure3.1). We then evaluate the proposed features in image caption

1©2022 IEEE. Reprinted, with permission, from Rehab Alahmadi and James Hahn. Improve Image Cap-
tioning by Estimating the Gazing Patterns From the Caption, IEEE/CVF Winter Conference on Applications
of Computer Vision (WACV), 2022
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Figure 3.1: Overview of the model. (a)We estimate the gazing sequence from the entities
mentioned in the captions.(b) The features are then extracted from the gazing sequence and
then input to LSTM that encodes the sequence into �xed size hidden vector, which then
initialize the hidden states of the Language LSTM.

models. We investigate the performance when the gazing feature is used as the only visual

feature of image caption model and when it is integrated with attention-based image caption

models. We show signi�cant improvements with explicit modeling for gazing patterns in

image captioning models.

3.1 Model

Figure 3.1 demonstrates a general sketch of our approach and how it can be integrated with

the image captioning model. We start by identifying the regions in the same order as the

entities found in the captions (Section 3.1.1). In Section 3.1.2, we discuss how to encode

the identi�ed sequence of regions using LSTM (visual LSTM, henceforth). We then discuss

how to integrate visual LSTM as a sub-network with existing image captioning models

(Section 4.1.4.2).
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3.1.1 Gazing Pattern Estimation

The image descriptions consist of sequences of words that can be visually grounded into

image regions. Given these descriptions and their grounding regions in an image, we can

construct a sequence of image regions that re�ects their order in the caption. We call it

gazing sequenceR, such that

R= [ r1; r2; r3; :::; rn] (3.1)

wherert is a region at positiont that is associated with an entity in the caption, andn is the

number of gazed regions.

Following the same approach in [2, 61, 14], a regionrt is represented by concatenating

three features: visual, textual, and spatial, such that:

rt = [ vt ; tt ; lt ] (3.2)

wherevt , tt , andlt are the visual, textual, and spatial features, respectively. The visual

features are extracted from Faster R-CNN, and the textual features are the Glove embedding

of the class label of the region. The spatial features are the normalized position and size of

the bounding box of the region.

The concatenated features are then encoded through a fully connected layer, such that:

xt = W(rt) (3.3)

where W is a learnable parameter andt is the position of the region in the gazing sequence.

For every caption, we extract the regions that are determined by the bounding boxes of

the objects that are described in the caption, and we keep the order of their occurrence in

the caption (Fig3.1, b). We combine these objects into one sequence, such that different

captions have different sequence of objects, even if those captions describe the same image.

Therefore, the length of the sequence of objects varies depending on the caption.
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3.1.2 Gazing Pattern Sub-network

To model the gazing mechanism, we utilize LSTM which takes the sequence of the gazed

regions[x0;x1;x2; ::::;xn] as an input and encodes it into a �xed size hidden vectorhn, such

that:

hn = LSTM(xn;hn� 1) (3.4)

wheren is the number of regions.

Equation 3.4 is optimized simultaneously with an image captioning model such that the

LSTM in the language model is initialized with the learned gazing pattern in equation 3.4 as

the following:

he
1 = LSTM(w1;hn) (3.5)

wherehe
1 is the hidden state of the �rst time step of the LSTM that generates the caption,

andw1 is the embedding of the �rst word of the caption.

3.1.3 Integrating Image Captioning Models with Gazing Patterns

We choose Four image captioning models for our experiments: Neural Image Captioning

(NIC)[90], Soft attention model (Soft-att) [94], Adaptive attention model(Ada-att) [60],

and Attention on Attention model(AoA) [42]. The NIC does not apply any attention to

the visual features, while Soft-att and Ada-att are both attention based models that learn

to attend the �xed grid convolutional map. On the other hand, AoA is an attention-based

model that learns to attend different size regions extracted by bottom-up attention [2]. The

three models use LSTM as an encoder to generate the captions.

NIC NIC considers only the global feature of the image (no region or object information)

extracted from the last fully connected layer of CNN, and it does not apply attention to the

visual feature. Therefore, integrating the gazing pattern sub-network to NIC will provide
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Figure 3.2: Integrating visual LSTM to (a) Soft-attention model (Soft-att) (b) Adaptive
attention model (Ada-att), and (c) Attention on Attention model (AoA).

the objects information to the model. Fig 3.2 (a) shows the integration of the gazing pattern

sub-network to NIC.

Soft-att In Soft-att, the image feature is extracted as a set of features from the last

convolutional layer of CNN; each feature represents a �xed-size region in the image. The

language LSTM then applies the attention mechanism on the extracted set of features to

learn which region to emphasize when generating a particular word. To incorporate the

visual LSTM into Soft-att model, we initialize the language LSTM with the hidden states of

visual LSTM as shown in Figure 3.2 (a).

Ada-att In attention mechanism, the model learns to relate between the generated word

and a region in an image. Similar to Soft-att [94], they represent the image regions as a set

of vectors extracted from convolutional map of the image.

However, instead of attending image features each time the model generates a word,

Ada-att dynamically decides whether to attend a region in convolutional map or not. Their

claim is that not all words are visual (e.g., "the" and "of"). Therefore, they extend the

language LSTM to produce "visual sentinel" vector besides the hidden state vector. They

also add sentinel gate that decides if the decoder attends an image region or the visual

sentinel.
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AoA AoA extends the attention operator by adding attention gate that weight the �nal atten-

tion information. For image features, they extract set of feature vectorsA = f a1;a2; :::;ang,

whereai is a region feature extracted using R-CNN. They use Transformer as encoder

and LSTM as decoder. Since transformer [87] has attention operator, they could add the

AoA layer to both encoder and decoder. In encoder, the AoA can improve modeling the

relationship among the regions in the region setA, and in the decoder, the AoA can �lter the

attention results by keeping only relevant results.

As shown in Figure 3.2, the gazing pattern is integrated to Ada-att and AoA by initializing

LSTM that model language with the visual LSTM. Therefore, beside the image features that

are extracted from CNN for Ada-att and R-CNN for AoA, the model also receive the gazing

pattern as visual features.

3.2 Experiments

Dataset We use the publicly available COCO entities release [14]. This release provides

a region with a bounding box and a class label for each entity mentioned in the captions

provided by the COCO image captioning dataset [57]. Thus, a gazing sequence is de�ned

as a sequence of regions that has corresponding entities in the caption. We set the maximum

number of objects in the gazing sequence to 5.

COCO image captioning dataset contains 123,287 images. We follow the same widely

adopted split - 113,287 training images and 5,000 image for each validation and testing

[47]. We lower case sentences and eliminate words that occur less than 5 times in the

overall training corpus. We used the following metrics to evaluate the image captioning

performance: BLEU [68], METEOR [53], ROUGH-L [56], and CIDEr [88].

Experimental setting: We set the hidden size of the visual LSTM to 512 for NIC, soft-att,

and Ada-att and 1024 for AoA, such that the hidden size of the visual LSTM equals the
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Bleu-1 Bleu-4 METEOR ROUGH-L CIDEr
NIC [90] 67.8 26.8 22.6 49.7 80.2
Soft-Att [94] 70.5 29.7 24.2 51.8 90.7
NIC+GS (ours) 75.6 34.0 27.1 56.3 110.2

Table 3.1: Performance comparison of the baseline models and the NIC+GS model.

hidden size of the language LSTM in both models.2 We use ADAM [48] for optimization

for both models with learning rate 2e-4 for AoA and 1e-4 and 5e-4 for encoder and decoder

in NIC, soft-att and Ada-att. We train both models with cross-entropy loss.

During training, the model has three inputs: sequence of the gazed objects, the image

features, and the captions. During testing, the model has the sequence of gazed objects and

the image features only.

3.3 Results

3.3.1 Gazing Patterns as Visual Features

We �rst analyze the use of the gazing pattern as the only visual features that provide object

information to the image caption models. For this purpose, we consider the NIC as a

baseline. We compare the NIC with the gazing-sequence (NIC+GS) with two baselines:

NIC [90] which extracts the visual features from the last layer of CNN, and soft-attention

[94] (Soft-Att ) which extracts the visual features from the convolutional map of CNN and

then applies attention to the extracted convolutional map. Table 3.1 shows the performance

of both baselines and NIC+GS. We can see that NIC+GS outperforms NIC and Soft-Att

with 30%, and 19.5% difference in CIDEr score, respectively.

We also compare NIC+GS with the state-of-the-art attention models. It is important

to note that NIC+GS does not apply any attention mechanism to the visual features. We

compare our method with the following models:Hard-Att [94] and Adaptive-att [60]

2For implementation, we use the open source codes that re-implement Ada-att and AoA architectures:
https://github.com/fawazsammani and https://github.com/husthuaan/AoANet
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Bleu-1 Bleu-4 METEOR ROUGH-L CIDEr
Hard-Att [94] 71.8 25 23 - -
Semantic-Att[100] 70.0 30.4 24.3 - -
adaptive-Att[60] 74.2 33.2 26.6 - 108.5
Up-Down[2] 77.2 36.2 27.0 56.4 113.5
AoA[42] 77.4 37.2 28.4 57.5 119.8
NIC+GS (ours) 75.6 34.0 27.1 56.3 110.2

Table 3.2: Performance comparison of the baseline models and the NIC+GS model.

Bleu-1 Bleu-4 METEOR ROUGH-L CIDEr
NIC [90] 67.8 26.8 22.6 49.7 80.2
NIC+GS 75.6 34.0 27.1 56.3 110.2
Relative Improvements 7.8% 7.2% 4.5% 6.6% 30%
Soft-att [90] 70.5 29.7 24.2 51.8 90.7
Soft-att+GS 73.1 31.7 26.0 54.3 101.1
Relative Improvements 2.6% 2% 1.8% 2.5% 10.4%
Ada-att [60] 71.6 30.7 25.2 52.9 97.1
Ada-att+GS 75.6 34.2 27.4 56.4 111.3
Relative Improvements 4% 3.5% 2.2% 3.5% 14.2%
AoA [42] 76.8 36.6 28.3 57.1 117.3
AoA+GS 77.4 37.5 29.0 58.6 120.0
Relative Improvements 0.6% 0.9% 0.7% 1.5% 2.7%

Table 3.3: Performance comparison of the baseline models and the gazing pattern model,
where Ada-Attention AoA, and GS are short of Adaptive attention, Attention on Atention
and Gazing Sequence, respectively.

which apply attention to the �xed grid convolutional map;Semantic-Att [100] which applies

attention to tags (or attributes) extracted from the image;Up-Down [2] andAoA [42] which

apply attention to different size regions extracted from the image. Table 3.2 shows the

performance of NIC+GS compared with the state-of-the-art attention-based models. We can

see that NIC+GS outperforms Hard-Att, Semantic-Att, and adaptive attention. However, Up-

Down and AoA outperform NIC+GS which is expected since these models apply attention

to region-based visual features.
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3.3.2 Gazing patterns with attention-based image caption models

We showed in the previous section that an encoder with the gazing sequence as the only

visual feature is not adequate comparing to attention-based models. Therefore, we integrate

the gazing sequence with the attention based models. Table 3.3 shows the results for the

investigated image captioning models: Soft-att, Ada-att and AoA with and without the

additional gazed features3. We observe signi�cant improvement across all metrics (up to

10.4% improvements in CIDEr) when we integrate gazing sub-network in Soft-att (Soft-

att+GS), which is expected given that its attention mechanism is not strong comparing to

Ada-att and AoA. It is important to note that applying strong attention to image captions will

give the model the bene�t of relating between words in the caption and objects in the image;

therefore, integrating gazing features to Soft-att leads to signi�cant boosting in performance

comparing to Ada-att and AoA.

With Ada-att, integrating the gazed features improved the performance signi�cantly

across all metrics. Ada-att achieves 97.1 CIDEr score; when boosted with ordered gazing

pattern (Ada-att+GS), it achieves 111.3 CIDEr score. This amounted to a total improvement

of 14.2 points. Similarly, the performance of the AoA improved across all metrics with up to

2.7 points improvement of the CIDEr score. It is important to note that AoA has an effective

attention mechanism comparing to Ada-att which leads to less improvement in performance.

In general, the performance improvement demonstrates the advantage of integrating gazing

LSTM to the image captioning models.

We also compare the performance of NIC+GS model with the performance of integrating

gazing pattern with attention-based models. We can see that the seq-to-seq outperforms

Soft-att+GS and is comparable to Ada-att+GS. We can conclude that integrating the gazing

pattern can eliminate the need for applying simple attention to the model.

3We re-implemented the authors' architectures in both Ada-att and AoA and reproduced the scores. We
obtained different scores than reported in their papers
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Bleu-1 Bleu-4 METEOR ROUGE-L CIDEr
Ada-att [60] 71.6 30.7 25.2 52.9 97.1
Adat-att+shuf�ed-GP 74.8 33.5 27.7 55.6 110.9
Ada-att+ordered-GP 75.6 34.2 27.4 56.4 111.3
AoA [42] 76.8 36.6 28.3 57.1 117.3
AoA+shuf�ed-GP 77.7 36.6 28.9 57.6 119.4
AoA+ordered-GP 77.7 37.7 29.1 58.8 121.0

Table 3.4: Performance comparison of the baseline models and the integrated gazing
pattern model, Ada-Attention, AoA, GP, and GT are short of Adaptive attention, Attention
on Attention, Gazed Pattern, and Ground Truth, respectively. All values are reported as
percentage(%). The bold value represents the highest value.

Ordered vs. Shuf�ed Regions: We examine whether the improvements we obtained from

the gazed features is due to the extracted ordered regions or if any shuf�ed order would

suf�ce. To do so, we also evaluated the image caption models with shuf�ed gazing pattern

(*+shuf�ed-GP) during the training and evaluation. It is important to note that the shuf�ed

regions only discard the order but still contain information about the important entities

mentioned in the caption.

Table 3.4 shows the results of the models with ordered and shuf�ed ground truth gazing

patterns. Adding a shuf�ed gazing pattern to the caption models signi�cantly increased

the performance of the baselines, because the model has information about the objects that

are more likely to be described regardless of their order. Preserving the order in the gazing

pattern further increases the performance.

3.3.3 Qualitative Results

Figure 3.3 shows some selected captions of the Ada-att, AoA, Ada-att+ordered-GP, AoA+

ordered-GP and the ground truth caption (GT). Although Ada-att and AoA can generate

captions relevant to the image, adding gazing patterns can produce more accurate and

detailed descriptions. For example, the �rst image in Figure 3.3 shows that ordered sequence

was able to generate the phrasenext to a paintingwhich could not be identi�ed in Ada-att

and AoA. We notice similar observation in the second images (e.g.,frisbeeandgrassare
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Figure 3.3: Results of image captions by the Adaptive attention model (Ada-att), the Atten-
tion on Attention model(AoA), ground truth captions (GT), the Ada-att with ordered Gazing
Pattern(Ada-att+ordered-GP), and the AoA with ordered Gazing Pattern(AoA+ordered-GP).

generated when the model is augmented with gazing patterns). Table 3.5, Table 3.6, and

Table 3.7 show more examples of generated captions from NIC+GS, Ada-Att+ordered-GP

and AoA+ordered-GP, respectively.

3.4 Discussion and Conclusion

The main goal of this study is to show the importance of modeling human perception,

approached in our experiments by estimating gazing patterns in the image captions. We

showed that developing features to incorporate gazing patterns improved the performance

signi�cantly (20.9%, 14% and 2.7% in Cidar for Soft-att, Ada-att, and AoA, respectively).

This should encourage further studies to explicitly model human perception when generating

image captions. In our experiments, we are estimating the gazing pattern from the ground

truth in both training and testing. Hence, the results discussed here demonstrate a proof of

concept.

It would be plausible to develop a model that can automatically rank the important

sequences of regions, eliminating the direct guidance from the image captions. We believe

that, in order to produce human like captions, an image should be perceived for the caption

purpose, resembling human behavior when describing an image. This does not negate the

strong in�uence of convolutional-based features (e.g., CNN and R-CNN) but rather enhance
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Image Captions

NIC: Baseball player swinging a bat at a ball

NIC+GS: Baseball player throwing a baseball on a �eld

GT1: Baseball player preparing to throw a pitch during
a game

GT2: Baseball player lunges and reaches back with the ball

GT3: Baseball player pitching a baseball on top of a �eld

NIC: A woman sitting on a bench in a park

NIC+GS: A man sitting on a bench talking on a cell phone

GT1: A man sitting on a bench talking on his cell phone

GT2: Man sitting on park bench using cell phone

GT3: A man sitting on a bench with a cell phone

NIC: A man riding skis down a snow covered slope

NIC+GS: A train goes down the side of a mountain
in the snow

GT1: A red metro train winding through a snow covered
hillside

GT2: A train going down the railroad tracks in the middle
of snow

GT3: A red and silver train is coming down a hill and snow

NIC: A cat sitting on top of a wooden bench

NIC+GS: A cat sitting on top of a car

GT1: A cat sitting on top of a green car

GT2: A cat sitting on the roof of a parked car

GT3: A cat sitting on top of a parked car

Table 3.5: Example of captions generated by the Neural Image Captioning (NIC) and NIC
with the Gazing Sequence (NIC+GS), as well as the ground truth captions (GT)
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Image Captions

Ada-att: A person in a �eld with a kite

Ada-att+Ordered-GP: A young boy holding a baseball bat on
a �eld

GT1: A young boy swings a baseball bat at a ball in the park

GT2: A kid with a baseball bat with a ball being thrown to him

GT3: A pitcher throws a ball to the batter in an open �eld

Ada-att: A group of people standing outside of a food truck

Ada-att+Ordered-GP: A bike and a truck parked in front of
a house

GT1: A truck and bike is parked outside of a house

GT2: A bike and truck are resting outside of a white house

GT3: A bicycle and a truck is outside of a house

Ada-att: Woman standing next to a cow on a street

Ada-att+Ordered-GP: A woman holding a baby next to a
brown cow

GT1: Woman holding a child and standing near a bull

GT2: A lady holding a small child near a big animal with horns

GT3: A woman holding a child looking at a cow

Ada-att: a young man holding a tennis racquet on a tennis court

Ada-att+Ordered-GP: A man teaching a young boy how to ride
a skateboard

GT1: A young man riding a skateboard with an older man

GT2: A man teaching a boy how to ride a skateboard

GT3: A person helping a child stand on a skateboard

Table 3.6: Example of captions generated by the Adaptive attention model (Ada-att) and
Ada-att with the ordered Gazing Pattern (Ada-att+ordered-GP), as well as the ground truth
captions (GT).
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Image Captions

AoA: A desk with a laptop and a computer on it

AoA+Ordered-GP: A desk with two computers and a
laptop on it

GT1: A desk with a laptop and two computer monitors

GT2: There are three computers on the desk top

GT3: Several computers, including a laptop, sit on a desk

AoA: Two dogs laying on a bed in a bedroom

AoA+Ordered-GP: A black dog laying on a bed in
a bedroom

GT1: A small black and white dog sleeping on a small cot

GT2: A dog sleeping on the corner of an untidy bed

GT3: A very cute dog laying on a big bed

AoA: A bedroom with a bed and a bed in it

AoA+Ordered-GP: A bedroom with a bed and pillows
on it

GT1: A small room with pink walls and a wooden �oor

GT2: A bed with a red �owery blanket in a bedroom
topped with pillows

GT3: Small bedroom with �owery bedspread and items
hanging on the wall

AoA: A living room with a table and chairs in it

AoA+Ordered-GP: A living room with a table and chairs
in front of a window

GT1: A computer on a table with four chairs in a bay
window

GT2: Computer set up on a table near a bay window

GT3: A living room �lled with furniture and a table with
a desktop computer

Table 3.7: Example of captions generated by the Attention on Attention model(AoA)
and AoA with the ordered Gazing Pattern (AoA+ordered-GP), as well as the ground truth
captions (GT).
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it. Therefore, in the next chapter, we develop a model that can automatically generate the

gazing sequence of images.
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Chapter 4: Gazing Pattern Prediction Using Pointer Network

In the previous chapter, we show that gazing patterns can improve the performance of the

image captioning models. However, the gazing patterns were extracted from the ground truth

captions eliminating the model capability to be generalized to unseen captions. Motivated by

this and humans perception of the images (section 1), we propose a sequence-to-sequence

pointer network [89] that automatically identi�es the order of objects in an image mimicking

humans' gazing processing. Pointer network has been widely used to order sentences

[28, 16, 59, 99] or stories [1, 76]. Previous studies obtained the gazing data from eye

tracking systems [36, 83, 79, 86] to be integrated with image caption models. However, eye

tracking systems are expensive and are not easy accessible. Unlike the previous studies,

we extract gazing pattern automatically from the captions rather than using eye-tracking

systems that are expensive to obtain.

The proposed model takes an image and a set of regions detected by R-CNN in a random

order as an input, and generate an ordered sequence based on how likely they would be

described. The generated gazed sequence can be integrated to image caption models to

improve their performance.

In this chapter1, our contributions are as follows:

1. We estimate gazing patterns from entities mentioned in captions directly rather than

using expensive eye tracking system.

2. We propose gazing pattern prediction model based on pointer network that can

automatically generate gazing pattern for unseen images.

3. We integrate the resultant gazing pattern to image caption models as an additional

visual features.
1©2022 IEEE. Reprinted, with permission, from Rehab Alahmadi and James Hahn. Improve Image Cap-

tioning by Estimating the Gazing Patterns From the Caption, IEEE/CVF Winter Conference on Applications
of Computer Vision (WACV), 2022
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Figure 4.1: Given an image and a set of regions extracted from the image, the proposed
model can order these regions based on their order in the caption.

4. The image caption models with resulted gazing pattern achieve a comparable perfor-

mance with state-of-the-art models.

4.1 Our Model

The image descriptions consist of sequences of words that can be visually grounded into

image regions. Given these descriptions and their grounding regions in an image, we can

construct a sequence of image regions that re�ects their order in the caption. We call it

gazing sequence R, such that

R= [ r1; r2; r3; :::; rn] (4.1)

wherert is a region at positiont that is associated with an entity in the caption, andn is the

number of gazed regions.

More formally, Givenm regionsr = [ ro1; ro2; :::::; rom] with an arbitrary ordero =

[o1;o2; :::;om], wherer is set of regions detected by R-CNN,o is their arbitrary order,

andm is the number of regions detected by R-CNN.
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The goal is to �nd the gazing sequence by �nding the orderô = [ ô1; ô2; :::; ôn] that is

closest to the ground-truth ordero� = [ o�
1;o�

2; :::;o�
n] by maximizingP(o� jr) such that

P(o� jr) > P(ojr) 8o 2 y (4.2)

wherey is the set of all permutation ofo, andn is the number of regions mentioned in the

captions, such thatn � m.

4.1.1 Model Features

Following the same approach in [2, 61, 14], a regionrt is represented by concatenating three

features: visual, textual, and spatial features, such that:

rt = [ vt ; tt ; lt ] (4.3)

wherevt , tt , andlt are the visual, textual, and spatial features, respectively.

Following [14], the visual feature is extracted from Faster R-CNN and then processed

by two fully connected layers, and the textual feature is the Glove embedding of the class

label of the region and processed by one fully connected layer. The spatial features are then

normalized position and size of the bounding box of the region.

The concatenated features are then encoded through a fully connected layer, such that:

xt = W(rt) (4.4)

where W is a learnable parameter andt is the position of the region in the gazing sequence.

4.1.2 Pointer Network

We model the gazing pattern prediction using pointer network [89]. Pointer network consists

of Bi-LSTM as an encoder which learns features from a sequence of regions in an arbitrary
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order and an LSTM as a decoder which learns to point to the regions in order generating the

gazing sequence.2

We initialize the �rst time step in the decoder with features learned from the encoder.

Remaining time steps use information learned from the previous step. The decoder also

utilizes information from attention mechanism which computes the probability distribution

over all the encoder's input; the region with the highest probability is chosen to be the region

in the positioni.

hd
i ;ci = LSTM(hd

i� 1;ci� 1; r i) (4.5)

ui
j = vTtanh(W1he

j + W2hd
i ) (4.6)

P(r i jr i� 1; ::::; r0) = So f tmax(ui) (4.7)

wherev 2 Rd, W1 andW2 2 Rdxd are learnable parameters andj � m andP(r i jr i� 1; ::::; r0)

is the probability of the chosen region at timei, andui
j is the output distribution over the

input which acts as a pointer to the input elements.

The input to the decoder at the time stepi is the previously predicted region. In the �rst

time step, the input is the feature of the image, so the model can have contextual information

before pointing to the �rst region.

4.1.3 Training

To train the model, we have different random permutations of the regions as inputroi , and

for these permutations, we have the ground-truth order of the regionsro�
i

that we want our

model to predict. If we havemtraining examples (roi ; ro�
i
), then our goal is to �nd the best

2The decoder keeps pointing to the regions until the gazed-sequence reaches a maximum length or the
model points to the< END> token that is inserted as the �rst element in the encode.
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Figure 4.2: Overview of the model. (a) We predict the gazing sequence from a set of detected
objects using Pointer Network (Ptr-Net). (b) The gazing sequence is then inputted to LSTM
that encodes the sequence into a �xed size hidden vector, which then initializes the hidden
states of the Language LSTM.

parameterq that minimize the following loss function:

J(q) = �
1
m

m

å
i= 1

logP(ro�
i
jroi ;q) (4.8)

4.1.4 Image Caption with Gazing Sequence

To incorporate the gazing pattern into image caption models, we use the proposed gazing

pattern sub-network (section 4.1.4.1) that can be plugged in as an additional feature to image

caption models (section 4.1.4.2). Figure 4.2 shows an overview of the model.

4.1.4.1 Gazing Pattern Sub-network

To model the gazing mechanism, we utilize LSTM (VisualLSTM, henceforth) that takes as

an input the sequence of the gazed regions generated by pointer network[x0;x1;x2; ::::;xn],

such thatxt is a region feature obtained from equation 4.4. TheVisualLSTMthen encodes
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the gazed sequence into a �xed size hidden vectorhv
n, such that:

hv
n = VisualLSTM(xn;hv

n� 1) (4.9)

wheren is the number of regions.

Equation 4.9 is optimized simultaneously with an image captioning model such that the

LSTM in the language model is initialized with the learned gazing pattern in equation 4.9 as

the following:

he
1 = LanguageLSTM(w1;hv

n) (4.10)

whereLanguageLSTMis caption generator LSTM in image caption models,he
1 is the hidden

state of the �rst time step of theLangaugeLSTM, andw1 is the word embedding of the �rst

word of the caption.

4.1.4.2 Integrating Image Captioning Models with Gazing Patterns

We integrate the gazing pattern sub-network to three baseline image captions models: Neural

Image CaptioningNIC[90] that does not apply any attention, Adaptive attention model

(Ada-att)[60] that apply attention on �xed grid CNN features and Attention on attention

model(AoA) [42] that apply attention on a bottom-up features.

All three models use LSTM as an encoder to generate the captions. In NIC, the image is

encoded to a feature vector extracted from the last layer of CNN. We choose NIC as one of

the baselines to show the effectiveness of integrating the gazing pattern to a simple model,

and to compare its performance with attention models. On the other hand, Ada-att and AoA

are both attention-based models. Ada-att dynamically decides whether to attends a region in

a convolutional map or not when generating a word. AoA extends the attention operator by

adding an attention gate that weight the �nal attention information; they use Transformer

[87] as encoder and LSTM as the decoder.
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Accuracy t PMR

Sinkhorn Network [14] 62.2 0.633 -

PtrNet-GP (ours) 72.5 0.724 0.518
PtrNet-order 83.15 0.863 0.720

Table 4.1: Gazing sequence prediction model results.t is Kendall's tau that computes the
correlation between the predicted order and the ground truth order, and its value ranges from
-1 (worst) to 1 (the best).

As shown in Figure 3.2, the gazing pattern is integrated to NIC, Ada-att, and AoA by

initializing LSTM that model language with the visual LSTM. Therefore, besides the image

features that are extracted from CNN (NIC and Ada-att) or R-CNN (AoA), the model also

receives the gazing pattern as vision features.

4.2 Experiments

4.2.1 Datasets

For the gazing pattern prediction model, we use the publicly available COCO entities release

[14]. This release provides a region with a bounding box and a class label for each entity

mentioned in the captions provided by the COCO image captioning dataset [57]. The regions

are linked to regions detected by pre-trained Faster R-CNN model [70] with ResNet-101[35]

trained on ImageNet [18] and Visual Genome dataset [50] to provide the bottom-up features

[2], such that for each region we obtain 2048 dimensional vector. The input to the gaze

pattern prediction model is a shuf�ed set of the detected regions. We �nd that a shuf�ed set

of objects with the top 15 detection scores give the best results. We follow the same split

adopted by image caption. This split has 113,287 training images and 5000 images for each

validation and testing [47].
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4.2.2 Gazing Sequence Model results

4.2.3 Experimental Setting

Implementation Details. We set the hidden size of LSTM in encoder and decoder to

256, and we use Adam optimization with initial learning rate 0.003 and weight decay of

0.00001. We implement our model in PyTorch[69]. We set the batch size to 64, and in all of

our experiments, we train our model for 20 epochs. The epoch with the least loss on the

validation set is chosen. During the testing, we use greedy search to �nd the order with the

highest probability.

Evaluation Metrics. To evaluate the performance of our model, we follow [16] and use

the accuracy, Kendall's tau (t ) and Perfect Match Ratio (PMR) as evaluation metrics. The

accuracy measures the percentage of the regions that are located in the correct position. The

Kendall's tau computes the correlation between the predicted order and the ground truth

order, and its value ranges from -1 (worst) to 1 (the best). On the other hand, Perfect Match

Ratio computes the ratio of the exact matching orders.

4.2.4 Results

In Table 4.1, we compare our proposed predicted gazing pattern(PtrNet-GP) to the previous

work by [14] which uses Sinkhorn Network [64] to order a set of pre-de�ned regions. Similar

to [16], we use accuracy (the percentage of regions that are located in the correct position),

Kendall's tau (t ) (correlation between the predicted order and the ground truth order), and

Perfect Match Ratio(PMR) (ratio of the exact matching orders) for evaluation.

PtrNet-GP outperformed Sinkhorn network signi�cantly (8.18% absolute improvements

in accuracy). Pointer network selects the important objects and then learns to order them

based on the entity order in the caption as opposed to Sinkhorn network which only order

pre-selected objects. For a fair comparison, we trained the pointer network model to order
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Bleu-1 Bleu-4 METEOR ROUGE-L CIDEr

NIC [90] 67.8 26.8 22.6 49.7 80.2
NIC+GP (ours) 70.5 30.3 24.7 52.5 93.7
NIC+GT-GP 75.6 34.0 27.1 56.3 110.2

Ada-att [60] 71.6 30.7 25.2 52.9 97.1
Ada-att+GP (ours) 72.7 31.6 25.4 53.6 100.3
Ada-att+GT-GP 75.6 34.2 27.4 56.4 111.3

AoA [42] 76.8 36.6 28.3 57.1 117.3
AoA+GP (ours) 77.8 37.8 28.9 58.7 120.6
AoA+GT-GP 77.7 37.7 29.1 58.8 121.0

Table 4.2: Performance comparison of the baseline models and the integrated gazing pattern
model, where NIC, Ada-Attention, AoA, GP, and GT are short of Neural Image Caption,
Adaptive attention, Attention on Attention, Gazed Pattern, and Ground Truth, respectively.
All values are reported as a percentage(%). The bold value represents the highest value,
while underlined one represents the second highest.

the regions that are already mentioned in the captions (PtrNet-order) similar to that in [14].

We observe that PtrNet-order outperforms the Sinkhorn network by a signi�cant margin.

Image Caption Performance. Table 4.2 shows the results for the investigated image

captioning models: NIC, Ada-att, and AoA with and without the additional gazed features.

All image caption models bene�t from the gazing pattern sub-network to some extent; some

models improved signi�cantly than others. We observe signi�cant improvement across all

metrics (up to 13.5% improvements in CIDEr) when we integrate gazing sub-network in

NIC (NIC+GP), which is expected given that it does not include objects information and it

does not apply any attention mechanism comparing to other methods. It is important to note

that applying attention to image captions will give the model the bene�t of relating between

words in the caption and objects in the image; therefore, integrating gazing features to NIC

leads to signi�cant boosting in performance comparing to Ada-att and AoA.

Comparison with state-of-the-art model. In Table 4.3, we compare the performance

of AoA+GP and AoA+GT-GP with state-of-the-art models on of�ine COCO Karpathy
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Cross-Entropy Loss CIDEr Score Optimization
B1 B2 B3 B4 M R C B1 B2 B3 B4 M R C

SCST[71] - - - 30.0 25.9 53.4 99.4 - - - 34.2 26.7 55.7 114.0
Up-Down[2] 77.2 - - 36.2 27.0 56.4 113.579.8 - - 36.6 27.7 56.9 120.1
RFNet[45] 76.4 60.4 46.6 35.8 27.4 56.5 112.579.1 63.1 48.4 36.5 27.7 57.3 121.9
GCN-LSTM [98] 77.3 - - 36.8 27.9 57.0 116.380.5 - - 38.2 28.5 58.3 127.6
SGAE[95] 77.6 - - 36.9 27.7 57.2 116.780.8 - - 38.4 28.4 58.6 127.8
AoA[42] 77.4 - - 37.2 28.4 57.5 119.880.2 - - 38.9 29.2 58.8 129.8
M2Trans[15] - - - - - - - 80.8 - - 39.1 29.2 58.6 131.2
X-LAN [67] 78.0 62.3 48.9 38.228.8 58.0122.0 80.8 65.6 51.4 39.5 29.5 59.2132.0

AoA+GP 77.8 62.0 48.5 37.8 28.958.7 120.6 82.2 66.4 51.8 39.7 29.5 60.3128.4
AoA+GT-GP 77.7 62.048.4 37.729.1 58.8121.0 82.1 66.4 51.7 39.5 29.5 60.3 128.6

Table 4.3: Performance comparison of AoA with gazing pattern (AoA-GP) with state-of-the-
art methods on COCO Dataset, where B@N, M, R, and C are short for BLEU, METEOR,
ROUGE-L, and CIDEr respectively. All values are reported as percentage(%). The bold
value represents the highest value.

test split. We report the results for two optimizations: cross-entropy loss and CIDEr

optimizations. We compare our results to the following models: SCST [71], which uses

modi�ed visual attention; Up-Down[2], which uses attention over bottom-up features

extracted from Faster- RCNN; RFNet [45], which employ a recurrent fusion encoder to

fuse features from multiple CNN networks; GCN-LSTM [98], which utilize the relationship

between regions in the image through Graph CNN; SGAE [95], which utilizes auto-encoding

scene graphs;M2Transformer[15], which employ transformer as a decoder instead of

LSTM; and X-LAN[67], which introduced X-Linear attention block. Currently, X-LAN

achieved state-of-the-art performance. Comparing our method with X-LAN, our method

achieved comparable performance with X-LAN when both models trained with cross-

entropy; however, the performance of our method was slightly better in most metrics when

optimized by the CIDEr score.
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Image Captions

AOA: A man sitting on a bench next to a �re hydrant

AOA+GP: A young boy sitting on a bench in a park

GT1: A young man sitting on a park bench next to a playground

GT2: A child sits on a bench at a playground

GT3: A boy sits on a bench in a park, working on homework

AOA: A cat looking out of a window

AOA+GP: A cat is sitting on a window sill looking out
the window

GT1: A cat sitting by a window watching the rain

GT2: A close up of a cat on a window sill looking the out
window

GT3: A cat sitting in a window watching the rain drip
on the window glass

AOA: A bedroom with a bed and a bed in it

AOA+GP: A bed with a red comforter and pillows on it

GT1: A bed with blankets, and pillows on it

GT2: A made bed that has yellow pillows on it

GT3: A bed set is made of up the colors fuschia,lime,and
yellow

AOA: A cat and a cat laying in the grass

AOA+GP: A dog and a cat laying on the ground

GT1: A dog standing next to a cat in a dirt �eld

GT2: A cat lays down as a dog sneaks up behind it

GT3: A beagle dog looking at the tail of a cat

Table 4.4: Example of captions generated by the Attention on Attention model (AoA) and
AoA with Gazing Pattern (AoA +GP), as well as the ground truth captions (GT).
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