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Abstract of Dissertation

A Maximin Optimization Method for Improved System Performance

Complex systems are challenging for systems engineers to design, due to their
potential for strong emergent behavior. A significant source of emergent behaviors for
modern systems are complex operating environments. This research proposes a Maximin
Optimization Method to design a system for the set of operating environments or
conditions in which the system is required to operate. The research developed two
implementations of the Maximin Optimization Method: the Co-Evolutionary Maximin
Optimization Method and the Nested Maximin Optimization Method. This research
provides a description of the two methods and steps for their implementation. Two
example systems are then proposed and optimized using the respective Maximin
Optimization Methods. The first example system, an Air Defense System, is optimized
using the Co- Evolutionary Maximin Optimization Method and the resulting system
configuration is compared to two benchmark system configurations. The second example
system, a ResNet-18 based image classifier is optimized using the Nested Maximin
Optimization Method and the resulting system configuration is compared to eight
benchmark system configurations. In both examples, the system design resulting from the
Maximin Optimization Method demonstrated significantly improved performance over
the benchmarks as demonstrated by 10,000 Monte Carlo runs. Both example systems
resulted in more consistent performance across the range of required operating
environments, while either improving or maintaining average performance, when

compared to the benchmark configurations.
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Chapter 1 — Introduction

1.1 Background and Approach
Historically, systems have been relatively decomposable with stable requirements.

However, as modern systems have become more complex, the straightforward
decomposition of systems becomes less possible (R. Neches and Madni 2013). As the
complexity of systems grow, the risk of system failure, cost overruns, and unreliable
performance increases (Nuss, Blackburn, and Garstenauer 2018; Roberts, Mazzuchi, and
Sarkani 2016; Youn, Hu, and Wang 2011). Complex systems have a higher propensity
for emergent behavior which makes their design a particular challenge (D. R. Neches,
n.d.). Modern design processes and tools have proven to be insufficient to address the
challenges created by these complex systems (Liaghati, Mazzuchi, and Sarkani 2020). A
substantial cause of this insufficiency is that systems tend to be designed to perform for a
particular environment (Broniatowski 2018), despite “the fact that while such solutions
may achieve high performance under certain conditions, they do not fully and adequately
address the range of conditions likely to be encountered” (R. Neches and Madni 2013).
Since a complex operating environment is a cause of a significant amount complexity in
the system design, a primary component of handling modern system design will be in
incorporating the complex environment in its design (S. Sheard et al. 2015).

This work explores the creation and application of a novel Maximin Optimization
Method to the system design process. The Maximin Optimization Method is based on a
game theoretic technique that allows the inclusion of an “adversary” into the design
process. The technique is used to treat the operating environment as (or as a component

of) the adversary of the system. The technique described in this work adjusts the



representation of the adversary/operating environment while the system design is being
optimized — preventing the system design from optimizing to only a single or small
number of representations of the operating environment/adversary.

The application of the Maximin Optimization Method utilizes mathematical
programming techniques to optimize the system. While mathematical programming is
often used in system design it is typically only used on a single environment or for a
small number of environments (Crossley et al. 2017; Hambley et al. 2018; Thompson et
al. 2015; McKenney, Kemink, and Singer 2011; R. Neches and Madni 2013). Instead, the
Maximin Optimization Method will search the system’s required operating space to
design the system with a maximum performance against the worst-case environment —
the environment in which the system has the worst performance.

1.2 Problem Statement
Current system design techniques do not adequately consider the range of conditions

where a system is required to operate — which is exacerbated when using mathematical
programming techniques to design aspects of the system — resulting in reduced
performance and emergent behavior of the system when interacting with its environment.
The interaction between a system and its environment is often inadequately considered —
especially when using mathematical programming techniques (Crossley et al. 2017). If
the environment is considered, often it is only considered in a single configuration or a
small number of configurations. As a frequent result, when the system is optimized using
mathematical programming techniques, emergent behavior between the system design
and the operating environment is not accounted for during the optimization process (R.
Neches and Madni 2013). The full representation of the operating environments that

should be considered in the design process (which are not fully represented when only a
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single/small number of environments are used) are the operating environments that the
system is required to operate within and with a minimum level of required performance.
Failing to consider the range of environments reduces the performance of the final system
design as it interacts with environments the system is required to operate in but was not
designed for.

1.3 Research Gap
The literature review presented in Chapter 2 demonstrates a gap in the existing

research. For example, while maximin criteria and game theory have been applied to
Systems Engineering, little work has been done to extend the principles to a complex
system or a system without a clear or traditional adversary. Similarly, while mathematical
programming has been applied to systems — including complex systems — these
applications do not consider the operating environment as a dynamic and uncontrollable
part of the optimization process.

1.4 Research Objectives and Questions
The aim of this research is to produce a method to improve the performance of a

system designed using mathematical programming techniques over the full range of
required conditions. This aim results in several goals. First, this research investigated the
development of the Maximin Optimization Method and propose approaches for its
implementation. Second, the proposed approaches are used to design example systems to
demonstrate the implementation of the method. Finally, the results from the design of the
example systems are compared to benchmark results appropriate for the example system.
The benchmarks used are based on traditional system design techniques for the system to

provide a fair comparison.



These goals motivated several specific research objectives: Research Objective 1:
To formulate a novel methodology for maximin optimization and examine its ability to
optimize system configurations. Research Objective 2: To develop a method of
implementation for the Maximin Optimization Method. Research Objective 3: To
compare the system configuration resulting from the application of the Maximin
Optimization Method to an example system with benchmark system configurations.

Pursuing the research objectives results in corresponding research questions to
satisfy the objectives: Research Question 1: Can the Maximin Optimization Method be
used to optimize a system in terms of appropriate measures of performance? Research
Question 2: How can the Maximin Optimization Method be implemented to optimize
system design? Research Question 3: Does the Maximin Optimization Method produce
a system configuration with better performance over that of techniques that do not
consider the full range of operating conditions?

To this end, this research focuses primarily on the development of a novel
methodology for maximin optimization. Two important parts of the development of the
methodology are the actual creation of the technique that implements the methodology
and an example application of the methodology in practice. As a result, this research will
not only describe how to implement the technique, but also how to develop example
systems that can be used to demonstrate it. These system models need to be sufficiently
complex to demonstrate the method, but do not need to be cutting edge representations or
fully representative models.

1.5 Research Contributions
This research contributes to the current research on system optimization in the

following ways. First, this research provides two implementations of a novel Maximin
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Optimization Method. Second, this research demonstrates the Maximin Optimization
Method on two complex systems. Finally, this research compares the performance of the
system configurations resulting from the Maximin Optimization Methods to several
benchmark system configurations generated from current standard techniques for
generating system configurations — including those from other optimization
methodologies.

1.6 Organization of Dissertation
The remainder this dissertation is arranged in the following chapters.

Chapter 2 presents a review of the literature relevant to the objectives and approaches
for this research. This review naturally contains a number of topics including: complex
systems, an overview of resilience, mathematical programming, an introduction to
maximin criteria, robust optimization, system design techniques, agent-based simulations,
machine learning for classification, and a review and discussion of adversarial machine
learning and corresponding defenses.

Chapter 3 presents an overview of the methodology used within this research and by
the Maximin Optimization Method. This is followed by a detailed explanation of the
Maximin Optimization Method and its implementation.

Chapter 4 expands on the methodology presented in Chapter 3 by providing detailed
information on the application of the Maximin Optimization Method to example systems
and defines the example systems that are used. This chapter also discusses how the
Maximin Optimization Method is used to optimize the system design.

Chapter 5 describes the results of the application of the Maximin Optimization

Method. The results are then compared to benchmark system configurations, with



discussion about the overall results and performance from the application of the Maximin
Optimization Method.

Chapter 6 presents the conclusions of this research including a summary, resolutions
to the research questions posed in Chapter 1, and a discussion of the results and areas for

future research.



Chapter 2 — Literature Review

2.1 Systems Engineering of Complex Systems
A complex system cannot be described as a combination of fundamentally simple

systems. That is, a complex system is one where “interactions between the parts [of the
system] exhibit self-organization, where local interactions give rise to novel, nonlocal,
emergent patterns” (Walden et al. 2015). These patterns arise from the “diversity,
connectivity, interactivity, and adaptivity of a system and its environment” (Sheard et al.
2015).

With modern systems continuing to grow in complexity, the opportunity and scale of
unexpected emergent behavior is increasingly problematic for system designers. The
complexity in the system design has many sources: the problem the system is solving, the
stakeholders the system is designed for, and/or the operating environment of the system
(S. Sheard et al. 2015; S. A. Sheard and Mostashari 2009). The different sources of
emergent behavior complicate the testing of the system — as they can arise not only
within the system, but also from interactions with the environment leading to “black
swan” events.

2.2 Resilience
Resilience has many definitions and different authors have provided different

perspectives. R. Neches and Madni (2013) define it as “robustness that is achieved
through thoughtful, informed design that makes systems both effective and reliable in a
wide range of contexts” (Italics Removed). A complementary definition from the SEBoK
defines resilience as: “For human-made, or engineered systems the definition of
resilience can be extended to include the ability to maintain capability in the face of a

disruption” (SEBoK 2019). On the other hand, some definitions place more of a focus on
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the ability of a system to recover from a disruption or adapt to a potential disruption
before it occurs (Cannon and Paulo 2019; Ferris 2019; A. M. Madni and Jackson 2009).

A final definition of resilience, given by Haimes et al., defines resilience as “the
ability of a system to absorb external stresses” which is a broad and widely applicable
definition (Haimes, Crowther, and Horowitz 2008). This definition covers the cases
allowed by the previous definitions, but also covers the case of a system able to withstand
a potential disruption without needing to change its behavior or be aware of the
disruption ahead of time.

Similar to the definitions of resilience, there are also multiple metrics of resilience —
partially dependent on the definition of resilience that is used. A popular method used is
to take a probabilistic approach, in which case resilience is defined in terms of reliability
and restoration in Equation (2.1).

Resilience = A ApAg(1 —R) (2.1)

Here A,, Ay, and A, are the probability of recovery, correct prognostics, and correct
diagnosis respectively and (1-R) is the probability of system failure (MacKenzie and Hu
2018).

A probabilistic approach such as this is a straightforward and less computationally
complicated metric to measure resilience. This simplicity is, however, a tradeoff as it is
unable to separate — and sometimes unable to account for — the contributions from other
aspects, as a more complex approach. For example, a similar approach by Pumpuni-
Lenss et al. provides several distinct metrics of resilience which could be used in part or
in whole to measure different aspects of resilience (Pumpuni-Lenss, Blackburn, and

Garstenauer 2017). This is of great value if the system design is particularly sensitive to



different aspects of resilience and a trade study of the different measures of effectiveness
(such as system capability as a function of time, time to restoration, time to full repair,
total loss of performance, total remaining performance, etc.).

Finally, an approach by Ferris (2019) allows for the combination of multiple metrics
into a single figure of merit (FOM) as shown in Equation (2.2). His approach allows
considerable flexibility in how different aspects or metrics of resilience are considered

using a “value-for-scale function” (v;) which is defined based on the application at hand.

Here, P; is the performance level for the ith performance attribute in the trade-space
analysis, w; is the relative weight of the ith attribute, t is the time, and n is the number of
attributes of the system (Ferris 2019).

There are multiple approaches to resilience, both to the definition of resilience and to
the definition of metrics for resilience, which allow for a system designer to choose
which ever level of detail is required during the system design process. If a high level of
detail or control over the metric is desired, the more complex FOM can be used, but if a
relatively simple approach is sufficient, then the probabilistic approach may be all that is
required (as is the case in this research).

2.3 Mathematical Programming
Mathematical programming or mathematical optimization is the process of choosing

or finding the optimum value of a function. The optimization problem can be subject to

constraints on the solution (“Mathematical Programming” n.d.). This section reviews



some of the most common optimization methods and algorithms and their application to
Systems Engineering.

2.3.1 Genetic Algorithms
Genetic algorithms are a type of evolutionary algorithm where a set of potential

values for the independent variables are allowed to evolve over several generations
(Whitley 1994). The survivability of each set of values is dependent on its suitability
based on the chosen fitness function (Goldberg and Deb 1991). Genetic algorithms are
relatively robust and suitable for global optimization problems (M. Kumar et al. 2010).

A simple genetic algorithm functions as described below (“How the Genetic
Algorithm Works - MATLAB & Simulink” n.d.):
1. Begin by randomly choosing a set of candidate points and determining their fitness
2. Then a subset of the candidate points — the parents — are randomly selected with the

probability of selection being higher for more fit candidates
3. Next a new generation of candidate points are created from the parents using:

a. Crossover where the new point is created by combining a pair of parents or
b. Mutation where the new point is created by making random changes to a
single parent

4. Repeat the process using the new generation of candidate points until the stopping

criteria is met

Genetic algorithms do not require the fitness function to be differentiable as it only
uses the value of the fitness function and never its derivative (in contrast to other methods
discussed here, which depend on the gradient or slope of the fitness function). This makes
the genetic algorithm extremely flexible in the problems it is able to solve, as non-smooth
and nonlinear fitness functions are very common — especially in complex system

10



representation. Similarly, genetic algorithms can easily be extended to problems with
mixed integer constraints with little added complexity to the algorithm or process.
Finally, they are suitable for a wide range of constraints, especially when supplemented
by implementations like the augmented Lagrangian genetic algorithm (ALGA) which is
able to efficiently incorporate nonlinear constraints (Conn, Gould, and Toint 1991). An
additional consideration in using a genetic algorithm is its extreme parallelizability
(LaSorda, Borky, and Sega 2018), which allows it to efficiently scale its computation to
platforms like High Performance Computing (HPC) clusters.

2.3.2 Bayesian Optimization
Bayesian optimization provides a method using Bayesian inference to efficiently

search for a global optimum (Bull 2011; Mockus 1975). In general, this is accomplished
by fitting a response surface to the data from the evaluation of the objectives (or
constraints). The surfaces fit to the data can be used for predicting new steps (Jones,
Schonlau, and Welch 1998). An efficient searching of the fitness function for a global
optimization is particularly important when the fitness function is expensive to evaluate
(Frazier 2018).

Bayesian optimization works by constructing “a probabilistic model for f(x) [the
fitness function] and then exploits this model to make decisions about where” to evaluate
the function (Snoek, Larochelle, and Adams 2012). Bayesian optimization is a popular
choice to search for hyperparameters of other algorithms (such as machine learning
models). Bayesian optimization is a relatively flexible technique and can be used for
optimization problems that are nonlinear, stochastic, discontinuous, and non-
differentiable (“Bayesian Optimization Algorithm - MATLAB & Simulink” n.d.; “Select

Optimal Machine Learning Hyperparameters Using Bayesian Optimization - MATLAB
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Bayesopt” n.d.). They are also able to work with linear, nonlinear, boundary, integer, and
conditional constraints (“Constraints in Bayesian Optimization - MATLAB & Simulink”
n.d.).

2.3.3 Interior Point Optimization
The interior point method is a relatively fast local optimization method. This common

method is related to the Newton-Raphson method (Byrd, Gilbert, and Nocedal 2000;
Waltz et al. 2006) and linearly approximates the fitness function using its gradient to
choose a new test point. The interior point method can be applied to smooth,
differentiable, nonlinear problems (Byrd, Hribar, and Nocedal 1999) and it can handle
boundary, linear, and nonlinear constraints (“Constrained Nonlinear Optimization
Algorithms - MATLAB & Simulink” n.d.). Since this method is a local optimization
method, it does not guarantee finding the global optimum.

2.3.4 Particle Swarms
Particle swarm optimization is an optimization technique that uses a set of candidate

solutions (called particles) which are iteratively updated based on the quality of the
solution (“Particle Swarm Optimization Algorithm - MATLAB & Simulink” n.d.).
Particle swarm optimization is similar in principle to a genetic algorithm which also uses
a set of candidate solutions that are iteratively improved. A significant difference,
however, is the concept of velocity for the particles which is updated after each iteration
and influence the movement of the particles in the swarm (J. Kennedy and Eberhart
1995). If the algorithm converges, then the particle swarm eventually converges to one or
multiple locations.

The particle swarm algorithm can solve nonlinear, discontinuous, non-differentiable

problems. However, the typical implementation of a particle swarm algorithm is unable
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to handle constraints beyond boundary constraints (there are versions that are able to
handle other types of constraints) and is therefore more limited in the problems it can be
applied to (Kohler et al. 2016; Pedersen 2010; Mezura-Montes and Coello Coello 2011).
Similar to the genetic algorithm, a particle swarm is highly parallelizable.

2.3.5 Linear Programming
Linear programming minimizes optimization problems that look like Equation (2.3)

(adapted from (“Solve Linear Programming Problems - MATLAB Linprog” n.d.)).

A-x<b
minfo s.t.: Aeq X = beq (23)
x
Xmin =X = Xmax

Where f,x, b, beg, Xmin, Xmax are vectors and A and A, are matrices. There are
several ways to solve linear programming problems, but a common, powerful, and
scalable method is the interior point convex algorithm (“Linear Programming
Algorithms - MATLAB & Simulink” n.d.). Linear programming can be used to solve a
large class of problems - and can be used to approximate solutions to problems that
are not initially linear by approximating the problem as a series of linear problems
(Gondzio 1996; Hillier 2007). However, linear programming is not suitable for
problems involving complex, nonlinear constraints, noisy fitness functions, or

integer constraints.

2.3.6 Applications of Mathematical Programming to System Design
Unsurprisingly, mathematical programming techniques have been applied to system

design problems many times (Crossley et al. 2017; Hambley et al. 2018; Thompson et al.
2015). A common application is to increase the reliability of a system through the use of

redundant components which can be optimized through the use of Mixed Integer Non-
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Linear Programming (MINLP) which helps calculate the reliability and quantity of the
components in question (Painton and Campbell 1995). MINLP has several advantages as
it is typically a fairly quick, computationally simple technique, however, it requires a
relatively rigid system design and cannot handle soft values such as those from
techniques like set-based design.

In other cases, these limitations have been overcome through the application of more
robust, if less efficient algorithms. For example, Jong applies a genetic algorithm in an
example system design process (Jong 1980). The results from this algorithm are
compared to other benchmarks from state-of-the-art algorithms — demonstrating that the
performance of this algorithm is competitive when compared to those benchmarks. As
might be expected, given the strengths and weaknesses of the genetic algorithm, Jong
found that other mathematical programming techniques such as Praxis (based on the
conjugate direction method) could perform better than a genetic algorithm for relatively
simple problems (Jong 1980). However, for a complex system with multiple nonlinear
constraints and nonlinear fitness functions, a genetic algorithm performs well (Kelley and
Dessouky 2004). Painton and Campbell also demonstrated the application of a genetic
algorithm to system design and used it to produce a robust system design even when
using noisy data with a complicated design space (Painton and Campbell 1995).

Another promising mathematical programming technique, Bayesian optimization, has
been shown to be useful in the design of resilient systems with uncertain requirements
and a costly fitness function (MacKenzie and Hu 2018). Similarly, Bayesian optimization
has been shown to be a promising technique to optimize machine learning based systems

or system components — particularly in tuning the hyperparameters of the machine
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learning models. For example, Han et al. demonstrated a method of using a Bayesian
optimization algorithm to optimize multiple Convolutional Neural Network (CNN)
(CNNs are discussed further in Section 2.8.3) variants with an optimal learning rate (Han,
Liu, and Fan 2018). Similar techniques can be used to determine other hyperparameters.

2.4 Maximin Criteria
Maximin criteria is used to make decisions when the desired option is to deliver the

maximum minimum gain (Hillier 2007). This criteria is excellent for applications where a
guaranteed minimum performance is desired — especially when there is no or uncertain
prior knowledge of the future states (Lewontin 1961). Using game theory terminology,

maximin criteria can be defined as mgx mPin M(P, Q), where one player employs strategy

Q, the other player employs strategy P, and M represents the loss matrix for the game
(Freund and Schapire 1996).

Maximin as a decision criteria for the system design process has grown in use by
systems engineers who “are considering the role of humans in the design and
development of complex systems” (X. Zhang et al. 2019). The result has been more
intuitive and realistic agent-based modeling and in a more insightful System of Systems
design (Heydari and Pennock 2018).

2.5 Robust Optimization
Another promising approach is robust optimization, which allows the optimization of

problems with uncertain parameters (Hu and Duan 2018). However, these techniques are
difficult to apply to the system design process as “[m]ost current robust methods are
restricted to convex problems such as linear, convex quadratic, conic-quadratic, linear
discrete problems ... and convex constrained continuous minimax problems” (Bertsimas,

Nohadani, and Teo 2009). To help mitigate these limitations, some work (for example,
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that conducted by Zhang) has focused on creating techniques to apply robust optimization
to more general problems (Y. Zhang 2007). However, even these extensions still require
formalized mathematical definitions of the optimization problems, their relations,
“reasonable parameter estimations”, and moderate uncertain variations in parameters (Y.
Zhang 2007). This formal definition will not, however, be possible for many system
design cases, which are assisted frequently through techniques such as discrete
simulations, agent-based modeling, and similar techniques. However, the principles of
robust optimization in the form of minimax and maximin criteria are a promising
approach to improving complex system design when faced with uncertain operating
conditions.

2.6 System Design Techniques
As might be expected, there is no shortage of popular techniques and philosophies

which are used for system design. In this section, the focus on two types of system design
processes, point-based design and set-based design as popular and/or successful existing
techniques.

First, point-based design is a traditional technique which is focused on producing a
system from “point” requirements. Typically, this involves deriving or specifying the
requirements one at a time - and often based on a single operating environment
(McKenney, Kemink, and Singer 2011; R. Neches and Madni 2013). This means system
parameters are determined early in the design process, when relatively little information
on the system design space is available. While this technique has been proven successful
for simple to complicated systems, when used to design complex systems it can greatly
increase the cost and/or the need for rework (B. M. Kennedy, Sobek I, and Kennedy

2014).
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An alternative to point-based design is set-based design. This approach seeks to delay
major system design choices until later in the system lifecycle by specifying as little as is
necessary about a requirement as the system design progresses. This increases the
information available about the system, its interaction with its environment, and the needs
of the stakeholders when a decision is made. The resulting requirements for the system
are a combined product of well-informed stakeholders and a system designed for their
needs (Rapp et al. 2018; Singer, Doerry, and Buckley 2009). The popularity of set-based
design is attributed to Toyota, who applied the process and demonstrated significant
improvements on efficiency when compared to their competitors (B. M. Kennedy, Sobek
I1, and Kennedy 2014).

2.7 Agent-Based Simulations
Agent-based modeling is a relatively new modeling method which treats a system or

scenario as a collection of agents, each with their own perspective and behavior (Macal
and North 2009). The agent-based model allows these agents to interact with each other
and their environment based on their prescribed behaviors and perspective.

A particular value from agent-based modeling is that it captures emergent behaviors
that result from interactions between the agents (Bankes 2002). If the simulation is
representing a system, the agents may be parts of a system (especially for a system of
systems) or may represent the usage of the system by an agent and its interactions with
other actors or its environment (Pumpuni-Lenss, Blackburn, and Garstenauer 2017).
Agent-based simulations can be conducted in a number of tools ranging from basic
programming languages (e.g., Java, C++), MATLAB/Simulink, and more complex
stand-alone tools such as AnyLogic (Macal and North 2009; “Agent-Based Simulation
Modeling” n.d.).
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2.8 Neural Networks and Machine Learning for Classification
Machine learning models have classically been divided into two functions —

classification and regression (Alpaydin 2014). Classification models are given the job of
labeling (or classifying) data based on features from the data (Maglogiannis 2007). Some
example uses of classification are determining whether an email is spam, whether a
program is acting maliciously, or recognizing an object. There are several different
machine learning algorithms that can be used for classification, with some of the most
successful being variants of neural networks (Kotsiantis, Zaharakis, and Pintelas 2007).

2.8.1 Neural Networks
Neural networks are constructed of individual units called perceptrons (Gallant 1990).

Perceptrons are themselves constructed of several components: a set of inputs (x),
weights (w), biases (wy), an activation function (f (x)), and the output (y) (Figure 2-1).
The output of the perceptron is the activation function acting on the dot product of the
weights and inputs plus the biases: y = f(w - x + wy). Typically, the activation function

is a differentiable nonlinear function which approximates a step function.
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Figure 2-1: Basic Perceptron Structure

Some of the most common activation functions are given in the following list (Karlik
and Olgac 2011; Ramachandran, Zoph, and Le 2017; “Soft Max Transfer Function -

MATLAB Softmax” n.d.; Xu et al. 2015):

1
1+e—X

e Sigmoid Function: f(x) =

eX—e~X

eX+e~%

e Hyperbolic Tangent Function: f(x) =
e RelLU (Rectified Linear Unit): f(x) = max(0, x)

e Leaky ReLU: f(x) = max (x, E) wherea > 1

e Softmax: f(x); =

Xj
Zj (exl)
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2.8.2 Deep Neural Networks
Perceptrons can be combined in layers to produce complex decision structures which

form a neural network (Figure 2-2). When combined, perceptrons are capable of making
complex decisions — the more layers, perceptrons, and connections the more complex the
model is and the more complex decisions/decision boundaries the model can form. Deep
neural networks — neural networks with many hidden layers — are powerful models

proven useful in many techniques both for classification and regression (Mahmood et al.

2017).
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Figure 2-2: Example Neural Network Structure

A neural network can be trained using a technique called gradient descent (Ruder
2017). In essence, the gradient of the network’s loss function (as calculated for a training



data set) with respect to the individual weights of the network is used to iteratively find
an optimum combination of weights to minimize the error of the network. An example of
a common loss function to start with is E[w] = X.2(t; — v4)? where t, is the true label
of the data, y, is the predicted label of the data, d indexes the data,and 1 < D <

Nrraining, Where Nryqining 1S the number of training data sets. Once a cost function is
defined, the step size for each weight value in the network is given by Aw; = —n %, Vi.

Where 7 is the learning rate and influences how large of a step is taken at each iteration —
a correct choice of n is an important part of training a network. Typical values of n vary
with common values starting between 0.1 and 0.01. The partial derivative of E with
respect to w is from the gradient of E with respect to the weights of the network and is

calculated using back propagation.

Figure 2-3: Simple Representation of Gradient Descent
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Another common addition to the training process beyond basic gradient descent is the
inclusion of L1/L2 regression terms (commonly referred to as Lasso Regression and
Ridge Regression respectively). Both regression terms add a term to the error function of
the network that increases with the magnitude of the weights in the network. This has the
effect of discouraging unnecessarily large weights and is used to reduce overfitting within
a model. In both equations, Equation (2.4) for Lasso Regression and Equation (2.5) for
Ridge Regression, A is the regularization coefficient and impacts the strength of the
penalty for having large weights (Melkumova and Shatskikh 2017).

E; [w] = E[w] + AZ|w;] (2.4)

E;,[w] = E[w] + AZw? (2.5)

2.8.3 Convolutional Neural Networks
CNNs are large neural networks composed of specific layers (Figure 2-4) which

allow a CNN to perform complex tasks such as image recognition with less overall model
complexity than a typical fully connected neural network (Albawi, Mohammed, and Al-
Zawi 2017). The typical layers within a CNN are (“Convolutional Neural Network™ n.d.):
e Convolutional Layers, which act as a filter over its input — grouping nearby
pixels together and summarizing them as a single value
e Activation Layers, which introduce a nonlinearity into the model allowing
more complex decisions based on the inputs as well as training from back-
propagation
e Pooling Layers, which reduce the number of features within the model to
locally important features and reduce the complexity and training time of the

model
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e Fully Connected Layers, which act like normal neural network layers allowing

decisions based on the features

— CAR
— TRUCK
= VAN

O [] —sicycLe

FULLY
INPUT CONVOLUTION + RELU POOLING CONVOLUTION + RELU POOLING FLATTEN . U Ecrep SOFTMAX
FEATURE LEARNING CLASSIFICATION

Figure 2-4: Example CNN Structure (reproduced from “Convolutional Neural Network” n.d.)

A particular advantage to how CNNSs are constructed is that early layers within a
CNN are trained to detect low-level features (for example, what an edge looks like in an
image classifier). This means that a CNN trained on one dataset can be re-used for a
similar but significantly different dataset by fine-tuning the network instead of by starting
from scratch. This technique is referred to as “Transfer Learning” and is a very valuable
technique for using powerful classification models without requiring a large amount of
training time or training data (Pan and Yang 2010).

As networks and CNNs grow deeper and contain more layers, it becomes more
difficult to train the network. This is due, in a large part, to an effect called vanishing
gradients (Tan and Lim 2019). Since a network is typically trained using back-
propagation to provide the gradients used in gradient descent, if the gradients calculated
become too small, the training process will fail and early weights within the network
cannot be adjusted sufficiently. Several techniques have been found to mitigate vanishing

gradients, but an especially interesting method utilizing Residual Networks (ResNets) has
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been particularly promising (Targ, Almeida, and Lyman 2016). ResNets work by
providing “shortcuts” (Figure 2-5) within a convolutional neural network which allow for
the gradients of a layer to be preserved despite what would otherwise be prohibitively
deep networks. ResNets have been successfully trained for networks with more than 1000

layers with excellent performance.
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Figure 2-5: ResNet Compared to a Plain CNN (reproduced from He et al. 2016 © 2016 IEEE )
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2.9 Adversarial Machine Learning
The usage of machine learning, and especially deep learning, has drastically increased

in the recent years. Particularly, the usage of deep learning for tasks similar to image
classification have increased as new and more powerful techniques have been developed.
At the same time, these technologies are being used in higher risk situations as public
confidence in their capabilities increase.

However, the potential risk of relying on these techniques is well documented as
recent research has pointed out. Image classifying algorithms (and other related
algorithms) can fall prey to small, deliberate manipulations of the input data —
manipulations that are often visually indetectable by the human eye. These attacks extend
beyond the image classification application to most potential applications of machine
learning techniques, including cybersecurity (Fossaceca, Mazzuchi, and Sarkani 2015)

and malware detection (Menéndez et al. 2019).
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Figure 2-6: Machine Learning Pipeline for an API Gated Model
(reproduced from “MITRE/AdvMLThreatMatrix” n.d.)

There are several types of machine learning attacks. One way to categorize attacks is
by the portion of the machine learning pipeline they attack. One category of attacks target
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the Training portion of the machine learning pipeline while another category can target
the Inference part of the pipeline (although some attacks target both).

The attack type most relevant to this research is model evasion. Model evasion is a
type of inference attack which targets an already trained model during testing (Table 2-1).
The model evasion attack is when an adversary creates an altered input, disrupting or
evading the models classification (Ayub et al. 2020; Shi and Sagduyu 2017). The goal of
the adversary during an evasion attack is “to achieve misclassification of some data”
(Pitropakis et al. 2019). Adversarial examples (inputs adjusted by an attack to evade the

model) can be generated by several different techniques (Trott 2020).
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Table 2-1: Subtypes of Machine Learning Attacks
(reproduced from “MITRE/AdvMLThreatMatrix” n.d.)

Attack Overview Type
Model Attacker modifies a query in order to get a desired Inference
Evasion outcome. These attacks are performed by iteratively

querying a model and observing the output.
Functional Attacker is able to recover a functionally equivalent model | Inference
Extraction by iteratively querying the model. This allows an attacker

to examine the offline copy of the model before further

attacking the online model.
Model Attacker contaminates the training data of an ML system in | Train
Poisoning order to get a desired outcome at inference time. With

influence over training data an attacker can create

"backdoors" where an arbitrary input will result in a

particular output. The model could be "reprogrammed" to

perform a new undesired task. Further, access to training

data would allow the attacker to create an offline model

and create a Model Evasion. Access to training data could

also result in the compromise of private data.
Model Attacker recovers the features used to train the model. A Inference
Inversion successful attack would result in an attacker being able to

launch a Membership inference attack. This attack could

result in compromise of private data.
Traditional | Attacker uses well established TTPs to attain their goal. Both
Attacks

Evasion attacks were first created as white box attacks, where the attacker had full

knowledge of and access to the model being attacked (Pitropakis et al. 2019). However,
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black box evasion attacks have been proven effective as well — removing the need for the
attacker to have any knowledge of or access to the model being attacked (A. Kumar and
Mehta 2017).

Most adversarial examples for evasion are created by adding small perturbations to
the original data. Different algorithms can be used to place the perturbations according to
different criteria based on the machine learning model. If the model is not available (in
the case of a black box attack), then the attacker can use a surrogate model instead
(Biggio et al. 2013). As there are a number of these algorithms that can be used to
perturbate an example, an attacker can adjust their exploitation of the model based on the
response of the machine learning model to the algorithm being used (Nelson et al. 2011).
This means that as a defender adjusts to an attack, the attacker can change their method
of attack to still be effective. The following are some of the most common adversarial
attacks (Rauber, Brendel, and Bethge 2017):

e Fast Gradient Sign Method (FGSM), which uses the gradient of a neural
network to create an adversarial example with relatively little computational
expense (Goodfellow, Shlens, and Szegedy 2015)

e Deep Fool Attack, which attempts to find the minimum perturbations
necessary to cause a misclassification (Moosavi-Dezfooli, Fawzi, and
Frossard 2016)

e Carlini and Wagner Attack, which is an extremely strong attack that is
typically resistant to defenses that other attacks are susceptible to (Carlini and

Wagner 2017)
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e Projected Gradient Descent (PGD), which is an iterative attack that uses the
gradient of the model to find the perturbations that maximize loss of the
model (Madry et al. 2019)

2.10 Defenses Against Machine Learning Attacks
Defending against attacks on machine learning models has been an active area of

research with many proposed defenses. A few of the most common approaches involve
adversarial training, ensemble adversarial training, denoising methods, and other similar
approaches (Ren et al. 2020).

Adversarial training is when adversarially generated examples are included in the
training data for the machine learning model. This allows the model to learn to classify
the adversarial images correctly (Wong, Rice, and Kolter 2020). This is typically
accomplished by choosing a particularly strong adversarial attack, such as FGSM
generated examples. Adversarial training has been shown to be very effective against
adversarial examples (Kurakin, Goodfellow, and Bengio 2017). Despite this, it is still an
open research question whether adversarial training is sufficiently robust against a
diverse set of white and black box attacks (Carlini et al. 2018). However, adversarial
training is typically time consuming as is the adversarial perturbation of the images
(Shafahi et al. 2019).

An extension to adversarial training is a method called Ensemble Adversarial
Training (Ren et al. 2020). Ensemble Adversarial Training is when multiple adversarial
samples from multiple adversarial attacks are used for training the machine learning
model. Traditionally, these adversarial examples are created from static pre-trained

models, as opposed to from the machine learning model itself (Tramer et al. 2020).

31



Another technique used is the application of smoothing or denoising algorithms (Ren
et al. 2020). Since the perturbations are often introduced in a manner that appears similar
to noise, noise reduction or smoothing algorithms can reduce the impact of the
adversarially generated perturbations (Aydemir, Temizel, and Temizel 2018). Since
JPEG compression is not dependent on the adversarial attack being used, it is flexible
against multiple attacks (Das et al. 2018). While JPEG compression is itself non-
differentiable, there are differentiable approximations to allow white box attacks that
reduce its effectiveness (Shin 2017). Similar denoising approaches have been
implemented using techniques like auto-encoding with similar effects (Creswell and

Bharath 2018).
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Chapter 3 — Research Methodology

3.1 Research Methodology
This section describes the general process used to explore the application of the

Maximin Optimization Method. First, since this is a novel application of the Maximin
Optimization Method, the different formalisms of it are developed and presented in this
chapter. Next, these implementations of the Maximin Optimization Method are applied to
two example systems in Chapter 4 and the results of the application are compared to
benchmark system configurations (system configurations using standard techniques for
the design of the respective systems) in Chapter 5.

Since both applications of the Maximin Optimization Method involve the
implementation of a model of an example system, the system configurations resulting
from the Maximin Optimization Method and the benchmark system configurations are
compared using Monte Carlo simulations. This is implemented by randomly drawing
values for the parameters (other than those defined to be the system configurations) from
the maximum entropy distributions.

3.2 The Maximin Optimization Method
The core objective of a maximin optimization process, that distinguishes it from other

techniques, is finding the equilibrium between two opposing optimization goals. In a
normal optimization process, an optimal set of inputs, x,,,, is found such that a fitness
function, f(x), is maximized (or minimized). Conversely, using a maximin optimization
process instead finds two sets of inputs, X, and Vi, Where x4, 1S chosen such that
the fitness function f(x,y = y,,) is at a maximum value and y,,,;,, is chosen such that

the fitness function f(x = x4, y) IS at a minimum value. The result is the best
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performing value of x for the worst-case value of y. See Table 3-1 for a summary of each

variable used.

Table 3-1: Maximin Optimization Method Variable Description

Parameter | Description
X A system configuration
X The set of possible system configurations where x € X
Xmax The value of x that satisfies max f (x, y = Vnin)
y An adversary configuration (possible combination of environmental,
circumstantial, or external actor configurations)
Y The set of possible adversary configurations where y € Y
Ymin The value of x that satisfies min f(x = X4, V)
f(x,y) The fitness function which measures the system performance with a
given system configuration, x, and adversary configuration, y
x' Candidate system configuration
X' Set of candidate system configurations where X' ¢ X and x" € X’
X, Initial set of system configurations of interest where X’ o X
y' Candidate adversary configuration
Y’ Set of candidate adversary configurations where Y’ c Y and y' € Y’
Y, Initial set of adversary configurations of interest where Y’ o Y,

This work explored two methods for finding x,,,4, and y,,i,. The first method, the

Co-Evolutionary Maximin Optimization Method, is suitable for problems where an

individual optimization of the objective function, for both the system and the adversary,
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is relatively time consuming. This method optimizes the system and the adversary

alternately until the optimization process is complete (Figure 3-1).

Initial Adversary Initial System

r

Configurations, Y, Configurations, X,

System Configurations X’

v I L 4 v

Optimization of System Optimization of Adversary
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Adversary Configurations Y’

Optimal System
Configuration, X4«

\4

Figure 3-1: Co-Evolutionary Maximin Optimization

The second method, the Nested Maximin Optimization Method, is suitable when at
least one portion of the optimization function (for example the minimization of the fitness
function for a given x") can be accomplished relatively quickly. This is most likely to
occur when a mathematical programming technique such as linear programming, gradient
descent, or Bayesian optimization can be applied. This method optimizes the system

configuration and the adversary configuration in a nested fashion (Figure 3-2).
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Figure 3-2: Nested Maximin Optimization

Both methods for maximin optimization treat the system parameters being optimized
as separate from the parameters of its operating environment or its adversary. Therefore,
the challenge is to determine the system parameters that will perform the best under the

worst condition the system is required to operate under.
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3.2.1 Co-Evolutionary Maximin Optimization
The first method of maximin optimization, the Co-Evolutionary Maximin

Optimization Method, finds x,,,4, and y,,in by allowing the system and its operating
environment to evolve together. The following is a basic outline of the process
represented within Figure 3-1 and Figure 3-3:

1. The system designer compiles a set of adversary configurations, Y, , that have
already been determined to be of interest. This is a subset of Y and provides a
starting condition — if there is no particular adversary configuration of interest,
a random configuration can be used.

2. Y'is initialized to equal Y.

3. (Optional if there are defined system configurations of interest) The system
designer compiles a set of system configurations, X, that have already been
determined to be of interest. X/ is a subset of X.

4. If X is defined, X' is initialized as equal to X/, otherwise it is initialized to an
empty set: X' = {}.

5. A mathematical programing technique is used to find a potential system
configuration, x’, which maximizes the system’s performance, subject to all
adversary conditions in Y’.

6. x'isadded as an element to X'.

7. A mathematical programming technique is used to find a potential adversary
configuration, y’, which minimizes the performance of the best performing
system in X'

8. y'isadded as an element to Y'.
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9. If the exit criteria are met, exit, else repeat steps 4-8 until the exit criteria is
met. Example stopping criteria include criteria commonly used within genetic
algorithms: exceeding maximum computation time, number of stalled
generations, or a change in fitness function below a threshold (“How the
Genetic Algorithm Works - MATLAB & Simulink” n.d.).

10. Evaluate the elements in X’ and pick a x,,,4, from X' based on the evaluation.
Evaluation metrics can be chosen based on the designer’s priorities, for
example, system simplicity, cost, resilience, etc.

This process allows both system and adversary configurations to evolve with each
other until the exit conditions defined by the designer are met.

An important aspect to the design of this method is that the environmental
configuration that causes the worst performance for one system design will not
necessarily cause the same drop in performance for another system design. Another
aspect, the user defined adversary configurations (Y") and the user defined system
configurations (X"), ensure that the system and adversary configurations are optimized
with these initial conditions in mind — keeping the system design process tied to reality.
The system designer can then use the criteria that is most appropriate to choose one of the
designs from X' as the final system configuration, x,,,,,. Reasonable criteria to choose
Xmasx INClude things such as system simplicity, cost, maximum resilience, or a
combination of criteria based on the designer’s priorities.

In this research, a genetic algorithm was the mathematical programming technique
used within the Co-Evolutionary Maximin Optimization Method for both the

optimization of the system configuration and the optimization of the adversary
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configuration. The process is sketched in Figure 3-3 to show how the evolutionary

algorithm is used to provide robust system designs.
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Figure 3-3: Co-Evolutionary Maximin Optimization Process
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3.2.2 Nested Maximin Optimization
The second method, the Nested Maximin Optimization Method, finds x,,,4, and y,min

by nesting the optimization of the adversary within the optimization of the system. The
following is a basic outline of the process:

1. The system designer compiles a set of adversary configurations, Y, , that have
already been determined to be of interest. This is a subset of Y and provides a
starting condition — if there is no particular adversary configuration of interest,
a random configuration can be used.

2. Y'is initialized to equal Y,

3. (Optional if the system designer has system configurations of prior interest)
The system designer compiles a set of system configurations, X, that have
already been determined to be of interest. X, is a subset of X.

4. If X is defined, X' is initialized as equal to X/, otherwise it is initialized to an
empty set: X' = {}.

5. The system’s mathematical programming technique is used to find x,,,4, from
the fitness function f(x, yin) using X, and Y, as initial conditions if the
technique allows.

a. Each iteration of the system’s mathematical programming technique
produces a potential system configuration, x'.

b. A potential adversary configuration, y’, is determined using a separate
mathematical programming technique to minimize f(x = x', y)

c. The value used by the system’s mathematical programming technique

is f(x = x',y =y'), in calculating its next step.
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d. Steps 5.a. through 5.c. are continued until the exit criteria of the
system’s mathematical programming technique are met.
6. The value of x found in Step 5 is x,,,, and the last value of y' found in step
5.0. 1S Yin.
This process allows the system to optimize itself assuming the worst-case adversary
for each stage of its optimization. This is only practical for optimization cases where
performing the mathematical programming technique, which is nested within another

mathematical programming technique, is not prohibitively time consuming.
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Chapter 4 — Application of Maximin Optimization Method

4.1 Co-Evolutionary Maximin Optimization of an Example Air Defense System
The Co-Evolutionary Maximin Optimization Method is used to optimize an Air

Defense System adapted from the AnyLogic Air Defense System model (“Air Defense

System” 2019) as shown in Figure 4-1.

Air Defense System 2D @ 3D (i woarcan
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\ Q. Defended Assets
. ‘V (Destroyed)

Figure 4-1: AnyLogic Air Defense Model

The system consists of an integrated defense system containing weapon systems,
defended assets, and repair workers. Also modeled in the scenario is an attacking enemy
which consist of fighters and bombers. Finally, the performance of the Air Defense
System and the adversary is modified by the weather (as described in Table 4-4) which is
modeled as either raining or clear weather. The fighters and bombers spawn along the left
border of the map over the ocean and immediately proceed to attack one of the assets on

land.
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4.1.1 Starting Conditions and Parameter Definitions
The adversary configuration in this scenario consists of the starting location of the

fighters and bombers, the type of unit (fighter or bomber), and the weather. The system
configuration in this scenario consists of the location and types of the weapon system
(Short, Medium, or Long Range) and the type of repair crew (normal or fast). The initial
fighter/bomber locations are evenly distributed along the leftmost border of the scenario
(at a longitude of 0) with a latitude ranging from -0.5 to 2. Figure 4-2 shows this initial
distribution of targets. Some targets start above and below the border of Figure 4-2, as the
scenarios were allowed to extend beyond the AnyLogic basemap graphic to provide a

broader range of attack vectors.
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Figure 4-2: Display of Example Initial Threat Paths
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The system configuration, x, is made up of 19 parameters listed in Table 4-1 with the
enumerations or limits on their values. The system configuration is defined by three
major parameter types: Air Defense System Locations, Air Defense System Types, and
the Repair Team Type. Both the Air Defense System Locations and the Air Defense
System Types define the defense systems that make up the Air Defense System.
Therefore, the Air Defense System Locations parameter has a size of 6x2 (six possible
defense systems, each with a latitude and longitude), and the Air Defense System Types
has a size of 6x1 to describe the type of each individual defense system (of which there
are up to six). There is only a single repair team, so the repair team type is an enumerated

scalar used to indicate a Normal or Fast repair team (enumerated value of 0 or 1).

Table 4-1: System Configuration Parameters

Parameter Name Description

Air Defense System | (6x2) matrix which contains the location in latitude and
Locations longitude of each of the defense systems making up the Air

Defense System — constrained to be on land

Air Defense System | (6x1) enumerated array describing the type (Short, Medium, or
Types Long Range) of each of the individual defense systems making

up the Air Defense System

Repair Team Type | (1x1) enumerated scalar describing whether the repair team
used by the Air Defense System is a Normal or Fast repair team

The adversary configuration, y, is made up of 11 parameters listed in Table 4-2 with
the enumerations or limits on their values. The adversary configuration is defined by
three major parameter types: Threat Starting Locations, Threat Types, and the Weather

Type. Both the Threat Starting Locations and the Threat Types define the configuration
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of the attacking force. Therefore, the Threat Starting Locations parameter has a size of
5x1 (5 attacking squads, each with a starting latitude — the starting longitude is set to 0 for
all squads and therefore is not included as a parameter), and the Threat Types has a size
of 5x1 to describe the type of each individual attacking squad (of which there are up to
five). The weather is constant throughout the scenario, so the weather type is an
enumerated scalar used to indicate Fair or Rainy weather (an enumerated value of 0 for

fair weather or 1 for rainy weather).

Table 4-2: Adversary Configuration Parameters

Parameter Name | Description

Threat Starting | (5x1) array which contains the starting latitude of each of the five

Locations squads of threats — ranges from -0.5 to 2

Threat Types (5x1) enumerated array describing whether each of the five squads

is a Fighter or a Bomber

Weather Type (1x1) enumerated scalar describing the weather for the scenario is

Clear or Rain

The fitness function for this model is based on the Air Defense System requirements,
stating that the system protect the assets and intercept enemy aircraft, and is defined in

Equation (4.1).

Number of Threats Intercepted)

fooy) = ( Number of Threats

1—[ (Time Asset is Functional) (4.1)
X

Length of Scenario
Assets
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4.1.2 Air Defense System Constraints
Defining appropriate constraints is an important part of any system optimization

problem. The constraints ensure that both the system and the adversary configurations are
realistic. For example, ensuring that the total cost of the system is less than or equal to the
required amount or that the threat trajectories are realistic. In order to get usable results, it
IS important to ensure the constraints properly bounds the possible system configurations,
X, and the adversarial configurations, Y.

For the Air Defense System, relevant system information is provided in Table 4-3

which represent physical realities imposed on the system for the purposes of this

example.
Table 4-3: Relevant System Information
Description Accepted Values Cost (Dollars)
Defense Systems Short (SR), Medium (MR), or 5 million, 7 million,
Long Range (LR) 20 million
Number of Defense Systems | >0 NA
Repair Team Normal or Fast 1 million, 7 million

The constraints on the system and adversary configurations that define X and Y are

given in Table 4-4.
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Table 4-4: System and Adversary Constraints

Description Constraint
Cost Total System Cost < 35 million
System Locations On Land

Radar System Range (Clear) | 20, 50, and 80 miles

Radar System Range (Rain) | 20, 30, and 70 miles

Concurrent Interceptors 1 Interceptor per Defense System

Aircraft Squad Size 7 Bombers and 10 Fighters

Aircraft Squad Frequency 2 hours per Bomber Squad and 5 hours per Fighter

Squad
Aircraft Speed (Clear) 300 mph for Bombers and 600 mph for Fighters
Aircraft Speed (Rain) 150 mph for Bombers and 300 mph for Fighters

4.1.3 Air Defense Optimization Problem

The system configuration’s fitness function is a discontinuous, noisy, nonlinear
fitness function subject to several types of constraints (nonlinear, linear, and integer).
This makes the optimization problem difficult for most global optimization algorithms. A
very suitable algorithm to solve this type of optimization problem is the genetic

algorithm, as previously mentioned. The optimization problem is summarized below:

Maximize the fitness function: f(x) = min (v Y, (T(A’;‘Ty)) [Tassets (2;;)) where:

x = System parameters (as shown in Table 4-1)
y = Adverse operating environment configurations (as shown in Table 4-2)
Y = The full set of adverse operating environment configurations,y

T(x,y) = Number of threats intercepted
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N; = Number of threats

A;(x,y) = The length of time for which asset i is functional
Ls(x,y) = Length of the scenario

The optimization process is then subject to the following constraints:
Nonlinear Constraints:

a. Defense systems must be located on land as shown in Table 4-1

b. Cost of the system (Cost = Y>7°'*™ ¢, where C,, is the cost of system n (Table
4-3)) must be less than $35 million

Linear Constraints: Total number of air defense units must be greater than 0

Integer Constraints:

a. Defense system types must be between 0 and 3: 0 (no system), 1 (Short Range), 2
(Medium Range), 3 (Long Range)

b. Repair team type: 0 (Normal Repair Team) or 1 (Fast Repair Team)

Similarly, the adversary configuration optimization problem also has a discontinuous,

noisy, and nonlinear fitness function and is subject to both integer and boundary

constraints. The conditions still indicate that a genetic algorithm is a suitable

mathematical programming technique for this optimization problem.

T(x,y)
Nt

Minimization of the fitness function: f(y) = ( ) [Tassets (%) where x is the set
S

of system parameters (Table 4-1) corresponding to the last optimal system design.

The optimization process is then subject to the following constraints:
Integer Constraints:
a. Threat types: 1 (Fighter) or 2 (Bomber)

b. Weather: 0 (Clear) or 1 (Rain)
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Boundary Constraints: Threat starting latitudes are between -0.5 and 2
The results from the Air Defense System optimization are given and discussed in
Section 5.1.

4.2 Nested Maximin Optimization of an Image Classification System
The second system the Maximin Optimization Method is used to optimize is an image

classifier used to classify CIFAR10 images (“CIFAR-10 and CIFAR-100 Datasets” n.d.).
CIFAR10 is a collection of 60,000 32x32 pixel color images split evenly among 10
classes: airplanes, cars, birds, cats, deer, dogs, frogs, horses, ships, and trucks with
examples shown in Figure 4-3. CIFAR10 is a common dataset to use for image
classification research. The image classifier must correctly classify an image as belonging
to the labeled class. The images may be manipulated by an adversary attempting evasion,

where the image is subject to minor perturbations, in order to cause misclassifications.
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Figure 4-3: Example CIFAR10 Images

In this scenario, the perturbations are added to the image prior to being submitted to
the image classifier. It is assumed the adversary has no access to the image after it is
submitted (i.e., due to a vulnerability in the public API or data stream of parent system).
Given this, the role of the adversary in this research is to decrease the performance of the
image classifier by supplying subtly altered images. It is assumed that the adversary may
alter any and all of the images used by the classifier, but the degree of its alteration to
each image is limited. In this application, the adversary succeeds by causing

misclassifications in any class, but this technique could easily be extended to a targeted
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evasion attack where the adversary is attempting to cause misclassification of a particular
class. The perturbations added by the adversary are created using black box attacks on a
surrogate image classifier.

4.2.1 Optimization Process of Image Classification
The proposed method is comprised of four parts: The first part initializes the

classifying system and tunes it to represent an undefended image classifier. The second
part uses Bayesian optimization (combined with maximin optimization principles) to
train the image classifier to be effective in the face of attacks. The third part is nested
within the second part and uses Bayesian optimization to find the strongest adversaries
for each potential image classifier. The interactions of these parts are shown in Figure
4-4. The fourth part validates the resulting robust classifier on data that was entirely

separated from the rest of the training/optimization process.
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Phase 1:

The first step in the methodology is to initialize the image classifying system. In this
case, this involved transferring a ResNet-18 model that had been trained on ImageNet
data to CIFAR10 data (by adjusting input layers). The ResNet-18 is a CNN that is 18
layers deep and composed of multiple layer types as shown in Figure 4-5. The classifier
was then tuned for CIFAR10 data using an augmented, but non-adversarial, subset of the
CIFARL10 dataset. This process represents a normal method for creating an image

classifier.
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Phases 2 and 3:

The initialized image classifier is then optimized using the maximin principles
discussed in Chapter 3 until x,,4, is found. The optimization is performed using a
Bayesian optimization algorithm where the fitness function maximized is f (x) =

min F(x,y). Here, F(x,y) represents the accuracy of the image classifier configured by
y

x and tested on y.

Both the image classifier and its adversary are attempting to affect the image
classifiers accuracy. The image classifier can control how it pre-processes the images
being classified (allowing it to potentially apply defenses as discussed in Section 2.10)
and the distribution of its training data set (with respect to the percentage of adversarial
examples included in training) in order to maximize its accuracy against its adversary.
Similarly, the adversary is able to influence the distribution of its adversarially generated
images to minimize the image classifier’s accuracy in correctly classifying its
adversarially altered images.

Phase 4:

Once a robust image classifier is produced, its performance must be tested using data
separate from any data used to train or choose the classifier. Using a dataset that was
separated from the rest of the data prior to the initialization of the image classifying
system, validate the robust image classifier’s performance. The validation can be done
with two methods: again, calculating the minimum performance of the classifier (this
time using the new dataset) and also by calculating the performance sampling over the

entire set of adversarial examples, A.
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Performance of different image classifiers can be compared in Phase 4, for example
the robust image classifier can be compared to a classifier trained using ensemble
adversarially training that uses a distribution of adversarial examples.

4.2.2 CIFAR 10 Dataset and Application
The CIFAR10 database is split into several parts (Figure 4-6). The original 60,000

images are first split into two parts — 50,000 images using for training and 10,000 images
for validation. The 10,000 validation images are saved for the validation phase of the
research and are unused until then. The 50,000 training images are split into two portions
again — the first 37,500 images (Initial Transfer Learning Images) are used to re-train the
ResNet-18 classifier for use on CIFAR10 images, the other 12,500 images are used
during the maximin optimization process. The 12,500 maximin optimization images are
then split into 6,250 images that are used for adversarial ensemble training (Defense
Images) and 6,250 images that are used for the evasion attacks on the image classifier

(Attacker Images).
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Figure 4-6: Breakdown of CIFAR10 Database for Image Classifier

All images, when being prepared for input into the image classifier, are scaled to
224x224 pixel color image inputs. For training the image classifier network, the Initial
Transfer Learning Images and the Defense Images are both subject to random X and Y
translation and random X and Y scaling up to £30° and 10% respectively to help prevent
overfitting.

4.2.3 Starting Conditions and Parameter Definitions
The adversary configuration in this scenario consists of the distribution of adversarial

attacks on the image classifier. The adversary configuration, y, consist of five parameters

as described in Table 4-5.
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Table 4-5: Adversary Configuration Parameters

Parameter Name

Description

FGSM Attack
Percentage

(1x1) scalar percentage of attack images made up of FGSM

attacked images

L2 Deep Fool Attack

(1x1) scalar percentage of attack images made up of L2

Percentage Deep Fool attacked images
PGD Attack (1x1) scalar percentage of attack images made up of PGD
Percentage attacked images

Carlini and Wagner
L2 Attack Percentage

(1x1) scalar percentage of attack images made up of Carlini

and Wagner L2 attacked images

Unaltered Image

Percentage

(1x1) scalar percentage of attack images made up of

unaltered images

Similarly, the system configuration, x, consists of eight parameters, the first five of

which describe the distribution of adversarial images used for adversarial training and

three that describe whether JPEG compression is used as a defense, the learning rate, and

the L2 regularization parameter as described in Table 4-6.
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Table 4-6: System Configuration Parameters

Parameter Name

Description

FGSM Attack
Percentage

(1x1) scalar percentage of training image dataset made up
of FGSM attacked images

L2 Deep Fool Attack
Percentage

(1x1) scalar percentage of training image dataset made up

of L2 Deep Fool attacked images

PGD Attack Percentage

(1x1) scalar percentage of training image dataset made up

of PGD attacked images

Carlini and Wagner L2
Attack Percentage

(1x1) scalar percentage of training image dataset made up

of Carlini and Wagner L2 attacked images

Unaltered Image

Percentage

(1x1) scalar percentage of training image dataset made up

of unaltered images

JPEG Compression Used

(1x1) enumerated scalar describing whether JPEG

compression is used

L2 Regularization

(1x1) scalar value of the L2 Regularization coefficient

used during the transfer learning process

Learning Rate

(1x1) scalar value of the learning rate used during the

transfer learning process

4.2.4 Image Classification System Constraints

The constraints of the Image Classification System configurations and adversarial

configurations are relatively straightforward and summarized in Table 4-7. In summary,

the attack percentages are between 0% and 100% and must sum to 100% as the

percentages represent the composition of the training images. The JPEG Compression

must be on or off, the L2 regularization must be between 10~° and 10~*> which are
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typical values for L2 regularization, and the learning rate must be between

107% and 10~2 which is a typical range for the learning rate.

Table 4-7: System and Adversary Constraints

Parameter Name Constraint Applies to

FGSM Attack Percentage Between 0 and 100% Both

L2 Deep Fool Attack Between 0 and 100% Both

Percentage

PGD Attack Percentage Between 0 and 100% Both

Carlini and Wagner L2 Attack | Between 0 and 100% Both

Percentage

Unaltered Image Percentage Between 0 and 100% Both

JPEG Compression Used “on” or “off” System Configuration
L2 Regularization Between 107° and 10~*> | System Configuration
Learning Rate Between 10~ and 10~2. | System Configuration
Total of Attack Percentages Equal to 100% Both

4.2.5 Image Classification System Optimization Problem
The fitness function of the system configuration is a discontinuous, noisy, nonlinear

fitness function subject to boundary, linear, and integer constraints. This makes the
optimization problem relatively difficult, however, it is suitable for a Bayesian
optimization algorithm. The application of the Bayesian optimization algorithm is
especially suitable since the fitness function requires a long evaluation time. The
optimization problem is summarized below:

Maximization of the fitness function f(x) = min(V Y, Accuracy(x, y)) where:
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# correct labels
Accuracy(x,y) =

# test instances

x = system parameters (as shown in Table 4-6)
y = adversary parameters (as shown in Table 4-5)
# correct labels = Number of test instances correctly classified
# test instances = Number of images used to test per formance
The optimization process is then subject to the following constraints:
Linear Constraint: XA; = 100%, where 4; is {FGSM Attack Percentage, L2 Deep Fool
Attack Percentage, PGD Attack Percentage, Carlini and Wagner L2 Attack Percentage,
Unaltered Image Percentage}
Integer Constraint: The JPEG Compression must be either 0 (No JPEG Compression) or
1 (JPEG Compression)
Boundary Constraints:
a. 0<A4; <100%,Vi
b. L2 Regularization is between 10~> and 10~
c. Learning Rate is between 107¢ and 1072
Similarly, the fitness function of the adversary configuration is a discontinuous,
noisy, nonlinear fitness function subject to boundary and linear constraints. This makes
the optimization problem relatively difficult, however, it is suitable for a Bayesian
optimization algorithm. The optimization problem is summarized below:
Minimization of the fitness function: f(y) = Accuracy(x,y) where X is the set of
system parameters (Table 4-6) corresponding to the current iteration of the system
configuration.

The optimization process is subject to the following constraints:
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Linear Constraint: £4; = 100%
Boundary Constraints: 0 < 4; < 100%, Vi
The results from the image classification optimization problem are presented and

discussed in Section 5.2.
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Chapter 5 — Maximin Optimization Method Results

This section discusses the results from the Maximin Optimization Method as applied
to both the Air Defense System and the Image Classification System.

5.1 Air Defense System Results
The results in this section are from the Co-Evolutionary Maximin Optimization of the

Air Defense System defined in Section 4.1. The Air Defense System’s optimization
process ran for 11 iterations before exceeding the maximum allotted processing time as
an exit criterion (eight weeks of real time). The optimization was conducted on a
Windows 10 PC in MATLAB with a single intel i5-4430 CPU (4 threads @ 3.0 GHz)
(“Intel® Core™ 15-4430 Processor (6M Cache, up to 3.20 GHz) Product Specifications”
n.d.). While this processing time is prohibitively long for most applications, since the
genetic algorithm optimization used in this scenario is highly parallelizable, a high-
performance computing cluster could significantly speed up processing time compared to
the processor used in this application.

5.1.1 Benchmark Air Defense System Configurations
The results from the Air Defense System optimization using the Maximin

Optimization Method were compared to two alternative system configurations. The first
alternative is the initial system design for the AnyLogic air defense scenario (the original
system provided within the air defense scenario as shown in Figure 5-1). The second
comparison was a system design generated using a single, typical application of a genetic
algorithm (no maximin optimization logic applied). All three system configurations (the
initial system configuration, the single, typical application of the genetic algorithm, and
the Maximin Optimization Method) are compared to each other using 10,000 Monte

Carlo simulations (runs created from a random distribution used to choose the adversary
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configurations for the run). The random distribution used to choose the adversary
configurations for the Monte Carlo simulations was a uniform distribution as derived
from the maximum entropy principle (Guiasu and Shenitzer 1985).

Once the 10,000 Monte Carlo simulation adversary configurations were chosen, all
three system configurations were compared using the fitness function in Equation (4.1).
Since all three configurations are compared using the same 10,000 Monte Carlo
simulations, the average system performance is compared using a paired t-test. The null
hypothesis in both applications (with a significance level of 0.01) is that the performance
of the maximin system is the same as the performance of the benchmark test. A
significance level of 0.01 was chosen as a fairly common, but rigorous level — especially

since the paired t-test is being used for two comparisons.
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Figure 5-1: Initial Air Defense System Design

To provide a better benchmark to compare against the maximin optimized system
designs, another system design was created using a typical application of a genetic
algorithm (as opposed to the genetic algorithm being used as a part of the maximin
optimization process). To provide a strong comparison against the Maximin Optimization
Method, the genetic algorithm was given a population size of 5,000 (10x the population
size used by the Maximin Optimization Method) and a maximum of 19,000 iterations
(10x the number of iterations used by the Maximin Optimization Method in a single
cycle). This provides the single application of the genetic algorithm a maximum of 95

million evaluations of the fitness function compared to the 74 million evaluations used by




the maximin optimizer. The same initial threat laydown as used for the Maximin
Optimization Method (Figure 4-2) was again used for the threat laydown for optimization
by the genetic algorithm.

The resulting Air Defense System from the genetic algorithm produced a system with
three weapon systems located at (0.602, 0.566) - MR, (0.459, 0.916) - MR, (0.359, 0.120)
- LR with a normal repair crew. This configuration is shown in Figure 5-2, and
demonstrates more overlapping and tighter coverage than the initial configuration. As is

expected, it therefore has a more optimal system configuration.

Genetic Algorithm Produced System Configuration
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Figure 5-2: Genetic Algorithm Produced Air Defense System Configuration
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5.1.2 Co-Evolutionary Maximin Optimization Method System Results
After completing the Co-Evolutionary Maximin Optimization Method on the Air

Defense System, 11 resilient Air Defense System configurations were produced using the
methods described in 3.2.1. The system configurations produced by the process are listed
in Table 5-1. All of the configurations demonstrate compliance with the constraints listed

in Sections 4.1.2 and 4.1.3.
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Table 5-1: System Designs from the Maximin Optimization Method

System Iteration | Initial 1 2 3 4 5 6 7 8 9 10 11
Uniit 1 X 0.420 0.730 0.971 0.702 0.570 0.868 0.552 0.705 0.448 0.651 0.597 0.582
ni
y 0.249 0.645 0.557 0.403 0.574 0.662 0.616 0.639 0.769 0.617 0.651 0.586
Uniit 2 X 0.384 0.623 0.594 0.542 0.597 0.569 0.632 0.564 0.528 0.462 0.620 0.591
ni
y 0.562 0.535 0.238 0.132 0.204 0.260 0.307 0.349 0.438 0.672 0.303 0.285
Aj Uniit 3 X 0.330 0.630 0.659 0.554 0.528 0.420 0.632 0.564 0.558 0.550 0.537 0.411
ir ni
Defense y 0.808 0.377 0.418 0.349 0.511 0.744 0.448 0.248 0.273 0.430 0.457 0.588
System . X 0.542 0.560 0.599 0.545 0.505 0.671 0.573 0.554 0.577
Location Unit4 0.223 | 0326 | 0.176 | 0.292 | 0.615 | 0.497 | 0251 | 0.282 | 0.141
) X 0.650 0.528 0.494 0.504
Unit 5
y 0.511 0.511 0.580 0.657
. X 0.630 0.560 0.552 0.518
Unit 6
y 0.327 0.326 0.202 0.408
Unit 1 MR SR SR SR MR SR SR
Air Unit2 MR MR SR SR MR SR MR
Defense Unit 3 SR SR
System SR SR
*
R MR | SR
Unit 6 MR MR
Repair Team Type Normal | Normal

*Types are: Short Range (SR), Medium Range (MR), Long Range (LR) — Not Applicable (NA) is used as a placeholder if < 6 units are chosen.




As described in 3.2.1, the Co-Evolutionary Maximin Optimization Method chooses
the final design configuration using the selection criteria chosen by the system designer.
For the purposes of this comparison, the design criteria used to choose the system
configuration is the system configuration with the most resilience. As shown in Table
5-2, the system configuration from the sixth iteration had the highest resilience (at 0.92)
as is therefore returned by the Co-Evolutionary Maximin Optimization Method as the

Maximin Optimized System.

Table 5-2: Resilience of Maximin System Designs

System | 4 | 5, 3 | 4 5 |6 7 |8 9 10 11
lIteration

Resilience |, o076 738 10,846 0,793 0.685 0.920 0.714 0.560 0.580 (0.640 0.710
Estimate

95?()52?” 0.553 0.735 0.841 0.789 |0.680 |0.917 |0.709 |0.556 |0.575 |0.636 |0.705

95?03r?§er 0.561 0.741 0.850 0.796 |0.690 0.923 0.718 0.564 0.586 0.645 0.714

The system configuration from the Maximin Optimization Method is shown in Figure
5-3. The system configuration is interesting in comparison to Figure 5-1 and Figure 5-2
in that the solution demonstrates significant redundant and overlapping coverages of the

Air Defense Systems — which are typical features of resilient system design.
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Figure 5-3: Maximin Optimization Method Air Defense System Configuration

5.1.3 Comparison of Air Defense System Configurations
Table 5-3 lists the resilience estimate of the different system configurations as well as

the 95% confidence intervals. As is shown, the system resulting from the Maximin
Optimization Method performed significantly better in the optimization of the Air

Defense System vs the other two benchmark configurations.

Table 5-3: Comparison of Benchmarks and Maximin Resilience

System lteration Initial Genetic Algorithm Maximin
Resilience Estimate 0.023 0.644 0.920
95% Lower Bound 0.021 0.640 0.917
95% Upper Bound 0.024 0.650 0.923
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The cumulative distribution of the system configurations based on the response from

the 10,000 Monte Carlo scenarios is shown in Figure 5-4.
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Figure 5-4: CDF of System Success Rate for Benchmark and Maximin System Configurations

The distributions shown in Figure 5-4 make it clear that the system from the Maximin
Optimization Method is significantly better than both the initial system and the genetic
algorithm optimized system.

To demonstrate this further, the difference in the resilience between the genetic

algorithm system configuration and the maximin optimized system configuration is
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shown as a Continuous Distribution Function (CDF) for the 10,000 Monte Carlo scenario

in Figure 5-5.
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Figure 5-5: CDF of the Change in System Success Rate Between Maximin System Design and
Genetic Algorithm

From this CDF, it is clear that for most of the scenarios, the system configuration
from the Maximin Optimization Method performs better than the genetic algorithm
optimized system configuration. System configurations with no change in the system
success rate (the scenarios making up the discontinuity at 0 in Figure 5-5) make up about
15% of the scenarios and had no change in performance. Less than 15% of the 10,000
scenarios reduced the system success rate when using the maximin optimized system. On
the other hand, more than 70% of the Monte Carlo scenarios showed a better system
success rate when using the maximin optimized system. The results from the Monte
Carlo Scenario demonstrate that the Maximin Optimization Method resulted in increased

system performance for the air defense scenario.
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As a final point of comparison, both the benchmarks were compared to the Maximin
Optimization Method system configuration using a 1-sided paired t-test. The null
hypothesis for the paired t-test is that there is no difference between the maximin
optimized system configuration and the benchmark system configurations. In both cases,
the p-value is well below the significance level of 0.01. Both paired t-tests resulted in a p-
value of approximately 0 (as returned by the MATLAB paired t-test). As a result, the null
hypothesis that the Maximin Optimization Method system configuration has the same
performance as the benchmark configurations is rejected and the alternate hypothesis that
the Maximin Optimization Method system configuration has better performance is
accepted.

5.2 Image Classification System Results
The results in this section are from the Nested Maximin Optimization of the Image

Classification System as defined in Section 4.2. The image classifier system’s
optimization process ran for 75 iterations before reaching the maximum number of
iterations in the Bayesian optimization algorithm. The optimization was conducted over
two days in MATLAB on a Windows 10 PC with a GeForce RTX 2080 Super GPU.
Additional computing power would be useful in improving computing performance —
especially for higher complexity image classifiers.

5.2.1 Benchmark Image Classification Configurations
The results from the image classifier system optimization using the Maximin

Optimization Method were compared to eight alternate system configurations. All nine
systems use a ResNet-18 image classifier trained for CIFAR-10 images and fine-tuned
using transfer learning (Figure 4-5). The eight alternate system configurations are listed

below:
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1. FGSM: Utilizing FGSM adversarial training with no JPEG compression, a
learning rate of 5 x 10™%, and an L2 Regularization coefficient of 5 x 1073

2. FGSM & JPEG: Utilizing FGSM adversarial training with JPEG compression, a
learning rate of 5 x 10~*, and an L2 Regularization coefficient of 5 x 1073

3. CW-L2: Utilizing Carlini and Wagner L2 adversarial training with no JPEG
compression, a learning rate of 5 x 1074, and an L2 Regularization coefficient of
5x 1073

4. CW-L2 & JPEG: Utilizing Carlini and Wagner L2 adversarial training with
JPEG compression, a learning rate of 5 x 10™*, and an L2 Regularization
coefficient of 5 x 1073

5. None: No utilization of adversarial training with no JPEG compression, a learning
rate of 5 x 10~%, and an L2 Regularization coefficient of 5 x 1073

6. None & JPEG: No utilization of adversarial training with JPEG compression, a
learning rate of 5 x 10™%, and an L2 Regularization coefficient of 5 x 1073

7. Ensemble: Utilizing Ensemble adversarial training, evenly weighted between
adversarial attacks with no JPEG compression, a learning rate of 5 x 1074, and an
L2 Regularization coefficient of 5 x 1073

8. Ensemble & JPEG: Utilizing Ensemble adversarial training, evenly weighted
between adversarial attacks with JPEG compression, a learning rate of 5 x 1074,
and an L2 Regularization coefficient of 5 x 1073

After training, the benchmark classifiers are compared to each other in terms of their

accuracy, providing an interesting insight into their relative strengths and weaknesses in

the face of certain attacks. This comparison is given in the heatmap in Figure 5-6.
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Figure 5-6: Accuracy of Benchmark Configurations for Attacked Images

All nine system configurations (the eight listed above and the system configuration
created by the Nested Maximin Optimization Method) are compared to each other using
10,000 Monte Carlo simulations. All 10,000 Monte Carlo simulations are created using a
random uniform distribution for the adversary configurations. These are compared in the
next section.

5.2.2 Nested Maximin Optimization Method Image Classifier System Results
The Nested Maximin Optimization Method resulted in an image classifier utilizing a

mixture of adversarial training with the following breakdown of training examples for
fine-tuning from 64.6% of FGSM, 20.1% from L2 Deep Fool, 5.1% from Linf PGD,
1.1% from C&W L2, and 9.2% unaltered images with no JPEG compression. The

learning rate selected is 10~3 with an L2 Regularization coefficient of 4.44 x 1073, The
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training process is shown in Figure 5-7. An aspect of interest is that the validation
accuracy diverges from the training data accuracy, indicating the ResNet-18 has likely
overfit the data (not entirely surprising as the ResNet-18 is a powerful classifier and the
CIFARL10 data is relatively simple although additional steps could be taken to reduce

overfitting).
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The maximin optimized image classifier shows an overall improvement compared to
the benchmark configurations for the basic attacks that the benchmark runs were trained

against in Figure 5-8.

Maximin 0.8558 0.8647 0.8724
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Figure 5-8: Comparison of Maximin Image Classifier Accuracy with Benchmarks

The most similar benchmark to the Nested Maximin Optimization Method system’s
performance is the FGSM benchmark. The Maximin configuration outperforms the
FGSM configuration in all cases except for a minor decrease in performance when
attacked by the FGSM attack. The minor decrease in performance against the FGSM

attack is not surprising as the FGSM benchmark is specifically trained for that case.
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The next most similar benchmark is the Ensemble benchmark which performs
slightly better than the Maximin in all cases except for the FGSM attack for which the
Ensemble defense performed significantly worse (62% vs. 78%). This difference
demonstrates the value of the Maximin approach. Even though the Maximin approach
performs slightly worse for the other attacks, the maximin system configuration is very
consistent in its performance across attacks — maximizing the minimum performance of
the system.

This is reinforced by the comparison of performance from the 10,000 Monte Carlo
runs. The histograms of the accuracy of the Maximin, FGSM, and Ensemble classifiers
used in these 10,000 runs are shown in Figure 5-9. From this comparison, the
significantly wider spread in the Ensemble image classifier’s performance has a
minimum accuracy of 68% compared to the Maximin image classifier’s minimum
accuracy of 78%. The Maximin classifier had statistically similar average accuracy to the
Ensemble image classifier but had significantly more consistent performance (with a p-

value of 0 as given by the MATLAB two sample F-test).
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Figure 5-9: Distribution of Accuracy from Maximin, Ensemble, and FGSM System Configurations

from Monte Carlo Runs

A further comparison of the Maximin and the Ensemble system configurations is

shown as a CDF of the difference between the Maximin and the Ensemble configurations

in Figure 5-10. From the CDF, it is evident that the Monte Carlo runs were split with

approximately half doing better with the Maximin image classifier and approximately

half doing better with the Ensemble classifier. However, the runs that did better with the

Maximin Optimization Method tended to improve by more than the other runs decreased.
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Figure 5-10: CDF of Change in Image Classifier Accuracy from the Ensemble Configuration to the
Maximin Configuration

A final comparison between the performance of the Maximin configuration and the
benchmark system configurations is provided in Figure 5-11. This heatmap shows a
comparison of the average performance (with 95% confidence intervals) of the Maximin
configuration and the benchmark configurations. Of particular interest is that the
Maximin configuration’s average performance is higher than the benchmark
configurations (in all three aspects). While the 95% confidence intervals do not overlap
between the Maximin and the Ensemble configurations, the Tukey comparison does not
show a statistically significant difference in the differences of averages using a one-way

ANOVA (Figure 5-12). The disagreement between the Tukey comparison and the 95%
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confidence intervals is due to the Tukey comparisons more conservative estimate. A
paired t-test between the Maximin and the Ensemble model accuracies resulted in a p-
value of 3 x 10~7 compared to a p-value of 0.63 from the Tukey test. Given the multiple
comparisons being made, the Tukey test is the most relevant, however, the results from
the paired t-test should also be considered, as the primary comparison is between the

Maximin system configuration and the Ensemble system configuration.
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Figure 5-11: Image Classifier Average Accuracy with 95% Confidence Interval
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Figure 5-12: Accuracy Comparison of P-Values from Tukey Test and One-Way ANOVA

Regardless of the differences in the average accuracy there is a significant visual

difference in the distributions of the accuracy between the Maximin and the Ensemble

configurations. If the Maximin image classifier can achieve the same average accuracy as

the Ensemble image classifier, but improve the minimum performance, it provides much

more consistent performance for the required threat space and prevents an adversary from

finding a class of attacks that are particularly effective, reducing overall system

performance when fielded.
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The Nested Maximin Optimization Method used to optimize the Image Classification
System produced a system configuration that — on average — performed the same or better
than the benchmark system configurations. It also had significantly more consistent
performance in the face of multiple adversarial machine learning attacks and never
suffered a large drop in performance like the benchmark configurations.

5.3 Discussion of Results
The results from both the Air Defense System and the Image Classification System

show the value of the Maximin Optimization Method for improving system performance.
Both systems demonstrated improved performance (the Air Defense System in terms of
its resilience and the Image Classifier System in terms of its accuracy) when compared to
reasonable benchmarks for both systems.

The Maximin Optimization Method treats the operating environment and external
actors as adversaries. In the optimization process, the adversary is then tuned to present
the hardest operating environment the system will be required to operate in. There are
two important aspects to this application that are worth emphasizing here. First, because a
maximin optimization process finds the worst-case adversary, it is not necessary to model
the distribution for the operating environments/adversary configurations during the
Maximin Optimization Method (though it may need to be modeled during the evaluation
of the designs, if desired). Second, it is important that the constraints used during the
process accurately represent the actual operating requirements of the system. If the
constraints do not represent the operating constraints of the system, then the worst-case
scenario found in the Maximin Optimization Method may not be an environment the

system is required to operate in resulting in reduced performance.
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The systems chosen to test the Maximin Optimization Method represent complex, but
parameterizable systems. While the point of the demonstrations was not to be a cutting-
edge example in either field, the Maximin Optimization Method demonstrated
considerable improvements over the benchmark configurations intended to represent
current techniques for system optimizations. While the application of the Maximin
Optimization Method is computationally intense, this can be mitigated using High
Performance Computing clusters as both algorithms allow for some parallelizability.
There is a discussion in Section 6.3 about future work which could also improve the
computational performance of the Co-Evolution Maximin Optimization Method.

5.4 Summary of Results
This research presented two Maximin Optimization Methods, a Co-Evolution

Maximin Optimization Method and the Nested Maximin Optimization Method. Both
methods are described in detail in Chapter 4 and their implementation on example
systems is described in Chapter 5.

The first method, the Co-Evolution Maximin Optimization Method allows the
adversary’s configuration to evolve and optimize in concert with the system’s
configuration. This process was tested on an Air Defense System where the methodology
adjusts the system configuration to maximize the system’s performance while adjusting
the adversary configuration (which includes parameters such as the weather) to minimize
the system’s performance. The resulting system’s configuration demonstrated
significantly (p-value of approximately 0 as provided by MATLAB’s paired t-test)
increased performance as measured by resilience.

The Maximin Optimization Method Air Defense System’s performance was

compared to two benchmark system configurations — the initial system configuration
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from the original AnyLogic Air Defense Scenario and a second system configuration
generated using a genetic algorithm. All three system configurations were compared
using 10,000 Monte Carlo simulations and the calculated resilience. The Maximin
Optimization Method Air Defense System’s performance was significantly improved
over both benchmarks.

Similarly, the second method, the Nested Maximin Optimization Method, nests the
optimization of the adversary inside of the optimization of the system’s configuration.
This results in the system configuration being optimized in order to maximize the
minimum performance found by the optimization of the adversary. This process was
tested on an Image Classification System where the system configuration adjusted the
training examples used by the system, utilization of the JPEG defense, and the learning
rate and L2 Regularization coefficient (both parameters used in the training of the image
classifier). The resulting system configuration from the maximin optimization process

demonstrated equal or better average accuracy while reducing variability in performance.

The Nested Maximin Optimization Method Image Classification System’s
performance was compared to eight benchmark system configurations — all typical
configurations of an image classifier. The benchmark configurations are compared to
each other and the Maximin Optimization Method Image Classification System when
faced with the different attacks under consideration. Next, all nine configurations were
compared using 10,000 Monte Carlo simulations and the accuracy of the image
classifiers from the simulations. The accuracies from the Monte Carlo simulations are
compared in a few ways. First, the two most competitive benchmarks, the FGSM and the

Ensemble benchmarks, are compared directly to the Maximin Optimization Method
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Image Classification System using a histogram to compare the distribution of the
accuracy of the system configurations. Next, a one-way ANOVA and Tukey’s honestly
significant difference is used to compare the average accuracies from the different
configurations in the Monte Carlo simulations. This comparison revealed that the
Maximin Optimization Method Image Classification System had the same or better
average performance to the benchmark runs but provided more consistent performance —

with no significant difference in performance between attacks.
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Chapter 6 — Conclusion

This chapter summarizes and discusses the results from the research conducted,
including potential future work topics.

6.1 Discussion of Results
In conclusion, the usage of the game theoretic optimization methods developed and

discussed in this research provided improved performance in the example systems used to
demonstrate the results. The novel Maximin Optimization Methods presented,
demonstrated, and tested here produced significant improvements over benchmark
configurations used for comparison. The techniques used here should be extensible to
most complex systems with a defined operating environment and system model. The
operating time required for the optimization could be a barrier in applying this technique
to a new system but taking care in applying the techniques on the appropriate computing
environment could help mitigate these concerns.

The importance of including the operating environment and other potential
adversarial conditions is vital to ensure consistent performance in the environments the
system is required to perform in. Since a complex operating environment can be a
significant source of the complexity in a system, it is vital to include the variability of the
operating and other potential adversarial components in the design of the system. If these
considerations are not included in the system design the system may not perform reliably
in situations not taken into consideration during the design of the system.

6.2 Conclusions to Research Objectives and Questions
This section discusses the resolution of the research objectives and questions

presented in Section 1.4.
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Research Objective 1: To formulate a novel methodology for maximin

optimization and examine its ability to optimize system configurations.

Research Question 1: Can the Maximin Optimization Method can be
used to optimize a system in terms of appropriate measures of
performance?

Chapter 3 formulates the novel methodology used to implement the Maximin
Optimization Method and produce system configurations using mathematical
programming techniques applicable to most system designs. These designs can utilize
performance metrics that are noisy, nonlinear, or discontinuous which are not unusual for
system design problems. Mathematical programming techniques that can handle these
metrics are a necessary enabler for Maximin Optimization Method to be applied to the

system design problem.

Research Objective 2: To develop a method of implementation for the

Maximin Optimization Method.

Research Question 2: How can the Maximin Optimization Method be
implemented to optimize system design?

The Maximin Optimization Method can be implemented in two ways to optimize
system design as described in both Chapter 3 and Chapter 4. The two implementations
are the Co-Evolutionary Maximin Optimization Method and the Nested Maximin
Optimization Method. Chapter 4 provides a detailed description of how the Co-
Evolutionary and Nested Maximin Optimization Methods are used to optimize system

design.
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Research Objective 3: To compare the system configuration resulting
from the application of the Maximin Optimization Method to an example

system with benchmark system configurations.

Research Question 3: Does the Maximin Optimization Method
produce a system configuration with better performance over that of
techniques that do not consider the full range of operating conditions?

Chapter 4 provides details on how to use the two Maximin Optimization Method
implementations to optimize the system configurations. Chapter 5 describes the results
from executing the implementation on the example system design problems and
compares the maximin optimized system configurations to benchmark configurations
using 10,000 Monte Carlo simulations. Using statistical tests like paired t-tests and one-
way ANOVA, Chapter 5 demonstrated that the system configurations generated by the
Maximin Optimization Method performed better or the same on average as the
benchmark systems while maintaining significantly more consistent performance over the
range of required operating environments.

6.3 Future Work
The research conducted in dissertation has several opportunities for expansion. First,

the Maximin Optimization Method could be applied to other system types. A particular
interest may be in optimizing systems that could utilize more efficient optimization
techniques — such as simulated annealing. Another area of particular interest is to expand
the Co-Evolutionary Maximin Optimization Method to explicitly make use of the genetic
algorithm to optimize both the adversary and the system simultaneously within the same

iteration of the genetic algorithm (instead of alternating between the system and the
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adversary optimization). This technique is of particular interest as it has the potential to
greatly increase the speed of this method and its potential for parallelizability both of
which would increase its usability in different systems. Since genetic algorithms are
extremely flexible in terms of the optimization problems that it can be used to solve, this
could provide an efficient method for finding a Maximin Optimized system configuration
for more systems. Additional work in this area would be to extend other techniques
commonly used within a genetic algorithm, such as elitism, to improve the performance
of the Co-Evolutionary Maximin Optimization Method.

Another approach to improve the Co-Evolutionary Maximin Optimization Method is
to explore a method of reducing how many adversarial configurations are considered (Y").
Techniques from the field of unsupervised machine learning, particularly clustering
techniques, could be useful in this work. Additional work includes exploring the
application of these techniques to reduce the set of adversarial configurations used for the
generation of the system. This would allow for a way to represent the collection of
adversarial configurations without unnecessary computational overhead.

There are similar improvements available for the Nested Maximin Optimization
Method. For example, applying the Nested Maximin Optimization Method on a system
that could implement it with a different mathematical programming technique could be
particularly interesting.

Finally, it would be interesting to continue an exploration of the image classification
system with more attacks to determine whether the Nested Maximin Optimization
Method could be used to improve the resilience of the image classifying system to new

adversarial machine learning attacks. This could be accomplished by utilizing leave-one-
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out validation where one of the attacks is left out of the training and testing of the system
configuration so the left-out attack could be used to gauge the performance of a Maximin
Optimization Method Image Classification System when faced with an attack it has not

been trained against.
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