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Abstract

FLEET: Fine-grained, Lightweight Energy Estimate Tracing
for Microservice Architectures

Modern computing infrastructures account for a significant portion of global energy

consumption. Despite recent developments in energy efficient hardware and increased use

of renewable energy in computing, current predictions indicate that data center energy usage

is growing faster than our hardware-centric efficiency solutions can answer.

Microservice architectures (MSAs) decompose applications into loosely-coupled,

distributed components that interact to provide an overall service. MSAs are widely used

in cloud data centers to achieve business objectives. We believe there is a compelling

need to develop real-time, request level energy awareness in MSAs to decrease data center

energy costs. In this work, we propose FLEET—a lightweight, sidecar-based deployment

for real-time, distributed request level energy tracing. We provide experimental results from

a prototype deployment of our system with promising energy estimates at the container and

request level.
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Chapter 1: Introduction

Modern data centers are extensive computing infrastructures composed of many network

architecture components and, in the case of cloud data centers, tens of thousands of servers.

These data centers which, among other things, are used to host large-scale cloud computing

platforms, account for a significant portion of the world’s energy usage. Estimates indicate

that data centers consume anywhere from 1% to 2.5% of global electricity use [23]. Energy-

efficient hardware and use of renewable energy has helped address these concerns to a

degree. However, Anderson et al. [4] show that the end of Dennard scaling, the slowing

of Moore’s Law, and the expected growth of application demand indicate that energy use

of data centers is growing faster than our hardware-centric efficiency solutions can answer.

Thus, software-centric sustainability approaches have become an important point of interest

in the research community.

Many works propose energy-aware computing policies [2, 49, 95] for optimizing energy

consumption. While these efforts are important, there is a lack of energy monitoring

techniques that can support the implementation of these policies in today’s computing

infrastructures. In recent years, work has primarily focused on coarse-grained energy

consumption measurements at the levels of data centers, applications, and processes [25,

37, 17]. However, the shift towards microservice architectures (MSAs) in multi-tenant

cloud deployments has introduced new challenges in the energy monitoring domain. Data

center level and server level energy monitoring are both insufficient for generating energy

metrics per-client in a cloud infrastructure where servers are partitioned among many tenants.

Likewise, energy measurements at the process or application level fail to fully capture a

client’s energy profile where a single request can be decomposed and handled by many

services on many nodes. To enable energy-aware computation and to incentivize efficient

application design, we believe there is a need for request level energy metrics. In this work,
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we focus on bringing fine-grained energy awareness to MSAs in the multi-tenant cloud

environment.

1.1 Contributions

In this work, we propose FLEET—fine-grained, lightweight, energy estimate tracing

for microservice architectures. We implement a sidecar-based deployment for real-time,

distributed energy tracing in microservice architectures. To our knowledge, we are the first

to implement software energy models at the request level for real-time energy estimate

propagation across microservices. Our contributions1 are summarized as follows:

1. Software energy estimation models for measuring container level and request level

energy consumption, and

2. A novel, sidecar-based system architecture that propagates real-time energy measure-

ments within requests for scheduling, admission control, and posthumous energy

analysis.

The remainder of this thesis is organized as follows: in Chapter 2, we present an overview

of MSAs in multi-tenant cloud deployments, provide insight into understanding energy in

computing, and discuss previous efforts in energy modeling. In Chapter 3, we motivate the

need for request level energy estimates. Next, Chapter 4 describes our energy models and

system design, followed by evaluation of our experimental results in Chapter 5. Finally, we

conclude the thesis and describe future work in Chapter 6.

1A subset of the work presented in this thesis has been submitted to EdgeSys 2023 and is under review [61]
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Chapter 2: Background

2.1 Microservices in Cloud Architectures

Microservices have emerged from service-oriented architectures as today’s predominant

architectural approach, with 81.5% of global companies reporting that they use microser-

vices [81]. The proliferation of microservice deployments in today’s cloud infrastructures

has provided developers with a set of unique advantages and challenges. In this section, we

discuss MSAs and the multi-tenant cloud environment in which they are typically deployed,

as well as distributed tracing and sidecar proxy frameworks that are commonly used in MSA

deployments.

2.1.1 Microservice Architectures

Traditionally, applicationswere built using amonolithic approach. As shown in Figure 2.1,

in monolithic architectures, all the software components of an application, including the

client interface and server side application logic, are developed and deployed as a single unit.

While this approach can simplify development and deployment for smaller applications,

monolithic architectures become difficult to maintain at a larger scale. The lack of modularity

means that development teams cannot work independently of one another, and changing

one component of the application would result in rebuilding and redeploying the entire

application [14].

As shown in Figure 2.2, while monolithic architectures consist of applications deployed

in tightly integrated single units, the microservice model breaks down applications into

many independent units. MSAs partition complex systems into distributed, loosely-coupled

components that communicate with each other to provide a complete application [18].

Microservices are deployed in individual, containerized environments such asKubernetes [55]

or Docker [31]. As such, each microservice can be built and tested independently from
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Figure 2.1: Monolithic Architecture Figure 2.2: Microservice Architecture

the rest of the application code. This allows for variation in programming languages

used from one microservice to the next within the same application, providing increased

flexibility in development. The nature of this architectural style allows teams of developers

to work separately on implementation of services and accelerates time to deployment. The

independence of the distributed components also allows for improved fault isolation and

increased scalability.

MSAs have grown rapidly in use over the traditional monolithic model for their copious

assets. In recent years, we have seen a rise in businesses adopting MSAs, including Netflix,

Amazon, and Uber [70]. Despite their many advantages, MSAs also present new challenges,

including design complexity, a wider attack surface, and inter-service communication

breakdown [46].

In an MSA, a single request can be broken up into many microservice invocations that

individually process their relevant part of the request. For instance, if a client makes a

request in a web application to buy a product, the API gateway routes the request to several

microservices that each handle user authentication, product information retrieval, payment

authorization, etc. before aggregating the responses from each microservice and returning to

the client. While this approach provides many benefits in development and deployment, the
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distributed setting adds complexity to tracing the full energy profile of a request. Additionally,

most public Cloud Service Providers (CSPs) use multi-tenancy models, adding yet another

layer of complexity in gathering fine-grained metrics [38].

2.1.2 Multi-Tenant Cloud

The adoption of cloud data services has become common-place. While cloud computing

has already risen dramatically in popularity over the last decade, the increase in remote

work since the COVID-19 pandemic caused an even greater surge in cloud computing needs.

Today, it is estimated that more than 90% of organizations use public or private cloud

services opposed to on-premise infrastructure [22].

In the multi-tenant cloud, computing resources are shared among multiple clients

while maintaining data isolation. This is a critical feature for public CSPs, who leverage

multi-tenancy to maximize their number of hosted clients while maintaining service level

agreements (SLAs) such as service availability and performance [71]. Multitenancy provides

better efficiency in allocation of resources as well as lower costs to customers, who only pay

for the partition of resources required for their workload rather than an entire server.

Multi-tenancy can also help prevent energy waste from underutilized nodes by consoli-

dating workloads to shared servers. However, these shared environments present challenges

in gathering fine-grained energy measurements. Traditional hardware power meters and

software approaches that model power at the server level [47] are inadequate in this context

because their energy metrics are too coarse-grained. To attribute energy per-request in this

setting, we have to account for the partitioning of these resources. We must first model

energy at the finer granularity of per-service on a shared node. Then, we can estimate the

energy of each request to a service.
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2.1.3 Distributed Tracing

Distributed tracing is a method for tracing requests through distributed software compo-

nents, such as microservices. These traces not only show the flow of individual requests

but also gather helpful metrics, such as latency, for each visited component. Developers

use distributed tracing tools, such as Jaeger [89], Zipkin [98], and OpenTelemetry [90], to

profile performance of services and identify points of failures in their MSA [74]. While

these commonly used tools help visualize trace data to a degree, they tend to have limitations

in functionality and usability due to the complexity of distributed tracing and sheer volume

of data to be collected and analyzed. Research in distributed tracing attempts to address

these limitations. Bento et al. [12] developed automated analysis of tracing data to extract

service metrics, dependency graphs and work-flows for identifying anomalous services.

Pivot Tracing [59] gives users, at runtime, the ability to monitor, group, and filter metrics at

different points in the system, enabling cross-tier analysis across components and machine

boundaries.

In MSAs, a service may break up a request into multiple requests to other services. In

order to form a complete trace for each request, distributed tracing tools assign each request

a unique trace ID. They require that each application propagate this ID in HTTP headers for

related outgoing requests so that the backend can join them together into a single trace [88].

In this work, we leverage the distributed tracing framework to differentiate between requests.

Thus, we make the same reasonable assumption that each application propagates the unique

request ID in outgoing requests so we can attribute energy per request.

2.1.4 Sidecar Design Pattern

In a large-scale MSA deployment, developers may want to implement modules, such as

logging, authentication, and performance monitoring, for all microservices. Rather than

implementing redundant code for each microservice to perform these operations, developers

can leverage the sidecar design pattern to separate these modules from the microservices
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themselves into a sidecar and deploy them alongside all microservices. Sidecars, named after

sidecars attached to motorcycles, are containerized peripheral components to the services

they are deployed alongside. This pattern reduces the complexity of each microservice

as developers can build supporting features and deploy them within sidecars alongside all

services at once [29].

In our work, we leverage the sidecar design pattern to implement our energy models and

embed energy estimates in requests. As such, our implementation can be easily integrated

with existing MSA deployments, requiring no further modification of application code. We

use Envoy [34], an open source service proxy, to develop and deploy these sidecar proxies.

2.2 Measuring Energy

Measuring energy consumption in computing is not trivial. Energy consumption is

dependent on many dynamic factors, such as workload, hardware configuration, voltage

scaling, CPU frequency, etc. The most popular approaches to measuring energy and power

are: 1) measuring at the server level using external power meters, 2) measuring at the system

level with on-chip power sensors, and 3) modeling power in software [36].

Measuring energy in a distributed setting has a unique set of challenges from other

performance metrics. In this section, we discuss the challenges to measuring energy

consumption in computing and further motivate the need for development of fine-grained

energy measurement techniques.

2.2.1 Energy vs. Power

Energy and power are closely related and often used interchangeably by mistake. Energy

represents work and is measured in joules (J) or kilowatt-hours (kWh). Power refers to the

amount of work being doing in a unit of time and is measured in watts (W). Power can

provide helpful insight to a system’s performance, and many software tools [37, 78] opt to

report power consumption. However, energy consumption can be a more helpful parameter
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in analyzing software energy behavior and defining energy objectives for a request [24]. For

instance, knowing the energy that some application, such as a bitcoin transaction or image

processing function, consumes would inform energy-aware computation, such as scheduling

processing to coincide with available renewable energy. In this work, we measure and report

energy consumption rather than power.

Figure 2.3: Percent CPU utilization vs.
Energy Consumed on an Intel E5-2660
v3 (Haswell EP) server running Fibonacci
at increasing throughput

Figure 2.4: Percent CPU utilization vs.
Energy Consumed on an Intel E5-2660
v3 (Haswell EP) server running an image
resize function at increasing throughput

2.2.2 Energy in Computing

Unlike other performance metrics, such as latency or throughput, energy consumption is

dynamic and dependent on many hardware and software factors. A subset of the factors that

impact energy consumption include:

• Idleness of CPUs. Measuring energy consumption of CPUs is challenging because

CPUs are not energy proportional with respect to utilization. While they can typically

achieve high performance per watt when fully utilized, their energy efficiency tends to

drop with low CPU utilizations [11]. We measure this as dynamic range—the range

of power consumption in which a system can maintain high energy efficiency [77].

Ideally, servers would have perfect power proportionality, meaning a server at 10%
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utilization would use 10% of its maximum power. However, as we demonstrate in

Figures 2.3 and 2.4, energy consumption is not linear with respect to CPU utilization.

While power proportionality varies with type of hardware, Meisner et al. [62] claim

that in typical deployments, idle servers consume up to 60% of their peak power

and servers rarely run at full utilization. There have been many efforts to address

this issue by reducing idle energy consumption through dynamic prediction of idle

intervals [33], power gating [5], and optimizations for minimizing idle power and

transition time [62].

• Workload variability. Workloads in cloud data centers are highly dynamic. Vari-

ability in workload, in terms of computational volume and interarrival times, to

large-scale, distributed architectures have a significant impact on overall energy con-

sumption [82]. To counter this, there have been calls [42] for increased workload

variability awareness, in the form of workload prediction and characterization, for

more efficient server provisioning and scheduling. Research efforts, such as the one

by Tang et al. [85], which successfully reduced energy consumption in cloud data

centers through implementation of an energy efficient job scheduling algorithm based

on predicted workloads, demonstrate the need for workload variability awareness in

achieving energy savings.

Predicting workload variability and its impact on energy consumption is especially

critical to infrastructures that have renewable energy sources or limited available

energy. Given accurate forecasts of workload and corresponding energy consumption,

we can implement energy saving policies. For instance, if a developer marks a task,

such as training a neural network, as non-urgent, we can delay their computation to

coincide with a time where workload from other users is low and enough renewable

energy will be available to complete their task.

• Processor Design. Power consumption varies across hardware due to processors with
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different architectures, clock speeds, voltage requirements, etc. Dynamic voltage and

frequency scaling (DVFS) is one of the most popular power management techniques in

processor design. DVFS entails adjusting the frequency and voltage of a CPU based on

workload in order to reduce power consumption while maintaining performance. DVFS

leverages the linear relationship between power consumption and frequency, as well

as the quadratic relationship between power consumption and voltage. Equation 2.1

shows these relationships, where % is power, � is switching capacitance of the logic

circuit, + is operational voltage, and 5 is operational frequency [56].

% = � ∗+2 ∗ 5 (2.1)

During intervals of lower workload, we can reduce operational frequency, meaning we

reduce clock speed, which allows us to operate at lower voltages, thus reducing overall

power consumption. However, when we reduce frequency, tasks take longer to execute.

As workload increases, we must consider the tradeoffs between power consumption

and performance and dynamically adjust frequency and voltage accordingly. Many

efforts [66] have studied these tradeoffs in order to formulate DVFS algorithms,

including Huang et al. [43] who characterized workloads to dynamically adjust

frequency and voltage to achieve higher energy efficiency.

• Software Design. Application level optimizations, such as approximate comput-

ing [40] and compression [83], each impact energy consumption. Additionally,

resource-conscious operating system scheduling and memory management policies

have shown to reduce energy usage [63]. While variability in application design is

yet another factor that makes measuring energy challenging, we believe there is a

substantial amount of promising work to be done in this domain for reducing energy

consumption. Equipped with real-time energy estimates, applications can make

energy-informed decisions in computation.
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2.2.3 Running Average Power Limit

Most modern Intel processors have Running Average Power Limit (RAPL) [52] registers

for monitoring and managing energy consumption. RAPL energy data is exposed via model

specific registers (MSRs) which can be sampled for analysis and aggregation of energy data.

RAPL provides measurements for the following power domains [53]:

• Package. The Package (PKG) domain measures the energy of all cores, integrated

graphics, and uncore components (LLC, memory controller).

• Power Plane 0. The Power Plane 0 (PP0) domain measures the energy of all processor

cores on the socket.

• Power Plane 1. The Power Plane 1 (PP1) domain measures the energy of the

processor’s integrated graphics unit (GPU) if present.

• DRAM. The DRAM domain measures the energy consumption of random access

memory (RAM).

In this work, we leverage the PKG and DRAM measurements from RAPL to build our

energy models. Khan et al. [53] found that RAPL measurements are promisingly accurate

and incur low or negligible overhead. However, the RAPL interface has limitations: 1)

RAPL measurements update approximately every 1ms, limiting granularity, 2) Hackenberg

et al. [54] posit that the lack of timestamps in RAPL updates can lead to errors in sampling

and 3) Hahnel et al. [39] found that RAPL counter updates are not precisely every 1ms,

jittering in the range of +/−50,000 cycles which could lead to inaccurate short-term energy

measurements.

RAPL is a useful tool that we can leverage to build finer-grained energy measurement

techniques at the request level. However, because of RAPL’s limitations in short-term

measurements, the large set of dynamic factors that can impact energy consumption, and the
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complexity of measuring energy of a distributed request, we believe that an energy tracing

solution must be model-based to estimate the energy consumption of a request.

2.3 Related Work

Amyriad of previous efforts have developed energy modelling and monitoring techniques

for measuring energy consumption at various levels. In this section, we discuss those efforts

at the levels of data centers, servers, applications, processes, and requests.

2.3.1 Data Center Energy Modeling

There is an extensive amount of prior work on data center energy consumption model-

ing [26]. Both hardware-centric and software-centric approaches aim to effectively model

energy at the hardware component level [20], server level [48], and overall data center

level [96]. These efforts are useful for understanding the energy costs of large scale computing

platforms, but they do not provide capabilities for attributing energy per-service, per-user,

nor per-request in today’s multi-tenant cloud infrastructures.

2.3.2 Fine-grained Energy Modeling

Several works target the levels of virtual machines [44] and containers [97] for modeling

power or energy. SmartWatts [37] is a software power monitoring tool that estimates power

at the process level, application level, and container level. While their approach provides

real-time power estimates at lower levels, their infrastructure does not implement propagation

of power estimates for power-aware request handling nor power modeling at the request level.

Shen et al. [78] proposed an operating system facility, Power Containers, that accounts

for the energy of all tasks in a multi-core server. While their work is promising and further

demonstrates the need for energy-aware systems, their approach does not generalize well for

feasible implementation in cloud deployments with heterogeneous hardware.
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2.3.3 Request Level Energy Modeling

Anand et al. [3] similarly posit that to counter increasing energy costs of data centers,

we must develop techniques for measuring energy at the end-to-end request level. They

propose an energy-tracking workflow that leverages existing distributed tracing techniques.

The premise of their workflow relies on feeding distributed request traces into a graph neural

network for energy prediction that then update online predictor models running on each

node. Their approach takes into account energy consumed not just for computation but also

for network devices, such as switches and routers, which would require some pre-existing

knowledge on energy consumption of specific network devices and the network infrastructure

configuration. Their proposal is promising but requires implementation for evaluation of

accuracy, efficiency, and feasibility.
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Chapter 3: Motivating Use Cases

Real-time energy estimates at the request level would enable copious use cases. In this

chapter, we discuss a subset of those use cases.

3.1 Energy-aware SLAs

CSPs specify SLAs to customers to guarantee certain performance metrics and service

availability. To support Green Cloud Computing, there have been calls [49, 93] to extend

SLAs to include energy-aware parameters. Request level energy metrics would support the

enforcement and client-side verification of energy-aware SLAs.

The US Energy Act of 2020 [69], along with the EU’s proposed Energy Efficiency

Directive [35], demonstrate global legislative efforts to utilize policy for the study and

assessment of data center energy usage. Energy use characteristics that can be derived

from energy-aware SLAs and a CSP’s ability to meet them can help inform energy-related

policymaking.

3.2 Energy-aware Computation

There have been many efforts in software level optimizations and decision-making to

increase energy efficiency. Works in energy-aware computation include:

• Energy-aware scheduling [10, 13, 65]. These works entail dynamically scheduling

tasks and allocating resources according to workload demand and energy consumption

projections. Minimizing idle intervals is a critical area in energy-aware scheduling to

avoid energy waste.

• Approximate Computing [40]. Approximate computing is a technique that allows

imprecise or approximate results in order to meet a constraint. Typically, approximate
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computing is used in order to meet a low latency demand. However, we can also

leverage approximate computing to reduce energy consumption. For instance, if a

request to a neural network classification service has a defined energy quota, we can

force the request to exit early from the neural network once it has met this quota.

• Power Capping. There have been many works in capping power consumption at the

levels of servers [19] and containers [7]. Future work could investigate power capping

of individual requests to ensure fair energy consumption across users.

3.3 Green Networking

Green networking is defined as the concept of bringing energy-awareness to network

elements. Efforts in green networking include:

• Energy-aware network admission control [68, 80]. Typical network admission

control mechanisms consider the availability of network resources when choosing

to admit, delay, or reject a request. These works, instead, consider available energy

and projected energy usage. We can delay admission of users who are projected to

consume the most energy until there is adequate energy available on intermediate

nodes in its routing path.

• Energy-aware Routing [15]. Green routing algorithms consider predicted energy

consumption of requests and available energy on nodes in order to route and consolidate

flows such that their overall energy usage is minimized. This optimization problem

has also been considered in a game theoretical framework [84] for dynamic energy

aware routing.

Prior efforts in energy-aware computation typically consider energy at the granularity of

data centers or servers, and some assume a computing infrastructure where hardware power

meters report power for every device. Having real-time energy estimates at the request level

would enable more precise, fine-grained energy-aware computation.
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3.4 Incentivizing Efficient Applications

Traditionally, CSPs charge users based on a pay-as-you-go model. These pricing models

are typically based on service invocations and resource utilization [8, 64]. However, there

have been calls [2, 72] to shift towards energy-aware pricing models in order to incentivize

energy-efficient application design and reduce unnecessary energy usage. Per-request,

end-to-end energy measurements would support these energy-aware pricing models. With

propagated energy measurements embedded in each request, end users can posthumously

profile the energy behavior of their requests to identify and improve services that consume

too much energy.

3.5 Predicting Energy Behavior

Gathering end-to-end, distributed request level energy traces enables us to predict the

energy behavior of future requests. These predictions are critical to: 1) enforcing energy

quotas in admission control algorithms, 2) scheduling non-urgent requests to coincide with

available renewable energy, and 3) managing workload and resource availability to adhere to

government or self-imposed energy restrictions.

3.6 Applications in Other Computing Paradigms

In this work, we focus on bringing energy-awareness to microservice cloud architectures.

However, we believe there is a compelling need to enable energy awareness in other

computing patterns, including edge computing and serverless computing.

Energy-aware Edge Computing. Edge computing describes the computing paradigm

in which data processing is deployed at the "edge" of network infrastructures, closest

to connected devices, resulting in lower latency. The emergence of latency-constrained

Internet of Things (IoT) applications and 5G networks have driven the popularization of edge

computing platforms and demonstrated a need for further development of edge computing
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frameworks to meet increased demand [57].

IoT services that require real-time processing, such as healthcare monitoring devices

and autonomous vehicles, have motivated the enabling of computation at the edge. By

pushing computation from the cloud closer to the source of the data, we reduce response

times and bandwidth usage because of the minimized networking latency. With the rapid

proliferation of IoT devices, the edge must be able to support many tenants at a high density

while maintaining latency and security objectives. The edge, however, by nature, is a

finite, resource-constrained environment. Therefore, we must develop and implement smart

resource management policies in scheduling, provisioning and allocation, and admission

control [58].

Aslanpour et al. [6] formally model the energy-aware resource scheduling problem in

Serverless edge computing. They posit that schedulers at the edge—particularly in extreme

edge architectures where nodes are powered by local renewable energy sources—should be

energy-aware to optimize operational availability affected by bottleneck nodes and variability

in available energy.

We believe making the edge energy-aware at the request level is critical not only for

improving performance but also for reducing overall energy costs. With real-time information

about energy consumption per-request, the edge can make runtime decisions in request

handling. There has been prior work in energy-aware edge scheduling [95, 6], function

placement [91], and load balancing [94]. However, these works utilize coarser-grained

energy metrics at the system or application level, with some relying on system-wide energy

metrics from hardware power meters.

Energy-aware Serverless Computing. Serverless computing is yet another compelling

computing paradigm that has gained recent popularity for deployment in cloud architec-

tures [16]. Serverless platforms provide software operation abstractions, meaning developers

only need to upload their code and their CSP will handle provisioning of computing resources,

scaling, monitoring, and maintenance [9]. This computational model, thus, provides instant
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per-request elasticity.

Some estimates [60] indicate that only 50% of energy consumption from data centers

is used for actual computation while the remaining 50% is accounted for by idling servers.

Serverless computing, in which computing resources are automatically scaled up and down

according to workload, offers a solution to idle energy waste.

Serverless functions, often deployed in virtual machines or containers, undergo "cold

starts" when they are provisioned for the first time or restarted after being scaled down to

zero [92]. While incurring cold start costs can impact performance, this automation of

scaling down, migrating, and restarting resources in response to workload can greatly reduce

idle energy waste. Prior works [75, 6] propose sustainable approaches for dynamically

migrating serverless functions to consolidate workloads to servers without overloading them,

thus achieving minimal idle energy costs on otherwise underutilized servers.
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Chapter 4: Design

In this chapter, we describe the design of our software models for container level and

request level energy measurements. We then describe the flow of a request through our

system architecture, inclusive of our deployed models and fleet of sidecars. Our objectives

are as follows:

1. To estimate the energy that a request has consumed at a service in real-time,

2. To embed the energy estimate within each request for use in energy-aware computing,

and

3. To accomplish the above while maintaining MSA deployment compatibility and

minimal overhead.

To achieve these objectives, we first develop software energy models for estimating the

energy that a request has consumed at a service (Section 4.1). We then utilize a fleet of

Envoy [34] proxy containers, referred to as sidecars, to interact with our energy models and

propagate energy estimates within each request (Section 4.2).

4.1 Energy Model Design

To derive our container level energy model, we leverage the fact that most modern

processors expose significant hardware performance counter (HWPC) events for performance

analysis. We utilize the Linux perf [51] tool for gathering HWPC events of services running

in Docker containers. We also use Docker Stats [30] for gathering CPU and memory

utilization statistics of each container. These measurements are used as input features for

predicting "ground truth" Intel RAPL energy estimates. We measure energy consumption

of the RAPL PKG and DRAM power domains, respectively. Due to the high variance in
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energy behavior across types of services, we do not generalize our model to all services and,

rather, choose to deploy an energy model per-service.

To derive our request level energy models from our container level models, we leverage

the request level information that Envoy provides us with—execution time, number of

concurrent requests, and other request header information. For both the container and request

level models, we investigate several ML techniques. In this section, we describe these efforts.

4.1.1 Container Event Correlation

First, we define our input features to our container level energy model. Building on the

findings of Bohra et al. [44] that there tends to be high correlation between instruction cache,

data cache, and DRAM events to energy consumption, we select a large set of container

events to observe and determine events most correlated to energy consumption. For each

function running in a container, we utilized the hey [41] load generator to send increasing

rates of requests to web-based services. Using perf, we observed the following container

level HWPC events:

• CPU−cycles: total number of CPU clock cycles,

• mem−loads: number of memory loads,

• mem−stores: number of memory stores,

• cache−misses: number of times the CPU had to fetch from memory because the

requested data was not in the cache,

• cache−references: number of cache lookups,

• L1−dcache−loads: L1 data cache loads,

• L1−dcache−load−misses: L1 data cache load misses,

• CPU−clk−unhalted.ref−tsc: number of unhalted reference clock cycles,
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• ild−stall.iq−full: number of stall cycles due to the instruction queue being full,

• L1−icache−load−misses: L1 instruction cache misses,

• iTLB−loads: number of instruction translations requested, and

• iTLB−load−misses: number of instruction translation lookaside buffer misses

Using Docker Stats, we observed the following container level events [30]:

• CPU utilization: percentage of the host’s CPU that the container is using,

• Memory usage: percentage of the host’s memory the container is using,

• Memory utilization: total memory the container is using,

• Net I/O: the amount of data the container has received and send over its network

interface, and

• Block I/O: the amount of data the container has written to and read from block devices

on the host

We first built models for predicting RAM and PKG energy separately due to the variance in

degrees of correlation between the HWPC events and the individual energy measurements.

However, we observed that predicting the sum of RAM and PKG energy produced more

accurate results. Therefore, we define an energy measurement as the total RAM energy +

PKG energy.

4.1.2 Container Level Energy Model

In our training phase, we observe container events as our input features and measure

ground truth RAPL energy estimates at increasing rates of requests as our target variable for

three distinct services. We investigate several machine learning (ML) models, including

linear regression, ridge regression, and lasso regression.
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Linear regression models simply predict the target variable as the weighted sum of the

input features, as shown in Equation 4.1 where H is the target variable, V8 is the learned

weight for the given feature, V0 is the intercept, G1...G? are the ? input features, and n is the

error [67].

H = V0 + V1G1 + ...+ V?G? + n (4.1)

To avoid overfitting of data, we investigate two regularization techniques—ridge regres-

sion and lasso regression. These techniques are similar but differ in how they assign penalties

to coefficients. Both techniques use the same base regression equation as linear regression

but have cost functions for assigning penalties to coefficients.

Ridge regression models are typically used for analysis of multicollinearity, which

occurs when input features exhibit correlation among themselves. In ridge regression, we

shrink the coefficients by assigning penalty terms as the sum of the squares of the coefficients.

Essentially, we shrink larger coefficients which can help prevent overfitting [86]. The cost

function for ridge regression is given by Equation 4.2 where _ is the shrinkage parameter:

"8=( | |. − - (V) | |2 +_ | |V | |2) (4.2)

Lasso regression adds a penalty equal to the absolute value of the magnitude of the

coefficient, meaning that some coefficients might be eliminated from the model entirely. In

lasso regression, we select features by shrinking some coefficients down to zero by assigning

penalty terms as the sum of the absolute values of the coefficients [87]. The equation for

lasso regression is given by Equation 4.3 where _ is the shrinkage parameter:

Residual Sum of Squares+_ ∗ sum of the absolute value of the magnitude of coefficients

(4.3)

We use Python’s scikit-learn [76] library to preprocess our data and build each model for

three distinct services. We derive the per-container model, �̂(®G), where ®G is the vector of
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input features. Deriving container level energy models per-service rather than attempting

to generalize a model to fit all functions allows us to account for the high variance in

energy behavior across different types of functions, particularly in memory-intensive versus

CPU-intensive functions.

4.1.3 Request Level Energy Model

Next, we seek to break down the container level energy into fine-grained request level

measurements. In our approach, idle energy is included in the container level models and,

thus, is attributed equally to every request. Other policies could be used to remove idle energy

costs if desired. Existing tools cannot support measurements on a per-request basis, thus we

cannot measure a "ground truth" for comparison, as we did for our container level model.

We must develop our own request level energy models based on request level information

available to the system at run time. A naive model would attribute an equal proportion of the

total energy in a container to each of its concurrent requests. If '̂(®G, 8) denotes the request

level energy of some request 8 and 2A4@ is the number of concurrent requests, Equation 4.4

shows the request level energy estimate according to this naive model.

'̂(®G, 8) = �̂ (®G)
2A4@

(4.4)

This naive approach would be promising if all requests to the container consumed the

same amount of energy. However, individual requests vary greatly in the work they require to

be performed. To account for the relative workload of requests, we can also model a request’s

energy use as a fraction of the total concurrent requests’ execution times. In Equation 4.5

we model the energy of a request 8 with execution time 48 given concurrent requests with

execution times ®4 = (41, 42, ..., 4=).

'̂′(®G, ®4, 8) = �̂ (®G) ∗ 48∑=
9=1 4 9

(4.5)
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Again, this approach is promising for offline measurements, but to implement real-time

request energy estimation, we are constrained by practicality of implementation. We are

limited by the frequency that HWPCs can be sampled. In our case, RAPL registers are only

updated once every ∼ 1ms. When a request is leaving a service, if we were to wait until

the next ∼ 1ms update in order to estimate the request’s energy, we would unreasonably

increase the latency of all requests. If we were to use the container energy estimate from

the prior observation window to calculate the energy usage, we may be arbitrarily unfair to

the current request. For instance, the previous period’s container energy estimate may have

been sampled during a period of higher and more intensive workload. To address this, we

propose a request level energy model that takes as input only the characteristics that we can

gather about a request in real-time with our sidecars, including execution time, requests per

second, and tokenized request header attributes (e.g., the size of data sent in an HTTP POST

or numbers from query strings). An online model could learn about the energy behavior of

types of requests based on URL tokens we can extract from headers that provide insight into

function invocations and size of data to be computed.

To derive this request level energymodel, we gather a training set of requests to a container

at a fixed concurrency but with varying rates of requests per second and header attributes.

We reasonably assume that requests with shared variables of throughput and request header

attributes use energy proportional to their execution time during that measurement interval.

Therefore, we can use Equation 4.5 to act as a ground truth target variable for training our

model.

We investigate several ML models and techniques, including linear regression, gradient

boosting regression, and a sequential neural network with varying hyperparameters to predict

how our request level metrics (execution time, current throughput, and header tokens) relate

to the calculated per-request energy.

Gradient Boosting Regression (GBR) is an ensemble method, meaning many simple

models are combined to produce a stronger predictor model [27]. GBR typically uses
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decision trees as its simple "weaker" models [79]. Each added decision tree attempts to

correct the errors made by the previous tree. GBR, though more computationally expensive

than linear regression, tends to yield more accurate predictions. In hyperparameter tuning

for this model, we consider the number of estimators, the maximum depth, the learning rate,

and the fraction of samples used for fitting individual tree learners [50].

Neural networks are a type of deep learning algorithm that can effectively learn complex

patterns to predict or classify data. Neural networks are composed of many layers—an input

layer, one or more hidden layers, and an output layer—each with nodes, or "neurons", that are

connected to one another. Each node has an associated weight and threshold that activates it.

The weights of each connection are adjusted to achieve the most accurate predictions [45].

We leverage the sequential neural network model, meaning that the data flows sequentially

through each layer of the network until it reaches the output layer [21]. In hyperparameter

tuning for this model, we fix the number of epochs at 50 and tune the number of neurons per

layer and the number of layers.

We use Python’s scikit-learn library to build our linear regression and gradient boosting

regression models. We use Python’s Keras [21] deep learning API to build and evaluate our

neural network.

4.2 FLEET Design

As shown in Figure 4.1, our system implements Envoy sidecars with ingress and egress

proxies to intercept incoming and outgoing requests from services, respectively. They

execute custom HTTP filters for energy estimate propagation within requests. Due to the

flexibility of Envoy, these sidecars can be deployed alongside any container or service

that uses a container orchestrator, such as Kubernetes [55] or Docker Swarm [32], without

modification of existing application code. In this section, we describe the deployment of our

energy models and describe the flow of a request.
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Figure 4.1: FLEET system overview

4.2.1 Request Flow

Ingress Proxy. Ingress proxies intercept incoming requests to a container and record the

unique request ID and timestamp in the sidecar’s request table (step 1 ). Then, the request

is forwarded to the microservice for computation (step 2 ). We make the same assumption

used in distributed tracing frameworks that each application embeds the request ID in any

related outgoing requests. Because the sidecar can view request header energy data, ingress

proxies can also be leveraged to enforce energy-aware policies and checks.

Egress Proxy. Egress proxies intercept outgoing requests from a container, perform a

lookup in the request table, and calculate the request’s execution time (step 3 ). The egress

proxy queries the energy model (step 4 ) with request level attributes, including execution

time, tokenized attributes from the header, and the throughput of the microservice. When it

receives back the request level energy estimate, it embeds the per-container energy usage

within the request’s header and also adds it to the request’s "total energy" field in its header.

We propagate both per-microservice request level energy measurements and total energy

consumed in each request. Microservice level measurements are beneficial for posthumous

energy profiling of services. The aggregated total energy value can be utilized for real-time
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energy-aware computation.

4.2.2 Model Deployment

Our system maintains an energy model for each container running on the server. Our

models assume a prior training phase for each running container on its node. The energy

model samples container level events for every running container on its node at some fixed

interval to periodically update its energy models.

4.3 Sidecar-enforced Energy-aware Policies

Our sidecars can be leveraged to enforce numerous energy-aware policies on incoming

and outgoing requests. As a proof of concept, we implement an energy-aware routing

policy in an ingress sidecar. Based on if an incoming request has reached or exceeded some

threshold of its energy quota, we route the request to a function that consumes less energy, at

the cost of less accuracy. If the request has not yet reached the threshold of its energy quota,

we route the request to the more energy expensive function that provides more accurate

results. With this routing policy example, we mimic energy-aware approximate computing.
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Chapter 5: Evaluation

5.1 Container Level Energy Model

We trained container-level energy models using linear regression, ridge regression, and

lasso regression for each of three services:

• Fibonacci(n): compute Fibonacci of =,

• matrix multiplication(m,n): multiply two random matrices of sizes <G=, and

• image resize(height,width): resize an image to half of its size

Training data was inclusive of varying throughput as well as varying inputs to the functions,

including increased inputs to Fibonacci, varying sizes of matrices, and varying image sizes.

5.1.1 Event Correlation

In our training phase, we first determined the container events most correlated to energy

for each function and used them as input features to our model. The correlation matrix

for Fibonacci is given in Figure 5.1, indicating that CPU-cycles, ild_stall.iq_full, and

CPU utilization are the three most correlated events to energy. The correlation matrix

for matrix multiplication is given in Figure 5.2, indicating that mem-stores, CPU-cycles,

and ild_stall.iq_full are the three most correlated events to energy. The correlation matrix

for image resize is given in Figure 5.3, indicating that CPU-cycles, L1-dcache-loads, and

mem-stores are the three most correlated events to energy.

For all three functions, mem-loads and the number of bytes written to and read from

block devices have no correlation to energy. For Fibonacci, memory utilization also has no

correlation to energy. Therefore, we remove these input features from our models.
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Figure 5.1: Fibonacci Correlation Matrix

5.1.2 Model Results

The mean percent error achieved by each type of model is described in Table 5.1. We

achieved high accuracy using linear regression, and, thus, elect to use this ML mechanism

for our container level energy model. This approach is the simplest and easiest to implement,

reducing our complexity costs in deployment.

As shown in Table 5.2, using linear regression, we achieved mean percent errors of

2.55% for Fibonacci, 2.56% for matrix multiplication and 2.93% for image resize. The '2
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Figure 5.2: Matrix Multiply Correlation Matrix

scores of 0.99 indicate that our models adequately describe the variance in our dataset and

reinforce our decision to model container level power with linear regression. The accuracy

of our container level model predictions can also be seen in Figure 5.4, where our energy

predictions are inline with the ground truth values.
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Function Linear Regression Ridge Regression Lasso Regression
Fibonacci(n) 2.55% 3.25% 4.81%
Matrix Multiplication 2.56% 3.32% 5.40%
Image Resize 2.93% 2.79% 3.23%

Table 5.1: Mean percent error achieved by varying models

Figure 5.3: Image Resize Correlation Matrix

5.2 Request Level Energy Model

As a proof of concept and to determine the learnability of the request level energy model

we described in Section 4.1.3, we train several models, including linear regression, gradient
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Function Mean % Error '2 Score
Fibonacci(n) 2.55% 0.99
Matrix Multiplication 2.56% 0.99
Image Resize 2.93% 0.99

Table 5.2: Container energy linear regression model accuracy per function

Figure 5.4: Container level model energy predictions vs. actual energy measurements

boosting regression, and a neural network for the image resize container. We predict request

level energy for the image resize container that takes as input features the requests per second

for the sampled period, the request’s execution time, and request header attributes. The

image resize dataset consists of 218,985 data points. We train our models on a percentage

of randomly selected points from the dataset and test on the remaining data points, meaning

that we address concerns of overfitting by always testing our models on new, unseen data.

As is common convention for image processing requests, we extract information about

the data to be processed from the request header, in this case, the height and width of the

image. Thus, we are able to extract header attributes that we hypothesize will correlate to

energy consumed as input to our models. A more complex online learning model would

have to be implemented to parse request headers and find correlation between energy and

header attributes.

Linear Regression. First, we investigate linear regression to determine if, like the

container level models, we can achieve high accuracy with this simple ML model. We use a

random 80% of our dataset as training data and test with the remaining 20% of data points.
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Figure 5.5: Per request energy predictions using linear regression

For these training and test samples, we achieve a mean percent error of 24.31%, a mean

absolute prediction error of 0.13 joules, and a '2 score of 0.5. Figure 5.5 shows the actual

and predicted energy for this test set when adjusting the request rate and size of images

reaching the container. The results show that our model does not handle low requests rates

well; we believe this may be because we have not separated out the idle energy consumption

of the system. On the other hand, when throughput rises, our model performs better. If we

only consider the requests when the arrival rate is above 20 requests per second, the mean

percent error is 21.49% with a mean absolute prediction error of only 0.09 joules.

To validate these results and determine whether performance is impacted with varying

sizes of training data, we investigate the accuracy of the model when the training data set

is varied in size. Figure 5.6 shows the average percent error between actual and predicted
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Figure 5.6: Image resize request energy models’ accuracy with varied training dataset sizes

values when we train the model on a varying number of data points, 10% through 95% of

the dataset. We observe that there is little accuracy variation, achieving a mean percent error

of 25.38% when trained on only 10% of the data and a mean percent error of 24.33% when

trained on 95% of the data.

Overall, these initial results are promising. We demonstrate that the features we can

gather about a request in real-time can in fact provide signal as to the energy use of requests.

However, simple linear regression does not provide an adequate level of accuracy. Therefore,

we investigate the performance of other, more complex models.

Gradient Boosting Regression. We use Bayesian optimization [73] to determine the

hyperparameters that produce the most accurate results for our gradient boosting regression

model. We use the same 80% of our dataset as training data and test with the remaining
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Figure 5.7: Per request energy predictions using gradient boosting regression

20% of data points that we used in our linear regression model. For the image resize request

energy model, our best hyperparameters were a learning rate of 0.1, a maximum depth of

10, a subsample of 1.0, and 86 estimators. With these hyperparameters, we achieved a

mean absolute error of 0.0014 joules and a mean percent error of 0.25%. Figure 5.7 shows

the actual and predicted energy for our test set when adjusting the request rate and size of

images reaching the container. Our model performs very well. Especially compared to linear

regression, our predictions are much more inline with the actual energy values.

To validate these results and determine whether performance is impacted with varying

sizes of training data, we investigate the accuracy of the model when the training data set

is varied in size. Figure 5.6 shows the average percent error between actual and predicted

values when we train the model on a varying number of data points, 10% through 95% of
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Figure 5.8: Per request energy predictions using a neural network

the dataset. We observe that there is little accuracy variation, achieving a mean percent error

of 0.37% when trained on only 10% of the data and a mean percent error of 0.24% when

trained on 95% of the data.

Neural Network. We use Bayesian optimization to determine the hyperparameters that

produce the most accurate results for our sequential neural network. We use the same 80% of

our dataset as training data and test with the remaining 20% of data points that we used in our

linear regression model. For the image resize request energy model, our best hyperparameters

were 3 layers and 74 neurons per layer. With these hyperparameters, we achieved a mean

percent error of 2.93% and a mean absolute prediction error of 0.021 joules. Figure 5.8

shows the actual and predicted energy for our test set when adjusting the request rate and
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size of images reaching the container. Our model performs well. Especially compared to

linear regression, our predictions are much more inline with the actual energy values. We do

not achieve the same accuracy as the GBR model. However, using different neural network

models or adjusting the hyperparameters further could lead to higher accuracy.

To validate these results and determine whether performance is impacted with varying

sizes of training data, we investigate the accuracy of the model when the training data set

is varied in size. Figure 5.6 shows the average percent error between actual and predicted

values when we train the model on a varying number of data points, 10% through 95% of

the dataset. We observe that there is little accuracy variation, achieving a mean percent error

of 4.48% when trained on only 10% of the data and a mean percent error of 2.95% when

trained on 95% of the data.

Table 5.3 compares performance of our models. We observe that the more complex

models, gradient boosting regression and neural network, achieve a higher accuracy than

linear regression. Though, their complexity incurs a larger overhead in time to train and

test. Overall, these results demonstrate that it is possible to achieve accurate predictions for

request level energy measurements with known machine learning techniques.

Model Time to Train (sec) Time to Test (sec) Mean Absolute Error (J) Mean % Error
Linear Regression 0.04 0.01 0.13 24.31%
Gradient Boosting
Regression

21.99 0.20 0.0014 0.25%

Neural Network 545.61 2.15 0.021 2.93%

Table 5.3: Image resize request model comparison

5.3 Sidecar Performance

5.3.1 Energy-aware Routing

In order to demonstrate the ingress proxy’s ability to perform energy-aware routing,

we deploy a sidecar that intercepts incoming requests, extracts the "energy_quota" and

"total_energy" fields from the request header, and determines if the request has exceeded
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Figure 5.9: Image classification container energy consumption for varied portions of requests
to the ResNet-152 and EfficientNet-B0 models

a threshold of energy use so far compared to its total energy quota. If the request has

exceeded its threshold, the ingress proxy routes it to a function that is less accurate but more

computationally efficient. Else, it routes it to the more expensive, more accurate function.

Here, we use 70% of its total energy as the threshold. Though, any threshold could be

implemented, including a dynamic container level or server level energy threshold according

to available renewable energy or battery capacity.

We implement an image classification container with two routes, ResNet-152 and

EfficientNet-B0. Both of these routes run the ResNet-152 and EfficientNet-B0 image

classification models, respectively. These Tensorflow [1] models are both convolutional

neural networks (CNNs) trained on the ImageNet database [28]. ResNet-152 is a deeper

model, achieving a higher accuracy at the expense of a higher computational cost. Compared

to ResNet-152, the EfficientNet-B0 model is much shallower, achieving less accuracy,

though it is more computationally efficient. We send 1000 requests, each with a different
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Figure 5.10: Image classification container accuracy for varied portions of requests to the
ResNet-152 and EfficientNet-B0 models

image, through the system at varying proportions of requests that have exceeded their energy

threshold. We use the perf tool to observe the container level energy behavior. Figure 5.9

shows the image classification container energy consumed as we vary the percentage of

requests routed between the ResNet-152 and EfficientNet-B0 models. Figure 5.10 shows the

overall accuracy of the classification container as we vary the percentage of requests routed

between the ResNet-152 and EfficientNet-B0 models. These figures show the tradeoffs

between accuracy and energy consumed as we make decisions about where to route requests.

With this routing example, we demonstrate that our sidecars support energy-aware policies

at the request level.

5.3.2 Overhead

As we leverage the commonly used sidecar design pattern in MSAs, we evaluate our

overhead by comparing our FLEET sidecars with a standard sidecar deployment that
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Logging Sidecars FLEET Sidecars
Fastest Response Time (s) 0.40 0.41
Average Response Time (s) 0.42 0.42
Slowest Response Time (s) 0.64 0.66

Table 5.4: FLEET system overhead: RESNET 152 Image Classification

performs simple logging. First, we send 1000 requests to the ResNet-152 route of our image

classification container deployed alongside ingress and egress sidecar proxies that intercept

requests and do simple logging. Next, we send 1000 requests to the image classification

container deployed alongside our FLEET sidecars. Our ingress proxy intercepts the request,

records the timestamp, and routes the request to either the ResNet-152 model or the

EfficientNet-B0 model based on whether the request has exceeded some threshold of its

energy quota. The egress sidecar intercepts outgoing requests, queries the request level

gradient boosting regression energy model, and adds the energy estimate to the request.

For purposes of comparison, we send requests that are below their energy quota threshold,

so they are all routed to the more expensive ResNet-152 model. As shown in Table 5.4,

our system adds at most 3% overhead in MSAs where there already exists a sidecar design

pattern.
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Chapter 6: Conclusion and Future Work

Modern computing accounts for a significant portion of the world’s energy consumption.

As developers, we must assume responsibility for reducing the environmental impacts caused

by the technologies we create. Our work aims to provide support for energy efficient software

design and energy-aware computing policies.

In this thesis, we present an approach for obtaining real-time estimates of energy use

at the container level and at the level of individual requests. By bringing fine-grained

energy-awareness to MSAs, we can facilitate a myriad of advancements in energy efficiency:

developers can better understand and account for energy consumption patterns, government-

imposed energy quotas can be enforced and validated, and real-time, request level decision-

making can be energy-informed. Overall, we provide support for future work in reducing

energy consumption in computing.

6.1 Future Work

There are many future directions of research that stem from this work, including:

1. Large-scale deployment capabilities. Further evaluation of the behavior of FLEET

in large-scale MSAs is needed in order to better assess overhead and impact on energy

savings at a large-scale.

2. Development of an online learning model for request header tokenization. In our

evaluation of the request level model, we used expected attributes from the request

header—image height and width—to make our predictions. A more complex online

learning model could be used to parse request headers and learn the relevant tokens

for predicting a particular function’s energy usage.

3. Implementation of energy-aware policies in sidecars. We implemented a simple
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energy-aware routing policy for an image classification service. There are numerous

energy-aware scheduling, admission control, and approximate computing policies that

could be implemented in the sidecars.

4. Investigation of other design patterns. We chose to leverage the commonly used

sidecar design pattern. While this approach guarantees ease of deployment for existing

MSAs, there are other design patterns, such as modifying application code or using

network function virtualization, that require further investigation for analysis of

tradeoffs and use cases.

5. Implementation in other computing paradigms. We chose to bring energy-

awareness to MSAs. We believe that other computing paradigms, such as edge

computing and serverless computing, would also benefit from real-time energy

estimates.
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