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Abstract

Non-Parameterized Sentence Embeddings

The field of Natural Language Processing (NLP) has progressed rapidly in recent years
due to the evolution of deep neural models and their constituent, word embeddings. While
word embeddings are often used as a primary component, the ultimate goal of any NLP
system is to capture the underlying linguistic characteristics of word sequences, including
phrases, sentences, or paragraphs, that are ideal for an end task. To generate these kinds
of embeddings, most NLP models rely on a mathematical operation, such as averaging or
other pooling mechanisms, over smaller units such as words, morphemes, or even characters.
However, these representations tend to be task-specific and typically perform poorly when
transferred to other tasks. Consequently, different models have been proposed to generate
general-purpose sentence embeddings to be used in a pretraining kind of protocol. The
most notable differences between these models are the efficiency and performance trade-
offs. However, to date, most proposed embedding models suffer from indifference toward
underlying syntactic and semantic characteristics of the text.

To this end, in this dissertation, we develop an efficient sentence embedding model
that is capable of capturing both syntactic and semantic properties. First, we use Discrete
Cosine Transform (DCT) to compress word sequences in an order-preserving manner. The
lower-order DCT coefficients represent the overall feature patterns in sentences, which
result in suitable embeddings for tasks that could benefit from syntactic features. Our
results in semantic probing tasks demonstrate that DCT embeddings indeed preserve more
syntactic information compared with most commonly used approach, vector averaging.
With practically equivalent complexity, the DCT model yields better overall performance in
downstream classification tasks that correlate with syntactic features. This illustrates the
capacity of DCT to preserve word-order information.

We further validate the efficiency of our DCT embedding in multi- and cross-lingual
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settings. Specifically, we investigate the generality of the representations across different
languages that exhibit different linguistic properties as a language-independent model and a
cross-lingual model. We empirically show that the performance of the DCT embeddings
i1s comparable across different languages for all examined tasks. Moreover, in the cross-
lingual setting, DCT embeddings resulted in superior performance in sentence translation
retrieval compared to the other state-of-the-art models across all language pairs. These
results reaffirmed the power of the structural properties encoded on the lower-order DCT
coefficients which are used to generate the final fixed-length sentence

A major weakness of DCT, however, is loss of linguistic information, e.g. "man bitten
by dog" embeddings rendered from the lower-order DCT coefficients are more similar
to "man bites dog" embeddings than the semantically similar example "dog bites man".
To address this deficiency, we propose to explicitly model linguistic information in the
DCT framework using a block based representation protocol. The blocks reflect various
levels of linguistic representation such as ngram chunk, syntactic dependencies and shallow
semantic representations. Overall, our results show that augmenting the DCT encoding with
Block-based representations improves performance relative to the vanilla baseline (sentence

only encoding) for both probing and downstream classification tasks.
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Chapter 1:  Introduction

Word embedding models are popular due to their ability to efficiently encode statistical,
semantic, and syntactic properties of words, which entails capturing the variant relationships
among words. For example, finding the capital of France, based on the relationship between
Japan and Tokyo, can be identified through simple arithmetic operations between the given
words vectors (Mikolov et al., 2013). The impressive results of such models led to more
efforts in developing richer representations. While word embeddings have been rapidly
advancing state-of-the-art performance in NLP systems, they are only a small piece in the
process of understanding human languages.

Compositionality is a way of representing the full meaning of longer pieces of text (i.e.,
phrases, sentences, or paragraphs). As one of the most important aspects of understand-
ing human language, the vast majority of NLP system pipelines require a way to model
compositionality as a way to encode a sentence into a fixed-length vector (i.e., sentence
embeddings). Unlike word embeddings, where individual word properties are encoded into
a vector, sentence embeddings encode linguistic properties from all the words and their
relations in a sentence into a fixed-length vector. Sentence embeddings can be used for
various linguistic purposes such as predicting the relationship between sentence pairs and
interpreting explicit or implicit values of a sentence. For example, sentiment classification,
where the task is to determine whether a statement is negative or positive, is among the many
tasks that operate at the sentence level and often desire a fixed-length sentence embeddings.
Relying only on the representation of individual words in the statement may lead to a wrong
interpretation of its sentiment.

Driven by the demand for a sentence embedding model that retains informative syntactic
and semantic cues, a number of competing encoding models have emerged. On the one

hand, the average of word embeddings is the simplest and fastest baseline to form sentence



embeddings as it relies only on pre-trained word embeddings. Thus, it is an efficient
compositionality operation that leads to good performance. In fact, more complex models
struggle to compete with averaging. An example of this is deep neural models, as illustrated
across several classification tasks: topic categorization, semantic textual similarity, and
sentiment classification (Aldarmaki and Diab, 2018). A major weakness of averaging,
however, is the loss of syntactic structure information, e.g. “dog bites man" is deemed
equivalent to “man bites dog".

On the other hand, sequential neural sentence encoders like Skip-thought (Kiros et al.,
2015) and InferSent (Conneau et al., 2017a), can potentially encode rich semantic and syn-
tactic features from the sentence structures. However, for practical applications, sequential
models are rather cumbersome and inefficient and the gains in performance are typically
mediocre compared with vector averaging (Aldarmaki and Diab, 2018). In addition, the
more complex models typically lack generalization to out-of-domain data (Wieting et al.,
2015).

FastSent encoder (Hill et al., 2016) is an unsupervised alternative approach with lower
computational cost, but similar to vector averaging, it disregards word order. Tensor-based
composition, another sentence encoder, can effectively capture word order, but current
approaches rely on restricted grammatical constructs, such as transitive phrases, and cannot
be easily extended to variable-length sequences of arbitrary structures (Milajevs et al.,
2014). Therefore, despite its obvious disregard for structural properties, the efficiency
and reasonable performance of vector averaging makes it more suitable for practical text
classification.

Despite the potential capacity of deep neural models, (convolutional, recursive, or
recurrent), in encoding semantic and syntactic features from sentences, these models are
heavily parameterized and typically require a large computation capacity power. Thus,
deep neural models are inefficient for practical applications. Most recently, a number

of computationally-efficient, non-parameterized sentence embedding models have been



proposed to address the limitations of deep sentence encoders, such as the SIF, p-means,
GEM, and EigenSent models (Riicklé et al., 2018; Yang et al., 2019b; Kayal and Tsatsaronis,
2019). The main objective of non-parameterized sentence embedding models, which mostly
rely on pre-trained word embeddings, is to minimize the reliance on deep neural models
while reducing the performance gap.

In this dissertation, we develop a non-parameterized model that makes use of Discrete
Cosine Transform (DCT) as a simple and efficient way to model word order and structure
in sentences while maintaining practical efficiency in Chapter 3. DCT is a widely-used
technique in digital signal processing applications such as image compression (Watson,
1994) as well as speech recognition (Huang and Zhao, 2000). To the best of our knowledge,
this is the first successful NLP application of DCT specifically for sentence embeddings.!

The main contributions of this dissertation can be summarized as follows:

e We develop an efficient parameter-free sentence embedding model based on Discrete
Cosine Transformation (DCT). The developed model aims to capture sentence’s
structural information from the low-order DCT coefficients along with the semantic
information preserved in the first DCT coefficient. Thus, efficiently compresses

variable-length sentences into fixed-length vectors;

e We evaluate the developed model based on a range of various probing as well as
downstream NLP benchmarks. We demonstrate that our model successfully retains

sentence structural properties and generally performs well across different tasks;

e We also investigate the efficacy of using different linguistic priors to guide the DCT

embeddings model to generate richer representation;

e We further explore the universality of our proposed DCT embeddings model across

different languages in multi- and cross-lingual settings;

n parallel with our work at time of publication, and in contrast to our implementation, DCT has been
used in (Kayal and Tsatsaronis, 2019) for sentence embeddings. However, the DCT implementation in (Kayal
and Tsatsaronis, 2019) performed relatively poorly compared to our implementation.



e We empirically demonstrate that our model is a language independent model that can

be used for cross-lingual mapping.

This dissertation outlines the feasibility and applicability of our proposed DCT embed-
dings model across the larger genre of NLP sentence embeddings applications. In Chapter 2,
we survey the related literature in sentence embedding models. In addition, we also provide
a brief overview of discrete cosine transformation (DCT) in the signal processing domain.
We also highlight how our contributions relate to the existing literature in both the NLP
and signal processing domains, to the best of our knowledge. In Chapter 3, we present
a detailed description of our DCT embedding model along with evaluation and analysis
of the results. In Chapter 4, we investigate the applicability of DCT-based embedding
across different languages in multi- and cross-lingual settings. We further demonstrate
the particular effectiveness of DCT embeddings in sentence-level cross-lingual mapping
in comparison to the commonly-used vector averaging model. In Chapter 5, we describe
and evaluate our syntactic-guided DCT embedding that explicit encodes different levels of
linguistic granularity. In Chapter 4 and Chapter 5, we provide a brief overview of related
studies and how they are connected to our work. Finally, in Chapter 6, we summarize the

main finding of this dissertation, research contributions, and the future research direction.



Chapter 2:  Literature Review

1 Sentence Embedding Models

Modern NLP systems rely on word embeddings as input units to encode the statistical,
semantic, and syntactic properties of words, ranging from standard context-independent
embeddings such as word2vec and Glove, to contextualized embeddings such as ELMo
and BERT (Mikolov et al., 2013; Pennington et al., 2014; Peters et al., 2018; Devlin et al.,
2019). However, most applications operate at the phrase or sentence level. This specifi-
cation compels NLP researchers to devise sentence representation models. These models
can be grouped to two main categories based on their underlying training requirements:
parameterized sentence encoders and non-parameterized sentence encoders.

The parametrized models typically rely on the optimization of a large number of pa-
rameters during the training process. This approach can be further classified based on the
training objective used to build the model into unsupervised and supervised models. While
the unsupervised models learn the sentence-level representation through a large unlabeled
corpus, the supervised models learn the sentence-level representation using a task-specific
objective such as sentence classification.

From another perspective, parametrized models can be divided based on the type of
the learned representation into uncontextualized (a.k.a context-free) and contextualized
models. Unlike the uncontextualized models, contextualized models are trained to capture
the context in the final representation. Most of the earlier established works in the sentence
embeddings domain are based on unsupervised and supervised context-free representations.
Apart from these methods, there has been a substantial amount of research to generate
sentence representations based on contextualized language models such as ELMo (Peters
et al., 2018) and BERT (Devlin et al., 2019). Recently, this line of research has received

significant attention as it yields promising results in a wide variety of NLP tasks.



Although parametrized models have promising capacity to learn linguistic properties,
they are inefficient for practical applications because they require a lot of computational
power. Driven by the demands for fast and efficient alternatives to the heavily parameterized
models, a number of non-parameterized models have been proposed. The non-parameterized
models make use of pre-trained word embeddings with simple mathematical heuristic to
render sentence representations. Additionally, the non-parameterized models require no
further training, thus, the reliance on parameterized deep neural models diminish.

This section provides a background review of different sentence encoder models. Specif-
ically, we delve into four main types of sentence embedding models: parameterized-context-
free models including 1) unsupervised sentence representations and 2) supervised sentence
representations, 3) contextualized sentence representations, and 4) non-parameterized sen-
tence representations. In addition to the sentence embedding models, we subsequently give
a brief overview the discrete cosine transformation (DCT) in the signal processing domain in
Section 2, which form the foundation of the non-parameterized sentence encoder technique

proposed in this dissertation.

1.1 Unsupervised Sentence Representations

Modeling words through distributed representations, in which words are encoded as
continuous-dense vectors, are an efficient alternative to the traditional high-dimensional
sparse bag-of-words approaches (Mikolov et al., 2013). Generally, a massive corpora is
leveraged to generate the distributed continuous-dense word vectors using unsupervised
models. These unsupervised methods, such as word2vec (Mikolov et al., 2013) and Glove
(Pennington et al., 2014), have shown that low-dimensional vectors encode useful semantic
information from words. Hence, generating a sentence embedding extends this analog to
learn similar representations for sentences or sequences of words from large unlabeled data.
Such unsupervised models depend only on the order of the sentences in the unlabeled data.

Hence, sentence order is used as a kind of weak supervision based on the assumption that



predicting the surroundings sentences of a given sentence lead to better sentence embeddings,
which is an extension of the word-level distributional hypo dissertation (Harris, 1954).

Unsupervised models can be grouped into generative and discriminative models based
on the training objective. In the generative setting, given a sentence .S;, the model is trained
to predict the neighboring sentences (S; — 1,S; + 1), which represent the previous and
the next sentences, respectively. The first proposed model, Skip-Thought vectors, relies
on a recurrent neural encoder-decoder architecture to predict the surrounding sentences
(Kiros et al., 2015). While the recurrent encoding-decoding process in Skip-Thought
preserves word order, it is computationally expensive during training and inference time.
To remedy this inefficiency, Hill et al. (2016) developed FastSent with the same training
objective to predict the surrounding sentences. Specifically, as reported in Hill et al. (2016),
while training Skip-Thought took two weeks, training FastSent took only two hours. This
efficiency in FastSent is achieved by simply representing the sentences as a Bag-of-Words
(BoW), which sacrifices word-order for lower computational complexity. Thus, FastSent
is more efficient, but better performance is achieved using Skip-Thought in some sentence
classification tasks such as paraphrase identification and sentiment (Hill et al., 2016).

Comparably, Siamese C-BOW is also trained to predict neighboring sentences to learn
sentence vectors (Kenter et al., 2016). However, it learns the Bag-of-Words (BoW) em-
beddings by utilizing a Siamese neural network to predict the adjacent sentences. The
reported comparison in Kenter et al. (2016) shows that while Siamese C-BOW outperforms
Skip-Thought on most of the evaluation tasks, there is no clear leader among Siamese
C-BOW and FastSent, as each one of them outperforms the other on half of the evaluation
sets.

Sent2vec is another unsupervised learning method for sentence embedding. However, it
learns sentence representation by simultaneously training uni-grams along with n-grams
that are presented in the sentence (Pagliardini et al., 2018). As reported in Pagliardini

et al. (2018), while Skip-Thought outperforms Sent2vec, better performance is achieved



by Sent2vec compared to other unsupervised methods on downstream classification tasks.
On the other hand, for similarity tasks, Sent2Vec achieved state-of-the-art performance
compared to all the unsupervised models including Skip-Thought, FastSent, and the Siamese
C-BOW. Moreover, the computational complexity of Sent2vec is only O(1) during training
and inference, thus, it is much more efficient compared to the other unsupervised methods
(Pagliardini et al., 2018).

Alternatively, discriminative models leverage a classification task objective based on the
problem of predicting the surrounding sentences. This is more efficient than the generative
model because the decoder is replaced by a classifier in order to predict neighboring
sentences from a set of candidates. For example, Quick-Thought (Logeswaran and Lee,
2018) is an unsupervised method with a classification objective that utilizes a classifier to
learn a sentence vector. Quick-Thought, which builds upon Skip-Thought, uses a recurrent
encoder and replaces the decoder component with a classifier. Quick-Thought is more
efficient than Skip-Thought with an order of magnitude less training time. On the other hand,
FastSent is more computationally efficient, with only two hours of training time compared to
the one day required to train Quick-Thought. However, the Quick-Thought model captures

better representations than FastSent (Logeswaran and Lee, 2018).

1.2 Supervised Sentence Representations

While the unsupervised sentence encoder captures the general linguistic information
from large unlabeled training data, there are also supervised models that are based on specific
training objective. These supervised sentence models generate embeddings that contain
more domain-specific information, based on their training objective.

In 2017, Conneau et al. (2017a) proposed the first supervised sentence model, known as
InferSent. InferSent adopted a Siamese bidirectional Long Short-Term Memory (LSTM)
with a max-pooling architecture as the sentence encoder. Despite being trained to only detect

inference between a pair of texts, the resulting sentence encoder performs well on other



tasks and significantly outperforms unsupervised encoders. The findings of Conneau et al.
(2017a) have shifted researchers’ attention from the unsupervised paradigm of sentence
encoder toward developing supervised models.

Using the same training objective, a lightweight version of InferSent called InferLite
addresses the run-time overhead of the recurrent layers in InferSent with comparable
performance. In particular, InferLite eliminates recurrent layers and utilizes a lightweight
encoder that relies on a collection of pre-trained word embeddings. A gated controller is
used to decide how to weight each word representation and the final sentence embedding is
obtained by max pooling (Kiros and Chan, 2018).

The Multi-Task Learning (MTL) framework, a family of neural models, combines
multiple tasks with different learning objectives rather than a single task-specific objective.
For example, the Universal Sentence Encoder (USE) combines varieties of unsupervised
large corpora with supervised language inference data (Cer et al., 2018). Instead of relying
on recurrent neural networks to produce sentence embeddings, USE has two models with
two different encoders. The first encoder is trained with Transformer architecture, which is
powerful but computationally expensive (Vaswani et al., 2017). The second encoder relies
on the Deep Averaging Network (DAN) as an efficient alternative to the first model, with a
minor drop in accuracy (Iyyer et al., 2015).

Similarly, to learn general purpose sentence vectors, the GenSen approach presented in
(Subramanian et al., 2018) utilizes a MTL framework based on an encoder-decoder model.
The GenSen framework leverages multiple weakly-related tasks that share a recurrent
sentence encoder layer, which is used to generate the sentence embedding. Encapsulating
multi-lingual neural machine translation, constituency parsing, Skip-Thought vectors, and
natural language inference tasks, GenSen has shown competitive results compared to other

task-specific models such as Infersent (Subramanian et al., 2018; Wang et al., 2018).



1.3 Contextualized Sentence Representation

Unlike the conventional language model designed to learn shallow word or sentence
embeddings, contextualized language models are designed to learn word representations as a
function of the entire input sentence (Peters et al., 2018; Devlin et al., 2019). On a diverse set
of downstream NLP tasks, state-of-the-art results have been achieved using contextualized
representations instead of the traditional context-free representations (Peters et al., 2018;
Devlin et al., 2019). For example, Embeddings from Language Models (ELMo) presented in
Peters et al. (2018), one of the earlier contextualized embedding models. ELMo utilizes a bi-
directional LSTM to train language model in a large corpus. Typically, a BOW-ELMo style
sentence embedding is generated by averaging the word-level representation from all internal
layers of the bi-directional LSTM. BOW-ELMo style embeddings dramatically outperform
the BOW representation extracted from traditional embeddings such as Word2vec, GloVe,
and FastText (Peters et al., 2018; Si et al., 2019). Hence, for better representation, the
pre-trained word embeddings can be replaced by the richer contextualized vectors of ELMo.
However, ELMo is inefficient compared to the conventional pre-trained embeddings in terms
of the required computational cost.

The encoder-decoder architecture for most of the language models, including ELMo, is
based on complex recurrent or convolutional neural networks. Although these models are
known for their competitive performance, the sequential computation remains a fundamental
bottleneck in the model’s efficiency (Wang et al., 2020). To address this computational
complexity, Vaswani et al. (2017) proposed Transformer architecture, which utilizes a multi-
headed attention mechanism as the main building block for the model’s encoder-decoder.
Unlike the sequential processing of recurrent-based models, the attention operations in the
Transformer allow for parallel and independent processing of the input, which results in
less training time and more efficiency. As a result, Transformer-based models, a family of
current state-of-the-art pre-trained language models based on the Transformer architecture,

have dominated a wide area of natural language processing tasks (Si et al., 2019; Yang et al.,
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2019a; Dai et al., 2019). While the Transformer is a constituent part on these models, the Bi-
directional Encoder Representations from Transformers (BERT) model proposed by Si et al.
(2019) is the main breakthrough in the area of pre-trained contextualized representations.
Typically, this framework includes two steps: first a deep neural model is trained on a large
unlabeled text, then the pre-trained model is fine-tuned with all its parameters to create
task-specific representation. Although there has been a tremendous amount of research
inspired by BERT that builds on the Transformer model, such as Transformer-XL, GPT-2,
RoBERTa, ALBERT, and XLNet, there are few studies that leverage pre-trained BERT
specifically for sentence embeddings such as Sentence-BERT (SBERT) and SBERT-WK
(Dai et al., 2019; Radford et al.; Liu et al., 2019b; Lan et al., 2019; Yang et al., 2019a;
Reimers and Gurevych, 2019; Wang and Kuo, 2020).

The three common methods for extracting sentence embeddings from the pre-trained
BERT are the use of a CLS token, SEP token, or the average of the word’s embeddings
from the last layer (Si et al., 2019; Wang and Kuo, 2020; May et al., 2019; Alberti et al.,
2019). However, as shown by Reimers and Gurevych (2019), these methods are not optimal
for learning a sentence representation for the textual similarity task, in which BOW-based
GloVe embeddings significantly outperform BERT. To address this limitation, Reimers and
Gurevych (2019) presented SBERT, a sentence model that fine-tunes a pre-trained BERT
by utilizing the Siamese and triplet networks (Schroff et al., 2015). Thus, embeddings for
a pair of sentences, computed using the MEAN-strategy,' are obtained independently by
passing them through two networks that have tied weights. The SBERT then fine-tunes the
model using the textual inference data with a 3-way classification objective for one epoch.
This results represent an incremental improvement compared to the out-of-the-box BERT.
Similarly, SBERT-WK utilizes a pre-trained BERT to generate a sentence embedding. In
contrast to the previous model, SBERT-WK combined information from various BERT

layers through a geometric analysis of the layer-wise space. More specifically, several

! Reimers and Gurevych (2019) experimented with different pooling strategies including CLS-token,
MAX, and MEAN pooling and the best results were obtained using the Mean pooling.
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hand-crafted measurements are used as post-processing step to determines word weights
according to the subspace analysis (Wang and Kuo, 2020). As opposed to SBERT, SBERT-
WK requires no further training, yet it achieved good performance compared to SBERT
(Wang and Kuo, 2020).

Despite the success of contextualized-based models, their computational efficiency
remains an ongoing challenge. Specifically, extracting sentence embeddings to be used as
features for an end task is computationally expensive and generally does not work well
without fine-tuning, which adds an additional overhead to the computational cost. Although
there have been a number of studies that address the computational complexity of BERT,
their solutions are still bounded by the availability of sufficient computation capacity power
(eg. V100 GPU) (Wang et al., 2020). To address this challenge, non-parameterized sentence
encoder focus on developing models that are computationally efficient and are also able to

reduce the performance gap.

1.4 Non-parameterized Sentence Representations

The unsupervised and supervised approaches for sentence encoders that have been pro-
posed are based on heavily-parameterized neural models. Hence, they are inefficient during
training and during inference time. To the contrary, sentence embeddings which employ
a simple averaging mechanism based solely on pre-trained word embeddings—the BoW
method—have been proven to perform reasonably well without the overhead computations
of sophisticated neural models (Arora et al., 2016). Given the superiority of results yielded
by averaging, alternative parameter-free, fast, and high-quality sentence encoders that rely
on pre-trained word embeddings and also require no further training are garnering more
interest.

Arora et al. (2017) proposed a non-parameterized model, the Smooth Inverse Frequencies
(SIF) model, which is a simple weighted sentence encoder. Conceptually, SIF weighting

scheme is highly similar to the TF-IDF weighting scheme (commonly used for document
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retrieval) (Jones, 1972). However, the SIF model does not adjust the weight of more
frequent words, as sentences typically contain fewer repetitive words compared to documents.
Specifically, the SIF encoder computes sentence embeddings as the weighted sum of pre-
trained word embeddings. The weighted sum is then modified by removing the first principal
component from the final sentence’s representation. Ethayarajh (2018) improved the SIF
model presented in Arora et al. (2017) by proposing uSIF, which was designed to overcome
the confounding effect of vector length of the SIF on sentence embeddings. In uSIF, the
probability of word generation is taken as inversely related to the angular distance between
the word and sentence embeddings.

The power means (p-means) described in (Riicklé et al., 2018) is an additional non-
parameterized method that leverages a concatenation of different pre-trained word em-
beddings as sentence representation, which uses the power means for mean computation.
Recently, Geometric Embedding (GEM) has been proposed as another parameter-free sen-
tence encoder based entirely on the geometric structure of word embeddings space (Yang
et al., 2019b). The GEM sentence embeddings encapsulate information from both the
sentence and corpus levels.

Aside from these approaches, Kayal and Tsatsaronis (2019) explored spectral methods
of signal representation and summarization as mechanisms for generating sentence em-
beddings. Specifically, they propose EigenSent, which uses Higher-Order Dynamic Mode
Decomposition (HODMD) (Le Clainche and Vega, 2017) to construct sentence embeddings.
These embeddings summarize the transition dynamic properties of words in a sentence.

In this research, we build on this latter line of work, focusing on non-parameterized
sentence embedding models. Methodologically, our work is most similar to EigenSent, as
we borrow a mechanism from the signal processing domains and apply it to pre-trained
word embeddings to generate sentence embeddings. More concretely, we propose the use of
the discrete cosine transform as a way to compress information from different words in a

sentence to render fixed-length sentence representation.
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2 Discrete Cosine Transform

The Discrete Cosine Transform (DCT) was developed in 1974 by Ahmed et al. (1974).
It is a well-known technique in the signal processing domain. In this section, we will shed
light on and discuss some of the works that utilize DCT in the signal processing domain.

DCT is widely used for signal compression, a technique that plays a critical role in the
transmission and storage of signal data (such as image, audio, and video) as digital informa-
tion, where uncompressed data requires a sizable storage capacity and high transmission
bandwidth (Telagarapu et al., 2011). It is one of the most popular and efficient technique
for data compression, due to its fine properties. The main advantage of DCT is its ability
to transform information from the space or time domain to the frequency domain, which
is more compact, efficient, and suitable for further processing (Agostini et al., 2001). Be-
sides these properties, another principle advantage of DCT is the separability of calculating
multidimensional data. For image compression, which is an example of a two-dimensional
signal, a 2D-DCT is computed by dividing the calculations into two separate 1D-DCTs.
Also, in video, which can be seen as a 3D signal with a time dimension and two spatial
dimensions, 3D-DCT extends the same principle and computes DCT along each dimension
independently (Jain and Jain, 1981). For these reasons, DCT has been widely adopted for
compression purposes (Shu et al., 2017).

Aside from signal compression, there have been a number of studies that utilize DCT as
a feature extraction mechanism, where DCT coefficients are used to train an end task. For
example, the lower DCT frequencies, which result from compressing an entire image by
2-dimensional DCT, can be used to train neural networks for facial expression recognition
(Xiao et al., 1999; Yegui Xiao et al., 2006). Chen et al. (2005) also developed a facial
recognition system based on features extracted from DCT, but unlike the Xiao et al. (1999)
system, several low-frequency coefficients are discarded from the final feature space.

The time-series domain, such as speech recognition, gesture recognition, and Elec-
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troencephalogram (ECG) data analysis, is another area that utilizes DCT to extract useful
classification features (Batal and Hauskrecht, 2009). Time-series data tends to be large-
dimensional data with strong and high correlation among features, which are the main
challenges in the development of time-series classification models. To address these short-
comings, Batal and Hauskrecht (2009) employed DCT ? to transform time-series data from
the time domain into the frequency domain. Applying DCT to the feature’s space reduces the
correlation between features and reveals hidden time-series characteristics. As reported in
(Batal and Hauskrecht, 2009), the classification features generated from the spectral domain
improve the classification accuracy on a collection of time-series classification problems
compared to the features from the time domain.

To classify Ictal and Interictal EEG signals, Parvez and Paul (2012) proposed an approach
that leverages the high frequencies of DCT as features for the Least Squares SVM classifier,
which has been shown to be useful when distinguishing between Ictal and Interictal signals.
Furthermore, the Audio-Visual model presented in (Elmaghraby et al., 2019) is a deep
learning model for speech recognition systems where the features from audio and visual
speech signals are extracted using the Mel Frequency Cepstral Coefficient (MFCC) and DCT,
respectively. As reported by the authors, combining the MFCC features for audio modality
with the DCT features for visual signal improves the accuracy of the speech recognition
system.

Word embeddings that are generated by neural models are known to exhibit linear
behaviour, in which word analogies are interpreted by mathematically approximation using
vectors addition or subtraction (Allen and Hospedales, 2019; Ethayarajh et al., 2019). Since
there are correlations between adjacent words vectors in a give sentence, in principal this
enables us to use 1D-DCT to decorrelate the word embeddings along the length of the
sentence. The model presented in this dissertation compresses word sequences in an order-

preserving manner, where the lower-order DCT coefficients represent the overall feature

2 Batal and Hauskrecht (2009) also experimented with discrete wavelet transform (DWT) as an alternative
approach to DCT.
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patterns in a given sentence. This results in suitable and efficient embeddings for tasks that
could benefit from syntactic features. Therefore, expanding on the idea of utilizing DCT
to extract silent features that are useful in the signal processing domain, DCT is used in
this dissertation as a feature extraction mechanism for textual data in the natural language

processing domain.
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Chapter 3:  Sentence Embeddings Using Discrete Cosine Transform

1 Background: Discrete Cosine Transform in Image Processing

The Discrete Cosine Transform (DCT) has provided significant impact in the general
domain of digital signal processing. In the area of image processing, DCT has been
utilized for the purpose of feature selection in pattern recognition, such as face recognition
applications (Podilchuk and Zhang, 1996). In addition, the strong energy compaction
property of DCT (Cintra and Bayer, 2011) has made it one of the most widely adopted
techniques in the signal compression domain, i.e., JPEG in images, MP3 in audio, and H.264
in videos (Shu et al., 2017). There are several variants of DCT, but DCT type II (Shao and
Johnson, 2008) is the most commonly used one and it is the variant used in this study. The
result of DCT type II is multiplied by an overall scale factor to make the resulting DCT
matrix orthogonal (Shao and Johnson, 2008).

More formally, DCT is an invertible function that maps an input sequence of N real
numbers to the coefficients of /N orthogonal cosine basis functions. Given a vector of real
numbers U = vy, ..., uy_1, we calculate a sequence of DCT coefficients c[0], .., c[k], .., ¢[IN —

1] for 1 < k < N as follows:

1 N-—1
c[0] = \/; > Un, 3.1)
n=0

9 N1 T 1

clk] = i > vy, cos N(n + 5)/6, (3.2)
n=0

and

Note that ¢[0] is the sum of the input sequence normalized by the square length, which
is proportional to the average of the sequence. The N coefficients can be used to reconstruct
the original sequence using the inverse transform.

In practice, DCT is used for compression by preserving only the coefficients with large
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Figure 3.1: An illustration of DCT embeddings. The size of the sentence to encode is 4 x 5, where 4 is the
number of words and 5 is the number of word embedding dimensions. Each feature vector is transformed
using DCT independently. In this example, the final representation is the concatenation of the first two
coefficient from all transformed features.

magnitudes. Lower-order coefficients represent lower signal frequencies, which correspond
to the overall patterns in the sequence. Specifically, in DCT, the signal transforms as a sum
of sinusoids of varying magnitudes and frequencies. The resulting transformation consists
of one DC coefficient (i.e. ¢[0]) and a number of AC coefficients (i.e., c[k]) (Ahmed et al.,

1974).!

2 Discrete Cosine Transform as a Sentence Encoder

For the purposes of this research, we apply DCT to the word vectors along the length
of the sentence. Given a sentence of N words wy, ..., wy, we stack the sequence of d-
dimensional word embeddings in an N X d matrix, then apply DCT along the columns.
Specifically, each feature in the vector space is compressed independently, and the resultant
DCT embeddings summarize the feature patterns along the word sequence. To get a
fixed-length and consistent sentence vector, we extract and concatenate the first X' DCT

coefficients and and discard those of a higher order, which results in sentence vectors of

'DC and AC are terms from the electrical engineering domain, and they are used in the signal domain to
describe the components of a signal. Specifically, DC refers to a direct current signal, and AC refers to an
alternating current signal (Li et al., 2004)
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Figure 3.2: Illustration of word vector averaging vs. DCT using the first 2 DCT coefficients. The word
vectors are generated randomly from a standard normal distribution with d = 10.

size Kd. For cases where N < K, we pad the sentence with K — NN zero vectors. An
illustration of the DCT embeddings process is given in figure 3.1. In image compression,
the magnitude of the coefficients tends to decrease with increasing k; however, this trend
was not observed in text data, except that c[0] tends to have larger absolute value than the
remaining coefficients. Nonetheless, by retaining lower-order coefficients, a consistent
representation of overall feature patterns in the word sequence was observed.

Figure 3.2 illustrates the properties of DCT embeddings compared to vector averaging
(AVG). The first DCT coefficient c[0] results in vectors that are independent from word order,
since the lowest frequency represents the average energy in the sequence. In this sense, ¢[0]
is similar to AV GG, where "dog bites man" and "man bites dog" have identical embeddings.
The second-order coefficients, on the other hand, are sensitive to word order, which results
in different representations for the above sentence pair. The counterexample "man bitten
by dog" shows that ¢[1] embeddings are most sensitive to the overall patterns—in this case,
"man ... dog"—which results in an embedding more similar to "man bites dog" than the
semantically similar "dog bites man." However, there are still some variations in the final
embeddings due to the different word components (’bitten’ vs. “bite”), which can potentially
be useful in downstream tasks. Since both DCT and AVG are non-parameterized, the

downstream classifiers can incorporate a hidden layer to learn these subtle variations in
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higher-order features, depending on the learning objective.

2.1 A Note on Complexity

The cosine terms in Equation 3.2 can be pre-calculated for efficiency. For a maximum
sentence length N anda given K, the total number of terms is (K — 1)]\7 for each feature.
Thus, the run-time complexity is equivalent to calculating K weighted averages, which is
proportional to K N, where K should be set to a small constant relative to the expected
length.? Also, it is important to note that the number of input parameters in downstream
classification models will increase linearly with /. With parallel implementations, however,

the difference in run-time complexity between AVG and DCT is practically negligible.

3 Evaluation Dataset

To evaluate the representations generated by the DCT models, sentence embeddings
generated using the DCT encoding were used in different probing tasks as well as down-
stream classification tasks. This probing benchmark set was designed to study and analyze
sentence embeddings generated by different encoders, where each task in this set focused
on one simple linguistic features of sentences (Conneau et al., 2018a). The probing bench-
mark contains a set of 10 classification tasks that address a variety of linguistic properties
including surface, syntactic, and semantic information (Conneau et al., 2018a). A summary
of the datasets and an example of each task are given in Table 3.1.

Surface Information Tasks: The main goal of this set of tasks is to evaluate the capabil-
ity of sentence embeddings in preserving surface-level information, such as sentence length
and word content.

Sentence Length prediction (SentLen) is a classification task where the goal is to predict
the number of words in a sentence (i.e. length of sentence). For the purposes of this task,

sentences have been grouped into six bins by length with the following interval ranges:

We experimented with 1 < K < 7.
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Task Description Example Output

SentLen The sentence length prediction | The Bible would be staying here | 0: (5-8 words)
among 6 length intervals .

wC Predict which words form the | I couldn’t even grasp being that | grasp
1000 target set appear in a given | old .
sentence

TreeDepth | Predict the depth of the syntactic | " That is what troubles me . " 8
tree of a given sentence

TopConst | Sentences are classified in terms | Did it all matter ? VBD NP VP .
of their top constituents se-
quence, where the classes are
given by the 19 most common
top-constituent sequences in the
given corpus

BShift If two words in a sentence have | This new was information Inverted
been inverted

Tense The tense of the main verb in a | It opens up a lot of colorful pos- | Present
sentence either past or present sibilities .

SubjNum | The number of subject in a sen- | The yard was very peaceful . Singular
tence either singular or plural

ObjNum The number of direct object in a | Smooth paving stone covered the | Plural
sentence either singular or plural | floors .

SOMO Predict if the sentence has been | So go get the ibuprofen . Changed
modified, where random noun or
verb in the sentence replaced by
another noun or verb.

CoordInv | Detect if the clauses, in a sen- | She poured tea for the two of | Inverted
tence comprised of two coordi- | them and she waved at the chair
nate clauses, are inverted or not | by the kitchen table .

Table 3.1: Probing Tasks Description and Samples

0: (5-8), 1: (9-12), 2: (13-16), 3: (17-20), 4: (21-25), 5: (26-28). Thus, the problem of

predicting sentence length has been cast as a six-way classification task.

For the Word Content Task (WC), given a set of 1K target words set, the task of WC is

to predict which word of the target set is contained in the sentence. Each sentence contains

a single target word with a single occurrence. As there are 1K target words, the task is cast

as a 1 K-way classification.

Syntactic Information Tasks: This set of tasks evaluates the capability of sentence em-

beddings to preserve different syntactic information. The tasks are BiGram Shift, TreeDepth,

and TopConst. Table 3.1 shows examples for this set of tasks. The Bigram shift (BShift)
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task is a binary classification task with the goal of predicting whether the legal word orders
of two adjacent tokens have been inverted or not. In Tree Depth prediction (TreeDepth),
the task is to predict the maximum depth of a sentence’s syntactic tree, in which sentences
are grouped by the longest path from root to any leaf. The Tree Depth values in this dataset
range from 5 to 12, which makes the task an eight-way classification problem. The final
task in this set is the Top Constituents (TopConst) task. Sentences in this task are classified
in terms of their top constituents sequence below the (S) node. It is framed as a 20-way
classification task, with 19 classes for the most frequent top constituent sequences and one
class for all other sequence structures.

Semantic Information Tasks: In addition to the syntactic structure, this set of tasks
relies on sentence embeddings to encode some of the semantic properties in a text. The Tense
task, a binary classification task, checks for the tense of the main-clause verb in a sentence,
whether it is in the present or past tense. Table 3.1 shows an example for the Tense task. In
the binary classification Subject Number (SubjNum) task, the focus is on the subject of the
main clause. Specifically, the task is to identify whether the subject is singular or plural.
similarly to SubjNum, Object Number (ObjNum) is a binary classification identifying
whether the main clause direct object is singular or plural. Examples for both: SubjNum
and ObjNum tasks are shown in Table 3.1. In the semantic odd man out (SOMO) task,
the goal of a binary classifier is to predict whether a sentence has been modified from the
source corpus or not. Finally, the binary classification Coordination Inversion (CoordInv)
task asks for distinguishing between intact original and modified sentence. Table 3.1 shows
examples for the SOMO and CoordInv tasks.

The downstream set includes the following standard classification tasks: Sentiment
analysis, relatedness and paraphrase detection, natural language inference, and question
type classification. Table 3.2 and Table 3.3 show examples for the different tasks in this set
as presented by Conneau and Kiela (2018).

Sentiment Analysis Tasks: This set includes the following sentiment classification
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Name | N Task C|Examples Label(s)
MR 11k| sentiment (movies) |2 |Too slow for a younger crowd , too shallow for an older one. neg
CR 4k product reviews 2 | We tried it out christmas night and it worked great . pos
SUBJ |10k |subjectivity/objectivity | 2 | A movie that doesn’t aim too high , but doesn’t need to. subj
MPQA|11k| opinion polarity 2 |don’t want; "would like to tell"; neg, pos
TREC | 6k question-type 6 | What are the twin cities ? LOC:city
SST-2 |70k| sentiment (movies) |2 |Audrey Tautou has a knack for picking roles that magnify her [..] pos
SST-5 |12k| sentiment (movies) |5 nothing about this movie works. 0

Table 3.2: Classification tasks. C is the number of classes and N is the number of samples (Conneau and
Kiela, 2018). Note this table is reprinted from (Conneau and Kiela, 2018).

Name | N |Task|Output| Premise Hypothesis Label

SICK-E | 10k | NLI 3 "A man is sitting on a chair and | "There is no man sitting on a|contradiction
rubbing his eyes" chair and rubbing his eyes"

SICK-R| 10k | STS | [0,5] |"A man is singing a song and|"A man is opening a package 1.6
playing the guitar” that contains headphones"

STSB |7.1k| STS | [0,5] |"Liquid ammonia leak kills 15|"Liquid ammonia leak kills at 4.6
in Shanghai" least 15 in Shanghai"

MRPC |5.7k| PD 2 |"The procedure is generally|"The technique is used during| paraphrase
performed in the second or|the second and, occasionally,
third trimester." third trimester of pregnancy."

Table 3.3: Natural Language Inference and Semantic Similarity tasks. NLI labels are contradiction, neutral
and entailment. STS labels are scores between 0 and 5. PD=paraphrase detection (Conneau and Kiela, 2018).
Note this table is reprinted from (Conneau and Kiela, 2018).

datasets: Movie Reviews (MR) (Pang and Lee, 2004), Stanford Sentiment Analysis (SST2
and SST5) (Socher et al., 2013b), Customer Reviews (CR) (Hu and Liu, 2004), Multi-
Perspective Question Answering (MPQA) (Wiebe et al., 2005), and Subjectivity/Objectivity
(SUBJ) (Pang and Lee, 2004).

Semantic Relatedness and Paraphrase Tasks: This set includes three datasets. Two are
semantic relatedness datasets: Sentences Involving Compositional Knowledge Semantic
Relatedness (SICK-R) (Marelli et al., 2014) , and Semantic Textual Similarity Benchmark
(STSB) (Cer et al., 2017). The third is a dataset for paraphrase detection in the Microsoft
Research Paraphrase Corpus (MRPC) (Dolan et al., 2004).

Natural Language Inference Task: This includes the inference dataset from the Sen-

tences Involving Compositional Knowledge Entailment (SICK-E) (Marelli et al., 2014).
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4 Experiment Setups

The above evaluation datasets are part of the SentEval toolkit.> (Conneau and Kiela,
2018) For the word embeddings, in this study, we use FastText embeddings in size 300
(Mikolov et al., 2018) pre-trained on the Common-Crawl dataset. In addition, we experi-
mented with a weighted version of the FastText embedding with the SIF weighting model
(Arora et al., 2017). Briefly, each word vector v,, is assigned a weight equal to the inverse

of its probability of occurrence as follows:

o
v
a+ Pw

Vsif = w) (33)

where « is a smoothing constant and p,, is the word frequency in the training data. We
generate DCT sentence vectors by concatenating the first & DCT coefficients, which we
denote by [0 : k]. The performance is compared with the vector averaging of the same
word embeddings, denoted by AVG, and the vector max pooling, denoted by MAX. For all
tasks, we trained multi-layer perceptron (MLP) classifiers following the setup in SentEval.
We tuned the following hyper-parameters on the validation sets: number of hidden states (in
[0, 50, 100, 200, 512]) and dropout rate (in [0, 0.1, 0.2]). Note that the case with 0 hidden

states corresponds to a Logistic Regression classifier.

5 Evaluation Results

We report the performance of the probing tasks in Table 3.4. In general, DCT yields
better results compared to both averaging and max-pooling on all tasks, and larger K often
yields improved performance in syntactic and semantic tasks. For the surface information
tasks SentLen and WC, ¢|[0] significantly outperforms AVG and MAX, with 98.67% and
91.11% accuracy on the SentLen and WC, respectively. Distinctively, substantial gains

of 34.55% are observed over AVG in the SentLen task, and 2.14% gains over MAX in

3https://github.com/facebookresearch/SentEval
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Surface Syntactic Semantic
Model |Dim |SentLen WC |TreeDepth TopConst BShift| Tense SubjNum ObjNum SOMO CoordInv

Majority| - 200 0.5 17.9 5.0 50.0 | 50.0  50.0 50.0  50.0 50.0
Human | - 100 100 84.0 84.0 98.0 | 8.0 88.0 86.5 81.2 85.0
Length - 100 0.2 18.1 9.3 50.6 | 56.5 503 50.1 50.2 50.0

AVG 300 | 64.12 82.10| 36.38 68.04 50.16|87.90 80.89  80.24 50.39 51.95
MAX |300| 62.67 88.97| 33.02 62.63 50.31(85.66 77.11 76.04 51.86 52.33

c[0] 300 | 98.67 91.11, 38.6 70.54 50.42(88.25 80.88  80.56 55.60 55.00

C{O :1] |600| 97.18 89.16| 40.41 7834 52.25|88.58 86.59 8436 54.62 7042
c[0:2] 900 | 95.84 86.77| 43.01 80.41 54.84|88.87 88.06 86.26 53.07 71.87
c[0:3] 1200 94.63 84.96| 43.35 81.01 57.2988.88 88.36  86.51 53.79 72.01
c[0:4] |1500| 93.25 83.24| 43.26 8149 60.31|88.91 88.65 87.15 5277 7191
c[0:5] |1800| 92.29 81.84| 42.75 81.60 62.01|88.82 8844 8798 5238 70.96
c[0:6] |2100| 91.56 79.83| 43.05 8141 62.5988.87 88.65 88.28 52.07 70.63
o - 2.61 4.02 1.83 4.01 479 | 024 2.83 2.68 1.28 6.20

Table 3.4: Probing tasks performance of vector averaging (AVG) and max pooling (MAX) vs. DCT
embeddings with various K. Majority (baseline), Human (human-bound), and a linear classifier with sentence
length as the sole feature (Length) as reported in (Conneau et al., 2018a), respectively. The o denotes the
standard deviations for the performance across different DCT coefficients.

the WC. This improvement is attributed to the non-linear scaling factor in DCT, where
longer sentences are not discounted as much as in the averaging. However, the performance
decreases with increasing K in ¢[0 : k], which reflects the trade-off between deep and
surface linguistic properties, as discussed in (Conneau et al., 2018a). In particular, Conneau
et al. (2018a) noted that deeper models, which tend to abstract away from surface level
information, have more capacity to capture deeper linguistics features.

While increasing K has no positive effect on surface information tasks, syntactic and
semantic tasks demonstrate performance gains with larger /. This trend is clearly observed
in all syntactic tasks and four of the semantic tasks. In these tasks, DCT performs well above
AVG and the performance improves with increasing A, with 6.97-13.56% and 1.01-19.68%
gains, respectively. The only exception is SOMO, where increasing K actually results in
lower performance, although all DCT results are still higher than AVG.

We further presented the standard deviations for the performance across different DCT
coefficients in the last row in Table 3.4. As can be seen, generally, we noted variations on

all tasks but both TopConst, and BShift from the syntactic tasks as well as CoordInv from
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the semantic tasks appear to stand out with the highest performances variance. In fact, this
results is consistent with our previous observation, in which increasing K has positive effect

on both the syntactic and semantic tasks, and negatively affect the surface level tasks.

TREC

Sentiment Analysis SUBJ Relatedness&Paraphrase | Inference
Model | Dim | MR SST2 SST5 CR MPQA STSB MRPC SICK-R | SICK-E
AVG | 300 |78.30 84.13 44.16 79.60 87.94 |92.33 | 69.26 74.43 81.95 79.50 83.20
MAX | 300 |73.31 79.24 41.86 73.35 86.54 | 88.02 | 71.57 72.50 81.93 77.98 76.20

c[0] 300 | 78.45 83.53 44.57 79.81 88.36 | 92.79 | 71.11 72.93 82.61 78.91 84.80
[0:1]| 600 |78.15 83.47 46.06 79.84 87.76 | 92.61 | 70.82 72.81 82.73 79.64 88.20
[0:2]| 900 |78.02 82.98 45.16 79.68 87.62 |92.50 | 70.36 72.87 82.95 79.76 89.80
c[0:3]|1200|77.81 83.80 45.79 79.66 87.54 | 92.40 | 69.79 73.57 82.93 80.56 88.20
[
[
[

c[0:4] | 1500 | 77.72 83.75 44.03 80.08 87.40 | 92.61 | 69.31 72.35 82.53 79.72 89.80
c[0:5] | 1800 |77.42 8243 4330 78.60 87.21 |92.19 | 68.90 73.91 82.36 79.89 88.80
c[0:6]|2100|77.47 82.81 4299 78.78 87.06 | 92.15 | 68.17 75.07 81.86 79.76 86.40
o 037 052 119 057 042 | 023 | 1.06 091 0.38 0.48 1.83

Table 3.5: DCT embedding Performance in SentEval downstream tasks compared to vector averaging (AVG)
and max pooling (MAX). The o denotes the standard deviations for the performance across different DCT
coefficients.

Conneau et al. (2018a) further discussed the correlations between the performance of
probing tasks and the standard text downstream classification tasks. As shown in (Conneau
et al., 2018a), most downstream tasks are only positively correlated with a small subset of
the semantic or syntactic probing tasks, with the exception of TREC and some sentiment
classification benchmarks. Furthermore, the performance of some tasks like SST and
SICK-R, is actually negatively correlated with SubjNum, ObjNum, and BShift probing
tasks. Furthermore, Conneau et al. (2018a) noted that all downstream tasks positively
correlated with WC, in which the highest performance obtained with ¢[0] model. Overall,
as observed by Conneau et al. (2018a), simple averaging often outperforms more complex
models in these tasks due to the pragmatic nature of the majority of downstream tasks. Our
results in Table 3.5 are consistent with these observations, where we see improvements in
most tasks. As shown in in the last row in Table 3.5, the standard deviations difference is
not as significant as in the probing tasks, except in the TREC question classification task.
Within the TREC task, increasing K leads to much better performance with up to 6.6%

improvement compared to the AVG. We surmise that the ability to preserve word order
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Surface Syntactic Semantic

Model SentLen WC |TreeDepth TopConst BShift| Tense SubjNum ObjNum SOMO CoordInv
Best-DCT| 83.47 91.11| 36.49 78.58 52.07 |87.91 86.27 84.09 51.06 66.91
DCT-SIF | 57.88 93.35| 31.05 71.8 519 [87.08 8537 81.53 51.03 65.65

Table 3.6: Evaluation of weighted embedding using SIF weighting schema on probing tasks. Both (weighted
and unweighted models) trained using logistic regression only.

Sentiment Analysis SUBJ Relatedness&Paraphrase | Inference TREC
Model MR SST2 SST5 CR MPQA STSB MRPC SICK-R | SICK-E
Best-DCT | 78.15 82.98 44.84 80.29 87.98 | 92.59 | 82.95 71.11 80.19 80.19 90.00
DCT-SIF |77.96 82.54 44.16 80.00 87.04 | 91.82 |80.58 70.96 75.95 75.95 88.20

Table 3.7: Evaluation of weighted embedding using SIF weighting schema on downstream tasks. Both
(weighted and unweighted models) trained using logistic regression only.

using DCT leads to improved performance in TREC. This finding aligns with the finding of
Aldarmaki and Diab (2018), in which the authors discussed the relationship between model
performance and its ability to preserve word order in the TREC task. Thus, encoding word
order in the sentence embeddings provide useful clues for this task, which is the advantage of
using DCT instead of AVG. Also note that while increasing K preserves more information,
it leads to increasing the embeddings dimension, which in turn may negatively affect the
generalization of the model by over-fitting. In our experiments, 1 < k£ < 2 yielded the best
trade-off.

Aside from the unweighted sentence embeddings results discussed above, weighted em-
beddings are used to determine if further improvement can be obtained over the unweighted
DCT embeddings. We used the SIF weighting model introduced in (Arora et al., 2017) using
Equation (3.3). Tables 3.6 and 3.7 show the results of the weighted schema on the probing
and downstream benchmarks. Both the weighted and unweighted results are obtained using
logistic regression only. While WC is the only task that acquires some improvement over
the unweighted embedding, SentLen has shown a significant drop in accuracy. Also, the
rest of tasks’ accuracy only slightly dropped in the weighted embeddings compared to the
unweighted embeddings model. Overall, we observed no additional improvements using

weighted embedding compared to the unweighted model.
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Surface Syntactic Semantic

Model Dim |SentLen WC |TreeDepth TopConst BShift| Tense SubjNum ObjNum SOMO CoordInv
BOE 300 | 60.50 87.50 | 32.00 62.70  50.00 | 83.70 78.00  76.60 50.50 53.80
BOREP 4096| 64.40 97.10 | 33.00 7130 49.80|86.30 81.50  79.30 49.50 54.10
RandLSTM (4096 72.80 94.10 | 35.60 76.20 55.20 | 86.60 84.00  79.50 49.70 63.10
ESN 4096| 78.80 92.40 | 36.90 76.20 6290 86.60 8230  79.70 49.70 60.30
Infersent-3  |4096| 80.60 93.50 | 37.10 78.20 57.30|86.80 84.80  80.50 53.00 65.80
SkipThought|4096| 79.90 79.90 | 39.50 82.10 69.40|90.20 8620 83.40 54.50 68.90

c[0] 300 | 72.60 88.74 | 32.92 63.33 4947 |83.62 7837 7630 49.79 53.55

[0 : 1] 600 | 7533 86.01 | 34.47 73.40 5031 |83.54 8231 7685 49.89 65.53
[0 : 2] 900 | 76.74 82.60 | 34.93 75.86 5093 |83.83 8319 77.10 50.16 66.15
c[0: 3] 1200 76.96 79.90 | 35.61 77.07 5142 |84.03 83.14 77.09 49.72  66.24

Table 3.8: DCT embedding Performance in SentEval Probing tasks compared to SOTA models including
SkipThought (unsupervised model), Infersent (supervised model), and different random encoders (BOE,
BOREP, RandLSTM, and ESN) as reported in (Radford et al.). Bold highlights the best overall results, while
gray highlights the best results for DCT encoders.

6 Comparison with State-of-The-Art Sentence Encoders

Recently, Radford et al. have explored various random sentence encoders leveraging
random parameterizations without any training from pre-trained word embeddings. In
particular, three architectures have been used to produce sentence embeddings from pre-
trained word embeddings. The set of architectures include Bag Of Random Embedding
Projections (BOREP), Random LSTMs (RandLSTM), and Echo State Networks (ESN)
(Jaeger, 2001) and compare their encoders to bag-of-embeddings (BOE) and two well-
studied sentence encoders with supervised and unsupervised objectives, the InferSent
(Conneau et al., 2017a) and SkipThought (Kiros et al., 2015), respectively.

We use the same setups as those used in (Radford et al.). More specifically, GloVe
with 300-dimensional embedding (Pennington et al., 2014) is used as pre-trained word
embeddings and logistic regression classifier is used to train for an end-task with the default
SentEval settings. Moreover, our DCT encoders have 300, 600, 900, and 1200 dimensions for
embeddings size, while all other encoders in (Pennington et al., 2014) have 4096 dimensions,
which are much higher in size than ours. Thus, it should be noted that it might not be an
entirely fair comparison because projecting random embeddings to a higher-dimensional

space leads to better performance of the sentence encoders, as shown in (Pennington et al.,
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Sentiment Analysis SUBJ Relatedness&Paraphrase | Inference TREC
Model Dim | MR  SST2 SST5 CR MPQA STSB MRPC SICK-R | SICK-E
BOE 300 | 77.30  80.00 - 78.60 87.60 | 91.30 | 70.50 72.90 80.20 78.70 81.50
BOREP 4096 | 7740 81.80 - 79.50 8830 | 91.90 | 68.50 73.90  85.50 82.70 88.80
RandLSTM | 4096 | 77.20 81.50 - 78770 87.90 | 91.90 | 7240 74.10  85.50 81.80 86.50
ESN 4096 | 78.10  83.00 - 80.00 88.50 | 92.60 | 74.40 73.40  86.10 83.10 87.90
Infersent-3 | 4096 | 79.70  83.50 - 83.40 8890 | 92.60 | 77.30 76.40  88.50 84.10 90.80
SkipThought | 4096 | 79.40  82.90 - 83.10 89.30 | 93.70 | 68.90 73.20  85.80 79.50 88.40
c[0] 300 | 77.67 80.94 44.71 80.46 87.95 | 91.72 | 63.01 7235  80.87 78.24 83.80
[0 : 1] 600 | 77.51 80.62 43.80 79.39 87.53 | 91.94 | 62.57 7438  81.38 78.40 | 88.20
cl0: 2] 900 | 77.19 80.51 43.94 79.77 8741 | 92.14 | 6291 74.09 81.46 77.37 87.80
c[0: 3] 1200 | 76.98 79.85 4294 79.00 87.17 | 92.10 | 63.16 74.78 81.10 77.76 87.80

Table 3.9: DCT embedding Performance in SentEval downstream tasks compared to SOTA models including
SkipThought (unsupervised model), Infersent (supervised model), and different random encoders (BOE,
BOREP, RandLSTM, and ESN) as reported in (Radford et al.). Bold highlights the best overall results, while
gray highlights the best results for DCT encoders.

2014). Also, while all random sentence encoders in (Pennington et al., 2014) are used
without any training, each model has different hyperparameters available for tuning in
which a model selection has been done per-task over validation set performance. We further
hypothesize that DCT might do a lot better if it had been used with better pre-trained word
embeddings as shown in Section 5.

Table 3.8 shows the results on the probing benchmark tasks. We observe that DCT yields
a comparable or better performance to all random sentence encoders. On the other hand,
we observe that SkipThought outperforms DCT on syntactic and semantic tasks. On the
surface level tasks, we observe that Infersent outperforms DCT models on the SentLen task
and BOREP outperforms DCT models on the WC task.

Table 3.9 shows the results on the downstream benchmark tasks. Similar to the probing
tasks, DCT yields a comparable or better performance to all random sentence encoders on
the downstream tasks. We observe that Infersent outperforms all sentence encoders on most
tasks, with the exception of MPQA and SUBJ tasks in which the best performances are
obtained using Skiptought encoder.

Overall, although DCT encoders did not achieve the SOTA performances when compared
to more complex encoders, their performances get very close to those models without any

training or hyperparameters tuning and with more efficient computational speed on both
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20-NG R-8 SST-5

Model p R F1 p R F1 P R F1

PCA 55.43 | 54.67 | 54.77 | 83.83 | 83.42 | 83.41 | 26.47 | 25.08 | 25.23
DCT* 61.07 | 59.16 | 59.78 | 90.41 | 90.78 | 90.38 | 30.11 | 30.09 | 29.53
Avg. vec. 68.72 | 68.19 | 68.25 | 96.34 | 96.30 | 96.27 | 27.88 | 26.44 | 24.81
p-means 72.20 | 71.65 | 71.79 | 96.69 | 96.67 | 96.65 | 33.77 | 33.41 | 33.26
ELMo 71.20 | 71.79 | 71.36 | 94.54 | 91.32 | 91.32 | 42.35 | 41.51 | 41.54
BERT 70.89 | 70.79 | 70.88 | 95.52 | 95.39 | 95.39 | 39.92 | 39.38 | 39.35
EigenSent 66.98 | 66.40 | 66.54 | 95.91 | 95.80 | 95.76 | 35.32 | 33.69 | 33.91
EigenSent®Avg | 72.24 | 71.62 | 71.78 | 97.18 | 97.13 | 97.14 | 42.77 | 41.67 | 41.81

clk]

72.20 | 71.58 | 71.73 | 96.98 | 96.98 | 96.94 | 37.67 | 34.47 | 34.54 |

Table 3.10: Performance in text classification (20-NG, R-8) and sentiment (SST-5) tasks of various models
as reported in (Kayal and Tsatsaronis, 2019), where DCT* refers to the implementation in (Kayal and
Tsatsaronis, 2019). Our DCT embeddings are denoted as c[k] in the bottom row, with k=0:2 for the SST-5
and k=0:1 for 20-NG and R-8 datasets. Bold indicates the best result, and italic indicates second-best.

benchmarks.

7 Comparison with Spectral Analysis Methods

Spectral analysis is frequently employed in signal processing to decompose a signal
into separate frequency components, each revealing some information about the source
signal to enable analysis and compression. Aside from our study, spectral methods have
only been recently explored as a means of constructing sentence embeddings (Kayal and
Tsatsaronis, 2019).* Kayal and Tsatsaronis (2019) propose EigenSent that utilizes Higher-
Order Dynamic Mode Decomposition (HODMD) (Le Clainche and Vega, 2017) to construct
sentence embedding. These embeddings summarize the transition dynamic properties in
a sequence of words (i.e., sentence). In their work, they compare EigenSent with various
sentence embedding models, including a variant from our implementation of the Discrete
Cosine Transform (DCT*). In contrast to our implementation described in Section 2, DCT*
is applied at the word level along the word embeddings dimension.

To ensure comparability, we use the same sentiment and text classification datasets as

those used in Kayal and Tsatsaronis (2019). While the SST-5 dataset is the same sentiment

“4independent from and in parallel with this work at time of publication.
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Embedding Size

Model 300 | 600 | 900 | 1200 | 1500 | 1800
[k] 073 | 073 | 073 | 073 | 0.73 | 0.73
p-means | 5.02 | 1038 | 16.13 | 24.47 | 32.66 | 40.89
PCA 5400 | 52.58 | 4954 | 50.37 | 47.06 | 52.66
EigenSent | 77.53 | 117.08 | 156.33 | 196.35 | 356.08 | 825.54

Table 3.11: Run time of the Non-Parameterized Models on encoding sentences per second in 20-NG test set.
Results are obtained from 5 trials average.

classification described in the Evaluation Dataset section, the 20 newsgroups (20-NG)
and Reuters-8 (R-8)° are text classification datasets with 20 and 8 textual content classes,
respectively. We also evaluate our model using the same pre-trained word embeddings,
framework and approaches as described in their work. In particular, Word2vec word
embeddings by (Mikolov et al., 2013) are used,® and for model training, simple linear-kernel
support vector machine is used (Cortes and Vapnik, 1995). Table 3.10 shows the best results
for the various models as reported in Kayal and Tsatsaronis (2019), in addition to the best
performance of our model denoted as c[k|. Overall, the best results were achieved with
c[0 : 2] for the SST-5 and ¢[0 : 1] for 20-NG and R-8.

Note that the DCT-based model, DCT*, described in Kayal and Tsatsaronis (2019)
performed relatively poorly in all tasks, while our model achieved close to state-of-the-art
performance in both the 20-NG and R-8 tasks. On both the 20-NG and R-8, our model
outperformed EigenSent and generally performed better than or on par with p-means, ELMo,
BERT, and EigenSent&Avg. On the other hand, both EigenSent®Avg and ELMo performed
better than all other models on SST-5.

Training Speed. We also compare the speed of sentence encoders between the non-
parametric models only on the 20-NG test set. For accurate comparison, we only compared
the run-time our model (DCT) to non-deep neural models (PCA, p-means, and Eigensent).

All models are run on a CPU (Intel(R) Xeon(R) CPU E5-2680 v4 @ 2.40GHz). Table

Shttps://www.cs.umb.edu/ smimarog/textmining/datasets/
®https://drive.google.com/file/d/ 0B7XkCwpISKDYNINUTTISS21pQmM/edit
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3.11 shows the average run times obtained from 5 trials. It shows that, while the run-times
increase as the number of dimensions increase on all models, the dimensionality increase
has no effect on the run time of our model, c[k]. Also, DCT is by far the fastest model.
From the viewpoint of the computational cost, DCT is more efficient as the sentence
embeddings are generated in one multiplication pass, while the eigend-based methods
(PCA and Eigensent) generate sentence embedding by first obtaining eigenvalues and
eigenvectors from the data using eigen decomposition technique. More specifically, DCT
is data-independent transformation in which the transform matrix is known in advance
and only defined by the input size. However, the PCA and Eigensent are data dependent
techniques in which both are defined with respect to a given dataset. In particular, PCA rely
on the covariance matrix to perform the eigen decomposition, where as the Eigensent rely
on the Koopman operator derived from the multidimensional signal to perform the eigen

decomposition (Kayal and Tsatsaronis, 2019).

8 Contextualized DCT Embeddings

Recently, BERT, a pre-trained contextualized word embedding, has achieved state-of-
the-art results in a variety of NLP tasks (Devlin et al., 2019). In this section, we empirically
compared the performance of our DCT based embeddings, which we extracted from the
hidden state of the encoding layer of BERT on the time axis, and the CLS-BERT, which is
the commonly-used representation corresponding to the [CLS] token in BERT. Furthermore,
we examined the performance of the different pooling methods (the DCT and CLS) extracted
from different BERT encoder layers.

The layer-wise effect of the BERT encoder has been analyzed in different studies
including the work by Ma et al. (2019), who performed a layer-wise analysis of BERT on the
SentEval tasks. This is the most closely related study to ours. Their work solely focused on
simpler pooling methods including: CLS, SEP, MEAN, and MAX sentence representations.

However, our work is motivated by the promising results of the DCT-pooling compared to the
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Surface Syntactic Semantic
BERT Layer | Model | SentLen WC | TreeDepth TopConst BShift | Tense SubjNum ObjNum SOMO CoordInv
CLS 89.50 15.60 34.00 61.50  50.30 | 81.80  77.50 75.3 50.50  54.60
0 c[0] 9742 95.14 35.78 68.47 5596 | 84.83  80.78 81.10 5329 55.76
c[0:1] | 97.36  91.68 37.3 7724 5540 | 85.19  87.03 82.66 5232  66.61
c[0:2] | 96.98 85.85 38.01 79.00 5598 | 85.00 87.18 8294 5269 67.89
CLS 93.20 54.40 35.70 68.10  55.80 | 84.30  80.50 80.20 53.60 58.10
1 c[0] 96.77  94.05 37.58 7344  70.14 | 8645  80.99 82.07 54.01 56.39
c[0:1] | 97.37 88.80 39.07 79.85  69.73 | 86.87  87.12 8279 5383  67.40
c[0:2] | 96.99 83.60 39.57 8133 69.89 | 85.77  87.36 83.76 5397 68.52
CLS 93.34  59.19 36.01 68.69  64.33 | 8642  81.25 79.35 5591  58.02
2 c[0] 9645 91.74 39.69 78.44  82.50 | 87.30  81.99 83.14 5556  58.30
c[0:1] | 97.23 85.36 41.00 8334 8221 | 8739 8755 84.71 5535  68.59
c[0:2] | 97.00 80.25 41.24 83.79  82.69 | 86.98  88.09 84.60 5456  69.16
CLS 91.70  69.20 34.90 71.7 74.60 | 86.70  81.60 81.10 57.00 57.20
3 c[0] 95.58 87.81 41.03 80.40  85.81 | 88.29 8275 84.04 59.22  59.67
c[0:1] | 96.94 80.86 43.03 83.61 85.55 | 88.47  87.93 8531 5840 6943
c[0:2] | 96.61 74.89 43.61 84.59 85.69 | 87.67  89.10 8559 5848  70.41
CLS 86.70 69 35.40 80.60  82.10 | 88.80  86.30 80.20 60.20  61.60
4 c[0] 94.34  82.72 42.48 80.54  87.12 | 88.19  84.34 84.01 60.85 62.26
c[0:1] | 96.26 74.92 43.64 84.30 87.30 | 88.38  88.40 8524 59.69 7139
c[0:2] | 95.80 69.58 43.85 84.24  87.05 | 88.83  88.98 85.54 5997  71.28
CLS 81.90 60.40 35.00 83.00 82.00 | 89.10  88.80 79.70  60.00  65.70
5 c[0] 93.68 77.68 42.55 80.46  88.61 | 88.48  85.07 84.39 6340  66.50
c[0:1] | 9541 70.16 43.40 83.87  88.37 | 88.34  88.34 85.64 6245 7291
c[0:2] | 94.80 64.31 43.19 84.01 88.29 | 8895  89.53 85.69 61.50  73.46
CLS 77.30  53.00 34.80 83.90 82.20 | 89.10  88.40 79.70  60.60  69.20
6 cl[0] 91.80 73.72 42.31 79.83  89.45 | 87.85  86.36 84.60 6393  70.77
c[0:1] | 94.38 66.01 42.53 83.38  89.52 | 88.45  89.26 8547 6387 7455
c[0:2] | 94.10 61.10 42.80 83.70  89.40 | 88.30  89.30 85.80 63.50  75.30
CLS 74.10  48.90 33.90 83.60 8240 | 89.40  88.20 78.50  60.80  70.00
- c[0] 91.20 69.20 41.50 78.80  90.50 | 88.20  85.30 84.00 6530  72.60
c[0:1] | 93.70 61.50 41.70 82.50 90.70 | 88.80  89.00 85.00 66.00 75.70
c[0:2] | 93.70 56.50 42.20 82.70  90.60 | 88.80  89.10 84.80 6430  76.50
CLS 68.90 43.50 32.60 82.00  84.80 | 89.20  87.20 78.00 6190  70.80
8 c[0] 88.70  63.70 40.00 7790  90.30 | 89.00  86.40 83.80 6550 7240
c[0:1] | 91.80 56.90 40.60 81.30  90.20 | 89.00  88.50 84.20 1 66.00 76.50
c[0:2] | 91.90 53.40 41.00 82.10  89.80 | 88.50  89.00 84.00 6570 76.80
CLS 6591  40.57 31.42 80.28 8547 | 89.06  86.39 76.36  62.64  71.56
9 c[0] 86.05 61.18 37.91 74.81 89.51 | 88.64  86.11 8132 6542  70.29
c[0:1] | 88.50 55.80 39.60 79.30  89.20 | 88.50  88.10 83.7 6490  76.30
c[0:2] | 89.80 52.70 40.10 80.70  89.00 | 88.50  88.60 8290 6470  76.40
CLS 61.90 39.00 30.20 79.00  84.80 | 89.00 84.20 7540 6240  70.30
10 c[0] 82.71 59.85 36.37 7297  89.02 | 88.13  85.10 81.67 6586  70.02
c[0:1] | 87.90 54.90 38.00 79.10  88.60 | 88.40 87.8 8250 6470 7590
c[0:2] | 88.70 51.70 38.70 80.00 88.80 | 88.40  88.00 8220 6430  76.60
CLS 59.90 45.00 30.70 76.80  85.40 | 88.80  83.70 76.30  63.90  70.40
1 c[0] 82.50 57.90 35.30 72.10  88.20 | 88.00  85.00 81.20 66.00 68.50
c[0:1] | 87.11 53.30 37.94 78.15  88.22 | 88.35  87.78 81.81 65.51 75.78
c[0:2] | 88.08 51.26 37.06 80.08  88.23 | 88.54  87.92 82.00 6533  75.86

Table 3.12: The results of the layer-wise BERT using the different pooling mechanisms: CLS, ¢[0], ¢[0 : 1],
and c[0 : 2] on the probing tasks. Bold highlights the layer-wise best result and | gray highlights the best
results across all layers.
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Sentiment Analysis SUBJ Relatedness&Paraphrase | Inference TREC
BERT Layer | Model | MR SST2 SSTS CR MPQA STSB MRPC SICK-R | SICK-E

CLS 67.16 75.01 34.84 68.79 8337 | 86.66 | 49.60 70.32  72.14 72.78 69.60

0 c[0] 7498 79.63 40.18 79.40 88.46 | 92.78 | 63.30 70.38  82.06 80.09 88.40
c[0:1] | 7518 79.19 40.59 78.62 88.17 | 92.84 | 59.51 67.83  73.38 79.36 90.00

c[0:2] | 7436 78.03 40.50 77.81 87.84 | 92.56 | 36.66 7043 71.14 79.83 91.40

CLS 70.55 7776 38.46 74.07 8492 | 90.89 | 52.68 72.06  73.60 75.66 75.80

1 c[0] 75.69 79.13 4290 79.61 88.36 | 92.73 | 62.65 7299  81.56 79.54 87.20
c[0:1] | 74.84 7842 4199 79.16 88.29 | 92.94 | 62.19 66.90  72.70 79.85 91.40

c[0:2] | 7416 77.81 37.51 78.87 87.74 | 92.84 | 3442 6991 70.82 80.17 90.20

CLS 71.63 7842 3833 73.83 8525 | 9146 | 5533 73.62  75.27 76.40 76.20

2 c[0] 75.64 7946 43.17 80.32 88.24 | 93.40 | 6290 70.38  81.35 79.62 90.40
clO:1] | 7478 79.19 4271 79.13 88.18 | 93.49 | 61.03 7038 7191 79.18 91.80

c[0:2] | 73.94 78.53 41.86 79.10 87.51 | 93.21 | 57.87 73.22  68.90 78.38 90.20

CLS 7246 76.11 38.64 74.06 86.15 | 91.59 | 64.05 6933  77.22 76.40 79.20

3 c[0] 76.22 8045 42.13 8024 88.12 | 9397 | 59.58 7275  80.80 78.95 90.80
c[0:1] | 75.71 80.34 4240 79.39 88.29 | 93.95 | 59.23 68.64  70.69 79.89 92.40

c[0:2] | 7495 80.40 41.31 79.34 87.71 | 93.79 | 32.30 72.87 69.13 79.52 93.20

CLS 73.04 77.81 41.09 7627 86.28 | 9325 | 61.89 7049  75.56 75.91 86.60

4 c[0] 76.60 81.27 44.89 80.83 88.09 | 9442 | 57.80 7397  70.29 78.93 92.40
c[0:1] | 76.21 81.11 43.12 80.24 88.27 | 94.17 | 32.34 73.57 70.14 79.70 92.60

c[0:2] | 7535 81.22 4253 7995 87.79 | 9421 | 31.67 7299  44.09 78.89 93.60

CLS 7422 8034 4222 7857 8697 | 93.79 | 51.83 7090  72.10 74.87 87.80

5 c[0] 7772 82776 4548 82.26 88.77 | 94.78 | 57.16 7345  69.14 76.33 92.80
c[O:1] | 77.44 8199 43.03 81.15 8848 | 9458 | 33.86 73.74  67.80 77.67 94.60

c[0:2] | 76.51 82.15 4290 80.99 88.26 | 94.48 | 2894 70.84  68.54 77.78 93.40

CLS 75.69 7996 4353 79.69 86.72 | 94.56 | 46.86 7194  69.71 73.31 91.20

6 c[0] 78.68 83.14 46.29 84.22 88.71 | 94.85 | 59.09 7142  79.27 77.86 94.00
c[0:1] | 78.62 8259 44.16 82.66 88.32 | 94.71 | 5092 72.64  78.70 77.51 94.80

c[0:2] | 77.44 8243 42.67 83.00 88.26 | 94.48 | 2697 7339 76.16 78.57 94.40

CLS 76.42 80.34 44.07 81.44 8776 | 9493 | 44.65 6997 68.72 73.49 89.80

7 c[0] 79.77 8550 46.47 8555 88.75 | 9498 | 56.99 7397  73.28 75.83 94.20
c[0:1] | 79.08 84.90 43.89 84.51 88.67 | 95.07 | 50.97 7345  73.39 78.59 95.20

c[0:2] | 78.53 83.53 42.04 8430 88.36 | 94.88 | 30.32 74.55 76.13 79.01 95.20

CLS 78.28 8276 4498 84.49 8842 | 94.84 | 435 70.67 69.43 74.18 90.80

8 c[0] 80.94 85.67 4548 86.53 88.95 | 95.28 | 53.10 7049  78.02 78.20 95.00
c[0:1] | 80.56 84.79 43.76 86.11 88.75 | 95.14 | 5045 69.97  48.67 78.77 95.60

c[0:2] | 79.76 84.73 43.80 8544 88.66 | 95.00 | 35.75 73.74  69.67 79.12 95.20

CLS 79.94 8451 4353 8563 88.14 | 9518 | 43.75 7148  67.87 71.22 90.60

9 c[0] 81.25 85.94 4584 86.71 8850 | 95.59 | 55.87 70.14  77.66 77.11 92.60
c[0:1] | 81.08 84.84 4425 86.53 88.60 | 9533 | 5428 7328  76.86 77.15 93.40

c[0:2] | 79.84 84.68 43.62 86.32 88.15 | 94.85 | 32.73 72.58  66.46 77.67 94.20

CLS 7927 8479 45.61 86.29 8798 | 95.14 | 41.77 71.07  68.06 70.12 90.20

10 c[0] 81.17 84.84 4348 86.87 8837 | 9544 | 52.19 7049  52.92 75.89 93.00
c[0:1] | 80.91 84.57 4290 8576 88.29 | 95.24 | 48.06 72.81  69.49 75.97 94.60

c[0:2] | 79.75 84.73 43.67 85.87 88.44 | 95.14 | 3544 7154  56.87 77.43 93.80

CLS 79.98 8440 4511 86.40 87.63 | 9549 | 4835 69.68  69.46 73.21 90.40

1 c[0] 80.82 8534 46.11 86.34 87.86 | 95.35 | 56.48 69.91 80.22 76.78 92.60
c[0:1] | 80.11 84.35 44.66 85.73 88.31 | 94.87 | 3391 7148  69.25 78.65 93.40

c[0:2] | 79.49 84.18 42.71 8579 88.11 | 95.15 | 3454 7229  68.66 78.71 94.00

Table 3.13: The results of the layer-wise BERT using the different pooling mechanisms: CLS, ¢[0], ¢[0 : 1],
and ¢[0 : 2] on the downstream tasks. Bold highlights the layer-wise best result and gray highlights the
best results across all layers.
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Figure 3.3: Sentence embedding performance of BERT cls token, ¢[0], ¢[0 : 1], and ¢[0 : 2] from different
layers of BERT. Color value of 90 corresponds to the best performance on a given task. Numbers on the
x-axis denote the BERT layer.

AVG-pooling in the previous section, which utilized the context-free FastText embeddings.
Thus, instead of relying on context-free word embeddings, our approach explores the
contextualized hidden states of BERT to extract sentence representations using DCT-pooling.

We followed the same evaluation suite, "the SentEval," used in the previous section.
However, for the classifier, we relied only on a logistic regression layer added on top of
the sentence representations. Figure 3.3 shows the results of the layer-wise BERT using
the different pooling mechanisms: C'LS, ¢[0], ¢[0 : 1], and ¢[0 : 2]; the complete numerical
results are shown in Table 3.12 and Table 3.13. For the downstream tasks, regardless of
pooling methods used, higher BERT layers generally performed better than lower layers. On
the contrary, for the probing tasks, lower and middle layers achieved the best performances.
This observation aligns with the finding of Ma et al. (2019), in which the author discussed

the effect of a layer-wise BERT encoder on the performance of a given model. Aside
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Surface Syntactic Semantic
Model SentLen WC | TreeDepth TopConst BShift | Tense SubjNum ObjNum SOMO CoordInv

0] (FT) 8347 9111 3342 64.50 5042 | 86.80  79.89 79.61 4959  51.87
c[0: 1] (FT)| 82.15 89.16 34.44 7440 4982 | 86.66  84.47 80.88 4944  66.19
c[0:2] (FT)| 81.55 86.77 35.61 77.08 52.07 | 86.46  84.31 81.50 50.21  66.80

|
[0:
[
[ 97.42 95.14 | 4248 8040  90.50 | 8820  86.36  84.60 65.50  72.40
[
[

)

=)

c[0: 1] 97.36  91.68 43.64 83.61 90.70 | 88.80  89.26 85.47 66.00  76.50
[0 : 2] 96.98 85.85 43.85 84.59 90.60 | 88.80  89.30 8580 65.70 76.80
CLS 89.50 15.60 35.40 71.70  82.40 | 89.40  88.40 79.70 6190  70.80

Table 3.14: Comparison of BERT cls and BERT-DCT models on the probing tasks. FT refer to the DCT
model results based on FastText word embeddings.Bold denotes the best results across BERT embeddings,
and gray highlights the best results across all models.

Sentiment Analysis SUBJ Relatedness&Paraphrase | Inference
Model MR SST2 SST5 CR MPQA STSB MRPC SICK-R | SICK-E

[0] (FT) 78.15 8298 44.84 79.60 87.98 | 92.37 | 71.11 7241 82.61 79.54 84.80
c[0:1](FT)| 77.86 81.99 4421 80.29 87.88 | 92.36 | 70.82 73.80 82.73 79.68 88.20
c[0:2] (FT)| 78.02 8248 43.03 79.81 8745 | 92.59 | 70.36 73.68 82.95 79.60 90.00

°[0] 81.25 85.94 4647 86.87 88.95 | 95.59 | 59.58 7397  82.06 79.54 95.00

TREC

cl0: 1] 81.08 8484 4389 8576 8875 | 9533 | 59.23 7345  73.38 79.85 95.60
[0 : 2] 79.84 84.68 42.04 8587 88.66 | 94.85 | 32.30 7455 71.14 80.17 95.20
CLS 79.94 8451 4407 8629 8842 | 95.18 | 64.05 6997 72.14 75.66 90.80

Table 3.15: Comparison of BERT cls and BERT-DCT models on the downstream tasks. FT refer to the DCT
model results based on FastText word embeddings.Bold denotes the best results across BERT embeddings,
and gray highlights the best results across all models.

from the layer-wise performance, we compared the performance of the C'LS model and
the DCT-based models. Table 3.14 shows the best BERT performances across different
layers for each task category within the probing. On all task categories, the ¢[0] model
outperforms the C'LS token. Further improvements are seen for the syntactic and semantic
categories, which belong to the probing benchmark, with larger number of coefficients (K),
in which ¢[0 : 2] model achieved the highest performance gains. We further compare the
performance of BERT word embeddings to the results of Fasttext word embeddings, in
which we observed significant performance gains.

On the other hand, the results for the downstream categories on Table 3.15, for most
categories there is no significant improvement with larger K values, except for I'n ference
and TREC datasets. While the performance gains on the In ference task is only about

0.8% with [0 : 2] model compared to the ¢[0] model, the performance gains on the TREC
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task is 1.37% with ¢[0 : 2] model compared to the ¢[0] model. Similar to the probing tasks,
we observed significant performance gains using BERT word embeddings compared to
FastText embeddings on most of the downstream tasks.

Overall, in our experiments, we noted significant changes in the performances using
BERT word embeddings without fine-tuning instead of the static pre-trained FastText em-
beddings utilized in Section 5. These improvements are attributed to contextual information

provided by BERT word embeddings.

9 Analysis

In this section, we qualitatively identify the differences between the AVG sentence

embeddings and our method, DCT sentence embeddings.

9.1 AVG vs. ¢[0]

° 12 2 0 0 0
~ 159 25 5 0 0
@ Class 0
22:35512 ~ 0 241 301 21 6
9 clsss m 0 7 383[KLE}273 55
© Classs < 0 5 58 510 606 487
w 0 0 13 129 595
AG clo] Combined 0 1 2 3 4 5

(a) The joint t-SNE embeddings of the AV G and c[0] from the  (b) Conf. Matrix: left is the AVG result, and right is the ¢[0] result.
Length task, and both together (AV G in red, c[0] in blue.)

The AV G and ¢[0] both compute the mean of the word embeddings, but the element-
wise sum in the AV G is divided by the sentence length, while in ¢[0] it is divided by the
square root of the sentence length. Dividing by the square root of the sentence length has
been used in sentence embeddings literature, in particular the USE model uses this method
to compute the final fixed length representation, which mitigates the impact of the sentence
length variations on the sentence embeddings (Cer et al., 2018).

The performance gain of dividing by the square root of the sentence length is clearly

shown in the Length task from the probing benchmark. This task measures how well a given
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representation of a sentence encodes its length. The task is framed as a six-way classification
corresponding to the length intervals as described in Section 3. In this task, c[0] outperforms
AV G by a significant margin. Therefore, we performed a qualitative analysis of the sentence
representation from both models on the test split of the Length dataset. The joint t-SNE
(Liu et al., 2019a) is used to draw a comparison on how the AVG embedded sentences
relative to the ¢[0] in Figure 3.4a. The t-SNE plot of ¢[0] shows that the clusters are more
compact with a very clear structure and separation. It can be observed that most partial
overlaps are between clusters belonging to neighboring classes. For example, the green
cluster corresponds to class ‘1°, in which the sentence lengths are between (9-12). This
cluster overlaps with the red cluster, which corresponds to class ’0’, and the blue cluster,
which corresponds to class *2’, in which the sentence lengths are between (5-8) and (13-16)
respectively. In contrast, the t-SNE of the AV G shows more scattered clusters, including
fewer clear points with multiple classes overlapping. This clearly shows the benefit of
dividing by the square root instead of the sentence length. The joint embeddings plot shows
that the AV G and ¢[0] are mapped to different locations.

To further investigate these observations, we draw the confusion matrix of both models
in Figure 3.4b. The confusion matrix of the AV G shows that there is a lot of confusion
between classes, especially with longer sentences. However, in ¢[0] many of the examples

are predicted correctly with higher accuracy.

9.2 AVG vs. K]

We performed an additional qualitative analysis on the TREC dataset, focusing on the
sentence representation from different models. In particular, we used a dimensionality
reduction technique, K-means clustering purity, and a nearest neighbor analysis.

Figure 3.5 shows the t-SNE plots of the AV G as well as DCT coefficients c[0] to ¢[0 : 5].

As previously noted, the AVG and the first DCT coefficient c[0] both represent the average of

"https://github.com/GWUvision/Embedding_visualization
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Figure 3.5: T-SNE visualization of different DCT coefficients and AVG on the TREC dataset.

the word embeddings in the sentence. Hence, similar clustering is seen in their t-SNE plots.
By increasing the DCT coefficient numbers, the clustering appears to be more accurate at
grouping sentences according to their labels.

Table 3.16 shows examples of nearest neighbors based on the cosine distance between
sentences’ embeddings using different DCT coefficients and AVG. It should be noted that
when adding more coefficients, the retrieved results are more similar in their structures. The
first query "Query 1" in Table 3.16, shows how adding more coefficients help in retrieving
more examples that belong to the same question types as shown in the retrieved results
of ¢[0 : 1] to ¢[0 : 3] when compared to AV G and ¢|0] results. Furthermore, the structure
similarity can be clearly seen in the second example in Table 3.16. While all the results
retrieved from all models were from the same class "NUM", AV G and ¢[0] did not account
for the structural similarity, in which the top retrieved example syntactically different then
the given query. On the other hand, the results from ¢[0 : 2] model are more similar in the
exact structure and word orders of the sentences.

Furthermore, to check how well the clustering based on DCT embeddings has performed,
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Model Sample Label

Query 1: How did serfdom develop in and then leave Russia ? DESC
How can people from Ireland come to the U.S. , work , and then return to Ireland ? DESC

AVG How many colonies did Germany get to keep after World War I ? NUM
How many dollars a day did Arthur Frommer say you could get by on in Europe in 1968 ? | NUM

When did communist control end in Hungary ? NUM

c[0] How much did Alaska cost when bought from Russia ? NUM
How far is Yaroslavl from Moscow ? NUM

How much did Alaska cost when bought from Russia ? NUM

[0 : 1] How did the tradition of best man start ? DESC
How did names come about ? DESC

How much did Alaska cost when bought from Russia ? NUM

cl0:2] How did the months of the year get there name ? DESC
How do I start a bank ? DESC

How do I do this ? DESC

[0 : 3] How did the months of the year get there name ? DESC
How did the tradition of best man start ? DESC

Query 2: How old is Stevie Wonder ? NUM
How old was Stevie Wonder when he signed with Motown Records ? NUM

AV G and ¢[0] How old is Benny Carter ? NUM
How old is Bernadette Peters ? NUM

How old is Benny Carter ? NUM

cl0:1] How old is Bernadette Peters ? NUM
How old is the universe ? NUM

Table 3.16: Nearest neighbors (based on the cosine similarity) to: Query 1 and Query 2. The label refer to the
question categorizes as defined on the TREC data set, where DESC denotes description and NUM denotes
number. The |green highlights the level of noise in the retrieved results. While in "Query 1" the level of
noise impacted the categorizes of the retrieved examples, in "Query 2" the level of noise impacted in the
structural characteristic of the retrieved examples.

we calculate the clustering purity using K-means clustering with different K values ranging
from 6 to 50, where 6 is equal to the number of classes in the TREC dataset. In order to

calculate clustering purity, we used the following formula (Manning et al.):
1
P(C,L) = —Zmax]ckﬂlj|, (3.4)
N

where N is the total number of examples, C' = {¢y, ..., ¢x } is the clusters set, and L =
ly, ..., 1) 1s the labels set. As shown in Table 3.17, c[0:2] clustering with k=6 resulted in a
higher purity score than other models. It can be noted that larger k clustering resulted in
better purity in all models. However, the rates of increase in AV G and ¢[0] are lower than

those of models ¢[0 : 1] and ¢[0 : 2], this is clearly shown in Figure 3.6.
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Table 3.17: Clustering purity with increasing k and
DCT coefficients on TREC
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Figure 3.6: Correlation between clustering purity
and increasing number of coefficients on the TREC
data.
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Figure 3.8: TREC accuracy vs. sentence length
for AVG and various DCT models.

Figure 3.7: Comparing number of words per sentence
distribution in the TREC train and test sets.

9.3 Sensitivity to Sequence Length

Since natural language datasets consist of sentences with different lengths, we performed
additional analysis to study the impact of sentence length on the models’ performance. To
make these comparisons, we filtered the sentences in the TREC test data based on their
length and divided them into subsets with varying lengths. Specifically, for the test data
in the TREC task, we split them into 3 subsets with the following intervals: Bin-1: [1-5],
Bin-2:[6-10], and Bin-3:[11-]. Table 3.18 shows the models’ performance based on sentence
length. While all models, as expected, perform reasonably well on short sentences, model
performance dropped on longer sentences. As shown in Figure 3.8, there is almost a linear
correlation between sentence length and the accuracy degradation. Nevertheless, AV G and

c[0] seem to degrade faster than other models.
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Test | Bin-1 | Bin-2 | Bin-3 | Weighted-Acc
AVG | 83.20 | 95.55 | 78.03 | 81.66 85.08
c[0] 84.80 | 96.29 | 80.65 | 80.00 85.64
cl0:1] | 88.40 | 99.25 | 84.59 | 83.33 89.05
cl0:2] | 89.60 | 98.51 | 86.88 | 83.33 89.57

Table 3.18: Accuracy against sentence length on the TREC test set. The number of words in a sentence, in
bins of size 5, where Bin-1 contains sentences with length [1-5], Bin-2 with [6-10], and Bin-3 with [11-].

Premise Hypothesis label
Negation
A woman is cutting an onion A woman is not cutting meat Entailment

The American footballer is not wearing a
red and white strip

The American footballer is wearing a red
and white strip

No-Entailment

Passivization

A big wave is being ridden by a surfer
across dark green water.

An old man with a grey beard is riding a
bike.

The surfer is riding a big wave.

The bicycle is being ridden by a man wear-
ing a beret on a recreation trail.

Entailment

No-Entailment

Substitution

A man is riding a dirt bike down a dirt
hill.

A man on inline skates is skating at a
skate park.

A person is riding a dirt bike down a dirt
hill.

A man on inline skates is resting at a skate
park.

Entailment

No-Entailment

Table 3.19: Examples of sentence pairs in SICK with different linguistic phenomena including: Negation,

Passivization, and Substitution.

9.4 Sensitivity to Linguistic phenomena

In this section, we test the sensitivity of AVG and DCT to three different linguistic
phenomena that imply syntactic and semantic variations on the SICK dataset for entailment
(SICK-E). Entailment is a task designed to capture the inference relationship between a
pair of sentences. The SICK-E are labelled for 3-way classification using the following
relationships: Entailment, in which the sentences in the pair entail each other; Contradiction,
when the sentences in the pair contradict one another; and Neutral, when there is no clear
relationship between the sentences in the pair. In this analysis, for simplicity, we treated the
relationships as a two-way classification: Entailment and No-Entailment, in which Neutral

and Contradiction are both mapped into the No-Entailment class.
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AVG c[0] cf0:1] c[0:2] c[0:3]

mPrefiICt Entailment No-Entailment | Entailment No-Entailment | Entailment No-Entailment | Entailment No-Entailment | Entailment No-Entailment
e

Entailment 0% 0.84% 0% 0.84% 0% 0.84% 0% 0.84% 0% 0.84%
No-Entailment| 12.32% 86.83% 12.60% 86.55 12.60% 86.55 12.04% 87.11% 9.24% 89.91%

Table 3.20: Confusion matrix of different models when negation is used.

Generally, there are different linguistic phenomena involved in semantic tasks such
as entailment. In this analysis, we limited our focus to three phenomena relevant to the
entailment: Negation (if one text has a negation mark such as "not"), Passivization (if one
text is in active voice and the second is in passive voice), and Substitution (if the pair differs
by one word; one word is substituted by another). While negation and passivization involve
some kind of syntactic and structural modifications in a sentence, substitution only involves
semantic changes. Table 3.19 shows examples of sentence pairs from the SICK-E dataset
with negation, passivization and substitution.

First, we assess the models’ capability of identifying the correct relation between a pair
of sentences when one sentence contains a negation word. From the SICK-E test-split, a
total of 357 pairs have been collected in which an explicit negation mark, indicated by the
negation relation in the syntactic dependency,® contained in one of the text in a pair. We
examined the differences between AV G, ¢[0], [0 : 1], ¢[0 : 2], and ¢[0 : 3]. Table 3.20
shows the confusion matrix of different models in predicting the correct class with sentence
that contain negation marks. It can be seen that while AV G and ¢[0] ignores negation
because they do not encode word order, higher order DCT models predict the correct class
for more examples because they do encode word order. In particular, ¢[0 : 3] is the best
model at predicting No-Entailment with a negation mark in the sentence, where negation
words strongly indicate a contradiction.

We assess the models’ capability at identifying the correct relationship between a pair
when one text is expressed using active voice and the other is expressed using passive voice.

In textual entailment, sentences in a pair entail each other if both convey the same meaning

8SpaCy has been used to extract the syntactic dependency relations (Honnibal and Montani, 2017)
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AVG c[0] c[0:1] c[0:2] c[0:3]

Predict . . . . . . . . . .
S Entailment No-Entailment | Entailment No-Entailment | Entailment No-Entailment | Entailment No-Entailment | Entailment No-Entailment

True .

Entailment 12.96% 22.22% 16.66% 18.51% 18.51% 16.66% 14.81% 20.37% 14.81% 20.37%
No-Entailment| 5.55% 59.25% 7.40% 57.40% 7.40% 57.40% 9.25% 55.55% 7.40% 57.40%

Table 3.21: Confusion matrix of different models when passivization is used.
AVG c[0] cl0: 1] cl0: 2] cl0: 3]
n Predict Entailment No-Entailment | Entailment No-Entailment | Entailment No-Entailment | Entailment No-Entailment | Entailment No-Entailment
rue

Entailment 42.26% 10.19% 41.61% 10.85% 40.13% 12.33% 38.48% 13.98% 38.81% 13.65%

No-Entailment | 25.16% 22.36% 21.87% 25.65% 17.10% 30.42% 17.59% 29.93% 14.80% 32.73%

Table 3.22: Confusion matrix of different models when substitution is used.

even when they are expressed differently. In order to evaluate this phenomena, a total of
54 pairs are extracted from the SICK-E test-set using syntactic dependency,® which meet
the requirements of passivization. Table 3.21 shows the confusion matrix results of this
subset. It can be seen that DCT models perform better than the AV G on identifying the
entailment relationship. However, increasing the number of DCT coefficients has no effect
on improving model performance. For example, ¢[0 : 1] is marginally better than c|[0],
however, the number of true positive dropped when adding more coefficients in ¢[0 : 2] and
c[0 : 3]. This observation aligned with our initial assumption about the drawbacks related to
passivization, which emphasized the challenges of passivization in a linear model such as
DCT.

We investigate the models’ capability at capturing the correct relationship between a
pair of sentences when they differ by one word. For example, synonyms and antonyms are
common phenomena often seen in textual inference. In particular, the pair entail each other
if the words are synonyms and contradict each other if the words are antonyms. To extract
examples that differ by only one word, we calculate the Levenshtein edit-distance between a
pair of sentences.” In this case, while the sentences in the pair varies semantically, the length,

order, and structure information are exactly the same. Interestingly, while AV G performs

9We use NLTK.
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better than all other DCT models on the Entailment cases, the ¢[0 : 3] model performs better
than all other models in the No-Entailment cases.

This finding, which is consistent with the findings in the previous sections, validate the
effectiveness of the DCT based models on encoding syntactic information in a given input

better than the standard AV GG model.

10 Conclusion

In this chapter we introduced a novel method to compute sentence embeddings using
the Discrete Cosine Transform (DCT). The proposed mechanism efficiently compresses
variable-length sentences into fixed-length vectors in a manner that preserves some of the
structural characteristics of the original sentences. By applying DCT on each feature along
the word embedding sequence, we efficiently encode the overall feature patterns as reflected
in the low-order DCT coefficients. We showed that these DCT embeddings reflect average
semantic features, similar to the vector averaging but with a more suitable normalization,
in addition to syntactic features like word order. Experiments using the SentEval suite
showed that DCT embeddings outperform the commonly-used vector averaging on most
tasks, particularly tasks that correlate with sentence structure and word order. We verified
qualitatively that DCT based models encode subtle syntactic variations in the input better
than the standard model such as AV G. Without compromising practical efficiency relative to
averaging, DCT provides a suitable mechanism to represent both the average of the features
and their overall syntactic patterns. This makes DCT a suitable alternative mechanism to the
popular bag of words approach by exploiting a word embedding space to generate a general-

purpose sentence representation, particularly in tasks that require syntactic information.
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Chapter 4:  Universality of DCT Embeddings

In the previous chapter, we proposed Discrete Cosine Transform (DCT) as an alternative
that captures the underlying syntactic characteristics of a given text without compromising
practical efficiency compared to averaging. However, as with most other sentence encoders,
the DCT sentence encoder in Chapter 3 was only tested in English. To this end, in this
chapter, we investigate the efficiency of a DCT encoder across different languages that

exhibit different linguistic properties in both multi-lingual and cross-lingual settings.

1 Mulit- and Cross-lingual Sentence Encoding

Earlier work in the realm of NLP-distributed representations was centered around the
idea of learning word representations, in which a word’s statistical, syntactic, and semantic
information is encoded in real-valued vectors. As a result, several approaches have been
developed to compute different types of word embeddings. For example, earlier dense word
embedding vector representations such as Word2 Vec reflect context-free embeddings while
more recent proposed word embeddings such as ELMo and BERT allow for the computation
of context-rich embeddings (Mikolov et al., 2013; Peters et al., 2018; Devlin et al., 2019).
However, for tasks that involve sentence-level understanding, individual word representa-
tions are not suitable for learning adequate information about longer sequences. Therefore,
a number of sentence encoding representations have been developed to accommodate this
need; some of these models are discussed in (Hill et al., 2016; Logeswaran and Lee, 2018;
Conneau et al., 2017b), yet most of these representations have focused on English only.

To generate sentence representations in different languages, the most obvious solution
is to train monolingual sentence encoders for each language. However, training a heavily
parameterized monolingual sentence encoder for every language is inefficient and computa-

tionally expensive. On the other hand, utilizing a non-parameterized model with ready-to-use
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word embeddings is another efficient approach to generate sentence representations. For
example, averaging word embeddings is one of the most common and efficient approaches
to obtain sentence encoders (Arora et al., 2017).

In addition to the averaging method, a number of non-parameterized models have been
proposed to derive sentence representations from pre-trained word embeddings (Riicklé
et al., 2018; Yang et al., 2019b; Kayal and Tsatsaronis, 2019). However, most of these
models, including averaging, disregard structural information, which is an important aspect
of any given language. Recently, we proposed a structural-sensitive sentence encoder, which
utilizes Discrete Cosine Transformation (DCT) as an efficient alternative to averaging. We
showed that this approach is versatile and scalable because it relies only on word embeddings,
which can be easily obtained from large unlabeled data. Hence, in principle, this approach
can be adapted to different languages. Furthermore, having an efficient, ready-to-use
language-independent sentence encoder can enable knowledge transfer between different
languages in cross-lingual settings, empowering the development of efficient and performant
NLP models for low-resource languages.

Generally, finding a multi- and cross-lingual sentence encoder that generalizes across
different languages and is computationally efficient is a challenging task. Thus, a natural
question would be: how well does the proposed DCT encoder work for multi- and cross-
lingual scenarios, i.e. across different languages that exhibit different linguistic properties?
In this chapter, we empirically investigate the generality of DCT representations across
languages as both a single language model and a cross-lingual model in order to assess the
effectiveness of DCT across different languages.

To this end, we extend the application of DCT to additional languages in a multi-
lingual setting, where a fixed-length representation is generated for each language. These
representations are capable of learning cross-lingual vectors by mapping them onto a shared
vector space at the sentence-level. Thus, we further present a non-parameterized sentence-

level-based approach for cross-lingual mapping without any additional training parameters.
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In this context, the DCT encoding is used to generate the sentence representations, which

are then used in a sentence level alignment process.

2 Related Work

Sentence Encoding: Supervised and unsupervised approaches for sentence encoding,
such as InferSent (Conneau et al., 2017a) and Skip-Thought (Kiros et al., 2015), respectively,
have been proposed based on heavily-parameterized neural models. One of their drawbacks
is that they are inefficient both at training and inference times. Especially in contrast
to sentence encoders which employ simple averaging based solely on pre-trained word
embeddings— a Bag-of-Words (BoW) method, averaging has been proven to perform
reasonably well without the overhead computations of sophisticated neural models (Arora
et al., 2016). Given the superior results yielded by averaging, alternative parameter-free,
fast, and high-quality sentence encoders that rely on pre-trained word embeddings which
crucially do not require further training are garnering more interest. A thorough overview of
the different sentence encoders is given in Chapter 2.

Most of the proposed methods suffer from indifference toward underlying syntactic
characteristics of a given text. Recently, we used DCT as an efficient alternative to the
commonly-used vector averaging model, in which the lower-order DCT coefficients preserve
some of the structural characteristics of the original sentences. As shown in Chapter 3,
DCT is a suitable alternative mechanism to the popular BoW approach as it exploits a
word embedding space to generate a general-purpose sentence representation, particularly
in tasks that require syntactic information. In this chapter, we extend the applicability of
DCT sentence encoders to new languages thereby generating multi-lingual representations
without additional training.

Sentence-level Cross-lingual Mapping: Aside from the multi-lingual representations,
increased attention has been given to cross-lingual learning frameworks in recent years. A

number of approaches have been proposed as a way to learn cross-lingual representations
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that enable better NLP applications across languages, especially in low-resource scenarios.
The vast majority of cross-lingual mapping relies on word-level alignment; a thorough
overview can be found in (Ruder et al., 2019). Similar to word-level alignment, sentence-
level alignment has proven to be effective at generating textual representations that perform
well across multiple languages (Aldarmaki and Diab, 2016, 2019a; Conneau et al., 2018b;
Aldarmaki and Diab, 2019b; Fu et al., 2020).

Assuming a supervised framework, Aldarmaki and Diab (2016) utilized co-occurrence
counts leveraging matrix factorization to simultaneously learn word and sentence represen-
tations. As discussed in (Aldarmaki, 2019), this method has a major practical limitation
due to the model’s inefficiency during training and inference times. More recently, notable
improvements have been observed using neural sentence embedding proposed in (Conneau
et al., 2018b; Aldarmaki and Diab, 2019b). Both approaches utilized the same supervised
inference-based classifier, (In ferSent) detailed in (Conneau et al., 2017b), with parallel
natural language inference (NLI) data to align a multilingual sentence encoder.

In an unsupervised setting, Aldarmaki and Diab (2019b) uses unsupervised Sequential
Denoising Auto-Encoder (SDAE) from (Hill et al., 2016) to learn cross-lingual alignments
between languages. Aldarmaki and Diab (2019a) incorporates contextualized word em-
beddings, which are dynamically generated from ELMo (Peters et al., 2018) to form a
contextualized sentence embedding for sentence-level cross-lingual mappings. Also, Fu
et al. (2020) proposes an Adversarial Bi-directional Sentence Embedding Mapping (ABSent)
framework to learn cross-Lingual sentence representations from parallel data. Specifically,
the ABSent framework utilizes a GAN-based technique (Goodfellow et al., 2014) to learn
sentence-level transformations between two languages.

Leveraging a multilingual training objective is one of the most successful recent approach
for cross-lingual encoders (Artetxe and Schwenk, 2019; Conneau and Lample, 2019). For ex-
ample, LASER framework uses parallel corpora to train a BILSTM encoder that generates a

1,024-dimensional language-agnostic sentence representation (Artetxe and Schwenk, 2019).

49



Similarly, Conneau and Lample (2019) uses a Transformer architecture (Vaswani et al.,
2017) with 1024 hidden units to learn text representation from two unsupervised multilingual
training objectives: Causal Language Modeling and Masked Language Modeling.
Although the neural sentence embedding frameworks in (Aldarmaki and Diab, 2019a;
Conneau et al., 2018b; Aldarmaki and Diab, 2019b; Fu et al., 2020; Artetxe and Schwenk,
2019; Conneau and Lample, 2019) result in reasonable cross-lingual alignment and perfor-
mance, they suffer from several drawbacks. Typically, these models are not practical for
real-time applications due to their underlying complexity and cumbersome computational
requirements. For example, the LASER framework leverages a significant amount of parallel
data (more than 200 million parallel sentences) to train an encoder to produce cross-lingual
sentence embeddings (Artetxe and Schwenk, 2019) . Thus, in this chapter, we investigate
the effectiveness of DCT sentence embeddings as an alternative in cross-lingual mapping

using the sentence-level alignment framework introduced in (Aldarmaki and Diab, 2019a).

3 Multi-lingual DCT Embeddings

The non-parameterized DCT mechanism is utilized to generate sentence embeddings.
Sentence embeddings are generated by concatenating different orders of DCT coefficients
from pre-trained word embeddings without additional training parameters. This allows
the model to be easily extended to additional languages with existing monolingual word
embeddings. Given the promising results of the DCT model discussed in Chapter 3, when
modeling sentences in English, in this section, we used the same model to learn a separate
encoder for each language.

In this section, we evaluate the performance of the DCT embeddings on different
languages, namely English, Spanish, French, German, and Russian. For all languages, we

rely on a pre-trained word embedding to be used as a source for the DCT sentence encoder.
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3.1 Evaluation Datasets and Experimental Setups

To evaluate DCT embeddings across different languages, we used the probing benchmark
provided by Ravishankar et al. (2019), which includes a set of multi-lingual probing datasets.
The benchmark covers five languages: English,! French, German, Spanish and Russian,
derived from Wikipedia. The task set is comprised of 9 Probing tasks. Ravishankar et al.
(2019) used the datasets to evaluate different sentence encoders trained by mapping sentence
representations to English. Unlike Ravishankar et al. (2019), we used the datasets to evaluate
DCT embeddings for each language independently. In addition to the DCT embeddings, we
used vector averaging to extract sentence representations from the pre-trained embeddings
as baselines.

For model evaluations, we utilized the SentEval framework introduced in (Conneau and
Kiela, 2018). In all experiments, we used a single-layer MLP on top of DCT sentence em-
beddings with the following parameters: kfold=10, batch_size=128, nhid=50, optim=adam,
tenacity=5, epoch_size=4. For the word embeddings, we relied on the publicly available
pre-trained FastText embeddings introduced in (Grave et al., 2018).2 and detailed descrip-
tions of the framework and the Probing tasks contained within the benchmarks are given in

Chapter 3.

3.2 Evaluation Results

Table Table 4.1 shows the complete numerical results. However, for better visual
understanding, the probing results of different languages relative to English are shown a
heat-map in Figure 4.1. Overall, French (FR) seems to be the closest one to English (EN)
followed by Spanish (ES) then German (DE) and then finally Russian (RU) across the
various DCT coefficients. Higher coefficients reflect majority better performance across

most tasks for FR, ES and DE. We see the most variation with worse results than English on

I'The English data in (Ravishankar et al., 2019) is drawn from a different domain than the one in (Conneau
etal., 2018a)
The pre-trained word embeddings are available at: https:/fasttext.cc
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Language AVG c[0] c[0:1] c[0:2] c[0:3] c[0:4]

EN 56.28 89.03 88.91 88.95 88.7 88.08

ES 59.92 89.59 90.00 89.8 89.73 90.05

SentLen FR 579 93.72 93.44 93.14 92.82 92.38
DE 53.41 88.81 88.36 88.16 87.54 87.69

RU 5442 89.66 89.12 89.18 88.26 88.04

EN 26.97 66.69 64.55 62.49 60.39 59.08

ES 254 6480 62.18 60.62 58.76 57.64

WwC FR 27.14 68.60 66.13 6471 62.8 61.04
DE 29.33 64.99 64.52 63.93 63.12 61.54

RU 36.33 67.50 65.58 64.69 62.69 61.32

EN 54.78 54.98 54.58 54.86 54.81 55.58

ES 547 54.52 54.53 5421 5471 55.77

Bshift FR 54.69 547 54.68 5491 55.53 56.50
DE 5423 5422 5435 5443 546 56.46

RU 56.48 56.8 56.81 56.28 57.4 58.51

EN 41.34 45.18 48.64 49.84 49.44 50.47

ES 429 4853 5229 53.34 53.87 53.54

TreeDepth FR 41.06 47.68 50.05 51.65 52.27 52.15
DE 37.06 41.97 45.14 4733 47.55 47.36

RU 35.27 39.21 40.76 41.02 40.65 40.51

EN 86.49 89.23 91.83 92.17 92.26 92.21

ES 94.52 9597 96.68 96.67 96.62 96.53

Tense FR 91.96 94.06 95.7 9596 96.12 95.99
DE 94.13 94.71 95.82 96.44 96.28 95.92

RU 86.07 86.39 90.28 904 90.16 90.38

EN 73.47 7422 84.56 87.20 87.03 87.19

ES 67.08 68.13 81.61 84.15 85.17 85.77

CoordInv FR 71.06 71.12 85.97 88.03 89.21 89.61
DE 74.25 7433 89.99 92.52 93.45 94.09

RU 60.33 60.77 79.95 83.13 84.03 84.34

EN 76.46 77.41 80.49 81.68 81.76 82.31

ES 86.4 86.68 89.34 90.42 90.12 90.84

SubjNum FR 88.48 88.62 91.05 92.23 92.72 92.76
DE 7594 75.78 78.79 78.9 79.25 79.28

RU 70.47 70.44 7231 72.81 73.12 73.13

EN 68.44 69.71 71.78 73.24 73.98 74.93

ES 78.31 79.23 82.21 8396 852 85.7

ObjNum FR 7747 78.5 83774 85.82 8692 88.1
DE 68.38 68.74 69.88 70.41 71.14 71.90

RU 63.9 63.79 6533 65.32 65.54 65.11

EN 50.12 5091 51.72 51.71 51.36 50.42

ES 51.7 5198 51.34 49.62 50.71 53.07

SOMO FR 50.7 48.85 48.87 49.44 49.56 49.36
DE 50.57 50.47 49.99 49.99 49.99 49.99

RU 5249 5291 52.86 52.8 53.07 53.13

Table 4.1: DCT embeddings Performance per language compared to AVG

FR=French, DE=German, and RU=Russian
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Figure 4.1: The results of the probing tasks relative to English results for each model. The white indicates
a value of 1, demonstrating parity in performance. Red indicates better English performance while green
indicates better X language performance.

the syntactic tasks of TreeDepth, CoordInv, Tense, SibjNum and ObjNum for RU. SOMO
stands out for RU where it outperforms EN. The variation in Russian might be due to the
nature of RU being much more complex and morphologically rich language with flexible
word order (Toldova et al., 2015).

In term of the performance gain of the number of DCT coefficients, we observed
consistence performance gain across different languages that is similar to the English
performance trend as shown in Chapter 3. Specifically, for the surface level tasks, among
the DCT models the ¢[0] model significantly outperforms the AV G with an increase of ~30
percentage points in all languages. The surface level tasks (SentLen and WC) show the most
notable variance in the performance, in which the highest results are obtained using the ¢[0]
model. However, the performance decreases in all languages when k is increased. On the
other hand, for all languages, we observed a positive effect on the model’s performance with
larger K in both the syntactic and semantic tasks.

Guided by the consistent results obtained using DCT embeddings across the different

languages tested in this section, we explore sentence representations learned from DCT
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models as a way for generating cross-lingual mappings. It could be beneficial to integrate
the syntactic information preserved in the lower-order DCT coefficients to guide the cross-
lingual alignment between syntactically sensitive languages. Thus, in the next section, we
discuss a sentence-level cross-lingual alignment that utilizes DCT embeddings as an efficient
alternative to the FastText averaging representations proposed by (Aldarmaki and Diab,

2019a).

4 Cross-lingual Mapping based on DCT Encoding

4.1 Approach

Aldarmaki and Diab (2019a) proposed sentence-level transformation approaches to learn
context-aware representations for cross-lingual mapping. While the word-level cross-lingual
transformations utilize an aligned dictionary of word embeddings to learn the mapping, the
sentence-level transformations utilize a large dictionary of parallel sentence embeddings.
Since sentences provide contexts that are useful for interpretation and disambiguating the
individual word’s specific meaning, sentence-level mapping yields a better cross-lingual
representation compared to word-level mapping as shown in (Aldarmaki and Diab, 2019a).

Generally, any sentence embeddings model can be used to generate monolingual sen-
tence representations for sentence-level cross-lingual transformations. Aldarmaki and
Diab (2019a) shows that a simple model like sentence averaging can be used to learn the
transformations between two languages. However, vectors constructed by averaging word
embeddings fail to capture structural information such as word order, which may result
in poor cross-lingual alignment. Therefore, guided by the results shown in Chapter 3 and
Section 3.2 in this chapter, we further utilize DCT to construct sentence representations for
the sentence-level cross-lingual modeling.

Similar to Aldarmaki and Diab (2019a), we rely on large parallel data to learn orthogonal
mappings, in which two independent monolingual sentence representations are aligned in a

shared embedding space, in which similar cross-lingual sentence embeddings end up being
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close to one another.

4.1.1 Orthogonal Mapping

The objective of the orthogonal mapping is to find a transformation matrix based on
a set of source- and target-sentence pairs along with their matrix representations X and
Z. More specifically, given a set of sentence pairs {3, 2!}, in which z; € R% is the
source sentence-level embeddings of the sentence ¢, and z; € R is the sentence-level
representation of the associated target language translation, orthogonal transformation
matrix W is optimized to approximate Z via WX. Practically, the alignment matrix W is

found by minimizing the following distances:

Wet = argminHWX - Z||. 4.1)
W

Typically, enforcing the orthogonality constraint on W, such that WWT = I where I
denote the identity matrix, preserves distances between inter-lingual sentences in the source
vectors space. Thus, under this constraint the singular value decomposition (SVD) can be

used to find the exact solution for W (Schonemann, 1966). Formally,

Wt =uvrT, (4.2)
in which the SVD of the matrix Y X7 is:

YX'=uxv’. (4.3)

At test time, the resulting transformation matrix W is used to map any given sentence

vector to the other language’s space (Aldarmaki and Diab, 2019a).
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4.2 Experiments

For model evaluation, we used the same cross-lingual evaluation framework introduced
by Aldarmaki and Diab (2019a). Intuitively, as discussed in (Aldarmaki and Diab, 2019a),
sentences tend to be clustered with their translations when their vectors exist in a well-
aligned cross-lingual space. Thus, in this framework, cross-lingual mapping approaches are
evaluated using sentence translation retrieval by calculating the accuracy of correct sentence
retrieval (Aldarmaki and Diab, 2019a). Formally, the cosine similarity is used to find the
nearest neighbor for a given source sentence from the target side of the parallel corpus.

Unlike contextualized sentence embedding, which utilizes ELMo (Aldarmaki and Diab,
2019a), we rely on static word embeddings to drive the sentence-level representations.
Specifically, for each language, we utilized pre-trained FastText word embeddings that are
trained on the common-crawl dataset (Grave et al., 2018). Subsequently, we follow the DCT
approach as described in Chapter 3 to calculate the sentence embeddings using various DCT
coefficients. As a baseline, we used the average of the word embeddings. For all sentence
embedding models, we applied the smooth inverse frequency to assign weights to the word
embeddings, which resulted in better representations for textual similarity tasks as shown in
(Arora et al., 2017; Aldarmaki and Diab, 2019a).> Also, in our experiments, all sentences in

a given source language were aligned to English.

4.3 Evaluation Datasets

To demonstrate the efficacy of cross-lingual mapping using the sentence-level represen-
tation generated by DCT models, similarly to Aldarmaki and Diab (2019a), we used the
WMT’ 13 data set that includes EN, ES and DE languages (Bojar et al., 2013). We further
used five language pairs from the WMT’ 17 translation task to evaluate the effectiveness of

DCT-based embeddings. Specifically, we used a sample of 1 million parallel sentences from

3In our experiments, we found that weighted averaging and weighted DCT embeddings yield better results
than unweighted representations
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WMT’13 common-crawl data; this subset is the same one used in (Aldarmaki and Diab,
2019a). To assess efficacy of the DCT models for the cross-lingual mapping, we reported the
performances of the sentence translation retrieval task within the WMT’13 test set, which
includes EN, ES, and DE as test languages (Bojar et al., 2013).* Specifically, we first used
the 1M parallel sentences for the alignment between source languages (ES and DE) to a
target language (EN) independently. We evaluated the translation retrieval performance in
all language directions, from source languages to English: ES-EN and DE-EN, as well as
between the sources languages: ES-DE. Similarly, we conduct a series of experiments on
5 different language pairs from the WMT’ 17 translation task, which includes DE, Latvian
(LV), Finnish (FI), Czech (CS), and Russian (RU), each of which is associated with an
English translation (Zhang et al., 2018).5 For each language pair, we sampled 1M parallel
sentences from their training corpus for the cross-lingual alignment between each source
language and EN. Also, we used the test set available for each language pair to evaluate the
translation retrieval performances. A detailed description of these languages in the WMT’ 17

dataset is given below:

e DE-EN: To align the German-English language pair, we sampled 1M parallel sen-
tences from the training corpus, which consists of 5.85M sentence pairs (Zhang et al.,
2018). We evaluated the translation retrieval on a test set resulted from combining the

2014 and 2015 newstest datasets from WMT English-German translation task.

e FI-EN: For the Finnish-English language pair, we sampled 1M parallel sentences
from the training corpus, which consists of 2.63M sentence pairs (Zhang et al., 2018).
We concatenated the newstest of 2015 and 2016 as a test set to evaluate the translation

retrieval task.

e LV-EN: For the Latvian-English language pair, we sampled 1M parallel sentences

“We used the same preprocessing and data splits as detailed in (Aldarmaki and Diab, 2019a).
>The preprocessed version of the WMT’ 17 dataset was used. For more information refer to (Zhang et al.,
2018).
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Language pair | AVG | ¢[0] [ c[0:1] | ¢[0:2] | ¢[0: 3]
From source languages to EN:

ES—EN 65.67 | 64.87 | 71.26 | 71.80 | 70.13
DE—EN 51.80 | 50.30 | 57.23 | 58.13 | 56.57
From EN to source languages:

EN—ES 69.97 | 69.50 | 73.73 | 73.87 | 71.73
EN—DE 67.50 | 66.23 | 69.27 | 68.70 | 65.83
Between source languages (Zero-Shot performance):
DE—ES 43.80 | 42.20 | 49.50 | 51.20 | 51.17
ES—DE 57.67 | 56.46 | 60.53 | 59.83 | 57.87

Table 4.2: Sentence translation retrieval accuracy. The arrows indicate the translation direction, with EN,
ES, DE refer to English, Spanish, and German, respectively.

from the training corpus, which consists of 4.46M sentence pairs (Zhang et al., 2018).
To evaluate the translation retrieval task, we used the newstest2017 as the test set for

the Latvian-English pair.

e RU-EN: To align the Russian-English language pair, we sampled 1M parallel sen-
tences from the training corpus, which consists of 25M sentence pairs (Zhang et al.,
2018). We evaluated the translation retrieval performance on a test set resulting from

the concatenation of newstest2014, newstest2015 and newstest2016 as the test set.

e CS-EN: Similarly, to align the Czech-English language pair, we sampled 1M parallel
sentences from the training corpus, which consists of 52M sentence pairs (Zhang
et al., 2018). The translation retrieval was evaluated using the concatenation of

newstest2014, newstest2015 and newstest2016 as the test set.

4.4 Results

The results of the sentence translation retrieval from WMT’ 13 data set are shown in
Table 4.2. This data includes English, Spanish, and German in all language directions.
Overall, DCT embedding models yielded the highest retrieval accuracy in all translation
directions. For the EN — directions, the embeddings generated by the ¢[0 : 2] model

significantly outperform the AV G and ¢[0] models, and is slightly better than the ¢[0 : 1]
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model. Notably, with the ¢[0 : 2] sentence-level-mapping model, a substantial gain of 5.59%
is observed over the AV G model in the — FES direction, and 6.33% gains over the AV G
model in the — D FE direction. However, the performance dropped for both languages when
the ¢[0 : 3] model was used.

In the opposite translation direction from EN to source languages (ES and DE), DCT-
based models outperformed the AV G model. In particular, for both languages, we observed
accuracy gains of about 1.5 to 3.81 percentage points using more coefficient in DCT-based
models compared to the AV G and ¢[0] models. While the ¢[0 : 2] model provided the
highest accuracy for the EN — ES translation direction, the ¢[0 : 1] model shows the
highest accuracy for EN — DFE translation direction. However, the accuracy dropped for
both languages when more DCT coefficients were added.

A similar trend is observed in the zero-shot translation retrieval between the two source
languages (£S and D E), in which DCT-based models outperform the AV G and ¢[0] models.
Interestingly, these observations may indicate that DCT-based models (c[0 : k|), where
1 < k < 3 complement the semantic meaning of the sentence provided by the AV G and ¢|0]
models, with additional structural information that results in better cross-lingual mapping in
all directions.

In addition to the languages in the WMT’ 13 data set, we conducted another set of
experiments based on five language pairs from the WMT’17 in Table 4.3. This set included
DE,° LV, FI, CS, and RU datasets, each of which are associated with English translation.
For all language pairs, the cross-lingual alignment are performed from source language to
English.

For all language pairs, DCT-based embedding models outperformed AV G and c[0]
models in the sentence translation retrieval task. In the direction — E'N, while the c|0 : 2]
model achieved the highest accuracy for DE, RU, and FI languages, the ¢[0 : 3] model

achieved the highest accuracy for cs and lv languages. Specifically, the ¢[0 : 2] model

6 A different set from the one in the WMT’13
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Language pair | AVG | ¢[0] [ c[0:1] | ¢[0:2] | ¢[0: 3]
From source languages to EN:

DE—EN 4241 | 46.90 | 56.17 | 58.05 | 57.20
RU—EN 4522 | 52.75 | 6191 | 64.35 | 63.33
CS—EN 41.87 | 42.50 | 52.89 | 54.99 | 55.05
FI-EN 40.46 | 42.00 | 47.57 | 47.80 | 46.16
LV—EN 21.26 | 40.13 | 51.42 | 56.37 | 60.16
From EN to target languages:

EN—DE 55.73 1 59.04 | 62.71 | 62.10 | 60.51
EN—RU 38.09 | 44.29 | 54.73 | 59.51 | 60.94
EN—CS 39.73 | 40.40 | 50.99 | 54.00 | 54.12
EN—FI 39.34 | 42.52 | 51.67 | 52.59 | 51.74
EN—LV 15.83 | 33.55 | 47.08 | 53.22 | 55.72

Table 4.3: Sentence translation retrieval accuracy. The arrows indicate the translation direction, with EN,
DE, RU,CS, FI, TR, and LV stands for English, German, Russian, Czech, Finnish, Turkish, and Latvian,
respectively

yielded increases of about 7-30% in the direction from source languages (DE, RU, and FI)
to English compared to the AV G model. Also, while the ¢[0 : 3] model yielded an increase
of about 13% gains over the baseline for CS, it provides the most notable increases of about
38% for LV. For the opposite direction EN — Source, the DCT-based embeddings model
also outperformed AV G and ¢[0] models. In particular, for EN — DE data set, the ¢[0 : 1]
model outperformed AV G by about 6%. The ¢[0 : 3] model shows the highest accuracy
for - RU, — C'S, and — LV, with gains of about 22%, 14%, and 39%, respectively. For
the — F'I direction, the c[0 : 2] model shows a gain of about 13% compared to the AV G
model.

To ensure comparability to state-of-the-art results, we further utilized in-domain FastText
embeddings as those used in (Aldarmaki and Diab, 2019a) as well as contextualized-based
word embeddings. More specifically, Aldarmaki and Diab (2019a) leverages different
methods to evaluate the cross-lingual translation retrieval. In their work, they compared the
performance of word-based and sentence-level cross-lingual mapping using both context-
free and contextualized word embeddings as shown in Table 4.5. Thus, we used FastText

(Bojanowski et al., 2017) to generate word embeddings following the same setups detailed
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Language pair | Embeddings | AVG | ¢[0] [ c[0:1] | ¢[0:2] | ¢[0: 3]
From source languages to en:
FastText 82.97 | 8240 | 84.50 | 83.97 | 82.90

ES—EN
S BERT 92.10 | 92.00 | 9323 | 93.13 | 92.20
DEEN FastText 79.33 | 78.73 | 81.87 | 80.20 | 77.93

BERT 80.76 | 89.66 | 91.83 | 91.20 | 90.57

From EN to source languages :
FastText 82.33 | 82.07 | 85.47 | 84.60 | 83.17

EN—ES

BERT 93.63 | 93.66 | 94.10 | 94.00 | 92.80
EN—DE FastText 74.73 | 74.50 | 79.10 | 78.70 | 76.90
BERT 91.30 | 91.43 | 91.90 | 91.53 | 90.30

Between source languages (Zero-Shot performance):
FastText 73.27 | 72.20 | 7743 | 75.96 | 74.60

DE=ES BERT 87.80 | 87.57 | 90.23 | 90.36 | 88.96
FastText 68.90 | 68.07 | 73.97 | 73.10 | 72.43
ES—DE
BERT 87.70 | 87.70 | 89.67 | 89.50 | 88.53

Table 4.4: Sentence translation retrieval accuracy using in-domain FastText and Contextualized mBERT
embeddings. Bold denotes the best results for each row, and gray highlights the best overall result for each
language direction.

in (Aldarmaki and Diab, 2019a), in which the 1 Billion Word benchmark (Chelba et al.,
2014) for English, and equivalent subsets of about 400 million tokens from WMT’13 (Bojar
et al., 2013) news crawl data are used to train FastText using the default parameters. For the
contextualized-based embeddings, we utilize a multilingual BERT (mBERT) introduced in
(Devlin et al., 2019) as contextual word embeddings, in which representations from the last
BERT layer are taken as the word embeddings.

Table 4.4 shows the results using in-domain FastText and mBERT word embeddings
across different models. Using in-domain word embeddings yields stronger results compared
to the pre-trained embeddings we used in the previous experiments. On the other hand,
we observed additional improvements using mBERT as word embeddings on all models.
Furthermore, increasing K has positive effect on both embeddings, in which ¢[0 : 1]
demonstrate performance gains compared to other models in all language directions. This
trend is clearly observed in the zero-shot performance between the source languages.

Furthermore, Table 4.5 shows the average accuracy of each model as reported in (Aldar-

61



Model Average Accuracy
FastText (dict) 69.04
ELMo (word) 82.23
FastText (word) 74.00
FastText AV G (sent) 76.92
ELMo AV G (sent) 84.03
FastText c[0] (sent) 76.33
FastText c[0 : 1] (sent) 80.39
FastText c[0 : 2] (sent) 79.42
FastText c[0 : 3] (sent) 77.99
mBERT AV G (sent) 90.38
mBERT ¢[0] (sent) 90.34
mBERT ¢[0 : 1] (sent) 91.83
mBERT ¢[0 : 2] (sent) 91.62
mBERT ¢[0 : 3] (sent) 90.56

Table 4.5: The average accuracy of various models across all language retrieval directions as reported in
(Aldarmaki and Diab, 2019a) along with the different DCT-based models in this work, in which (word) refers
to word-level mapping, (sent) refers to sentence-level mapping, and (dict) refers to the baseline (using a static
dictionary for mapping). Bold shows the best overall result.

maki and Diab, 2019a) along with the average accuracy of the DCT-based models in this
work. Overall, we observe substantial improvements when using the mBERT ¢[0 : 1] based-
model, in which a new state-of-the-art result is obtained with 7.8% gains over averaged
ELMo in (Aldarmaki and Diab, 2019a). Moreover, sentence-level and Word-level ELMo
performed better than sentence-level FastText model. Nevertheless, utilizing DCT-based
model with context-free embeddings performed relatively to contextualized embeddings.
Specifically, we note particular improvements with FastText when using ¢[0 : 1] model, in

which close to the AV G ELMo model performance is achieved.

5 Conclusion

In this chapter, we extended the application of DCT-based sentence embeddings to multi-
and cross-lingual settings. Experimental results across different languages showed that
(similar to English) using DCT embeddings outperform the vector averaging. These results

mostly showed in tasks with high demands to sentence structure and word order information.
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Hence, DCT embedding is a robust and ready-to-use alternative to the commonly-used
vector averaging across different languages. Moreover, DCT embedding can be used to
generate multi-lingual sentence representations without additional training.

Having an efficient ready-to-use language-independent sentence encoder can enable
knowledge transfer between different languages in the cross-lingual paradigm. Therefore,
we further presented a non-parameterized sentence-level based approach for cross-lingual
mapping without any additional training parameters. In this context, the DCT embedding is
used to generate the sentence representations, which are then used in the alignment process.
In this chapter, we have shown that incorporating structural information encoded in the
lower-order DCT coefficients yields significant performance gains compared to the AV G
model in sentence translation retrieval.

Generally, the DCT-based models performed particularly well for all languages tested in
this chapter. However, while increasing K leads to better performances for some language
pairs in the cross-lingual setting, we observed the sharpest increases using K=2 in the
c[0 : 1] model for all languages in all directions. Also, increasing K resulted in embeddings
dimension growth, which in turn may negatively effect the generalization of the model by
over-fitting. Therefore, in our experiments, 1 < K < 2 yielded the best trade-off.

Through this research, we have shown that our proposed model, the DCT embedding, can
be easily extended to cover additional languages, as it has achieved comparable performances
across different languages in multi- and cross-lingual settings. In the next chapter, we will
explore several approaches for enhancing the DCT models based on a number of linguistic

resources that incorporate deeper linguistic information about textual data.
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Chapter 5:  Linguistically Guided Discrete Cosine Transform Sentence Encoding

Despite the competitive results produced by the DCT embeddings model detailed in
Chapter 3, a weakness of this method is the processing of a sentence as one complete chunk.
Currently the DCT model treats sentences of varying length in the same manner, leveraging
the same number of coefficients. For example, in the TREC dataset, the minimum sentence
length is ~ 4 tokens while the maximum is ~ 26 tokens. Accordingly, the optimal number of
DCT coefficients in which useful information about the sentence is retained varies. Adding
more coefficients increases the complexity and decreases the generality of the model. Thus,
in order to alleviate the variation of the required number of coefficients and maintain a
less complex and more generalized model, we explore adding a chunk-level representation
component to the model. In this setting, a sentence is divided into several chunks, each
of which is compressed independently using DCT. The final chunk-level representation is
generated using the average aggregation of all the compressed representations of the chunks.

This method is inspired by the implementation of DCT in JPEG compression, where
an image is divided into N x N blocks, each of which is transformed independently (Raid
et al., 2014). The quality of the image compression is dependent on the size of the blocks;
where the maximum compression is obtained by dividing an image into regions with highly
correlated adjacent pixels (Deng et al., 2019). This means that only a few coefficients are
required to achieve optimal energy compaction. Thus, we were motivated to adapt the same
framework to NLP, namely by devising and exploring a block-based DCT model, which
generates sentence embeddings according to the local characteristic and importance of a
chunk in a given sentence.

In a given image, neighboring pixels correlate more with each other, thus, dividing
an image into blocks is a trivial task, but it is not as trivial to divide sentences. This is

because the syntactic and semantic characteristics of a sentence complicate the process of
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dividing it into blocks. Therefore, in this model different linguistic priors with different
levels of granularity are used to divide a sentence into meaningful chunks. To this end, we
considered n-gram-guided method vs. syntactic-guided methods to break sentences into
smaller blocks. While the n-grams method is based on dividing the sentence into chunks
relying on a predefined size, the syntactic-guided methods split the sentence into more

meaningful segments based on the sentence linguistic information, its syntactic structure.

1 Approach

1.1 General Architecture

The presented approach primarily relies on a combination of two main components. The
first component is the DCT embeddings as described in Chapter 3. This component is used
to obtain the sentence vector, in which DCT is applied to the embedding dimensions of
a sentence. The second component, hereafter referred to as a block-based DCT, relies on
the division of a sentence into smaller blocks. More specifically, a sentence is first divided
into blocks based on different chunking protocols. To model the relation between words in
a given block, DCT is applied to each block independently. Subsequently, the individual
vectors of the blocks are then aggregated into a fixed-length embedding using averaging. In
other words, for a given sentence with n words divided into M blocks, U = [uy; ua, ...; /]
is the set of generated blocks, where u; = [w;1, W2, ..., w;;]; 1 < j <= n. For each block,
DCT is independently applied to the word embedding dimensions. To get a fixed-length
and consistent block vector representations, we concatenated the first ' DCT coefficients.
Then, we stacked the sequence of the Kd-dimensional blocks’ embeddings in an M x Kd
matrix and applied the average operation to the columns to generate the final fixed-length
representation at the block level. The representations from both components, at the sentence-
level and the block-level, are then concatenated and passed to a classifier as the final
representation. The overall architecture of the model is shown in Figure 5.1. The different

chunking mechanisms considered in this work are detailed in the following subsections.
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Chunking

Method Chunks

T BASELINE (ThE g'rl saw the man with the
telescope)
[ Classifier ]
(The girl), (girl saw), (saw the), (the

A

NGRAMS(2) man), (man with), (with the), (the
telescope)

[ Concatenated Embedding ]

A A

(The girl saw), (girl saw the), (saw the
NGRAMS(3) man), (man with the), (with the

telescope)
AVG
(The girl), (saw the man with the

telescope), (the man with the

CONST

Blocks Basic telescope), (the man), (with the
Embedding Embeddin telescope), (the telescope)
(The girl), (girl saw), (saw man), (the
Chunking < Sentence DEP man), (man telescope), (with telescope),
(the telescope)
SPO (girl saw man), ( girl saw with telescope)

Figure 5.1: The overall architecture for Block Based DCT Embeddings.

1.2 N-gram Guided Representation

N-gram chunks have been among the simplest approaches used in language modeling
(LM), which is one of the oldest problems in NLP. For LM, n-grams are used to model the
co-occurrence and correlations among previous n consecutive words in order to estimate the
probability distribution of a given word (Katz, 1987; Kneser and Ney, 1995). Moreover, in
classical machine-learning models, the bag-of-n-grams has been used to generate features to
solve different NLP problems, in which a text is represented as collections of n-grams (Pang
et al., 2002; Zhang and Lee, 2003).

Although most recent NLP studies have been dominated by neural models that focused
on mapping words (uni-grams) independently, n-grams play an important role in obtaining
semantic information for consecutive words that are not captured by uni-gram based models

(Lietal., 2016, 2017a; Pagliardini et al., 2018). To capture semantic information about a
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given text beyond its individual word embeddings, there have been a number of studies that
explored the integration of n-gram information into various neural models. For example, the
Ngram2vec model in (Zhao et al., 2017) shows that the performance of word analogy and
word similarity tasks is significantly improved by incorporating n-grams into several baseline
embedding models such as word2vec, GloVe, and PPMI. Gupta et al. (2019) observed a
boost in the quality of word embeddings when they are trained jointly with different n-gram
embeddings. A similar observation is seen using the Neural-BoN model proposed in (Li
et al., 2017a), in which a text vector is represented using its n-gram vectors.

Typically, bag-of-n-grams embeddings are generated by combining individual word vec-
tors using different heuristics such as summation, averaging, or multiplication. For example,
in the DisC model (Arora et al., 2018), which leveraged bag-of-n-grams information as
well as word embedding to construct a text vector, the element-wise multiplication of the
words vectors is used to obtain the representation of all possible n-grams extracted from
a given text. To construct the final text embeddings in the DisC model, the average of all
n-grams and the average of all uni-grams are concatenated together. The heuristics used to
encode the compositional information of n consecutive words, however, fail to capture the
order of the words that make up the n-gram embeddings. Thus, utilizing DCT operation to
compress the n-gram embeddings into a fixed-length encoding would be a better alternative
to capture word order information. The DCT operation when applied to textual vectors
captures both the semantic information of the n-gram as well as the word order information
as shown in (Almarwani et al., 2019). The DisC model is the most similar approach to our
proposed n-gram representation, but there are a number of differences between this model
and our work. The first difference is the operation used to generate the n-gram embeddings.
In the DisC model the element-wise multiplication while in our work, a DCT operation
is employed. Also, while the final representation in the DisC model comes from sentence
level, bi-grams, and tri-grams, in our proposed model, the sentence level encoding along

with either the bi-grams or tri-grams form the final representation.
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N-grams model (NGRAM) In our framework, to exploit the n-grams method along
with DCT embedding, a sentence is divided into overlapping blocks using a predefined
window size to form chunks of n consecutive words. Each chunk of n-gram is treated as
an independent sequence and mapped to a unique encoding using DCT. More formally,
given a sentence of M words, where wy, ..., wy € RM*?, an n-gram is defined as follows:
U = (Wi, ooy Wign_1] € R™d.() < § < n— M. For each u;, we calculated DCT as described
in Section 1.1. For example, as shown in Figure 5.1, the overlapping bi-gram blocks of the

non

sentence "The girl saw the man with the telescope" are ["The girl", "girl saw", "saw the",
"the man", "man with", "with the", "the telescope"]. Given the extracted bi-grams along
with the original sentence, the final representation is formed using the sentence-level DCT
embeddings concatenated with the average of all bi-gram DCT embeddings. By the same
token, we extract and represent tri-grams. The n-grams-based block models rely on word

adjacency in the raw text, in which a uniform window size is used to extract the overlapping

multi-word representations.

1.3 Syntactically Guided Representation

The n-grams-based model depends on the sequential information in the raw text, which
does not capture the underlying linguistic phenomena of a given text. Therefore, to address
the shortcoming of the n-gram-based model, we explore the impact of using linguistically
informed blocks representing syntactic and semantic information.

More specifically, while traditional n-grams rely on a predefined window size when
forming a block of neighboring words, syntactic parses can yield more meaningful blocks
as well as capture long distance relations that would be missed by ngrams.

Syntactic parsing is widely recognized for learning compositional representation , which
boosts model performance for end tasks such as text classification, semantic parsing system,
and classification of temporal relations between events, etc. (Nastase et al., 2006; Monroe

and Wang; Choubey and Huang, 2017; Levy and Goldberg, 2014; Angeli et al., 2015; Parikh
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et al.; Bowman et al., 2016; Toutanova et al., 2016). Several alternatives have been proposed
to integrate syntactic parsing knowledge into different NLP models.

For example, in the current Deep learning frameworks, Recursive Neural Networks
approaches incorporate tree-based neural models to encode complex compositional meanings
of textual data without any hand-crafted features. These approaches yielded promising
results in a number of tasks such as sentiment classification, semantic relatedness, named
entity recognition, and rumor detection (Socher et al., 2010, 2013a,b, 2011; Tai et al., 2015;
Li et al., 2017b; Bowman et al., 2016; Ma et al., 2018).

Moreover, incorporating syntactically-oriented tasks within a multi-task learning strategy
is another way to learn the structure of language (Hashimoto et al., 2017; Kiperwasser and
Ballesteros, 2018). Hashimoto et al. (2017) shows that including a dependency parsing task,
which identifies syntactic relations between words in a given sentence, in a hierarchical
multi-task architecture improves the results of relatedness and entailment tasks. Similarly,
Zhou et al. (2019) presented a Linguistic Informed Multi-Task BERT (LIMIT-BERT) that
incorporates linguistic knowledge from multiple tasks including constituent and dependency
parsing within a multi-task learning protocol.

Aside from these approaches, integrating syntactic information in the form of syntactic
n-grams (a special type of n-grams) as an alternative to the traditional n-grams model
has been explored (Posadas-Durén et al., 2017; Shin et al., 2016). The traditional n-gram
method detailed previously benefits from the surface level information of a given sentence
and ignores all syntactic information. However, using a syntactic parser to construct n-gram
chunks, which relies on the path between words in a given parse tree, enriches the n-gram
with linguistic knowledge.

In our syntactic representation, we build on this line of work. More specifically, we use
both a constituency and a dependency parser as two sources of information to incorporate
linguistic knowledge into our block-based DCT embeddings. Specifically, in this paper, we

extend the n-grams approach using three linguistic perspectives: a. The phrase structure as in
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base syntactic phrases providing noun and verb phrases (CONST); b. Bigram Long-distance
dependencies provided by a dependency parser (DEP); And, c. Trigrams derived from
a dependency parser reflecting the functional components of a sentence as in triplets of

Subject, Predicate, and Object (SPO).

()
Root: The girl saw the man with the telescope
L]
Layer 1: The girl saw the man with the telescope
The girl saw
Layer 2: The girl saw the man with the telescope
B8 a .
Layer 3: the man with the telescope
the man with @ Layer 4: the man with the telescope
W . Layer 5: the telescope

(@ (b)

Figure 5.2: An example of constituent based division that is used in the constit-grams model, where (a)
is the constituent parse tree of the given sentence generated from Stanford CoreNLP tool, and (b) is the
corresponding chunks. In this example, the root, which comprised all words in the sentence will not be part
of the constit-grams.

CONST comprising base syntactic chunks such as NPs, VPs, AdjPs, etc. as derived from
a constituency parser as shown in Figure 5.2a. In this case, the chunks are composed of
neighboring words derived from a phrase-structure grammar as per a constituency parser.
This results in n-grams of overlapping chunks with varying sizes, as shown in Figure 5.2b.
Hence the main difference with NGRAM is that the constituent phrases are variable in

length while crucially still being composed of adjacent words similar to the ngram blocks.

DEP Furthermore, to address the second limitation of word adjacency imposed by NGRAM
and CONST, we explore long distance dependency representations as derived from a depen-
dency parser as shown in Figure 5.3a. In this case the chunks comprise words that are related

by a syntactic dependency relationship, hence no adjacency constraint on the words. Accord-
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obj case
he girl girl saw saw man the man
det\@&nsutﬂ\-/— %f det ul
L1 (VBD W

the g|r| saw the man Wlth the te|escope man telescope with telescope the telescope

(a) (®)

Figure 5.3: An example of dependency based division that is used in the depend-grams model, where (a)
is the dependency parse tree of the given sentence generated from Stanford CoreNLP tool, and (b) is the
corresponding chucks division.

ingly, we extract dependency relations between pairs of words within a sentence reflecting
all the pairwise relations among the words. we extract all possible governor-dependent pairs
that are related through specifiable dependency links such as subject, direct object, indirect

object, etc. The dependency grams extracted are all bigrams as shown in Figure 5.3b.

object
3@
(Relation}
subject abject -

L
the qirl saw the man W|th the telescope
(@) (b)

girl saw man girl saw with telescope

Figure 5.4: An example of dependency based division that is used in the SPO-grams model, where (a) is
the relation tree of the given sentence generated from Open IE in Stanford CoreNLP tool, and (b) is the
corresponding chucks division.

SPO We extend DEP to a linguistically guided trigram framework by extracting triplets
of Subject/Predicate/Objects from the dependency parses, with the intent of capturing the
underlying shallow semantics of the sentence. The subject-predicate-object chunk refer to
three main linguistic information: the subject (the who or what of the sentence), the predict
(the verb in the sentence), and the object (the noun or concept that is part of the action). We
use an off-the-shelf tool ! to obtain the set of subject-predicate-object triples (SPO-grams)
from the dependency relation of a given sentence, which results in trigram as shown in

Figure 5.4b.

'Relation extraction plays an important role in NLP domain, hence, a number of algorithms and tools has
been developed to extract these relations from the sentence
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2 Evaluation

The SentEval toolkit (Conneau and Kiela, 2018) is used for model evaluation. SentEval
includes standard benchmarks, which covers a breadth of Probing as well as Downstream
tasks. The Probing benchmark has been designed to measure the capability of sentence
embeddings to probe specific linguistic phenomena at the sentence-level, which includes
surface, syntactic, and semantic levels of linguistic information (Conneau et al., 2018a). The
downstream benchmark is utilized to measure model generalization in a wide area of different
domains with mixed linguistic phenomena. The downstream benchmark spans various
standard NLP tasks including text classification, textual inference, semantic similarity, and
paraphrase identification. Detailed descriptions of the framework and the sets of tasks (the
Probing and downstream tasks) contained within the benchmarks are given in Chapter 3 and
in the original paper (Conneau and Kiela, 2018).

For each classification task, sentence embeddings are used as features for a logistic
regression classifier. To train the classifier, this experiment utilizes the default settings of
SentEval. All experiments are trained using 4 epochs with a batch size of 64 and the Adam
optimizer (Kingma and Ba, 2014) with an optimization learning rate of 0.001. To generate
the syntactic level representation, we used Stanford CoreNLP tools, which provides full
syntactic analyses, including both constituent and dependency representations (Manning
et al., 2014). Specifically, for each data set from the evaluation benchmarks, we pre-process
the sentences and extract the associated constituent and dependency parse trees. Furthermore,
for the SPO-grams model, we used the Stanford Open Information Extraction (Open IE)

(Angeli et al., 2015) to extract subject-predicate-object (SPO) triples.

2.1 Results

The sentence DCT embeddings are concatenated with the average of the block DCT

embeddings for all the chunks in the sentence. In this study, for the block-level component,
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we only compared the representations from c[0] and ¢[0 : 1]. As shown in Chapter 3, the
scaled average of the word embeddings is rendered using c[0] preserving the local semantic
information and word order is captured using ¢[0 : 1] and ¢[0 : 2] preserving the local
semantic and structural information. However, we restrict our experimentation to ¢[0] and
c[0 : 1] since they yielded the best results in their study. We assess the efficacy of the

following chunking methods on the probing and downstream tasks:

e BASELINE: This is the vanilla-based DCT model that is trained without aggregating

any block-based representation in the final model;

e NGRAMS(2) and NGRAMS(3): In this model, we concatenate the sentence repre-
sentation from the DCT-based model using the average of all bi-grams (for NGRAMS(2))
or tri-gram (for NGRAMS(3)) representations generated using DCT over each n-gram

in a sentence;

e CONST: In this model, we use a syntactic parser to extract all possible phrases from
the sentence and concatenate the sentence representation with the representation of

the phrases using the same processing as the NGRAMS;

e DEP: Similar to CONST and NGRAMS but the blocks are derived from a dependency

parser reflecting bigrams of governor-dependent relations;

e SPO: Similar to DEP but here we have the triples constituting the blocks as obtained

by the Open IE tool.

Figure 5.5 shows the best results obtained using the various Block-based embeddings
where the blocks DCT coefficient is set to ¢[0] or ¢[0 : 1] on the Probing and Downstream
tasks relative to the BASELINE (basic sentence DCT encoding) as a heat-map.The complete
numerical results for probing and downstream tasks are presented in Table 5.1 and Table
5.2, respectively. We observe general performance gains with the integration of additional

information rendered from the Block-based component compared to the BASELINE models
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Surface Syntactic Semantic

Model SentLen WC |TreeDepth TopConst BShift | Tense SubjNum ObjNum SOMO CoordInv
BASELINE
Sent.c[0] 8347 91.11 33.42 64.50  50.42 | 86.80  79.89 79.61  49.59 51.87
Sent.c[0: 1 82.15 89.16 34.44 7440  49.82 | 86.66  84.47 80.88  49.44 66.19
Sent.cl0 : 2 81.55 86.77 35.61 77.08  52.07 | 86.46 84.31 81.50 50.21 66.80
NGRAMS(2)
Sent.cl0] ® NGRAMS(2)[0] 95.10  90.87 35.06 69.40  49.49 | 87.06 80.07 80.01  49.52 55.56
Sent.cl0] ® NGRAMS(2)[0: 1 96.29 90.91 35.35 73.80  49.74 | 87.07 81.04 80.12  49.49 57.08
Sent.cl0: 1] ® NGRAMS(2)[0 95.65 89.28 36.03 7549 4959 | 86.31 84.68 81.40  50.25 65.99
Sent.cl0:1]® NGRAMS(2)[0:1]| 9513  89.30 36.29 76.28 50.01 | 86.49 84.76 81.59  50.14 66.35
Sent.cl0: 2] ® NGRAMS(2)[0] 94.26  87.06 36.82 77.60  52.00 | 86.91 84.75 81.64 50.88 66.83
Sent.cl0:2]® NGRAMS(2)[0:1]| 93.95 87.05 37.06 77.91 52.22 | 86.94  84.89 81.80 50.24 66.96
NGRAMS(@3)
Sent.cl0] ® NGRAMS(3)[0] 95.65 90.71 34.59 72.19 5253 | 86.59  80.21 80.74  49.58 56.7
Sent.cl0] ® NGRAMS(3)[0: 1 96.17 90.78 34.99 76.46 53.95 | 86.84 83.83 81.15 4991 61.47
Sent.cl0: 1] ® NGRAMS(3)[0 96.05 89.07 35.51 76.00 5247 | 86.61 84.59 81.48  49.96 66.56
Sent.cl0:1]® NGRAMS(3)[0:1]| 95.86  89.00 3591 77.45 53.58 | 86.47 84.81 8296  49.93 66.60
Sent.cl0: 2] & NGRAMS(3)[0] 95.32  86.93 36.64 77.74 52.25 | 86.95 84.54 81.78  50.21 66.66
Sent.cl0:2] ® NGRAMS(3)[0:1]| 95.05 86.89 36.98 78.21 54.05 | 86.93 85.19 83.17 50.49 66.93
CONST
Sent.c[0] @ CONST0] 8328 9038 | 36.63 7447 5677 | 87.38 8298  80.02 4924  53.09
Sent.cl0]  CONST[0: 1 83.13  90.39 38.02 75.64  61.53 | 87.79  83.61 80.48 4898 5233
Sent.c[0: 1] ® CONST|0 82.96  89.01 37.74 7790  56.44 | 87.48 84.97 81.26  49.63 66.23
Sent.cl0: 1] ® CONSTI0 : 1] 83.79  88.98 38.80 78.51 61.55 | 87.79 85.93 81.65 49.80 66.48
Sent.cl0: 2] & CONSTI0] 83.37 86.54 37.76 79.77 57.18 | 87.34 85.26 81.80  50.19 67.01
Sent.c[0 : 2] @ CONST|0 : 1] 84.01 8690 | 3938  [80.19 [61.65 | 87.87 8617 8221 5005 67.12 |
DEP
Sent.c[0] & DEP|0] 93.34  90.80 34.85 68.17  56.61 | 87.56  80.08 80.32 4937 5472
Sent.c[0]® DEP[0 : 1 9234 90.97 35.92 69.43 5799 | 88.06  80.56 80.44  50.07  56.95
Sent.c[0: 1] ® DEP[0 92.57 89.10 36.12 75.03  56.29 | 86.85  84.69 81.48 4947  66.43
Sent.cl0:1] @ DEP[0: 1] 92.83  89.09 36.44 75.93 57.57 | 87.81 84.81 82.06  49.63 66.41
Sent.c0: 2] & DEP|0] 90.57 86.59 36.84 77.69 56.66 | 87.39  85.09 82.17  50.41 66.96
Sent.c[0:2]® DEP[0 : 1] 91.16  87.08 38.02 78.23  58.36 | 88.09 84.95 8235 4995 66.77
SPO
Sent.c[0] ® SPO0] 8324 8749 | 3470 6785 5258 | 8831 82.69 8139 4944 52.92
Sent.c[0] & SPO[0 : 1 81.75 85.48 34.36 70.39  53.56 | 88.22  86.41 82.01 50.65 57.53
Sent.cl0: 1] @& SPO[0 81.35 85.55 34.85 76.05  53.26 | 88.24  86.54 82.54 49.68  66.08
Sent.cl0: 1] ® SPO[0 : 1] 81.09 83.83 35.37 76.01 53.78 | 88.19  87.35 84.10 49091 65.91
Sent.c[0 : 2] & SPO[0] 81.53  83.06 36.63 78.76 53.52 | 88.40 86.82 82.27  49.40 66.17
Sent.c[0: 2] & SPO[0 : 1] 81.63 81.7 36.35 78.97  54.34 | 88.35 87.62 84.03  50.06 66.63
Table 5.1: Probing tasks performance of Block-based DCT models, which includes NGRAMS(2),

NGRAMS(3), CONST, DEP, and SPO, with various K using logistic regression, vs. DCT embeddings
with various K using logistic regression. Bold indicates the best result in each models types block, and
gray-highlight indicates the best result among all models.
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Sentiment Analysis SUBJ Relatedness&Paraphrase | Inference TREC
Model MR SST2 SST5 CR MPQA STSB MRPC SICK-R | SICK-E

BASELINE
Sent.c|0] 78.15 8298 44.84 796 87.98 | 9237 | 71.11 7241 82.61 79.54 | 84.80
Sent.c[0:1 77.86 81.99 4421 80.29 87.88 | 92.36 | 70.82 73.80  82.73 79.68 | 88.20
Sent.cl0: 2 78.02 8248 43.03 79.81 8745|9259 | 7036 73.68  82.95 79.6 90.00
NGRAMS(2)
Sent.cl0] ® NGRAMS(2)[0] 78.12 832 4597 80.76 88.04 | 92.13 | 71.14 72.87  82.88 79.36 | 86.00
Sent.cl0] ® NGRAMS(2)[0: 1 78.31 83.31 46.52 80.6 88.10 | 92.29 | 71.27 74.09  83.06 79.78 | 86.20
Sent.cl0:1] & NGRAMS(2)[0 78.28 8292 46.15 80.52 88.08 | 92.37 | 70.79 74.67 83 79.1 89.60
Sent.c0:1] ® NGRAMS(2)[0:1]| 77.94 83.03 46.11 80.52 88.02 | 92.36 | 70.79 74.09  83.02 79.58 | 90.40
Sent.cl0: 2] ® NGRAMS(2)[0] 7825 8254 45.61 80.07 88.03 | 92.53 | 7043 7299  83.09 79.58 | 90.40
Sent.c[0:2] ® NGRAMS(2)[0:1]| 78.12 81.82 4538 80.04 87.95 | 92.38 | 7049 7322  83.11 80.37 | 90.80
NGRAMS(3)
Sent.cl0] & NGRAMS(3)[0] 78.25 8248 46.11 80.23 88.02 | 92.01 | 71.25 7339  82.88 80.09 | 86.00
Sent.cl0) ® NGRAMS(3)[0: 1 78.01 8248 45.11 80.31 879 | 9235|7134 7258  83.17 78.53 87.80
Sent.cl0:1] & NGRAMS(3)[0 78.02 8237 4597 80.92 87.89 | 92.09 | 70.69 74.32  82.99 80.21 | 89.40
Sent.cl0:1]® NGRAMS(3)[0:1]| 77.99 82.65 45.66 80.47 88.12 | 92.36 | 70.74 7339  83.03 79.89 | 89.20
Sent.cl0: 2] ® NGRAMS(3)[0] 78.19 81.88 45.52 80.28 87.73 | 92.24 | 70.35 72.81  83.05 79.74 | 90.60
Sent.cl0:2]® NGRAMS(3)[0:1]| 78.14 82.04 4502 80.15 87.97 | 92.18 | 70.33 7235  83.12 80.03 | 90.60
CONST
Sent.cl0] @ CONST|0] 78.27 8292 45.16 80.04 8825 | 9234 | 71.11 73.04  83.06 79.18 | 84.00
Sent.cl0] ® CONSTI0 : 1 7824 83.09 45.11 80.52 8821 | 92.02 | 71.27 72.64  83.61 7942 | 84.80
Sent.cl0:1]® CONST[0 77.88 8259 4543 80.15 87.75 | 9245 | 70.73 74.03 8295 79.34 | 88.60
Sent.cl0:1] ® CONST|0: 1] 778 83.03 4557 802 87.89 | 925 | 70.82 73.68  83.23 79.34 | 89.40
Sent.cl0: 2] ® CONST|0] 78.18 8243 4570 79.75 87.69 | 92.67 | 70.7 7258  82.99 79.58 | 90.40
Sent.cl0:2] ® CONST[0: 1] 78.09 827 4538 7943 87.66 | 92.63 | 70.81 74.09  83.23 79.68 | 89.80
DEP
Sent.c[0] & DEP[0] 783 84.02 4443 81.14 8798 | 9256 | 71.21 73.86  82.99 79.66 | 87.20
Sent.cl0] & DEP[0: 1 7840 8342 44.62 80.69 8843 | 92.71 | 70.78 727 83.31 80.19 | 87.20
Sent.cl0: 1)@ DEP|0 77.62 81.88 46.29 80.32 88.03 | 923 | 70.55 7432  83.13 79.95 | 90.20
Sent.cl0: 1] ® DEP|0 : 1] 7795 827 462 8038 879 | 9251 | 7025 7443  83.46 80.6 90.40
Sent.c|0 : 2] & DEP|0] 77.88 8226 4421 80.08 87.87 | 92.7 | 702 738 83.33 79.85 | 91.60
Sent.cl0: 2] ® DEP[0 : 1] 7799 8226 4443 80.56 87.85 |92.90 | 69.88 73.28  83.59 80.92 | 91.40
SPO
Sent.c[0] & SPO|0] 78.39 8298 4493 80.70 88.01 | 924 | 70.64 73.86 82.9 79.54 84.6
Sent.c[0] ® SPO[0: 1 7792 8226 4525 79.82 87.84 | 92.03 | 69.54 7519  82.99 80.37 86.4
Sent.c[0: 1] & SPO[0 77.85 8226 44.89 80.03 87.81 | 92.59 | 7047 74.14  83.28 79.89 88.6
Sent.c[0: 1] ® SPO[0 : 1] 7791 81.88 4321 79.55 8795 | 9241 | 69.59 7455  83.18 80.33 89.8
Sent.c[0 : 2] & SPO|0] 78.02 827 448 80.11 87.88 | 92.60 | 69.81 7426  83.60 79.76 | 90.00
Sent.c[0: 2] ® SPO[0 : 1] 7832 81.93 4348 7942 87.81 | 92.36 | 69.07 72.64 83.5 80.01 90.00

Table 5.2: Downstream tasks performance of sentence-level DCT embeddings vs. block-based DCT models,
which includes NGRAMS(2), NGRAMS(3), CONST, DEP, and SPO, with various K using logistic regression.
Bold indicates the best result in each models types block, and ' gray-highlight indicates the best result
among all models
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Figure 5.5: Impact of Block-level models on the Probing and Downstream tasks relative to the BASELINE
model reflecting the best results obtained using either ¢[0] or ¢[0 : 1]. White indicates a value of 1,
demonstrating parity in performance, while green and red indicate better and worse performance, respectively.

with the exception of the WC task as illustrated by the prevalence of the red(ish) blocks

across models.

Probing Tasks For surface level tasks, we observe performance gains by adding block
based DCT information for SentLen except for the SPO protocol, with NGRAMS, DEP
being the superior protocols. However, for WC, we note a degradation in performance. This
may be because WC is a surface level task in which the BASELINE sentence embeddings
of ¢[0] are sufficient to capture word content information.

For syntactic level tasks (TreeDepth, TopConst, and BShift), all the protocols improve
performance significantly over BASELINE with superior performance for CONST for all
three tasks. BShift yielded best performance for all NGRAMS(3), CONST, DEP, SPO. For
the TreeDepth task, we note that CONST and DEP yield the best performance followed
by NGRAMS then SPO. TopConst garners the best performance using CONST and DEP.
For morphosyntactic tasks (Tense, SubjNum, and ObjNum), we see the same trends as in
the Syntactic ones, all significantly outperforming BASELINE, with SPO yielding the best
relative performance. We surmise that the subject, predict, and object features conveyed and

encoded in SPO provide useful clues for these three morpho-syntactic tasks as SPO models
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morphological agreement. For more semantic Probing tasks (SOMO and CoordInv), we
note a less impact of the block based methods on the task. NGRAMS(2) and SPO yield
the best results for SOMO while CONST leads to a degradation in performance relative
to BASELINE. For CoordInv, CONST yields the best results among all the Block based
protocols, with NGRAMS and DEP showing marginal improvement over BASELINE, while

SPO yields worse results relative to BASELINE.

Downstream Tasks As shown in Figure 5.5, among the proposed block types, the DEP
model yields the best/top accuracy on 8 downstream tasks, namely MR, SST2, CR, MPQA,
Subj, SICK-R, SICK-E, and TREC. For SST5 NGRAMS(2) yields the best performance,
and for STSB, NGRAMS(3) yields the best performance and for MRPC, SPO yields the
highest performance. For the sentiment tasks (MR, SST2, SST5, CR, MPQA), all the
protocols improve performance over BASELINE with superior performance for DEP for
3 out of the 4 tasks. However, for the SSTS, we noticed a different pattern, where using
the NGRAMS(2) model leads to a slight improvement over DEP model. Similarly to the
performance trends of the sentiment tasks, we observed that the SUBJ and SICK-E tasks
benefit from the features captured by the DEP component, which yields improvement over
the BASELINE. We noted a similar performance gain on the TREC task, in which the DEP
model yields the highest improvement over the BASELINE. A different trend is observed
among the relatedness and paraphrasing tasks that including SICK-R, STSB, and MRPC. In
particular, for the SICK-R task the best result is obtained using CONST model compared
to the BASELINE. For the STSB task, we observed that the performance increased only
slightly using the NGRAMS(3) model. For the MRPC task, the SPO model yields better
results compared to the BASELINE.

In general, the block-based models yield better results than BASELINE across tasks for
both evaluation benchmarks. This observation indicates that the combination of sentence-

level information and block-level representations provides complementary information to
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Figure 5.6: Impact of Block-level DCT coefficients ¢[0 : 1] relative to ¢[0] on the Probing and Downstream
tasks.

the end-task classifier.

DCT coefficients at the Block-level The effect of the number of DCT coefficients at the
block-level on the model performance within Probing and Downstream tasks is shown in
Figure 5.6 as a heat-map. The complete numerical results for both probing and downstream
tasks are shown in Table 5.1 and Table 5.2, respectively. Generally, [0 : 1] encoding of DEP,
CONST, and NGRAMS(3) all outperform c[0] for syntactic and morphosyntactic Probing
tasks. ¢[0] outperforms c[0 : 1] for SentLen and CoordInv for DEP and SPO. The patterns
are flipped for SOMO and WC. In SOMO, ¢[0] outperforms c[0 : 1] using DEP while the
opposite is true for SPO model. For WC, ¢[0 : 1] outperforms c[0] for DEP while c[0] yields
better results for SPO.

For Downstream Tasks, the difference between ¢[0] and ¢[0 : 1] is more mixed. For
sentiment tasks, we observe that ¢[0 : 1] encoding is slightly better than c[0] encoding in
some models. This pattern are shown in DEP and NGRAMS(2) models for the MR task,
NGRAMS(2) and CONST models for for the SST2 task, NGRAMS(2) and SPO models for
the SST5 task, CONST model for the CR task, and in both NGRAMS(3) and DEP models
for the MPQA task. However, the patterns are flipped using other models. Similarly, while

we observed slight improvement using c[0 : 1] of NGRAMS(3) and DEP for the SUBJ, ¢[0]
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encoding outperforms c[0:1] encoding on other block-based models. For the SICK-R and
SSTB relatedness tasks, c[0 : 1] yields some improvement over ¢[0] of all models except
when using SPO model for the SICK-R and both DEP and SPO models for the SSTB task.
On the other hand, for the MRPC relatedness task, while the ¢[0 : 1] encoding of CONST,
DEP, and SPO all outperform the c[0] encoding, the ¢[0] encoding yields better results for
NGRAMS(2) and NGRAMS(3). On the entailment task (SICK-E), ¢[0 : 1] encoding of
NGRAMS(2), CONST, DEP, and SPO all outperform c¢[0] while the opposite is true using
NGRAMS(3). Finally, for TREC task, while ¢[0] and ¢[0 : 1] encoding yield comparable
performances for NGRAMS(3) and SPO models, ¢[0 : 1] encoding outperforms c[0] of
NGRAMS(2) and the opposite is true for CONST and DEP models.

Overall, augmenting the final representation with additional information using different
level of granularity introduced by the different chunking methods has shown performance
gains over the baseline model. Furthermore, local structural information rendered at the

block level using c[0 : 1] has shown to be useful for capturing the syntactic information of

the chunks in a sentence.

3 Detailed Analysis

Model Overall Acc. || Bin-1 | Bin-2 | Bin-3 | Weighted-Acc.
Sent.c|0] 84.80 96.29 | 80.65 | 80.00 85.64
Sent.c[0] @ DEP.c[0] 87.20 98.51 | 83.60 | 80.00 87.37
Sent.c[0 : 1] 88.20 99.25 | 84.59 | 83.33 89.05
Sent.c[0 : 1] & DEP.c[0] 90.20 99.25 | 87.86 | 81.66 89.59
Sent.c|0 : 2] 90.00 98.51 | 86.88 | 83.33 89.57
Sent.c[0 : 2] & DEP.c[0] 91.60 99.25 | 89.18 | 86.66 91.69

Table 5.3: Comparing Base Sentence encoders, Sent.c[0], Sent.c[0 : 1], Sent.c[0 : 2], each concatenated
with or without DEP.c[0] on the TREC Task. Overall accuracy reflects the overall results on the entire
test set, Bin-* indicates the results on the specific cluster of sentences of length 1-5, 6-10, 11+ tokens,
respectively.
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3.1 Sensitivity to Sequence Length

We compare BASELINE and DEP based on their performance sensitivity to sentence
length in the TREC, a question-classification task, since DEP at coefficient ¢[0] rendered
the best performance among all the chunk based strategies. Moreover, in (Almarwani et al.,
2019), they note that higher coefficients render better results for the TREC task, accordingly
we measure the impact of adding DEP at ¢[0] to Sentence DCT encoding with coefficients
cl0 : 1] (Sent.c[0 : 1]) and ¢[0 : 2] (Sent.c[0 : 2]). For this comparison, the sentences
in the TREC collection are clustered based on their length into three subsets as follows:
Bin-1[1-5] tokens, Bin-2[6-10] tokens, and Bin-3[11-] tokens. Table 5.3 shows performance
based on sentence length. Adding more coefficients to the sentence encoding improved
the results: Sent.c[0 : 2] outperforms Sent.c[0 : 1] which in turn outperforms Sent.c[0].
But also adding block DCT information to each of the base sentence encoding improves
each of them, respectively, going from the BASELINE Sent.c[0] Of 84.80% accuracy to
91.60% for Sent.c|0 : 2] & DEP[0]. We also note that the performance on shorter sentences
Bin-1 is higher than on Bin-2 followed by Bin-3 across all conditions. However, we observe
the biggest gains for concatenating D E'P[0] for Bin-2 and Bin-3, sentences longer than 6

tokens, by relatively large absolute margins of 2.3% and 3.33%, respectively.

3.2 Analysis of Pairwise Classification Tasks

The experimental results demonstrate that in general the Block-based channel provides
some useful information for both Probing and Downstream tasks. Having explicit linguistic
knowledge represented is useful. For example as per Figure 5.1, the linguistically informed
block strategies of CONST, DEP, SPO outperform NGRAMS for SICK-R and are compara-
ble or outperforming NGRAMS for SICK-E. However, the performance improvements are
not significant on the Downstream tasks. This may be because different tasks require differ-
ent types of linguistic knowledge. For instance, negation is a critical piece of information

for pairwise classification tasks such as textual entailment and relatedness. Given two text
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List of Modifiers
neg: negation modifier advmod: adverb modifier = amod: adjectival modifier
num: numeric modifier prep: prepositional modifier quantmod: quantifier phrase modifier

Table 5.4: List of modifiers from the Stanford typed dependencies used in the enhanced-grams model

Sentence Dependency Tree SPO-Enh
o obl
0 case
BT et “&a% Wf/@“”‘m@ woman eats red apple
A i.;vgm_ar:f eats red é;;ﬂé 'frb-m fFu]E 'Ba_sl:ef

man is not operating a stenograpr{

nsubj
aux obj .
det % man not operating stenograph
—_—— —_—— — T —
The

Table 5.5: Examples for blocks produced by SPO-Enh model from the Stanford CoreNLP dependency parse
tree.

fragments, the entailment task is defined as predicting if a pair of text entail or contradict
each other. For contradiction identification, checking for explicit negation is a simple but
strong heuristic to use as illustrated in Lai and Hockenmaier (2014). This information is
captured by NGRAMS, CONST and DEP but not captured by the SPO representation. More
specifically, the rules used to extract a subject-predicate-object triple in the SPO model
ignore negation words. As a result, the sentence pair: "A women is cutting an onion", and "A
woman is not cutting an onion", which negate each other, and the sentences pair: "A women
is cutting an onion on the table", and "A woman is cutting an onion", which entail each
other, will have the same subject-predicate-object triple: "women-cutting-onion". Similarly,
modifiers such as adjectives, play an important role in the entailment classification. To
verify the utility of these relations on rendering better representations, we augment the SPO
representations with additional pertinent information extracted from the dependency parse.
We define a set of rules to extend the chunks by including: negation, which indicates the
existence of words like “not” and “no”, adjectival modifiers, which modify the meaning of

the nominal, adverbial modifiers, prepositional modifiers, numeric modifiers, and quantifier
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Embedding |SICK-E|[SICK-R
Sent.c[0] & DEP.c[0] 79.66 | 82.99
Sent.cl0] & SPO.c[0] 79.54 | 82.90
Sent.c[0] & SPO — Enh.c|0] 80.62 | 84.01
Sent.c[0: 1] & DEP.c[0] 79.95 | 83.13
Sent.c[0 : 1] & SPO.c[0] 79.89 | 83.28
Sent.c[0 : 1] & SPO — Enh.c[0]| 81.17 | 84.14
Sent.c|0 : 2] & DEP.c[0] 79.85 | 83.33
Sent.cl0 : 2] & SPO.c[0] 79.76 | 83.60
Sent.cl0: 2] & SPO — Enh.c[0]| 81.27 | 84.27

Table 5.6: Results of the SPO-Enh model SPO — Enh.c[0] vs. SPO.c[0] on the SICK data sets: SICK-E
and SICK-R.

phrase modifiers. We will refer to this chunking method as SPO-Enh. Table 5.4 shows
the list of dependency relations we considered in the enhanced-grams. Figure 5.5 shows
examples for dependency relations and the resulted chunks from the SPO-Enh component.

We evaluate the SPO-Enh model on the SICK data set, which includes the SICK-E
(entailment task) and SICK-R (relatedness task). Table 5.6 shows the results for the two
SICK tasks using different DCT coefficients on sentence similar to the strategy in Table 5.3
and block levels. We observe that increasing the number of coefficients for sentence encoding
does not improve the results for SICK-E, in contrast for SICK-R where we see a modest
improvement from Sent.c[0] to Sent.c[0 : 2]. Adding the Enhanced blocks improves the
performance across the board for both SICK-E and SICK-R for every condition ranging from
0.7% absolute to 1.5%. Indicating the importance of these modifiers in the representation.
We further observed a similar improvement using Enhanced blocks compared to the DEP
based model for both SICK-E and SICK-R tasks with 1.42% and 0.94% improvement gains,

respectively.

4 Conclusion

In this chapter, we introduce a novel method for explicitly encoding linguistic knowledge

in DCT sentence encoding. We present a unified framework for encoding variable sized
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blocks into the model corresponding to different levels of linguistic variability from simple
ngrams to syntactic phrases to long distance dependencies. We show that combining block
information with basic sentence level encoding improved results on both Probing and
Downstream tasks. Moreover, adding explicitly informed syntactic blocks showed gains
over simple ngrams for syntactically oriented tasks in the Probing set of tasks. However the

difference between ngrams and syntactically guided blocks is less pronounced.
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Chapter 6:  Conclusions and Future Directions

In this chapter we summarize our contributions and findings from this dissertation, and

identify the limitations and directions for future research.

1 Summary of Contributions

Efficient sentence encoder that preserves both the structural and semantic properties of
textual data can improve the performance of real-time downstream applications. To date, the
complexity of optimizing sentence representations, which are derived from state-of-the-art,
heavily-parameterized models, creates a potential bottleneck for real-time applications. Yet,
the long-standing Vector Averaging model achieves comparable performance without the
computational overhead. Although vector averaging is fast enough to be used in real-time
applications, it results in representations that are independent from structural properties.
Disregarding the structural characteristics of textual data is problematic for syntax-dependent
tasks, in which word order is vital when distinguishing between two events. For example,
the meaning of "man bites dog" versus "dog bites man" is indicated entirely by word order,
but vector averaging makes no clear distinction as it results in an identical embedding
for both. In this dissertation, we addressed the problem of developing efficient, semantic
preserving, and structural preserving sentence embeddings. Our main research contributions

and insights from this dissertation can be summarized as follows:

e Developing a non-parameterized sentence encoder: We developed a sentence en-
coder that utilizes Discrete Cosine Transform (DCT) to address both computational
efficiency and sensitivity to structural information. DCT is a well known technique
in the signal processing domain that transfers data from the spatial domain to the
frequency domain. In the image processing area, DCT is often used to compress a

given image in a manner that preserves the original image quality and other important
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characteristics with a higher compression ratio, where fewer DCT coefficients are used
to represent the image. In the case of sentence embeddings, the objective is to model
the relationship between words in the sentence, in which words are represented as real-
valued vectors. Thus, one-dimensional DCT is applied along every word embedding

dimension independently. This provides compact sentence representations.

Empirically evaluating the developed sentence encoder: Using sentence embed-
dings based on DCT coefficients yielded the best performance across various probing
and downstream tasks compared to the commonly-used Vector Averaging. For exam-
ple, based on our analysis of the textual inference task, lower-order DCT coefficients
play an important role in capturing the correct relationship (entailment or contradic-
tion) between pairs of texts due to the embeddings’ sensitivity to word order. Our
analysis reaffirmed our initial observation that lower-order DCT coefficients preserve
structural information such as word orders more effectively in the final fixed-length
representations. In terms of model efficiency, we demonstrated that, compared to
other non-parameterized sentence embeddings, DCT embeddings achieve the highest
computational efficiency with low computational cost for the training and inference
times. Furthermore, the model does not add any computational complexity to the av-
eraging model, as it only depends on the availability of pre-trained word embeddings.
This observation further highlights the importance of DCT embeddings as a suitable

alternative to the Vector Averaging model.

Empirically evaluating the universality of the DCT encoder across languages:
We also extend the applicability of our DCT encoder to various languages in multi- and
cross-lingual settings. In multi-lingual settings, we showed that the DCT embedding’s
performance is almost equivalent across different languages for all examined tasks.
These results indicate that DCT embeddings exhibit similar properties across different

languages, where lower-order DCT coefficients encode the syntactic characteristic
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in the final fixed-length embedding. As highlighted by these results indicate DCT

embeddings can be used to devise efficient language-independent sentence encoders.

Empirically evaluating the efficacy of DCT embeddings for cross-lingual map-
ping: Our model provides efficient and compact sentence embeddings that can be
used for sentence-level, cross-lingual mapping. We utilized our DCT models to extract
sentence-level representations for cross-lingual alignment. As expected, DCT embed-
dings resulted in superior performances in sentence translation retrieval compared to
the baseline model, also known as vectors averaging, across all language pairs. These
results reaffirmed the power of the structural properties encoded in the lower-order
DCT coefficients. However, for the best trade-off between model performance and
computational complexity, it might be suitable to consider using K=2 in the ¢[0 : 1]
model, which combines the semantic and structural properties of the text in the final

representations.

Developing a linguistically-guided sentence encoder: We explored the efficacy of
enriching sentence representations with linguistic information extracted from different
resources. More specifically, we developed a block-based model that combines
sentence-level and chunk-level representations to draw the final fixed-length sentence
embeddings. In the sentence-level component, DCT is applied to compress a given
sentence as one complete chunk; however, in the chunk-level component, DCT
is applied to compress chunks of words as smaller, independent blocks within a
sentence, which is then averaged to provide the final representation. At the chunk-
level, we explored different aspects of extracting meaningful linguistically-informed
chunks from a given text. We specifically utilized two main techniques: the n-
gram technique, which relies on word adjacency, and the syntactic parser technique,
which relies on either phrase-structure grammar extracted from the constituency

parser, or dependency grammar extracted from a dependency parser. Based on our
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analysis, incorporating linguistic information yields consistent performance gains
across different tasks. However, despite the benefits of the linguistic cues integrated
in the block-based model, relying on external resources to drive the representations
adds to the computational complexity of the model. In fact, the block-based model
failed to yield a reasonable trade-off between the model’s performance and efficiency.
Therefore, the linguistic-free, DCT encoder is a more attractive option, especially for

practical real-time applications.

2 Limitations and Future Directions

Overall, the DCT technique is extremely computationally efficient and can be used as an
alternative to the Vector Averaging as initiated by the results of this dissertation. However,
there remains some very interesting directions to explore. The following are some of the

limitations and interesting lines of research to explore in the future:

e Handling Static, Pre-trained Embeddings: We generally observed improvements
in all sentence-level-based tasks when using DCT models compared to the averaging
model. However, we identified some limitations that potentially make it inferior
to other state-of-the-art sentence encoders. Since the sentence embeddings,in this
dissertation, are calculated from pre-trained word embeddings, the quality of the
final sentence representation is constrained by the quality of the pre-trained word
embeddings. To alleviate this limitation, it could be beneficial to fine-tune word

embeddings for each task, which would enable task-specific representations.

e Using Neural Networks: an interesting idea to explore in the future is the parame-
terizing of DCT coefficients in a way that is similar to the parameterization of the
convolutional neural network filters, in which weights are learned during training for
the different convolutional filters. For example, more recently in the image processing

domain, Ulicny et al. (2020) utilize DCT by replacing the conventional convolutional
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layers with DCT filters to produce partially or fully harmonic versions of new or
existing CNN architectures. The authors demonstrated the benefits of their model in
image classification such as segmentation and edge detection applications. Thus, we

identify this as an interesting area to expand our work in the future.

Exploring other Linguistic Priors: Since adding explicitly informed syntactic
blocks showed gains over simple n-grams for syntactically-oriented tasks in the
probing tasks, it might be beneficial to investigate other methods for incorporating
semantic information. For example, unlike syntactic dependency, semantic depen-
dency parsing captures the semantic relationships between words in a sentence using

graph-structured representations.

Using Other Compression Mechanisms: It would be interesting to explore other
compression mechanisms given the promising results of using DCT to exploit the
signal correlations, which are exhibited in the underlying word embeddings between
words in a sentence. For example, in the image processing domain, Discrete Wavelet
Transformation (DWT) maintains better picture quality with higher compression ratios
when compared to the DCT technique (Bhawna, 2010). Since both techniques, DCT
and DWT, lead to similar image compression representations, it might be feasible to

extend the application of DWT to textual data as well.
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