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Abstract of Dissertation

Three Essays on Offline Learning, In-Context Learning Calibration, and Explainable AI

Data-driven decision making increasingly relies on models and algorithms that are powerful,

adaptive, and scalable, yet often difficult to design, evaluate, and trust in real-world settings.

Across many applications, decision makers must act under incomplete information and

operational constraints while producing outputs that are useful and reliable for human

stakeholders. A recurring difficulty is that the information directly observed in practice is

often not the same as the information that should ideally guide learning, optimization, or

evaluation. In the three essays of this dissertation, that gap appears in different forms: realized

sales can hide true demand under stockouts, in-context predictions of large language models

(LLMs) can be unstable and systematically biased despite strong few-shot performance,

and natural-language explanations of black-box machine learning models can be plausible

without faithfully reflecting the model’s actual decision making process. This dissertation

develops methodological frameworks that make these gaps explicit and improve performance

and reliability under the resulting informational constraints.

The first essay studies offline sequential feature-based joint pricing and inventory control

under censored and dependent demand. In lost-sales environments, firms observe realized

sales but not excess demand during stockouts, and this missing information is especially

consequential when demand is temporally dependent. We show that censoring creates

missing reward information and can destroy the Markov property in the observed state,

even when the underlying uncensored system is Markovian. To address this, we develop

a general modeling framework that separates the underlying decision process from the

observed censored process and show that the observed process inherits a finite high-order

Markov structure indexed by consecutive censoring. Building on this result, we derive

specialized Bellman equations, propose two offline learning algorithms—Censored Fitted

Q-Iteration (C-FQI) and Pessimistic Censored Fitted Q-Iteration (PC-FQI)—and establish
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finite-sample regret guarantees with interpretable components. Numerical experiments

illustrate the effectiveness of the proposed methods and the value of censoring-aware policy

learning.

The second essay studies calibration of in-context learning (ICL) predictions in LLMs.

Although LLMs exhibit strong few-shot classification performance, their predictions often

suffer from systematic biases, leading to unstable performance in classification. While cali-

bration techniques are proposed to mitigate these biases, we show that many of these methods

can be understood, in logit space, as shifting the base LLM’s decision boundary without

changing its orientation, which limits correction under severe misalignment. Motivated by

this, we propose Supervised Calibration (SC), a loss-minimization framework that learns

per-class affine transformations of LLM logits using surrogate training data generated from

the in-context examples. The framework incorporates context-invariance and directional

trust-region regularization, and supports ensembling across context sizes and sub-contexts.

Theoretical analysis clarifies how SC generalizes prior calibration methods, and empirical

results across multiple LLMs and benchmark classification tasks show substantial and

consistent gains.

The third essay studies faithful natural-language explanations for black-box machine

learning models. One of the central challenges in natural-language based explainable AI is

that explanations can be convincing and plausible while failing to be faithful. In particular,

they might not necessarily reflect the actual decision making process of the black-box model.

We address this by proposing a distribution-preserving notion of faithfulness: an explanation

is faithful if an independent interpreter can reconstruct the black-box model’s predictive

distribution from the input and the explanation. We operationalize this idea with a judge

LLM and a Kullback–Leibler (KL)-consistent objective that measures agreement between

the black-box distribution and the judge-implied distribution, and we train an explainer LLM

using a GRPO-style reinforcement learning procedure. Preliminary experiments show that

the KL-based signal provides a principled foundation for faithfulness in language space, but
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can induce reward-hacking when optimized in isolation, motivating auxiliary regularization

and an ongoing extension based on mechanistic interpretability.

Taken together, the three essays develop a coherent perspective on reliable data-driven

decision making under real-world informational constraints. More broadly, the dissertation

shows how classical ideas from dynamic programming and statistical learning theory can be

adapted to contemporary problems in offline learning, LLM calibration, and explainable AI,

yielding methods that are not only accurate, but also structurally valid, robust to practical

limitations, and aligned with how humans evaluate and use model outputs.
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1 Introduction

Data-driven decision making increasingly relies on models and algorithms that are powerful,

adaptive, and scalable, yet often di�cult to design, evaluate, and trust in realistic environments.

In many applications, decision makers must act under incomplete information, dependence

across time, and operational constraints, while also communicating model outputs to human

stakeholders in ways that are both useful and reliable. These challenges arise across a wide

range of domains, including operations management, machine learning, and explainable

arti�cial intelligence (XAI). Although these areas are often studied separately, they share

a common methodological question: how can we design principled learning and decision

systems that remain e�ective when data are limited, biased, partially observed, or di�cult to

interpret?

This dissertation studies that question through three essays. The �rst essay focuses on

sequential pricing and inventory control under censored and dependent demand, where

historical data are informative but structurally incomplete. The second essay develops a

calibration framework for improving in-context learning in large language models (LLMs),

where predictions can be systematically biased and unstable despite strong few-shot perfor-

mance. The third essay studies faithful natural-language explanations for black-box models,

with an emphasis on closing the gap between explanations that are merely plausible and

those that preserve model behavior. Taken together, the essays advance a common agenda:

building learning systems that are not only accurate, but also structurally valid, robust to

practical data limitations, and aligned with how humans evaluate and use model outputs.

The �rst essay, O�ine Dynamic Inventory and Pricing Strategy: Addressing Censored

and Dependent Demand, studies an o�ine sequential joint pricing-and-inventory control

problem in which realized demand may be censored by available inventory and demand

evolves with temporal dependence. This setting is common in retail operations, where �rms

observe prices, inventory levels, sales, and covariates, but do not observe excess demand

during stockouts. The essay shows that censoring creates two fundamental challenges
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for o�ine policy learning: missing reward information and a breakdown of the standard

Markov structure in the observed state. To address this, the essay develops a general

modeling framework that distinguishes the underlying fully observed process from the

censored observed process, and demonstrates that the observed process inherits a �nite

high-order Markov structure indexed by the length of consecutive censoring. Building on

this characterization, the essay derives specialized Bellman equations, proposes two practical

o�ine learning algorithms (C-FQI and pessimistic C-FQI), and establishes �nite-sample

regret guarantees with an interpretable decomposition into statistical error, unidenti�able

regret, and operational alignment penalties. This provides a uni�ed data-driven framework

for joint pricing and inventory optimization under simultaneously censored and dependent

demand.

The second essay, Boosting In-Context Learning in LLMs Through the Lens of Classical

Supervised Learning, addresses a di�erent but related reliability problem: large language

models can exhibit strong in-context learning performance while remaining highly sensitive

to prompt wording, demonstration choice, and label priors. Existing calibration methods

in this literature often improve performance in practice, but many can be understood

as making only limited corrections to the model's predictions. This essay develops a

unifying perspective by viewing calibration as a supervised learning problem in logit space

and shows that widely used label-marginal methods are equivalent to shifting the LLM's

decision boundary without changing its orientation. Motivated by this limitation, the essay

introduces Supervised Calibration (SC), a loss-minimization framework that learns per-class

a�ne transformations of LLM logits using surrogate data constructed from the in-context

examples themselves. The framework further incorporates a context-invariance regularizer

to address prompt sensitivity and a directional trust-region regularizer to control the degree

of calibration. Empirically, the essay demonstrates strong improvements across multiple

LLMs and classi�cation benchmarks, while theoretically clarifying how SC generalizes prior

calibration methods through a richer function class and a bias�variance trade-o� perspective.
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The third essay, Explainability of Black-Box Models in Language Space Through LLMs,

studies explanation generation for black-box predictive models and focuses on a central

tension in XAI: explanations can be linguistically plausible yet fail to be faithful to the model's

actual decision process. Rather than treating explanation generation as a purely narrative

task, the essay proposes a distribution-preserving view of faithfulness. Speci�cally, it de�nes

an explanation as faithful if an independent interpreter can reconstruct the black-box model's

predictive distribution from the input and the explanation. This idea is operationalized

using a judge LLM that maps explanations back to label distributions, together with a

Kullback�Leibler divergence (KL) consistent objective that measures agreement between

the judge-implied distribution and the black-box distribution. The essay then trains an

explainer LLM via reinforcement learning (in a GRPO-style framework) to optimize this

faithfulness signal without requiring gradient access to the black-box model. Preliminary

experiments highlight both the promise and the di�culty of this approach: KL-based

optimization can improve apparent distributional faithfulness but also induce reward-hacking

behavior, motivating auxiliary regularizers such as length penalties and PMI-based speci�city

rewards. The essay also outlines an ongoing extension based on sparse autoencoder (SAE)

features and concept dictionaries to introduce a more mechanistically grounded intermediate

representation and further reduce the plausibility�faithfulness gap.

Although the three essays span di�erent application domains, they are connected by

several recurring themes. First, each essay addresses a setting in which naïve use of observed

outputs is insu�cient: censored sales do not reveal true demand, raw LLM logits do

not directly yield reliable few-shot predictions, and �uent explanations do not guarantee

faithfulness to model behavior. Second, each essay develops a principled learning objective

that explicitly re�ects the relevant structural constraint, whether it is censoring-induced

dependence, calibration under prompt variability, or distributional faithfulness in language.

Third, each essay combines methodological development with practical implementation

considerations, aiming to bridge theory and deployment in realistic decision environments.

3



More broadly, the dissertation contributes to the decision sciences perspective on modern

AI and analytics by showing how classical ideas�dynamic programming, supervised risk

minimization, regularization, and probabilistic �delity�can be adapted to contemporary

problems involving o�ine learning, large language models, and explainability. In doing so, it

highlights the value of designing learning systems that are not only performant in benchmark

settings, but also robust to missing information, sensitive contexts, and human-facing

evaluation criteria.

The remainder of the dissertation is organized as follows. Chapters 2�4 present the

three essays in turn. Chapter 2 develops the o�ine learning framework for joint pricing

and inventory control under censored and dependent demand, including the structural

characterization, algorithms, theoretical guarantees, and numerical experiments. Chapter 3

introduces the Supervised Calibration framework for in-context learning in LLMs, presents its

theoretical connections to prior calibration methods, and evaluates its empirical performance

across multiple benchmarks. Chapter 4 studies faithful natural-language explanations for

black-box models via a KL-consistent reinforcement-learning framework, reports preliminary

experimental �ndings, and discusses ongoing extensions toward mechanistically grounded

explanation generation.

4



2 Essay 1: O�ine Dynamic Inventory and Pricing Strategy:

Addressing Censored and Dependent Demand

2.1 Summary

In this paper, we study the o�ine, sequential, feature-based pricing�and�inventory control

problem where current demand depends on past demand and any demand exceeding available

inventory is lost. We develop a general modeling framework that simultaneously incorporates

demand censoring and intertemporal dependence. This framework formalizes how o�ine

data are generated in such environments and serves as the basis for designing valid policy-

learning algorithms. It also serves as a uni�ed, nonparametric description of the joint pricing

and inventory problem, accommodating richer, real-world dynamics that are often simpli�ed

in classical analyses while remaining compatible with standard modeling choices; under

familiar assumptions, many foundational models arise as special cases. While the uncensored

system admits a standard MDP, censoring induces missing pro�t feedback, breaks the Markov

property, and can render the optimal policy non-stationary. Within our framework, we recover

approximate Markovian structure by embedding the problem in a high-order MDP that is

characterized by the number of consecutive censoring instances, leading to a specialized

Bellman equation tailored to this setting. Building on o�ine reinforcement learning and

survival analysis, we propose to design nonparametric, data-driven algorithms for solving

this Bellman equation and estimating near-optimal policies. We further propose to establish

�nite-sample regret guarantees and to conduct numerical simulations to assess performance.

To our knowledge, this is the �rst data-driven agenda for learning joint pricing�and�inventory

policies under simultaneously censored and temporally dependent demand.
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2.2 Introduction

E�ective inventory and pricing strategies are central to �rm pro�tability. To identify

pro�t-maximizing policies, �rms often rely on online experiments such as A/B tests. Yet in

operational settings, such experiments are costly and risky: sub-optimal prices or inventory

decisions can erode revenue and disrupt operations. At the same time, �rms possess extensive

historical data, involving prices, inventory levels, sales, and contextual features, that remain

underutilized. Leveraging this �xed observational data for policy design, an approach often

termed o�ine learning, o�ers a practical alternative that avoids experimental risk while

enabling data-driven operational improvement.

However, o�ine learning faces two structural challenges in developing inventory and

pricing systems. The �rst challenge is demand censoring. In lost-sales environments,

realized sales are the minimum of true demand and available inventory. Any demand above

inventory is unobserved, systematically obscuring the revenue potential during stockouts.

Therefore, treating observed sales as demand induces biased pro�tability estimates and can

trigger a feedback loop of increasingly sub-optimal pricing and inventory decisions.

The second challenge arises from the interaction between censoring and dependent

demand. In many settings, demand is path-dependent, with current customer experiences

shaping future demand through mechanisms such as brand loyalty and network e�ects. If

demand were fully observed, the dependent process could be modeled using standard Markov

dynamics. Under censoring, however, the key driver of future demand�today's unobserved

demand�remains hidden, violating the Markov property from the retailer's perspective.

Because the retailer cannot observe the true current state, it cannot reliably anticipate its

evolution. As a result, policies developed under Markovian assumptions break down in this

setting, undermining long-term pro�t maximization.

Taken together, this implies that any robust framework for policy optimization using

historical data must simultaneously address the challenges induced by censoring and the

complex, non-Markovian dynamics resulting from its interaction with dependent demand.
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Failing to do so leaves a signi�cant amount of revenue on the table.

2.2.1 Motivating Example

To illustrate the stakes, consider a major grocery retailer such as Target or Kroger managing

ready-to-eat meals and fresh produce. Demand for these products is highly responsive to

price as well as external drivers like day-of-week patterns, weather, and in-store promotions.

Warm weekends or advertised discounts, for example, reliably generate surges in foot tra�c

and purchases. When a high-velocity item (e.g., rotisserie chicken or packaged salads) is

discounted during such periods, shelf inventory often depletes well before the end of the

day. After a stockout, the retailer observes only sales up to the on-hand inventory, not the

true underlying demand. Customers who arrive later either leave empty-handed or switch

to competing stores, causing the data to systematically understate the revenue potential in

high-demand states, which is the hallmark of demand censoring.

This challenge is ampli�ed by the dependent demand. Grocery demand exhibits inertia:

strong sales today�driven by promotions, tra�c, or evolving habits�typically signal

elevated demand tomorrow. When a stockout occurs, the retailer loses visibility not only

into today's true demand but also into a key signal required to forecast future demand. This

highlights the need for a uni�ed framework that jointly addresses both censoring and demand

dependence.

2.2.2 Problem Statement, Main Results and Contributions

Most existing o�ine policy learning methods are typically tailored to address one challenge

at a time: some assume that the demand is observable even under censoring, while others

account for censoring but assume that demand is independently distributed (given prices)

across periods. These approaches are well-suited to their respective modeling assumptions

and have advanced the �eld considerably. However, in practice, as illustrated in the motivating

example, censoring and temporal dependence might arise jointly. In such cases, policy
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learning methods designed under one of these challenges are inadequate, leading to policies

that deviate from managerial objectives. Thus, there is a need for a more general framework

that simultaneously addresses censoring and demand dependence, providing a uni�ed basis

for accurately designing optimal pricing and inventory policies in real-world settings.

Motivated by this, in this paper, we address the problem of o�ine policy optimization

for joint pricing and inventory control while accounting for censored and dependent demand.

We consider a �rm with access to a historical dataset comprising past prices, inventory

decisions, contextual market features, and realized sales, but lacks a known underlying

demand process. In particular, this demand process is shaped by two distinct features: it

is censored and exhibits temporal dependence. The �rm's objective is to leverage this

�xed, observational dataset to learn a feature-based pricing and inventory control policy that

maximizes long-term expected pro�t. In particular, our contributions are threefold.

(i) A General Modeling Framework. We begin by modeling the underlying process where

there is no censoring as a standard Markov Decision Process (MDP). We then formally de�ne

the observed process experienced by the �rm, where demand is censored. A key theoretical

insight of our work is demonstrating that this observed process, while not Markovian in

the observed state, inherits a high-order Markov property determined by the duration of

consecutive censoring. Building on this insight, we characterize the structure of the optimal

policy under the observed process by a set of specialized Bellman equations. These equations

explicitly account for censoring, providing the theoretical foundation necessary to develop

o�ine policy learning techniques to optimize inventory and pricing decisions under censored

and dependent demand.

(ii) Two Practical Algorithms. Bridging theory and practice, we develop two imple-

mentable algorithms for policy optimization based on the derived specialized Bellman

equations. The �rst algorithm, named Censored Fitted Q-Iteration (C-FQI), operationalizes

our theoretical framework to estimate the optimal pricing and inventory policy from historical

logs. Recognizing that historical data is often sparse in critical regions (e.g., long period of
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stockouts), we further introduce Pessimistic Censored Fitted Q-Iteration (PC-FQI). This

algorithm integrates uncertainty quanti�cation to doubt the model in data-poor regions,

preventing the dangerous overestimation of pro�ts that plagues standard o�ine RL methods

and ensuring robust performance even under distributional shift. To empirically test our

algorithms, we conduct a simulation study and the result con�rm the e�ectiveness of our

algorithms in optimizing pricing and inventory control strategies.

(iii) Finite-sample Regret Guarantees. We establish �nite-sample regret bounds for the

proposed algorithms in censored, dependent environments. Our analysis adopts a layered

structure, progressively relaxing assumptions to isolate the speci�c drivers of sub-optimality.

Speci�cally, we explicitly decompose the total regret into three structural terms: a statistical

error determined by the model complexity relative to the dataset size; an unidenti�able

regret arising from blind spots where the optimal policy induces censoring sequences longer

than any observed in history; and alignment penalties that quantify the pro�t sacri�ced to

satisfy operational safety constraints during the high number of sequential stockouts. This

decomposition turns theory into a strategic roadmap, helping managers make informed

decisions about model complexity, data constraints, and the cost of safe inventory recovery.

2.2.3 Literature Review

O�ine learning is valuable when online exploration is costly or infeasible and can also

provide warm starts for online methods. Yet, for sequential joint pricing and inventory

control, existing o�ine work largely addresses only one component (pricing or inventory),

typically in single-period settings and/or without accounting for demand censoring, leaving

the dependent-and-censored regime largely unexplored. On the inventory side, Levi et al.

(2007), Cheung and Simchi-Levi (2019) develop multi-period data-driven inventory control

methods based on sample average approximation (SAA), but these approaches are ill-suited

for our setting because price is an additional decision that shifts the demand distribution

and SAA can over�t in such contexts (Feng and Shanthikumar 2022) and these works do
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not model censoring and do not leverage feature information. Feature-based newsvendor

variants such as Ban and Rudin (2019), Lin et al. (2022) incorporate covariates but remain

single-period and do not model pricing and assume no censoring; additionally, classical

newsvendor settings do not feature decision-dependent uncertainty (price a�ects demand),

making them special cases of our problem. On the pricing side, Qi et al. (2022) and

Bu et al. (2023) study o�ine pricing with censored demand but in single-period settings

without inventory decisions, while Wang and Liu (2023) and Miao et al. (2023) focus

on feature-based pricing via causal inference under IV considerations, again without the

inventory dimension and censoring in a multi-period control problem. Most closely related,

Qin et al. (2019) considers multi-period joint pricing and inventory using o�ine data but

assumes fully observed demand and omits features; likewise, Harsha et al. (2021) and Liu

and Zhang (2023) study pricing and newsvendor style problems in single-period settings

under fully observed demand. Overall, our work tackles the joint optimization of pricing and

inventory decisions in a multi-period setting in a sequential manner while accounting for

censored and dependent demand and incorporating contextual features, thereby generalizing

these prior works.

In addition to the works discussed above, Appendix A.2 provides an overview of

closely related o�ine reinforcement learning (RL) literature, emphasizing the unique

methodological challenges posed by censored and dependent demand and summarizing

recent pessimism-based RL algorithms that motivate our algorithmic design.

2.3 Problem Formulation

2.3.1 Underlying Decision Process and Preliminaries

We begin by describing an idealized decision-making process for a retailer selling a single

product over time, which we call the underlying decision process where the retailer can

observe the true demand, even when it exceeds the available inventory. This idealized process,

de�ned by a trajectory of states, actions, and rewards denoted byf¹( C– �C– ' CºgC�0, serves
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as the basis for the censored demand setting that we will address later. In particular, at the

beginning of each periodC, the retailer observes the current state( C= ¹- C–.C– � C�1º, which

consists of three key components: external features (- C), represented by a?-dimensional

feature vector (including e.g., market conditions, competitor pricing, seasonal trends) from

the spaceX � R ?; on-hand Inventory (. C), the current, non-negative inventory level from

the spaceY � R ¸ ; and lagged Demand (� C�1), the total demand from the previous period,

»C � 1– Cº, from the spaceD � R ¸ . The previous demand is included in the state because

demand is realized after decisions are made, so the demand from periodC � 1 is a crucial

piece of information for the decision at period C.

Then, given the observed information in the past, the retailer makes two decisions in

periodC, which form the action� C = ¹%C– $Cº. Speci�cally, the price (%C) is referred to

as the price set for the product in periodC, from the spaceP � R ¸ ; and order Quantity

($ C) is the amount of new inventory to order for periodC, from the spaceN � R ¸ . We

let S = X � Y � D andA = P � N denote the state and action spaces, respectively, and

assume thatS � A � R 3, so that each state�action pair for the retailer can be represented as

a 3-dimensional vector.

The retailer's complete plan for making these pricing and ordering decisions over time is

called a policy,c. A policy is history-dependent if the decision made today is based on the

entire sequence of past states and actions. Alternatively, the policy is stationary if it applies

the same mapping from a �xed-length history window at every time step, so the decision at

time C depends only on the current history window and not explicitly on C itself.

Following the retailer's action, the period's demand� Cis realized. In a general setting,

this demand process can be highly complex, potentially depending on the history of the

process. For illustration, we consider a �rst-order auto-regressive linear model AR(1) for

demand process as a running example:

� C= \ 0 ¸ \ G- C� V%C¸ d� C�1 ¸ Y �
C – (1)
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whereY�
C is some i.i.d. demand shock (following e.g., Gaussian distribution),\ G 2 R?,

V ¡ 0 captures price sensitivity, and jdj Ÿ 1 ensures the stability of the AR(1) process.

Following the realization of the demand, the retailer's reward/pro�t' Ccan be de�ned as:

' C= %Cmin¹. C– � Cº
|            {z            }

Sales Revenue

� � 1–C¹� C� . Cº¸

|            {z            }
Stockout Cost

� � 2–C$ C
|{z}

Ordering Cost

� � 3–C¹. C� � Cº¸

|            {z            }
Inventory Cost

– (2)

where� 1–C, � 2–C, and� 3–Care the known per-unit costs for stockouts, ordering, and holding

inventory, respectively, the operator¹Gº̧ := max¹G– 0ºdenotes the positive part ofG, and for

simplicity, we assume rewards are uniformly bounded by j'Cj � ' max.

The periodCthen concludes with the transition to the next state( C¸1. This starts with the

calculation of the next period's inventory,. C¸1, via. C¸1 = ¹. Ç $ C� � Cº¸ •Then, next-period

exogenous features,- C¸1, are realized from a conditional distribution?¹- C¸1 j ( Cº, leading

to the completion of the period and transition to the next state (C¸1 = ¹- C¸1– .C¸1– � Cº.

Overall, the retailer's main objective is to choose a policy,c, that maximizes long-term

pro�t under the dynamics of this decision processf¹( C– �C– ' CºgC�0. We use Markov Decision

Process (MDP) to model the underlying decision processf¹( C– �C– ' CºgC�0 as it naturally

represents evolving system states, connects decisions to probabilistic dynamics, provides a

principled basis for policy optimization, and �exibly accommodates nonlinear dependence

beyond our running example. Therefore, we assume that

¹( C¸1– ' Cº ?? � C�1–MDPj ¹( C– �Cº with time-homogeneous transitions– (3)

where � C�1–MDP=
�
( 9– � 9

	
0�9�C�1 .

Under this framework, it is well-established that a stationary and optimal pricing and

inventory replenishment policy exists, i.e.,c �
oracle= ¹c �

1–oracle– c�2–oracleº, that maximizes the
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expected discounted cumulative rewards (i.e long-term pro�t),

c �
oracle 2 argmaxc Ec

MDP »
1Õ

C=0

WC' C¼– (4)

whereEc
MDP means that all actions along the trajectory followc, the subscript "MDP"

is used to di�erentiate the expectation operator of the underlying MDP from that of the

observed process with demand censoring incorporated de�ned in the following section and

W 2 »0– 1º is a discount factor.

Moreover, this MDP formulation encompasses many familiar inventory and pricing

models as special cases. It can therefore be viewed as a mild generalization rather than a

departure from classical setups. For instance, consider a special case where we eliminate

exogenous features- C, assume demand is additive (i.e.,� C= \ 0 ¸ V%C¸ d� C�1 ¸ n C) with

�xed ordering cost ¡ 0 , and lost sales. In this setting, Chen et al. (2006) proved that the

optimal policyc �
oracleadmits a stationary¹B– (– ?ºstructure. We illustrate this connection

by highlighting several other such cases in A.7.1 of Appendix. With this perspective in

place, under the general setting, one popular solution to obtainc �
oracle is to �nd an optimal

Q-function and take point-wise maximum with respect to action for every state (Sutton and

Barto 2018).

2.3.2 Unidenti�able Oracle Policy

In practice, however, o�ine retail data often lack complete demand information due to

censoring. Typically, the retailer observes only sales quantity/ C := minf. C– � Cg 2 Z

together with a censoring indicator� C:= I¹. C� � Cº. Consequently, the data are realized

through what we term the observed process,f¹, C– �C– ' CI»� C = 1¼ºgC�0, instead of the

underlying decision processf¹( C– �C– ' CºgC�0, with , C:= ¹- C–.C– /C�1– �C�1º 2 W . Viewed

this way, the observed process adds a layer that generalizes the underlying one: when

censoring is absent, the observed process coincides with the underlying process.
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Within this generalized and observed layer, two key di�erences emerge in the presence

of censoring. First, their state representations di�er: the underlying process always includes

the true demand� Cin the state( C, whereas the observed process lacks this information when

demand is censored, leading to a failure of the Markov property. The following proposition

formalizes this idea. Let �0:¹C�1º =
�
, 9– � 9

	
0�9�C�1 .

Proposition 1 Consider the observed processf¹, C– �C– ' CI»� C = 1¼ºgC�0. If censoring

occurs, i.e.,� C�1 = 0 for someC � 0, then the Markov property fails. In particular, on the

event f� C�1 = 0g, ¹, C¸1– ' Cº 6?? � 0:¹C�1º j ¹, C– �Cº.

The proof of Proposition 1 is given in Section A.17.1 of Appendix. Second, the observed

process, unlike the underlying one, does not have complete reward information under

censoring. Speci�cally, the reward in Equation(2) depends on¹� C� . Cº¸ , which is not

directly computable under censoring since� Cis unobserved. Consequently, the Markov

property under the observed process fails except in special cases (e.g., i.i.d. demand,d = 0 in

Equation(1), or no censoring) and reward is not observed under censoring. Taken together,

they lead to important implications for structural results in both inventory and pricing and

MDP theory.

In particular, classical structural results in inventory and pricing theory (e.g.¹B– (– ?º

policies) typically require Markov dynamics with fully observed states and some regularity

conditions (e.g., convex costs). With censoring, the problem becomes partially observed, so

these results do not carry over: any threshold-type structure, if it exists, must be expressed in

terms of the observed state( Crather than, C, and to our knowledge no general¹B– (– ?º-style

optimality result holds under censored, dependent demand.1 Moreover, from an MDP

viewpoint, the observed process is generally non-Markov, so the optimal Q-function is not

well-de�ned on the observed state F and standard Bellman equations do not apply.

In summary, well-known structural results from inventory and pricing theory and

1 Even in the linear AR(1) example, updating� C�1 involves a truncated distribution that depends on past
actions, breaking the monotonicity/sub-modularity arguments used in classical proofs.
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standard MDP solution methods do not apply directly under this observed process. More

fundamentally, the oracle policyc �
oracle, de�ned on the underlying state( C under fully

observed demand, may not be learnable from i.i.d. trajectories of the censored observed

processf, C– �C– ' CI»� C= 1¼gC�0 (i.e., not point-identi�ed). Therefore, it is necessary to

rede�ne the learning target. In particular, this means that the best achievable outcome under

these conditions is to identify the optimal policy relative to the observed process de�ned as

c � 2 argmaxc2� E, 0�a fEc »
1Õ

C=0

WC' Cj , 0¼g– (5)

where the expectation is taken over the trajectories generated byc under the observed

processf, C– �C– ' CI»� C = 1¼gC�0, with � representing the set of all policies associated

with this process. Here,, 0 follows a¹�º which is some reference distribution over the

initial observation and is predetermined and known by decision makers. This is a typical

assumption in the literature of RL.

In this paper, we demonstrate how o�ine data can be used to �ndc � . Before, we impose

an assumption on our data-generating process.

Assumption 1 The o�ine data O# = f, 9–C– � 9–C– , 9–C¸1– ' 9–CI»� 9–C= 1¼g1�9�#
0�CŸ)�1 is gener-

ated by the policy,c1 2 � , where each trajectory9is an i.i.d. copy fromf, C– �C– ' CI»� C=

1¼gC�0.

In RL literature,c1 is often referred to as the behavior policy. The behavior policy may

not be known beforehand and can be history-dependent. UsingO# , we aim to develop an

algorithm that returns an estimated policybc that approaches the optimal policy in terms of

the value when the sample size # (and/or )) is large.

2.4 Characterizing the Optimal Policy under Censoring

Although the goal is clear, achieving it is far from straightforward compared to traditional

settings. The preceding analysis shows that censoring under dependent demand fundamentally
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alters the problem: the observed process is generally non-Markov, and rewards are missing

under stockouts. Nevertheless, the observed process is not devoid of structure. Our central

insight is that it inherits a latent, high-order Markov property from the underlying �rst-order

MDP. The e�ective order is determined by how frequently uncensored periods occur under

the governing policy. Building on this observation, in this section, we develop a framework

for learningc � from o�ine data, ranging from characterization ofc � to development of

algorithms.

For the remainder of the paper, without loss of generality, we assume that there is

no censoring at the start of the observed process, i.e.,� �1 = 1. We next introduce two

de�nitions that will streamline the subsequent analysis.

De�nition 1 C¹) 0– =º =f O = f, C– �C– ' CI»� C= 1¼gC�0 j � ) 0¹Oº � = g, where� ) 0¹Oº de-

notes the maximum number of consecutive censoring up to time step) 0 in the observed

process.

From this de�nition, note that for a �xed=, we haveC¹)2– =º � C¹)1– =ºfor all ) 2 ¡ ) 1,

implying thatC¹) 0– =ºforms a decreasing sequence of sets with respect to) 0. This allows

us to de�ne the following policy class.

De�nition 2 For any = � 0, de�ne � = =
�
c0

�
� Prc

0
¹lim) 0!1 C¹) 0– =ºº = 1

	
•

In words,� = consists of all policies under which any trajectory will, with probability

one, contain no more than= consecutive instances of censoring over the entire horizon.

By de�nition, � 1 � � 2 � � � � � � 1 , where� 1 represents the set of all feasible policies.

Therefore, any policy, and in particular the optimal policyc � , must belong to some� =,

where = may be �nite or in�nite.

2.4.1 Local Conditional Independence and Finite-Order Structure

Given these de�nitions, we �rst take a practical perspective on the potential behavior of the

optimal policy before introducing the formal feasibility assumption. Speci�cally, in real
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operational settings, no well-designed policy would allow censoring to persist inde�nitely. As

the number of consecutive censoring increases, �rms inevitably intervene through corrective

actions. Allowing in�nite consecutive censoring would imply never observing demand

again, making it impossible to estimate sales potential or update future decisions. Hence,

any realistic optimal policy must implicitly limit the length of censoring streaks by triggering

a recovery action after a �nite number of periods. This motivates our �rst key assumption,

which ensures that the problem is well-posed and learnable from �nite data.

Assumption 2 There exists a �nite = Ÿ 1 such that c� 2 � =.

Formally, if the optimal policyc � only belongs to� 1 (i.e., it allows for unbounded

censoring streaks), the dependency structure of the observed process under c� can become

arbitrarily complex due to the consistent violation of the Markov property (i.e., the process

becomes history-dependent). This makes learning from o�ine data infeasible. Assumption 2

precludes this pathological case.

Given this assumption, we restrict our attention to policy class� =. We now show that

this assumption has a profound structural consequence: any policy includingc � within this

class induces a �nite-order Markov structure on the observed process, based on which we

can characterize the structure of the optimal policy.

Speci�cally, for integers0 � 1 , we de�ne the history� 0:1 :=
�
� 1– , 1– • • • – �0– , 0

�
.

To characterize how far one must look back to recover the most recent uncensored observation,

we de�ne the most recent uncensored time within the last=¸1 observations at timeCas

gC¹=º := max
�

C0 2 fC– C � 1– • • • – C � =g : �C0�1 = 1
	
. Because we assume� �1 = 1, gC¹=º

exists almost surely under anyc 2 � =. Given this, we can establish the following conditional

independence property.

Lemma 1 Suppose the underlying decision process satis�es(3). Then, under anyc 2 � =,

we have ¹,C¸1– ' Cº ?? � 0: gC¹=º�1 j � gC¹=º: C, implying an MDP of order at most = ¸ 1.
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Intuitively, Lemma 1 states that the process resets its history dependence each time an

uncensored observation occurs. Once we condition on the history block since that last

uncensored anchor (� gC¹=º:C), the entire history prior to that anchor becomes irrelevant for

predicting the next state and reward. This �nite-order structure is the key to characterize the

structure of an optimal policy within� =, which has the same value as that underc � . The

proof of Lemma 1 is given in Section A.17.2 of Appendix.

2.4.2 Structure of an Optimal Policy

Under Assumption 2, with the help of Lemma 1, we can show that there exists an optimal

policy c� , which is stationary under a �nite-order MDP.

Firstly, recall� ¹C�8º:C= ¹ � C– , C– • • • – �C�8– , C�8º. For8 2 f0– • • • – =g, we de�ne� 0
¹C�8º:C:=

� ¹C�8º:Cn f� Cg = ¹, C– �C�1– , C�1– • • • – �C�8– , C�8º–so that� 0
¹C�8º:Cis the relevant history

block for a censoring run of length8(i.e., in the components of� ¹C�8º:C, we havef� C�9 = 0g8
9=1

and � C�8�1 = 1.

Secondly, by the de�nition of� =, any policy in this class must select an action that

guarantees that the next period is uncensored once a censoring run reaches length=. We

denote this set of actions as follows: for anyC � 0and anyh0
¹C�=º:Csatisfyingf� C�9g=

9=1= 0

and � C�=�1 = 1, de�ne

UP¹=º�h0
¹C�=º:C

�
:=

n
0 2 A : Pr

�
� C= 1

�
� � 0

¹C�=º:C= h0
¹C�=º:C– �C= 0

�
= 1

o
•

Next, we introduce the corresponding state�action value functions. For any0 � 8 � = ,

the8th optimal state�action value function (Q-function) over the policy class� = is de�ned as

& ¹8º
�

�
h0

0:8– 0
�

:= sup
c2� =

Ec

"
1Õ

C0=8

WC0�8 ' C0

�
�
�
�
�
� 0

0:8= h0
0:8– �8 = 0

#

– (1)

where the components of h0
0:8satisfy f� 8�9 = 0g8

9=1and � �1 = 1.

Observe that& ¹8º
� depends on the history block up to the most recent uncensored time
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point. This dependence is a direct consequence of the process behaving as an MDP of order

at most= ¸ 1 , as established by Lemma 1. We now state the main result establishing the

existence and structure of a stationary optimal policy c� based on these Q-functions.

Lemma 2 There exists a deterministic and stationary policyc � that maximizesEc0
»
Í 1

C=0W
C' C¼

over � = and has the following form:

c � � � 0
¹C�=º:C

�
=

=Õ

8=0

c ¹8º
�

�
�

�
� � 0

¹C�8º:C

� 8Ö

9=1

I»� C�9 = 0¼ � I»�C�8�1 = 1¼– (2)

where each 8-component selects a greedy action with respect to &¹8º
� :

c ¹8º
�

�
00 j � 0

¹C�8º:C

�
=

8>>>>>>>>><

>>>>>>>>>
:

1– 00 2 argmax02A & ¹8º
�

�
� 0

¹C�8º:C– 0
�

– 8 = 0– • • • – =�1–

1– 00 2 argmax02 UP¹=º ¹� 0
¹C�=º:Cº

& ¹=º
�

�
� 0

¹C�=º:C– 0
�

– 8 = =–

0– otherwise.

(3)

Moreover, &¹8º
� ¹� 0

0:8– �8º = & ¹8º
� ¹� 0

¹C�8º:C– �Cº for all C � 8 and 8 2 f0– • • • – =g.

Lemma 2 establishes that, within� =, an optimal policy exists that is fully characterized

by its corresponding Q-functions. This result follows directly from the �nite-order Markov

structure derived in Section 2.4.1. The only di�erence is that when the censoring run reaches

8 = =, the policy must select an action fromUP¹=º¹� 0
¹C�=º:Cº to remain within the class� =. A

detailed proof is provided in Appendix A.17.5. Overall, Lemma 2 sets a clear path forward,

navigating our goal to �nding a data-driven approximation of these Q-functions from the

o�ine data, which will, in turn, yield a near-optimal policy.

However, this path is blocked by three fundamental challenges. First, Assumption 2

enabling feasibility only guarantees that a �nite= exists, but it does not specify it. Second,

the Q-functions themselves,& ¹8º
� , are non-standard compared to those used in the standard

MDP due to the constraint nature of� =. Whether there exist Bellman equations to compute
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them remains unknown. Finally, even if we knew how to compute these&-functions, our

o�ine data su�ers from incomplete reward information due to censoring. In the following

sections, we address these challenges in turn.

2.4.3 Specialized Bellman Equations and Algorithmic Implications

We begin by showing a family of specialized Bellman optimality equations that extend the

standard �rst-order MDP Bellman equations to the higher-order, censoring aware setting.

These equations make the structure of the high-order Q-functions &¹8º
� explicit and provide

the foundation for the algorithmic development that follows. Before presenting the formal

statements, we introduce additional notation and highlight a key structural property of the

observed process.

For each8 2 f0– • • • – =gand history block� 0
¹C�8º:C, we de�ne the feasible action setA 8

and the corresponding optimal state-value function +¹8º
� as

A 8
�
� 0

¹C�8º:C

�
:=

8>>>><

>>>>
:

A– 8 Ÿ =

UP¹=º� � 0
¹C�=º:C

�
– 8 = =

– +¹8º
�

�
� 0

¹C�8º:C

�
:= max

02A 8

�
¹� 0

¹C�8º:C

� & ¹8º
c �

=

�
� 0

¹C�8º:C– 0
�
•

By construction of the policy class� =, when the current censoring run has length=,

the only admissible actions are those that guarantee an uncensored next state. Hence, any

action outsideUP¹=º is infeasible for the=-th optimal Q-function, as it would induce=¸1

consecutive censored periods, violating the membership in �=.

With this notation as well as for any8 2 f0– • • • – =gand any0 2 A 8
�
� 0

¹C�8º:C

�
, the

specialized Bellman optimality equations can now be expressed as

& ¹8º
� ¹� 0

¹C�8º:C– 0º = E
h
' C¸ W

�
I»� C= 1¼+¹0º

� ¹, C¸1º ¸ I»� C= 0¼+¹8¸1º
� ¹� 0

¹C�8º:C¸1º
� �

�
� � 0

¹C�8º:C– �C= 0
i

– (4)

where the components of �¹C�8º:Csatisfy f� C�9 = 0g8
9=1and � C�8�1 = 1 for all 8 = 0– • • • – =.

When8 = =, the feasible actions are restricted to those inUP¹=º¹� 0
¹C�=º:Cº, for which
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Pr¹� C = 0 j � 0
¹C�=:C– �Cº = 0. Therefore, the second continuation term in Equation(4)

vanishes, yielding

& ¹=º
�

�
� 0

¹C�=º:C– 0
�

= E
h
' C¸ W +¹0º

� ¹, C¸1º
�
�
� � 0

¹C�=º:C– �C= 0
i
• (5)

Equations(4)-(5) thus provide the dynamic recursion that links Q-functions of order8and

8¸1, terminating at the=-th level where the process is guaranteed to reset to an uncensored

state. This structure generalizes the standard Bellman operator by explicitly conditioning on

the length of the current censoring run and constraining feasible actions at the=-th level to

maintain admissibility within �=.

From an algorithmic standpoint, these equations reveal the modularity of learning under

censoring: each& ¹8º
� can be recursively estimated from o�ine data by conditioning on the

history block� 0
¹C�8º:Cand truncating whenever an uncensored period appears, after which the

estimates can be composed to form a stationary policy greedy with respect to the learned

& ¹8º functions, yielding a data-driven approximation of c� .

2.4.4 Estimating the Data-Supported Policy Class

However, Lemma 2 indicates that learningc � requires that our o�ine data contain enough

examples of censoring streaks of every length8 2 f0– • • • – =gso that all&-functions can

be estimated. If the data never exhibit long enough censoring runs, we lack the necessary

information to identify the corresponding&-function of the optimal policy. In other words,

our ability to recoverc � depends on whether the censoring sequences observed underc1 are

su�ciently long to represent all possible dynamics under c� .

To this end, we analyze the data through �nite windows of length and, within each

 -window, record the longest observed run of consecutive censored periods. This window-

based perspective re�ects the fact that the statement �the maximum number of consecutive

censoring periods is=� is inherently local. By de�nition, for any trajectory under any policy
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c 2 � =, every window of length=¸1 must contain at least one uncensored period. For

example, ifc � 2 � 2, then in any three consecutive periods it is impossible to observe three

censored demands in a row; at least one must reveal the true demand. This local structure

implies that the relevant dependence in the observed process can always be recovered by

looking back at most= periods. So censoring patterns within �nite windows of length 

empirically quantify the e�ective order of dependence the data can support.

Given this, we de�ne= –1 and= –� as the maximum number of consecutive censoring

instances observed underc1 andc � , respectively, within any window of length where

the formal de�nitions of= –1 and= –� are given in De�nition 8 of Appendix. To make the

problem solvable, we require that the o�ine data covers the complexity of the optimal policy.

Assumption 3 (Su�cient Coverage) For a chosen window length 2 N , the data-

supported complexity dominates the target: = � = –1 .

This assumption guarantees thatc � lies within the data-supported policy class� = –1 . If

this were not true (i.e.,= ¡ =  –1), the optimal policy would induce censoring sequences

longer than any observed in history, rendering the corresponding higher-order Q-functions

unidenti�able. When= � =  –1 , however, all necessary censoring patterns are represented in

the data, and c� lies within the data-supported policy class �= –1 since c� 2 � = � � = –1 .

The parameter plays a central role here. It serves as a regularization hyperparameter:

it enlarges the search window to satisfy Assumption 3 while simultaneously bounding the

modeled dependence order to prevent over�tting to rare, long-run censoring patterns. We

provide the theoretical justi�cation for the selection of  in Section 2.5.

Finally, since= –1 is a population-level quantity, we estimate it empirically from the

o�ine trajectories f¹, 9–C– � 9–Cºg) �1
C=0 for 9 = 1– • • • – #by identifying the longest fully censored

run within any  -window: =̂ –1 = max 9=1–•••–#
C=0–•••–)� 

n
� 2 f0– • • • –  g :

Î C¸��1
:=C

�
1 � � 9–:

�
= 1

o
•

The estimator̂= –1 provides a data-driven upper bound on the unknown quantity=.

Then, under Assumption 3, we can approximate the optimal policy by learning the family
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of higher-order Q-functionsf& ¹8º
� g=̂ –1

8=0 via specialized Bellman equations. To this end, we

develop a tailored FQI�inspired algorithm (Ernst et al. 2005b) to compute a near-optimal

policy bc.

2.4.5 Censored Reward and Imputation Strategy

To proceed further, note that the specialized Bellman equations require the immediate reward

' Cto be known at every time step. However, in our o�ine data, the reward is only observed

when demand is uncensored (� C= 1), and when censoring occurs (� C= 0), � Cis unobserved.

Therefore, the realized pro�t is partially missing because the stockout penalty cannot be

evaluated in the true reward expression, i.e.,

' C= %Cmin¹. C– � Cº
|            {z            }

Sales Revenue

� � 1–C¹� C� . Cº¸

|            {z            }
Stockout Cost

� � 2–C$ C
|{z}

Ordering Cost

� � 3–C¹. C� � Cº¸

|            {z            }
Inventory Cost

– (6)

Therefore, the censored reward problem must be addressed before any Q-function can be

estimated from the o�ine data. Our goal is to construct an unbiased surrogate reward

that replaces unobserved components with consistent estimates. To this end, we de�ne the

surrogate reward function for every C– 8 � 0 as

e' C= %C/ C� � 1–C

�
E

�
� C j � C= 0– � ¹C �8º:C

�
� . C

�
I¹� C= 0º � � 2–C$ C� � 3–C¹. C� � CºI¹� C= 1º• (7)

where, in the components of� ¹C�8º:C, we havef� C�9 = 0g8
9=1and� C�8�1 = 1. Intuitively, e' C

equals the true reward whenever� C= 1, and when� C= 0, it replaces the unobserved term

¹� C� . Cº with its conditional expectation given the observed history up to the most recent

time point without censoring.

The next result establishes that the surrogate reward preserves the expected value of

the true reward conditional on the observed history, thereby ensuring that optimizing with

respect toe' Cis equivalent to optimizing with respect to 'C.
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Lemma 3 For everyC– 8 � 0, we have almost surelyE
�
¹' C� e' CºI»� C= 0¼ j �¹C�8º:C

�
= 0–

where, in components of �¹C�8º:C, we have f�C�9 = 0g8
9=1and � C�8�1 = 1.

The proof of Lemma 3 is given in Appendix A.17.3. Lemma 3 implies thatE
h
' C j � 0

¹C�8º:C– �C= 0
i

=

E
h
e' C j � 0

¹C�8º:C– �C= 0
i
. Hence, in the specialized Bellman equation(4), the immediate

reward term' Ccan be replaced bye' Cwithout changing& ¹8º
� , yielding the equivalent recursion

& ¹8º
� ¹� 0

¹C�8º:C– 0º = E
h
e' C¸ W

�
I»� C= 1¼+¹0º

� ¹, C¸1º ¸ I»� C= 0¼+¹8¸1º
� ¹� 0

¹C�8º:C¸1º
� �

�
� � 0

¹C�8º:C– �C= 0
i

• (8)

Therefore, estimatinge' Cis essential for constructing the Bellman targets needed for policy

optimization from o�ine data under censoring. By Equation(7), this reduces to estimating the

conditional meanE
�
� C j � C= 0– � ¹C�8º:C

�
. We note that estimatingE»� C j � C= 0– � ¹C�8º:C¼

is su�cient for our purposes because, by Lemma 3, it enables construction of the surrogate

reward e' Cand hence valid Bellman targets under censoring. However, using the same

conditional-mean estimator to impute the missing demand and then appending this point

estimate to the state does not resolve the failure of Markov property: a plug-in imputation

collapses the latent demand uncertainty to a single value, whereas the true transition dynamics

depend on the full conditional distribution of the censored demand given the observed history.

See Appendix A.3 for an explicit counterexample and further discussion.

To estimateE
�
� C j � C= 0– � ¹C�8º:C

�
, we make the following assumption to apply survival

analysis tools.

Assumption 4 (Censored Demand Identi�cation) smssmsmsmmmmmmmmmmmmmmnnnnmm

(a) For every C � 0, �C?? . C j ¹ - C– %C– $Cº. (b) � max is a known upper bound.

Assumption 4 (a) is reasonable if the demand is intrinsic or inventory levels are unknown

to consumers. This assumption, called conditional non-informative censoring, negates any

dependency between the demand and inventory levels. If breached, conventional survival

analysis methods fail, leading to biased estimates (Coemans et al. 2022). Assumption 4 (b)

imposes a uniform upper bound for the demands across covariates, which is mainly used to
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simplify the procedure of estimatingE
�
� Cj� C= 0– � ¹C�8º:C

�
. Under this assumption, we rely

on the following lemma inspired by survival analysis in statistics (e.g., Kleinbaum and Klein

2010) to estimate E
�
� Cj� C= 0– � ¹C�8º:C

�
.

Lemma 4 Under Assumption 4,E
�
� C j � C= 0– � ¹C�8º:C

�
= . C¸

¯ � max

. C

SF¹2j� ¹C �8º:Cn. Cº
SF¹.Cj� ¹C �8º:Cn. Cº

32–

whereSF¹2 j � ¹C�8º:Cn. Cº denotes the conditional survival functionPr¹� C¡ 2 j � ¹C�8º:Cn. Cº.

Lemma 4 shows that estimatingE
�
� C j � C= 0– � ¹C�8º:C

�
, and thuse' C, requires estimating

SF¹2 j � ¹C�8º:Cn . Cº. The proof is given in Appendix A.17.4. We therefore propose using

the Kaplan-Meier estimator to nonparametrically estimateSF¹2 j � ¹C�8º:Cn . Cº. (Kaplan and

Meier 1958, Kleinbaum and Klein 2010); Kaplan�Meier�type estimators have also been

widely used in lost-sales inventory models to learn from censored demand (e.g., Huh et al.

2011, Lyu et al. 2024). Then when there are8consecutive censored periods, the estimator

for ' Cis

b' C= %C/ C� � 1–C

�
bE

�
� Cj� C= 0– � ¹C�8º:C

�
� . C

�
I¹� C= 0º � � 2–C$ C� � 3–C¹. C� � CºI¹� C= 1º–

where we denote the estimator of E
�
� Cj� C= 0– � ¹C�8º:C

�
asbE

�
� Cj� C= 0– � ¹C�8º:C

�
.

By imputing the censored reward using the aforementioned methodology along with

some abuse of notation, the o�ine dataset can be transformed from original to augmented as:
O�ine data

(original)

Oraw
# =

�
, 9–C– � 9–C– , 9–C¸1– ' 9–C1»� 9–C= 1¼

	 1� 9 �#
0�CŸ)

!

O�ine data
(augmented)

O# =
�
, 9–C– � 9–C– , 9–C¸1– ' �

9–C

	 1� 9 �#
0�CŸ)

(9)

where ' �
9–C= I¹� 9–C= 0º b' 9–Ç I¹� 9–C= 1º' 9–C.

The augmented datasetO# thus provides a complete reward record suitable for o�ine

estimation of the specialized Bellman equations. This concludes our treatment of the missing

reward problem. In the next section, we leverage this augmented dataset to develop a �tted

Q-iteration�based algorithm that estimatesf& ¹8º
� g=̂ –1

8=0 and computes a data-driven policybc .
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2.4.6 Full Algorithms

Given the imputation strategy in Section 2.4.5, we now work with the augmented o�ine

datasetO# that provides complete reward information via' �
C. Our objective is to compute a

data-driven policybc that approximatesc � . By Lemma 2 and the Bellman system in Equation

(4), �nding c � is equivalent to estimating itŝ= –1¸1 constituent Q-functionsf& ¹8º
� g=̂ –1

8=0 . The

recursion decomposes by the current censoring-run length8, which suggests partitioning

the data accordingly. Therefore, we begin by partitioning the augmented datasetO# into

=̂ –1 ¸ 1 subsets,fO ¹8º
# g=̂ –1

8=0 , where eachO¹8º
# contains all transitions preceded by exactly8

consecutive censoring. Formally, for 8 = 0– • • • – =̂ –1 , let

O¹8º
# =

n�
, 9–C�8– � 9–C�8– � � � – , 9–C– � 9–C– ' �

9–C– , 9–C¸1

�
j f� 9–8gC�1

8=C�8 = 0 and � 9–C�8�1= 1 0 � C � ) � 1– 1 � 9 � #
o

•

With the data partitioned, the remaining part of the FQI-inspired algorithm proceeds

iteratively. We begin by initializing all Q-function estimates to zero,b& ¹8º
0 = 0. Then, at: -th

iteration, we update each &-functionb& ¹8º
: via a two-step process:

First, at : -th iteration, for each component8and corresponding subset of dataO¹8º
# ,

we construct the target value,Z¹8–:º, using the Q-function estimates from the previous

iteration. Essentially, this target is a sample analogue of the right-hand side of the Bellman

system for each consecutive censoring case. Speci�cally, for8 = 0– � � � – =̂ –1 , using

¹�
0

9–¹C�8º:¹C¸1º– ' �
9–Cº 2 O¹8º

# , we compute the target for theC-th transition tuple on the9-th

trajectory:

Z¹8–:º
9–C = f ' 9–Ç W

Õ

002A

¹bc ¹0º
:�1 ¹00j, 9–C¸1º b& ¹0º

:�1 ¹, 9–C¸1– 00ººgI»�9–C= 1¼

¸ f b' 9–Ç W
Õ

002A

¹bc ¹8¸1º
:�1 ¹00j�

0

9–¹C�8º:¹C¸1ºº b& ¹8¸1º
:�1 ¹�

0

9–¹C�8º:¹C¸1º– 00ººgI»�9–C= 0¼– (10)

wherebc ¹8º
: , for all 8 = 0– � � � – =̂ –1 and: = 0– � � � –  � 1 , represents the greedy policy with

respect tob& ¹8º
: .
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With these target values computed, we proceed to the second step: updating the Q-

functions. For each component8 = 0– • • • – =̂ –1 and their corresponding targets, we minimize

the Bellman residual. In particular, we �t a model from a pre-speci�ed function classQ¹8º

that maps history-action pairs in O¹8º
# to their corresponding targets:

b& ¹8º
: 2 argmin

& ¹8º2Q¹8º

(
1

jO¹8º
# j

Õ

C– 9

�
Z¹8–:º

9–C � & ¹8º¹�
0

9–¹C�8º:C– � 9–Cº
� 2

¸ _� ¹& ¹8ºº

)

(11)

wherejO¹8º
# j is the cardinality of the setO¹8º

# , � ¹�º is some regularization on the complexity

of & ¹8ºand_ is a positive tuning parameter. Observe that under the linear AR(1) demand

model in Equation(1), the specialized Bellman equations inherit a linear structure, so each

& ¹8º lies in a linear class and the regression step reduces to ordinary least squares, justifying

linear models in the base case. To accommodate nonlinear structure, we also allowQ¹8º to

be a reproducing kernel Hilbert space (RKHS) and estimate via kernel ridge regression,

enabling nonlinear approximation while retaining statistical guarantees.

After  iterations, we obtain the �nal Q-function estimates,f b& ¹8º
 g=̂ –1

8=0 , from which we

derive our �nal policy,bc  . For8 = 0– • • • – =̂ –1 � 1 , the policy componentbc ¹8º
 is simply the

greedy policy with respect to its corresponding Q-function,b& ¹8º
 .

However, the �nal policy component,bc ¹ =̂ –1 º
 , requires special handling to ensure the

learned policy remains within the data-supported class� =̂ –1 . Speci�cally, when the

censoring streak reaches the observed maximum=̂ –1 , the policy must enforce a reset to an

uncensored state to prevent extrapolation into unobserved territory. Ideally, we would select

the pro�t-maximizing action from the set of all actions guaranteeing this reset (UP¹ =̂ –1 º).

However, since this feasible set depends on unknown system dynamics, we adopt a practical,

conservative approach by assigning a known safe action, 0max, at this boundary.

We assume that0max always exists as in many applications, such as e-commerce

platforms, such an action can be always identi�ed. For example, raising prices signi�cantly

to reduce demand while placing large orders can prevent stockouts and, in turn, avoid

27



censoring. Under this assumption, we can enforce the required non-extrapolating behavior

by de�ning the �nal policy component to always select this safe action:8C � =̂ –1 :

bc ¹ =̂ –1 º ¹ � C = 0max¹� 0
C� =̂ –1 :Cº j � 0

C� =̂ –1 :Cº = 1. Overall, we call this complete algorithm

Censored-FQI (C-FQI).

A key caveat of FQI-type methods is their susceptibility to over�tting under distributional

mismatch between the behavior and target policies, an issue ampli�ed by the max-operator

in the Bellman backup (Levine et al. 2020). When coverage is insu�cient, incorporating

pessimism becomes essential (Buckman et al. 2020). Therefore, we adopt the uncertainty-

quanti�er-based pessimism framework of (Jin et al. 2021), and accordingly, introduce the

following de�nition:

De�nition 3 (n-Uncertainty Quanti�er) We sayf* ¹8º
: g 

:=1 , where* ¹8º
: : W 8¸1 � A 8¸1 !

R, is an-Uncertainty Quanti�er (UQ) with respect to the data generating mechanism for the

8C� supervised learning problem if the event


 ¹8º = fj b& ¹8º
:¸1 ¹� ¹C �8º:Cº � E»¹' C¸ W max

02A
b& ¹0º

: ¹, C¸1– 0ºº�»�C= 1¼ (12)

¸ ¹ b' C¸ W max
02A

b& ¹8¸1º
: ¹�

0

¹C �8º:¹C¸1º– 0ºº�»�C= 0¼¼ j �¹C �8º:C= � ¹C �8º:C¼j � * ¹8º
:¸1 ¹� ¹C �8º:Cº

where �¹C �8º:C2 H 8¸1 = W 8¸1 
 A 8¸1– : = 0– � � � – ¹ � 1ºg

satis�es that Pr ¹
 ¹8ºº � 1 � n.

In simple terms,* ¹8º
: quanti�es the uniform error which stems from usingb& ¹8º

: to approximate

the regression target. To incorporate the pessimism principle, we make one major change to

Equation (10) of C-FQI algorithm, i.e.

b& ¹8º
:�1 ¹�º  b& ¹8º

:�1 ¹�º � * ¹8º
:�1 ¹�º , e& ¹8º

:�1 ¹�º (13)

for : = 1– � � � –  and8 = 0– � � � – =̂ –1 , and accordingly, the response is denoted aseZ¹8–:º
9–C. We

refer to the resulting algorithm as PC-FQI and denote the �nal estimated policy produced by
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PC-FQI asec  . The concise representation of the implementation of these two algorithms

is presented in Table 1. A more detailed description of the implementation is provided in

Table 5 in Section A.5 of the Appendix.

Algorithm 1: Censored FQI and Pessimistic Censored FQI

Data Pre-processing: Use survival analysis to impute censored reward information;

Estimate &¹8º
� for 8 = 0– � � � – =̂ –1 by performing FQI for  iterations:;

for : = 0 to  � 1 do

for each 8 do

' � ¸ Wmax0 b& ¹0º
: ¹�– 0ºI»� = 1¼ ¸ Wmax0 b& ¹8¸1º

: ¹�– 0ºI»� = 0¼
supervised learning
��������������! b& ¹8º

:¸1 ¹�º;

b& ¹8º
:¸1 ¹�º  b& ¹8º

:¸1 ¹�º � * ¹8º
:¸1 ¹�º ! use only for Pessimism;

end

end

Output:

for 8 = 0 to =̂ –1 � 1 do

Greedy policies bc¹8º
 with respect tob& ¹8º

 ;

end

For 8 = =̂ –1 , bc ¹ =̂ –1 º
 outputs an action that ensures the next state is uncensored almost surely.

2.5 Theoretical Results

This section develops �nite-sample regret guarantees for the policies produced by C-

FQI and PC-FQI where the regret of a generic policyc is de�ned asRegret¹cº ,

Ec �
»
Í 1

C=0W
C' C¼ � Ec »

Í 1
C=0W

C' C¼. Our theoretical analysis builds upon four complementary

groups of assumptions: feasibility and coverage, feasibility�unobservability alignment,

structural, and technical assumptions. Each category corresponds to a di�erent dimension

of the problem, and we provide a managerial interpretation when appropriate. We then

conduct a layerwise analysis, starting from an idealized setting and progressively relaxing

these assumptions one by one. This strategy isolates the impact of data coverage, operational

safety constraints, and model complexity on the resulting regret.
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2.5.1 Assumptions and Practical Interpretations

A. Feasibility and Coverage Assumptions The following two assumptions ensure learn-

ability: the optimal policy cannot generate in�nitely long censoring streaks, and the o�ine

data covers the censoring depths that the optimal policy would produce.

Bounded Censoring. We exclude degenerate regimes in which demand could remain

censored forever. This is what Assumption 2 states.

Managerial insight. In practice, the optimal policy must occasionally trigger a recovery

action to avoid never observing true demand.

Su�cient Censoring Coverage. The o�ine data must contain trajectories spanning the

censoring depths that would occur under the optimal policy. This is Assumption 3 we made

before. If this fails, some &¹8º
� are unidenti�able from the data, yielding irreducible regret.

Managerial insight. The historical dataset must include operating conditions (i.e

su�cient censoring coverage) comparable to those induced by the optimal policy.

B. Feasibility�Unobservability Alignment Assumptions The following two assumptions

ensure the learning/deployment rules match the unobserved feasible setUP¹= –1 º at the

censoring limit.

Termination�Action Domain Validity. C-FQI/PC-FQI compute intermediate greedy

policies (bc : •ec : at : -th iteration) over the full action space. However, at the censoring limit

= –1 , the true optimal policy must select an action fromUP¹= –1 º. A discrepancy arises if

the intermediate policies select an action that appears optimal numerically but lies outside

UP¹= –1 º (i.e., an action that fails to terminate censoring). Since we cannot knowUP¹= –1 º

empirically, we assume that the selected actions lies inUP¹= –1 º, leading this discrepancy to

vanish.
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Assumption 5 (Termination�Action Domain Validity) All intermediate policiesfbc ¹= –1 º
: g �1

:=0

andfec ¹= –1 º
: g �1

:=0 select actions withinUP¹= –1 º whenever there is= –1 consecutive censoring.

This is primarily an algorithmic condition that keeps the dynamic programming updates

aligned with the structural constraint in Equation (4).

Boundary�Action Alignment. For the deployed policy, we instead hard-code a safe

backstop action0max 2 UP¹= –1 º at depth= –1 . Because we cannot verify that this backstop

is optimal within UP¹= –1 º, we impose:

Assumption 6 (Boundary�Action Alignment) 0 max maximizes bothb& ¹= –1 º
 and e& ¹= –1 º

 .

Managerial insight. When an intervention is needed to end a censoring streak, the

backstop action0max is the model's value-maximizing action rather than an arbitrary override.

C. Structural Assumption We impose the standard linear MDP assumption (e.g., Jiang

et al. 2017, Yang and Wang 2020, Jin et al. 2020). Here, linear refers to a functional form

restriction: the conditional reward and transition operator depend on¹B– 0ºonly through a

known feature mapq¹B– 0º 2 R3 (e.g one may takeq to include the original coordinates

q¹B– 0º = ¹B– 0ºor any chosen basis of functions). The role of3 is simply the number of

features used to parameterize the MDP.

Assumption 7 (Linear MDP Representation) The decision processf¹( C– �C– ' CºgC�0 ad-

mits a linear structure with respect to a feature mapq : S � A ! R 3. Speci�cally, there

exist parameter vectors \A– \6 2 R3 such that:

E»' C j ( C= B– �C= 0¼ =
3Õ

8=1

q8¹B– 0º\¹8º
A – and E»6¹(C¸1º j ( C= B– �C= 0¼ =

3Õ

8=1

q8¹B– 0º\¹8º
6 (1)

for all bounded measurable functions6 and state-action pairs¹B– 0º. Here,\ ¹8º
A and \ ¹8º

6

denote the 8th coordinate of \A and \6, respectively.

This holds for our running example (the linear AR(1) demand model in Equation (1)).
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D. Technical Assumptions Finally, we impose the standard technical assumptions. These

assumptions ensure the statistical consistency of our estimators, the necessary coverage of

the o�ine dataset, and the validity of the uncertainty quanti�ers used in Algorithms C-FQI

and PC-FQI. Unlike the previous categories, these conditions will remain �xed throughout

our relaxation sequence. First, we make a consistency assumption on the estimator =̂ –1 :

Assumption 8 =̂ –1 is a consistent estimator of= –1 such thatPr¹ =̂ –1 = = –1º � 1 � l #)

for any  � ) , where l #) = O¹1º as #– ) ! 1.

Such consistency can be justi�ed via extreme-value theory (e.g., Reiss et al. 1997, Coles

et al. 2001).

Next, we make the following two assumptions that are used primarily for facilitating the

regret decomposition and its presentation:

Assumption 9 Prc
�
C ¹C¹ – = –1ºº = 1, wherec �

C 2 argmaxc02� Ec0 � Í 1
C=0W

C' Cj C¹ – = –1º
�

This, intuitively, guarantees a form of consistency: the optimal policy, when planned

under the condition ofC¹ – = –1º, e�ectively manages the system dynamics to ensure that

the condition is actually satis�ed. This implies that staying within the zone implied by

C¹ – = –1º is a valid, reachable choice. Notably, if Assumption 3 holds (i.e.,c � 2 � = –1 ),

this condition is automatically satis�ed.

Assumption 10 (Lower bound on partition sizes)There existd 2 ¹0– 1¼and an event


 str := fmin 0�8�=  –1 jO¹8º
# j � d#)g such that Pr¹
 strº � 1 � n.

This assumption is reasonable when the partitioning procedure avoids creating vanishingly

small strata.

Furthermore, to guarantee that the optimal policy can be recovered from the o�ine data,

we impose following classic assumption. Let3c �

a–8and3c1
a–8denote the generalized discounted

visitation measures of the optimal and behavior policies for any history of length8where the

formal de�nition of these is given in De�nition 21 of Appendix.
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Assumption 11 There exists a constant� cov ¡ 0 such that for any censoring depth

0 � 8 � =  –1 and history� ¹8º 2 H 8¸1 (a non-censored start followed by8consecutive

censoring), we have sup� ¹8º2H 8¸1 ¹3c �

a–8¹�
¹8ºº•3 `

a–8¹�
¹8ººº � � cov.

This assumption requires that the o�ine dataset su�ciently covers the censored observa-

tion sequences visited by the optimal policyc � , generalizing the classic o�ine-RL coverage

condition on single-step state�action pairs (Xie et al. 2021). Since censoring induces

multi-step histories whose distributions depend on the number of consecutive censoring,

we impose coverage over entire censoring sequences thatc � may generate. A detailed

comparison with the classical notion is deferred to Appendix A.7.2.

Assumption 12 There exists a constant �5¹Yº depending on Y 2 ¹0– 1º such that


 A := sup
� ¹C�8º:C2H 8¸1

0�C �) �1
0�8Ÿ=  –1

�
�
�
�E

�
� C j ¹� C– � ¹C �8º:Cº = ¹0– �¹C �8º:Cº

�
� bE

�
� C j ¹� C– � ¹C �8º:Cº = ¹0– �¹C �8º:Cº

�
�
�
�
� � � 5¹Yº¹#)º � X

Pr¹
 Aº � 1 � Y for someX ¡ 0 where in the components of� ¹C�8º:C, we have
�
� C�9 = 0

	 8
9=1

and � C�8�1 = 1

By utilizing standard nonparametric techniques such as the Kaplan-Meier estimator, this

assumption is validated withX = 2
3¸5 , where3 represent the dimension of the feature space

(Dabrowska 1989, Khardani and Semmar 2014). For more detailed information, refer to

Theorem 3.2 in Khardani and Semmar (2014).

Assumption 13 (Uncertainty Quanti�ers) f* ¹8º
: g1�:� 

0�8�=  –1
andf ~* ¹8º

: g1�:� 
0�8�=  –1

aren-uncertainty

quanti�ers for C-FQI and PC-FQI, respectively, as given in De�nition 3.

In the literature, Assumption 13 is known to hold under mild conditions. In particular,

under Assumption 7 (Linear MDP), the existence of a valid uncertainty quanti�er follows

from Jin et al. (2021). Adapting their construction to our setting, for each iteration:

and partitionO¹8º
# , de�ne * ¹8º

:

�
� ¹C�8º:C

�
= V:

�
q8

�
� ¹C�8º:C

� >
� �1

¹8ºq8

�
� ¹C�8º:C

� � 1•2
–whereV: is a
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constant,� ¹8º is the corresponding regularized covariance matrix, andq8¹�º 2 R3¹8º
is the

feature map induced by8-step censoring. See Lemma 5.2 in Jin et al. (2021) for details.

Existence results for RKHS-based uncertainty quanti�ers are provided in Chang et al. (2021).

2.5.2 A Layerwise Regret Analysis

The remainder of this section examines how relaxing the preceding assumptions a�ects the

regret bound. We start from an idealized setting where all assumptions hold exactly and

progressively relax some of them one by one to reveal the incremental sources of regret.

Finally, we present general regret under the combination of all relaxations.

Theorem 1
Regret under ide-

alized setting

Corollary 2
Regret under Relax-

ation of Assumption 5
Termination Action Domain

Corollary 3
Regret under Relax-

ation of Assumption 6
Boundary Action Alignment

Corollary 1
Regret under Relax-

ation of Assumption 3
Su�cient Coverage

Corollary 4 (Appendix)
Regret under Relax-

ation of Assumption 7
Linear MDP Structure

Theorem 2
Regret under all relaxations

Figure 1: Structure of the Layerwise Regret Analysis.

Layer 1: Idealized Setting. We �rst establish the benchmark regret rate when all

assumptions hold. To begin with, we introduce the general regret decomposition which

connects the structure of censoring to learnability and holds given bc 2 �= –1 :

Regret¹bcº = ¹Ec �
»

1Õ

C=0

WC' Cj C¹ – = –1 º¼ � Ebc »
1Õ

C=0

WC' C¼

|                                                    {z                                                    }
¹8º

º Prc
�
¹C¹ – = –1 ºº

¸ ¹E c �
»

1Õ

C=0

WC' Cj C2¹ – = –1 º¼ � Ebc »
1Õ

C=0

WC' C¼º Prc
�
¹C2¹ – = –1 ºº

|                                                                                    {z                                                                                    }
¹88º

– (2)
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where the characterization ofC¹ – = –1º is given in De�nition 1 and the details of the

derivation is provided in the Section A.8 of Appendix. We now state our theorem for the

idealized setting. Throughout, we use3 := max0�8�=  –1 3¹8º to denote the maximum feature

dimension across censoring levels.

Theorem 1 (Regret under Ideal Conditions) Suppose that Assumptions 1-13 hold and let

 = d ln #)
2¹1�Wºe. Then for anyn 2 ¹0– 1ºandY 2 ¹0– 1ºsuch that2

�
¹= –1 ¸ 3ºn ¸ Y

�
Ÿ 1, the

following regret upper bound holds with probability at least 1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�

max¹Regret¹bc º– Regret¹ec ºº . E stat¹#)– 3º (3)

:= max¹
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
– 3

s �
3 ¸ log¹1•nº

�
3

d #)
º

¸ � 5¹Yº¹#)º � X ¸ l #) •

The proof of Theorem 1 is given in Appendix A.9. Speci�cally, it relies on the following key

fact, which holds given Assumptions 2-3 and for any bc 2 �= –1 .

Regret¹bcº = Ec �
»

1Õ

C=0

WC' Cj C¹ – = –1º¼ � Ebc »
1Õ

C=0

WC' C¼

= Ec �
»

1Õ

C=0

WC' C¼ � Ebc »
1Õ

C=0

WC' C¼ (4)

Speci�cally, under the Feasibility and Su�cient Coverage Assumptions (i.e Assumptions 2

and 3), the term¹88ºin Equation(2) vanishes asC¹ – = –1º becomes an almost sure event

underc � . Accordingly, the general regret decomposition in Equation(2) reduces to Equation

(4). This provides the basis for Theorem 1.

With this reduction in place, Theorem 1 establishes the statistical e�ciency of our

algorithm under ideal conditions for bothbc  andec  . The bound shows that the leading

statistical termEstat¹#)– 3º decays at a rate of~$¹1•
p

#)º with respect to the total sample

size#) , while scaling polynomially (in particular, at most quadratically) with the feature

dimension3 up to logarithmic factors. This convergence rate matches the information-
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theoretic lower bound for linear MDP up to logarithmic factors, demonstrating that our

algorithm is minimax optimal (Jin et al. 2021). Finally, the selection of re�ects the

classical bias-variance trade-o� found in FQI: increasing reduces truncation bias (/ W )

but ampli�es the accumulated statistical error. To preserve the optimal convergence

rate of ~$¹1•
p

#)º , these errors must be balanced, dictating the logarithmic growth rule

 =
l

ln¹#)º
2¹1�Wº

m
.

Managerial insight. The bound quanti�es the economic value of data. The
p

#)

convergence rate assures managers that the algorithm is data-e�cient. It provides a guarantee

that the system will not get stuck in suboptimal strategies but will improve as the o�ine

data grows. Furthermore, the dependence on3 highlights a strategic choice in model design.

While including more features (increasing3) allows for capturing richer market dynamics

(e.g., seasonality, competitor prices), it requires proportionally more data to learn e�ectively.

Managers must balance the desire for a highly granular model against the availability of

historical data to support it. Finally, in Appendix A.7.2, we further discuss the regret

bound in Theorem 1, showing how it reduces in the independent-demand regime and how it

compares to related results in the inventory literature under full observability.

Layer 2: Relaxing Su�cient Coverage. We now relax Assumption 3, which means that

= ¡ =  –1 . In other words, under the optimal policyc � , the system can experience a longer

sequence of consecutive censoring events than under the behavior policy. As a result,c �

belongs to the larger policy class� =, where� = –1 � � = (i.e c � 8 � = –1 ). Essentially, this

relaxation introduces a part of the optimal policy's behavior that cannot be identi�ed from the

o�ine data. In our regret analysis(2), this is captured by the eventC2¹ – = –1º, which now

has a non-zero probability of occurring underc � . Therefore, the full regret decomposition

no longer simpli�es to Equation(4) and terms (i) and (ii) must be analyzed separately. As a

result, under this relaxation, we have a new, irreducible error term corresponding to term (ii)

of the decomposition that is not present in the ideal setting. Speci�cally,
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Corollary 1 (Regret under Relaxed Coverage)Suppose all assumptions from Theorem 1

hold, except Assumption 3 (Su�cient Coverage). Let Assumption 14 (stated below) hold and

 = d ln #)
2¹1�Wºe. Then for anyn 2 ¹0– 1ºandY 2 ¹0– 1ºsuch that2

�
¹= –1 ¸ 3ºn ¸ Y

�
Ÿ 1, the

following regret bound holds with probability at least 1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
:

max¹Regret¹bc º– Regret¹ec ºº . E stat¹#)– 3º � Prc
� �

C¹ – = –1º
�

|                                   {z                                   }
upper bound of term (i)

¸ E cov¹ – = –1º
|          {z          }

upper bound of term (ii)

–

whereEstat¹#)– 3º is the term from the ideal setting in Theorem 1, andEcov¹ – = –1º is the

unidenti�able regret: Ecov¹ – = –1º := ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max
1�W

�
.

The proof of Corollary 1 is given in Appendix A.10. Compared to the ideal bound in

Theorem 1, the regret now consists of two distinct components, which directly correspond

to the term (i) (learnable part) and term (ii) (unidenti�able part) from the general regret

decomposition in Equation(2). In particular, the new component,Ecov¹ – = –1º, is the

bound on term (ii) of the regret decomposition. It captures the regret arising from the

unidenti�able component of the optimal policy's behavior. Because the o�ine data

contains no trajectories with more than= –1 consecutive censorings, we cannot learn how

to act in these scenarios, making it impossible to minimize this term. Our approach,

therefore, is to establish an upper bound on its magnitude. This requires a mild regularity

assumption on how the optimal policy behaves in response to repeated censoring. Let

Uc � – 9= Prc
�
¹� C¸1 = 1 j � C= � � � = � C�9¸1 = 0º be the probability of becoming uncensored

after 9 consecutive censorings.

Assumption 14 We assume Uc � – 9is non-decreasing in 9.

Assumption 14 is based on the notion that repeated censoring may lead consumers to seek

alternative stores, ultimately reducing long-term demand. Therefore, the optimal policy

prevents consecutive censoring to a certain extent to strike an optimal balance between

inventory and stockout costs.
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Under this assumption as detailed in Appendix A.8, we can bound term (ii) by

Ecov¹ – = –1º. This bound reveals a crucial trade-o�: it decreases exponentially as

= –1 increases, meaning richer o�ine data that explores longer censoring sequences rapidly

shrinks this unlearnable component. However, the bound increases linearly as the analysis

horizon, , grows. This is because a larger simply expands the window of opportunity

for the optimal policyc � to exhibit its unobserved behavior (a censoring sequence¡ =  –1),

thereby increasing the probability of the unlearnable event C2¹ – = –1º.

The �rst component,Estat¹#)– 3º � Prc
� �

C¹ – = –1º
�
, corresponds to term (i) from the

regret decomposition. It represents the regret on the trajectories that are supported by the

o�ine data within �rst  horizon. This implies that we can still leverage the error bound

Estat¹#)– 3º from Theorem 1. In particular, the conditioning eventC¹ – = –1º guarantees

that for the �rst  time steps, the optimal policy's behavior is indistinguishable from a

learnable policy within our supported class� = –1 . Therefore, we propose to approximate the

in�nite-horizon value ofc � with the value of the learnable policyc �
= –1

. This approximation

is valid because for a su�ciently large , the discount factorW ¸1 makes the rewards from

the distant, unidenti�able future (where c� might enter states 8 ¡ = –1) negligible.

In summary, under relaxed coverage, the total regret decomposes into: (i) a learnable

componentEstat¹#)– 3º improved by more and better data; and (ii) an unidenti�able

componentEcov that falls exponentially in= –1 but grows linearly with . We set � ln¹#)º

as in the ideal setting to ensure the learnable component (term (i)) converges to zero as data

size increases. Although this choice increases the upper bound on the unidenti�able regret

(term (ii)), the rate is only logarithmical and thus incremental.

Layer 3: Relaxing Termination�Action Domain Validity (TAD). We now relax As-

sumption 5. Recall that this assumption addresses a subtle mismatch: during our iterative

algorithms, intermediate policies select actions that are greedy over the entire action space

A . However, the optimal policyc �
= –1

selects from the restricted feasible setUP¹= –1 º�the
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set of actions that guarantee termination of censoring. BecauseUP¹= –1 º is unknown in

the o�ine setting, an intermediate policy's greedy action may lie outside this feasible set.

Therefore, when this assumption fails, the accumulated loss from these infeasible actions

emerges in the regret bound, which are quanti�ed as a Termination Action Penalty (TAP).

Corollary 2 (Regret under Relaxed TAD) Suppose all assumptions from Theorem 1 hold,

except Assumption 5 and let = d ln #)
2¹1�Wºe. Then for anyn 2 ¹0– 1ºand Y 2 ¹0– 1ºsuch

that 2
�
¹= –1 ¸ 3ºn ¸ Y

�
Ÿ 1, the following regret bound holds with probability at least

1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
:

max¹Regret¹bc º– Regret¹ec ºº . E stat¹#)– 3º ¸ ¸ max
�
TAP¹bc  º– TAP¹ec º

�
–

whereTAP¹cº := 1�W= –1

¹1�Wº2 E� ¹ � º �3 c
a–�

h
Ec

�
TADc ¹� ¹�º– � ¹�º º j � ¹�º

� Î �
9=1I»� ¹ 9º = 0¼ I»�¹0º = 1¼

i
–

and the de�nition of TAD for C-FQI and PC-FQI can be found in De�nition 14-(ii) and -(iii)

of the Appendix, respectively.

The proof of Corollary 2 is given in Appendix A.11. In this bound,3c
a–�denotes the generalized

discounted visitation measure underc and� is the random variable whose characterizations are

given in De�nitions 20 and 22 of Appendix, respectively and �¹�º = ¹, ¹0º– � ¹0º– � � � , ¹�º º.

Managerial insight. TAP captures the operational cost of allowing the learning algorithm

to take actions that fail to resolve consecutive stockouts even when a feasible resolution

exists. This corresponds to unsafe exploration: temporary policies that increase stockouts

to gather information, which is risky in practice. When Assumption 5 fails,TAP precisely

quanti�es the resulting performance loss.

Layer 4: Relaxing Boundary�Action Alignment. We now relax Assumption 6. This

assumption concerns the behavior of deploying the learned policy produced by our algorithms

speci�cally at the boundary of the data-supported censoring depth. When the system reaches

= –1 consecutive censoring periods (i.e.,8 = = –1), the optimal policy selects the action that
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maximizes the true&�function over the unknownUP¹= –1 º, ensuring the end of censoring

streak. To guarantee termination of censoring in the testing environment, the algorithm

applies a conservative safeguard action0max 2 UP¹= –1 º. However, even though0max is

feasible, it may not maximize the learned&�functions b& ¹= –1 º
 or e& ¹= –1 º

 . This creates the

Boundary�Action Discrepancy (AD). Assumption 6 was imposed speci�cally to eliminate

this source of mismatch. If this assumption fails, the resulting discrepancy appears in the

regret bound as Boundary Action Penalty (BAP).

Corollary 3 (Regret under Relaxed AD) Suppose all assumptions from Theorem 1 hold,

except Assumption 6 and let = d ln #)
2¹1�Wºe. Then for anyn 2 ¹0– 1ºand Y 2 ¹0– 1ºsuch

that 2
�
¹= –1 ¸ 3ºn ¸ Y

�
Ÿ 1, the following regret bound holds with probability at least

1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
:

max¹Regret¹bc º– Regret¹ec ºº . E stat¹#)– 3º ¸ max¹BAP¹bc  º– BAP¹ec ºº–

whereBAP¹cº := 1�W= –1

¹1�Wº2 E� ¹ � º �3 c
a–�

�
ADc ¹� ¹�º º I»� = = –1¼

�
–and the de�nition of AD for

C-FQI and PC-FQI can be found in De�nition 13-(i) and -(ii) of the Appendix, respectively.

The proof of Corollary 3 is given in Appendix A.12. Speci�cally, as indicated by the term

I»� = = –1¼, this penalty is only incurred at the speci�c moment the censoring streak�

hits the maximum supported depth= –1 . BAP thus isolates the cost of enforcing a safe but

suboptimal action0max precisely at the boundary where the algorithm's knowledge ends.

Intuitively, AD quanti�es the loss incurred when the emergency action taken at depth= –1 is

not the pro�t-maximizing one, even though it is operationally safe.

Managerial insight. AD captures the performance loss arising from an overly conserva-

tive but corrective action at the censoring boundary. Operationally, this re�ects situations

where the �rm takes a safe action that guarantees uncensored next period but may not be

pro�t-maximizing under current conditions. When Assumption 6 fails,BAP quanti�es

exactly how much pro�t is sacri�ced due to such misaligned boundary responses.
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Summary: The General Regret Bound. We conclude our theoretical analysis by synthe-

sizing the relaxations from Layers 2 through 5. We note that the discussion on the relaxation

of Layer 5 is given in Appendix A.4. At a high level, Layer 5 shows that moving from the

linear models to RKHS setting preserves the almost the same regret decomposition, with

the statistical term, denoted byEstat in this setting, now governed by the kernel's e�ective

dimension3� rather than a �xed dimension3. The exact characterization of3� is provided in

De�nition 4 of Appendix A.15. By combining the generalized structural capacity of RKHS

(Layer 5), the implications of insu�cient censoring coverage (Layer 2), and the potential

alignment discrepancies in intermediate and boundary actions (Layers 3 and 4), we arrive at

the most general regret bound for our Algorithms.

Theorem 2 Suppose that Assumptions 1, 8-14 hold and the Linear MDP, Su�cient Coverage,

TAD, and AD assumptions are relaxed with = d ln #)
2¹1�Wºe. Then for anyn 2 ¹0– 1ºand

Y 2 ¹0– 1ºsuch that2
�
¹= –1 ¸ 3ºn ¸ Y

�
Ÿ 1, the following regret bound holds with probability

at least 1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
:

max¹Regret¹bc º– Regret¹ec ºº . Pr c �
¹C¹ – = –1ºº

|                {z                }
Learnability Probability

�

2
6
6
6
6
6
4

Estat¹#)– 3� º
|          {z          }

Statistical & Structural Error

¸ max¹TAP¹bc  º– TAP¹ec ºº ¸ max¹BAP¹bc  º– BAP¹ec ºº
|                                                                     {z                                                                     }

Alignment Discrepancy

3
7
7
7
7
7
7
5

¸ E cov¹ – = –1º
|          {z          }

Unidenti�able Regret

– (5)

where

Estat¹#)– 3� º := max¹3�
�
3� ¸log¹1•nº

�
s

� cov

d#)
–

q
3�

�
3� ¸ log¹1•nº

�
s

1 ¸ 3 �

d #)
º¸� 5¹Yº¹#)º � X ¸l #) •

The proof of Theorem 2 is given in Appendix A.14. Equation(5) serves as the master regret
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for the proposed Algorithms. Observe that there is a slight di�erence in the structure of the

leading statistical termEstat compared to the one in idealized settingEstat. This comes from

the change of dimension3 with e�ective dimension of kernel3� and slight change in the

regret bound of C-FQI for this generalized setting. Overall, this bound demonstrates that

minimizing regret is not solely a problem of gathering more samples (#) ), but a structural

balancing act. It tells the �rm that success depends on three pillars: (1) Data Quantity

& Coverage (driving downEstat andEcov), (2) Model Fit (choosing the kernel/features to

manage3� ), and (3) Operational Consistency (ensuring the algorithm's recommended safety

actions during stockouts align with pro�t maximization and minimizing BAP). Neglecting

any single pillar, for example, ignoring the unobservable long-term stockout risks (highEcov),

will impose a hard �oor on the achievable performance. Moreover, the bound's structural

terms�Unidenti�able Regret ( Ecov) and Alignment Penalties (TAP– BAP)�quantify the

irreducible cost of dependent and censored demand and do not necessarily vanish with

sample size.

2.6 Numerical Results

In this section, we present results from numerical experiments that validate the e�ectiveness

of the proposed algorithms. We report the main �ndings in the body of the paper and defer

technical details to the appendix. Speci�cally, the Appendix A.6 provides the de�nitions of

the state and action variables that characterize the environment, the procedure for generating

the o�ine dataset with censored observations, and additional implementation details.

We consider two scenarios with two di�erent behavior policies to generate o�ine dataset.

In particular, we use a uniform behavior policy,c1, over the action space in the �rst scenario

while, in the second scenario, we employ c� as the behavior policy, where we approximate

c � by numerically solving the specialized Bellman optimality equations (Eqs.(4)� (5))

via Monte Carlo method, where the expectations in the dynamic programming recursion

are approximated using large-sample averages generated directly from the simulation
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environment. For comparison, we considerc � and the oracle policy,c �
oracle, given in

Equation(4). To approximate the oracle policy, we implement an online RL algorithm

known as Proximal Policy Optimization (PPO) (Schulman et al. 2017) in the environment

where demand is observable throughout the entire horizon.

The Figures 2a and 2b illustrate the performance of our algorithms under uniform and

optimal behavior policies, respectively. These results clearly demonstrate that our proposed

algorithms' performance converges to that of the optimal policy as the sample size increases.

Additionally, the �gures reveal an important insight: there is a cost associated with censoring,

evident in the gap between the performance of the oracle and the optimal one. This indicates

that censoring diminishes the potential to achieve higher rewards, as anticipated.

In the �rst simulation, where the behavior policy is uniform, C-FQI outperforms PC-FQI

as depicted in Figure 2a. This is consistent with both theoretical expectations and our

algorithmic design. When the data distribution diverges from that induced by the optimal

policy, su�cient exploration is necessary to achieve higher performance�a task that C-FQI

accomplishes e�ectively. Notably, C-FQI tends to explore more as it does not incurs penalties

for exploration, whereas PC-FQI discourages exploration by penalizing both states and

actions that are infrequent in the training data using the uncertainty quanti�er. The fusion

of these two algorithms performs comparably to C-FQI. Initially, it adopts a pessimistic

approach and refrains from extensive exploration during the �rst four iterations when the

uncertainty is high. However, after the fourth iteration, it begins to explore more, allowing it

to catch up with C-FQI.

In the second simulation, where the behavior policy is near optimal, we observe the

opposite case: PC-FQI outperforms C-FQI as shown in Figure 2b. This outcome also aligns

with theoretical expectations and the structure of proposed algorithms. Since the o�ine data

distribution matches the optimal policy, avoiding infrequent states and actions in the o�ine

data is crucial for better performance, which PC-FQI achieves e�ectively. In contrast, C-FQI

encourages exploration, which can lead to divergence from the optimal policy distribution
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and, consequently, worse performance. Finally, the fusion of these two algorithms performs

similarly to C-FQI, as it explores more than PC-FQI but not as extensively as C-FQI.

(a) (b)

Figure 2: Convergence of the proposed algorithms to the optimal policy as the sample size increases: (a)
Results under a uniform behavior policy; (b) Results under the optimal behavior policy. The error bars represent
0.95 con�dence intervals.

2.7 Conclusion

In this paper, we study an o�ine sequential feature-based pricing and inventory control

problem in which current demand depends on past demand levels and any demand exceeding

available inventory is censored. Using an o�ine dataset of past prices, ordering quantities,

inventory levels, covariates, and censored sales, our goal is to learn an optimal joint pricing

and ordering policy that maximizes long-run pro�t. The central di�culty is that demand

censoring creates missing pro�t information and breaks the Markov property in the observed

state, leading to a non-stationary optimal policy under the observed process. To address

this, we show the observed dynamics admit a high-order Markov structure indexed by the

length of consecutive censoring and characterize the optimal policy via specialized Bellman

equations that explicitly account for consecutive censoring. Building on this foundation,

we propose two novel algorithms C-FQI and its uncertainty-aware counterpart, PC-FQI

44



that synthesizes the developed modeling framework with o�ine reinforcement learning and

survival analysis to e�ectively estimate optimal policy from historical data. We further

provide �nite-sample regret guarantees, decomposing the performance gap into interpretable

components.

To conclude, we highlight several avenues for future research. Our current focus is on a

single agent; however, supply chains typically involve multiple echelons where decisions

interact signi�cantly. Investigating competition and cooperation among echelons under

incomplete information presents a valuable area for exploration. Additionally, our model

assumes simultaneous pricing and ordering at the start of each period. In reality, �rms

often adjust prices dynamically after observing initial demand signals�a strategy known

as responsive pricing. Incorporating responsive pricing into our framework represents an

intriguing direction, o�ering deeper insights into how �rms can adapt strategies intra-period

to further optimize performance.

3 Essay 2: Boosting In-Context Learning in LLMs Through

the Lens of Classical Supervised Learning

3.1 Summary

In-Context Learning (ICL) allows Large Language Models (LLMs) to adapt to new tasks

with just a few examples, but their predictions often su�er from systematic biases, leading to

unstable performance in classi�cation. While calibration techniques are proposed to mitigate

these biases, we show that, in the logit space, many of these methods are equivalent to merely

shifting the LLM's decision boundary without having the ability to alter its orientation. This

proves inadequate when biases cause the LLM to be severely misdirected. To address these

limitations and provide a unifying framework, we propose Supervised Calibration (SC), a

loss-minimization-based framework, which learns an optimal, per-class a�ne transformation
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of the LLMs' predictive probabilities in the logit space without requiring external data

beyond the context. By using a more expressive functional class, SC not only subsumes

many existing calibration methods in ICL as special cases but also enables the ability to alter

and even completely reverse the orientation of the LLM's decision boundary. Furthermore,

SC's loss-based nature facilitates the seamless integration of two purpose-built regularization

techniques�context-invariance and directional trust-region regularizers. The former is

designed to tackle the instability issue in ICL, while the latter is designed to control the

degree of calibration. Finally, we evaluate SC on a diverse suite of benchmarks, across

multiple LLMs, and in comparison to existing calibration methods.

3.2 Introduction

State-of-the-art LLMs exhibit a striking in-context learning (ICL) capability: with only a

handful of input�label exemplars, they generalize to unseen queries almost as if they had been

�ne -tuned, thus functioning as highly sample-e�cient few -shot learners (Brown et al. 2020,

Liu et al. 2021). However, a growing body of evidence shows that ICL performance can be

brittle with respect to seemingly innocent design choices such as template wording (Min

et al. 2022, Voronov et al. 2024) and the particular demonstrations given (Qin et al. 2024).

These biases and sensitivities of ICL pose a practical barrier to developing applications that

are both adaptable and robust. Motivated by this, extensive research has been conducted to

develop calibration approaches to address such a challenge for classi�cation problems in

ICL. The majority of calibration methods fall under label-marginal-based calibration (LM).

These methods �rst estimate the LLM's probability for each label given the context alone

via various approaches. They then discount the predictive probabilities of the LLM for the

labels that are over-represented and boost those that are under-represented. See a detailed

discussion in the later sections.

Despite the empirical success of these methods, their ability to correct the predictive

probabilities of the LLM via its internal estimated prior is limited. Speci�cally, we show in
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Figure 3: Comparison of ICL prediction strategies, where the x-axis represents the LLM's raw logits (log-odds).
(a) Base LLM (accuracy: 30%): The model predicts class 1 whenlogit ¡ 0 . (b) Label Marginal Calibration
(accuracy: 50%): These methods only shift the decision boundary, limiting correction when the base LLM
is systematically wrong. (c) Supervised Calibration (accuracy: 80%): SC can shift and �ip the decision
boundary of the base LLM, resulting in a signi�cant improvement.

Section 3.4.6 that the underlying idea of these methods is equivalent to optimally shifting

the decision threshold of the base LLM. Hence, they are inherently incapable of altering or

reversing the orientation of the decision boundary. This becomes problematic when the base

LLM performs poorly. To further illustrate this limitation, consider a binary classi�cation

problem in Figure 3 (a), where the base LLM only achieves30% accuracy. Since LM

methods can only shift the decision threshold, their maximum improvement over the base

LLM is capped, only achieving the level of random guessing as seen in Figure 3 (b). One

may expect that such an issue becomes more common and severe in multiclass classi�cation,

where distinguishing among a larger number of labels is inherently more di�cult. For

instance, on the SST-5 dataset, the average accuracy across three representative LLMs is only

22%, highlighting the severity of this challenge. This limitation motivates the need for a

more principled calibration framework that is capable of correcting severely misaligned LLM

predictions when necessary (e.g., by reversing the decision direction), and that subsumes

existing methods as special cases while remaining both theoretically grounded and practically

robust.

To achieve this goal, we introduce Supervised Calibration (SC), which is motivated

by conceptualizing existing approaches as learning a calibrated classi�er: they take the

LLM's logits as input features and subsequently optimize a bias term to shift these logits.
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However, this shift only corresponds to moving the LLM's decision boundary to maximize

the predictive accuracy illustrated in Figure 3 (b). Therefore, to enable more comprehensive

adjustments, speci�cally the ability to alter or reverse the orientation of the LLM's decision

boundary the proposed SC leverages the paradigm of loss-function-based classi�cation and

optimizes both the bias and the scaling factor jointly. Our approach begins by generating

a surrogate dataset, removing the need for an external dataset beyond the given context.

From this surrogate data, we extract features in the form of logits derived from the base

LLM's output probabilities. Then we employ these features, paired with their corresponding

true labels to train a standard classi�er, which learns not only an optimal bias term but

also an optimal rescaling factor. Critically, the concurrent optimization of this rescaling

factor empowers our approach to reverse the LLM's decision boundary when advantageous

(as illustrated in Figure 3 (c)). Moreover, the loss-minimization framework underpinning

SC inherently supports the integration of regularization techniques designed to address the

common problems in ICL and calibration. In this context, we propose a novel context-

invariance regularizer for addressing the instability issue in ICL and a directional trust-region

regularizer for controlling the degree of calibration. From a statistical viewpoint, these

characteristics allow SC to pursue a balance with respect to the bias�variance trade-o�.

While SC's �exibility targets a reduction in approximation error over LM methods, its

regularization components actively constrain variance, which is an essential consideration

within the data-scarce ICL paradigm. Collectively, SC delivers an adaptable, stable,

and theoretically grounded framework that improves LLMs' classi�cation quality in few-

shot settings, potentially improving robustness across prompts and datasets as a result.

Experimental results demonstrate that SC consistently outperforms existing calibration

methods across a broad range of tasks, signi�cantly enhancing the predictive performance of

three distinct LLMs evaluated on nine inference datasets. For example, the performance

of SC is striking on the SST-5 dataset with the Qwen model (8-shot setting), where it

signi�cantly outperforms baseline methods with accuracy rising from 25% (baselines) to
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44%. This notable boost is directly attributable to its learned negative scaling factor which

re-orients the base LLM decision boundary in this multiclass classi�cation task. See Figure

6 for more details.

Our main contributions are summarized as follows: Firstly, we propose Supervised

Calibration, which adopts a loss minimization framework from classical supervised learning

and calibrates ICL via learning optimal bias and scaling factors, enabling not only shifting but

also altering the orientation of the base LLM decision boundary; Secondly, we integrate the

context-invariance and directional trust-region regularizers into SC, enhancing the stability

of ICL and controlling the degree of the calibration, respectively; Thirdly, we provide a

theoretical intuition behind SC and its generalization over the LM methods; Lastly, we

conduct extensive empirical studies to demonstrate the state-of-the-art performance of SC

compared with several existing baselines.2

3.3 Related Work

Diagnosing biases and calibration via Label Marginal. A seminal study by Zhao

et al. (2021) identi�ed primary in-context learning (ICL) biases�including majority-label,

recency, and common-token bias�and introduced Contextual Calibration (CC), which

adjusts probabilities by normalizing against content-free prompts. Subsequently, observing

that competition for probability mass degrades performance, Holtzman et al. (2022) proposed

DCPMI to recalibrate logits. Recent work has uncovered further ICL instabilities, such as

feature and positional biases, with each diagnosis often paired with a lightweight calibration

strategy (Si et al. 2023, Wang et al. 2023, Pezeshkpour and Hruschka 2023). For instance,

Domain-Context Calibration (DC) corrects predictions by averaging over random in-

domain strings (Fei et al. 2023), while the more recent Batch Calibration (BC) uses

unlabeled mini-batches to adjust each prediction (Zhou et al. 2023). Although these methods

show empirical improvements, they can fail when the base LLM is substantially misaligned

2 Code for reproducibility: https://github.com/gundemkorel/ICL

49



with the downstream task, as they cannot alter the model's decision direction. This limitation

motivates the exploration of calibration frameworks with greater �exibility.

Calibration via centroids. A parallel line of work mitigates in-context biases by

replacing the standard decision rule with centroid-based classi�cation. Han et al. (2022)

proposed Prototypical Calibration, which models output probability vectors using Gaussian

mixtures and assigns labels based on cluster likelihood, improving robustness to prompt

variation and class imbalance. Similarly, Cho et al. (2024) introduced Hidden Calibration,

which operates in the model's latent space by computing class centroids over hidden states

and classifying based on proximity. Although these methods show empirical performance

gains, they rely on additional data beyond the in-context examples, which may not always be

available or compatible with the ICL setting.

3.4 Supervised Calibration

In this section, we present our approach for boosting ICL performance.

3.4.1 Background

Consider an=-class classi�cation task with label verbaliser setY = fH0– • • • – H=�1 g and

query spaceX. In few-shot in-context learning (ICL), the context� : is constructed by

concatenating: input�label exemplars¹G¹8º– H¹8ºº formatted via a template function) such

that� : = Concat¹) ¹G¹1º– H¹1ºº– • • • – ) ¹G¹:º – H¹:º ºº. Then, given the context of: -shots and a

testing query G 2 X, the LLM predicts a label by computing

Ĥ 2 arg max
H2Y

%LLM ¹H j G– �: º•

While ICL o�ers an appealing alternative to gradient-based �ne-tuning by allowing LLMs to

adapt to new tasks with only a handful of in-prompt demonstrations, the resulting posterior

distribution %LLM ¹H j G– �: º is often distorted by some systematic biases. Such biases
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inherent in ICL often stem from context examples, their order, formatting, or verbalizer

choices, which make%LLM ¹H j G– �: º signi�cantly diverge from ground-truth posterior

%� ¹HjGº. Therefore, the objective of calibration is to re�ne the LLM's predictive probabilities

%LLM ¹� j G– �: º to align with %� ¹HjGº.

Existing approaches are mainly focused on correcting the prior distribution over labels

via estimating the LLM's internal prior given the context. Despite their successes, one

can show that these approaches boil down to merelyshifting the LLM's decision boundary,

lacking the ability to alter the orientation of the LLM's decision boundary. This limitation

turns out to be essential especially in multi-class classi�cation, where an LLM can easily

make persistent mistakes. See Figure 3. Therefore, to further reduce the biases and align

with %� ¹H j Gºin such cases of substantial misorientation, we develop a more principled

calibration called Supervised Calibration, introduced below.

3.4.2 Our proposal

To begin with, we assume the: context examples¹G¹8º– H¹8ºº:
8=1

i.i.d.� % � . Due to the

aforementioned biases, the LLM's posterior%LLM ¹H j G– �: º can deviate notably from the

truth %¢ ¹H j Gº. In particular, we measure their deviation using the Kullback�Leibler (KL)

divergence de�ned as

EG�%¢
�
� KL

�
%¢ ¹� j Gº k %LLM ¹� j G– �: º

� �
–

where� KL
�
% k &

�
=

Í
H2Y %¹Hº log%¹Hº

&¹Hº for some probability measures%and&. Let � = be

the probability simplex overY . Then, to correct for this, we seek a vector-valued calibration

function 5� : � = ! � =, chosen from a prescribed classF , such that when applied to the
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vector of LLM's predictive probabilities, it minimizes the KL-divergence, i.e.,

5� = arg min
5 2F

EG�%¢ ¹Gº
�
� KL

�
%¢ ¹� j Gº k 5 ¹%LLM ¹�jG– �: ºº

� �

= arg min
5 2F

�E ¹G–Hº�%¢
�
log¹ 5H¹%LLM ¹�jG– �: ººº

�
– (1)

where 5H is the HC�-coordinate projection of 5 . Note that as long as F contains the identity

map, applying 5� enhances the �delity of %LLM .

To �nd 5� , we highlight two key challenges. Firstly, since our method is post-hoc,

choosing an e�ectiveF operating solely on the base LLM predictive probabilities is essential.

Secondly, there is no external data sampled from%� to approximate the objective function in

Equation (1).

3.4.3 A�ne-logit approximation and leave-subset-out strategy

To select an appropriate function classF , we only need to consider5 de�ned over the

log-odds of the predictive probabilities against a reference group (class 0 in this paper), since

the logistic function is bijective. Speci�cally, denote the logits given by the base LLM as

m¹G; � : º =
�
< 2¹G; � : º , log

%LLM ¹H = 2 j G– �: º
%LLM ¹H = 0 j G– �: º

� =�1

2=1
•

Then, instead, we aim to choose the transformed function classeF =
�

5 : R=�1 ! � =
	

for

calibration. To facilitate this, notice that

%¢ ¹H j Gº =
%¢ ¹G j Hº%¢ ¹Hº

%¢ ¹Gº
/ %LLM ¹H j G– �: º

%¢ ¹G j Hº
%LLM ¹G j H– �: º

%¢ ¹Hº
%LLM ¹H j � : º

(2)

, % LLM ¹H j G– �: º �¹G– H– �: º– (3)
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which implies that

! ¢
2 ¹Gº = <2¹G; � : º ¸ log

�
%¢ ¹Gj2º%LLM ¹Gj0– �: º
%¢ ¹Gj0º%LLM ¹Gj2– �: º

�

|                                {z                                }
Class Conditional Shift

¸ log
�
%¢ ¹2º%LLM ¹0j� : º
%¢ ¹0º%LLM ¹2j� : º

�

|                          {z                          }
Label Marginal Shift

|                                                                      {z                                                                      }
log¹�¹G–2–�: º•�¹G–0–�: ºº

– (4)

where! ¢
2 ¹Gº = log¹%� ¹2jGº•%� ¹0jGººis the true logit for class2. Thus, the primary challenge

of choosingF lies in approximating the unknown correction termlog ¹�¹G– 2– �: º•�¹G– 0– �: ºº.

Since we only have access to the LLM's output logitsm¹G; � : º, we propose to approximate

f! ¢
2 ¹Gºg=�1

2=1 via an a�ne transformation off< 2¹G; � : ºg=�1
2=1. In particular, our working model

! 2¹G; ):2º is

! 2¹G; ):2º = F :
2 < 2¹G; � : º ¸ 1 :

2– 2 = 1– • • • – = � 1– (5)

where) :
2 = ¹1 :

2– F:
2º are calibration parameters associated with class2 and the context size

: . This a�ne structure directly targets the two primary sources of discrepancies between true

and LLM logits: class-conditional shift and label marginal shift as illustrated in Equation(4).

Speci�cally, by rearranging Equation(5)as! 2¹G; ):2º = < 2¹G; � : º¸»¹F :
2�1º< 2¹G; � : º¸1 :

2¼,

we see that the term¹F :
2 � 1º< 2¹G; � : º ¸ 1 :

2 serves as our learned approximation to the true

correction termlog ¹�¹G– 2– �: º•�¹G– 0– �: ºº. Within this learned correction, the intercept

1:
2 primarily addresses the query-independent "Label Marginal Shift" component from

Equation(4), compensating for discrepancies in label priors. The query-dependent term

¹F :
2 � 1º< 2¹G; � : º targets the "Class Conditional Shift" by allowing the slopeF :

2 to rescale

the LLM's original logit <2¹G; � : º.

Furthermore,F :
2 enables the reorientation of the LLM's decision boundary. For instance,

a negativeF :
2 inverts the LLM's initial assessment for a class relative to the reference,

e�ectively correcting its predictive direction as illustrated in Figure 3 (c). This is a vital

capability that methods that merely learning a bias (i.e., �xingF :
2 = 1) lack. As detailed
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in Section 3.4.6, our framework not only uni�es but also generalizes several recent ICL

calibration techniques. Finally, it naturally encompasses the base LLM's original predictions

as a special case when 1:
2 = 0 and F:

2 = 1 for all 2.

Algorithm 2: Surrogate Data Generation for Calibration

In terms of learning the parameters, if an external calibration datasetf¹G¹ 9º– H¹ 9ººg# 20;
9=1

is provided, we �rst compute the LLM's logitsm¹G¹ 9º; � : º for eachG¹ 9º. Then based on

Equation (1), we estimate the parameters by minimizing the negative log-likelihood, i.e.,

)̂
:

= arg min
) :

fL : ¹) : º , �
# 20;Õ

9=1

log 5H¹ 9º¹m¹G¹ 9º; � : º; ) : ºg– (6)

where ): = f) :
2g=�1

2=1 and 52¹m¹G¹ 9º; � : º; ) : º =
1f2¡0g exp¹! 2¹G;):2ºº¸1 f2=0g

1¸
Í =�1

8=1 exp¹! 8¹G;):8ºº
.

This optimization problem is equivalent to standard multi-class logistic regression using

the model logits< 2 as input features. However, there is no external calibration dataset

available beyond� : . Therefore, we propose generating surrogate training data directly from

the demonstration context� : via a leave-subset-out strategy. Speci�cally, we �rst select

a context size8such that8 Ÿ :. We then construct the surrogate training datasetT8 using

Algorithm 2, as illustrated in Figure 4. Finally, we estimate calibration parameters)̂
8
via

minimizingL8underT8. Note that this method can be applied across multiple context sizes8,

enabling ensemble extensions of f)̂
8
g82� to construct a �nal estimator for calibration.
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Figure 4: Illustration of surrogate data generation for: = 4 and8 = 2, depicting two distinct instantiations of
the context� 2 � � 4, as described in Algorithm 2. Each context� 0

2 and� 1
2 (shown in blue) is constructed

from di�erent orderings of two examples. The remaining examples' 2 = � 4 n � 2 (shown in red) are passed to
the LLM using each context, and the resulting logitsm¹G; �2º are paired with their known labels to produce
calibration data. Aggregating across such variations enables context-diverse surrogate training.

3.4.4 Context invariance and directional trust-region

In the following subsection, we �x the context size8 2 �and introduce some enhancement to

the proposed method. Note that our surrogate data generation process exposes a well-known

limitation of ICL: its sensitivity to the composition and ordering of the context. Speci�cally,

a single query pair¹G– Hºis evaluated using multiple di�erent sub-contexts� 8, yielding

potentially di�erent logitsm¹G; �8º and label prediction for the same ground-truth label

H. In essence, an e�ective calibration method should mitigate this sensitivity, leading to

more stable predictions. This motivates incorporating a mechanism to encourage context

invariance in the calibrated predictions. To achieve this, we propose augmenting the standard

MLE objective (Eq.(6)) with a context-invariance regularization term. Speci�cally, let� ¹0º
8

and� ¹1º
8 be any two distinct contexts of size8drawn from� : for evaluating the same query

¹G– Hºin the surrogate data. We aim for the calibrated distributionsf ¹m¹G¹ 9º; � ¹0º
8 º; ) 8º

and f ¹m¹G¹ 9º; � ¹1º
8 º; ) 8º, to be similar. To enforce this similarity, we utilize the symmetric
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cross-entropy between these two calibrated distributions as a regularizer de�ned as

! sym¹) 8– G– �¹0º
8 – � ¹1º

8 º = H
�
f ¹m¹G¹ 9º; � ¹0º

8 º; ) 8º– f ¹m¹G¹ 9º; � ¹1º
8 º; ) 8º

�
–

whereH¹%– &º , �
Í =�1

2=0¹%2 log &2 ¸ & 2 log %2º. This loss term measures the divergence

between the two distributions induced by di�erent contexts, penalizing di�erences in both

directions. Then the overall context-invariance penalty is de�ned by averaging! sym over all

possible pairs of contexts associated with each G.

InvPenalty¹)8º =
Õ

G

Õ

f� ¹0º
8 –� ¹1º

8 g

! sym¹) 8– G– �¹0º
8 – � ¹1º

8 º• (7)

The full expression of InvPenalty is given in Equation (3) of the Section B.4.

In addition to enforcing context-invariance, a well-established calibration approach

should also take into account the di�erent scenarios induced by the base LLM's reliability

and the size of the context. In particular, strong base LLMs warrant minimal adjustment,

while weak ones require more aggressive correction�yet limited examples can mislead both

cases, risking over�tting or under-correction.

To balance it, we regularize the calibration by introducing a directional trust-region that

restricts parameter updates to remain aligned with the base LLM's logits. Speci�cally, we

constrain the average cosine similarity between each parameter vector) 8
2 = »18

2– F8
2¼

> and

the identity direction E = »0– 1¼> , which corresponds to the base LLM via

1
= � 1

=�1Õ

2=1

¹) 8
2º

> E

k)8
2k2

� g–

wherek � k2 refers to the� 2-norm andg 2 »0– 1¼modulates the trust: largeg encourages

minor scaling adjustments (exploitation), while smaller values permit broader corrections

(exploration). This mirrors trust-region principles in policy optimization (e.g., TRPO

(Schulman et al. 2015)), adapting model updates based on the con�dence in prior predictions.
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3.4.5 Full algorithm

The �nal optimization combines this trust constraint with the likelihood loss and a context-

invariance regularizer:

min
) 8

Õ

¹m¹;º –H¹;º º2T8

� log 5H¹;º ¹m¹;º; ) 8º ¸ _ inv InvPenalty¹)8º

s.t.
1

= � 1

=�1Õ

2=1

¹) 8
2º

> E

k)8
2k2

� g– (8)

where_inv ¡ 0 is a hyperparameter controlling the strength of the context-invariance

penalty. To solve this optimization problem, we used SciPy'strust-constr algorithm,

a trust-region method designed for constrained optimization. This optimization can be

carried out independently for each8 2 � , f1– � � � – : � 1g , resulting in a set of calibration

modelsf )̂
8
g82�, each specialized for a particular context length. Additionally, at inference,

any sub-context� 8can be used to extract logits for a given size8. This paves the way for a

two-level ensembling strategy to enhance robustness by aggregating predictions across both

multiple context lengths and diverse sub-context samples.

Speci�cally, we train multiple a�ne-logit modelsf )̂
8
g82� using training sets with di�erent

sizes of the context. Then, at inference time, given a test queryGtest, we �rst drawf� ¹ 9º
8 g92M8

from � : for every8 2 �, where� andM 8are user-de�ned index sets with cardinalitiesjM 8j

andj� j. Then we perform intra-size and inter-size ensembling by averaging the calibrated

predictions overf� ¹ 9º
8 g92M8 and across all context sizes8 2 �, and output the predictive

probability of SC for Gtest as

p̂SC¹Gtestº =
1
j� j

Õ

82�

1
jM 8j

Õ

92M8

f
�
m¹Gtest; � ¹ 9º

8 º; )̂
8�

• (9)

The �nal predicted label iŝHSC 2 arg maxH22Y »p̂SC¼2• Overall, this ensembling procedure

approximates marginalization over plausible sub-contexts and lengths, signi�cantly improving
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calibration stability and accuracy. The full algorithm of SC is summarized in Table 3.

Algorithm 3: SC (Full Procedure)

3.4.6 Connections to prior work and theoretical insight

In this section, we show the connection of the proposed SC with the existing LM methods and

provide a principled approach to theoretically understand these methods from the perspective

of supervised learning. Speci�cally, LM methods rely on one core assumption.

Assumption 15 The correction term �¹G– H– �: º / 1
%LLM ¹Hj� : º .
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Under Assumption 15, by a similar derivation in Section 3.4.3, we can show that LM methods

are equivalent to assuming

! �
2¹Gº = <2¹G; � : º ¸ � 2¹� : º– 2 = 1– • • • – = � 1– (10)

where � 2¹� : º = � log»%LLM ¹2j� : º•%LLM ¹0j� : º¼. Therefore, they focus on optimally

shifting the decision threshold of the base LLM by estimating%LLM ¹Hj� : º, which thus gives

an estimator for� 2¹� : º. We summarize the existing approaches of estimating%LLM ¹Hj� : º

in Table 7 of Section B.4. However, Assumption 15 can be easily violated in practice,

causing model misspeci�cation error.

Instead of imposing Assumption 15, we propose to understand existing LM methods

from the perspective of function approximation in supervised learning. In this case, LM

methods basically assume a working model(10). In contrast, the proposed SC considers a

strictly larger working model:

! 2¹G; ):2º = F :
2 < 2¹G; � : º ¸ 1 :

2– 2 = 1– • • • – = � 1•

This o�ers a principled framework to compare SC with LM methods and indeed shows that

SC generalizes existing LM methods.

Furthermore, within this framework, we analyze these methods via statistical learning

theory. Consider a datasetT = f¹G¹ 9º– H¹ 9ººg#
9=1 of size# , and denote by5̂ := 5̂

)
: the

solution minimizingL : ¹) : º underT . Let R� denote the Bayes risk andR¹ 5̂ ºthe0-1 risk

of 5̂. Then, under standard regularity conditions, the excess risk of SC satis�es, with high

probability:

R¹ 5̂ º � R �

|       {z       }
excess risk

.
p

� KL ¹%¢ k 5� º � � KL ¹%¢ k %¢º
|                                     {z                                     }

approximation error

¸

r
2¹= � 1º

#
• (11)

The decomposition leads to the following theoretical insights. Firstly, thanks to the strictly
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larger working model, SC attains an approximation error that is guaranteed to be no worse

than that of LM methods. Secondly, SC estimates2¹=�1º parameters�one slope and

one intercept per non-reference class�while LM methods estimate only=�1 parameters.

This leads to a factor of 2 increase in estimation error, which scales with the number of

parameters3 asO¹3º. This gives LM methods an advantage. However, SC incorporates

several variance mitigation strategies to actively control estimation error: (i) diverse training

instances generated via Algorithm 2; (ii) explicit regularization through the directional

trust-region constraint and context invariance penalty; and (iii) ensembling procedure in

Algorithm 3. These components work in concert to reduce variance and stabilize learning,

enabling the model to fully leverage its lower approximation error.

3.5 Experiments and Main Results

In this section, we validate the e�ectiveness of SC by evaluating its classi�cation performance

across three LLMs and nine benchmark datasets. SC consistently outperforms all baseline

calibration methods across various settings, establishing a new state-of-the-art in ICL for

classi�cation.

3.5.1 Experimental Setup

Datasets. We evaluate our method on nine text classi�cation benchmarks covering sentiment,

topic, and social media analysis: SST-2, SST-5 (Socher et al. 2013), AGNews (Zhang et al.

2015), SUBJ (Wang and Manning 2012), TREC (Li and Roth 2002), Rotten Tomatoes (Pang

and Lee 2005), TweetEval-Emotion (Mohammad et al. 2018), TweetEval-Hate (Basile et al.

2019), and Financial PhraseBank (Malo et al. 2014).

Models and Baselines. We compare SC against the Base LLM and three prior calibration

baselines (CC, BC, and DC) on three models: LLaMA-2-7B-Chat-HF (Touvron et al. 2023),

Mistral-7B-Instruct-v0.3(Jiang et al. 2023), and Qwen2-7B-Instruct (Yang et al. 2024). All

models are used o�-the-shelf from Hugging Face without any �ne-tuning. Appendix B.1
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provides full implementation details for the baselines.

Evaluation. Following prior work, we report Macro-F1 in 4-shot, 8-shot, and 16-shot

settings. To ensure robustness, all results are averaged over 5 random seeds on a held-out

test set of 256 examples per dataset. Our prompt template is described in Appendix B.3.

3.5.2 Main results

Figure 5 reports the Macro-F1 performance of �ve calibration methods across our full

experimental suite (9 datasets, 3 LLMs, 5 seeds, and 3 few-shot settings). Notably, SC

consistently achieves the highest score across all models and shot counts. In particular,

compared to the Base LLM, SC yields improvements of up to +22.6% absolute in Macro-F1

(8-shot on Qwen2-7B-Instruct), and on average provides +11.1% absolute gain across all

models and shot con�gurations. Relative to the strongest competing calibration method (BC),

SC further improves performance by up to +13.4% (16-shot on Mistral-7B-Instruct-v0.3) and

achieves an average gain of +7.1%. Overall, these results con�rm that SC o�ers a robust and

generalizable enhancement of LM methods in few-shot learning. In addition, our numerical

results are aligned with our theory presented in Section 3.4.6. As shown in Figure 5, SC

achieves the highest average score among all methods due to better approximation error, but

also exhibits increased variance in its performance. More detailed numerical results and

comparisons are given in Appendix B.5. Furthermore, SC delivers a striking improvement

Figure 5: Average Macro-F1 scores for �ve methods across 9 datasets and 3 LLMs in 4-, 8-, 16-shots settings.
Bars show the mean performance and standard deviation across datasets over 5 random seeds.
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on SST-5: in the 8-shot setting with Qwen, it boosts accuracy to 44%, up from 24% for the

base LLM and 25% for other methods, nearly doubling performance as shown in Figure 6.

This substantial gain stems from SC's unique ability to not just shift logits but to reverse the

decision boundary when necessary as illustrated in Figure 3. For instance, it learns a bias of

�1•29 and a weight of�0•19 for the negative class relative to very negative. This indicates

that SC e�ectively shifts and reorients the LLM's decision boundary between closely related

classes, enhancing overall performance.

Class b w

Very Negative (Ref.) 0.000 0.000

Negative -1.294 -0.188

Neutral 3.457 1.097

Positive 5.541 1.190

Very Positive -7.393 5.487

Figure 6: Performance on SST-5 with Qwen2-7B-Instruct in the 8-shot setting, averaged over 5 random seeds.
The table on the right shows the average learned coe�cients with respect to the very negative reference class.

Ablations. To isolate the contributions of our framework's key components, we conduct

several ablation studies which are detailed in Appendix B.6. First, to isolate the impact

of learning the per-class scaling factorF2, which underpins SC's ability to reorient

decision boundaries, we compare the full SC model against two alternatives in Figure 14

of Appendix B.6.1: a restricted variant,SC� (whereF2 is �xed to 1, thus only learning an
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optimal bias term), and other baseline calibration methods. Our experiments reveal thatSC�

surpasses these other baselines. This suggests that estimating an optimal bias under the SC

framework is more e�ective than the methods employed by LM methods. More critically,

the full SC model achieves higher performance thanSC� , suggesting that the �exibility to

learn the scaling factor�and therefore to both shift and rescale the LLM's logits�o�ers a

further advantage.

Second, ensembling across context sizes improves performance. In particular, ag-

gregating calibrators trained at heterogeneous context lengths (increasingj� j) yields a

consistent improvement in both Accuracy and Macro-F1 across multiple LLMs in the 8-shot

setting (Figure 15 of Appendix B.6.2) and similarly in the 16-shot setting (Figure 16 of

Appendix B.6.2), suggesting that context-size-speci�c calibrators provide complementary

signals.

Third, we investigate the impact of the number of sampled sub-contexts (< 8) used for

prediction averaging within each context-size-speci�c calibrator during the ensembling

phase. In Figure 17 of Appendix B.6.3, our �ndings reveal that increasing< 8(i.e., averaging

predictions over a greater number of distinct sub-contexts of size8) generally enhances

Macro-F1 scores. This suggests that more comprehensive sampling of available context

variations for each 8-shot learner improves the accuracy of the ensemble's output.

Fourth, we characterize the computational footprint of sub-context ensembling by

reporting wall-clock training time and inference time per 256 test examples. Timing results

show that the added compute from SC comes almost entirely at inference time, and it

grows approximately linearly with how many sub-context samples we average over. This is

because each additional sampled sub-context requires an additional forward pass through

the LLM. In contrast, bias-only baselines are essentially insensitive to this choice and stay

nearly �at. Concretely, in the 4-shot setting, SC takes 22.91s per 256 test examples when

averaging over 1 sampled sub-context, and increases to 134.96s when averaging over 6

sampled sub-contexts, while baselines remain around 10.5s across all settings (Table 15
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of Appendix B.6.4). The same pattern holds for 8-shot: SC increases from 42.83s (1

sampled sub-context) to 260.32s (6 sampled sub-contexts), whereas baselines stay near 11.1s

throughout (Table 16 of Appendix B.6.4).

Fifth, we evaluate the performance contributions of our two main components: the

directional trust-region constraint and the context invariance penalty. We observe that

removing both constraints improves over the uncalibrated baseline, but adding either the

directional trust-region constraint or the context-invariance penalty yields further gains, and

combining both achieves the strongest performance (Macro-F10•746and Acc.0•788; Table 17

of Appendix B.6.5). This suggests that trust-region and invariance are complementary.

Finally, we assess scalability by repeating our evaluation on the larger LLaMA-13B

model. Because these runs are substantially more expensive, we focus on three representative

datasets�Rotten Tomatoes, SST-2, and AGNews�and compare against the corresponding

7B variant. The results show that SC scales reliably with model size: on LLaMA-13B,

SC remains competitive or achieves the best performance on Rotten Tomatoes and SST-2

(Tables 18�19 of Appendix B.6.6). Moreover, the gains persist and can even become more

pronounced as the base model grows. For example, on AGNews, SC improves accuracy

from 78•12with the 7B model to88•05with the 13B model (Table 20 of Appendix B.6.6),

providing direct evidence that SC's bene�ts carry over as underlying model capacity increases.

3.6 Conclusion and Future Work

In-Context Learning (ICL) often exhibits systematic biases that standard calibration tech-

niques fail to fully correct because, in logit space, many reduce to simple decision-boundary

shifts. We introduced Supervised Calibration (SC), a loss-minimization framework that

learns per-class a�ne transformations of an LLM's predictive probabilities in logit space

using only the in-context examples. By employing a more expressive functional class, SC

uni�es and subsumes several existing ICL calibration methods while enabling changes to the

orientation of the decision boundary�up to complete reversal when warranted. SC further
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integrates two purpose-built regularizers: a context-invariance regularizer to stabilize ICL

across prompt variations, and a directional trust-region regularizer to control the degree of

calibration. Together with our surrogate-data construction from the demonstration set, SC

provides a practical and extensible approach to mitigating ICL miscalibration. In terms of

the future work, we propose to evaluate this framework on a diverse suite of benchmarks,

across multiple LLMs, and against existing calibration methods.

4 Essay 3: Making a Black-Box Model Speak via an LLM

Explainer

4.1 Summary

This essay studies the explainability of black-box predictive models in natural language, with

a particular focus on the distinction between plausible explanations and faithful explanations.

While recent work shows that Large Language Models (LLMs) can translate technical

explanation artifacts into �uent narratives, such outputs can be persuasive yet misaligned

with the actual decision process of the underlying model. To address this challenge, we

propose a framework for generating faithful natural-language explanations by treating

explanation generation as a distribution-preserving problem rather than a purely narrative

one. Our core idea is to view an explanation as a probabilistic compression of the black-box

model's behavior: an explanation is considered faithful if an independent interpreter can

reconstruct the black-box model's predictive distribution from the explanation and the input

instance. We operationalize this via a judge LLM that maps an explanation back to a

distribution over the label space, and de�ne a KL-consistent faithfulness objective that

rewards explanations whose judge-implied distribution matches the black-box distribution.

We then train an explainer LLM using reinforcement learning via Group Relative Policy

Optimization (GRPO) (Shao et al. 2024, Schulman et al. 2017) to optimize this objective,
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without requiring gradient access to the black-box model. Preliminary experiments reveal

both the promise and the di�culty of this approach. In particular, optimizing only the

KL-based faithfulness reward can produce strong apparent gains in distributional agreement,

but also induces reward-hacking behavior (e.g., repetitive and degenerate explanations). To

mitigate this, we study auxiliary reward components, including a length-based regularizer and

a pointwise mutual information (PMI)-based speci�city reward that encourages explanations

to be more context-grounded and less boilerplate. Our results suggest that the KL-consistent

reward provides a useful core faithfulness signal, but that additional constraints are necessary

to balance faithfulness, informativeness, and human usability. Finally, we also outline an

extension that introduces a mechanistically grounded intermediate representation based on

sparse autoencoder (SAE) features and concept dictionaries. This extension targets the gap

between explanations that are convincing to human readers (plausible) and explanations

that reliably preserve the black-box model's predictive behavior (faithful) by constraining

the explainer to reference only validated, interpretable concepts tied to the model's internal

representations, thereby improving veri�ability and reducing opportunities for reward hacking

in free-form language explanations.

4.2 Introduction

Modern machine learning systems increasingly rely on high-capacity models, including

deep neural networks and large ensembles, that achieve strong predictive performance

but o�er limited transparency into why a particular decision was made. This opacity is a

recurring theme in the interpretability literature and is widely viewed as a practical obstacle

to trust, accountability, and responsible deployment, especially when model outputs a�ect

consequential decisions (Guidotti et al. 2018, Barredo Arrieta et al. 2020). At the same

time, the interpretability literature also emphasizes that the very notion of interpretability is

multifaceted and often used imprecisely, which complicates how such concerns are framed

and addressed in practice (Lipton 2018).

66



A natural response is to prefer interpretable-by-design models in high-stakes settings.

Indeed, a prominent line of work argues that when decisions have severe downstream

consequences, relying on black-box predictors and then attempting to justify them post hoc

can be inappropriate, and that transparent models should be used whenever feasible (Rudin

2019). In practice, however, many deployed pipelines still include black-box components for

reasons including performance requirements and broader deployment constraints, which

sustains demand for methods that can provide meaningful human-facing explanations without

requiring full access to internal mechanisms (Guidotti et al. 2018, Barredo Arrieta et al.

2020).

Explainable Arti�cial Intelligence (XAI) has consequently developed into a central

research area, spanning conceptual de�nitions, methodological design, and evaluation

concerns (Gunning and Aha 2019, Barredo Arrieta et al. 2020). Over the past decade,

much of the applied XAI ecosystem has been shaped by feature attribution and related local

explanation methods that assign importance to input dimensions for a speci�c prediction.

Representative methods include LIME, which �ts a simple, interpretable surrogate model

locally around the instance being explained (Ribeiro et al. 2016), and SHAP, which uni�es

several attribution approaches through Shapley-value principles (Lundberg and Lee 2017).

At the same time, substantial evidence suggests that some attribution-based explanations

(e.g., saliency-style explanations) can be fragile or misleading if interpreted as faithful

descriptions of model reasoning (Adebayo et al. 2018). Moreover, research drawing on the

social sciences emphasizes that explanations are not merely numerical decompositions: they

are often selective, contrastive, and shaped by audience and context (Miller 2019, Mittelstadt

et al. 2019). This user-centric perspective also highlights that how explanations are presented

including a�ective and interaction design choices can materially in�uence how stakeholders

perceive, trust, and use model outputs (Bernardo and Seva 2023).

Large Language Models (LLMs) o�er a promising mechanism for bridging this gap

between technical explanation artifacts and human communication. Recent work shows that
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LLMs can convert technical explanation primitives (e.g., SHAP or counterfactual outputs)

into natural-language narratives that improve users' ability to summarize and understand

model decisions (Martens et al. 2025), and can serve as interactive interfaces that allow

users to query black-box systems conversationally (Slack et al. 2023). LLMs have also been

explored as tools for interpreting internal model components by generating and scoring

hypotheses about neuron behavior (Bills et al. 2023). These developments motivate the

approach in this paper: we use LLMs as explainers that translate evidence from black-box

predictors into explanations aligned with how humans ask for, evaluate, and use explanations.

4.3 Related Work

Feature Attribution and Early Natural-Language Rationales Feature attribution meth-

ods remain a foundational paradigm for post-hoc interpretability. LIME explains individual

predictions by approximating the model locally with an interpretable surrogate (Ribeiro

et al. 2016), while SHAP provides a uni�ed framework grounded in Shapley values and

associated properties that have contributed to its broad adoption in practice (Lundberg and

Lee 2017). At the same time, some attribution-based explanations, especially saliency-style

methods, can fail basic robustness checks; for example, under sanity-check-style tests, certain

saliency methods may not meaningfully depend on trained parameters, raising concerns

about their reliability as evidence of model reasoning (Adebayo et al. 2018). Prior to

the current LLM era, work on natural-language explanations in NLP also explored two

closely related directions: extracting supporting rationales from inputs (Lei et al. 2016),

and training models to produce text explanations paired with predictions, as exempli�ed by

the e-SNLI benchmark (Camburu et al. 2018). Collectively, these e�orts anticipated a key

point emphasized in the broader explanation literature: human-facing explanations typically

require communicative structure beyond a list of feature weights (Miller 2019, Mittelstadt

et al. 2019).
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LLMs as Narrative Translators and Conversational Interfaces Recent XAI systems

increasingly treat LLMs as translators from technical explanation objects to user-consumable

language. Narrative-driven frameworks such as XAIstories generate textual accounts

grounded in existing explanation primitives (e.g., SHAP- or counterfactual-based narratives)

and evaluate their impact on user understanding and communication (Martens et al. 2025).

Complementarily, conversational systems such as TalkToModel enable users to ask interactive

natural-language questions about model behavior (e.g., why an outcome occurred or what

would change it), thereby reframing XAI as a dialogue rather than a static report (Slack et al.

2023). In parallel, interpretability-oriented work has explored using LLMs to generate and

evaluate hypotheses about internal units (e.g., neurons) of language models, illustrating that

language interfaces can support interpretability at multiple levels of analysis (Bills et al.

2023).

LLMs as Proxy Explainers, Explanations-as-Features, and Faithfulness Another

stream of related work uses LLMs more directly as proxy explainers. Kroeger et al. (2023)

study how LLMs can, via in-context learning, produce post-hoc explanations for predictions

made by separate black-box models and empirically compare such outputs to established

explainer baselines. Beyond explaining a �xed decision, LLM-generated explanations have

also been used as intermediate signals for downstream learning: He et al. (2023) develop

a procedure called TAPE which treats explanations as features by prompting an LLM to

produce explanations and then translating them into representations that improve performance

on text-attributed graph tasks, while another method called AMPLIFY embeds post-hoc

explanation signals into automatically generated rationales to improve in-context learning

performance (Krishna et al. 2023). These gains, however, sharpen a central evaluation

concern in LLM-based explanation: outputs can be �uent and persuasive yet misaligned with

the model's true decision process. Empirical evidence shows that chain-of-thought-style

explanations can be systematically unfaithful under controlled interventions (Turpin et al.
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2023), and recent work further formalizes the broader tension between plausibility and

faithfulness in LLM self-explanations (Agarwal et al. 2024). More generally, evaluation

is increasingly recognized as a sociotechnical challenge: it must distinguish properties

of the underlying explanation mechanism from properties of user-facing presentation and

interaction in a given context (Sokol and Vogt 2024), while also accounting for the broader

landscape of evaluation practices and challenges in LLM-based XAI systems (Bilal et al.

2025).

4.4 Our Proposal: KL-Consistent RL for Faithful Natural-Language

Explanations

Goal and high-level idea. We study the following problem: given a �xed black-box

classi�er whose predictions are accurate but opaque, we seek to produce natural-language

explanations that are not merely plausible narratives, but are faithful to the classi�er's

behavior on the instance being explained. Recent work shows that free-form language

rationales can be compelling while failing to re�ect the factors that actually drive a model's

prediction, which motivates objectives that target faithfulness directly rather than surface

plausibility alone (Turpin et al. 2023, Agarwal et al. 2024, Jacovi and Goldberg 2020).

Our central idea is to treat an explanation as a probabilistic compression of the black-box

model's decision behavior: an explanation is faithful if, after observing the instance and

reading the explanation, a competent interpreter can reconstruct the model's predictive

distribution with high �delity. This de�nes an operational notion of faithfulness in language

space�one based on predictive-behavior preservation rather than direct access to the model's

internal mechanism. We operationalize this idea by introducing a judge LLM that maps

explanations back to a label distribution, and we train the explainer to minimize the KL

divergence between the black-box predictive distribution and the judge-implied distribution.
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4.4.1 Problem setup and notation

Let X denote the input space and let Y = f1– • • • – �g denote the label set. Let

� � :=
n
? 2 »0– 1¼� :

�Õ

2=1

?2 = 1
o

be the probability simplex over� classes. We model the black-box classi�er as a �xed

predictive mapping 5 : X ! � � such that

?5¹� j Gº := 5 ¹Gº–

where?5¹� j Gºdenotes the black-box predictive distribution for inputG. We assume access

to a dataset D = fG=g#
==1 of instances.3

Explainer policy. We model the explainer as a language-model policyc\ that generates

an explanation4 (a token sequence) conditioned on (i) a natural-language description of

the black-box model and (ii) the speci�c instance together with its predictive distribution.

Concretely, we write

4 � c \
�
� j G– ?5¹� j Gº– B5

�
–

whereB5 denotes a system-level model description (e.g., architecture summary, feature

schema, training objective, known inductive biases, or other metadata about the black-box

model that is accessible to the explainer). Intuitively,B5 provides global context (e.g., what

kind of model is being explained), while¹G– ?5¹� j Gººprovides local context (e.g., what the

model predicted on the current instance).

Judge as an explanation-to-distribution interpreter. We introduce a second model, a

judge LLM � k , whose role is to interpret the explanation and return a probability distribution

3 Labels may be available, but they are not required for the training objective introduced below, since the
explainer is trained to match the black-box predictive distribution rather than ground-truth labels.
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over Y:

@k ¹� j G– 4º := �k ¹G– 4º 2 �� –

where@k ¹� j G– 4ºis intended to represent the predictive distribution that an interpreter would

reconstruct after observing the instanceGand reading the explanation4. Operationally, we

implement� k by prompting the judge to output a valid distribution (e.g., JSON with�

nonnegative entries summing to one). This design mirrors the broader �LLM-as-a-judge�

paradigm, but in our setting the judge is used as a distributional decoder of explanations

rather than as a preference rater (Zheng et al. 2023).

4.4.2 Faithfulness reward via KL divergence

Our primary reward measures how well an explanation preserves the black-box model's

predictive distribution through a KL-divergence criterion:

eAKL ¹G– 4º := �� KL
�
?5¹� j Gº k @k ¹� j G– 4º

�
= �

Õ

H2Y

?5¹H j Gº log
?5¹H j Gº

@k ¹H j G– 4º
• (1)

Thus, larger values ofeAKL ¹G– 4ºcorrespond to better distributional agreement between the

black-box predictor and the judge-implied interpretation of the explanation. To ensure

the KL divergence is well-de�ned, we assume@k ¹H j G– 4º ¡ 0whenever?5¹H j Gº ¡

0; in implementation, this is enforced via standard numerical clipping/smoothing and

renormalization of the judge output.

In practice, we convert this score, which is upper bounded by0 and unbounded below,

into a bounded reward in ¹0– 1¼ by exponentiating the negative KL divergence:

AKL ¹G– 4º := exp
�

� � KL
�
?5¹� j Gº k @k ¹� j G– 4º

� �
2 ¹0– 1¼• (2)

Under this transformation, perfect agreement yieldsAKL ¹G– 4º = 1, while larger divergences

are smoothly downweighted toward0. This objective is closely related to knowledge
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distillation: we encourage the explanation, when interpreted by the judge, to reproduce the

teacher distribution?5¹� j Gº(Hinton et al. 2015). Importantly, optimizing Equation(2)

does not require gradient access to the black-box model5 because it depends only on the

model's predicted probabilities.

Reward shaping (optional components). In practice, optimizing the KL-based reward

alone can induce degenerate behaviors (e.g., overly long explanations, repetitive tokens, or

spurious heuristics that exploit the judge prompt). We therefore also consider a shaped

reward of the form

A¹G– 4º := AKL ¹G– 4º � _len � Len¹4º � _ aux � Aaux¹G– 4º– (3)

whereLen¹4ºis a length-based penalty andAaux¹G– 4ºdenotes additional regularizers (e.g.,

PMI-based terms that discourage generic or weakly grounded templates). The nonnegative

coe�cients _len and_aux are tuning parameters that control the strength of these auxiliary

penalties relative to the core KL term: larger values enforce stronger constraints (shorter, less

templated explanations) but can also reduce the optimizer's ability to maximize distributional

agreement. Since the core methodological contribution is the KL-based faithfulness signal,

we treat these auxiliary components as pragmatic stabilizers and discuss them after presenting

the main method.

4.4.3 Training the explainer with GRPO-style policy optimization

We train the explainer policyc\ by reinforcement learning to maximize the expected reward

over instances and generated explanations:

max
\

EG�D E4�c \ ¹�jG–?5–B5º
�
A ¹G– 4º

�
– (4)
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whereEG�D denotes expectation with respect to the empirical distribution over the datasetD .

We use a PPO-family method for stable policy updates (Schulman et al. 2017), instantiated

in a GRPO-like form that estimates the baseline from grouped samples rather than a learned

critic (Shao et al. 2024). This choice is attractive in our setting because it avoids training an

additional value network while still providing a variance-reducing baseline.

Grouped sampling and relative advantages. Speci�cally, for each instanceG, we sample

a group of � candidate explanations:

4¹1º– • • • – 4¹�º � c \ ¹� j G– ?5– B5º– A¹6º := A¹G– 4¹6ºº– 6 = 1– • • • – �•

We then compute a relative advantage estimate by centering (and optionally normalizing)

rewards within the group:

b� ¹6º¹Gº :=
A¹6º � 1

�
Í �

9=1A
¹ 9º

Std¹A¹1:�º º ¸ Y
– (5)

whereStd¹A¹1:�º º denotes the sample standard deviation of the group rewards andY ¡ 0

is a small constant for numerical stability. This implements the key GRPO intuition: the

baseline is derived from group scores rather than from a separately learned critic.

Clipped surrogate update. We letc\ old denote the policy before the current update. Then,

for each sampled explanation 4¹6º, de�ne the sequence-level likelihood ratio

d¹6º :=
c\ ¹4¹6º j G– ?5– B5º

c\ old ¹4¹6º j G– ?5– B5º
–

wherec\ ¹4¹6º j G– ?5– B5º denotes the probability assigned by the policy to the entire gener-

ated token sequence4¹6º (equivalently, the product of token-level conditional probabilities).
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We then optimize the standard PPO clipped surrogate objective:

L clip¹\º := E G�D

"
1
�

�Õ

6=1

min
�
d¹6º b� ¹6º¹Gº– clip¹d¹6º– 1 � n– 1 ¸ nºb� ¹6º¹Gº

�
#

– (6)

with clipping parameter n 2 ¹0– 1º.

Optionally, as in RLHF-style �ne-tuning, we add a KL penalty that keeps the explainer

close to a reference policycref (e.g., the pre-RL checkpoint), which improves training

stability (Ouyang et al. 2022):

max
\

L clip¹\º � V � E G�D

h
� KL

�
c\ ¹� j G– ?5– B5º k cref¹� j G– ?5– B5º

� i
– (7)

where V � 0 controls the strength of the reference-policy regularization.

4.4.4 Algorithm summary

The full training procedure is summarized in Algorithm 4.

Algorithm 4: KL-Consistent Explanation RL (Explainer c\ with Judge �k )
Input: Dataset D; black-box 5 ; model description B5; initial explainer policy c\ ; judge �k ;

group size �.
Repeat (training iteration):
Step 1: Set rollout policy c\ old  c \ , and sample minibatch B � D.
Step 2: For each G 2 B:

Compute black-box distribution ?5¹� j Gº  5 ¹Gº.
Sample � candidate explanations from the rollout policy:
f4 ¹6ºg�

6=1 � c \ old

�
� j G– ?5¹� j Gº– B5

�
•

For each 6 = 1– • • • – �:
Compute judge distribution:

@k ¹� j G– 4¹6ºº  � k

�
G– 4¹6º

�
•

Compute reward A¹6º  A ¹G– 4¹6ºº using Equation (3) (core KL term:
Equation (2)).

Compute group-relative advantages fb� ¹6º¹Gºg�6=1 using Equation (5).
Step 3: Update \ by maximizing the clipped surrogate objective in Equation (6) using the

sampled groups (optionally with reference-policy KL regularization in Equation(7)).
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Interpretation. This training loop enforces a concrete and testable notion of faithfulness:

explanations are rewarded only to the extent that they enable an independent interpreter (the

judge) to reconstruct the black-box model's predictive distribution for the same input. By

grounding optimization in distributional agreement rather than narrative plausibility, the

method directly targets the faithfulness gap emphasized in prior work (Turpin et al. 2023,

Agarwal et al. 2024, Jacovi and Goldberg 2020).

4.5 Experiments and Main Results

4.5.1 Experimental Setting

Overview. We design our experiments to isolate the central question of this paper: can

an LLM be trained to produce faithful natural-language explanations of a �xed black-box

classi�er? To this end, we consider a standard binary classi�cation setting with a neural-

network black-box model that outputs a full probability distribution over the label space for

each input instance. For each sampled instance, we provide the explainer LLM with the

instance and the black-box predictive probabilities, and ask it to generate an explanation of

the model's decision. We then evaluate the explanation using a separate judge LLM, whose

role is to read the explanation and return a probability distribution over the same label space.

The resulting distributional agreement between the judge's reconstruction and the black-box

prediction, measured via KL divergence, serves as the core faithfulness signal during GRPO

training and as the main quantitative notion of explanation faithfulness in our study.

Explainer and Judge LLMs. The explainer isQwen3-14B-Instruct (Yang et al. 2025),

which generates a free-form natural-language explanation conditioned on a natural-language

description of the black-box model, the input instance, and the predictive probability

distribution induced by the black-box model. To score explanations, we use a separate

judge model,Qwen2.5-7B-Instruct (Qwen et al. 2025), whose sole role is to map an

explanation back to a probability distribution over the label space.
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Dataset. We use the Breast Cancer Wisconsin (Diagnostic) dataset as provided by

sklearn.datasets.load_breast_cancer (scikit-learn developers, Pedregosa et al.

2011). This is a scikit-learn-provided version of the UCI Machine Learning Reposi-

tory Breast Cancer Wisconsin (Diagnostic) dataset (Wolberg et al. 1993), originally derived

from digitized �ne-needle aspirate (FNA) images with nuclear feature extraction (Street

et al. 1993). The scikit-learn loader provides 569 samples with 30 real-valued features and a

binary target (malignant vs. benign) (scikit-learn developers).

Black-box classi�er. Our black-box predictor is a one-hidden-layer neural network im-

plemented viasklearn.neural_network.MLPClassifier (scikit-learn developers, Pe-

dregosa et al. 2011). We use a single hidden layer with 10 neurons (scikit-learn developers).

For each instanceG, the black-box returns a probability vector?5¹� j Gºover the two labels,

which is provided to the explainer along with the instance and a natural-language description

of the black-box model.

GRPO training con�guration. We �ne-tune the explainer using Group Relative Policy

Optimization (GRPO), introduced as a PPO-variant designed to improve memory e�ciency

while retaining the core proximal-update �avor (Shao et al. 2024, Schulman et al. 2017).

Our GRPO hyperparameters are:

GROUP = 10– MAX_STEPS = 300– ROLLOUTS_PER_GROUP = 9– LEARNING_RATE = 10�5 •

Prompt formats for the explainer and judge (system and user prompts) are reported in

Sections C.2.1 and C.2.2 of the Appendix.

Implementation. We implement training using OpenPipe'sART(Agent Reinforcement

Trainer) framework (Hilton et al. 2025), which provides an end-to-end work�ow for RL

�ne-tuning and grouped rollouts consistent with GRPO-style updates.
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4.5.2 Main Results

KL-only reward yields strong apparent gains but induces reward hacking. We begin

with the most direct instantiation of our objective by training the explainer using only the

KL-based reward term, without any auxiliary regularization (e.g., length or PMI penalties).

In this setting, the reward is de�ned as

A¹G– 4º := AKL ¹G– 4º– (1)

where AKL ¹G– 4º is de�ned in Equation (2).

On a held-out set of 100 test instances, the resulting reward distribution indicates a clear

improvement in judge-aligned distributional agreement relative to the initial checkpoint. As

shown in Figure 7, the mean (median) reward increases from0•446(0•305) at the initial

checkpoint (i.e., before RL training) to0•902(0•98) after GRPO training. At face value,

this suggests that the explainer has learned to produce explanations that better preserve the

black-box predictive distribution under the judge-based metric.

A closer inspection of the generated explanations, however, shows that this apparent gain

is largely driven by reward hacking rather than genuinely informative reasoning. Concretely,

the trained model often produces highly repetitive, templated outputs that appear to exploit

the judge model's explanation-to-distribution mapping. Table 1 gives a representative

side-by-side comparison: the trained checkpoint repeatedly reiterates the same phrase

(�Smoothness and concavity are quite alarming here�) dozens of times, yielding a better

score under the optimization metric despite conveying little additional content beyond the �rst

few mentions. By contrast, the initial checkpoint produces a coherent narrative that discusses

multiple feature families and how they may in�uence the decision, yet receives a lower score.

We observed this repetition-driven failure mode frequently across test instances, indicating

that optimizing the KL reward alone can encourage degenerate explanation strategies that

improve judge agreement without improving human interpretability.
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Figure 7: Reward distribution under KL-only training. Distribution of the KL-based reward on 100
held-out test instances for the initial explainer checkpoint (no training) versus the GRPO-trained explainer
using only the KL reward term (no auxiliary penalties). The trained model exhibits substantially higher mean
and median reward, but qualitative inspection (Table 1) shows that much of this gain is driven by degenerate
repetitive explanations (reward hacking) rather than improved human-readable faithfulness.

This qualitative failure mode is consistent with the training dynamics shown in Figure 8,

which tracks the explainer's training-time word count. As training progresses, the word

count increases sharply and remains elevated, suggesting that the model learns to in�ate

explanations with redundant content to drive the KL-based reward upward. Together, these

results highlight that KL agreement with a judge is a useful core faithfulness signal, but,

when used in isolation, it can be gamed by the explainer. This motivates the additional

regularization components introduced in the next experiments, which aim to discourage

verbosity and repetition while preserving the distributional alignment objective.
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Figure 8: Training-time word count under KL-only training. Average generated explanation length (word
count) over GRPO training steps for the KL-only reward setting. The sharp increase and sustained high
verbosity coincide with the emergence of highly repetitive explanations, suggesting that the explainer can
in�ate text to exploit the judge-based KL reward signal.

Adding a length penalty curbs repetition but can dampen optimization of distributional

alignment. Motivated by the severe repetition observed under KL-only optimization,

we next introduce an explicit length-based regularizer to discourage verbosity and reduce

the explainer's ability to in�ate outputs to game the judge. Concretely, we impose a soft

word-limit constraint withword_limit=150 , implemented as a piecewise-linear score that

returns1 within the limit, decreases linearly to0 between150and300words, and remains0

beyond300words. Speci�cally, let4 denote the generated explanation text, and letF¹4º be

its word count. For a target limit , ¡ 0 (we use , = 150), we de�ne the soft length score

Alen¹4; ,º :=

8>>>>>>>>><

>>>>>>>>>
:

1– F¹4º � ,–

1 �
F¹4º � ,

,
– , Ÿ F¹4º Ÿ 2,–

0– F¹4º � 2,–

(2)
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Table 1: Side-by-side comparison of explanations produced by the initial checkpoint versus the KL-only
trained checkpoint on a representative test instance. The trained model achieves a higher KL-based reward but
exhibits severe repetition, consistent with reward hacking.

Initial checkpoint (no training) Trained checkpoint (KL-only, no penalties)

First checkpoint
The model considers various measurements about the shape
and texture of a tissue sample to make its decision. Features
related to size�like mean radius, perimeter, and area�are
prominent and likely play a key role in the assessment. Higher
values in these measurements may push the model one way,
while lower values may push it the other way. Similarly, features
like concavity and concave points, which describe irregularities
in shape, carry strong in�uence. The model also weighs how
much these measurements vary, such as radius error or area
error, which can add nuance to the decision. Other factors,
including smoothness and symmetry, contribute in a more subtle
way. The model combines these in�uences in layers, with some
features reinforcing each other and others working against them,
leading to the �nal determination based on the balance of all the
evidence.

Last checkpoint (no pen)
The model considers several features to make its decision. The
worst radius and worst area are quite concerning, showing more
concern for a serious issue. However, smoothness and con-
cavity are also alarming here. Smoothness and concavity are
quite alarming here. Smoothness and concavity are quite alarm-
ing here. Smoothness and concavity are quite alarming here.
Smoothness and concavity are quite alarming here. Smoothness
and concavity are quite alarming here. Smoothness and con-
cavity are quite alarming here. Smoothness and concavity are
quite alarming here. Smoothness and concavity are quite alarm-
ing here. Smoothness and concavity are quite alarming here.
Smoothness and concavity are quite alarming here. Smoothness
and concavity are quite alarming here. Smoothness and con-
cavity are quite alarming here. Smoothness and concavity are
quite alarming here. Smoothness and concavity are quite alarm-
ing here. Smoothness and concavity are quite alarming here.
Smoothness and concavity are quite alarming here. Smoothness
and concavity are quite alarming here. Smoothness and con-
cavity are quite alarming here. Smoothness and concavity are
quite alarming here. Smoothness and concavity are quite alarm-
ing here. Smoothness and concavity are quite alarming here.
Smoothness and concavity are quite alarming here. Smoothness
and concavity are quite alarming here. Smoothness and concavity
are quite alarming here. Smoothness and concavity are quite
alarming here. Smoothness and concavity are quite alarming
here.....

which equals1 within the limit, decays linearly to0 between, and2, , and remains0

thereafter. We combine this term with the KL-based reward via

A¹G– 4– ,º = 0•6 AKL ¹G– 4º ¸ 0•4 Alen¹4; ,º• (3)

Figure 9 reports the reward distributions on 100 held-out test instances for the initial

checkpoint and the GRPO-trained checkpoint under this combined objective. Relative to

the untrained explainer, the trained model still improves in aggregate reward (mean/median

increasing from0•427•0•331to 0•589•0•501), but the gain is notably smaller than in the

KL-only setting. This is consistent with the intended e�ect of the length regularizer: it

removes one of the most accessible degrees of freedom for reward hacking (verbosity), but

it can also constrain the explainer's ability to optimize the KL-based component of the

objective.
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Figure 9: Reward distribution with KL + length penalty. Distribution of the combined rewardA =
0•6 AKL ¸ 0•4 Alen on 100 held-out test instances for the initial checkpoint (no training) versus the GRPO-trained
explainer with a soft word limit, = 150 (Equation(2)). The trained model improves mean and median
reward, but the gain is smaller than in the KL-only setting, consistent with the length term reducing degenerate
verbosity while also constraining optimization of the KL objective.

Qualitatively, the resulting explanations are substantially less degenerate than in the KL-

only experiment. In particular, Table 2 shows a side-by-side comparison in which the trained

checkpoint no longer exhibits the extreme phrase repetition pattern. Instead, it produces short,

focused explanations that mention a small number of in�uential features (e.g., emphasizing

worst-case symmetry and concave points) and gives a succinct narrative for why those signals

may indicate a more severe outcome. However, this improvement in non-repetitiveness

comes with a trade-o� in informativeness: the trained model's explanations often become

overly terse, sometimes reading as a generic summary of a few cues rather than a more

comprehensive account of the decision. This contrast is illustrated by the representative

example, where the untrained checkpoint provides a longer and more structured enumeration

of feature groups (size-related measurements, compactness/concavity, and variability terms),

while the trained checkpoint compresses the description into a brief statement that, although

82



coherent, provides less coverage of the feature space and less explicit structure.

This behavior is also re�ected in the training dynamics of explanation length. Figure 10

shows a clear downward trend in average word count over training, consistent with the length

penalty shaping the policy toward shorter completions. Taken together, these results suggest

that introducing a relatively strong length penalty successfully suppresses the most obvious

reward-hacking mode (runaway verbosity and repetition), but may also steer the policy

toward under-explaining by prioritizing brevity over detailed justi�cation. This motivates

our next experiment, where we retain the same length-based constraint but reduce its weight

to better balance conciseness with distributional alignment and explanatory richness. The

detailed quantitative and qualitative results of this reduction are deferred to the Appendix

C.1. Overall, reducing the penalty weight produces a clear upward shift in reward and

partially restores explanatory content, while still avoiding the extreme repetition observed in

the KL-only setting. At the same time, this reduction surfaces a remaining limitation: the

added detail does not reliably translate into more informative explanations from a human

perspective. In particular, longer explanations can reintroduce speculative phrasing or

generic heuristics that are not clearly grounded in the instance or the black-box model's

behavior, indicating that length alone is an imperfect proxy for informativeness.

Taken together, these results suggest that (i) a moderate length penalty can e�ectively

curb the most degenerate repetition while preserving the ability to optimize KL agreement,

but (ii) additional structure is needed to reward explanations that are not only non-repetitive,

but also informative and decision-relevant. This motivates our next experiment, where we

retain a mild length constraint and introduce an additional reward term based on pointwise

mutual information (PMI) to encourage explanations that convey higher-information content

while maintaining distributional faithfulness.

Adding a PMI-based speci�city reward improves explanation grounding while pre-

serving strong KL-driven performance. While the length-penalty sweep in the previous
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Figure 10: Training-time word count with KL + length penalty. Average generated explanation length
(word count) over GRPO training steps when optimizing the mixed objective0•6 AKL ¸ 0•4 Alen with , = 150 .
The overall downward trend indicates that the length term e�ectively suppresses verbosity, aligning with
qualitative comparisons showing fewer repetitive outputs.

section partially restored content (by reducing over-regularization), it also highlighted an

important limitation: more words do not necessarily mean more information. In particular,

under weaker length constraints, the explainer can become more verbose while still pro-

ducing generic or speculative narratives that are only loosely tied to the instance at hand.

To explicitly encourage context-tied explanations, we introduce a third reward component

based on pointwise mutual information (PMI), computed using the same model family as the

judge. Intuitively, the PMI term rewards explanations that are substantially more likely when

conditioned on the instance-speci�c context than when generated in a generic, context-free

setting.

Formally, letGdenote the current instance and let2¹Gºdenote the context string provided

to the scorer (e.g., the input features and the black-box probability vector). Let4 be the
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Table 2: Representative explanations under KL + length penalty. Side-by-side comparison of explanations
from the initial checkpoint and the GRPO-trained checkpoint under the mixed objective0•6 AKL ¸ 0•4 Alen
(with , = 150 ). The length penalty mitigates the repetition observed in KL-only training, but the trained
explanations often become more terse and cover fewer feature groups than the untrained baseline.

Initial checkpoint (no training) Trained checkpoint (KL + length penalty)

First checkpoint
The model evaluates several features to determine the class.
Features related to size, such as mean radius, mean perimeter,
and worst radius, have a strong in�uence, suggesting larger
measurements may signal one class. Mean area and worst area
also play a notable role, indicating that overall size is important.
Features like mean compactness and worst compactness seem
to push the decision in one direction, while mean concavity
and worst concavity may counterbalance them slightly. Other
features, such as mean symmetry and worst symmetry, appear
to have less impact. The model also considers the variability in
measurements, like texture error and area error, which suggest
how consistent the data is. These factors together shape the
model's reasoning, with some features pulling more strongly in
one direction than others.

Last checkpoint
The model considers several features to make its decision. The
worst-case values, like the highest worst symmetry and the most
concave points in the worst-case measurements, lean towards a
more severe outcome. Increased symmetry and concavity in the
worst-case numbers might indicate irregularities. Overall, these
indicators could suggest something more serious.

generated explanation. Using a log-probability scorer B, de�ne two prompts:

c2 := �Context:\n� k 2¹Gº k �\n\nExplanation:\n�– c D := �Explanation:\n�–

and letlog ?B¹4 j cºdenote the log-probability assigned byBto the full continuation4 under

prompt c. We compute a length-normalized PMI-per-token score as

PMI¹G– 4º :=
1

=¹4º

�
log ?B¹4 j c2º � log ? B¹4 j cDº

�
– (4)

where=¹4ºis a token-count normalization (in our implementation,=¹4º = maxf1– min¹=2– =Dºg,

with =2– =D the number of scored tokens under c2– cD, respectively).

Finally, we map this real-valued score into »0– 1¼ via a logistic function:

APMI¹G– 4º := f
�
U

�
PMI¹G– 4º � g

� �
=

1
1 ¸ exp

�
� U¹PMI¹G– 4º � gº

� – (5)

with U = 0•8 and g = 0 in our experiments.

This construction assigns high reward when the explanation is substantially more

predictable given the speci�c context than in a context-free prompt. In other words, generic
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explanations that could be reused across many instances tend to have similar likelihood

underc2 andcD, yielding low PMI, whereas explanations that meaningfully incorporate

instance-speci�c cues (e.g., the particular feature patterns and black-box outputs present

in 2¹Gº) become signi�cantly more likely underc2, yielding higher PMI. Accordingly, we

optimize the combined reward

A¹G– 4– ,º = 0•7 AKL ¹G– 4º ¸ 0•1 Alen¹4; ,º ¸ 0•2 A PMI¹G– 4º•

Figure 11 reports the resulting reward distributions on 100 held-out test instances for the

initial checkpoint versus the PMI-augmented trained checkpoint. The trained model exhibits

a clear improvement over the untrained baseline (mean/median increasing from0•427•0•331

to 0•684•0•971), suggesting that the explainer can retain strong KL-driven performance

while being shaped toward more context-speci�c outputs.

Figure 11: Reward distribution with KL + length + PMI. Box plots of the test-time reward on 100
held-out instances for the initial checkpoint (no training) versus the GRPO-trained explainer optimized with
A = 0•7 AKL ¸ 0•1 Alen ¸ 0•2 APMI. The PMI term encourages context-speci�c explanations while preserving
strong performance under the combined objective.
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Qualitatively, the PMI term produces a noticeable shift in the style and structure of

explanations. As illustrated in Table 3, the trained explainer tends to produce narratives

that (i) enumerate feature families in a more instance-grounded way, (ii) explicitly reference

�worst-case� versus average measurements, and (iii) connect size-, shape-, and variability-

related cues into a coherent account of what drives the decision. Compared to prior

settings, the trained PMI-augmented explanations are less prone to the two earlier failure

modes: they are neither dominated by extreme repetition (as in KL-only training) nor

overly compressed into short, generic templates (as under a strong length penalty). In

the representative example, the trained model frames the explanation around a structured

decomposition�size-related measurements (radius/perimeter/area), shape characteristics

(smoothness/symmetry), worst-case deviations (concavity/compactness), and measurement

errors (variability)�which makes the explanation feel more tightly tied to the instance

context rather than interchangeable across instances. By contrast, the untrained baseline

remains plausibly worded but is more �boilerplate�: it lists feature groups and generic

interactions without the same degree of context-conditioned organization.

Table 3: Representative explanations with PMI-augmented reward. Side-by-side comparison of expla-
nations from the initial checkpoint and the PMI-augmented trained checkpoint. The PMI term encourages
explanations that are less boilerplate and more tightly anchored to the instance context, while the KL term
preserves alignment with the black-box predictive distribution.

Initial checkpoint (no training) Trained (KL + length penalty + PMI)

First checkpoint
The model considers several key features to make its decision.
Features like mean radius, mean perimeter, and mean area suggest
a larger size, which might indicate one class. At the same time,
details like mean concavity and worst concave points signal
certain shape characteristics that could point to another class.
Other factors, such as mean symmetry and worst symmetry,
provide contrast, helping to balance the decision. The model also
looks at error measurements, like area error and compactness
error, which highlight variability and could in�uence the outcome.
Some features, like mean smoothness and worst smoothness, show
texture-related details that work together to support one side of the
decision. The model weighs all these traits, adjusting for how they
interact, to arrive at a conclusion based on the patterns it has seen
before.

Last checkpoint (KL + LP + PMI)
The model looks at several key features to make its decision.
It considers the average radius, perimeter, and area, which are
all larger than usual, suggesting a more signi�cant size. Along
with this, it examines the shape characteristics, like smoothness
and symmetry, which are somewhat irregular. The model also
pays attention to the worst-case measurements, where radius,
perimeter, area, and features related to concavity and compactness
are more extreme, showing greater deviation from typical patterns.
Errors in measurement for some of these features are also higher,
indicating less consistency or more variability, which the model
takes into account. These factors together contribute to a balanced
consideration of size, shape, and inconsistencies, guiding the
decision process.

The corresponding training dynamics in Figure 12 show that the PMI-augmented model

maintains explanation lengths in a comparatively stable mid-range overall (with a mid-
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training dip and late recovery), avoiding both the runaway verbosity that enabled reward

hacking and the monotone shrinkage induced by stronger length penalties. Overall, these

results support the view that a PMI-style speci�city signal is a useful complement to KL

faithfulness: KL alone can be gamed, and length regularization alone can over-constrain

content, whereas PMI provides an explicit incentive for explanations that are less generic

and more strongly anchored to the instance context.

Figure 12: Training-time word count with PMI-augmented reward. Average generated explanation length
(word count) over GRPO training steps underA = 0•7 AKL ¸ 0•1 Alen ¸ 0•2 APMI. Word counts remain in a
stable mid-range overall, avoiding both runaway verbosity (KL-only) and excessive compression (strong length
penalty).

Discussion: plausibility is not faithfulness, and veri�cation remains the core challenge.

Across all experiments, a consistent theme emerges: highly plausible natural-language

explanations are not automatically faithful to the underlying black-box model. In the KL-only

setting, we observed a stark form of this failure�the explainer learned to produce repetitive

outputs that achieved high reward by exploiting the judge interface, despite being unhelpful

to a human reader. Introducing length penalties mitigated this degeneracy but revealed a

di�erent tension: suppressing verbosity can make explanations concise yet under-informative,

88



and weakening the penalty can restore detail without guaranteeing decision relevance. Adding

PMI improved context speci�city, but the broader issue remains: the explanation channel is

easy to game unless the evaluation signal tightly constrains what counts as valid evidence of

faithfulness.

A promising direction is therefore to design more robust reward functions and veri�cation

protocols that are harder to exploit. For example, one can (i) incorporate counterfactual

checks by requiring an explanation to correctly predict how the black-box output changes

under controlled feature perturbations, (ii) enforce su�ciency/necessity constraints by

rewarding explanations that remain predictive when only the cited evidence is provided

(and fail when that evidence is removed), or (iii) use multi-judge or adversarial setups that

penalize explanations that are predictive but non-discriminative across distinct contexts.

We are actively running additional experiments along these lines, focusing in particular on

mechanisms that restrict the explainer to veri�able intermediate representations rather than

unconstrained natural language.

Toward mechanistic grounding via an interpretable intermediate representation (ongo-

ing experiments). Motivated by the above, we are extending the framework with ideas from

mechanistic interpretability, whose aim is to reverse-engineer internal computations into

human-comprehensible components. In ongoing work, we introduce an explicit interpretable

intermediate representation derived from sparse autoencoder (SAE) features. Rather than

allowing the explainer to describe the model freely, we �rst construct a dictionary of

semantically grounded concepts aligned to a small active subset of SAE features. Concretely,

a Concept Mapper LLM proposes candidate natural-language meanings for the top-: active

SAE features using contrastive evidence (inputs that activate a feature versus inputs that do

not). Following this, an Explainer LLM subsequently produces an instance-level explanation

under a strict schema that may reference only this validated concept dictionary, preventing it

from introducing external, unveri�able narratives. As before, faithfulness is evaluated by a
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judge model via KL divergence between the black-box output and the judge-simulated output

conditioned on the constrained explanation, while additional penalties are incorporated to

improve performance. The illustration of the described work�ow is given in Figure 13.

At a high level, this two-stage pipeline o�ers a principled way to address the plausibility�

faithfulness trap. It cleanly separates semantic grounding (feature-to-concept mapping that

must pass contrastive tests) from predictive reconstruction (instance-level explanation that

must reproduce black-box behavior), while coupling the two through a restricted, empirically

auditable intermediate representation. By requiring explanations to be expressed in terms of

validated intermediate concepts, the system reduces the degrees of freedom available for

reward hacking and provides a clearer path toward explanations that are both human-readable

and structurally linked to the model's internal mechanisms.

Figure 13: Concept-grounded faithful explanations. For a tabular instanceG, the black-box model outputs
? 5¹H j Gºwhile an SAE identi�es the top-: active features. A Concept Mapper LLM uses these feature IDs
and contrastive tabular evidence to build a dictionary (feature_id ! concept name). A schema-constrained
explainer cites only dictionary concepts to produce4, and a judge LLM maps¹G– 4ºto @¹H j G– 4º. Training
uses a KL-consistent reward exp¹�KL¹?5k@ºº (minus penalties) with a GRPO update loop.

Preliminary evidence from concept-grounded explanations (ongoing experiments).

Under the same experimental setting (Breast Cancer Wisconsin dataset, black-box classi�er,

and judge-based KL evaluation), our ongoing experiments provide encouraging evidence that

90



the mechanistically grounded variant improves the structure and auditability of explanations

while reducing failure modes observed in the earlier unconstrained free-form setup. In the

current runs, the concept-grounded explanations exhibit a clear recurrence pattern at the

dataset level: a relatively small set of validated SAE-linked concepts appears repeatedly across

winning explanations (Table 4). Importantly, this does not mean that the explainer is selecting

concepts from a global concept pool. Rather, for each instance, the candidate concept set is

constructed upstream by taking the top activated SAE features (e.g., top-3) and supplying

their mapped-and-validated concept names to the explainer under a constrained schema. The

empirical pattern in Table 4 therefore indicates that certain validated concepts recur frequently

among the top activated SAE features across many instances and consequently reappear

in winning explanations. This is encouraging because it suggests that the SAE-to-concept

mapping stage is surfacing a stable set of reusable, semantically grounded descriptors that

can support predictive reconstruction in a constrained explanation format. Moreover, because

each concept is tied to a validated SAE feature and an explicit natural-language de�nition,

the resulting explanations can be inspected, challenged, and re�ned at the concept level.

Qualitatively, the outputs also exhibit a more disciplined explanation style than in the

unconstrained setting. As illustrated by the representative example in Table 5, the explainer

produces a schema-constrained explanation that separates (i) mechanisms (the provided

validated concepts that are cited), (ii) aggregation (how the cited concepts jointly support

the predicted class), and (iii) limits (an explicit statement about the limitation). In the

example, the explanation cites High shape irregularity and High size variability as the

active mechanisms and then aggregates them into a concise rationale for the malignant

class, while explicitly noting that no external evidence beyond the validated concepts is

used. This type of output is more auditable than free-form explanations because each claim

is traceable to cited concepts (e.g.,[cite: 58] , [cite: 0] ) and, in turn, to speci�c

SAE features. While quantitative comparisons are still in progress, these preliminary results

suggest that the intermediate concept layer meaningfully constrains the explanation space,
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reduces opportunities for reward hacking, and provides a promising path toward explanations

that are simultaneously faithful, interpretable, and veri�able.

Table 4: Most frequently cited validated concepts in winning explanations (ongoing experiments). The
table reports the top �ve concept names by citation count (hits) across current runs of the concept-grounded
explainer. Here, feature_id denotes the corresponding SAE feature index. Since concepts are supplied upstream
from top activated SAE features for each instance, these counts re�ect dataset-level recurrence of provided
concepts in winning explanations rather than free concept selection from a global vocabulary.

feature_id hits top_concept_name de�nition

58 587 High shape irregularity Pattern of increased shape errors and irreg-
ularities in measurements.

17 459 High Perimeter VariabilityPattern of varying perimeter measurements
across di�erent areas.

5 341 High Fractal Dimension Pattern characterized by elevated fractal
dimension values.

0 322 High size variability Variability in size measurements across
di�erent features.

56 220 Texture irregularity Uneven texture variations in the tissue sam-
ples.

Table 5: Representative concept-grounded explanation (preliminary). Example output from the constrained
explainer illustrating the schema-separated format (Mechanisms, Aggregation, Limits) and concept-level citations
used for auditability.

Mechanisms:
- �High shape irregularity� [cite: 58]
- �High size variability� [cite: 0]

Aggregation:
- The sample exhibits both high shape irregularity and high size variability,
indicating signi�cant deviations from standard measurements, which strongly
suggest a prediction of class malignant [cite: 0, 58]

Limits:
- The explanation relies solely on the provided concepts, and no external evidence
or alternative interpretations are considered [cite: 0, 58]

We leave a full empirical evaluation of this mechanistically grounded variant to ongoing

work, but view it as a promising direction for scaling faithful explanation beyond purely

post-hoc natural language.
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4.6 Conclusion

Natural-language explanations for black-box models are increasingly attractive because they

align with how humans ask for, interpret, and use explanations. However, as this essay

emphasizes, plausibility in language is not equivalent to faithfulness to the underlying model.

In particular, free-form LLM-generated explanations can appear coherent and persuasive

while failing to re�ect the actual predictive behavior of the black-box classi�er, creating

a central challenge for explanation design and evaluation. To address this challenge, we

introduced a KL-consistent reinforcement-learning framework for faithful natural-language

explanations. The core idea is to treat an explanation as a probabilistic compression of

the black-box model: an explanation is rewarded when an independent judge LLM can

reconstruct the black-box predictive distribution from the explanation and the input instance.

This leads to a distributional faithfulness objective based on KL divergence, and enables

training an explainer LLM via GRPO-style policy optimization without requiring gradient

access to the black-box model. Our preliminary experiments show both the promise and

the limitations of this approach. On the one hand, the KL-based objective provides a

direct and testable signal for explanation faithfulness in language space. On the other

hand, optimizing this signal in isolation can induce reward-hacking behavior, including

repetitive and degenerate explanations that improve reward without improving human

interpretability. To mitigate this, we studied auxiliary reward components, including a

length-based regularizer and a PMI-based speci�city reward. The results suggest that

these components are useful for discouraging verbosity and encouraging context-grounded

explanations, but they also highlight the broader di�culty of jointly optimizing faithfulness,

informativeness, and usability. Overall, this essay establishes a principled starting point

for training LLM explainers using explicit faithfulness objectives rather than plausibility

alone. At the same time, the current results make clear that robust veri�cation remains the

core challenge. As discussed in the main text, our ongoing work extends this framework by

introducing a constrained, mechanistically grounded intermediate representation based on
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sparse autoencoder features and validated concept dictionaries, with the goal of reducing

reward hacking and improving veri�ability. We view this direction as a promising path

toward explanations that are not only human-readable, but also structurally linked to the

underlying model's behavior.
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A Appendix: Essay 1

A.1 Organization of the Appendix

The Appendix collects all proofs, supporting lemmas, and supplementary discussions that

underlie the theoretical and algorithmic developments in the main paper. Below we provide

a roadmap so readers can locate the components relevant to their interests.

Appendix A.2: Additional Literature Review. Appendix A.2 places our contribution

within the broader o�ine reinforcement-learning literature. It explains why classical o�ine

RL methods fail in the presence of censored and dependent demand, outlines the construction

of the high-order MDP and the associated Bellman equations, and motivates the development

of C-FQI and PC-FQI as principled adaptations of �tted Q-iteration with reward imputation

and pessimism.

Appendix A.3: Why does not Naïve �Uncensoring� the State Fix the Structure?

Appendix A.3 provides a dedicated discussion explaining why simply imputing latent

demand (or rewards) does not restore the Markov property in the observational state

under temporally dependent demand. This section directly supports the modeling choice

of censoring-aware, history-indexed value functions and specialized Bellman equations

developed in Sections 2.4.1�2.4.5.

Appendix A.4: Layer 5 � Relaxing Linear MDP Structure. Appendix A.4 presents the

�nal extension beyond the linear MDP condition by allowing nonlinear dynamics modeled

in a reproducing kernel Hilbert space (RKHS).

Appendix A.5: Algorithmic Details. Appendix A.5 provides a consolidated algorithm

table of the proposed algorithms, C-FQI and PC-FQI.
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Appendix A.6: Details of Numerical Results. Appendix A.6 contains experimental

details (i.e., implementation choices)

Appendix A.7: Additional Material Appendix A.7 complements the main theoretical

development by situating the proposed framework within classical inventory models,

clarifying the structural novelty introduced by censoring and temporal dependence, and

positioning the regret guarantees relative to both the pricing and inventory-control and o�ine

reinforcement-learning literatures.

Appendix A.8: Regret Decomposition. Appendix A.8 presents the regret decomposition

that serves as the starting point for all subsequent theoretical derivations in the paper.

Appendix A.9: Proof of Theorem 1 (Idealized Setting). Appendix A.9 contains the

complete proof of the regret guarantee in the idealized regime (i.e., Layer 1). Concretely, it

utilizes the regret decomposition derived in Appendix A.8 under the idealized setting.

Appendix A.10�A.13: Proofs for Layered Relaxations (Corollaries 1�4). Appen-

dices A.10 through A.13 provide the proofs for the intermediate corollaries corresponding

to Layers 2�5 in the layered regret analysis. Appendix A.10 proves Corollary 1 (Layer

2), which relaxes su�cient censoring coverage and introduces the unidenti�able regret

component. Appendix A.11 proves Corollary 2 (Layer 3), which relaxes Assumption 5 and

yields the Total Action Discrepancy (TAD) penalty. Appendix A.12 proves Corollary 3

(Layer 4), where Assumption 6 is relaxed. Appendix A.13 proves Corollary 4 (Layer 5),

which relaxes Linear MDP assumption (i.e., Assumption 7). Overall, they complete the

sequence of relaxations needed before synthesizing the master theorem. Together, these

appendices isolate each added source of complexity.

Appendix A.14: Proof of Theorem 2 (General Regret Bound). Appendix A.14 syn-

thesizes the relaxations established in Appendices A.10�A.13 and derives the full general
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regret bound.

Appendix A.15�A.16: Key and Technical Lemmas. Appendix A.15 collects the main

auxiliary lemmas used throughout the proofs. Appendix A.16 provides additional technical

lemmas that are referenced across multiple proof sections.

Appendix A.17: Proof of Propositions and Lemmas. Appendix A.17 contains the com-

plete proofs of the propositions and auxiliary lemmas stated in Appendix A.15�A.16. While

these lemmas are summarized and invoked throughout the main theoretical developments,

their detailed technical proofs are deferred to Appendix A.17 to preserve readability of the

primary arguments.

A.2 Additional Literature

Policy Learning through O�ine Reinforcement Learning. The �eld of o�ine policy

learning within the reinforcement learning (RL) framework has garnered signi�cant attention

in both computer science and statistics. Traditional o�ine RL approaches are typically built

on the framework of MDPs (Bertsekas 1995, Sutton and Barto 2018). Under this framework,

it is well known that an optimal policy can be derived based on the optimal Q-function,

obtained through solving the Bellman equation which relies on the Markov property (e.g.,

Ernst et al. 2005a, Riedmiller 2005, Jin et al. 2021, Kumar et al. 2020). However, in our

problem setting, existing o�ine RL methods fall short due to two primary challenges: the

failure of the Markov property caused by the censored demand and the absence of reward

information at censored data points.

Firstly, the failure of the Markov property as a result of the censored demand prevents us

from characterizing the optimal policy using the standard Q-function, the cornerstone of

conventional o�ine RL algorithms. In classical MDP settings, an optimal stationary policy

always exists and it takes the greedy action with respect to the optimal Q-function. But, in
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our case, the structure of the optimal policy becomes unknown, potentially non-stationary

and non-Markovian. We demonstrate that identifying the optimal policy is nearly equivalent

to solving for an optimal policy within a speci�c high-order MDP, characterized by multiple

optimal Q-functions that depend on consecutive censoring instances and can be obtained

through an alternative form of Bellman equation tailored for our problem setting.

Secondly, the most existing o�ine RL algorithms assume that the o�ine data contains

complete reward information throughout the observation period. In our scenario, however,

reward information is missing at censored data points, which complicates the direct application

of standard methods. To overcome this, we employ advanced survival analysis techniques to

impute the missing reward information by generalizing the idea proposed in Qi et al. (2022).

With the alternative form of Bellman equation catered for our problem setting and

imputed rewards, we adapt the idea of FQI algorithm to our speci�c context, leading to

the development of the Censored Fitted Q-Iteration (C-FQI) algorithm. This algorithm is

designed to approximate the aforementioned Bellman equation from the o�ine data with

imputed reward information, and accordingly, output a near-optimal and data-driven policy.

Furthermore, a typical challenge in o�ine reinforcement learning is insu�cient data

coverage, which stems from the static nature of historical data and the lack of exploration.

This issue arises in our problem as well and often leads to distribution shift, where the

optimal policy di�ers signi�cantly from the data available for training (Wang et al. 2020,

Levine et al. 2020). Recent research has aimed to address this challenge by adopting a

pessimistic approach in policy optimization, minimizing exploration of rarely encountered

state-action pairs within the batch data. This approach has been shown to mitigate the risks

associated with insu�cient data coverage and has led to the development of new algorithms

based on pessimism principle (Kumar et al. 2020, Fujimoto et al. 2019, Liu et al. 2020,

Rashidinejad et al. 2021, Jin et al. 2021, Zanette et al. 2021, Zhan et al. 2022, Fu et al.

2022). In our work, we incorporate the pessimism principle into the C-FQI algorithm to

address extrapolation error and possibly enhance its performance in pricing and inventory
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control tasks, leading to the development of PC-FQI. This approach allows us to extend the

applicability of our method to real-world scenarios where the o�ine data coverage is often

limited.

A.3 Why does not Naive Uncensoring the State Fix the Structure?

A crucial question, central to the challenge of censored data, is whether imputation can

e�ectively �uncensor� the problem and simplify it to a standard MDP. To investigate this,

one might propose creating a plug-in state by replacing the observed sales,/ C�1, with an

imputed demand,b� C�1, whenever a stockout occurs:

e, C :=
�
- C– .C–e/ C�1– �C�1

�
– e/ C�1 :=

8>>>><

>>>>
:

� C�1– �C�1 = 1–

b� C�1– �C�1 = 0•

While this approach is tempting, it is fundamentally �awed. The core reason is that a single

plug-in numberb� C�1 is not a su�cient statistic for the future dynamics under censoring;

the transition to next state and reward depend on the full posterior distribution of the latent

� C�1, not just its point estimate. In other words, imputation addresses the statistical issue of

a missing data but fails to solve the deeper structural problem of a non-Markovian process.

This failure, which we detail and illustrate below, is precisely what necessitates the high-order

framework developed in this paper.

To illustrate, assume the linear AR(1) demand model with Gaussian error:

� C = \ 0 ¸ \ G- C� V%C¸ d� C�1 ¸ Y �
C – Y�C � N ¹0– f 2

� º–

and supposeC�1 is censored (� C�1 = 0) while C�2 is uncensored (� C�2 = 1), so� C�2 = / C�2

is known. De�ne the AR(1) predictor for �C�1 given , C�1– �C�1:

< C�1 := \ 0 ¸ \ G- C�1 � V%C�1 ¸ d� C�2•
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Under censoring atC�1, we only know� C�1 ¡ . C�1, so the posterior distribution is truncated

normal:

� C�1
�
� , C�1– �C�1– �C�1 = 0 � N ¹< C�1– f 2

� º truncated to ¹.C�1– 1º•

Consequently, the predictive distribution of� Cgiven � ¹C�1º:Cis a normal mean�variance

mixture:

� C
�
� � ¹C�1º:C

3
= \ 0 ¸ \ G- C� V%C¸ d� C�1 ¸ Y �

C –

with

` C= E»� C j � ¹C�1º:C¼ = \0 ¸ \ G- C� V%C¸ d E»� C�1 j , C�1– �C�1– �C�1 = 0¼–

f C= Var¹� C j � ¹C�1º:Cº = d2 Var¹� C�1 j , C�1– �C�1– �C�1 = 0º ¸ f 2
� •

A plug-in statee, Cthat stores onlyb� C�1 reproduces C̀but not fC; Hence

�
, C¸1– ' C

�
6?? ¹, C�1– �C�1º

�
�
� ¹ e, C– �Cº– (1)

This implies the plug-in state is informationally incomplete. To recover the missing variance

information, one must look back to the history through the latest time point, with no censoring

which, in this example, is¹, C�1– �C�1º. The plug-in state therefore fails to ensure �rst order

conditional independence as in the case of underlying decision processf¹( C– �C– ' CºgC�0.

Therefore, the process remains fundamentally non-Markovian even if the plug-in state is

used. This reinforces the necessity of characterization of the observed process.

Furthermore, this approach breaks the stationary-environment assumption required by all

o�-policy algorithms, a classic pitfall in o�-policy learning. To make this concrete, consider

that our imputation model is trained on a static dataset generated by a speci�c behavior

policy (e.g., a �cautious� manager who keeps inventory high and rarely has stockouts). The
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goal of an o�-policy algorithm, however, is to �nd a new, potentially very di�erent target

policy (e.g., an �aggressive� manager who keeps inventory low, leading to more frequent

stockouts). When the algorithm evaluates this aggressive policy, it generates histories that

are out-of-distribution for the imputation model. The model, trained on �cautious� data,

will produce biased and unreliable estimates when confronted with the frequent, consecutive

stockouts generated by the aggressive policy. This means the very de�nition of plug-in state,

e, C, becomes systematically wrong under the new policy. The rules of the game are no longer

�xed; the state transition probabilities e�ectively change as the learned policy evolves. This

violates the core assumption of o�-policy optimization and makes convergence to a true

optimum impossible.

A.4 Layer 5: Relaxing Linear MDP Structure.

Finally, we relax Assumption 7. Since operational dynamics can be nonlinear, we extend

our analysis to kernel-based nonlinear function approximation in an RKHS, adopting the

theoretical framework established by Chang et al. (2021). Algorithmically, this replaces

the linear least-squares step in the FQI updates with kernel ridge regression under a kernel

: ¹�– �º.

In the RKHS setting, the �xed feature dimension3 is replaced by a capacity measure of

the kernel class. Following the analysis in Chang et al. (2021), we quantify this capacity

using the e�ective dimension of a kernel, denoted as3� , where the exact characterization of

this term is provided in De�nition 4 of Appendix A.15. Intuitively,3� captures the "e�ective

dimension" of the feature space accessible by the kernel given#) samples. As derived in

Chang et al. (2021), the convergence rate of the uncertainty quanti�er in the RKHS setting

depends on this e�ective dimension rather than a static dimension. This generalization

modi�es the regret bound in the idealized setting as follows.

Corollary 4 (Regret under General Structure) Suppose all assumptions from Theorem 1

hold, except Assumption 7 and let = d ln #)
2¹1�Wºe. Furthermore, assume that the dynamics
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belong to a reproducing kernel Hilbert space (RKHS) characterized by a kernel: ¹�– �º. Then

for anyn 2 ¹0– 1ºandY 2 ¹0– 1ºsuch that2
�
¹= –1 ¸ 3ºn ¸ Y

�
Ÿ 1, the following regret bound

holds with probability at least 1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
:

max¹Regret¹bc º– Regret¹ec ºº . Estat¹#)– 3� º–

where

Estat¹#)– 3� º := max

 

3�
�
3� ¸ log¹1•nº

�
s

� cov

d#)
–

q
3�

�
3� ¸ log¹1•nº

�
s

1 ¸ 3 �

d #)

!

¸� 5¹Yº¹#)º � X ¸l #)

This bound replaces theEstat¹#)– 3º term from the ideal setting in Theorem 1 with

Estat¹#)– 3� º. The key change is the substitution of the �nite dimension3 with the e�ective

dimension3� , which is de�ned through the eigenspectrum of the kernel (via Mercer's

theorem) relative to the o�ine data distribution and the sample size (Chang et al. 2021).

Intuitively, 3� measures how many e�ective degrees of freedom of the RKHS are learnable

from #) samples: kernels with faster spectral decay yield smaller3� at a given sample size,

while richer kernels induce a larger3� . Importantly, in the �nite-dimensional linear-kernel

case,3� is bounded by the (data-dependent) rank quantity and the bound recovers the linear-

structure behavior (up to logarithmic factors). Finally, the choice of =
l

ln #)
2¹1�Wº

m
continues

to re�ect the same bias-variance trade-o� as in the linear case: it makes the truncation bias

W comparable to the leading statistical term (which decays at rate¹#)º �1•2 ), ensuring that

the regret is asymptotically dominated byEstat¹#)– 3� º. Finally, it is worth emphasizing that

the leading term inEstat¹#)– 3� º attains the state-of-the-art scaling for kernelized o�ine

RL: up to logarithmic factors and problem-dependent constants (e.g., horizon and coverage),

it behaves as~$
�
32

� •
p

#)
�
, which is consistent with the e�ective-dimension rates established

in Chang et al. (2021).

Managerial insight. Relaxing the structural assumption sharpens the trade-o� between

model �exibility and data requirements through3� . A simple representation (small3� ) is

115



easier to learn and provides reliable improvements with limited data, but may miss nonlinear

e�ects such as localized price sensitivities or regime changes. A more expressive kernel can

capture these nuances, yet it e�ectively increases3� and therefore demands more historical

data to separate signal from noise. Since3� is de�ned through the kernel spectrum relative

to the o�ine data distribution, the same modeling choice can behave very di�erently across

�rms and markets: if the historical data concentrates on a low-dimensional set of operating

regimes, the learnable complexity (and thus the achievable accuracy) is correspondingly

limited. Practically, this suggests that �rms with smaller datasets should favor simpler

kernels or stronger regularization, while �rms with large transaction logs can deploy richer

kernel-based model, provided their data spans the operating regimes where decisions will be

made.

A.5 Algorithm

In this section, we present the details of our proposed algorithms in Table 5.

A.6 Details of Numerical Results

The environment in which our algorithms are tested is characterized by speci�c features:

the interest rate (� ' ) and the state of the economy ((� ), denoted as- C= ¹� ' C– (� Cº. The

capacity of the inventory is set to 25, i.e.,�C2 f0– � � � – 25g, and the maximum order quantity

at any given time is 15, i.e.,$ C2 f0– � � � – 15g. For simplicity, we only allow discrete price

actions such that%C2 f4– 4•25– 4•5g. For the reward function, we set the the stock-out cost

� 1–C= 2, the ordering cost �2–C= 3, and the holding cost �3–C= 1 for all C � 0.

In data generation phase, the interest rate is modeled using an autoregressive process,

while the state of the economy is represented as a discrete variable indicating either an

expanding or contracting economy. The demand process is also modeled as an autoregressive

process in�uenced by various covariates, including the interest rate, the economic state,
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and the price. When generating the demand, we truncate it to ensure that the consecutive

censoring is limited to 3 instances, i.e.,=)–1 is 3. In the numerical study, we consider

two scenarios with two di�erent behavior policies to generate actions. In particular, we

use a uniform behavior policy,c1, over the action space in the �rst scenario while, in

the second scenerio, we employc � as the behavior policy, where we approximatec � by

a Monte Carlo method. For each experiment, we consider a) = 50 planning horizon of

50 episodes, executed independently 50 times. Training of our algorithms starts with 5

episodes (i.e.,5 � 50 observations) and increases in increments of 5 up to 50 episodes.

For each episode level¹5– 10– • • • – 50º, we run = 10 iterations of the algorithms. The

resulting policy is tested in the environment over 500 episodes. We then compute the

average reward for these 500 episodes, and �nally, report the overall mean across the 50

independent runs as a performance evaluation of our algorithm. In addition to running C-FQI

and PC-FQI on these o�ine data sets, we also consider a hybrid approach that combines

both algorithms. Speci�cally, this fusion approach runs PC-FQI for the �rst 4 iterations,

followed by C-FQI for the subsequent 6 iterations. In each iteration of our algorithms, we

utilize kernel ridge regression. For hyperparameter tuning, we de�ne a parameter grid

that includes the regularization parameter_, the kernel options, and the kernel bandwidth.

Hyperparameter selection is performed via 5-fold cross-validation.

A.7 Additional Material

A.7.1 Special Cases of the Proposed Modeling Framework

Case 1: Classical Lost-Sales with Linear Demand (Reduction & Policy). Under our

linear demand model 1, we can setd = 0with and remove- C. Thus� C= U�V%Ç Y �
C , V ¡ 0.

Assume only ordering decisions is made as well as lost sales, zero lead time, and stationary

per-unit costs (no �xed setup cost). Then the problem reduces to the textbook lost-sales

model with linear demand. Accordingly,c �
oracle matches classical structures: Scenario

(i) single-period: the critical-fractile order with price chosen to maximize single-period
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expected pro�t; and Scenario (ii) multi-period, �xed price: an order-up-to (base-stock)

policy (e.g., Porteus 2002).

Case 2: I.I.D. Demand with Pricing and Fixed Ordering Cost (Reduction & Policy).

In the same linear demand model, eliminating- Cand settingd = 0 makes demand i.i.d. and

linear in price. With a �xed ordering cost and convex holding/shortage costs, the problem

becomes the classic joint pricing�inventory model with lost sales; the optimal policy,c �
oracle,

admits a static ¹B– (– ?º structure (Chen and Simchi-Levi 2004).

Case 3: Markovian Demand without Pricing (Reduction & Policy). Omit pricing

(%C) while only retaining demand in the state via� C�1. With zero lead time and per-unit

costs, the problem reduces to lost-sales inventory control with Markovian demand. Under

standard convexity/regularity conditions, the optimal policy,c �
oracle, is a state-dependent

¹B¹� C�1º– (¹� C�1ºº policy (thresholds depending on the demand state) (see Sethi and Cheng

1997).

Reference Price Furthermore, a key advantage of this framework is its ability to accommo-

date rich demand structures. First, any �nite-order temporal dependence can be encoded by

augmenting the state with appropriate lags of demand. Second, nonlinear e�ects of prices,

inventory, and covariates are naturally allowed, since the MDP is de�ned through an arbitrary

transition kernel and reward function rather than a speci�c linear speci�cation. Additionally,

incorporating covariates (e.g., macroeconomic indicators within- C) allows dependence

across periods even when prices are controlled, generalizing models that implicitly assume

demand is i.i.d. conditional on price (Petruzzi and Dada 2002, Araman and Caldentey 2009,

Feng et al. 2014, Chen et al. 2017). The framework also accommodates behavioral features

such as reference price e�ects (e.g., Chen et al. 2020). For example, under a commonly

studied reference-price model where consumers compare the current price to a perceived
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reference price, demand can be speci�ed as

� C= 1 � 0? C¸ 2¹AC� ? Cº– AC= UAC�1 ¸ ¹1 � Uº? C�1–

whereACrepresents the evolving reference price. In this case, augmenting the state byAC(or

equivalently?C�1) preserves the �rst-order MDP representation, demonstrating that such

behavioral extensions are naturally accommodated within our framework.

Why is our modeling framework necessary? Our framework addresses two distinct

consequences of censoring: (i) missing reward components under stockouts (since pro�t

depends on¹� C� . Cº¸ ), and (ii) loss of Markovian structure under dependent demand

because censoring hides the latent demand shocks that drive future demand. If demand is

independent across periods (e.g.,d = 0 in the AR(1) model), then the unobserved demand

history carries no predictive information about the future, and the observed process remains

Markov even under censoring; in this regime, the high-order MDP and specialized Bellman

equations are unnecessary, but reward imputation is still required to recover¹� C� . Cº¸ . If

censoring is absent, then demand is fully observed and rewards are observed; both di�culties

vanish and the problem reduces to a standard MDP setting where classical FQI applies. This

highlights that our high-order/Bellman construction is needed precisely for the interaction of

censoring and temporal dependence, whereas imputation only targets the separate issue of

missing reward under stockouts.

A.7.2 Further Remarks on Theoretical Results

The di�erence between Classical Coverage and Censoring Coverage, Recall that each

& ¹8º is de�ned over distinct history blocks consisting of the most recent¹8¸1º observations.

In particular,& ¹8ºdepends on a history containing exactly8 � 1 consecutive censored periods.

Thus, learning the optimal policy under censoring requires reliably estimating all such& ¹8º

functions from data. If the o�ine dataset never exhibits more than= consecutive censored
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periods, then the dataset never contains the history blocks required to de�ne& ¹=º. In this case,

the corresponding Bellman equations are structurally unidenti�able: the transitions needed

to form valid Bellman targets simply do not exist in the data. This exact phenomenon is

what our notion of censoring coverage is designed to capture. It does not measure how often

particular state�action pairs are visited; instead, it measures whether the dataset contains

su�ciently long censoring runs to support all layers of the high-order MDP induced by the

optimal policy. This is formalized as Su�cient Censoring Coverage in Assumption 3. In

contrast to classical coverage notions�where the state space is �xed and one only requires

su�cient visitation density�our High-Order MDP formulation reveals that the e�ective

state space itself expands with censoring depth. Each additional censored period creates a

new structural state indexed by8. As a result, we must learn a speci�c Q-function& ¹8º for

every censoring depth 8.

To illustrate suppose the optimal policy may induce up to= = 5 consecutive stockouts

during high-demand surges. This means that& ¹5º is required to optimally act after �ve

consecutive lost-sales periods. If the historical data only ever exhibits runs of length at most

= –1 = 3, then:

& ¹4º and &¹5º are structurally unde�ned in the dataset–

because the corresponding history blocks never appear. This failure is not a lack of statistical

density�it is a lack of structural support. Classical coverage metrics can not detect this

failure mode.

Consequently, classical coverage in o�ine RL is de�ned for a �xed state�action space:

once the MDP is speci�ed, the question is whether the dataset visits the state�action regions

used by the target/optimal policy often enough to estimate values accurately. Our setting

is di�erent because censoring changes the e�ective order of the control problem: each

additional consecutive censored period creates a new �depth� regime with its own state
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representation and associated& ¹8º. Therefore, before classical coverage is even meaningful,

the data must contain censoring runs as deep as those induced by the optimal policy;

otherwise the corresponding regimes (and the relevant Bellman objects) are structurally

absent and the optimal policy is not identi�able from the dataset. Once these censoring

depths are present (censoring coverage), the remaining question becomes the classical

one�within each supported depth, does the data adequately cover the states and actions that

the optimal policy would take

Reduction of Theorem 1 under Independent Demand. Consider the case where demand

is independent across periods (e.g., settingd = 0 in the AR(1) model from Eq.(1)). In

this regime, the unobserved demand history provides no information about the future. This

implies that the observed process satis�es the Markov property even under censoring, and

thus, the estimation error for the censoring depth (l #) ) vanishes from the regret bound, as

the "memory" of the process is e�ectively zero (= –1 = 0). Consequently, the regret bound

in Theorem 1 collapses to:

max¹Regret¹bc º– Regret¹ec ºº . E stat¹#)– 3º

:= max©
­
«

�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
– 3

s �
3 ¸ log¹1•nº

�
3

d #)
ª
®
¬

¸ � 5¹Yº¹#)º �X

This con�rms that our result thus can be interpreted as the �nite-sample regret guaran-

tee for the problem of o�ine multi-stage inventory and pricing control with censored,

independent demand. Furthermore, if there were no censoring, then �Imputation Error�

(i.e., � 5¹Yº¹#)º �X ) would vanish as well and the bound would reduce to classical o�ine

reinforcement learning case.

Comparison of Theorem 1 with Inventory Literature. The regret bound in Theorem 1

consists of a statistical term and two censoring-speci�c terms: the depth estimation error
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l #) and the reward-imputation term� 5¹nº¹#)º �X . When demand is fully observed, as in

the o�ine setting of Xie et al. (2024) and in the backlogging model of the online setting

in Gong and Simchi-Levi (2024), both censoring-related terms vanish. In this regime, our

bound reduces to~$¹1•
p

#)º , matching the standard~$¹1•
p

# sampleº statistical rate. We

note that Gong and Simchi-Levi (2024) study an online control problem, whereas our setting

is o�ine, so the notions of regret di�er; nevertheless, their fully observed model yields a

per-period convergence rate of~$¹1•
p

)º, consistent with our~$¹1•
p

#)º scaling.

Furthermore, Agrawal and Jia (2019) study an online periodic lost-sales inventory

problem with censored but i.i.d. demand across periods. In contrast, we study o�ine

joint pricing�inventory control with censored and dependent demand. Under the identical

conditions to their regime�inventory-only (�xed price), i.i.d. demand (no dependence),

the unobserved demand history provides no information about the future. This implies

that the observed process satis�es the Markov property even under censoring, and thus,

the estimation error for the censoring depth (l #) ) vanishes from the regret bound, as the

"memory" of the process is e�ectively zero (= –1 = 0). Consequently, the regret bound in

Theorem 1 collapses to:

max¹Regret¹bc º– Regret¹ec ºº . E stat¹#)– 3º

:= max©
­
«

�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
– 3

s �
3 ¸ log¹1•nº

�
3

d #)
ª
®
¬

¸ � 5¹Yº¹#)º �X

This is consistent with the1•
p

) average-cost decay implied by their~$¹!
p

) ¸ �º cumulative-

regret bound in Agrawal and Jia (2019).

Comparison of Theorem 2 with Standard O�ine RL. It is crucial to distinguish our result

from standard sample complexity bounds in pessimistic o�ine RL (e.g., Jin et al. (2021), Xie

et al. (2021), Shi et al. (2022)). Standard bounds typically scale as~$¹1•
p

#)º and vanish

asymptotically provided the dataset covers the optimal policy's state-action distribution. In
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contrast, our bound in Theorem 2 includes structural terms�speci�cally the Unidenti�able

Regret (Ecov) and Alignment Penalties (TAP– BAP)�that do not necessarily vanish with

sample size. These terms quantify the unique "cost of dependent and censored demand":

the irreducible risk incurred when the optimal policy generates censoring sequences longer

than those observed in history, or when operational safety constraints force deviations from

greedy value maximization. These are unique components arising from the speci�c problem

structure. However, under speci�c structural conditions, such as the ideal setting in Theorem

1 and the relaxed linear MDP assumption in Corollary 4, our bounds recover the rates found

in standard analyses.

Underlying Markov Decision Process and Stationary Transitions We, in this paper,

begin from an idealized underlying decision process in which the retailer observes the true

demand even when it exceeds available inventory. In each periodC, the retailer observes the

underlying state

( C:= ¹- C– .C– � C�1º 2 S–

where- Cdenotes exogenous market features,. Cis on-hand inventory, and� C�1 is the lagged

(previous-period) demand. The retailer then chooses an action

� C:= ¹%C– $Cº 2 A–

where%Cis price and$ Cis the order quantity. Demand� Cis realized after the action, and

pro�t ' C is accrued as a function of¹( C– �C– � Cº (e.g., via sales revenue net of stockout,

ordering, and holding costs).

A central modeling premise is that the underlying process is a (time-homogeneous)

Markov decision process (MDP): conditional on the current state�action pair¹( C– �Cº, the

distribution of the next state and immediate reward does not depend on earlier history,

and crucially does not depend on the calendar timeC. Formally, letting� C�1–MDP :=
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f¹( 9– � 9ºg0�9�C�1 denote the past history, we assume

¹( C¸1– ' Cº ?? � C�1–MDP
�
� ¹( C– �Cº– with time-homogeneous transitions.

Equivalently, there exists a stationary transition kernel P such that, for all C,

P
�
( C¸1 2 dB0– ' C2 dA

�
� ( C= B– �C= 0

�
= P¹dB0– dA j B– 0º–

where P does not depend on C.

This stationarity is the mechanism by which the Markov property induces a sin-

gle, time-invariant set of dynamics: once we specify how¹- C¸1–.C¸1– � Cº evolve given

¹- C–.C– � C�1– %C– $Cº, the same conditional distribution applies in every period. In turn, this

guarantees the existence of an optimal stationary policy for the underlying MDP under

standard conditions.

How the Running Demand Example Fits the Stationary Kernel Structure We, in this

paper, emphasize that the stationarity requirement concerns the conditional distribution of

¹( C¸1– ' Cº given ¹( C– �Cº, not the speci�c functional form of demand. Many demand models

satisfy this requirement so long as (i) the parameters governing the demand distribution do

not explicitly vary withC, and (ii) the exogenous feature evolution is itself time-homogeneous

when conditioned on the current state.

Our running example is a �rst-order autoregressive linear demand model (AR(1)):

� C = \ 0 ¸ \ >
G- C � V%C ¸ d� C�1 ¸ Y �

C –

whereY�
C is an i.i.d. shock with a time-invariant distribution, andjdj Ÿ 1ensures stability of

the autoregressive component. Under this model, the conditional distribution of� Cgiven
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¹( C– �Cº is time-homogeneous because

P
�
� C2 d3

�
� ( C= ¹G– H– 3� º– �C= ¹?– >º

�
= P

�
\ 0 ¸ \ >

GG � V? ¸ d3 � ¸ Y � 2 d3
�
–

which does not depend onCas long as¹\ 0– \G– V– dºand the distribution ofY� is �xed over

time.

The remaining components of the next state evolve as follows. Inventory updates

deterministically via the lost-sales recursion

. C¸1 = ¹. C¸ $ C� � Cº¸ –

and exogenous features follow a time-homogeneous conditional distribution (in our formula-

tion, - C¸1 is drawn from a conditional distribution?¹� j (Cº). Combining these pieces, the

next state is

( C¸1 = ¹- C¸1– .C¸1– � Cº–

so the entire one-step transition from¹( C– �Cº to ( C¸1 is induced by (a) a stationary distribution

for � Cgiven ¹( C– �Cº, (b) a deterministic inventory mapping, and (c) a stationary conditional

distribution for - C¸1 given ( C. Consequently, the induced kernelP¹� j B– 0ºis time-

homogeneous, which is exactly the stationary transition structure required by the underlying

MDP assumption.

Finally, we note that AR(1) is only one illustrative member of a broader stationary family.

For example, the same stationary-kernel logic applies to (i) higher-order autoregressive

models� C = 5 ¹-C– %C– � C�1– • • • – �C�< º ¸ YConce the state is augmented to include the

required lags; (ii) generalized linear demand models where� C is drawn from a time-

invariant exponential-family distribution with natural parameter depending on¹- C– %C– � C�1º;

and (iii) nonlinear Markov demand models� C = 5¢ ¹( C– �C– YCº with i.i.d. errors. In all

cases, stationarity holds whenever the conditional distribution of¹( C¸1– ' Cº given ¹( C– �Cº is

125



invariant acrossC, which is precisely the content of the time-homogeneous Markov property

we impose for the underlying (uncensored) process.

Observed Process: Failure of First-Order Markovianity and Recovery of Stationary

Finite-Order Structure We, in this paper, distinguish between the underlying process�in

which the �rm observes true demand�and the observed process faced in practice under

stockout censoring. In the observed layer, realized sales are

/ C:= minf. C– � Cg– �C:= If� C� . Cg–

so that � Cis not observed whenever �C= 0. We therefore work with the observed state

, C:= ¹- C– .C– /C�1– �C�1º–

and the observed trajectoryf¹, C– �C– ' CI»� C = 1¼ºgC�0, where reward is only directly

observed when demand is not censored.

Observed process does not inherit �rst-order Markovianity (and thus not a �rst-order

stationary kernel on , C). Even though the underlying decision process is Markov with

time-homogeneous transitions, the observed process generally fails the Markov property

once censoring occurs. In particular, Proposition 1 shows that on the event f�C�1 = 0g,

¹, C¸1– ' Cº 6?? � 0:¹C�1º
�
� ¹, C– �Cº–

so conditioning only on¹, C– �Cº is insu�cient to screen o� dependence on earlier history.

Intuitively, censoring hides� C, and that hidden variable is precisely what drives both future

demand dynamics and (through lost sales) the reward component; consequently, the observed

process is history-dependent unless additional structure is imposed.
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Recovering a stationary �nite-order dynamics via feasibility of censoring streaks. To

make the observed problem well-posed and learnable, we, in this paper, introduce a feasibility

restriction on the length of censoring streaks. Speci�cally, De�nition 2 introduces the policy

class� = consisting of policies under which, with probability one, no trajectory contains

more than= consecutive censored periods. Assumption 2 then posits that there exists a �nite

= Ÿ 1 such that the optimal policy satis�es c� 2 � =.

Given=, we de�ne the most recent uncensored time within the last= ¸ 1 observations at

time C as

gC¹=º := max
n
C0 2 fC– C � 1– • • • – C � =g : �C0�1 = 1

o
•

Under anyc 2 � =, gC¹=º exists almost surely. Let� 0:1 := ¹ � 1– , 1– • • • – �0– , 0º denote the

observed history block. Lemma 1 establishes a local conditional independence property:

assuming the underlying process satis�es Equation (3), for any c 2 �=,

¹, C¸1– ' Cº ?? � 0:gC¹=º�1
�
� � gC¹=º:C–

which implies that the observed dynamics behave as an MDP of order at most= ¸ 1 . The

key intuition is that each uncensored observation serves as an �anchor� that resets history

dependence: once we condition on the block of observations since the most recent anchor,

all earlier history becomes irrelevant for predicting the next state and reward.

How stationarity is inherited (in the augmented �nite-order state). Although , C

alone is generally not Markov, the process becomes time-homogeneous once we adopt the

�nite-order state that Lemma 1 identi�es. Concretely, de�ne the augmented (history) state

�( C := � gC¹=º:C–

which is a random-length block but is always of length at most= ¸ 1 underc 2 � =. Because

the underlying kernel is time-homogeneous by Markov assumption, the induced conditional
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distribution of¹ �( C¸1– ' Cº given ¹ �( C– �Cº is also time-homogeneous: there exists a stationary

kernel �P such that, for all C,

P
� �( C¸1 2 d�B0– ' C2 dA

�
� �( C= �B– �C= 0

�
= �P¹d�B0– dA j �B– 0º–

where �P does not depend onC. In this precise sense, the observed process inherits stationarity:

not as a �rst-order Markov chain on, C, but as a �nite-order, time-homogeneous controlled

process on the augmented state�( C.

Implication for optimal policies. Finally, under Assumption 2 and Lemma 1, we, in this

paper, show in Section 3.2 that there exists an optimal policy that is stationary with respect

to the �nite-order state, i.e., a policy that selects actions as a time-invariant function of the

relevant recent history block (equivalently, a stationary policy for the order-¹= ¸ 1º MDP

induced by�( C).

Extension to lead time In our framework, lead time is incorporated by augmenting the

underlying (fully observed) state with an order pipeline so that the inventory dynamics remain

Markov with stationary (time-homogeneous) transitions. This augmentation is standard:

lead time introduces additional memory only through outstanding orders, and the pipeline

state records exactly that memory.

(1) Deterministic lead time. Fix an integer lead time! � 1 , meaning an order placed at

time C arrives at the beginning of time C ¸ !. De�ne the pipeline vector

uC:=
�
D¹1º

C – • • • – D¹!º
C

�
– D¹�ºC = quantity scheduled to arrive in � periods•

We augment the underlying state as

e( C:= ¹- C– .C– � C�1– uCº– �C:= ¹%C– $Cº•
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Under the natural �arrival-then-demand� timing, the on-hand inventory available for sales at

time C is .C¸ D ¹1º
C , and the inventory recursion becomes

. C¸1 =
�
. C¸ D ¹1º

C � � C
� ¸ •

The pipeline updates deterministically by shifting outstanding orders and appending the new

order:

uC¸1 =
�
D¹2º

C – • • • – D¹!º
C – $C

�
•

Thus, conditional on¹e( C– �Cº, the distribution ofe( C¸1 is fully determined by (i) the demand

model (e.g., our AR(1) running example) and (ii) the deterministic recursions above. If

the demand and feature dynamics are time-homogeneous, then so is the induced transition

kernel fore( C.

(2) Random lead time. Now suppose the lead time is random. The same pipeline idea

applies: we only need to specify how newly placed orders are assigned to future arrival

buckets, and this assignment can be stochastic.

A simple and widely used model is: each order$ Cis split across future arrival times

according to a stationary conditional distribution. LetbC 2 f1– • • • – !maxg denote the

(random) lead time for the order placed at time C, with

P¹bC= � j e( C– �Cº = @� ¹e( C– �Cº– � = 1– • • • – !max–

where @� ¹�– �º is time-invariant (stationary). Then the pipeline update is

D¹�º
C¸1 =

8>>>><

>>>>
:

D¹�¸1º
C – � = 1– • • • – !max � 1–

0– � = ! max–

and D¹bCº
C¸1  D ¹bCº

C¸1 ¸ $ C–

i.e., we shift outstanding orders one step closer to arrival and then place the new order into
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the bucket indexed by its realized delay bC. Inventory still updates via the arrival bucket:

. C¸1 =
�
. C¸ D ¹1º

C � � C
� ¸ •

With this augmented statee( C = ¹- C–.C– � C�1– uCº, the next-state distribution depends on

the past only through¹e( C– �Cº (Markov), and transitions are stationary as long as (a) the

demand/feature dynamics are stationary in the same sense as our baseline model and (b)

the delay distribution@� ¹�– �ºis time-invariant. If delays depend on additional exogenous

conditions (e.g., shipping congestion), those conditions can be included in- Cso the same

statement continues to hold.

(3) Implications. Incorporating lead time does not change the conceptual structure of our

approach: it preserves an underlying stationary MDP after state augmentation, and therefore

remains compatible with our analysis pipeline. The main e�ect is quantitative: the state

(and thus the feature representation) becomes higher-dimensional due to the pipeline, and

operationally lead time can increase the frequency/length of stockouts, which may increase

the e�ective order needed in the observed-process characterization. The censoring-induced

non-Markov issue in the observed state remains, but our �nite-order framework is designed

precisely to address that issue.

(4) Minimal example. Consider !max = 2.

Deterministic ! = 2. The pipeline is uC= ¹D¹1º
C – D¹2º

C º. We have

. C¸1 =
�
. C¸ D ¹1º

C � � C
� ¸ – uC¸1 =

�
D¹2º

C – $C
�
•

So the only additional state variable beyond our baseline is ¹D¹1º
C – D¹2º

C º.

Random lead time withbC2 f1– 2g. SupposeP¹bC= 1 j e( C– �Cº = ?¹e( C– �Cº andP¹bC= 2 j
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e( C– �Cº = 1 � ?¹ e( C– �Cº, with time-invariant ?¹�– �º. Then

uC¸1 =
�
D¹2º

C – 0
�

¸

8>>>><

>>>>
:

¹$ C– 0º– bC= 1–

¹0– $Cº– bC= 2–
. C¸1 =

�
. C¸ D ¹1º

C � � C
� ¸ •

In both cases, the process is �rst-order Markov and time-homogeneous in the augmented

statee( C.

(5) Remark: Modeling Uncertainty (Ex-Ante vs. Ex-Post). Our formulation assumes

ex-ante lead time uncertainty, where the realization of the delaybCoccurs at the moment

of order placement (e.g., a supplier con�rming a delivery date). This allows the pipeline

stateuC to evolve deterministically, preserving the tractability of the transition kernel.

While this captures the primary e�ects of supply volatility�stochastic arrival times and

order crossover�it does not model ex-post (in-transit) uncertainty, where orders might

be randomly delayed after entering the pipeline. Extending our framework to ex-post

uncertainty is conceptually straightforward but computationally expensive: one would

replace the deterministic shiftu¹�º
C¸1 = D¹�¸1º

C with a stochastic transition kernel%¹uC¸1 j uCº

representing random transit progress (e.g., binomial updates for each pipeline stage).

However, for the purpose of this analysis, the ex-ante model su�ciently demonstrates how

the �nite-order structure adapts to memory-inducing delays without the explosive state

complexity of full in-transit stochasticity.

Relationship to Partially Observable Markov Decision Processes (POMDPs) A natural

question arises regarding the relationship between our proposed framework and the general

class of Partially Observable Markov Decision Processes (POMDPs). While the censored

demand problem formally �ts within the POMDP de�nition, standard POMDP solution

methods are ill-suited for the o�ine learning setting due to issues of model identi�ability

and computational tractability. Our approach can be viewed as a specialized reduction

of a POMDP that exploits the speci�c "reset" structure of inventory censoring to achieve
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polynomial-time learnability.

Formal POMDP Characterization The underlying decision processf¹( C– �C– ' CºgC�0

de�ned in Section 2.1 is a Markov Decision Process. However, due to censoring, the

agent does not observe the full state( C = ¹- C–.C– � C�1º. Instead, the agent receives an

observation$ C= ¹- C–.C– /C�1– �C�1º. This formally constitutes a POMDP de�ned by the

tuple¹S– A– T – R– 
– Oº, where
 is the observation space andO¹>jB0– 0ºis the observation

probability.

In a general POMDP, the optimal policyc � maps a belief state1C(a probability distribution

over the latent states S) to an action. The belief update follows Bayes' rule:

1C¹B0º / O¹> CjB0– 0C�1º
Õ

B2S

T ¹B0jB– 0C�1º1C�1¹Bº• (1)

Solving for the optimal policy generally requires solving a functional equation over the

continuous simplex of belief states, which is known to be PSPACE-complete (Papadimitriou

and Tsitsiklis 1987).

Why Standard POMDP Methods Fail in O�ine Learning While POMDPs provide a

general language for partial observability, they face two critical limitations in our speci�c

setting:

1. Non-Identi�ability of Latent Dynamics. Standard o�ine POMDP algorithms

(e.g., those learning a Hidden Markov Model) attempt to recover the latent transition

kernelT ¹B0jB– 0ºfrom data. In our setting, this corresponds to learning the conditional

density of true demand5 ¹� Cj � C�1º. However, under censored data (where we only observe

/ C= min¹. C– � Cº), the tail of the demand distribution is never observed. Without strong

parametric assumptions, the true transition kernelT is not point-identi�ed from the history

of observations alone. A POMDP approach that tries to learn a generative model of� Cwill

fundamentally struggle to distinguish between di�erent high-demand scenarios that produce

the same censored observation.
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2. The Curse of History. In a general POMDP, the belief1Cdepends on the entire history

� 0:C. Consequently, the value function+ ¹1Cº is de�ned over an in�nite-dimensional space.

O�ine RL methods for POMDPs often resort to Recurrent Neural Networks (RNNs) to

summarize this history. However, these methods lack the �nite-sample guarantees provided

in our work and can be unstable to train, particularly when the reward signal itself is censored

(as shown in Eq. (11)).

Advantages of the Proposed High-Order MDP Framework Our framework circum-

vents these issues by identifying a speci�c structural property of the inventory control

problem: the Renewal Property of Uncensored Events.

Proposition 2 (Structural Reduction) Unlike a general POMDP where uncertainty com-

pounds inde�nitely, the inventory system "resets" its state uncertainty whenever an uncensored

observation occurs (�C= 1).

This insight allows us to replace the in�nite-dimensional belief state1Cwith a �nite-

dimensional su�cient statistic: the history since the last uncensored event,� ¹C�8º:C. This

transformation yields three distinct advantages:

1. Tractability (Polynomial Time): By restricting the dependency to the last8steps

(where8 � = –1), we convert the intractable POMDP into a sequence of tractable,

high-order MDPs. This allows us to derive specialized Bellman equations (Eq. 9)

that can be solved via regression (FQI) with computational complexity polynomial in

sample size # and feature dimension 3, as established in Theorem 1.

2. Identi�ability via Instrumental Tasks: Instead of trying to identify the full latent

transition kernelT (which is impossible), we focus on identifying the conditional

meanE»� Cj� C= 0– � ¹C�8º:C¼required for the reward signal. Using tools from survival

analysis (Kaplan-Meier), this quantity is identi�able even under censoring (Assumption

4).
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3. Targeted Pessimism: In a POMDP, it is unclear how to apply pessimism to a belief

state. In our framework, the uncertainty is localized to speci�c state-action pairs within

the �nite history � ¹C�8º:C. This allows us to construct rigorous uncertainty quanti�ers

(De�nition 3) and apply pessimism (PC-FQI) precisely where data coverage is lacking.

Illustrative Example: Observational Equivalence Under Censoring (Why O�ine

POMDP Can Fail)

We note that while a POMDP representation is theoretically possible by treating true

demand as latent and censored sales as observations, it faces fundamental challenges in

the o�ine setting. Speci�cally, a belief-state POMDP approach can fail because the latent

dynamics required for belief updates are often not point-identi�ed from censored trajectories.

This aligns with our observation that, under censoring, the observed process is generally

non-Markovian, and the oracle policy de�ned on the fully observed state is not learnable

from i.i.d. censored trajectories.

Setup (Three Latent Demand Regimes). Consider a system with a latent demand

regime " C2 fL– H1– H2g and corresponding realized demands:

� C=

8>>>>>>>><

>>>>>>>>
:

10– "C= L ¹Lowº–

50– "C= H1 ¹Highº–

100– "C= H2 ¹Very Highº•

Assume a strict capacity limit. C � 30 (e.g., due to shelf space or capital constraints).

The retailer observes sales/ C= minf. C– � Cg and the censoring indicator� C= If� C� . Cg.

Crucially, under both high-demand regimes, the observation is identical:

¹" C= H1º _ ¹" C= H2º =) ¹/ C– �Cº = ¹30– 0º•

Thus, H1 and H2 are observationally equivalent whenever censoring occurs.
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The Failure of O�ine POMDP Learning. A standard POMDP planner relies on a

belief state1C¹<º = Pr¹" C= < j � 0:Cº, which is updated using an estimated latent transition

matrix ) ¹< 0 j <º . However, because the censored observation¹30– 0ºcreates a "blind

spot" distinguishingH1 from H2, the transition probabilities among these high states (e.g.,

) ¹H 2 j H1º vs. ) ¹H 1 j H1º) cannot be identi�ed from the o�ine data alone. Consequently,

multiple distinct transition matrices) could induce the exact same distribution of observed

sequences. A POMDP algorithm would therefore rely on untestable implicit assumptions

(priors) to distinguish these regimes. If the model incorrectly assumes the system is inH1

(demand=50) when it is actually inH2 (demand=100), it would severely underestimate the

value of breaking the capacity constraint, leading to suboptimal policies.

Resolution via the Proposed Framework. In contrast, our framework circumvents the

identi�ability crisis by abandoning the attempt to model latent state transitions () ) entirely.

Instead, we target the optimal policy as a function of the observed history� ¹C�8º:C. The

key insight is that while the transition dynamics between latent regimesH1 andH2 may

be unidenti�able, the conditional expectation of the immediate reward given the history,

E»' C j � ¹C�8º:C¼, remains point-identi�ed. By leveraging the renewal structure of uncensored

events and Assumption 4, we prove that the conditional distribution of demand (and thus the

expected reward) can be consistently estimated via the Kaplan�Meier estimator (Lemma 4).

Consequently, our specialized Bellman equations (Eq. 9) construct a valid value function

that implicitly marginalizes over the unknown mixture of latent regimes consistent with

the history. This ensures the learned policyĉ maximizes expected pro�t with respect to

the data-generating process, without ever needing to explicitly disentangle observationally

equivalent latent states.
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A.8 Regret Decomposition

In this section, we present the derivation of the regret decomposition for a policyc, de�ned

as follows:

Regret¹cº = V¹c� º � V¹cº, (1)

wherec � is the optimal policy de�ned in Equation(5). Firstly, we make several observations

and state the necessary assumptions for deriving the regret decomposition.

Recall that the �nal estimated policies produced by C-FQI and Pessimistic C-FQI belong

to � =̂ –1 . This shows that both policies,bc  andec  , are implicitly a function of the o�ine

data througĥ= –1 . Therefore, when considering value of the estimated �nal policies, data

dependency needs to be taken into account. In addition, we have the following observation,

V¹cº = E

"

Ec

"
1Õ

C=0

WC' Cj O#

##

•

Next, we make the following assumption.

Assumption 16 Prc
�
C ¹C¹ – = –1ºº = 1, wherec �

C 2 argmaxc02� Ec0 � Í 1
C=0W

C' Cj C¹ – = –1º
�

Now, we are ready to state the Lemma outlining the regret decomposition:

Lemma 5 Under Assumptions 1, 8 and 16 the regret of any policy, c 2 �= –1 is given by:

Regret¹cº �

 

sup
c02� = –1

Ec0

"
1Õ

C=0

WC' C

#

� E c

"
1Õ

C=0

WC' C

#

¸ 2' max
W ¸1

1 � W

!

Prc
�
¹C¹ – = –1ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�

¸
4' max

p
 � 1

1 � W
l #)

where C¹ – = –1º and � = –1 are characterized in De�nitions 1 and 2 respectively.

Proof:
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First, we propose to decompose the regret using the law of iterated expectations as

follows:

Regret¹cº = V¹c� º � V¹cº

= Ec �

"
1Õ

C=0

WC' C

#

� E O#

"

Ec

"
1Õ

C=0

WC' Cj O#

##

= EO#

"

Ec �

"
1Õ

C=0

WC' Cj O#

#

� E c

"
1Õ

C=0

WC' Cj O#

##

= EO#

(

Ec �

"
1Õ

C=0

WC' C j C¹ – =̂ –1º– O#

#

Prc
�
¹C¹ – =̂ –1º j O# º

¸E c �

"
1Õ

C=0

WC' C j C2¹ – =̂ –1º– O#

#

Prc
�
¹C2¹ – =̂ –1º j O# º

�E c

"
1Õ

C=0

WC' C j C¹ – =̂ –1º– O#

#

Prc ¹C¹ – =̂ –1º j O# º

�E c

"
1Õ

C=0

WC' C j C2¹ – =̂ –1º– O#

#

Prc ¹C2¹ – =̂ –1º j O# º

)

=
 Õ

<=0

Prc
1
¹ =̂ –1 = <º

(

Ec �

"
1Õ

C=0

WC' C j C¹ – <º

#

Prc
�
¹C¹ – <ºº

¸E c �

"
1Õ

C=0

WC' C j C2¹ – <º

#

Prc
�
¹C2¹ – <ºº

�E c

"
1Õ

C=0

WC' C j C¹ – <º

#

Prc ¹C¹ – <ºº

�E c

"
1Õ

C=0

WC' C j C2¹ – <º

#

Prc ¹C2¹ – <ºº

)

–

where we leverage the fact that only=̂ –1 is dependent on the o�ine data, whereas bothc �

and c are independent of it, with the independence of c contingent upon a �xed =̂ –1 .
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Following this, we decompose the summation into two parts as follows:

Regret¹cº = Prc
1
¹ =̂ –1 = = –1º

(

Ec �

"
1Õ

C=0

WC' C j C¹ – = –1º

#

Prc
�
¹C¹ – = –1ºº

¸E c �

"
1Õ

C=0

WC' C j C2¹ – = –1º

#

Prc
�
¹C2¹ – = –1ºº

�E c

"
1Õ

C=0

WC' C j C¹ – = –1º

#

Prc ¹C¹ – = –1ºº

�E c

"
1Õ

C=0

WC' C j C2¹ – = –1º

#

Prc ¹C2¹ – = –1ºº

)

¸
Õ

<<=  –1

Prc
1
¹ =̂ –1 = <º

(

Ec �

"
1Õ

C=0

WC' C j C¹ – <º

#

Prc
�
¹C¹ – <ºº

¸E c �

"
1Õ

C=0

WC' C j C2¹ – <º

#

Prc
�
¹C2¹ – <ºº

�E c

"
1Õ

C=0

WC' C j C¹ – <º

#

Prc ¹C¹ – <ºº

�E c

"
1Õ

C=0

WC' C j C2¹ – <º

#

Prc ¹C2¹ – <ºº

)

• (2)

Consider the �rst part wherê= –1 = = –1 . C¹ – = –1º is a sure event underc asc 2 � = –1 .

Next, consider the second part based on which we de�ne 0< and 1< as

0< = Prc
1
¹ =̂ –1 = <º

1< = Ec �

"
1Õ

C=0

WC' C j C¹ – <º

#

Prc
�
¹C¹ – <ºº ¸ E c �

"
1Õ

C=0

WC' C j C2¹ – <º

#

Prc
�
¹C2¹ – <ºº

� E c

"
1Õ

C=0

WC' C j C¹ – <º

#

Prc ¹C¹ – <ºº � E c

"
1Õ

C=0

WC' C j C2¹ – <º

#

Prc ¹C2¹ – <ºº

Following this, we note that
Í

<<=  –1
0< � l #) , and therefore,

Í
<<=  –1

02
< � l 2

#) ,

as implied by Assumption 8. Additionally, since1< � 4' max
1�W , we have

Í
<<=  –1

12
< �
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¹ �1º
�

4' max
1�W

� 2
, given thatj ' Cj � ' max for all C � 0. Then, by applying the Cauchy-Schwarz

inequality, it follows that

Õ

<<=  –1

0< 1< �
4' max

p
 � 1

1 � W
l #)

Therefore, the upper bound on the regret is expressed as:

Regret¹cº � Prc
1
¹ =̂ –1 = = –1º

(  

Ec �

"
1Õ

C=0

WC' C j C¹ – = –1º

#

� E c

"
1Õ

C=0

WC' C

#!

Prc
�
¹C¹ – = –1ºº

¸

 

Ec �

"
1Õ

C=0

WC' C j C2¹ – = –1º

#

� E c

"
1Õ

C=0

WC' C

#!

Prc
�
¹C2¹ – = –1ºº

)

¸
4' max

p
 � 1

1 � W
l #) – (3)

Next we focus on bounding the second term in Equation (3):

 

Ec �

"
1Õ

C=0

WC' C j C2¹ – = –1º

#

� E c

"
1Õ

C=0

WC' C

#!

Prc
�
¹C2¹ – = –1ºº

This term essentially corresponds to the unlearnable portion of the optimal policy. Recall

that the probability of observing censoring in the next time step under policyc given the last

= periods are censored is denoted by:

Prc ¹� C¸1 = 0 j � C= � � � = � C�=¸1 = 0º = 1 � U c–=8C � 0.

Let B8 represent the set containing all trajectories with sub-sequences that exhibit more than

= –1 consecutive instances of censoring within the �rst horizon starting from the8-th

decision point. Formally,

B8 =
�
f, C– �CgC�0 j 9: ¡ =  –1 such that 89 2 f8– • • • – 8 ¸ : � 1g– �9 = 0– and 8 ¸ : � 1 Ÿ  
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Under these de�nitions, Prc ¹B8º can be bounded from above as follows:

Prc ¹B8º = Prc ¹� 8�1 = 1– �8 = 0– � � � – �8¸= –1 = 0º

� Pr c ¹� 8 = 0– � � � – �8¸= –1 = 0º

= Prc ¹� 8 = 0º Prc ¹� 8¸1 = 0 j � 8 = 0º � � � Prc ¹� 8¸= –1 = 0 j � 8¸= –1 �1 = � � � = � 8 = 0º

�
= –1Ö

9=1

¹1 � U c– 9º.

Under Assumption 14, the probability of observing a non-censored state under the

optimal policy increases as the number of consecutive censoring in the previous periods

increases. This implies 1 � Uc � – 9decreases as 9 increases. Therefore,

Prc
�
¹B8º � ¹1 � U c � –1º= –1 • (4)

Furthermore, it follows from De�nition 1 and the de�nition ofB8 thatC2¹ – = –1º =

[  �=  –1

8=0 B8. Therefore, for any policy c, we have:

Prc ¹C2¹ – = –1ºº �
 �=  –1Õ

8=0

Prc ¹B8º � ¹ � =  –1 ¸ 1º
= –1Ö

9=1

¹1 � U c– 9º• (5)

Given Equations (4) and (5), it can be concluded that:

Prc
�
¹C2¹ – = –1ºº � ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1 . (6)

Next, we use Equation (6) and the fact that j 'Cj � ' max 8C � 0 to obtain the following:

 

Ec �

"
1Õ

C=0

WC' C j C2¹ – = –1º

#

� E c

"
1Õ

C=0

WC' C

#!

Prc
�
¹C2¹ – = –1ºº � ¹ �=  –1¸1º¹1�U c � –1º= –1

�
2' max

1 � W

�
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Plugging this to Equation (3) yields:

Regret¹cº � Prc
1
¹ =̂ –1 = = –1º

(  

Ec �

"
1Õ

C=0

WC' C j C¹ – = –1º

#

� E c

"
1Õ

C=0

WC' C

#!

Prc
�
¹C¹ – = –1ºº

)

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�

¸
4' max

p
 � 1

1 � W
l #) (7)

Observe that by de�nition,c � is the optimal policy that maximizesEc
� Í 1

C=0W
C' C

�
. However,

it does not necessarily remain optimal forEc
� Í 1

C=0W
C' Cj C¹ – = –1º

�
as the transition

probabilities are altered once conditioned onC¹ – = –1º. We denote byc �
C the optimal policy

under the eventC¹ – = –1º (i.e c �
C 2 argmaxc02� Ec

0 � Í 1
C=0W

C' Cj C¹ – = –1º
�
). Given the

optimality ofc �
C, it follows thatEc

0 � Í 1
C=0W

C' Cj C¹ – = –1º
�

� E c �
C

� Í 1
C=0W

C' Cj C¹ – = –1º
�

8c
0

2 �.

Consequently, the upper bound on the regret can be further expressed as:

Regret¹cº �

 

Ec �
C

"
1Õ

C=0

WC' C j C¹ – = –1º

#

� E c

"
1Õ

C=0

WC' C

#!

Prc
�
¹C¹ – = –1ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�

¸
4' max

p
 � 1

1 � W
l #) (8)
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Consider the following term 8c 2 �= –1 :

Ec �
C

"
1Õ

C=0

WC' Cj C¹ – = –1º

#

= Ec �
C

"
 Õ

C=0

WC' Cj C¹ – = –1º

#

¸ E c �
C

"
1Õ

C= ¸1

WC' Cj C¹ – = –1º

#

� E c �
C

"
 Õ

C=0

WC' Cj C¹ – = –1º

#

¸ E c

"
1Õ

C= ¸1

WC' Cj C¹ – = –1º

#

¸ 2' max
W ¸1

1 � W

= Ec �
C

"
 Õ

C=0

WC' C

#

¸ E c

"
1Õ

C= ¸1

WC' C

#

¸ 2' max
W ¸1

1 � W
– (9)

where the last equality follows from the fact thatC¹ – = –1º is a sure event underc �
C, as

implied by Assumption 16, and from the condition that c 2 �= –1 .

Next, note thatc �
C results in at most= –1 consecutive censorings within the �rst steps,

while c results in at most= –1 consecutive censoring over the entire horizon. Based on this,

we de�ne a policy, denoted byc= –1 , asc � CI»C �  ¼ ¸ cI»C ¡  ¼. This policy ensures at

most = –1 consecutive censoring across the entire horizon. Therefore,

Ec �
C

"
 Õ

C=0

WC' C

#

¸ E c

"
1Õ

C= ¸1

WC' C

#

= Ec= –1

"
 Õ

C=0

WC' C

#

� sup
c02� = –1

Ec0

"
1Õ

C=0

WC' C

#

•

This implies

Ec �
C

"
1Õ

C=0

WC' Cj C¹ – = –1º

#

� sup
c02� = –1

Ec0

"
1Õ

C=0

WC' C

#

¸ 2' max
W ¸1

1 � W
• (10)
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Therefore, the upper bound on the regret becomes the following:

Regret¹cº �

 

sup
c02� = –1

Ec0

"
1Õ

C=0

WC' C

#

� E c

"
1Õ

C=0

WC' C

#

¸ 2' max
W ¸1

1 � W

!

Prc
�
¹C¹ – = –1ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�

¸
4' max

p
 � 1

1 � W
l #) • (11)

This concludes the proof of Lemma 5.

Remark: Observe that if Assumptions 2 and 3 holds (i.e.,c � 2 � = –1 ), thenPc �
¹C¹ – = –1ºº =

1. Accordingly, the optimal policy learnable overall, and thus, Equation(3) reduces to the

following:

Regret¹cº �

(  

Ec �

"
1Õ

C=0

WC' C

#

� E c

"
1Õ

C=0

WC' C

#!)

¸
4' max

p
 � 1

1 � W
l #) – (12)

We will use this result in the next section.

A.9 Proof of Theorem 1

This section provide a proof of Theorem 1 via three steps. In Step 1, we analyze PC-FQI

under idealized setting where Assumptions 1-13 hold. We �rst invoke the special form of

Lemma 5 which is valid speci�cally under Assumptions 2 and 3, and we bound resulting

term using Lemma 9 (i.e., performance-di�erence lemma) together with the upper/lower

bounds on estimated&-functions. Step 2 repeats the same derivation for C-FQI, replacing

ec  by bc  and using the analogous advantage decomposition and&-function bounds. Finally,

Step 3 combines the two bounds via a union bound to obtain the �nal result.
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A.9.1 Step 1: Regret for PC-FQI under Idealized Setting

Recall that in the idealized setting, Assumptions 2 and 3 hold. Moreover, by de�nition,

(ec  2 � = –1 ). Therefore, we may invoke the reduced form of Lemma 5, which is valid

under these two assumptions. Speci�cally, this corresponds to the decomposition given in

Equation (12) in the remark of Lemma 5.

Regret¹ec º � E c �

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

|                                      {z                                      }
8¹ec º

¸
4' max

p
 � 1

1 � W
l #) – (1)

Thus, it remains to upper bound the term 8¹ec º.

Under Assumptions 2 and 3, the optimal policy satis�esc � 2 � = � � = –1 . Sincec �

maximizes the value globally and is a valid candidate within the restricted class� = –1 , for

simplicity, let c �
= –1

= c � , wherec �
= –1

2 argmaxc02� = –1
Ec0� Í 1

C=0W
C' C

�
. Given this and the

fact that c�= –1
and ec both belong to �= –1 , Lemma 9 yields

8¹ec º = Ec �

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

= Ec �
= –1

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

(2)

=
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
~c 

a–� � ~c  

2
6
6
6
6
4

�� ¹ � º
c �

= –1
¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

•

Assume that by conditioning on� = 8and¹, ¹0º– � ¹0º– � � � – ,¹8ºº = ¹F ¹0º– 0¹0º– � � � – F¹8ºº

such that� ¹0º = 1 and� ¹ 9º = 0 89 = 1– � � � – 8, the expectation above can be upper bounded
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as follows: 88 = 0– � � � – = –1 � 1,

� � ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– ec¹8º¹F ¹8º– � � � – F¹0º– 0¹0ººº

= & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º

= –1 –�¹F
¹8º– � � � – F¹0º– 0¹0ºº � & ¹8º

c �
= –1

¹F ¹0º– 0¹0º– � � � – F¹8º– ec¹8º
 ¹F ¹8º– � � � – F¹0º– 0¹0ººº

� & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º

= –1 –�¹F
¹8º– � � � – F¹0º– 0¹0ºº � e& ¹8º

 ¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º
= –1 –�¹F

¹8º– � � � – F¹0º– 0¹0ººº

¸ e& ¹8º
 ¹F ¹0º– 0¹0º– � � � – F¹8º– ec¹8º

 ¹B¹8º– � � � – F¹0º– 0¹0ºº � & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– ec¹8º

 ¹F ¹8º– � � � – F¹0º– 0¹0ºº–

(3)

where the �rst inequality comes from the optimality of ec on e& ¹8º
 , 88 = 0– � � � – = –1 � 1

For 8 = = –1 , the policyec  is no longer optimal one& ¹=º
 by construction as it outputs

0max. This implies that Equation(3) does not hold when8 = = –1 . Therefore, we quantify

the optimality gap as:

AD ~c ¹F ¹0º– 0¹0º– � � � – F¹= –1 ºº (4)

= max
02A

e& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � e& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– ec¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº•

It is worth noting that this constant disappears under Assumption 6, and thus, under idealized

setting. In particular, Assumption 6 implies that0max is the action that maximizes the

corresponding&-function, so the constant term evaluates to zero. Accordingly, we will

enforce this simpli�cation at the end of the derivation, since Assumption 6 holds in the

idealized setting.

Therefore, by using quanti�ed optimality gap, we can derive Equation(3) when8 = = –1
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as follows:

� � ¹= –1 º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹= –1 º– ec¹= –1 º

 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

= & ¹= –1 º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹= –1 º– c¹= –1 º

= –1 –� ¹F
¹= –1 º– � � � – F¹0º– 0¹0ºº � max

02A
e& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º

¸ max
02A

e& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � & ¹= –1 º

c �
= –1

¹F ¹0º– 0¹0º– � � � – F¹= –1 º– ec¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

� & ¹= –1 º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹= –1 º– c¹= –1 º

= –1 –� ¹F
¹= –1 º– � � � – F¹0º– 0¹0ºº

� e& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– c¹= –1 º

= –1 –� ¹F
¹= –1 º– � � � – F¹0º– 0¹0ººº

¸ e& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– ec¹= –1 º

 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

� & ¹= –1 º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹= –1 º– ec¹= –1 º

 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

¸ AD ec  ¹F ¹0º– 0¹0º– � � � – F¹= –1 ºº– (5)

where �rst inequality comes from (4) and the fact that

max
02A

e& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � e& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– ec¹= –1 º
� ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

Equations (3) and (5) combined yield the following 88 = 0– � � � – = –1 :

� � ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– ec¹8º¹F ¹8º– � � � – F¹0º– 0¹0ººº

� & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º

= –1 –�¹F
¹8º– � � � – F¹0º– 0¹0ºº � e& ¹8º

 ¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º
= –1 –�¹F

¹8º– � � � – F¹0º– 0¹0ººº

¸ e& ¹8º
 ¹F ¹0º– 0¹0º– � � � – F¹8º– ec¹8º

 ¹F ¹8º– � � � – F¹0º– 0¹0ºº � & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– ec¹8º

 ¹F ¹8º– � � � – F¹0º– 0¹0ººº

¸ AD ~c ¹F ¹0º– 0¹0º– � � � – F¹8ººI»8 = = –1 ¼• (6)

To upper bound the right hand side of Equation(6), we use Lemmas 12 and 13, which provide

an upper and a lower bound on the di�erence between& ¹8º
c �

= –1
and e& ¹8º

 on the event
 %\ 
 A

that holds 88 = 0– � � � – = –1 simultaneously with probability at least 1 � ¹= –1 ¸ 1ºn � Y:

& ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº � e& ¹8º

 ¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº

� W �1
�
2 � W
1 � W

' max

�
¸

1
1 � W

� 5¹Yº¹#)º � X

¸ gUQ¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº
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and

& ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº � e& ¹8º

 ¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº

� �W  �1
�
2 � W
1 � W

' max

�
�

1
1 � W

� 5¹Yº¹#)º � X � TAD ~c ¹F ¹0º– 0¹0º � � � – F¹8ºº•

Therefore, it can be shown 88 = 0– � � � – = –1 that:

� � ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – ec¹8º

 ¹F ¹8º– � � � – F¹0º– 0¹0ººº

� gUQ¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º
= –1 –�¹F

¹8º– � � � – F¹0º– 0¹0ººº

¸ TAD ~c ¹F ¹0º– 0¹0º– � � � – F¹8º– ec¹8º
 ¹F ¹8º– � � � – F¹0º– 0¹0ººº

¸ 2W �1
�
2 � W
1 � W

' max

�
¸

2
1 � W

� 5¹Yº¹#)º � X

¸ AD ~c ¹F ¹0º– 0¹0º– � � � – F¹8ººI»8 = = –1 ¼• (7)

Consequently, an upper bound on the term8¹ec º from Equation(1) can be established

based on Equation (7) as follows:

8¹ec º = Ec �
= –1

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

=
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
~c 

a–� � ~c  

2
6
6
6
6
4

�� ¹ � º
c �

= –1
¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

�
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
~c 

a–�

h�
Ec �

= –1

h
gUQ¹, ¹0º– � ¹0º– � � � , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � , ¹ � º º

i

¸E ~c 
�
TAD ~c ¹, ¹0º– � ¹0º– � � � , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � , ¹ � º º

�
¸ 2W �1

�
2 � W
1 � W

' max

�
¸

2
1 � W

� 5¹Yº¹#)º � X

¸AD ~c ¹, ¹0º– � ¹0º– � � � , ¹ � º ºI»� = = –1 ¼
� �Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

– (8)

which holds with probability at least 1 � ¹= –1 ¸ 1ºn � Y.

Given Equation (8), the components related to the alignment discrepancies are exactly:

TAP¹ec  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
~c 

a–�

2
6
6
6
6
4

E ~c 
�
TAD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

3
7
7
7
7
5

–
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and

BAP¹ec  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
~c 

a–�

�
AD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º º I»� = = –1 ¼

�
•

Here,TAD captures the boundary misalignment incurred at censoring depth= –1 . Across

iterations, it accumulates the suboptimality (measured under& ¹= –1 º
c �

= –1
) of the boundary action

selected byec : relative to the boundary action prescribed byc �
= –1

. Concretely, at the

boundary and each iteration :, we compare

& ¹= –1 º
c �

= –1

�
, 0– �0– � � � – ,= –1 – ec¹= –1 º

: ¹, = –1 – � � � – ,0– �0º
�

� & ¹= –1 º
c �

= –1

�
, 0– �0– � � � – ,= –1 – c¹= –1 º

= –1 –� ¹, = –1 – � � � – ,0– �0º
�
•

Under Assumption 5, the action outputted byec ¹= –1 º
: is in the setUP¹= –1 º. Sincec �

= –1
also

selects an action inUP¹= –1 º that is optimal with respect to& ¹= –1 º
c �

= –1
, the above di�erence is

non-positive. Therefore,

TAP¹ec  º � 0–

Furthermore, Assumption 6 ensures the action0max outputted byec ¹= –1 º
 maximizes the

estimated Q-function.

AD ĉ ¹F ¹0º– 0¹0º– � � � – F¹= –1 ºº (9)

= max
02A

e& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � e& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– ec¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

= 0

This implies that

BAP¹ec  º = 0• (10)
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Given these, Equation (8) reduces to the following:

8¹ec º �
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
~c 

a–�

h�
Ec �

= –1

h
gUQ¹, ¹0º– � ¹0º– � � � , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � , ¹ � º º

i

¸2W �1
�
2 � W
1 � W

' max

�
¸

2
1 � W

� 5¹Yº¹#)º � X
� �Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

– (11)

which holds with probability at least 1 � ¹= –1 ¸ 1ºn � Y

We now bound the contribution ofgUQ in Equation(11). Throughout, we assume

bounded rewardsj' Cj � ' max andkq8¹�º•3 ¹8ºk2 � 1 for all 8 2 f0– • • • – = –1g. Given this,

recall the characterization ofgUQ

gUQ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº =
 �1Õ

:=0

W: Ec �
= –1

h
2 ~* ¹" 8¸: º

 �:

�
� ¹8¸:�" 8¸: º:¹8¸:º

� �
�
� ¹, 0– �0 • • • – ,8– �8º = ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº

i
–

where " C:= min
n
= –1– maxfE � 0 : � C�E = � � � = � C�1 = 0– �C�E�1 = 1g

o

Next, we derive an upper bound on~* ¹8º
: which is de�ned for each depth8and iteration

index : as follows

~* ¹8º
:

�
� ¹C�8º:C� := ~V:

�
q8¹� ¹C�8º:Cº> ¹� ¹8ºº�1 q8¹� ¹C�8º:Cº

� 1•2
– (12)

where

� ¹8º :=
jO¹8º

# jÕ

g=1

q8¹� ¹C�8º:Cºq8¹� ¹C�8º:Cº> ¸ _�• (13)

and thus, for each8, * ¹8º
: in Equation(12)satis�es De�nition 3 as implied by Jin et al. (2021),

Chang et al. (2021).
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Given this, we �x 8, invoke Assumption 11 and apply Jensen's inequality which yields

E� ¹8º�3 c �
�

~* ¹8º
: ¹� ¹8ºº

�
= ~V: E� ¹8º�3 c �

� q
q8¹� ¹8ºº> ¹� ¹8ºº�1 q8¹� ¹8ºº

�

� ~V:

q
� covE� ¹8º�3 `

�
q8¹� ¹8ºº> ¹� ¹8ºº�1 q8¹� ¹8ºº

�
– (14)

where � ¹8º is the generic random variable involving history block with length 8.

We now bound the E� ¹8º�3 `

�
q8¹� ¹8ºº> ¹� ¹8ºº�1 q8¹� ¹8ºº

�
using Lemma 14. Let

� `
8 := E� ¹8º�3 `

8

�
q8¹� ¹8ººq8¹� ¹8ºº> �

– A¹8º := rank¹� `
8 º � 3 ¹8º•

On the high-probability event
 "% from Lemma 14, we have for all� and for all8 2

f0– � � � – = –1g,

q8¹�º > ¹� ¹8ºº�1 q8¹�º � 2 1
�
A¹8º¸ log¹2 2•nº

�
q8¹�º > �

jO¹8º
# j � `

8 ¸ _�
� �1 q8¹�º•

Then, we have

E� ¹8º�3 `
8

�
q8¹� ¹8ºº> ¹� ¹8ºº�1 q8¹� ¹8ºº

�
� 2 1

�
A¹8º¸ log¹2 2•nº

�
E� ¹8º�3 `

8

h
q8¹� ¹8ºº> �

jO¹8º
# j � `

8 ¸ _�
� �1 q8¹� ¹8ºº

i

= 21
�
A¹8º¸ log¹2 2•nº

�
tr

�
� `

8

�
jO¹8º

# j � `
8 ¸ _�

� �1
�

•

(15)

where the last uses the standard identityE»G> �G¼ = tr¹ � E»GG> ¼ºwith G = q8¹� ¹8ºº and

� = ¹jO ¹8º
# j� `

8 ¸ _�º �1 .

Next, we use the spectral decomposition of� `
8 with eigenvaluesf` ¹8º

9 gA¹8º

9=1to upper bound

the second term in Equation (15). This yields

tr
�
� `

8

�
jO¹8º

# j � `
8 ¸ _�

� �1
�

=
A¹8ºÕ

9=1

` ¹8º
9

jO¹8º
# j ` ¹8º

9 ¸ _
�

A¹8ºÕ

9=1

1

jO¹8º
# j

=
A¹8º

jO¹8º
# j

–
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where the inequality follows from ` 9

jO¹8º
# j ` 9̧ _

� ` 9

jO¹8º
# j ` 9

= 1
jO¹8º

# j
(since_ � 0 and` 9 ¡ 0 for

9 � A¹8º).

Applying this to Equation (15) brings

E� ¹8º�3 `
8

�
q8¹� ¹8ºº> ¹� ¹8ºº�1 q8¹� ¹8ºº

�
� 2 1

�
A¹8º¸ log¹2 2•nº

� A¹8º

jO¹8º
# j

– (16)

which holds with probability at least 1 � n on the event 
"% .

Then by substituting Equation (16) into Equation (14), we have

E� ¹8º�3 c �
�

~* ¹8º
: ¹� ¹8ºº

�
� ~V:

vt

� cov 21
�
A¹8º¸ log¹2 2•nº

� A¹8º

jO¹8º
# j

� ~V:

vt

� cov 21
�
3¹8º¸ log¹2 2•nº

� 3¹8º

jO¹8º
# j

(17)

which holds with probability at least1 � n simultaneously for each8 2 f0– � � � – = –1g. In the

second inequality, we use the fact that A¹8º � 3 ¹8º for all 8 2 f0– � � � – = –1g.

Next, we invoke Assumption 10 (Uniform stratum mass / lower bound on partition sizes):

there exists a constant d 2 ¹0– 1¼ and an event 
str such that Pr¹
strº � 1 � n and, on 
 str,

min
0�8�=  –1

jO¹8º
# j � d #)•

Accordingly, by a union bound, we have

Pr¹e
 %º := Pr¹
 %\ 
 A \ 
 str \ 
 "% º � 1 � ¹=  –1 ¸ 3ºn � Y• (18)
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Next, we apply Equation (17) to the de�nition ofgUQ on the event one
 %. This brings

gUQ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº �
 �1Õ

:=0

W: ~V � : E" 8¸: �c �
= –1

"vt

� cov 21
�
3¹ " 8¸: º ¸ log¹2 2•nº

� 3¹ " 8¸: º

jO¹ " 8¸: º
# j

#

�
~Vmax

1 � W

vt
max0� 9 �=  –1 � cov 21

�
3¹ 9º ¸ log¹2 2•nº

�
3¹ 9º

min0� 9 �=  –1 jO¹ 9º
# j

�
~Vmax

1 � W

s
� cov 21

�
3 ¸ log¹22•nº

�
3

d#)
(19)

where we use the fact thatmin9 jO¹ 9º
# j � d#) , 3 := max0�8�=  –1 3¹8º and ~Vmax :=

max0��� �1 ~V� .

Then, plugging Equation (19) into Equation (11), we can obtain

8¹ec º �
1 � W= –1

¹1 � Wº2
©
­
«

~Vmax

1 � W

s
� cov 21

�
3 ¸ log¹22•nº

�
3

d#)
¸ 2W �1 2 � W

1 � W
' max ¸

2
1 � W

� 5¹Yº¹#)º �X ª
®
¬

�
1

¹1 � Wº2
©
­
«

~Vmax

1 � W

s
� cov 21

�
3 ¸ log¹22•nº

�
3

d#)
¸ 2W �1 2 � W

1 � W
' max ¸

2
1 � W

� 5¹Yº¹#)º �X ª
®
¬

–

(20)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y•

To state the �nal rate, we choose  as follows.

 =
�
log¹#)º
2¹1 � Wº

�
•

This implies that
p

 � 1 Ÿ
q

log¹#)º
2¹1�Wº andW �1 � ¹#)º �1•2 . Therefore, the truncation

contribution satis�es

2W �1 2 � W
1 � W

' max �
20 ' max

1 � W
� ¹#)º �1•2

for an absolute constant20 ¡ 0 . Furthermore, by following Chang et al. (2021), we choose
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~Vmax on the order of

~Vmax �

r �
3 ¸ log¹22•nº

�
3 (up to additional logarithmic factors and constants)•

and set the regularization parameter _ used in �¹8º to 1.

Then, on evente
 %, given Equations(1) and(20)as well as the selection of and ~Vmax,

we have

Regret¹ec º �
1

¹1 � Wº2
©
­
«

~Vmax

1 � W

s
� cov 21

�
3 ¸ log¹22•nº

�
3

d#)
¸

20 ' max

1 � W
¹#)º �1•2 ¸

2
1 � W

� 5¹Yº¹#)º �X ª
®
¬

¸
4' max

1 � W

s �
log¹#)º
2¹1 � Wº

�
l #)

�
1

¹1 � Wº3

 
�
3 ¸ log¹22•nº

�
3

s
� cov 21

d#)
¸

20' maxp
#)

¸ 2� 5¹Yº¹#)º �X

!

¸
4' max

1 � W

s �
log¹#)º
2¹1 � Wº

�
l #) (21)

To simplify the expression, we consider the regime in which the truncation term is

dominated by the statistical term, namely without loss of generality, we assume

20' max �
�
3 ¸ log¹22•nº

�
3

s
� cov 21

d
• (22)

Under this condition, the truncation contribution is absorbed into the leading statistical

term. Given this, we further use. notation which hides absolute constants and logarithmic

factors (e.g.,W, ' max), while keeping
p

log¹1•nº explicit. This yields the �nal bound on

8¹ec º and Regret¹ec º as follows:

8¹ec º .
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º �X (23)
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and

Regret¹ec º .
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º �X ¸ l #) – (24)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

A.9.2 Step 2: Regret for C-FQI under Idealized Setting

The proof for bc  follows the same steps asec  . Recall that in the idealized setting,

Assumptions 2 and 3 hold. Moreover, by de�nition, (bc  2 � = –1 ). Therefore, we may invoke

the reduced form of Lemma 5, which is valid under these two assumptions. Speci�cally, this

corresponds to the decomposition given in Equatoin (12) in the proof of Lemma 5.

Regret¹bc º � E c �

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

|                                      {z                                      }
8¹bc º

¸
4' max

p
 � 1

1 � W
l #) – (25)

Thus, it remains to upper bound the term 8¹bcº.

Assumptions 2 and 3, the global optimal policy satis�esc � 2 � = � � = –1 . Sincec �

maximizes the value globally and is a valid candidate within the restricted class� = –1 , it must

coincide with thec �
= –1

wherec �
= –1

2 argmaxc02� = –1
Ec0� Í 1

C=0W
C' C

�
. Thus,c �

= –1
= c � .

Given this and the fact that c�
= –1

and bc both belong to �= –1 , Lemma 9 yields

8¹bc º = Ec �

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

= Ec �
= –1

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

(26)

=
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
ĉ 

a–� � ĉ  

2
6
6
6
6
4

�� ¹ � º
c �

= –1
¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

•
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Assume that by conditioning on� = 8 and the sequence¹, ¹0º– � ¹0º– • • • – ,¹8ºº =

¹F ¹0º– 0¹0º– • • • – F¹8ºº, where� ¹0º = 1 and� ¹ 9º = 0 for all 9 = 1– • • • – 8, the expectation above

can be upper bounded for all 8 = 0– • • • – = –1 � 1 as follows:

� � ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– bc¹8º¹F ¹8º– � � � – F¹0º– 0¹0ººº

= & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º

= –1 –�¹F
¹8º– � � � – F¹0º– 0¹0ºº � & ¹8º

c �
= –1

¹F ¹0º– 0¹0º– � � � – F¹8º– bc¹8º
 ¹F ¹8º– � � � – F¹0º– 0¹0ºº

� & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º

= –1 –�¹F
¹8º– � � � – F¹0º– 0¹0ºº � b& ¹8º

 ¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º
= –1 –�¹F

¹8º– � � � – F¹0º– 0¹0ººº

¸ b& ¹8º
 ¹F ¹0º– 0¹0º– � � � – F¹8º– bc¹8º

 ¹F ¹8º– � � � – F¹0º– 0¹0ºº � & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– bc¹8º

 ¹F ¹8º– � � � – F¹0º– 0¹0ºº–

(27)

where the inequality stems from the optimality of bc on b& ¹8º
 88 = 0– • • • – = –1 � 1.

For8 = = –1 , the policybc  no longer maintains its optimality with respect tob& ¹= –1 º
 as

it picks 0max. Consequently, the inequality speci�ed in Equation(27) is not applicable when

8 = = –1 . To quantify the optimality gap, let

AD ĉ ¹F ¹0º– 0¹0º– � � � – F¹= –1 ºº (28)

= max
02A

b& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � b& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– bc¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº•

It is worth noting that this constant disappears under Assumption 6, and thus, under idealized

setting. In particular, Assumption 6 implies that0max is the action that maximizes the

corresponding&-function, so the constant term evaluates to zero. Accordingly, we will

enforce this simpli�cation at the end of the derivation, since Assumption 6 holds in the

idealized setting.
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Hence, with this optimality gap, we can upper bound ��¹= –1 º
c �

= –1
as follows:

� � ¹= –1 º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹= –1 º– bc¹= –1 º

 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

= & ¹= –1 º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹= –1 º– c¹= –1 º

= –1 –� ¹F
¹= –1 º– � � � – F¹0º– 0¹0ºº � max

02A
b& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º

¸ max
02A

b& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � & ¹= –1 º

c �
= –1

¹F ¹0º– 0¹0º– � � � – F¹= –1 º– bc¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

� & ¹= –1 º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹= –1 º– c¹= –1 º

= –1 –� ¹F
¹= –1 º– � � � – F¹0º– 0¹0ºº

� b& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– c¹= –1 º

= –1 –� ¹F
¹= –1 º– � � � – F¹0º– 0¹0ººº

¸ b& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– bc¹= –1 º

 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

� & ¹= –1 º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹= –1 º– bc¹= –1 º

 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

¸ AD ĉ ¹F ¹0º– 0¹0º– � � � – F¹= –1 ºº– (29)

where �rst inequality comes from Equation (28) and the fact that

max
02A

b& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � b& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– bc¹= –1 º
� ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº•

By combining Equations (27) and (29), we have the following 88 = 0– � � � – = –1 :

� � ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– bc¹8º¹F ¹8º– � � � – F¹0º– 0¹0ººº

� & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º

= –1 –�¹F
¹8º– � � � – F¹0º– 0¹0ºº � b& ¹8º

 ¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º
= –1 –�¹F

¹8º– � � � – F¹0º– 0¹0ººº

¸ b& ¹8º
 ¹F ¹0º– 0¹0º– � � � – F¹8º– bc¹8º

 ¹F ¹8º– � � � – F¹0º– 0¹0ºº � & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– bc¹8º

 ¹F ¹8º– � � � – F¹0º– 0¹0ººº

¸ AD ĉ ¹F ¹0º– 0¹0º– � � � – F¹8ººI»8 = = –1 ¼• (30)

Recall that

&
¹8º
 ¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº = b& ¹8º

 ¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº � � ¹8º¹F ¹0º– 0¹0º– � � � – F¹8ºº– (31)

where the exact de�nition of& 9 89 = 0– � � � –  is given in Equation(38) and the characteri-

zation of � ¹8º¹F ¹0º– 0¹0º– � � � – F¹8ºº is given in De�nition 17.

Next, we add and subtract� ¹8º¹F ¹0º– 0¹0º– � � � – F¹8ºº to the right hand side of Equation
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(30) to obtain&
¹8º

. This implies the following:

� � ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– bc¹8º¹F ¹8º– � � � – F¹0º– 0¹0ººº

� & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º

= –1 –�¹F
¹8º– � � � – F¹0º– 0¹0ºº � &

¹8º
 ¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º

= –1 –�¹F
¹8º– � � � – F¹0º– 0¹0ººº

¸ &
¹8º
 ¹F ¹0º– 0¹0º– � � � – F¹8º– bc¹8º

 ¹F ¹8º– � � � – F¹0º– 0¹0ºº � & ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– bc¹8º

 ¹F ¹8º– � � � – F¹0º– 0¹0ººº

¸ AD ĉ ¹F ¹0º– 0¹0º– � � � – F¹8ººI»8 = = –1 ¼• (32)

To upper bound the right hand side of Equation(32), we use Lemmas 10 and 11, which

provide an upper and a lower bound on the di�erence between& ¹8º
c �

= –1
and&

¹8º
 on the event


\ 
 A that holds88 = 0– � � � – = –1 simultaneously with probability at least1� ¹=  –1 ¸1ºn �Y :

& ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº � &

¹8º
 ¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº

� W �1
�
2 � W
1 � W

' max

�
¸

1
1 � W

� 5¹Yº¹#)º � X

¸ UQ¹F ¹0º– 0¹0º � � � – F¹8º– 0¹8ºº ¸ � ¹8º¹F ¹0º– 0¹0º � � � – F¹8ºº

and

& ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº � &

¹8º
 ¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº

� �W  �1
�
2 � W
1 � W

' max

�
�

1
1 � W

� 5¹Yº¹#)º � X � TAD ĉ ¹F ¹0º– 0¹0º � � � – F¹8º– 0¹8ºº•

Hence, we can show that 88 = 0– � � � – = –1 :

� � ¹8º
c �

= –1
¹F ¹0º– 0¹0º– � � � – bc¹8º

 ¹F ¹8º– � � � – F¹0º– 0¹0ººº

� UQ¹F ¹0º– 0¹0º– � � � – F¹8º– c¹8º
= –1 –�¹F

¹8º– � � � – F¹0º– 0¹0ººº

¸ TAD ĉ ¹F ¹0º– 0¹0º– � � � – F¹8º– bc¹8º
 ¹F ¹8º– � � � – F¹0º– 0¹0ººº

¸ � ¹8º¹F ¹0º– 0¹0º– � � � – F¹8ºº ¸ 2W �1
�
2 � W
1 � W

' max

�
¸

2
1 � W

� 5¹Yº¹#)º � X

¸ AD ĉ ¹F ¹0º– 0¹0º– � � � – F¹8ººI»8 = = –1 ¼• (33)

Consequently, an upper bound on the term8¹bcº from Equation(26)can be formed based
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on Equation (33) as follows:

8¹bc º =
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
ĉ 

a–� � ĉ  

2
6
6
6
6
4

�� ¹ � º
c �

= –1
¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

�
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
ĉ 

a–�

h�
Ec �

= –1
�
UQ¹, ¹0º– � ¹0º– � � � , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � , ¹ � º º

�

¸E ĉ 
�
TAD ĉ ¹, ¹0º– � ¹0º– � � � , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � , ¹ � º º

�
¸ � ¹ � º ¹, ¹0º– � ¹0º– � � � , ¹ � º º ¸ 2W �1

�
2 � W
1 � W

' max

�

¸
2

1 � W
� 5¹Yº¹#)º � X ¸ AD ĉ ¹, ¹0º– � ¹0º– � � � , ¹ � º ºI»� = = –1 ¼

� �Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

–

(34)

which holds with probability at least 1 � ¹= –1 ¸ 1ºn � Y.

Given Equation(34), the components related to the alignment discrepancies are exactly:

TAP¹bc  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
~c 

a–�

2
6
6
6
6
4

E ~c 
�
TAD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

3
7
7
7
7
5

–

and

BAP¹bc  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
~c 

a–�

�
AD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º º I»� = = –1 ¼

�
•

Here,TAD captures the boundary misalignment incurred at censoring depth= –1 . Across

iterations, it accumulates the suboptimality (measured under& ¹= –1 º
c �

= –1
) of the boundary action

selected bybc : relative to the boundary action prescribed byc �
= –1

. Concretely, at the

boundary and each iteration :, we compare

& ¹= –1 º
c �

= –1

�
, 0– �0– � � � – ,= –1 – bc¹= –1 º

: ¹, = –1 – � � � – ,0– �0º
�

� & ¹= –1 º
c �

= –1

�
, 0– �0– � � � – ,= –1 – c¹= –1 º

= –1 –� ¹, = –1 – � � � – ,0– �0º
�
•

Under Assumption 5, the action outputted bybc ¹= –1 º
: is in the setUP¹= –1 º. Sincec �

= –1
also

selects an action inUP¹= –1 º that is optimal with respect to& ¹= –1 º
c �

= –1
, the above di�erence is

non-positive. Therefore,

TAP¹bc  º � 0–
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Furthermore, Assumption 6 ensures the action0max outputted bybc ¹= –1 º
 maximizes the

estimated Q-function.

AD ĉ ¹F ¹0º– 0¹0º– � � � – F¹= –1 ºº (35)

= max
02A

b& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � b& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– bc¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

= 0

This implies that

BAP¹bc  º = 0• (36)

Given these, Equation (34) reduces to the following:

8¹bc º �
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
ĉ 

a–�

h�
Ec �

= –1
�
UQ¹, ¹0º– � ¹0º– � � � , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � , ¹ � º º

�

¸� ¹ � º ¹, ¹0º– � ¹0º– � � � , ¹ � º º ¸ 2W �1
�
2 � W
1 � W

' max

�
¸

2
1 � W

� 5¹Yº¹#)º � X
� �Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

–

(37)

which holds with probability at least 1 � ¹= –1 ¸ 1ºn � Y.

We now bound the contribution ofUQ and� ¹�º in Equation(37). Throughout, without

loss of generality, we assumej' Cj � ' max andkq8¹�º•3 ¹8ºk2 � 1 for all 8 2 f0– • • • – = –1g.

Given this, recall the characterization of UQ and �¹�º as follows.

UQ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº =
 �1Õ

:=0

W: Ec �
= –1

h
* ¹" 8¸: º

 �:

�
� ¹8¸:�" 8¸: º:¹8¸:º

� �
�
� ¹, 0– �0 • • • – ,8– �8º = ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº

i
–

� ¹8º¹F ¹0º– 0¹0º– • • • – F¹8ºº = max
02A

 �1Õ

:=0

W: Ec  �1 –��� –c � :
h
* ¹" 8¸: º

 �:

�
� ¹" 8¸: º

8¸:

� �
�
� ¹, 0– • • • – ,8– �8º = ¹F ¹0º– • • • – F¹8º– 0º

i
–

where " C:= min
n
= –1– maxfE � 0 : � C�E = � � � = � C�1 = 0– �C�E�1 = 1g

o
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Next, we derive an upper bound on* ¹8º
: which is de�ned for each depth8and iteration

index : as follows

* ¹8º
:

�
� ¹C�8º:C� := V:

�
q8¹� ¹C�8º:Cº> ¹� ¹8ºº�1 q8¹� ¹C�8º:Cº

� 1•2
– (38)

where

� ¹8º :=
jO¹8º

# jÕ

g=1

q8¹� ¹C�8º:Cºq8¹� ¹C�8º:Cº> ¸ _�• (39)

Next, we rely on Lemma 15 to relate the empirical covarianceb� ¹8º := 1
jO¹8º

# j

Í jO¹8º
# j

g=1 q8¹�
¹C�8º:C
g ºq8¹�

¹C�8º:C
g º>

to the population covariance� `
8 . Speci�cally, under the event
 " from Lemma 15 which

holds with probability at least1 � n , the regularized design matrix� ¹8º = jO¹8º
# jb� ¹8º¸ _�

satis�es the following for all 8 2 f0– • • • – = –1g:

b� ¹8º � 1
2� `

8

Given this for the sake of simplicity, we assume� `
8 � f � for all 8 2 f0– • • • – = –1g•This, in

turn, leads to the following

b� ¹8º � 1
2� `

8 � f
2 �–

which further implies

� ¹8º = jO¹8º
# jb� ¹8º¸ _� �

�
f
2 jO¹8º

# j ¸ _
�
�• (40)

Given this, we �x 8and utilize Equation(40) which yields, for any policyc 2 � , the
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following

E� ¹8º�3 c

�
~* ¹8º

: ¹� ¹8ºº
�

= V: E� ¹8º�3 c

� q
q8¹� ¹8ºº> ¹� ¹8ºº�1 q8¹� ¹8ºº

�

� V :

q
E� ¹8º�3 c

�
q8¹� ¹8ºº> ¹� ¹8ºº�1 q8¹� ¹8ºº

�

� V :

q 


 ¹� ¹8ºº�1






op E� ¹8º�3 c

�
kq8¹� ¹8ººk2

2

�

� V :

vt
¹3¹8ºº2

f
2 jO¹8º

# j ¸ _
= V:

3¹8º

q
f
2 jO¹8º

# j ¸ _
– (41)

where� ¹8º is the generic random variable involving history block with length8. In the �rst

step we use Jensen's inequality and in the second step we useG> �G � k �k opkGk22 and lastly

we utilize Equation (40) to bound the operator norm.

Next, we invoke Assumption 10 (Uniform stratum mass / lower bound on partition sizes):

there exists a constant d 2 ¹0– 1¼ and an event 
str such that Pr¹
strº � 1 � n and, on 
 str,

min
0�8�=  –1

jO¹8º
# j � d #)•

Accordingly, by a union bound, we have

Pr¹e
º := Pr¹
 \ 
 A \ 
 str \ 
 " º � 1 � ¹=  –1 ¸ 3ºn � Y• (42)

Given this, we apply Equation(41)to the de�nition ofUQ on the event one
 . This brings

UQ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº �
 �1Õ

:=0

W: V �: E" 8¸: �c �
= –1

2
6
6
6
6
6
4

3¹" 8¸: º

q
f
2 jO¹" 8¸: º

# j ¸ _

3
7
7
7
7
7
5

�
Vmax

1 � W

max0�9�=  –1 3¹ 9º

q
f
2 min0�9�=  –1 jO¹ 9º

# j ¸ _

�
Vmax

1 � W
3

p f
2 d#) ¸ _

(43)
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and similarly for � ¹8º, we have

� ¹8º¹F ¹0º– 0¹0º– • • • – F¹8ºº �
Vmax

1 � W
3

p f
2 d#) ¸ _

(44)

where we use the fact thatmin9 jO¹ 9º
# j � d#) , 3 := max0�8�=  –1 3¹8º and Vmax :=

max0��� �1 V� .

Then, plugging Equations (43) and (44) into Equation (37), we can obtain

8¹bc º �
1 � W= –1

¹1 � Wº2

 
Vmax

1 � W
3

p f
2 d#) ¸ _

¸
Vmax

1 � W
3

p f
2 d#) ¸ _

¸ 2W �1 2 � W
1 � W

' max ¸
2

1 � W
� 5¹Yº¹#)º �X

!

�
1

¹1 � Wº2

 
2Vmax

1 � W
3

p f
2 d#) ¸ _

¸ 2W �1 2 � W
1 � W

' max ¸
2

1 � W
� 5¹Yº¹#)º �X

!

– (45)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

To state the �nal rate, we choose  as follows

 =
�
log¹#)º
2¹1 � Wº

�
• (46)

This implies that
p

 � 1 Ÿ
q

log¹#)º
2¹1�Wº andW �1 � ¹#)º �1•2 . Therefore, the truncation

contribution satis�es

2W �1 2 � W
1 � W

' max �
20 ' max

1 � W
� ¹#)º �1•2

for an absolute constant 20 ¡ 0.

Furthermore, by following Chang et al. (2021), we choose~Vmax on the order of

Vmax �

r �
3 ¸ log¹1•nº

�
3

and set the regularization parameter _ used in �¹8º to 1.

Then, on event
 %, given Equations(25)and(45)as well as the selection of andVmax,
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we have

Regret¹bc º �
1

¹1 � Wº3

 

2
q �

3 ¸ log¹1•nº
�

3
3

p f
2 d#) ¸ _

¸
20' maxp

#)
¸ 2 � 5¹Yº ¹#)º �X

!

–

¸
4' max

1 � W

s �
log¹#)º
2¹1 � Wº

�
l #) • (47)

To simplify the expression, we consider the regime in which the truncation term is

dominated by the statistical term, namely assume

23
p

3 ¸ log¹1•nº � 2 0' max

r
fd
2

• (48)

Under this condition, the truncation contribution is absorbed into the leading statistical

term. Given this, we further use. notation which hides absolute constants and logarithmic

factors (e.g., W, 'max and f), while keeping
p

log¹1•nº explicit.

This yields the �nal bound on 8¹bc º and Regret¹bc º as follows:

8¹bc º . 3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º �X (49)

and

Regret¹bc º . 3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º �X ¸ l #) – (50)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.
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A.9.3 Step 3: Combined Regret Bound

We now combine the results from the previous two steps to derive the �nal bound. First,

recall that under the evente
 %, Equation (24) yields

Regret¹ec º .
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º � X ¸ l #) – (51)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

Similarly, under the evente
, Equation (50) gives

Regret¹bc º . 3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º � X ¸ l #) – (52)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

De�ne the simultaneous event


 all := e
 %\ e
• (53)

By a union bound,

Pr¹
 allº � 1 � Pr¹ e
 2
%º � Pr¹ e
 2º � 1 � 2

�
¹= –1 ¸ 3ºn ¸ Y

�
– (54)

and on 
 all both regret bounds in Equations (51) and (52) hold simultaneously.

We de�ne the statistical error term Estat¹#)– 3º by

Estat¹#)– 3º := max©
­
«

�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
– 3

s �
3 ¸ log¹1•nº

�
3

d #)
ª
®
¬

¸ � 5¹Yº¹#)º �X ¸ l #)

(55)

Therefore, on 
all,

max
�
Regret¹bc º– Regret¹ec º

�
. E stat¹#)– 3º– (56)
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which holds with probability at least1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
. This concludes the proof of

Theorem 1.

A.10 Proof of Corollary 1

This section provides a proof of Corollary 1 by extending the idealized setting to the setting

where Assumption 3 (su�cient coverage / bounded censoring depth underc � ) is relaxed, so

that the optimal policy may induce censoring streaks longer than those supported by the

o�ine data (i.e., = ¡ =  –1 is possible). The proof follows the same three-step structure as

Theorem 1: in Step 1 (PC-FQI) and Step 2 (C-FQI), we invoke the general form of Lemma 5

(which does not rely on Assumption 3) to decompose regret into (i) a learnable-class term

comparing the learned policy to the best policy in the data-supported policy class� = –1 ,

plus (ii) an unidenti�able remainder capturing the trajectories that produce more than= –1

consecutive censoring; we denote this byEcov¹ – = –1º. The learnable-class term is then

bounded using the same way as in the idealized setting. Finally, Step 3 combines the two

bounds via a union bound.

A.10.1 Step 1: Regret for PC-FQI under the Relaxation of Assumption 3

In this section, we relax Assumption 3 (Su�cient Coverage). Consequently, it is possible

that = ¡ =  –1 , meaning the optimal policyc � may induce censoring streaks longer than

those supported by the o�ine dataset. In this case, we invoke Lemma 5, which does not rely

on Assumption 3, together with the fact that the learned policyec  2 � = –1 . Therefore, by
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Lemma 5, the regret of ec satis�es

Regret¹ec º �

©
­
­
­
­
­
­
­
«

sup
c 02� = –1

Ec 0

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

|                                                 {z                                                 }
8¹ ~c º

¸2' max
W ¸1

1 � W

ª
®
®
®
®
®
®
®
¬

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�

¸
4' max

p
 � 1

1 � W
l #) • (1)

Consider the term 8¹ec º:

8¹ec º = sup
c02� = –1

Ec0

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

= Ec �
= –1

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

– (2)

where c�= –1
2 argmaxc02� = –1

Ec0� Í 1
C=0W

C' C
�
.

Observe that8¹ec º has the same structure as the term analyzed in Section A.9.1 of the

idealized setting (see Equation(1)), except thatc � is replaced byc �
= –1

. Under Assumption 3,

we have c� 2 � = � � = –1 and

c �
= –1

2 argmaxc02� = –1
Ec0

"
1Õ

C=0

WC' C

#

•

It follows that c � is also optimal over� = –1 , and hencec � and c �
= –1

are equivalent.

However, with the relaxation of Assumption 3, this no longer holds, and the equivalence

betweenc � andc �
= –1

fail. As a result, we have unlearnable part ofc � which is the term

¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max
1�W

�
in Equation (1).

However, Lemma 9 and the analysis of the idealized setting in Section A.9.1 require

only that both policies lie in� = –1 . This condition is satis�ed here, as bothc �
= –1

andec  in
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Equation(2) belong to� = –1 . Therefore, the same bound applies. Speci�cally, by invoking

Equation (23), we have with probability at least 1 � ¹= –1 ¸ 3ºn � Y,

8¹ec º .
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º �X (3)

Additionally, we choose  as in the idealized setting:

 =
�
log¹#)º
2¹1 � Wº

�
•

This implies that
p

 � 1 Ÿ
q

log¹#)º
2¹1�Wº andW �1 � ¹#)º �1•2 (up to a constant factorW�1 ).

Therefore, the truncation term in Equation (1) satis�es

2' max
W ¸1

1 � W
�

20 ' max

1 � W
� ¹#)º �1•2

for an absolute constant20 ¡ 0 . Again, to simplify further, we consider the same regime in

which the truncation term is dominated by the statistical term (i.e., Equation (22))

Under this condition, the truncation contribution is subsumed by the leading statistical

term in Equation(3). Finally, for the sake of clarity, we assume without loss of generality

that for the chosen , there exists a constant21 2 ¹0– 1¼such thatPrc
� �

C¹ – = –1º
�

� 2 1.

This lower bound ensures that any additive term of orderl #) can be absorbed into

Prc
�
¹C¹ – = –1ºº up to a constant factor1•21. This condition is imposed primarily to

simplify the exposition.

Given these, we plug Equation(3) into Equation(1) and this yields, with probability at

least 1 � ¹= –1 ¸ 3ºn � Y,

Regret¹ec º .

 
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º � X ¸ l #)

!

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
– (4)
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where. hides absolute constants and logarithmic factors, while keeping
p

log¹1•nºexplicit.

A.10.2 Step 2: Regret for C-FQI under Regret for PC-FQI under the Relaxation of

Assumption 3

In this section, we continue to work in the setting where Assumption 3 (Su�cient Coverage)

is not relaxed. As before, it is possible that= ¡ =  –1 , so the optimal policyc � may induce

censoring streaks longer than those supported by the o�ine dataset. Since the learned

policy bc  2 � = –1 , we can again invoke Lemma 5 as it does not rely on su�cient coverage).

Therefore, by Lemma 5, the regret of bc can be written as

Regret¹bc º �

©
­
­
­
­
­
­
­
«

sup
c 02� = –1

Ec 0

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

|                                                 {z                                                 }
8¹ ĉ º

¸2' max
W ¸1

1 � W

ª
®
®
®
®
®
®
®
¬

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�

¸
4' max

p
 � 1

1 � W
l #) • (5)

Consider the term 8¹bc º:

8¹bc º = sup
c02� = –1

Ec0

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

= Ec �
= –1

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

– (6)

where c�= –1
2 argmaxc02� = –1

Ec0� Í 1
C=0W

C' C
�
.

Observe that8¹bc º has the same structure as the term analyzed in Step A.9.2 of the

idealized setting (see Equation(25)), except thatc � is replaced byc �
= –1

. Under Assumption 3,
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we have c� 2 � = � � = –1 and

c �
= –1

2 argmaxc02� = –1
Ec0

"
1Õ

C=0

WC' C

#

•

It follows that c � is also optimal over� = –1 , and hencec � and c �
= –1

are equivalent.

However, with the relaxation of Assumption 3, this no longer holds, and the equivalence

betweenc � andc �
= –1

fail. As a result, we have unlearnable part ofc � which is the term

¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max
1�W

�
in Equation (5).

However, Lemma 9 and the analysis of the idealized setting in Section A.9.2 require

only that both policies lie in� = –1 . This condition is satis�ed here, as bothc �
= –1

andbc  in

Equation(6) belong to� = –1 . Therefore, the same bound applies. Speci�cally, by invoking

Equation (49), we have with probability at least 1 � ¹= –1 ¸ 3ºn � Y,

8¹bc º . 3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º �X (7)

Additionally, we choose  as in the idealized setting:

 =
�
log¹#)º
2¹1 � Wº

�
•

This implies that
p

 � 1 Ÿ
q

log¹#)º
2¹1�Wº andW �1 � ¹#)º �1•2 (up to a constant factorW�1 ).

Therefore, the truncation term in Equation (1) satis�es

2' max
W ¸1

1 � W
�

20 ' max

1 � W
� ¹#)º �1•2

for an absolute constant20 ¡ 0 . Again, to simplify further, we consider the same regime in

which the truncation term is dominated by the statistical term (i.e., Equation (48)).

Under this condition, the truncation contribution is subsumed by the leading statistical

term in Equation(3). Finally, for the sake of clarity, we assume without loss of generality
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that for the chosen , there exists a constant21 2 ¹0– 1¼such thatPrc
� �

C¹ – = –1º
�

� 2 1.

This lower bound ensures that any additive term of orderl #) can be absorbed into

Prc
�
¹C¹ – = –1ºº up to a constant factor1•21. This condition is imposed primarily to

simplify the exposition.

Given this, we plug Equation(7) into Equation(5) and this yields, with probability at

least 1 � ¹= –1 ¸ 3ºn � Y,

Regret¹bc º . ©
­
«

3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º � X ¸ l #)

ª
®
¬

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
(8)

A.10.3 Step 3: Combined Regret Bound under Relaxed Coverage

We now combine the results from the previous two steps to derive the �nal bound. First,

recall that under the evente
 %, Equation (4) yields

Regret¹ec º .

 
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º � X ¸ l #)

!

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
(9)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

Similarly, under the evente
, Equation (8) gives

Regret¹bc º . ©
­
«

3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º � X ¸ l #)

ª
®
¬

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
(10)
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which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

Recall the de�nition of the simultaneous event from Equation (53)


 all := e
 %\ e
•

By a union bound,

Pr¹
 allº � 1 � Pr¹ e
 2
%º � Pr¹ e
 2º � 1 � 2

�
¹= –1 ¸ 3ºn ¸ Y

�
– (11)

and on 
 all both regret bounds in Equations (9) and (10) hold simultaneously.

Furthermore, recall the de�nition of statistical error term in the idealized setting from

Equation (55) (i.e., Estat¹#)– 3º) as

Estat¹#)– 3º := max©
­
«

�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
– 3

s �
3 ¸ log¹1•nº

�
3

d #)
ª
®
¬

¸ � 5¹Yº¹#)º �X ¸ l #)

(12)

Analogous to this, we de�ne the unidenti�able regret term

Ecov¹ – = –1º := ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
• (13)

Then, on 
 all,

max
�
Regret¹bc º– Regret¹ec º

�
. E stat¹#)– 3º Prc

� �
C¹ – = –1º

�
¸ E cov¹ – = –1º– (14)

which holds with probability at least1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
. This concludes the proof of

Corollary 1.
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A.11 Proof of Corollary 2

This section proves Corollary 2 in the setting where Assumption 5 (termination-action

alignment) is relaxed while the remaining idealized assumptions stay in force. The argument

mirrors the proof structure of Theorem 1 and proceeds in three steps. In Step 1 (PC-FQI) and

Step 2 (C-FQI), we begin from the same reduced regret decomposition provided by Lemma 5

under Assumptions 2 and 3, and we upper bound the resulting learnable-class term via

Lemma 9 and the bounds on Q-functions. The sole change relative to the idealized proof is

that, without Assumption 5, the termination-discrepancy contribution can not be dropped; it

is explicitly retained through the termination alignment penaltyTAP¹cº, while the remaining

components are controlled exactly as before and yield the same termEstat¹#)– 3º. In Step 3,

we combine two bounds to obtain the �nal result.

A.11.1 Step 1: Regret for PC-FQI under the Relaxation of Assumption 5

In this section, we relax Assumption 5 (Termination-Action Domain Validity), while all other

assumptions remain in force. In particular, Assumptions 2 and 3 hold, and by construction

ec  2 � = –1 . Therefore, we may invoke the reduced form of Lemma 5 that is valid under

Assumptions 2 and 3. This is exactly the same decomposition used at the beginning of the

proof of Theorem 1 in Section A.9 (see the decomposition corresponding to Equation(12)

in the proof of Lemma 5).

Regret¹ec º � E c �

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

|                                      {z                                      }
8¹ec º

¸
4' max

p
 � 1

1 � W
l #) • (1)

Thus, it remains to upper bound the term8¹ec º while accounting for the relaxation of

Assumption 5.

Since Assumptions 2 and 3 holds in this section, the global optimal policy satis-

�es c � 2 � = � � = –1 . Sincec � maximizes the value globally and is a valid candi-

date within the restricted class� = –1 , it must coincide with thec �
= –1

where c �
= –1

2
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argmaxc02� = –1
Ec0� Í 1

C=0W
C' C

�
. Thus,c �

= –1
= c � . Given this and the fact thatc �

= –1
andec  

both belong to �= –1 , Lemma 9 yields

8¹ec º = Ec �

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

= Ec �
= –1

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

=
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
~c 

a–� � ~c  

"

� � ¹ � º
c �

= –1
¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

�
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
~c 

a–�

"
�
Ec �

= –1
�
gUQ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�

¸ E ~c 
�
TAD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�
¸ 2W �1

� 2 � W
1 � W

' max

�

¸
2

1 � W
� 5¹Yº¹#)º � X ¸ AD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º ºI»� = = –1 ¼

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

–

(2)

Observe that this is exactly the same bound as Equation (8) from Section A.9.1.

Given Equation (2), the alignment-related contributions are precisely

TAP¹ec  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
~c 

a–�

2
6
6
6
6
4

E ~c 
�
TAD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

3
7
7
7
7
5

–

and

BAP¹ec  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
~c 

a–�

�
AD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º º I»� = = –1 ¼

�
•

We �rst note that Assumption 6 continues to hold, and therefore the boundary-action

optimality gap vanishes exactly as in the idealized case (i.e., Equation(10) in Section A.9).

In particular, under Assumption 6, we have

AD ĉ ¹F ¹0º– 0¹0º– � � � – F¹= –1 ºº (3)

= max
02A

e& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � e& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– ec¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

= 0
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which implies

BAP¹ec  º = 0• (4)

Next, recall that in the idealized proof, Assumption 5 was used to guarantee that

the termination action selected byec ¹= –1 º
: lies in UP¹= –1 º, implying that the boundary

misalignment is non-positive. With Assumption 5 relaxed, we can no longer assert this sign,

and thus the term TAP¹ec º must be retained.

Using Equations (2) and (4) and keeping the TAP¹ec º contribution yields

8¹ec º �
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
~c 

a–�

"
�
Ec �

= –1

h
gUQ¹, ¹0º– � ¹0º– � � � , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � , ¹ � º º

i
¸ 2W �1

� 2 � W
1 � W

' max

�

¸
2

1 � W
� 5¹Yº¹#)º � X

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

¸ TAP¹ec  º• (5)

Observe that the �rst term on the right-hand side of(5) (i.e., the part excludingTAP¹ec  º)

is exactly the same object bounded in the idealized proof after imposingBAP¹ec  º = 0

and dropping theTAP¹ec  º contribution (see Equation(11)). Therefore, the same bound

as in Equation(23) from Section A.9.1 applies directly. Hence, with probability at least

1 � ¹=  –1 ¸ 3ºn � Y,

8¹ec º .
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º � X ¸ TAP¹ec  º• (6)

Combining Equation(1) with Equation(6) and keeping the same choice of as in the

idealized setting (i.e., Equation(46)) yield that, with probability at least1 � ¹=  –1 ¸ 3ºn � Y ,

Regret¹ec º .
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º � X ¸ TAP¹ec  º ¸ l #) • (7)

Observe that this is exactly the same bound derived in Equation(24)in the proof of Theorem 1

with an additional term TAP¹ec º as a result of the relaxation of Assumption 5
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A.11.2 Step 2: Regret for C-FQI under the Relaxation of Assumption 5

In this section, we derive the analogous regret bound forbc  under the same relaxation of

Assumption 5 (Termination-Action Domain Validity), while all other assumptions remain in

force. In particular, Assumptions 2 and 3 hold, and by constructionbc  2 � = –1 . Therefore,

we may again invoke the reduced form of Lemma 5 that is valid under Assumptions 2 and 3.

This is exactly the same decomposition used at the beginning of the proof of Theorem 1

in Section A.9.1 (see the decomposition corresponding to Equation(12) in the proof of

Lemma 5).

Regret¹bc º � E c �

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

|                                      {z                                      }
8¹bc º

¸
4' max

p
 � 1

1 � W
l #) • (8)

Thus, it remains to upper bound the term8¹bc º while accounting for the relaxation of

Assumption 5.

Since Assumptions 2 and 3 hold in this section, the global optimal policy satis�es

c � 2 � = � � = –1 . Sincec � maximizes the value globally and is a valid candidate within the

restricted class� = –1 , it coincides withc �
= –1

, wherec �
= –1

2 argmaxc02� = –1
Ec0

»
Í 1

C=0W
C' C¼.

Thus,c �
= –1

= c � . Given this and the fact thatc �
= –1

andbc  both belong to� = –1 , Lemma 9
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yields

8¹bc º = Ec �

"
1Õ
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WC' C

#

� E ĉ 
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WC' C

#

= Ec �
= –1

"
1Õ
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WC' C

#

� E ĉ 
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WC' C

#
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E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
ĉ 
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"

� � ¹ � º
c �
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¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

�
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
ĉ 
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�
Ec �
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�
UQ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�

¸ E ĉ 
�
TAD ĉ ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�
¸ � ¹ � º ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

¸ 2W �1
� 2 � W
1 � W

' max

�
¸

2
1 � W

� 5¹Yº¹#)º � X

¸ AD ĉ ¹, ¹0º– � ¹0º– � � � – , ¹ � º ºI»� = = –1 ¼
� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

• (9)

Observe that this is exactly the same bound as Equation (34) from Section A.9.2.

Given Equation (9), the alignment-related contributions are precisely

TAP¹bc  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
ĉ 

a–�
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6
6
6
6
4

E ĉ 
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TAD ĉ ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

� �Ö

9=1
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–

and

BAP¹bc  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
ĉ 

a–�

�
AD ĉ ¹, ¹0º– � ¹0º– � � � – , ¹ � º º I»� = = –1 ¼

�
•

We �rst note that Assumption 6 continues to hold, and therefore the boundary-action

optimality gap vanishes exactly as in the idealized case (i.e., Equation(36) in Section A.9).

In particular, under Assumption 6, we have

AD ĉ ¹F ¹0º– 0¹0º– � � � – F¹= –1 ºº (10)

= max
02A

b& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � b& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– bc¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

= 0–
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which implies

BAP¹bc  º = 0• (11)

Next, recall that in the idealized proof, Assumption 5 was used to guarantee that

the termination action selected bybc ¹= –1 º
: lies in UP¹= –1 º, implying that the boundary

misalignment is non-positive. With Assumption 5 relaxed, we can no longer assert this sign,

and thus the term TAP¹bc º must be retained.

Using Equations (9) and (11) and keeping the TAP¹bc º contribution yields

8¹bc º �
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
ĉ 

a–�

"
�
Ec �

= –1
�
UQ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�
¸ � ¹ � º ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

¸ 2W �1
� 2 � W
1 � W

' max

�
¸

2
1 � W

� 5¹Yº¹#)º � X
� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

¸ TAP¹bc  º•

(12)

Observe that the �rst term on the right-hand side of Equation(12) (i.e., the part

excludingTAP¹bc  º) is exactly the same object bounded in the idealized proof after imposing

BAP¹bc  º = 0 and dropping theTAP¹bc  º contribution (see Equation(37) in Section A.9.2).

Therefore, the same bound as in Equation(49) from Section A.9.2 applies directly. Hence,

with probability at least 1 � ¹= –1 ¸ 3ºn � Y,

8¹bc º . 3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º � X ¸ TAP¹bc  º• (13)

Combining Equation(8) with Equation(13) and keeping the same choice of as in the

idealized setting (i.e., Equation(46)) yield that, with probability at least1 � ¹=  –1 ¸ 3ºn � Y ,

Regret¹bc º . 3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º � X ¸ TAP¹bc  º ¸ l #) • (14)

Observe that this is exactly the same bound derived in Equation(50)in the proof of Theorem 1
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with an additional term TAP¹bc º as a result of the relaxation of Assumption 5.

A.11.3 Step 3: Combined Regret Bound under the Relaxation of Assumption 5

We now combine the results of Section A.11.1 and Section A.11.2 to obtain a simultaneous

regret bound under the relaxed setting where Assumption 5 (Termination-Action Domain

Validity) is not assumed, while all other assumptions remain in force.

Recall that in the idealized setting (Theorem 1), we de�ned the statistical error term as

Estat¹#)– 3º := max©
­
«

�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
– 3

s �
3 ¸ log¹1•nº

�
3

d #)
ª
®
¬

¸ � 5¹Yº¹#)º �X ¸ l #)

(15)

We keep exactly the same de�nition here.

From Section A.11.1 (Equation(7)) and Section A.11.2 (Equation(14)), we have that

with probability at least 1 � ¹= –1 ¸ 3ºn � Y,

Regret¹ec º .
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º �X ¸ TAP¹ec  º ¸ l #) (16)

and similarly,

Regret¹bc º . 3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º �X ¸ TAP¹bc  º ¸ l #) •• (17)

Recall the de�nition of the simultaneous event
 all from Equation(53). By a union

bound,

Pr¹
 allº � 1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
– (18)
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and on 
 all both bounds (16)�(17) hold simultaneously. Therefore,

max
�
Regret¹bc º– Regret¹ec º

�
. E stat¹#)– 3º ¸ max

�
TAP¹bc  º– TAP¹ec º

�
•

which holds with probability at least1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
. This concludes the proof of

Corollary 2.

A.12 Proof of Corollary 3

This section proves Corollary 3 in the setting where Assumption 6 is relaxed while all other

idealized assumptions remain in force. The proof follows the same three-step template used in

the idealized analysis. In Step 1 (PC-FQI) and Step 2 (C-FQI), we start from the same reduced

regret decomposition from Lemma 5, valid under Assumptions 2 and 3, and we control the

learnable-class term via Lemma 9 together with bounds on Q-function estimates. Relative

to the idealized proof, the only substantive change is at the censoring boundary: without

Assumption 6, the action0max is not guaranteed to maximize the estimated&-function when

consecutive censoring is= –1 , so the boundary optimality gap no longer vanishes as it was

in idealized setting. This gap is isolated and carried through the analysis as theBAP¹cº.

Consequently, both Step 1 and Step 2 yield regret bounds that match the termEstat¹#)– 3º

plus an additional additiveBAP¹cº term. In Step 3 we combine the two bounds to obtain

the �nal result.

A.12.1 Step 1: Regret for PC-FQI under the Relaxation of Assumption 6

In this section, we relax Assumption 6, while all other assumptions remain in force. In

particular, Assumptions 2 and 3 hold, and by constructionec  2 � = –1 . Therefore, we may

invoke the reduced form of Lemma 5 that is valid under Assumptions 2 and 3. This is exactly

the same decomposition used at the beginning of the proof of Theorem 1 in Section A.9 (see
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the decomposition corresponding to Equation (12) in the proof of Lemma 5).
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Thus, it remains to upper bound the term8¹ec º while accounting for the relaxation of

Assumption 6.

Since Assumptions 2 and 3 holds in this section, the global optimal policy satis-
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8¹ec º = Ec �

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

= Ec �
= –1

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

=
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
~c 

a–� � ~c  

"

� � ¹ � º
c �

= –1
¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

�
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
~c 

a–�

"
�
Ec �

= –1
�
gUQ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�

¸ E ~c 
�
TAD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�
¸ 2W �1

� 2 � W
1 � W

' max

�

¸
2

1 � W
� 5¹Yº¹#)º � X ¸ AD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º ºI»� = = –1 ¼

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

•

(2)

Observe that this is exactly the same bound as Equation (8) from Section A.9.1.

Given Equation (2), the alignment-related contributions are precisely

TAP¹ec  º :=
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and

BAP¹ec  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
~c 

a–�

�
AD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º º I»� = = –1 ¼

�
•

We �rst note that Assumption 5 continues to hold and it was used to guarantee that

the termination action selected byec ¹= –1 º
: lies inUP¹= –1 º, implying thatTAP¹ec  º � 0 (see

Section A.9.1). With Assumption 5 still in force, we can use this fact and drop the term

TAP¹ec  º from Equation (2).

However, due to the relaxation of Assumption 6, the boundary-action optimality gap

does not vanish as in the idealized case (i.e., Equation(10) in Section A.9). In particular, the

relaxation of Assumption 6 leads to

AD ĉ ¹F ¹0º– 0¹0º– � � � – F¹= –1 ºº (3)

= max
02A

e& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � e& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– ec¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

� 0

This is because the action0max which is outputted byec ¹= –1 º
 is not necessarily the action

that maximizes estimated Q-functione& ¹= –1 º
 when there is= –1 consecutive censoring. As

a result

BAP¹ec  º � 0• (4)

Using Equations (2) and (4) yields
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E
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h
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Observe that the �rst term on the right-hand side of(5) (i.e., the part excludingBAP¹ec  º)

is exactly the same object bounded in the idealized setting after imposingBAP¹ec  º = 0 and

dropping theTAP¹ec  º contribution (see Equation(11)). Therefore, the same bound as in

Equation(23) from Section A.9.1 applies directly with an addition of the termBAP¹ec  º.

Hence, with probability at least 1 � ¹= –1 ¸ 3ºn � Y,

8¹ec º .
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º � X ¸ BAP¹ec  º• (6)

Combining Equation(1) with Equation(6) and keeping the same choice of as in the

idealized setting (i.e., Equation(46)) yield that, with probability at least1 � ¹=  –1 ¸ 3ºn � Y ,

Regret¹ec º .
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º � X ¸ BAP¹ec  º ¸ l #) • (7)

Observe that this is exactly the same bound derived in Equation(24)in the proof of Theorem 1

with an additional term BAP¹ec º as a result of the relaxation of Assumption 6.

A.12.2 Step 2: Regret for C-FQI under the Relaxation of Assumption 6

In this section, we relax Assumption 6, while all other assumptions remain in force. In

particular, Assumptions 2 and 3 hold, and by constructionbc  2 � = –1 . Therefore, we may

invoke the reduced form of Lemma 5 that is valid under Assumptions 2 and 3. This is exactly

the same decomposition used at the beginning of the proof of Theorem 1 in Section A.9 (see

the decomposition corresponding to Equation (12) in the proof of Lemma 5).

Regret¹bc º � E c �
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WC' C

#

|                                      {z                                      }
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p
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1 � W
l #) • (8)

Thus, it remains to upper bound the term8¹bc º while accounting for the relaxation of

Assumption 6.
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Since Assumptions 2 and 3 holds in this section, the global optimal policy satis-

�es c � 2 � = � � = –1 . Sincec � maximizes the value globally and is a valid candi-

date within the restricted class� = –1 , it must coincide with thec �
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where c �
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2
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�
¸ 2W �1

� 2 � W
1 � W

' max

�

¸
2

1 � W
� 5¹Yº¹#)º � X ¸ AD ĉ ¹, ¹0º– � ¹0º– � � � – , ¹ � º ºI»� = = –1 ¼

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

•

(9)

Observe that this is exactly the same bound as the corresponding inequality used in the

C-FQI part of the idealized proof in Section A.9.2.

Given Equation (9), the alignment-related contributions are precisely

TAP¹bc  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
ĉ 

a–�

2
6
6
6
6
4

E ĉ 
�
TAD ĉ ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

3
7
7
7
7
5

–

and

BAP¹bc  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
ĉ 

a–�

�
AD ĉ ¹, ¹0º– � ¹0º– � � � – , ¹ � º º I»� = = –1 ¼

�
•

We �rst note that Assumption 5 continues to hold and it was used to guarantee that the

termination action selected bybc ¹= –1 º
: lies inUP¹= –1 º, implying thatTAP¹bc  º � 0 (see the
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C-FQI discussion in the idealized setting in Section A.9.2). With Assumption 5 still in force,

we can use this fact and drop the term TAP¹bc º from Equation (9).

However, due to the relaxation of Assumption 6, the boundary-action optimality gap

does not vanish as in the idealized case. In particular, the relaxation of Assumption 6 leads to

AD ĉ ¹F ¹0º– 0¹0º– � � � – F¹= –1 ºº (10)

= max
02A

b& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � b& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– bc¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº

� 0•

This is because the action0max which is outputted bybc ¹= –1 º
 is not necessarily the action

that maximizes estimated Q-functionb& ¹= –1 º
 at censoring depth = –1 . As a result,

BAP¹bc  º � 0• (11)

Using Equations (9) and (11) yields

8¹bc º �
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
ĉ 

a–�

"
�
Ec �

= –1
�
UQ¹, ¹0º– � ¹0º– � � � , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � , ¹ � º º

�
¸ 2W �1

� 2 � W
1 � W

' max

�

¸
2

1 � W
� 5¹Yº¹#)º � X

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

¸ BAP¹bc  º•

(12)

Observe that the �rst term on the right-hand side of Equation(12)(i.e., the part excluding

BAP¹bc  º) is exactly the same object bounded in the idealized setting for C-FQI after imposing

BAP¹bc  º = 0 and dropping theTAP¹bc  º contribution (see Equation(37)). Therefore, the

same bound as in Equation(49) from Section A.9.2 applies directly with an addition of the

term BAP¹bc º. Hence, with probability at least 1 � Y � nB � ¹=  –1 ¸ 1ºn,

8¹bc º . 3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º � X ¸ BAP¹bc  º• (13)

Combining Equation(8) with Equation(13) and keeping the same choice of as in the
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idealized setting (i.e., Equation(46)) yield that, with probability at least1 � ¹=  –1 ¸ 3ºn � Y ,

Regret¹bc º . 3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º � X ¸ BAP¹bc  º ¸ l #) • (14)

Observe that this is exactly the same bound derived in Equation(50)in the proof of Theorem 1

with an additional term BAP¹bc º as a result of the relaxation of Assumption 6.

A.12.3 Step 3: Combined Regret Bound under the Relaxation of Assumption 6

We now combine the results of Section A.12.1 (PC-FQI) and Section A.12.2 (C-FQI) under

the relaxed setting where Assumption 6 is not assumed, while all other assumptions remain

in force.

In the idealized setting (Theorem 1), we de�ned the statistical error term as

Estat¹#)– 3º := max©
­
«

�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
– 3

s �
3 ¸ log¹1•nº

�
3

d #)
ª
®
¬

¸ � 5¹Yº¹#)º �X ¸ l #) •

(15)

We keep exactly the same de�nition here.

From Section A.12.1 (i.e., Equation(7)) and Section A.12.2 (i.e., Equation(14)), we

have that with probability at least 1 � ¹= –1 ¸ 3ºn � Y,

Regret¹ec º .
�
3 ¸ log¹1•nº

�
3

s
� cov

d#)
¸ � 5¹Yº¹#)º �X ¸ BAP¹ec  º ¸ l #) (16)

and similarly,

Regret¹bc º . 3

s �
3 ¸ log¹1•nº

�
3

d #)
¸ � 5¹Yº¹#)º �X ¸ BAP¹bc  º ¸ l #) • (17)

Furthermore, recall the de�nition of the simultaneous event
 all from Equation(53).
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Then by a union bound, we have

Pr¹
 allº � 1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
– (18)

and on 
 all both bounds in Equations (16)�(17) hold simultaneously. Therefore,

max
�
Regret¹bc º– Regret¹ec º

�
. E stat¹#)– 3º ¸ max

�
BAP¹bc  º– BAP¹ec º

�
•

which holds with probability at least1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
. This concludes the proof of

Corollary 3.

A.13 Proof of Corollary 4

This section proves Corollary 4, where we relax the Linear MDP assumption (Assumption 7)

to Reproducing Kernel Hilbert Space (RKHS) setting. The proof mirrors the idealized proof

structure and proceeds in three steps: Step 1 establishes the regret bound for PC-FQI, Step 2

establishes the analogous bound for C-FQI, and Step 3 combines the two bounds into a

single statement. In Steps 1�2, we start from the same reduced regret decomposition from

Lemma 5, which is valid under Assumptions 2 and 3. The learnable-class term is bounded

exactly as in the linear case. Since Assumptions 5 and 6 remain in force in this corollary, the

alignment penalties are dropped as in the idealized setting. The only substantive modi�cation

occurs in the contribution of the uncertainty-quanti�er: we replace the uncertainty quanti�er

de�ned for the linear MDP case with the uncertainty quanti�er de�ned for RKHS. We adapt

the RKHS concentration arguments used in Chang et al. (2021) to our case.

A.13.1 Step 1: Regret for PC-FQI under the Relaxation of Assumption 7

In this section, we relax Assumption 7 (Linear MDP). Instead, we assume that the relevant

value-function classes at each censoring depth belong to a Reproducing Kernel Hilbert Space
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(RKHS) associated with a positive semi-de�nite kernel: 8¹�– �ºon length-8history blocks.

All other assumptions from the ideal setting (Theorem 1) remain in force.

Given this, Assumptions 2 and 3 hold andec  2 � = –1 by construction. Therefore,

we may invoke the reduced form of Lemma 5 that is valid under Assumptions 2 and 3.

This is exactly the same decomposition used at the beginning of the proof of Theorem 1

in Section A.9.1 (see the decomposition corresponding to Equation(12) in the proof of

Lemma 5).

Regret¹ec º � E c �

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

|                                      {z                                      }
8¹ec º

¸
4' max

p
 � 1

1 � W
l #) • (1)

Thus, it remains to upper bound the term8¹ec º while accounting for the relaxation of

Assumption 7.

Since Assumptions 2 and 3 hold in this section, the optimal policy satis�esc � 2 � = �

� = –1 . Sincec � maximizes the value globally and is a valid candidate within the restricted

class� = –1 , it must coincide with thec �
= –1

wherec �
= –1

2 argmaxc02� = –1
Ec0� Í 1

C=0W
C' C

�
.

Thus, without loss of generality, we letc �
= –1

= c � as in the idealized setting. Given this and

the fact that c�= –1
and ec both belong to �= –1 , Lemma 9 yields

8¹ec º = Ec �

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

= Ec �
= –1

"
1Õ

C=0

WC' C

#

� E ec  

"
1Õ

C=0

WC' C

#

=
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
~c 

a–� � ~c  

"

� � ¹ � º
c �

= –1
¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

�
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
~c 

a–�

"
�
Ec �

= –1
�
gUQ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�

¸ E ~c 
�
TAD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�
¸ 2W �1

� 2 � W
1 � W

' max

�

¸
2

1 � W
� 5¹Yº¹#)º � X ¸ AD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º ºI»� = = –1 ¼

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

•

(2)
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which holds with probability at least1 � ¹=  –1 ¸ 1ºn � Y (i.e., on the event
 %\ 
 A). Observe

that this is exactly the same bound as Equation (8) from Section A.9.1.

Given Equation (2), the alignment-related contributions are precisely

TAP¹ec  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
~c 

a–�

2
6
6
6
6
4

E ~c 
�
TAD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

3
7
7
7
7
5

–

and

BAP¹ec  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
~c 

a–�

�
AD ~c ¹, ¹0º– � ¹0º– � � � – , ¹ � º º I»� = = –1 ¼

�
•

Recall that under Assumption 5 and Assumption 6, we haveTAP¹ec  º � 0 and

BAP¹ec  º = 0 as shown in Section A.9.1. Therefore, Equation(2) reduces to the fol-

lowing:

8¹ec º �
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
~c 

a–�

"
�
Ec �

= –1

h
gUQ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

i

¸ 2W �1
�
2 � W
1 � W

' max

�
¸

2
1 � W

� 5¹Yº¹#)º � X
� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

#

• (3)

We now bound the contribution ofgUQ in Equation(3) under the general RKHS setting.

Before doing that, we introduce several de�nitions and notations that are related to RKHS

setting.

First, we assume bounded rewardsj' Cj � ' max and bounded kernels: 8¹�– �º � 1 for

all relevant length-8history blocks� , which matches the bounded-kernel condition used in

(Chang et al. 2021, Assumption 22). Additionally, for a �xed depth8 2 f0– 1– • • • – = –1g, let

O¹8º
# = fI 8–1– • • • – I8–jO¹8º

# jgdenote the depth-8partition. Let: 8¹�– �ºbe a PSD kernel on length-8

history blocks with RKHSH8and feature map� 8¹�º such that: 8¹�– � 0º = h� 8¹�º– � 8¹� 0ºiH 8.

De�ne the Gram matrixGO¹8º
#

2 RjO¹8º
# j�jO ¹8º

# j by »GO¹8º
#

¼01 = : 8¹I 8–0– I8–1º and its
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regularized version

� ¹8º := GO¹8º
#

¸ Z 2�– (4)

where Z2 ¡ 0 is the noise variance parameter, consistent with the posterior-variance

formulation in (Chang et al. 2021, Example 3).4

Then, for any length-8 history block �, the kernel vector is de�ned as

: O¹8º
#

¹�º :=
�
: 8¹I 8–1– �º– • • • – :8¹I 8–jO¹8º

# j– �º
� > 2 RjO¹8º

# j•

Accordingly, we de�ne the (posterior) kernel variance as

: 8–O¹8º
#

¹�– �º := : 8¹�– �º � : O¹8º
#

¹�º > ¹� ¹8ºº�1 : O¹8º
#

¹�º– (5)

which is the standard GP/KRR posterior variance (cf. (Chang et al. 2021, Example 3)).

Given these, for each depth8and iteration: , the uncertainty quanti�er for the RKHS

setting is de�ned as

~* ¹8º
:

�
� ¹C�8º:C� := ~V:

2
6
6
6
6
4

: 8–O¹8º
#

�
� ¹C�8º:C– �¹C�8º:C�

Z2

3
7
7
7
7
5

1•2

– (6)

and thus, for each8, ~* ¹8º
: in Equation(6) satis�es De�nition 3 as implied by Lemma 14 of

Chang et al. (2021).

Now we are ready to boundgUQ. First, recall the characterization ofgUQ

gUQ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº =
 �1Õ

:=0

W: Ec �
= –1

h
2 ~* ¹" 8¸: º

 �:

�
� ¹8¸:�" 8¸: º:¹8¸:º

� �
�
� ¹, 0– �0 • • • – ,8– �8º = ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº

i
•

4 In the linear case, _ served as an algorithmic ridge regularization parameter inside the empirical design
matrix to ensure invertibility and control the con�dence width. Here, following Chang et al. (2021), the
analogous role is played by the GP/KRR noise varianceZ2 inside¹G ¸ Z 2�º �1 , which simultaneously
regularizes the Gram matrix and calibrates posterior uncertainty.
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Then for a �xed 8, we have

E� ¹8º�3 c �
a–8

�
~* ¹8º

: ¹� ¹8ºº
�

= ~V: E� ¹8º�3 c �
a–8

2
6
6
6
6
6
4

vt
: 8–O¹8º

#
¹� ¹8º– � ¹8ºº

Z2

3
7
7
7
7
7
5

(7)

where � ¹8ºdenotes the generic length-8 history block random variable.

Under the bounded-kernel assumption and Z2 = 
¹1º, (Chang et al. 2021, Theorem 25

(Statement 2)) applied to the depth-8kernel : 8 yields that, with probability at least1 �

n•¹= –1 ¸ 1º,

E� ¹8º�3 c �
a–8

hq
: 8–O¹8º

#
¹� ¹8º– � ¹8ºº

i
� 2 1

vut
� cov3

¹8º
�

�
3¹8º

� ¸ log¹2 2•nº
�

jO¹8º
# j

– (8)

where3¹8º
� is the (depth-8) e�ective dimension appearing in (Chang et al. 2021, De�nition 9)

and 21– 22 are universal constants. Since Z2 = 
¹1º, we may absorb 1•Z into . and obtain

E� ¹8º�3 c �
a–8

2
6
6
6
6
6
4

vt
: 8–O¹8º

#
¹� ¹8º– � ¹8ºº

Z2

3
7
7
7
7
7
5

.

vut
� cov3

¹8º
�

�
3¹8º

� ¸ log¹1•nº
�

jO¹8º
# j

• (9)

Then, by a union bound over8 2 f0– • • • – = –1g, Equation(9) holds simultaneously for all

depths with probability at least 1 � n, and we denote this event by 
"% .

Following this, substituting Equation (9) into Equation (7), we obtain the �nal bound

E� ¹8º�3 c �
a–8

�
~* ¹8º

: ¹� ¹8ºº
�

. ~V:

vut
� cov3

¹8º
�

�
3¹8º

� ¸ log¹1•nºº

jO¹8º
# j

– (10)

which holds for all 8 2 f0– • • • – = –1g simultaneously with probability at least 1 � n.

We also invoke Assumption 10 which states that there existsd 2 ¹0– 1¼and an event
 str
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with Pr¹
 strº � 1 � n Bsuch that on 
str,

min
0�8�=  –1

jO¹8º
# j � d #)•

Accordingly, by a union bound, we have

Pr¹e
 %º := Pr¹
 %\ 
 A \ 
 str \ 
 "% º � 1 � ¹=  –1 ¸ 3ºn � Y• (11)

Next, we apply Equation (10) to the de�nition ofgUQ on the event one
 %. This brings

Ec �
= –1

h
gUQ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº

i
�

 �1Õ

:=0

W: 2 ~V � : E" 8¸: �c �
= –1

2
6
6
6
6
4

vut
� cov3

¹ " 8¸: º
�

�
3¹ " 8¸: º

� ¸ log¹1•nºº

jO¹ " 8¸: º
# j

3
7
7
7
7
5

�
2 ~Vmax

1 � W

vut
� cov max0� 9 �=  –1 3¹ 9º

�
�
3¹ 9º

� ¸ log¹1•nºº

min0� 9 �=  –1 jO¹ 9º
# j

�
2 ~Vmax

1 � W

s
� cov3�

�
3� ¸ log¹1•nºº
d#)

(12)

where we use the fact thatmin9 jO¹ 9º
# j � d#) , 3� := max0�8�=  –1 3¹8º

� and ~Vmax :=

max0��� �1 ~V� .

Then, plugging Equation (12) into Equation (3), we can obtain

8¹ec º �
1 � W= –1

¹1 � Wº2
©
­
«

2 ~Vmax

1 � W

s
� cov 3�

�
3� ¸ log¹1•nº

�

d#)
¸ 2W �1 2 � W

1 � W
' max ¸

2
1 � W

� 5¹Yº¹#)º �X ª
®
¬

�
1

¹1 � Wº2
©
­
«

2 ~Vmax

1 � W

s
� cov 3�

�
3� ¸ log¹1•nº

�

d#)
¸ 2W �1 2 � W

1 � W
' max ¸

2
1 � W

� 5¹Yº¹#)º �X ª
®
¬

–

(13)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y•
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To state the �nal rate, we choose  as in the idealized setting

 =
�
log¹#)º
2¹1 � Wº

�
– (14)

so that W �1 � ¹#)º �1•2 and hence

2W �1 2 � W
1 � W

' max �
20 ' max

1 � W
� ¹#)º �1•2

for an absolute constant 20 ¡ 0.

Finally, we choose~Vmax in a way consistent with RKHS con�dence multipliers, namely

(up to logarithmic factors and constants) as in Chang et al. (2021),

~Vmax �

r

3�

�
3� ¸ log¹1•nº

�
(15)

Then, on evente
 %, given Equations(1) and(13)as well as the selection of and ~Vmax,

we have

Regret¹ec º �
1

¹1 � Wº2
©
­
«

2 ~Vmax

1 � W

s
� cov 3�

�
3� ¸ log¹1•nº

�

d#)
¸

20 ' max

1 � W
¹#)º �1•2 ¸

2
1 � W

� 5¹Yº¹#)º �X ª
®
¬

¸
4' max

1 � W

s �
log¹#)º
2¹1 � Wº

�
l #)

�
1

¹1 � Wº3

 

23�
�
3� ¸ log¹1•nº

�
s

� cov

d#)
¸

20' maxp
#)

¸ 2� 5¹Yº¹#)º �X

!

¸
4' max

1 � W

s �
log¹#)º
2¹1 � Wº

�
l #) (16)

To simplify the expression, we consider the regime in which the truncation term is

dominated by the statistical term, namely without loss of generality, we assume

20' max � 3 �
�
3� ¸ log¹1•nº

�
s

� cov

d
• (17)
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Under this condition, the truncation contribution is absorbed into the leading statistical

term. Given this, we further use. notation which hides absolute constants and logarithmic

factors (e.g.,W, ' max), while keeping
p

log¹1•nº explicit. This yields the �nal bound on

8¹ec º and Regret¹ec º as follows:

8¹ec º . 3 �
�
3� ¸ log¹1•nº

�
s

� cov

d#)
¸ � 5¹Yº¹#)º �X (18)

and

Regret¹ec º . 3 �
�
3� ¸ log¹1•nº

�
s

� cov

d#)
¸ � 5¹Yº¹#)º �X ¸ l #) – (19)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

A.13.2 Step 2: Regret for C-FQI under the Relaxation of Assumption 7

The proof forbc  follows the same steps as in the idealized linear case, with the only change

being that we upper bound the uncertainty-quanti�er and pessimism terms using RKHS

information-gain arguments. Recall that in the idealized setting, Assumptions 2 and 3

hold. Moreover,bc  2 � = –1 by de�nition. Therefore, we may invoke the reduced form of

Lemma 5, which is valid under these two assumptions. Speci�cally, this corresponds to the

decomposition given in Equation (12) in the proof of Lemma 5.

Regret¹bc º � E c �

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

|                                      {z                                      }
8¹bc º

¸
4' max

p
 � 1

1 � W
l #) • (20)

Thus, it remains to upper bound the term 8¹bc º.

Assumptions 2 and 3 imply that the optimal policy satis�esc � 2 � = � � = –1 . Sincec �

maximizes the value globally and is a valid candidate within the restricted class� = –1 , it

must coincide with thec �
= –1

wherec �
= –1

2 argmaxc02� = –1
Ec0� Í 1

C=0W
C' C

�
. Thus, without

loss of generality, we letc �
= –1

= c � as in the idealized setting. Given this and the fact that
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c �
= –1

and bc both belong to �= –1 , Lemma 9 yields

8¹bc º = Ec �

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

= Ec �
= –1

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

=
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
ĉ 

a–� � ĉ  

2
6
6
6
6
4

�� ¹ � º
c �

= –1
¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

�
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
ĉ 

a–�

"
�
Ec �

= –1
�
UQ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�

¸ E ĉ 
�
TAD ĉ ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�

¸ � ¹ � º ¹, ¹0º– � ¹0º– � � � – , ¹ � º º ¸ 2W �1
�
2 � W
1 � W

' max

�
¸

2
1 � W

� 5¹Yº¹#)º � X

¸ AD ĉ ¹, ¹0º– � ¹0º– � � � – , ¹ � º ºI»� = = –1 ¼
� �Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

#

– (21)

which holds with probability at least1 � ¹=  –1 ¸ 1ºn � Y (i.e., on the event
 \ 
 A). Observe

that this is exactly the same bound as Equation (34) from Section A.9.2.

Given Equation(21), the components related to the alignment discrepancies are exactly:

TAP¹bc  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
ĉ 

a–�

2
6
6
6
6
4

E ĉ 
�
TAD ĉ ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

� �Ö

9=1

I»� ¹ 9º = 0¼ I»�¹0º = 1¼

3
7
7
7
7
5

–

and

BAP¹bc  º :=
1 � W= –1

¹1 � Wº2
E

� ¹ �º �3
ĉ 

a–�

�
AD ĉ ¹, ¹0º– � ¹0º– � � � – , ¹ � º º I»� = = –1 ¼

�
•

Recall that under Assumption 5 and Assumption 6, we haveTAP¹ec  º � 0 andBAP¹ec  º = 0

as shown in Section A.9.2. Therefore, Equation (21) reduces to the following:

8¹bc º �
1 � W= –1

¹1 � Wº2
E

¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�3
ĉ 

a–�

"
�
Ec �

= –1
�
UQ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º j ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

�

¸ � ¹ � º ¹, ¹0º– � ¹0º– � � � – , ¹ � º º

¸ 2W �1
�
2 � W
1 � W

' max

�
¸

2
1 � W

� 5¹Yº¹#)º � X
� �Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

#

•

(22)
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We now bound the contribution ofUQ and� ¹�º in Equation(22) under the general

RKHS setting. Recall the characterization of UQ and �¹�º as follows.

UQ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº =
 �1Õ

:=0

W: Ec �
= –1

h
* ¹" 8¸: º

 �:

�
� ¹8¸:�" 8¸: º:¹8¸:º

� �
�
� ¹, 0– �0 • • • – ,8– �8º = ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº

i
–

� ¹8º¹F ¹0º– 0¹0º– • • • – F¹8ºº = max
02A

 �1Õ

:=0

W: Ec  �1 –��� –c � :
h
* ¹" 8¸: º

 �:

�
� ¹" 8¸: º

8¸:

� �
�
� ¹, 0– • • • – ,8– �8º = ¹F ¹0º– • • • – F¹8º– 0º

i
–

where " C:= min
n
= –1– maxfE � 0 : � C�E = � � � = � C�1 = 0– �C�E�1 = 1g

o

Next, we introduce several de�nitions and notations for the RKHS setting, and then

provide a �nite-rank projection argument that yields an uncertainty quanti�er bound in terms

of the e�ective dimension.

First, without loss of generality, we assume bounded rewardsj' Cj � ' max and bounded

kernels: 8¹�– �º � 1 for all relevant length-8history blocks� , matching the bounded-kernel

condition used in (Chang et al. 2021, Assumption 22). Fix a depth8 2 f0– 1– • • • – = –1gand

let O¹8º
# = fI 8–1– • • • – I8–=8gdenote the depth-8partition. Let: 8¹�– �ºbe a PSD kernel on length-8

history blocks with RKHSH8and feature map� 8¹�º such that: 8¹�– � 0º = h� 8¹�º– � 8¹� 0ºiH 8.

We de�ne the Gram matrixGO¹8º
#

2 R=8�= 8 as the matrix whose entries are»GO¹8º
#

¼01 =

: 8¹I 8–0– I8–1º. We then de�ne the regularized Gram matrix as

� ¹8º := GO¹8º
#

¸ Z 2�–

whereZ2 ¡ 0 is the (GP/KRR) noise variance parameter, consistent with the posterior-

variance formulation in (Chang et al. 2021, Example 3).
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For any length-8 history block �, we de�ne the kernel vector as

: O¹8º
#

¹�º :=
�
: 8¹I 8–1– �º– • • • – :8¹I 8–=8– �º

� > 2 R=8–

and accordingly the posterior kernel variance is de�ned as

: 8–O¹8º
#

¹�– �º := : 8¹�– �º � : O¹8º
#

¹�º > ¹� ¹8ºº�1 : O¹8º
#

¹�º•

For each depth 8 and iteration :, the uncertainty quanti�er is de�ned as

* ¹8º
:

�
� ¹C�8º:C� := V:

2
6
6
6
6
4

: 8–O¹8º
#

�
� ¹C�8º:C– �¹C�8º:C�

Z2

3
7
7
7
7
5

1•2

•

For an arbitrary policyc, let � ¹8º � 3 c denote a length-8history block under3c . We aim

to boundE� ¹8º�3 c »* ¹8º
: ¹� ¹8ºº¼. To begin, we use Using Jensen's inequality which results in

the following

E� ¹8º�3 c

�
* ¹8º

: ¹� ¹8ºº
�

= V: E� ¹8º�3 c

2
6
6
6
6
6
4

vt
: 8–O¹8º

#
¹� ¹8º– � ¹8ºº

Z2

3
7
7
7
7
7
5

� V :

s
1
Z2

E� ¹8º�3 c

�
: 8–O¹8º

#
¹� ¹8º– � ¹8ºº

�
• (23)

Accordingly, it su�ces to upper bound

V8 := E� ¹8º�3 c

�
: 8–O¹8º

#
¹� ¹8º– � ¹8ºº

�
•

To do this, without loss of generality, assume: 8admits a Mercer expansion with respect

196



to 3`
8 :

: 8¹�– � 0º =
1Õ

9=1

` 8– 9k 8– 9¹�ºk 8– 9¹� 0º– 8̀–1� ` 8–2� � � � � 0–

where fk8– 9g9�1 are orthonormal in !2¹3`
8 º:

E��3 `
8

�
k 8– 9¹� ¹8ººk8–�¹� ¹8ºº

�
= If 9 = �g• (24)

Given a �x integer truncation rank �¹8º � 1, the truncated feature map is de�ned as

k 8–�¹8º¹�º :=
�p

` 8–1k 8–1¹�º– • • • –
p

` 8–�¹8ºk 8–�¹8º¹�º
� >

2 IR� ¹8º
–

and the truncated kernel is de�ned as

: 8–�¹8º¹�– � 0º := k 8–�¹8º¹�º > k 8–�¹8º¹� 0º•

Moreover, we denote the residual kernel and its diagonal residual as follows

: 8–?¹�– � 0º := : 8¹�– � 0º � : 8–�¹8º¹�– � 0º–

A8–�¹8º¹�º := : 8–?¹�– �º =
Õ

9¡� ¹8º

` 8– 9k 8– 9¹�º 2•

Assume the eigenfunctions are uniformly bounded:

sup
�

jk8– 9¹�º j � ^ k–8 89• (25)

We de�ne the tail sum as

� 8¹ 9º :=
1Õ

:=9

` 8–:• (26)
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Then, using Equation (25), the residual diagonal term satis�es the following

A8–�¹8º¹�º =
Õ

9¡� ¹8º

` 8– 9k 8– 9¹�º 2 � ^ 2
k–8

Õ

9¡� ¹8º

` 8– 9= ^2
k–8� 8¹� ¹8º¸ 1º• (27)

Next, we decompose the posterior variance into a head term and a tail term. By PSD

monotonicity and the decomposition: 8 = : 8–�¹8º ¸ : 8–?, the posterior variance satis�es, for

all �,

: 8–O¹8º
#

¹�– �º � : 8–�¹8º–O¹8º
#

¹�– �º ¸ A 8–�¹8º¹�º– (28)

where: 8–�¹8º–O¹8º
#

¹�– �º denotes the posterior variance computed using the truncated kernel

: 8–�¹8º with the same locations O¹8º
# and the same Z2.

Taking expectations of Equation(28)under� ¹8º � 3 c and then applying Equation(27)

yields

V8 � E � ¹8º�3 c

�
: 8–�¹8º–O¹8º

#
¹� ¹8º– � ¹8ºº

�
¸ ^ 2

k–8� 8¹� ¹8º¸ 1º• (29)

Consequently, it remains to bound the �nite-rank head term.

We now rewrite the head term in a �nite-dimensional linear-design form. The empirical

covariance is denoted by

b� ¹8º
� ¹8º :=

1

jO¹8º
# j

jO¹8º
# jÕ

g=1

k 8–�¹8º¹I 8–gºk8–�¹8º¹I 8–gº> 2 IR� ¹8º�� ¹8º
–

and the population covariance under 3`
8 is de�ned as

� `
8–�¹8º := E� ¹8º�3 `

8

�
k 8–�¹8º¹� ¹8ººk8–�¹8º¹� ¹8ºº> �

•
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By Equation (24), the population covariance satis�es

� `
8–�¹8º = diag¹`8–1– • • • – `8–�¹8ºº• (30)

For the truncated kernel, the posterior variance identity is

1
Z2

: 8–�¹8º–O¹8º
#

¹�– �º = k 8–�¹8º¹�º >
�
jO¹8º

# jb� ¹8º
� ¹8º ¸ Z 2�

� �1
k 8–�¹8º¹�º• (31)

Taking expectations of Equation (31) under 3c gives

E� ¹8º�3 c

�
1
Z2

: 8–�¹8º–O¹8º
#

¹� ¹8º– � ¹8ºº
�

�






�
jO¹8º

# jb� ¹8º
� ¹8º ¸ Z 2�

� �1







op
E� ¹8º�3 c

�
kk8–�¹8º¹� ¹8ººk2

2

�
–

(32)

where the inequality stems from G> �G � k �k opkGk22.

Observe that since PSD truncation implies: 8–�¹8º¹�– �º � : 8¹�– �º , and: 8¹�– �º � 1 , we

have for all �,

kk8–�¹8º¹�ºk 2
2 = : 8–�¹8º¹�– �º � : 8¹�– �º � 1•

This implies

E� ¹8º�3 c

�
kk8–�¹8º¹� ¹8ººk2

2

�
� 1• (33)

At this point, the only remaining quantity to control in Equation(32)is the termk¹jO¹8º
# jb� ¹8º

� ¹8º¸

Z2�º �1 kop.

We now control this term using the similar idea from the idealized setting. In particular,

we de�ne the following event


 8–�¹8º :=
�
b� ¹8º

� ¹8º �
1
2

� `
8–�¹8º

�
• (34)
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Then, by Lemma 15, this event holds with probability at least 1 � n•¹= –1 ¸ 1º.

Given this, on the event 
8–�¹8º, we have

jO¹8º
# jb� ¹8º

� ¹8º ¸ Z 2� � jO ¹8º
# j �

1
2

� `
8–�¹8º ¸ Z 2�

�

 
jO¹8º

# j

2
` 8–�¹8º ¸ Z 2

!

�– (35)

where Equation(35)uses Equation(30)and the fact that̀ 8–�¹8º is the smallest eigenvalue

among the �rst � ¹8º. Consequently,







�
jO¹8º

# jb� ¹8º
� ¹8º ¸ Z 2�

� �1







op
�

1
jO¹8º

# j
2 ` 8–�¹8º ¸ Z 2

• (36)

Substituting Equation (36) and Equation (33) into Equation (32) yields, on 
8–�¹8º,

E� ¹8º�3 c

�
1
Z2

: 8–�¹8º–O¹8º
#

¹� ¹8º– � ¹8ºº
�

�
1

jO¹8º
# j
2 ` 8–�¹8º ¸ Z 2

• (37)

We now combine the head bound with the tail bound. Plugging Equation(37) into

Equation (29) gives, on 
8–�¹8º,

1
Z2

V8 �
1

jO¹8º
# j
2 ` 8–�¹8º ¸ Z 2

¸
^2

k–8

Z2
� 8¹� ¹8º¸ 1º• (38)

Substituting Equation (38) into Equation (23) yields, on 
8–�¹8º,

E� ¹8º�3 c

�
* ¹8º

: ¹� ¹8ºº
�

� V :

vuut 1
jO¹8º

# j
2 ` 8–�¹8º ¸ Z 2

¸
^2

k–8

Z2
� 8¹� ¹8º¸ 1º• (39)

We now optimize right hand side of Equation(39)with respect to� ¹8º. To do that, we
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de�ne e�ective dimension at depth 8 as

3¹8º
� = min

(

9 2 N : 9 �
jO¹8º

# j

Z2
� 8¹ 9 ¸ 1º

)

– (40)

which matches the stated form in (Chang et al. 2021) with=> = jO¹8º
# j and� 8¹ 9º =

Í 1
:=9 ` 8–:.

By the de�nition in Equation (40), we have

� 8¹3
¹8º
� ¸ 1º �

3¹8º
� Z2

jO¹8º
# j

• (41)

Next, consider the followng quantity

68¹�º :=
jO¹8º

# j

Z2
� 8¹� ¸ 1º•

With in place and disregarding the relatively minor dependence of the head term on

` 8–�¹8º in Equation(39), the right-hand side is dominated by two main contributions inside

the square root: the head contribution, which is of order1•Z2, and the tail contribution,

which is proportional to68¹�º :=
jO¹8º

# j
Z2 � 8¹� ¸ 1º , the rescaled tail mass� 8¹� ¸ 1º . The

goal of choosing the truncation rank� is to prevent the tail from signi�cantly in�ating the

overall bound beyond what the head alone would suggest. In these settings, the �complexity�

or �scale� introduced by retaining the �rst� terms (the head) is naturally on the order of�

itself which is the e�ective number of degrees of freedom or rank that we are already paying

for in the bound.

Therefore, truncation is most e�ective when the tail contribution is controlled relative to

this head complexity scale-, speci�cally, when

68¹�º . �•

In other words, we want the rescaled tail mass to be no larger than the truncation rank we
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have already accepted. The smallest integer � that satis�es this is

� � 6 8¹�º–

and this is exactly the e�ective dimension 3¹8º
� de�ned in Equation (40).

Setting � ¹8º = 3 ¹8º
� in Equation (39) and then applying Equation (41) gives, on 
8–3¹8º

�
,

E� ¹8º�3 c

�
* ¹8º

: ¹� ¹8ºº
�

� V :

vuuut 1
jO¹8º

# j
2 ` 8–3¹8º

�
¸ Z 2

¸
^2

k–8

Z2
� 8¹3

¹8º
� ¸ 1º

� V :

vuut 1
jO¹8º

# j
2 ` 8–3¹8º

�
¸ Z 2

¸ ^ 2
k–8

3¹8º
�

jO¹8º
# j

(42)

Given this, the we de�ne the simultaneous event as


 " :=
= –1Ù

8=0


 8–3¹8º
�

•

Then, by union bound, we have

Pr¹
 " º � 1 � n•

Therefore, on
 " , the bound in Equation(42)holds simultaneously for all8 2 f0– 1– • • • – = –1g

with probability at least 1 � n.

Next, as in the linear setting, we invoke Assumption 10 which states that there exists a

constant d 2 ¹0– 1¼ and an event 
str such that Pr¹
strº � 1 � n and, on 
 str,

min
0�8�=  –1

jO¹8º
# j � d #)•
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Accordingly, by a union bound, we have

Pr¹e
º := Pr¹
 \ 
 A \ 
 str \ 
 " º � 1 � ¹=  –1 ¸ 3ºn � Y• (43)

Then, we can derive an upper bound UQ by applying Equation (42) one
, as follows

UQ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº �
 �1Õ

:=0

W: V �: E" 8¸: �c �
= –1

2
6
6
6
6
6
6
4

vuuut 1

jO
¹ " 8¸: º
# j

2 `
" 8¸: –3

¹ " 8¸: º
�

¸ Z 2

¸ ^ 2
k–" 8¸:

3¹" 8¸: º
�

jO¹" 8¸: º
# j

3
7
7
7
7
7
7
5

�
Vmax

1 � W

s
1

`
2 d#) ¸ Z 2

¸ ^ 2
k–�

3�

d#)
(44)

and similarly for � ¹8º, we have

� ¹8º¹F ¹0º– 0¹0º– • • • – F¹8ºº �
Vmax

1 � W

s
1

`
2 d#) ¸ Z 2

¸ ^ 2
k–�

3�

d#)
(45)

where we use the fact thatmin9 jO¹ 9º
# j � d#) , 3� := max0�8�=  –1 3¹8º

� , ` := min 0�8�=  –1 ` 8–3¹8º
�

,

^2
k–� := max0�8�=  –1 ^2

k–8and ~Vmax := max0��� �1 ~V� .

Then, plugging Equations (44) and (45) into Equation (22), we can obtain

8¹bc º �
Vmax

1 � W

s
1

`
2 d#) ¸ Z 2

¸ ^ 2
k–�

3�

d#)
¸

Vmax

1 � W

s
1

`
2 d#) ¸ Z 2

¸ ^ 2
k–�

3�

d#)
2W �1 2 � W

1 � W
' max ¸

2
1 � W

� 5¹Yº¹#)º �X

!

�
1

¹1 � Wº2

 
2Vmax

1 � W

s
1

`
2 d#) ¸ Z 2

¸ ^ 2
k–�

3�

d#)
¸ 2W �1 2 � W

1 � W
' max ¸

2
1 � W

� 5¹Yº¹#)º �X

!

–

(46)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

To state the �nal rate, we choose  as in the idealized setting i.e.,

 =
�
log¹#)º
2¹1 � Wº

�
•
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This implies that
p

 � 1 Ÿ
q

log¹#)º
2¹1�Wº andW �1 � ¹#)º �1•2 . Therefore, the truncation

contribution satis�es

2W �1 2 � W
1 � W

' max �
20 ' max

1 � W
� ¹#)º �1•2

for an absolute constant 20 ¡ 0.

Furthermore, chooseVmax in a way consistent with RKHS con�dence multipliers, namely

(up to logarithmic factors and constants) as in Chang et al. (2021),

Vmax �

r

3�

�
3� ¸ log¹1•nº

�

Then, on evente
 , given Equations(22)and(46)as well as the selection of andVmax,

we have

Regret¹bc º �
1

¹1 � Wº3

 

2
q

3�
�
3� ¸ log¹1•nº

�
s

1
`
2 d#) ¸ Z 2

¸ ^ 2
k–�

3�

d#)
¸

20' maxp
#)

¸ 2 � 5¹Yº ¹#)º �X

!

–

¸
4' max

1 � W

s �
log¹#)º
2¹1 � Wº

�
l #) • (47)

To simplify the expression, we consider the regime in which the truncation term is

dominated by the statistical term, namely assume

20' max �
2 k̂–� 3�

p
3� ¸ log¹1•nº
p

d
• (48)

Under this condition, the truncation contribution is absorbed into the leading statistical

term. Given this, we further use. notation which hides absolute constants and logarithmic

factors (e.g., W, 'max and `), while keeping
p

log¹1•nº explicit.
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This yields the �nal bound on 8¹bc º and Regret¹bc º as follows:

8¹bc º .
q

3�
�
3� ¸ log¹1•nº

�
s

1 ¸ 3 �

d #)
¸ � 5¹Yº ¹#)º �X (49)

and

Regret¹bc º .
q

3�
�
3� ¸ log¹1•nº

�
s

1 ¸ 3 �

d #)
¸ � 5¹Yº¹#)º �X ¸ l #) – (50)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

A.13.3 Step 3: Combined Regret Bound under the Relaxation of Assumption 7

We now combine the results from the previous two steps to derive the �nal bound. First,

recall that under the evente
 %, Equation (19) yields

Regret¹ec º . 3 �
�
3� ¸ log¹1•nº

�
s

� cov

d#)
¸ � 5¹Yº¹#)º � X ¸ l #) – (51)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

Similarly, under the evente
, Equation (50) gives

Regret¹bc º .
q

3�
�
3� ¸ log¹1•nº

�
s

1 ¸ 3 �

d #)
¸ � 5¹Yº¹#)º � X ¸ l #) – (52)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

De�ne the simultaneous event


 all := e
 %\ e
• (53)

By a union bound,

Pr¹
 allº � 1 � Pr¹ e
 2
%º � Pr¹ e
 2º � 1 � 2

�
¹= –1 ¸ 3ºn ¸ Y

�
– (54)
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and on 
 all both regret bounds in Equations (51) and (52) hold simultaneously.

We de�ne the statistical error term Estat¹#)– 3º by

Estat¹#)– 3� º := max

 

3�
�
3� ¸ log¹1•nº

�
s

� cov

d#)
–

q
3�

�
3� ¸ log¹1•nº

�
s

1 ¸ 3 �

d #)

!

¸ � 5¹Yº¹#)º �X ¸ l #)

(55)

Therefore, on 
all,

max
�
Regret¹bc º– Regret¹ec º

�
. Estat¹#)– 3º– (56)

which holds with probability at least1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
. This concludes the proof of

Theorem 1.

A.14 Proof of Theorem 2

In this section, we provide the proof of Theorem 2. This proof synthesizes the analyses

of the individual layers presented in Theorem 1 and Corollaries 1 (Coverage), 2 (TAD), 3

(BAP), and 4 (Linear Structure).

A.14.1 Step 1: Regret for PC-FQI under the Relaxation

In this section, we relax Assumptions 3-7 all together. Consequently, it is possible that

= ¡ =  –1 , meaning the optimal policyc � may induce censoring streaks longer than those

supported by the o�ine dataset. In this case, we invoke Lemma 5, which does not rely

on Assumption 3, together with the fact that the learned policyec  2 � = –1 . Therefore, by
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Lemma 5, the regret of ec satis�es

Regret¹ec º �

©
­
­
­
­
­
­
­
«

sup
c 02� = –1

Ec 0

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

|                                                 {z                                                 }
8¹ ~c º

¸2' max
W ¸1

1 � W

ª
®
®
®
®
®
®
®
¬

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�

¸
4' max

p
 � 1

1 � W
l #) • (1)

Consider the term 8¹ec º:

8¹ec º = sup
c02� = –1

Ec0

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

= Ec �
= –1

"
1Õ

C=0

WC' C

#

� E ~c 

"
1Õ

C=0

WC' C

#

–

where c�= –1
2 argmaxc02� = –1

Ec0� Í 1
C=0W

C' C
�
.

Observe that8¹ec º has the same structure as the term analyzed in Step A.9.1 of the

idealized setting (see Equation(2), except thatc � is replaced byc �
= –1

. Under Assumption 3,

we have c� 2 � = � � = –1 and

c �
= –1

2 argmaxc02� = –1
Ec0

"
1Õ

C=0

WC' C

#

•

It follows that c � is also optimal over� = –1 , and hencec � and c �
= –1

are equivalent.

However, with the relaxation of Assumption 3, this no longer holds, and the equivalence

betweenc � andc �
= –1

fail. As a result, we have unlearnable part ofc � which is the term

¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max
1�W

�
in Equation (1).

However, Lemma 9 and the analysis in Step A.9.1 of the idealized setting only require

that both policies belong to� = –1 . Hence, the same bound on8¹ec º continues to hold. The
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only modi�cations are: (i) the additional additive termsTAP¹ec  º andBAP¹ec  º, and (ii)

replacing3 by 3� (i.e., e�ective dimension in RKHS setting), as implied by Equations(6),

(6), and(18) from Sections A.11.1 (i.e., the relaxation of Assumption 5), A.12.1 (i.e., the

relaxation of Assumption 6) and A.13.1 (i.e., the relaxation of Assumption 7), respectively.

In particular, by combining Equations(6), (6) and(18), we obtain that with probability

at least 1 � ¹= –1 ¸ 3ºn � Y,

8¹ec º . 3 �
�
3� ¸ log¹1•nº

�
s

� cov

d#)
¸ � 5¹Yº¹#)º �X ¸ TAP¹ec  º ¸ BAP¹ec  º• (2)

Plugging Equation(2) into Equation(1)yields, with probability at least1� ¹=  –1 ¸3ºn �Y ,

Regret¹ec º .

 

3�
�
3� ¸ log¹1•nº

�
s

� cov

d#)
¸ � 5¹Yº¹#)º � X ¸ TAP¹ec  º ¸ BAP¹ec  º

¸2' max
W ¸1

1 � W

�
Prc

�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
¸ l #) • (3)

We select  as in the idealized setting:

 =
�
log¹#)º
2¹1 � Wº

�
– (4)

so that W ¸1 � W �1 . ¹#)º �1•2 . Consequently, the truncation contribution satis�es

2' max
W ¸1

1 � W
.

' max

1 � W
� ¹#)º �1•2 • (5)

To simplify the expression further for illustration purposes, we consider the same regime

in which the truncation term is dominated by the statistical term (i.e., Equation (17)).

Under this condition, the truncation contribution is absorbed into the leading statistical

term in Equation(3). Finally, without loss of generality and for the sake of presentation, we

assume that for the chosen there exists a constant21 2 ¹0– 1¼such thatPrc
� �

C¹ – = –1º
�

�
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21. This condition ensures that any additive term of orderl #) can be absorbed into

Prc
�
¹C¹ – = –1ºº up to a constant factor 1•21.

Substituting Equations(5) into Equation(3) yields, with probability at least1 � ¹=  –1 ¸

3ºn � Y,

Regret¹ec º .

 

3�
�
3� ¸ log¹1•nº

�
s

� cov

d#)
¸ � 5¹Yº¹#)º � X ¸ TAP¹ec  º ¸ BAP¹ec  º ¸ l #)

!

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
(6)

A.14.2 Step 2: Regret for C-FQI under the Relaxation

In this section, we relax Assumptions 3-7 all together. Consequently, it is possible that

= ¡ =  –1 , meaning the optimal policyc � may induce censoring streaks longer than those

supported by the o�ine dataset. In this case, we invoke Lemma 5, which does not rely

on Assumption 3, together with the fact that the learned policybc  2 � = –1 . Therefore, by

Lemma 5, the regret of bc satis�es

Regret¹bc º �

©
­
­
­
­
­
­
­
«

sup
c 02� = –1

Ec 0

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

|                                                 {z                                                 }
8¹ bc º

¸2' max
W ¸1

1 � W

ª
®
®
®
®
®
®
®
¬

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�

¸
4' max

p
 � 1

1 � W
l #) • (7)
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Consider the term 8¹bc º:

8¹bc º = sup
c02� = –1

Ec0

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

= Ec �
= –1

"
1Õ

C=0

WC' C

#

� E ĉ 

"
1Õ

C=0

WC' C

#

–

where c�= –1
2 argmaxc02� = –1

Ec0� Í 1
C=0W

C' C
�
.

Observe that8¹bc º has the same structure as the term analyzed in Step A.9.2 of the

idealized setting, except thatc � is replaced byc �
= –1

. Under Assumption 3, we havec � 2 � = �

� = –1 , and it follows thatc � is also optimal over� = –1 . Hencec � andc �
= –1

are equivalent.

However, with the relaxation of Assumption 3, this equivalence can fail, and the resulting

unlearnable part ofc � is captured by the additive term¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max
1�W

�

in Equation (7).

Nevertheless, Lemma 9 (the performance di�erence lemma) and the analysis in Step A.9.2

only require that both policies belong to� = –1 . Hence, the same bound on8¹bc º continues to

hold. The only modi�cations are: (i) the additional additive termsTAP¹bc  º andBAP¹bc  º,

and (ii) replacing3 by 3� with slight change in the composition, as implied by Equations

(13), (13), and(49) from Sections A.11.2 (i.e., the relaxation of Assumption 5), A.12.2

(i.e., the relaxation of Assumption 6) and A.13.2 (i.e., the relaxation of Assumption 7),

respectively.

In particular, by combining Equations(13), (13)and(49) (i.e., under the relaxations of

Assumptions 5, 6, and 7), we obtain that with probability at least 1 � ¹= –1 ¸ 3ºn � Y,

8¹bc º .
q

3�
�
3� ¸ log¹1•nº

�
s

1 ¸ 3 �

d #)
¸ � 5¹Yº ¹#)º �X ¸ TAP¹bc  º ¸ BAP¹bc  º• (8)

210



Plugging Equation(8) into Equation(7)yields, with probability at least1� ¹=  –1 ¸3ºn �Y ,

Regret¹bc º .

 q
3�

�
3� ¸ log¹1•nº

�
s

1 ¸ 3 �

d #)
¸ � 5¹Yº ¹#)º � X ¸ TAP¹bc  º ¸ BAP¹bc  º

¸2' max
W ¸1

1 � W

�
Prc

�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
¸ l #) • (9)

We select  as in the idealized analysis:

 =
�
log¹#)º
2¹1 � Wº

�
– (10)

so that W ¸1 � W �1 . ¹#)º �1•2 . Consequently, the truncation contribution satis�es

2' max
W ¸1

1 � W
.

' max

1 � W
� ¹#)º �1•2 • (11)

To simplify the expression further for illustration purposes, we consider the same regime

in which the truncation term is dominated by the statistical term (i.e., Equation (48)).

Under this condition, the truncation contribution is absorbed into the leading statistical

term in Equation(3). Finally, without loss of generality and for the sake of presentation, we

assume that for the chosen there exists a constant21 2 ¹0– 1¼such thatPrc
� �

C¹ – = –1º
�

�

21. This condition ensures that any additive term of orderl #) can be absorbed into

Prc
�
¹C¹ – = –1ºº up to a constant factor 1•21.

Substituting Equations(11) into Equation(9) yields, with probability at least1 � ¹=  –1 ¸

3ºn � Y,

Regret¹bc º .

 q
3�

�
3� ¸ log¹1•nº

�
s

1 ¸ 3 �

d #)
¸ � 5¹Yº ¹#)º � X ¸ TAP¹bc  º ¸ BAP¹bc  º ¸ l #)

!

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
• (12)
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A.14.3 Step 3: Combined Regret Bound under the Relaxation

We now combine the results from Equation(6) (PC-FQI) and Equation(12) (C-FQI) under

the simultaneous relaxation of Assumptions 3�7.

Recall the de�nition of the unidenti�able regret term from Equation (13)

Ecov¹ – = –1º := ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
•

Recall that in the idealized setting (Theorem 1) statistical error term de�ned the as

Estat¹#)– 3º := max©
­
«

3
�
3 ¸ log¹1•nº

�
s

� cov

d#)
– 3

s �
3 ¸ log¹1•nº

�
3

d #)
ª
®
¬

¸� 5¹Yº¹#)º �X ¸l #)

In the present relaxed setting, the statistical term replaces the dimension3 by the

e�ective dimension3� . Additionally, there is a slight modi�cation in the regret of C-FQI in

RKHS setting compared to idealized setting. Therefore, we de�ne statistical error term in

Equation (55) (i.e., in RKHS setting) as

Estat¹#)– 3� º := max

 

3�
�
3� ¸ log¹1•nº

�
s

� cov

d#)
–

q
3�

�
3� ¸ log¹1•nº

�
s

1 ¸ 3 �

d #)

!

¸ � 5¹Yº¹#)º �X ¸ l #)

Given this, recall that Equation (6) yields

Regret¹ec º .

 

3�
�
3� ¸ log¹1•nº

�
s

� cov

d#)
¸ � 5¹Yº¹#)º � X ¸ TAP¹ec  º ¸ BAP¹ec  º ¸ l #)

!

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
(13)
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which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

Similarly, Equation (12) gives

Regret¹bc º .

 q
3�

�
3� ¸ log¹1•nº

�
s

1 ¸ 3 �

d #)
¸ � 5¹Yº ¹#)º � X ¸ TAP¹bc  º ¸ BAP¹bc  º ¸ l #)

!

Prc
�
¹C¹ – = –1 ºº

¸ ¹ � =  –1 ¸ 1º¹1 � U c � –1º= –1

�
2' max

1 � W

�
• (14)

which holds with probability at least 1 � ¹= –1 ¸ 3ºn � Y.

Then by union bound both regret bounds in Equations(13)and(14)hold simultaneously

with probability at least 1 � 2
�
¹= –1 ¸ 3ºn ¸ Y

�
. This yields

max¹Regret¹bc º– Regret¹ec ºº . Pr c �
¹C¹ – = –1ºº

|                {z                }
Learnability Probability

�

2
6
6
6
6
6
4

Estat¹#)– 3� º
|          {z          }
Statistical Error

¸ max¹TAP¹bc  º– TAP¹ec ºº ¸ max¹BAP¹bc  º– BAP¹ec ºº
|                                                                     {z                                                                     }

Alignment Discrepancy

3
7
7
7
7
7
7
5

¸ E cov¹ – = –1º
|           {z           }

Unidenti�able Regret

– (15)

This concludes the proof of Theorem 2.

A.15 Key Lemmas

Before presenting key lemmas, we introduce several related notation and de�nitions. First of

all, throughout this section, let, C= ¹- C–.C– /C�1– �C�1º and � C= ¹%C– $Cº. Also, letF ¹Cº

and 0¹Cºbe generic realizations of the random vectors ,Cand � C, respectively.

De�nition 4 (E�ective Dimension) Consider a continuous positive semide�nite kernel

: ¹�– �ºon the spaceM such that: ¹G– Gº � 1for all G 2 M. Letf¹` 8– k8ºg1
8=1denote the pairs

of eigenvalues and eigenfunctions of: with respect to the o�ine data distribution, sorted in

non-increasing order such that` 1 � ` 2 � • • • . The e�ective dimension3� is de�ned as the

213



smallest integer 9 satisfying the following condition:

3� := min

8>><

>>
:

9 2 N : 9 �
=
Z2

1Õ

:=9¸1

` :

9>>=

>>
;

– (1)

where= denotes the sample size of the o�ine dataset andZ2 is the noise variance parameter

associated with the transition model. This de�nition is consistent with Chang et al. (2021).

De�nition 5 (Maximum Information Gain) LetD = S � A be the domain of all possible

state-action pairs and let: ¹�– �ºbe a positive semi-de�nite kernel. For a sample budget#) ,

the maximum information gain is de�ned as

I #) := max
Z�D– jZj=#)

1
2

log det
�
� ¸ _ �1 GZ

�
–

where the maximum is taken over all subsetsZ = fI 1– • • • – I#) g � D with the cardinality

jZj = NT , GZ 2 R#)�#) is the Gram matrix with entries»GZ ¼8 9= : ¹I 8– I9º, _ ¡ 0 is the

regularization parameter, and � is the identity matrix.

De�nition 6 Denote � as the set of all policies, i.e.,

� = fc = ¹c 0– � � � – cC– � � � º j cC: �
0

C! �¹Aº– 8C � 0g–

where�
0

C= ¹, 0– �0– � � � – ,Cº. In other words,cCspeci�es a probability distribution over

the action space conditioned on the history of observations at the decision pointC. Therefore,

cC¹0 j �
0

Cº denotes the probability that the action0 will be selected at timeCgiven the history.

De�nition 7 For all C– = � 0andf, C¸=– �C¸=�1– , C¸=�1– • • • – �C– , Cgsuch thatf� 8gC¸=�1
8=C = 0

and � C�1 = 1, de�ne the set, named Uncensoring Pathways (UP), as

UP¹=º¹, C¸=– �C¸=�1– , C¸=�1– • • • – �C– , Cº

= f 0 2 A j Pr ¹� C¸= = 1 j � C¸= = 0– , C¸=– • • • – �C– , Cº = 1g•
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De�nition 8 For any ) 0 � 0, = ) 0–1and =) 0–� are de�ned as follows:

=) 0–1= sup
g2T ¹c1º

 

sup
C2N

C¸) 0�1Õ

:=C

¹1 � � : º

!

=) 0–� = sup
g2T ¹c� º

 

sup
C2N

C¸) 0�1Õ

:=C

¹1 � � : º

!

–

whereT ¹c 1º andT ¹c � º represent the set of all possible trajectories generated byc1 and

c � , respectively.

De�nition 9 For any c 2 � = with = � 0 and 0 � 8 � = , the 8C� state value function

conditioned on the event C¹ – =º is de�ned as

+ ¹8º
c•C¹F ¹0º– 0¹0º– � � � – F¹8ºº

=Ec

"
1Õ

C0=8

WC0�8 ' C0 j ¹, 0– �0– � � � – ,8º = ¹F ¹0º– 0¹0º– � � � – F¹8ºº– C¹ – =º

#

=Ec

"
1Õ

C0=8

WC0�8 ' C0 j ¹, 0– �0– � � � – ,8º = ¹F ¹0º– 0¹0º– � � � – F¹8ºº

#

– (2)

where, in the component of, 9, we have� 9�1 = 0 for all 9 = 1– � � � – 8, and in the component

of , 0, we have ��1 = 1

Note that the eventC¹ – =º is a sure event under any policyc 2 � =. That is why in the

second equality, the condition on the expectation does not involve C¹ – =º.

De�nition 10

c �
= –1

¹, C– � � � – ,C�= –1 – �C�= –1 º =

8>><

>>
:

= –1Õ

8=0

c ¹8º
= –1 –�¹0

0 j , C– � � � – ,C�8– �C�8º
8Ö

9=1

�
I»� C�9 = 0¼

	
I»� C�8�1 = 1¼

9>>=

>>
;

–
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where 88 = 0– � � � – = –1 � 1 and 8C � 0

c ¹8º
= –1 –�¹0

0 j , C– � � � – ,C�8– �C�8º = sup
02A

E
h
' C¸ W�»� C= 1¼+¹0º

� ¹, C¸1º

¸W�»� C= 0¼+¹8¸1º
� ¹, C– �C– � � � – ,C¸1º

j , C�8– �C�8– � � � – ,C– 0–¼

and for 8 = = –1

c ¹= –1 º
= –1 –�¹0

0 j , C– � � � – ,C�= –1 – �C�= –1 º = sup
02UP¹= –1 º ¹, C–��� –�C�= –1 –, C�= –1 º

E
h
' C¸ W�»� C= 1¼+¹0º

� ¹, C¸1º

j , C�= –1 – �C�= –1 – � � � – ,C– 0
�

•

Now, we are ready state the key Lemmas:

Lemma 6 For every C � 0 and 0 � 8 � = –1 , we have the following

E
h�

' C� e' C

�
I»� C= 0¼j,C�8– �C�8– � � � – ,C– �C

i
= 0– (3)

almost surely. Here, in the component of, C�8¸9, we have� C�8¸9�1 = 0 for all 9 = 1– � � � – 8,

and in the component of ,C, we have �C�8�1 = 1.

The proof is given in Appendix A.17.3

Lemma 7 Under Assumption 4,

E
�
� C j � C= 0– � ¹C�8º:C

�
= . C¸

¹ � max

. C

SF¹2 j � ¹C�8º:Cn . Cº

SF¹.C j � ¹C�8º:Cn . Cº
32– (4)

whereSF¹2 j � ¹C�8º:Cn. Cº denotes the conditional survival functionPr¹� C¡ 2 j � ¹C�8º:Cn. Cº.

See Appendix A.17.4 for the proof.
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Lemma 8 For all C � 0

sup
c2� = –1

Ec
h
' C¸= –1 ¸ W�»� C¸= –1 = 1¼+¹0º

� ¹, C¸= –1 ¸1 º j � C�1– , C– �C– • • • – ,C¸= –1

i

� sup
02�¹, C¸= –1 –•••–�C–, Cº

E
h
' C¸= –1 ¸ W�»� C¸= –1 = 1¼+¹0º

� ¹, C¸= –1 ¸1 º j , C– �C– • • • – ,C¸= –1 – 0
i

•

See Appendix A.17.12 for the proof.

Lemma 9 Let, ¹0º– � ¹0º– � � � – ,¹8º– � ¹8ºand� ¹8ºbe the generic random variables. Consider

a discrete random variable� taking values0– � � � – = –1 with %¹� = 8º =W8¹1�Wº
1�W= –1 . Then the

di�erence between state value functions ofc1 andc2, where both belongs to� = –1 , can be

expressed, 8F¹0º 2 W such that � �1 = 1, as

+ ¹0º
c1 ¹F ¹0ºº � + ¹0º

c2 ¹F ¹0ºº

=
1 � W= –1

¹1 � Wº2
E¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�¹3

c1
F ¹0º � c 1º

2
6
6
6
6
4

� ¹ � º
c2 ¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

where 3c
F ¹0º–�

is the state visitation measure under c given in De�nition 20.

See Appendix A.17.6 for the proof.

A.16 Technical Lemmas

Before presenting key lemmas, we introduce several related notations and de�nitions. First of

all, throughout this section, for the ease of notation, let¹, C– �Cº = - C, and thus,S � W = X .

We similarly denote¹F ¹8º– 0¹8ºº = G¹8º 2 X whereF ¹8ºand0¹8ºare the realizations of random

vectors , Cand � C.

De�nition 11 For any 0 � 8 � =  –1 and a policyc : ¹Xº 
¹8¸1º � W ! A , de�ne a

conditional expectation operator denoted by Pc
8 :

P c
8 &¹�º = E c �

&¹, C– �C– � � � – ,C¸8¸1– �C¸8¸1º j ¹, C– �C– � � � – ,C¸8– �C¸8º = �– C¹ – = –1 º
�

–

for any function & over ¹Xº
¹8¸2º .
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Note that for any policyc 2 � = –1 , the eventC¹ – = –1º is a sure event which can be dropped

from the expectation.

De�nition 12 The conditional Bellman operator under the policyc, denoted byT c
8–Cis

de�ned as:

T c
8–C&¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº = E

�
' C¸8¸ W&¹0º¹, C¸8¸1– c¹0º¹, C¸8¸1ººI»� C¸8= 1¼

¸W&¹8¸1º ¹, C– �C– � � � – ,C¸8¸1– c¹8¸1º ¹, C¸8¸1– � � � – ,C– �CººI»� C¸8= 0¼

j ¹, C– �C– � � � – ,C¸8– �C¸8º = ¹F ¹0º– 0¹0º– � � � – F¹8º– 0¹8ºº– C¹ – = –1 º
�

•

Note that for any policyc 2 � =, the eventC¹ – = –1º is a sure event which can be dropped

from the expectation. In that case, Tc
8–Cbecomes Tc8 .

De�nition 13 (Action Discrepancy for ec  and bc  ) For ¹F ¹0º– 0¹0º– • • • – F¹= –1 ºº, de�ne

¹8º AD~c 
�
F ¹0º– 0¹0º– � � � – F¹= –1 º

�

= max
02A

e& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � e& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– ec¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº•

(1)

¹88º AD̂c ¹F ¹0º– 0¹0º– � � � – F¹= –1 ºº

= max
02A

b& ¹= –1 º
 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– 0º � b& ¹= –1 º

 ¹F ¹0º– 0¹0º– � � � – F¹= –1 º– bc¹= –1 º
 ¹F ¹= –1 º– � � � – F¹0º– 0¹0ººº•

(2)

De�nition 14 (Action Discrepancy and Total Action Discrepancy) For C � 0, let

¹8º ADc �
= –1 ¹- C– � � � – ,C¸= –1 º

= max
02A

& ¹= –1 º
c �

= –1
¹- C– � � � – ,C¸= –1 – 0º � & ¹= –1 º

c �
= –1

¹- C– � � � – ,C¸= –1 – c¹= –1 º
= –1 –� ¹, C¸= –1 – � � � – -Cºº• (3)
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¹88º TAD̂c ¹G¹0º– � � � – G¹8ºº

=
 �1Õ

:=1

:Ö

9=1

�
WPbc  � 9

8¸ 9�1

�
(

�
AD c �

= –1 ¹- 0– � � � – ,8¸: ºI»8 = = –1 � :¼
� 8¸: �1Ö

;=0

I»� ; = 0¼I»��1 = 1¼

¸
min¹: �1–=  –1 ºÕ

E=1

�
AD c �

= –1 ¹- 8¸: �E – � � � – ,8¸: ºI»E = = –1 ¼
� 8¸: �1Ö

;=8¸: �E

I»� ; = 0¼I»�8¸: �E�1 = 1¼

9>>=

>>
;

(4)

¹888º TAD~c ¹G¹0º– � � � – G¹8ºº

=
 �1Õ

:=1

:Ö

9=1

�
WPec  � 9

8¸ 9�1

�
(

�
AD c �

= –1 ¹- 0– � � � – ,8¸: ºI»8 = = –1 � :¼
� 8¸: �1Ö

;=0

I»� ; = 0¼I»��1 = 1¼

¸
min¹: �1–=  –1 ºÕ

E=1

�
AD c �

= –1 ¹- 8¸: �E – � � � – ,8¸: ºI»E = = –1 ¼
� 8¸: �1Ö

;=8¸: �E

I»� ; = 0¼I»�8¸: �E�1 = 1¼

9>>=

>>
;

• (5)

De�nition 15 (Reward Discrepancy)

RD¹#)º =
 �1Õ

:=0

W: � 5¹Yº¹#)º � X =
1

1 � W
� 5¹Yº¹#)º � X (6)

De�nition 16 (Uncertainty Quanti�cation)

¹8º UQ¹G¹0º– � � � – G¹8ºº

=
 �1Õ

:=0

W:
: �1Ö

: 0=0

P
c �

= –1

8¸: 0

n
* ¹0º

 �: ¹- 8¸: ºI»� 8¸: �1 = 1¼

¸* ¹8¸:º
 � : ¹- 0– � � � – -8¸: º

8¸: �1Ö

9=0

I»� 9 = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹= –1 –:�1ºÕ

E=1

8>><

>>
:

* ¹Eº
 �: ¹- 8¸: �E – � � � – -8¸: º

8¸: �1Ö

9=8¸: �E

I»� 9 = 0¼I»�8¸: �E�1 = 1¼

9>>=

>>
;

9>>=

>>
;

=
 �1Õ

:=0

W:

 
: �1Ö

: 0=0

P
c �

= –1

8¸: 0

!
n
* ¹ " 8¸: º

 � :

�
� ¹ " 8¸: º

8¸:

� o

=
 �1Õ

:=0

W: Ec �
= –1

h
* ¹ " 8¸: º

 � :

�
� ¹ " 8¸: º

8¸:

� �
�
� ¹ - 0– • • • – -8º = ¹G¹0º– • • • – G¹8ºº

i
• (7)
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¹88º gUQ¹G¹0º– � � � – G¹8ºº

=
 �1Õ

:=0

W:
: �1Ö

: 0=0

P
c �

= –1

8¸: 0

n
2 ~* ¹0º

 �: ¹- 8¸: ºI»� 8¸: �1 = 1¼

¸2 ~* ¹8¸:º
 � : ¹- 0– � � � – -8¸: º

8¸: �1Ö

9=0

I»� 9 = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹= –1 –:�1ºÕ

E=1

8>><

>>
:

2 ~* ¹Eº
 �: ¹- 8¸: �E – � � � – -8¸: º

8¸: �1Ö

9=8¸: �E

I»� 9 = 0¼I»�8¸: �E�1 = 1¼

9>>=

>>
;

9>>=

>>
;

=
 �1Õ

:=0

W:

 
: �1Ö

: 0=0

P
c �

= –1

8¸: 0

!
n
2 ~* ¹ " 8¸: º

 � :

�
� ¹8¸: � " 8¸: º:¹8¸:º

� o

=
 �1Õ

:=0

W: Ec �
= –1

h
2 ~* ¹ " 8¸: º

 � :

�
� ¹8¸: � " 8¸: º:¹8¸:º

� �
�
� ¹ - 0– • • • – -8º = ¹G¹0º– • • • – G¹8ºº

i
• (8)

where " C := min
n
= –1 – maxfE � 0 : � C�E = � � � = � C�1 = 0– �C�E�1 = 1g

o

De�nition 17 (Price of not being pessimistic)

� ¹8º¹F ¹0º– 0¹0º– � � � – F¹8ºº = max
02A

 �1Õ

:=1

W:
n
Ec  �1 –��� – c � :

h
* ¹0º

 �: ¹, 8¸: – �8¸: ºI»� 8¸: �1 = 1¼ (9)

¸* ¹8¸:º
 � : ¹, 0– �0– � � � – ,8¸: – �8¸: º

8¸: �1Ö

;=0

I»� ; = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹: �1–=  –1 ºÕ

E=1

* ¹Eº
 �: ¹, 8¸: �E – �8¸: �E – � � � – ,8¸: – �8¸: º

8¸: �1Ö

;=8¸: �E

I»� ; = 0¼

I»� 8¸: �E�1 = 1¼ ¸ * ¹8º
 ¹, 0– �0– � � � – ,8– �8º

j ¹, 0– �0– � � � – ,8– �8º = ¹F ¹0º– 0¹0º– � � � – F¹8º– 0º
� 	

= max
02A

 �1Õ

:=0

W: Ec  �1 –��� – c � :
h
* ¹ " 8¸: º

 � :

�
� ¹ " 8¸: º

8¸:

� �
�
� ¹, 0– �0– � � � – ,8– �8º = ¹F ¹0º– 0¹0º– � � � – F¹8º– 0º

i

where " C:= min
n
= –1– maxfE � 0 : � C�E = � � � = � C�1 = 0– �C�E�1 = 1g

o

Now we are ready to state the technical lemmas:

Lemma 10 Under Assumptions 12 and 13, the following upper bound on the di�erence

between& ¹8º
c �

= –1
and&

¹8º
 88 = 0– � � � – = –1 holds with probability at least1 � ¹=  –1 ¸ 1ºn � Y :
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& ¹8º
c �

= –1
¹G¹0º– � � � – G¹8ºº � &

¹8º
 ¹G¹0º– � � � – G¹8ºº � W �1

�
2 � W
1 � W

' max

�
¸ RD¹#)º

¸ UQ¹G¹0º– � � � – G¹8ºº ¸ � ¹8º¹G¹0º– � � � – F¹8ºº– (10)

whereRD¹#)º , UQ¹G¹0º– � � � – G¹8ºº and� ¹8º¹G¹0º– � � � – F¹8ºº are given in De�nitions 15, 16

(i) and 17, respectively.

See Appendix A.17.7 for details.

Lemma 11 Under Assumptions 12 and 13, the following lower bound on the di�erence

between& ¹8º
c �

= –1
and&

¹8º
 , 88 = 0– � � � – = –1 , holds with probability at least1 � ¹=  –1 ¸1ºn �Y :

& ¹8º
c �

= –1
–¹G

¹0º– � � � – G¹8ºº � &
¹8º
 ¹G¹0º– � � � – G¹8ºº � �W  �1

�
2 � W
1 � W

' max

�
� RD¹#)º

� TAD ĉ ¹G¹0º– � � � – G¹8ºº– (11)

where the characterizations ofTAD ĉ andRD¹#)º are given in De�nitions 14 (ii) and 15

and , respectively.

See Appendix A.17.8 for details.

Lemma 12 Under Assumptions 12 and 13, the following upper bound on the di�erence

between& ¹8º
c �

= –1
and e& ¹8º

 , 88 = 0– � � � – =, holds with probability at least1 � ¹=  –1 ¸ 1ºn � Y :

& ¹8º
c �

= –1
¹G¹0º– � � � – G¹8ºº � e& ¹8º

 ¹G¹0º– � � � – G¹8ºº � W �1
�
2 � W
1 � W

' max

�
¸ RD¹#)º

¸ gUQ¹G¹0º– � � � – G¹8ºº– (12)

where RD¹#)º andgUQ¹G¹0º– � � � – G¹8ºº are de�ned in 15 and 16 (ii), respectively.

See Appendix A.17.9 for details.
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Lemma 13 Under Assumptions 12 and 13, the following lower bound on the di�erence

between &¹8º
c �

= –1
and e& ¹8º

 , 88 = 0– � � � – =, holds with probability at least 1 � ¹= –1 ¸ 1ºn � Y

& ¹8º
c �

= –1
¹G¹0º– � � � – G¹8ºº � e& ¹8º

 ¹G¹0º– � � � – G¹8ºº � �W  �1
�
2 � W
1 � W

' max

�
� RD¹#)º

� TAD ~c ¹G¹0º– � � � – G¹8ºº– (13)

where TAD~c and RD¹#)º are given in De�nitions 14 (iii) and 15, respectively.

See Appendix A.17.10 for details.

Lemma 14 (Uniform inverse-Gram comparison (adapted Theorem 21 of Chang et al. (2021)))

Fix any8 2 f0– 1– • • • – = –1g. Letq8 : H ¹8º ! R 38 be a feature map and assumekq8¹�ºk 2 � 1

for all � 2 H ¹8º. Let O¹8º
# = f �� ¹8º

1 – • • • –�� ¹8º

jO¹8º
# j

g denote an o�ine dataset of length-¹8¸1º

history windows.

De�ne the population covariance under 3`
8 as

� `
8 := E� ¹8º�3 `

8

�
q8¹� ¹8ººq8¹� ¹8ºº> �

– A¹8º := rank¹� `
8 º–

and the regularized empirical Gram matrix as

� ¹8º :=
jO¹8º

# jÕ

9=1

q8¹ �� ¹8º
9 ºq8¹ �� ¹8º

9 º> ¸ _�–

for some _ ¡ 0. Furthermore, given the following event 
¹8º
"% ,


 ¹8º
"% :=

n
8� 2 H ¹8º : q8¹�º > ¹� ¹8ºº�1 q8¹�º � 2 1

�
A¹8º¸ log¹2 2•nº

�
q8¹�º > �

jO¹8º
# j � `

8 ¸ _�
� �1 q8¹�º

o
–

we haveP¹
 ¹8º
"% º � 1 � n•¹=  –1 ¸ 1º for each8. Then, by the union bound, the event


 "% =
Ñ

8
 ¹8º
"% holds with probability at least 1 � n.

See Appendix A.17.11 for details.
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Lemma 15 Let 
 ¹8º
" be the event that the empirical covariance concentrates for partition8:


 ¹8º
" :=

n
b� ¹8º � 1

2� `
8

o
•

By the Matrix Cherno� bound, for any �xed8, P¹
 ¹8º
" º � 1 � n

= –1 ¸1 provided thatjO¹8º
# j &

3¹8ºlog¹3¹8º¹= –1 ¸1º
n º. Applying a Union Bound over all 8 2 f0– • • • – = –1g:

Pr

 


 " :=
= –1Ù

8=0


 ¹8º
"

!

� 1 �
= –1Õ

8=0

n
= –1 ¸ 1

= 1 � n–

where the result follows directly from Theorem 5.1 (Matrix Cherno�) in Tropp (2012).

A.17 Proof of Propositions and Lemmas

A.17.1 Proof of Proposition 1

Proof: Consider the AR(1) demand process where� Cdepends on� C�1 via the termd� C�1.

When censoring occurs atC � 1 (i.e., � C�1 = 0), the observed sales equal the inventory,

/ C�1 = . C�1, and only the inequality� C�1 ¡ . C�1 is observed. In this case,, Cno longer

contains the full information about the underlying demand. The hidden value of� C�1

still in�uences the dynamics of� Cthrough the autoregressive termd� C�1, but � C�1 itself

depends on earlier variables¹%C�1– -C�1– � C�2º that are not included in, C. As a result, the

future evolution of¹, C¸1– ' Cº depends on information from the past that is not captured by

¹, C– �Cº, and the conditional independence property fails.

A.17.2 Proof of Lemma 1

Fix any time C � 0 and any policy c 2 �=. Recall

gC¹=º := max
�

9 2 fC– C � 1– • • • – C � =g : �9�1 = 1
	
•
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Because� �1 = 1 andc 2 � = rules out censoring streaks longer than=, such a9exists almost

surely; hence gC¹=º is well-de�ned.

We prove Lemma (1) by showing that, for any bounded measurable function 5 ,

Ec� 5 ¹, C¸1– ' Cº j � 0:C
�

= Ec� 5 ¹, C¸1– ' Cº j � gC¹=º:C
�

a.s. (1)

This identity is equivalent to the conditional-independence statement¹, C¸1– ' Cº ??

� 0:gC¹=º�1 j � gC¹=º:C•

Recall the state of the Underlying Process,f( DgD�0 (the fully observed, uncensored

state). By Equation(3), the Underlying Process is Markov: conditional on¹( D– �Dº, the pair

¹( D¸1– ' Dº is independent of all earlier history.

Now consider the state Observed Processf, Dg. By construction,, D. The key point is:

at any time9such that� 9�1 = 1, the observation at time9reveals the full �demand� state

needed to propagate the dependent-demand dynamics. In particular, when� 9�1 = 1, sales

equals demand at9 � 1, so the demand component that drives dependence is observed rather

than truncated, and is included in ,9.

Consequently, at the timeg := gC¹=º (for which � g�1 = 1 by de�nition), the latent state

( g is determined by the observed information at time g:

( g = 	¹, gº (2)

for some measurable mapping	 (the exact form is model-speci�c, but existence follows

from the fact that the relevant demand component is fully observed when uncensored).

Take any bounded measurable function5. Start from the conditional expectation given

the full observed history� 0:C. By the law of iterated expectations, we may condition �rst on

the latent state (g:

Ec� 5 ¹, C¸1– ' Cº j � 0:C
�

= Ec
h
Ec� 5 ¹, C¸1– ' Cº j � 0:C– (g

� �
�
� � 0:C

i
• (3)
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Next, note that once we �x( g and the post-g observed history� g:C, the sequence of

actions¹ � g– • • • – �Cº is also �xed (because actions are chosen byc as functions of observed

history). Therefore, conditional on¹( g– � g:Cº, the evolution from timeg to timeC ¸ 1is

entirely governed by the Markov transition of the Underlying Process and those �xed actions.

In particular, by the Markov property of the Underlying Process, the distribution of¹, C¸1– ' Cº

can not depend on the earlier observed history �0:g�1 once ¹(g– � g:Cº is �xed. Formally,

Ec� 5 ¹, C¸1– ' Cº j � 0:C– (g
�

= Ec� 5 ¹, C¸1– ' Cº j � g:C– (g
�
• (4)

Substituting Equation (4) into Equation (3) yields

Ec� 5 ¹, C¸1– ' Cº j � 0:C
�

= Ec
h
Ec� 5 ¹, C¸1– ' Cº j � g:C– (g

� �
�
� � 0:C

i
•

By Equation(2), ( g is a function of, g, and, g is contained in� g:C. Thus, conditioning

on ¹� g:C– (gº is the same as conditioning on �g:Calone. This implies the following

Ec� 5 ¹, C¸1– ' Cº j � g:C– (g
�

= Ec� 5 ¹, C¸1– ' Cº j � g:C
�
•

Plugging this into the previous display gives

Ec� 5 ¹, C¸1– ' Cº j � 0:C
�

= Ec� 5 ¹, C¸1– ' Cº j � g:C
�
–

which is exactly (1). Therefore,

¹, C¸1– ' Cº ?? � 0:g�1

�
�
� � g:C•

By construction,gC¹=º 2 fC– C � 1– • • • – C � =g, so the conditioning block� gC¹=º:Ccontains

at most=¸1 observation�action pairs. Hence, under any policyc 2 � =, the Observed

Process admits a Markov representation of order at most =¸1, proving the Lemma 1.
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A.17.3 Proof of Lemma 3

Fix an integer 8 � 0 and de�ne the observed history window

� ¹C�8º:C:= ¹, C�8– �C�8– • • • – ,C– �Cº•

Let

� ¹C�8º:C= ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº–

where ¹F ¹ 9º– 0¹ 9ºº corresponds to¹, C�8¸9– �C�8¸9º. In particular, in the components of

, C�8¸9 we have� C�8¸9�1 = 0 for all 9 = 1– • • • – 8, and in the components of, C�8we have

� C�8�1 = 1.

Consider

E
h
� CI¹� C= 0º

�
�
� � ¹C �8º:C= ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº

i
(5)

= E
h
� C

�
�
� � ¹C �8º:C= ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº– �C= 0

i
Pr

�
� C= 0

�
�
� � ¹C �8º:C= ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº

�
–

where the equality follows from the law of iterated expectations.

Similarly,

E
h
E

�
� C j � C– � ¹C �8º:C

�
I¹� C= 0º

�
�
� � ¹C �8º:C= ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº

i
(6)

= E
h
� C

�
�
� � ¹C �8º:C= ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº– �C= 0

i
Pr

�
� C= 0

�
�
� � ¹C �8º:C= ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº

�
•

Next, note that

' C� e' C= � 1–C

�
E

�
� C j � C– � ¹C �8º:C

�
� � C

�
I¹� C= 0º• (7)
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Therefore,

E
h�

' C� e' C

�
I¹� C= 0º

�
�
� � ¹C �8º:C= ¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº

i

= � 1–C

 

E
h
E

�
� C j � C– � ¹C �8º:C

�
I¹� C= 0º

�
�
� � ¹C �8º:C= ¹�º

i
� E

h
� CI¹� C= 0º

�
�
� � ¹C �8º:C= ¹�º

i
!

= 0– (8)

where the last equality follows from (5) and (6). This concludes the proof.

A.17.4 Proof of Lemma 4

This lemma follows by changing the order of integration. Fix8 � 0 and work at timeCwith

the history window� ¹C�8º:C. Let 5 ¹� j � ¹C�8º:Cn. Cº denote the conditional density of� Cgiven

� ¹C�8º:Cexcluding. C, and letSF¹� j � ¹C�8º:Cn . Cº be the corresponding conditional survival

function. Then

¹ � max

. C

SF
�
2 j � ¹C�8º:Cn . C

�

SF
�
. C j � ¹C�8º:Cn . C

� 32 =
¹ � max

. C

¹ � max

2

5
�
F j � ¹C�8º:Cn . C

�

SF
�
. C j � ¹C�8º:Cn . C

� 3F 32

=
¹ � max

. C

� ¹ F

. C

5
�
F j � ¹C�8º:Cn . C

�

SF
�
. C j � ¹C�8º:Cn . C

� 32
�

3F

=
¹ � max

. C

¹F � . Cº
5
�
F j � ¹C�8º:Cn . C

�

SF
�
. C j � ¹C�8º:Cn . C

� 3F

=
¹ � max

. C

F
5
�
F j � ¹C�8º:Cn . C

�

SF
�
. C j � ¹C�8º:Cn . C

� 3F � . C

= E
�
� C j � C= 0– � ¹C�8º:C

�
� . C–

which concludes the proof.

A.17.5 Proof of Lemma 2

Before the proof, we �rst introduce several related notations and de�nitions. Recall that the

state in the underlying MDP is de�ned as( C= ¹- C–.C– � C�1º. Therefore,, Cn � C�1 = ( Cif
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and only if � C�1 = 1. Furthermore, we introduce the following policy de�nition.

De�nition 18 Let= � 0 and let� ¹C�=º:Cdenote the history block of length= ending at timeC.

De�ne the policy

c �
=
�

�
�
� � ¹C�=º:C

�
=

=Õ

8=0

c ¹8º
=–�

�
�

�
� � ¹C�8º:C

� 8Ö

9=1

I»� C�9 = 0¼ I»�C�8�1 = 1¼• (9)

For all C � 0 and all 8 = 0– • • • – = � 1, each8-component is greedy with respect to the

corresponding conditional value:

c ¹8º
=–�

�
00 j � ¹C�8º:C

�
=

8>>>><

>>>>
:

1– 00 2 argmax02A E
h
' C¸ WI»�C= 1¼+¹0º

� ¹, C¸1º ¸ WI»�C= 0¼+¹8¸1º
�

�
� ¹C�8º:C¸1

� �
�
� � ¹C�8º:C– �C= 0

i
–

0– otherwise.

(10)

For 8 = =,

c ¹=º
=–�

�
00 j � ¹C�=º:C

�
=

8>>>>><

>>>>>
:

1– 00 2 argmax
02UP¹=º

�
� ¹C �=º:C

� E
h
' C¸ WI»�C= 1¼+¹0º

� ¹, C¸1º
�
�
� � ¹C�=º:C– �C= 0

i
–

0– otherwise.

(11)

Observe that for any policyc 2 � =, where the characterization of� = given under

De�nition 2, the event C¹ – =º is a sure event. This implies 8c 2 �=:

Ec »� j C¹ – =º ¼= Ec »� ¼

Following this, for any policy c 2 �=, we de�ne an o�set policy c¹�º 2 � = as follows.

De�nition 19 8c 2 � =, a corresponding o�set policyc � = ¹c ¹� 0º– � � � – c¹� Cº– � � � ºis de�ned
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as that 8C � 1 and any ¹F¹C¸8º– � � � – F¹Cº– 0¹Cº– �C�1º 2 HC¸8,

c ¹� C�1º ¹ � 8 = � j ¹, 8– � � � – ,0– �0º = ¹F ¹C¸8º– � � � – F¹Cº– 0¹Cººº

=c¹ � C¸8= � j ¹, C¸8– � � � – ,C– �C– � C�1º = ¹F ¹C¸8º– � � � – F¹Cº– 0¹Cº– �C�1ºº•

In other words for a givenc 2 � =, the o�set policyc ¹�º chooses actions based on a trajectory,

g, according to the same distribution that c chooses actions based on the trajectory ¹�– gº.

It follows from De�nition 9 that8C� optimal state value function over a subset of policies,

� =, can be correspondingly expressed as:

+ ¹8º
�–C¹F ¹0º– 0¹0º– � � � – F¹8ºº

, sup
c2� =

+ ¹8º
c–C¹F

¹0º– 0¹0º– � � � – F¹8ºº

= sup
c2� =

Ec

"
1Õ

C=8

WC�8' C j ¹, 0– �0– � � � – ,8º = ¹F ¹0º– 0¹0º– � � � – F¹8ºº– C¹ – =º

#

= sup
c2� =

Ec

"
1Õ

C=8

WC�8' C j ¹, 0– �0– � � � – ,8º = ¹F ¹0º– 0¹0º– � � � – F¹8ºº

#

(12)

where, in the component of, 9, we have� 9�1 = 0 for all 9 = 1– � � � – 8, and in the component

of , 0, we have ��1 = 1.

Note that the8-th state value function depends not only on the current state but also on all

previous states and actions. This is because the policyc can be history-dependent, requiring

the state-value functions to be conditioned on all past information. Additionally, we only

need to de�ne the8-th state value functions up to=, as the Markov property has an order of

at most¹= ¸ 1º throughout the entire horizon, implied by the optimization over� =. Due to

this property, we will demonstrate that these¹= ¸ 1º state value functions are su�cient to

characterize the optimal policy in this setting.

Proof :

First, we show that once conditioned on¹� C�1– , C– �C– � � � – ,C¸8º = ¹�– F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº,
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the supremum of the expected discounted future rewards, from timeC ¸8and onwards, is inde-

pendent of� given the past8states and actions with� C�1 = 1, and � C¸9�1 = 0 for 9 = 1– � � � – 8

(i.e., the past information up to the last non-censored state). Speci�cally, we aim to show the

following:

sup
c2� =

Ec

"
1Õ

C0=C¸8

WC0
' C0 j ¹� C�1– , C– �C– � � � – ,C¸8º = ¹�– F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº

#

= WC¸8+ ¹8º
�–C¹F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº 8 0 � 8 � =• (13)

Observe that since we let �C�1 = 1, we have the following 8c 2 �=:

Ec

"
1Õ

C0=C¸8

WC0
' C0 j ¹� C�1– , C– �C– � � � – ,C¸8º = ¹�– F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº

#

= WC¸8Ec ¹�º

"
1Õ

C0=8

WC0�¹C¸8º ' C0 j ¹, 0– �0– � � � – ,8º = ¹F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº

#

= WC¸8+ ¹8º
c ¹�º–C

¹F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº– (14)

where the �rst equality is based on De�nition 19 and the second equality is based on

De�nition 9.

Additionally, we have that the set
�
c ¹�º j 8� 2 H C�1 and c 2 � =

	
is equal to itself by

de�nition of � = and c¹�º . This implies that:

sup
c2� =

Ec

"
1Õ

C0=C¸8

WC0
' C0 j ¹� C�1– , C– �C– � � � – ,C¸8º = ¹�– F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº

#

= sup
c2� =

WC¸8+ ¹8º
c ¹�º–C

¹F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº

= sup
c2� =

WC¸8+ ¹8º
c–C¹F

¹Cº– 0¹Cº– � � � – F¹C¸8ºº = WC¸8+ ¹8º
�–C¹F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº– (15)

which further demonstrates the validity of Equation (13).
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Next, we derive an upper bound on +¹0º
�–C¹F ¹0ºº, where ��1 = 1:

+ ¹0º
�–C¹F ¹0ºº = sup

c2� =

Ec

"
1Õ

C0=0

WC0
' C0 j , 0 = F ¹0º

#

= sup
c2� =

Ec

"

' 0 ¸ � »� 0 = 1¼Ec
"

1Õ

C0=1

WC0
' C0 j , 0– �0– , 1

#

(16)

¸ � »� 0 = 0¼Ec
"

1Õ

C0=1

WC0
' C0 j , 0– �0– , 1

#

j , 0 = F ¹0º

#

(17)

� sup
c2� =

Ec

"

' 0 ¸ sup
c02� =

� »� 0 = 1¼Ec
0

"
1Õ

C0=1

WC0
' C0 j , 0– �0– , 1

#

¸ sup
c002� =

� »� 0 = 0¼Ec
00

"
1Õ

C0=1

WC0
' C0 j , 0– �0– , 1

#

j , 0 = F ¹0º

#

= sup
02�

E
h
' 0 ¸ W�»� 0 = 1¼+¹0º

�–C¹, 1º ¸ W�»�0 = 0¼+¹1º
�–C¹, 0– �0– , 1º j ¹, 0– �0º = ¹F ¹0º– 0º

i

j ¹, 0– �0º = ¹F ¹0º– 0º
�

(18)

= Ec ¹0º
= –�

2
6
6
6
6
6
6
6
4

' 0 ¸ W�»� 0 = 1¼ +¹0º
�–C¹, 1º

|    {z    }
(i)

¸W�»� 0 = 0¼ +¹1º
�–C¹, 0– �0– , 1º

|               {z               }
(ii)

j , 0 = F ¹0º

3
7
7
7
7
7
7
7
5

– (19)

where steps(16)and(17)use the law of iterated expectations and the conditioning argument

based on if the next state is censored or not. Step(18)uses Equations(12)and(13)and dtep

(19) follows from the de�nition of c¹0º
=–� given in De�nition 18.

We can generalize the result above for all8 = 0– � � � – = � 1and8C � 0, assuming, in the

component of, C¸9, we have� C¸9�1 = 0 for all 9 = 1– � � � – 8, and in the component of, C,
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we have �C�1 = 1. Speci�cally,

+ ¹8º
�–C¹F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº

= sup
c2� =

Ec

"

' C¸8¸ � »� C¸8= 1¼Ec
"

1Õ

C0=C¸8¸1

WC0�¹C¸8º ' C0 j ¹� C�1– , C– �C– � � � – ,C¸8¸1º

#

¸� »� C¸8= 0¼Ec
"

1Õ

C0=C¸8¸1

WC0�¹C¸8º ' C0 j ¹� C�1– , C– �C– � � � – ,C¸8¸1º

#

j ¹� C�1– , C– �C– � � � – ,C¸8º = ¹�– F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº
�

� sup
c2� =

E

"

' C¸8¸ sup
c02� =

W�»�C¸8= 1¼Ec
0

"
1Õ

C0=C¸8¸1

WC0�¹C¸8¸1º ' C0 j ¹� C�1– , C– �C– � � � – ,C¸8¸1º

#

¸ sup
c002� =

W�»�C¸8= 0¼Ec
00

"
1Õ

C0=C¸8¸1

WC0�¹C¸8¸1º ' C0 j ¹� C�1– , C– �C– � � � – ,C¸8¸1º

#

j ¹� C�1– , C– �C– � � � – ,C¸8º = ¹�– F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº
�

= sup
c2� =

Ec
h
' C¸8¸ W�»� C¸8= 1¼+¹0º

�–C¹, C¸8¸1º ¸ W�»�C¸8= 0¼+¹8¸1º
�–C ¹, C– �C– � � � – ,C¸8¸1º

j ¹� C�1– , C– �C– � � � – ,C¸8º = ¹�– F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº
�

(20)

= sup
02�

E
h
' C¸8¸ W�»� C¸8= 1¼+¹0º

�–C¹, C¸8¸1º ¸ W�»�C¸8= 0¼+¹8¸1º
�–C ¹, C– �C– � � � – ,C¸8¸1º

j ¹, C– �C– � � � – ,C¸8– 0º = ¹F¹Cº– 0¹Cº– � � � – F¹C¸8º– 0º
�

(21)

= Ec ¹8º
=–�

h
' C¸8¸ W�»� C¸8= 1¼+¹0º

�–C¹, C¸8¸1º ¸ W�»�C¸8= 0¼+¹8¸1º
�–C ¹, C– �C– � � � – ,C¸8¸1º

j ¹, C– �C– � � � – ,C¸8º = ¹F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº
�

– (22)

where Step(20) is implied by Equation(15)and Step(21) is due to the fact that the transition

to next state is independent of the �C�1 as � C�1 = 1

It is essential that when8 = =, the next state should be non-censored almost surely under

any policyc 2 � =, as it has to result in at most= consecutive censoring throughout the entire
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horizon. Therefore, we have the following when 8 = =:

+ ¹=º
�–C¹F ¹Cº– 0¹Cº– � � � – F¹C¸=ºº � sup

c2� =

Ec
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º

�–C¹, C¸=¸1º

j ¹� C�1– , C– �C– � � � – ,C¸=º = ¹F ¹Cº– 0¹Cº– � � � – F¹C¸=ºº
�

• (23)

In Equation(23), we can not condition on0 and take the supremum over the entire

action space,A , as previously done. This limitation arises because the next state must be

uncensored almost surely, and not all actions inA guarantee this outcome. To ensure the

next state is uncensored, we must restrict the action space to a subset where, given the last=

states are censored, any action taken from this subset will lead to an uncensored state. Such

a restricted set is denoted byUP¹=º and characterized in De�nition 7. This restricted set of

actions, UP¹=º along with Lemma 8 leads to the following conclusion:

+ ¹=º
�–C¹F ¹Cº– 0¹Cº– � � � – F¹C¸=ºº

� sup
c2� =

Ec
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º

�–C¹, C¸=¸1º

j ¹� C�1– , C– �C– � � � – ,C¸=º = ¹F ¹Cº– 0¹Cº– � � � – F¹C¸=ºº
�

•

� sup
02UP¹=º ¹, C¸=–•••–�C–, Cº

E
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º

�–C¹, C¸=¸1º

j , C– �C– • • • – ,C¸=– 0¼

= Ec ¹=º
=–�

h
' C¸= ¸ W�»� C¸= = 1¼+¹0º

�–C¹, C¸=¸1º

j , C– �C– • • • – ,C¸=¼ (24)

In the sequel, we use Equation(22) to plug the upper bounds of terms (i) and (ii) in
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Equation (19):

+ ¹0º
�–C¹F ¹0ºº � E c ¹0º

=–�

2
6
6
6
6
6
6
6
4

' 0 ¸ W�»� 0 = 1¼ +¹0º
�–C¹, 1º

|    {z    }
(i)

¸W�»� 0 = 0¼ +¹1º
�–C¹, 0– �0– , 1º

|               {z               }
(ii)

j , 0 = F ¹0º

3
7
7
7
7
7
7
7
5

� E c ¹0º
=–�

�
' 0 ¸ W�»� 0 = 1¼Ec

¹0º
C–�

h
' 1 ¸ W�»� 1 = 1¼+¹0º

�–C¹, 2º

¸ W�»� 1 = 0¼+¹1º
�–C¹, 1– �1– , 2º j , 1

i

¸ W�»� 0 = 0¼Ec
¹1º
C–�

h
' 1 ¸ W�»� 1 = 1¼+¹0º

�–C¹, 2º

¸ W�»� 1 = 0¼+¹2º
�–C¹, 0– �0– � � � – ,2º j , 0– �0– , 1

i
j , 0 = F ¹0º

�

= Ec �
=

h
' 0 ¸ W' 1 ¸ W2� »� 1 = 1¼+¹0º

�–C¹, 2º ¸ W2� »� 0 = 1¼�»�1 = 0¼+¹1º
�–C¹, 1– �1– , 2º

¸W2� »� 0 = 0¼�»�1 = 0¼+¹2º
�–C¹, 0– �0– � � � – ,2º j , 0 = F ¹0º

i
• (25)

By iterating the same procedure for = times, we can show the following:

+ ¹0º
�–C¹F ¹0ºº � E c �

=
�
' 0 ¸ W' 1 ¸ � � � ¸ W =�1 ' =�1

¸W=
8>><

>>
:

=Õ

9=0

=�1Ö

:==�9

� »� : = 0¼�»�=�9�1 = 1¼+¹ 9º
�–C¹, =�9 – �=�9 – � � � – ,=º

9>>=

>>
;

j , 0 = F ¹0º� •

Recall the upper bound on+ ¹=º
�–C from Equation(24). Given that we are operating under

the speci�c class of policies,� =, this ensures that after= consecutive censored states, the

system will transition to a non-censored state almost surely. Therefore, in the subsequent
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iteration, we have:

+ ¹0º
�–C¹F ¹0ºº � E c �

=
�
' 0 ¸ W' 1 ¸ � � � ¸ W =�1 ' =�1 ¸ W=' =

¸W=
8>><

>>
:

=Õ

9=0

=Ö

:==¸1�9

� »� : = 0¼�»�=�9 = 1¼+¹ 9º
�–C¹, =¸1�9 – �=¸1�9 – � � � – ,=¸1 º

9>>=

>>
;

j , 0 = F ¹0º� • (26)

Observe that even though the time index shifts by one (i.e. from= to = ¸ 1 ), the value

function indexes remain the same, from0 to =. This is the consequences of the policy class,

� =, over which the supremum is taken.

Therefore, by applying the same procedure recursively in�nite times, it can be shown

that:

+ ¹0º
�–C¹F ¹0ºº � E c �

=
�
' 0 ¸ W' 1 ¸ � � � j , 0 = F ¹0º�

= + ¹0º
c �

=–C¹F
¹0ºº• (27)

However, we also know by de�nition:

sup
c2� =

+ ¹0º
c–C¹F

¹0ºº = + ¹0º
�–C¹F ¹0ºº � + ¹0º

c �
=–C¹F

¹0ºº–

which implies that

+ ¹0º
�–C¹F ¹0ºº = + ¹0º

c �
=–C¹F

¹0ºº•

Therefore,c �
= 2 argmaxc2� =

+ ¹0º
c–C¹F

¹0ºº. This result can be easily generalized to88 2

f 0– � � � – =gby following exactly the same steps. Therefore, we have 88 2f 0– � � � – =g:

c �
= 2 argmaxc2� =

+ ¹8º
c–C¹F

¹0º– 0¹0º– � � � – F¹8ºº–

Therefore, givenc � produces at most= consecutive censoring, then it maximizes
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Ec0
»
Í 1

C=0W
C' C¼ over �= and has the following form:

c � � � 0
¹C�=º:C

�
=

=Õ

8=0

c ¹8º
�

�
�

�
� � 0

¹C�8º:C

� 8Ö

9=1

I»� C�9 = 0¼ � I»�C�8�1 = 1¼– (28)

Speci�cally, each 8-component selects a greedy action with respect to &¹8º
� :

c ¹8º
�

�
00 j � 0

¹C�8º:C

�
=

8>>>>>>>>><

>>>>>>>>>
:

1– 00 2 argmax02A & ¹8º
�

�
� 0

¹C�8º:C– 0
�

– 8 = 0– • • • – =�1–

1– 00 2 argmax02 UP¹=º ¹� 0
¹C�=º:Cº

& ¹=º
�

�
� 0

¹C�=º:C– 0
�

– 8 = =–

0– otherwise.

(29)

where

+ ¹8º
�

�
� 0

¹C�8º:C

�
:= max

02A 8

�
¹� 0

¹C�8º:C

� & ¹8º
�

�
� 0

¹C�8º:C– 0
�

with

A 8
�
� 0

¹C�8º:C

�
:=

8>>>><

>>>>
:

A– 8 Ÿ =–

UP¹=º� � 0
¹C�=º:C

�
– 8 = =–

This concludes the proof of Lemma 2. Observe that this proof valid for any policy class

� =0 where=
0
� 0 . Therefore, by following same procedure, we can show the optimal policy

c �
= –1

for policy class �= –1 takes the the following form.

c �
= –1

¹, C– � � � – ,C�= –1 – �C�= –1 º =

8>><

>>
:

= –1Õ

8=0

c ¹8º
= –1 –�¹0

0 j , C– � � � – ,C�8– �C�8º
8Ö

9=1

�
I»� C�9 = 0¼

	
I»� C�8�1 = 1¼

9>>=

>>
;

–

where each8-component selects a greedy action with respect to its own optimal Q-function

A.17.6 Proof of Lemma 9

Before the proof, we introduce several related notations and de�nitions. Firstly, assume

that c1 andc2 2 � = –1 where the characterizations of the policy classes are given under
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De�nition 2, respectively. Then, for 8 = 0– � � � – = –1 , let

3+ ¹8º
c1– c2–C¹, C– �C– � � � – ,C¸8º = + ¹8º

c1–C¹, C– �C– � � � – ,C¸8º � + ¹8º
c2–C¹, C– �C– � � � – ,C¸8º•

& ¹8º
c1–C¹, C– �C– � � � – ,C¸8– �C¸8º � + ¹8º

c1–C¹, C– �C– � � � – ,C¸8º = � ¹8º
c1–C¹, C– �C– � � � – ,C¸8º

& ¹8º
c2–C¹, C– �C– � � � – ,C¸8– �C¸8º � + ¹8º

c2–C¹, C– �C– � � � – ,C¸8º = � ¹8º
c2–C¹, C– �C– � � � – ,C¸8º

Note that the eventC¹ – = –1º occurs almost surely under any policyc 2 � = –1 . Conse-

quently, conditioning onC¹ – = –1º does not alter any conditional distributions induced by

such policies. In particular, for any8 � = –1 and any history block¹, C– �C– • • • – ,C¸8– �C¸8º,

we have

& ¹8º
c–C¹, C– �C– • • • – ,C¸8– �C¸8º := Ec

"
1Õ

C0=8

WC0�8 ' C0

�
�
�
�
�

¹, C– �C– • • • – ,C¸8– �C¸8º– C¹ – = –1º

#

= Ec

"
1Õ

C0=8

WC0�8 ' C0

�
�
�
�
�

¹, C– �C– • • • – ,C¸8– �C¸8º

#

=: & ¹8º
c ¹, C– �C– • • • – ,C¸8– �C¸8º• (30)

Therefore, throughout the analysis we may interchangeably use& ¹8º
c–Cand& ¹8º

c for all

c 2 � = –1 and 8 � = –1 , without ambiguity.

Next, for policies that belong to� = –1 , we introduce the visitation measures3c
F–8

88 = 0– � � � – = –1 as follows:

De�nition 20 [Generalized Discounted Visitation Measures] Given a policyc 2 � = –1 , the

generalized discounted visitation measure 3c
F–8¹F

¹0º– 0¹0º– � � � – F¹8ººis de�ned as follows:

3c
F–8¹F

¹0º– 0¹0º– � � � – F¹8ºº = ¹1 � Wº
1Õ

�=0

W� Pc
�–8¹F

¹0º– 0¹0º– � � � – F¹8º j Fº

wherePc
�–8¹F

¹0º– 0¹0º– � � � – F¹8º j Fº denotes the probability density of observing the trajectory

segment¹F ¹0º– 0¹0º– � � � – F¹8ºº occurring at time stepsC = � throughC = � ¸ 8 (i.e., , � =

F ¹0º– • • • – ,�¸8 = F ¹8º), conditioned on the episode initializing at state ,0 = F.

237



A natural extension of De�nition 20 is to include the �nal action0¹8º. In order to do that,

we can multiply the previous visitation by the policy's probability of taking that action given

the history, which leads to the following extended visitation measure de�nition.

De�nition 21 Given a policyc 2 � = –1 , the generalized discounted visitation measure

3c
F–8

�
F ¹0º– 0¹0º– • • • – F¹8º– 0¹8º� is de�ned as

3c
F–8

�
F ¹0º– 0¹0º– • • • – F¹8º– 0¹8º� := ¹1 � Wº

1Õ

�=0

W� Pc
�–8

�
F ¹0º– 0¹0º– • • • – F¹8º– 0¹8º j F

�
–

wherePc
�–8¹F

¹0º– 0¹0º– • • • – F¹8º– 0¹8º j Fº denotes the probability density of observing the

sequence¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº occurring at time stepsC = � throughC = � ¸ 8 (i.e.,

, � = F ¹0º– • • • – ��¸8 = 0¹8º), conditioned on the episode initializing at state ,0 = F. Here,

the tuple¹F ¹0º– 0¹0º– • • • – F¹8º– 0¹8ºº represents a �xed history window. Speci�cally,F ¹0º

corresponds to a fully observed (non-censored) state, whereas for9 = 1– • • • – 8, the states

F ¹ 9ºcorrespond to censored observations.

We have
�
� C�9 = 0

	 8
9=1 and � C�8�1 = 1 Furthermore, de�ne the following random

variable � as:

De�nition 22 � is a discrete random variable with the supportf0– 1– � � � – = –1g and the

probability distribution given below.

Pr¹� = 8º =
W8¹1 � Wº
1 � W= –1

Finally, without loss of generality, we assume that� �1 = 1, i.e there is no censoring at

the beginning and we let
Î 8

9=1

�
I»� C�9 = 0¼

	
= 1 whenever8 Ÿ 9. Now, we are ready to

show the proof of Lemma 9.

Proof:

Consider two policies, denoted asc1 andc2 both of which belong to the policy class

� = –1 . This implies that under eitherc1 or c2, we can observe at most= –1 consecutive
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censoring throughout the entire horizon. Consequently, for any8 = 0– • • • – = –1 andC � 0,

the following Bellman equation holds for all c 2 �= –1 :

+ ¹8º
c–C¹F ¹0º– 0¹0º– � � � – F¹8ºº = Ec

h
' C¸8¸ W+¹0º

c–C¹, C¸8¸1ºI»� C¸8= 1¼

¸W+¹8¸1º
c–C ¹, C– �C– � � � – ,C¸8¸1ºI»� C¸8= 0¼

j ¹, C– �C– � � � – ,C¸8º = ¹F ¹Cº– 0¹Cº– � � � – F¹C¸8ºº
�

– (31)

where, in the component of, C¸9, we have� C¸9�1 = 0 for all 9 = 1– � � � – 8, and in the

component of ,C, we have �C�1 = 1.

Following this, for8 = 0, the di�erence between state-value functions of the policiesc1

and c2 can be written as:

3+ ¹0º
c1– c2–C¹F ¹0ºº = + ¹0º

c1–C¹F ¹0ºº � + ¹0º
c2–C¹F ¹0ºº

= + ¹0º
c1–C¹F ¹0ºº � E c1

h
' 0 ¸ W+¹0º

c2–C¹, 1ºI»� 0 = 1¼

¸W+¹1º
c2–C¹, 0– �0– , 1ºI»� 0 = 0¼I»��1 = 1¼ j ,0 = F ¹0º

i

¸ E c1

h
' 0 ¸ W+¹0º

c2–C¹, 1ºI»� 0 = 1¼

¸W+¹1º
c2–C¹, 0– �0– , 1ºI»� 0 = 0¼I»��1 = 1¼ j ,0 = F ¹0º

i
� + ¹0º

c2–C¹F ¹0ºº

= WEc1

h
3+ ¹0º

c1– c2–C¹, 1ºI»� 0 = 1¼ ¸ 3+¹1º
c1– c2–C¹, 0– �0– , 1ºI»� 0 = 0¼I»��1 = 1¼ j ,0 = F ¹0º

i

¸ E c1

h
& ¹0º

c2–C¹, 0– �0º � + ¹0º
c2–C¹, 0º j , 0 = F ¹0º

i

= WEc1

h
3+ ¹0º

c1– c2–C¹, 1ºI»� 0 = 1¼ ¸ 3+¹1º
c1– c2–C¹, 0– �0– , 1ºI»� 0 = 0¼I»��1 = 1¼ j ,0 = F ¹0º

i

¸ E � 0�c 1

h
� ¹0º

c2–C¹, 0– �0º j , 0 = F ¹0º
i

• (32)

The equation above can be generalized for8 = 1– � � � – = –1 � 1 by following the same

procedure given below.

3+ ¹8º
c1– c2–C¹F ¹0º– 0¹0º– � � � – F¹8ºº = Ec1

h
W3+¹0º

c1– c2–C¹, 8¸1ºI»� 8 = 1¼

¸W3+¹8¸1º
c1– c2–C¹, 0– �0– � � � – ,8¸1º

8Ö

9=0

�
I»� 9 = 0¼

	
I»� �1 = 1¼

¸� ¹8º
c2–C¹, 0– �0– � � � – ,8– �8º j ¹, 0– �0– � � � – ,8º = ¹F ¹0º– 0¹0º– � � � – F¹8ºº

i
•
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By using the recursive relationship, Equation (32) becomes:

3+ ¹0º
c1– c2–C¹F ¹0ºº = W2Ec1

h
3+ ¹0º

c1– c2–C¹, 2ºI»� 1 = 1¼ ¸ 3+¹1º
c1– c2–C¹, 1– �1– , 2ºI»� 1 = 0¼I»�0 = 1¼

¸3+ ¹2º
c2–C¹, 0– �0– , 1– �1– , 2ºI»� 1 = 0¼I»�0 = 0¼I»��1 = 1¼ j ,0 = F ¹0º

i

¸ WEc1

h
� ¹0º

c2–C¹, 1– �1ºI»� 0 = 1¼ ¸ � ¹1º
c2–C¹, 0– �0– , 1– �1ºI»� 0 = 0¼I»��1 = 1¼ j ,0 = F ¹0º– C¹ – =º

i

¸ E c1

h
� ¹0º

c2–C¹, 0– �0º j , 0 = F ¹0º
i

•

By doing the same steps recursively for = –1 times, we can show the following:

3+ ¹0º
c1– c2–C¹F ¹0ºº = W= –1 Ec

2
6
6
6
6
4

= –1Õ

8=0

3+ ¹8º
c1– c2–C¹, = –1 �8 – �= –1 �8 – � � � – ,= –1 º

8�1Ö

9=0

�
I»� = –1 �8¸ 9 = 0¼

	
I»� = –1 �8�1 = 1¼

j , 0 = F ¹0º�

¸
= –1 �1Õ

�=0

W� Ec
2
6
6
6
6
4

min¹�–= –1 ºÕ

8=0

� ¹8º
c2–C¹, ��8 – � ��8 – � � � – ,� – � � º

8�1Ö

9=0

�
I»� ��8¸ 9 = 0¼

	
I»� ��8�1 = 1¼

j , 0 = F ¹0º� • (33)

Observe that when 8 = = –1 , we have the following Bellman equation

& ¹= –1 º
c2–C ¹F ¹Cº– 0¹Cº– � � � – F¹C¸= –1 º– 0¹C¸= –1 ºº = E

h
' C¸= –1 ¸ W+¹0º

c2–C¹, C¸= –1 ¸1 ºI»� C¸= –1 = 1¼

j ¹, C– �C– � � � – ,C¸= –1 – �C¸= –1 º = ¹F ¹Cº– 0¹Cº– � � � – F¹C¸= –1 º– 0¹C¸= –1 ºº
�

= E
h
' C¸= –1 ¸ W+¹0º

c2–C¹, C¸= –1 ¸1 º

j ¹, C– �C– � � � – ,C¸= –1 – �C¸= –1 º = ¹F ¹Cº– 0¹Cº– � � � – F¹C¸= –1 º– 0¹C¸= –1 ºº
�

–

which is only valid80¹C¸= –1 º 2 UP¹= –1 º ¹F ¹C¸= –1 º– � � � – 0¹Cº– F¹Cºº. In other words, Bellman

equation is not well-de�ned for all� C¸= –1 = 0 2 A when8 = = –1 . This is due to the fact

thatc2 belongs to� = –1 , and thus, can not produce more consecutive censoring instances

than = –1 .

As a result, the following equation holds becausec1, by de�nition, selects an action from
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the setUP¹= –1 ¹, C¸= –1 – �C¸= –1 – • • • – ,Cº when faced with= –1 consecutive censored states:

Ec1

h
� ¹= –1 º

c2–C ¹, C– �C– � � � – ,C¸= –1 – �C¸= –1 º j ¹, C– �C– � � � – ,C¸= –1 º = ¹F ¹Cº– 0¹Cº– � � � – F¹C¸= –1 ºº
i

= Ec1

h
& ¹0º

c2–C¹, C– �C– � � � – ,C¸= –1 – �C¸= –1 º � + ¹0º
c2–C¹, C– �C– � � � – ,C¸= –1 º

j ¹, C– �C– � � � – ,C¸= –1 º = ¹F ¹Cº– 0¹Cº– � � � – F¹C¸= –1 ºº
�

• (34)

This further implies the following:

3+ ¹= –1 º
c1– c2–C¹F ¹Cº– 0¹Cº– � � � – F¹C¸= –1 ºº

= Ec1

h
W3+¹0º

c1– c2–C¹, C¸= –1 ¸1 ºI»� C¸= –1 = 1¼

¸� ¹= –1 º
c2–C ¹, C– �C– � � � – ,C¸= –1 – �C¸= –1 º j ¹, C– �C– � � � – ,C¸= –1 º = ¹F ¹Cº– 0¹Cº– � � � – F¹C¸= –1 ºº

i
•

Therefore, by recursively applying the same procedure, we can demonstrate the that

3+ ¹0º
c1– c2–C¹F ¹0ºº

=
1Õ

�=0

W�
8>><

>>
:

= –1Õ

8=0

W8Ec1

2
6
6
6
6
4

� ¹8º
c2–C¹, � – � � – � � � – ,�¸8 – � �¸8 º

8�1Ö

9=0

�
I»� �¸ 9 = 0¼

	
I»� ��1 = 1¼ j ,0 = F ¹0º

3
7
7
7
7
5

9>>=

>>
;

=
1Õ

�=0

W�
8>><

>>
:

= –1Õ

8=0

W8E, � – � � –���, �¸8 �%
c1
�–8 ¹ � jF ¹0º º

� �¸8 �c 1

2
6
6
6
6
4

� ¹8º
c2–C¹, � – � � – � � � – ,�¸8 – � �¸8 º

8�1Ö

9=0

�
I»� �¸ 9 = 0¼

	
I»� ��1 = 1¼

3
7
7
7
7
5

9>>=

>>
;

(35)

With some abuse of notation, assume that, ¹8º and � ¹8º with associated censoring

indicator� ¹8º represent generic random vectors. Therefore, under the De�nitions 20 and 22,

Equation (35) can be written as follows:

3+ ¹0º
c1– c2–C¹F ¹0ºº (36)

=
1

1 � W

8>>><

>>>
:

= –1Õ

8=0

W8E, ¹0º– � ¹0º–��� –, ¹8º�3
c1
F ¹0º–8

� ¹8º�c 1

2
6
6
6
6
4

� ¹8º
c2–C¹, ¹0º– � ¹0º– � � � – , ¹8º– � ¹8ºº

8Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

9>>>=

>>>
;

=
1 � W= –1

¹1 � Wº2
E¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�¹3

c1
F ¹0º–�

� c 1º

2
6
6
6
6
4

� ¹ � º
c2–C¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

•
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By further take the expectation with respect to the initial stateF ¹0º which follows a,

Equation (36) can be expressed as:

Ec1

"
1Õ

C=0

WC' C

#

� E c2

"
1Õ

C=0

WC' C

#

=
1 � W= –1

¹1 � Wº2
E¹, ¹0º– � ¹0º–��� –, ¹ �º – � ¹ �º º�¹3

c1
a–� � c 1º

2
6
6
6
6
4

� ¹ � º
c2–C¹, ¹0º– � ¹0º– � � � – , ¹ � º – � ¹ � º º

�Ö

9=1

�
I»� ¹ 9º = 0¼

	
I»� ¹0º = 1¼

3
7
7
7
7
5

–

(37)

which concludes our proof of Lemma 9.

A.17.7 Proof of Lemma 10

Before the proof, we introduce several related notations and de�nitions. For8 = 0– � � � – = –1 ,

let

&
¹8º
9 ¹G¹0º– • • • – G¹8ºº =

8>>>><

>>>>
:

b& ¹8º
9 ¹G¹0º– • • • – G¹8ºº � * ¹8º

9 ¹G¹0º– • • • – G¹8ºº– 9 = 1– • • • –  � 1

b& ¹8º
 ¹G¹0º– • • • – G¹8ºº � � ¹8º¹G¹0º– • • • – G¹8�1º– F¹8ºº– 9 =  

(38)

Observe that the greedy policy derived from the pairsb& ¹8º
 ¹G¹0º– � � � – G¹8ºº and&

¹8º
 ¹G¹0º– � � � – G¹8ºº

is the same.

Next, 89 = 1– � � � –  and 88 = 0– � � � – = –1 , de�ne:

d¹8º
9 ¹G¹0º– � � � – G¹8ºº = T

ĉ9�1

8–C
b& 9�1 ¹G¹0º– � � � – G¹8ºº � &

¹8º
9 ¹G¹0º– � � � – G¹8ºº– (39)

where T
ĉ9�1

8–C is de�ned under De�nition 12.

Furthermore, note that the eventC¹ – = –1º occurs almost surely under any policy

c 2 � = –1 . Consequently, conditioning onC¹ – = –1º does not alter any conditional

distributions induced by such policies. In particular, for any 8 � = –1 and any history block
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¹, C– �C– • • • – ,C¸8– �C¸8º, we have

& ¹8º
c–C¹, C– �C– • • • – ,C¸8– �C¸8º := Ec

"
1Õ

C0=8

WC0�8 ' C0

�
�
�
�
�

¹, C– �C– • • • – ,C¸8– �C¸8º– C¹ – = –1º

#

= Ec

"
1Õ

C0=8

WC0�8 ' C0

�
�
�
�
�

¹, C– �C– • • • – ,C¸8– �C¸8º

#

=: & ¹8º
c ¹, C– �C– • • • – ,C¸8– �C¸8º• (40)

Therefore, throughout the analysis we may interchangeably use& ¹8º
c–Cand& ¹8º

c for all

c 2 � = –1 and8 � = –1 , without ambiguity. For instance, sincec= –1 2 � = –1 , this result will

imply that

& ¹8º
c �

= –1
¹G¹0º– � � � – G¹8ºº = & ¹8º

c �
= –1 –C

¹G¹0º– � � � – G¹8ºº•

Additionally, recall that we denote uncertainty quanti�er for C-FQI by* ¹8º
: . Under

Assumption 13 which asserts the existence of an event
 ¹8º with Pr¹
 ¹8ºº � 1 � n where

* ¹8º
: satis�es De�nition 3 and is therefore a valid Uncertainty Quanti�er. Because the

proof requires* ¹8º
: to be a valid uncertainty quanti�er88 = 0– � � � – = –1 , we work on the

intersection event


 :=
= –1Ù

8=0


 ¹8º•

which holds with probability at least1 � ¹=  –1 ¸ 1ºn . And on
 , we have88 = 0– � � � – = –1

and 89 = 1– � � � –  � 1

d¹8º
9 ¹G¹0º– � � � – G¹8ºº = T

ĉ9�1

8–C
b& 9�1 ¹G¹0º– � � � – G¹8ºº � &

¹8º
9 ¹G¹0º– � � � – G¹8ºº

= T
ĉ9�1

8–C
b& 9�1 ¹G¹0º– � � � – G¹8ºº � ¹ b& ¹8º

9 ¹G¹0º– � � � – G¹8ºº � * ¹8º
9 ¹G¹0º– � � � – G¹8ººº

� 2* ¹8º
9 ¹G¹0º– � � � – G¹8ºº• (41)
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and for 9 =  , we have

d¹8º
 ¹G¹0º– � � � – G¹8ºº = T ĉ �1

8–C
b&  �1 ¹G¹0º– � � � – G¹8ºº � &

¹8º
 ¹G¹0º– � � � – G¹8ºº

= T ĉ �1
8–C

b&  �1 ¹G¹0º– � � � – G¹8ºº � ¹ b& ¹8º
 ¹G¹0º– � � � – G¹8ºº � � ¹8º¹G¹0º– • • • – G¹8�1º– F¹8ºº

� � ¹8º¹G¹0º– • • • – G¹8�1º– F¹8ºº ¸ * ¹8º
 ¹G¹0º– � � � – G¹8ºº• (42)

These identities will be used in the following proof.

In addition, under Assumption 12, we work on the event
 A on which the surrogate

reward relation holds. In particular, we have 
A,

E

2
6
6
6
6
4

�
b' 8

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8– C¹ – = –1º

3
7
7
7
7
5

� E

2
6
6
6
6
4

�
e' 8 � � 5¹Yº¹#)º �X

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8– C¹ – = –1º

3
7
7
7
7
5

– (43)

which we use to account for the estimation error in the surrogate reward.

Accordingly, Lemma 12 is proved on the joint event
 %\ 
 A, i.e., under the simultaneous

validity of the uncertainty quanti�cation bounds across all depths and the surrogate reward

approximation. By union bound, we have Pr¹
%\ 
 Aº � 1 � ¹=  –1 ¸ 1ºn � Y.

Now, we are ready to show the proof.

Proof:

We focus on deriving an upper bound on the di�erence between& ¹8º
c �

= –1
–C¹G

¹0º– � � � – G¹8ºº

and&
¹8º
 ¹G¹0º– � � � – G¹8ºº 88 = 0– � � � – = –1 :

�8– ¹G¹0º– � � � – G¹8ºº , & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � &

¹8º
 ¹G¹0º– � � � – G¹8ºº

= & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ĉ �1

8–C
b&  �1 ¹G¹0º– � � � – G¹8ºº ¸ d ¹8º

 ¹G¹0º– � � � – G¹8ºº

= & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T

c �
= –1

8–C
b&  �1 ¹G¹0º– � � � – G¹8ºº ¸ d ¹8º

 ¹G¹0º– � � � – G¹8ºº

¸ T
c �

= –1

8–C
b&  �1 ¹G¹0º– � � � – G¹8ºº � T ĉ �1

8–C
b&  �1 ¹G¹0º– � � � – G¹8ºº

|                                                                          {z                                                                          }
¹1º

– (44)
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where we use Equation (39) to derive the equality.

Observe that given the optimality ofbc ¹8º
9 with respect tob& ¹8º

9 for all 8 = 0– � � � – = –1 and for

all 9 = 1– � � � –  � 1, the following bound holds for all8 = 0– � � � – = –1 and9 = 1– � � � –  � 1:

¹1º = T
c �

= –1

8–C
b& 9¹G¹0º– � � � – G¹8ºº � T ĉ9

8–C
b& 9¹G¹0º– � � � – G¹8ºº

= E
h
W

�
b& ¹0º

9 ¹, 8¸1– c¹0º
= –1 –�¹, 8¸1ºº � b& ¹0º

9 ¹, 8¸1– bc¹0º
9 ¹, 8¸1º

�
I»� 8 = 1¼

¸W
�
b& ¹8¸1º

9 ¹- 0– � � � – ,8¸1– c¹8¸1º
= –1–� ¹, 8¸1– � � � – -0ºº � b& ¹8¸1º

9 ¹- 0– � � � – ,8¸1– bc¹8¸1º
9 ¹, 8¸1– � � � – -0ºº

�
I»� 8 = 0¼

j ¹- 0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – = –1 º
�

� 0• (45)

Then Equation (44) can be upper bounded as:

�8– ¹G¹0º– � � � – G¹8ºº � & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T

c �
= –1

8–C
b&  �1 ¹G¹0º– � � � – G¹8ºº ¸ d ¹8º

 ¹G¹0º– � � � – G¹8ºº

= T
c �

= –1

8–C & c �
= –1

–C¹G¹0º– � � � – G¹8ºº � T
c �

= –1

8–C
b&  �1 ¹G¹0º– � � � – G¹8ºº ¸ d ¹8º

 ¹G¹0º– � � � – G¹8ºº

= WP
c �

= –1
8

�
�
& ¹0º

c �
= –1

–C¹- 8¸1º � b& ¹0º
 �1 ¹- 8¸1º

�
I»� 8 = 1¼

¸
�
& ¹8¸1º

c �
= –1

–C¹- 0– � � � – -8¸1º � b& ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ª®
¬

¸ E

2
6
6
6
6
4

�
' 8 � b' 8

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – = –1 º

3
7
7
7
7
5

¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº– (46)

where the characterization of P
c �

= –1
8 given in De�nition 11.

By Lemma 6 and on event 
 \ 
 A, the following holds

E

2
6
6
6
6
4

�
' 8 � b' 8

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8– C¹ – = –1 º

3
7
7
7
7
5

� E

2
6
6
6
6
4

�
' 8 � e' 8 ¸ � 5¹Yº¹#)º � X

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8

3
7
7
7
7
5

� � 5¹Yº¹#)º � X –

245



where the �rst inequality is implied by Equation (43). Then, Equation (46) becomes

�8– ¹G¹0º– � � � – G¹8ºº � WP
c �

= –1
8

©
­
­
­
­
­
«

�
& ¹0º

c �
= –1

–C¹- 8¸1º � b& ¹0º
 �1 ¹- 8¸1º

|                                  {z                                  }
¹2º

�
I»� 8 = 1¼

¸
�
& ¹8¸1º

c �
= –1

–C¹- 0– � � � – -8¸1º � b& ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º

|                                                           {z                                                           }
¹3º

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼

ª
®
®
®
®
®
¬

¸ � 5¹Yº¹#)º � X ¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº• (47)

Observe that

¹2º ¸ * ¹0º
 �1 ¹- 8¸1º = �0– �1 ¹- 8¸1º

¹3º ¸ * ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º = �8¸1– �1 ¹- 0– � � � – -8¸1º•

Therefore, Equation (47) becomes

�8– ¹G¹0º– � � � – G¹8ºº � WP
c �

= –1
8

� �
�0– �1 ¹- 8¸1º � *  �1 ¹- 8¸1º

�
I»� 8 = 1¼

¸
�
�8¸1– �1 ¹- 0– � � � – -8¸1º � * ¹8¸1º

 �1 ¹- 0– � � � – -8¸1º
� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ª®
¬

¸ � 5¹Yº¹#)º � X ¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº• (48)

Next, we use Equation(47) to further upper bound the right hand side of Equation(48)
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in an iterative manner as follows:

�8– ¹G¹0º– � � � – G¹8ºº � WP
c �

= –1
8

� �
WP

c �
= –1

0

�
�
& ¹0º

c �
= –1

–C¹- 8¸2º � b& ¹0º
 �2 ¹- 8¸2º

�
I»� 8¸1 = 1¼

¸
�
& ¹1º

c �
= –1

–C¹- 8¸1– -8¸2º � b& ¹1º
 �2 ¹- 8¸1– -8¸2º

�
I»� 8¸1 = 0¼I»�8 = 1¼

�

¸� 5¹Yº¹#)º � X ¸ d ¹0º
 �1 ¹- 8¸1º � * ¹0º

 �1 ¹- 8¸1º
�

I»� 8 = 1¼

¸
�
WP

c �
= –1

8¸1

�
�
& ¹0º

c �
= –1

–C¹- 8¸2º � b& ¹0º
 �2 ¹- 8¸2º

�
I»� 8¸1 = 1¼

¸
�
& ¹8¸2º

c �
= –1

–C¹- 0– � � � – -8¸2º � b& ¹8¸2º
 �2 ¹- 0– � � � -8¸2º

� 8¸1Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ª®
¬

¸� 5¹Yº¹#)º � X ¸ d ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º

�* ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼

9>>=

>>
;

¸ � 5¹Yº¹#)º � X ¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº•

After simpli�cation, we obtain the following:

�8– ¹G¹0º– � � � – G¹8ºº � W2¹P
c �

= –1
8 P

c �
= –1

8¸1 º
n�

�0– �2 ¹- 8¸2º � * ¹0º
 �2 ¹- 8¸2º

�
I»� 8¸1 = 1¼

¸
�
�1– �2 ¹- 8¸1– -8¸2º � * ¹1º

 �2 ¹- 8¸1– -8¸2º
�

I»� 8¸1 = 0¼I»�8 = 1¼

¸
�
�8¸2– �2 ¹- 0– � � � – -8¸2º � * ¹8¸2º

 �2 ¹- 0– � � � – -8¸2º
� 8¸1Ö

9=0

I»� 9 = 0¼I»��1 = 1¼

9>>=

>>
;

¸ WP
c �

= –1
8

n�
� 5¹Yº¹#)º � X ¸ d ¹0º

 �1 ¹- 8¸1º � * ¹0º
 �1 ¹- 8¸1º

�
I»� 8 = 1¼

¸
�
� 5¹Yº¹#)º � X ¸ d ¹8¸1º

 �1 ¹- 0– � � � – -8¸1º � * ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼

9>>=

>>
;

¸ � 5¹Yº¹#)º � X ¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº•

For the remaining part of the proof, we use�8– to denote�8– ¹G¹0º– � � � – G¹8ºº. Then, by
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following the same procedure, we reach the following after  � 1 steps:

�8– � W �1

 
 �2Ö

:=0

P
c �

= –1

8¸:

! ( = –1Õ

:=0

�
& ¹ : º

c �
= –1

–C¹- 8¸ �1�: – � � � – -8¸ �1 º � b' 8¸ �1

�

8¸ �2Ö

9=8¸ �1�:

I»� 9 = 0¼I»�8¸ �2�: = 1¼

9>>=

>>
;

¸
 �1Õ

:=1

W:

 
: �1Ö

: 0=0

P
c �

= –1

8¸: 0

!
n�

� 5¹Yº¹#)º � X ¸ d ¹0º
 �: ¹- 8¸: º � * ¹0º

 �: ¹- 8¸: º
�

I»� 8¸: �1 = 1¼

¸
�
� 5¹Yº¹#)º � X ¸ d ¹8¸:º

 � : ¹- 0– � � � – -8¸: º � * ¹8¸:º
 � : ¹- 0– � � � – -8¸: º

� 8¸: �1Ö

9=0

I»� 9 = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹= –1 –:�1ºÕ

E=1

8>><

>>
:

�
� 5¹Yº¹#)º � X ¸ d ¹Eº

 �: ¹- 8¸: �E – � � � – -8¸: º � * ¹Eº
 �: ¹- 8¸: �E – � � � – -8¸: º

� 8¸: �1Ö

9=8¸: �E

I»� 9 = 0¼

I»� 8¸: �E�1 = 1¼gg

¸ � 5¹Yº¹#)º � X ¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº•

The introduction ofmin¹= –1– : � 1º as the upper limit in the last summation is implied by

the fact that c�= –1
2 � = –1 , which indicates d¹Eº

 �: can not exist for any E ¡ = –1 .

On the event
 \ 
 A, Equations(41) and(42) imply that, for all8 2 f0– • • • – = –1g, we

have:

d¹8º
9 ¹G¹0º– � � � – G¹8ºº � 2* ¹8º

9 ¹G¹0º– � � � – G¹8ºº 89 = 1– � � � –  � 1 (49)

d¹8º
 ¹G¹0º– � � � – G¹8ºº � � ¹8º¹G¹0º– � � � – F¹8ºº ¸ * ¹8º

 ¹G¹0º– � � � – G¹8ºº–

which holds for all¹G¹0º– � � � – G¹8ºº 2 X 
¹8¸1º and with probability at least1 � n ¹=  –1 ¸ 1º .

Additionally, j& ¹8º
c �

= –1
–Cj is uniformly bounded by' max

1�W 88 = 0– � � � – = –1 andj b' Cj is uniformly
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bounded by 'max 8C � 0. Together, they imply:

�8– � W �1
�
2 � W
1 � W

' max

�
¸

 �1Õ

:=1

W:

 
: �1Ö

: 0=0

P
c �

= –1

8¸: 0

!
n�

� 5¹Yº¹#)º � X ¸ * ¹0º
 �: ¹- 8¸: º

�
I»� 8¸: �1 = 1¼

¸
�
� 5¹Yº¹#)º � X ¸ * ¹8¸:º

 � : ¹- 0– � � � – -8¸: º
� 8¸: �1Ö

9=0

I»� 9 = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹= –1 –:�1ºÕ

E=1

8>><

>>
:

�
� 5¹Yº¹#)º � X ¸ * ¹Eº

 �: ¹- 8¸: �E – � � � – -8¸: º
� 8¸: �1Ö

9=8¸: �E

I»� 9 = 0¼I»�8¸: �E�1 = 1¼

9>>=

>>
;

9>>=

>>
;

¸ � 5¹Yº¹#)º � X ¸ * ¹8º
 ¹G¹0º– � � � – G¹8ºº ¸ � ¹8º¹G¹0º– � � � – F¹8ºº

= W �1
�
2 � W
1 � W

' max

�
¸ RD¹#)º

¸ UQ¹G¹0º– � � � – G¹8ºº ¸ � ¹8º¹G¹0º– � � � – F¹8ºº– (50)

where the characterizations ofRD¹#)º andUQ¹G¹0º– � � � – G¹8ºº are given in De�nitions 15

and 16 (i), respectively. This concludes the proof of Lemma 10.

A.17.8 Proof of Lemma 11

Before the proof, we introduce several related notations and de�nitions. For8 = 0– � � � – = –1 ,

let

&
¹8º
9 ¹G¹0º– • • • – G¹8ºº =

8>>>><

>>>>
:

b& ¹8º
9 ¹G¹0º– • • • – G¹8ºº � * ¹8º

9 ¹G¹0º– • • • – G¹8ºº– 9 = 1– • • • –  � 1

b& ¹8º
 ¹G¹0º– • • • – G¹8ºº � � ¹8º¹G¹0º– • • • – – G¹8�1º– F¹8ºº– 9 =  

(51)

Observe that the greedy policy derived from the pairsb& ¹8º
 ¹G¹0º– � � � – G¹8ºº and&

¹8º
 ¹G¹0º– � � � – G¹8ºº

is the same.

Next, 89 = 1– � � � –  and 88 = 0– � � � – = –1 , de�ne:

d¹8º
9 ¹G¹0º– � � � – G¹8ºº = T

ĉ9�1

8–C
b& 9�1 ¹G¹0º– � � � – G¹8ºº � &

¹8º
9 ¹G¹0º– � � � – G¹8ºº– (52)

where T
ĉ9�1

8–C is de�ned under De�nition 12.
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Additionally, recall that we denote uncertainty quanti�er for PC-FQI by* ¹8º
: . Under

Assumption 13 which asserts the existence of an event
 ¹8ºwith Pr¹
 ¹8ºº � 1 � n where ~* ¹8º
:

satis�es De�nition 3 and is therefore a valid uncertainty quanti�er. Because the proof requires

* ¹8º
: to be a valid Uncertainty Quanti�er88 = 0– � � � – = –1 , we work on the intersection event


 :=
= –1Ù

8=0


 ¹8º•

which holds with probability at least1 � ¹=  –1 ¸ 1ºn . And on
 , we have88 = 0– � � � – = –1

and 89 = 1– � � � –  � 1

d¹8º
9 ¹G¹0º– � � � – G¹8ºº = T

ĉ9�1

8–C
b& 9�1 ¹G¹0º– � � � – G¹8ºº � &

¹8º
9 ¹G¹0º– � � � – G¹8ºº

= T
ĉ9�1

8–C
b& 9�1 ¹G¹0º– � � � – G¹8ºº � ¹ b& ¹8º

9 ¹G¹0º– � � � – G¹8ºº � * ¹8º
9 ¹G¹0º– � � � – G¹8ººº

� 0 (53)

and for 9 =  we have

d¹8º
 ¹G¹0º– � � � – G¹8ºº = T ĉ �1

8–C
b&  �1 ¹G¹0º– � � � – G¹8ºº � &

¹8º
 ¹G¹0º– � � � – G¹8ºº

= T ĉ �1
8–C

b&  �1 ¹G¹0º– � � � – G¹8ºº � ¹ b& ¹8º
 ¹G¹0º– � � � – G¹8ºº � � ¹8º¹G¹0º– � � � – G¹8�1º– F¹8ºº

� � ¹8º¹G¹0º– � � � – F¹8ºº � * ¹8º
 ¹G¹0º– � � � – G¹8ºº (54)

These identities will be used in the following proof.

In addition, under Assumption 12, we work on the event
 A on which the surrogate

reward relation holds. In particular, we have 
A,

E

2
6
6
6
6
4

�
b' 8

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8– C¹ – = –1º

3
7
7
7
7
5

� E

2
6
6
6
6
4

�
e' 8¸ � 5¹Yº¹#)º �X

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8– C¹ – = –1º

3
7
7
7
7
5

– (55)
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which we use to account for the estimation error in the surrogate reward.

Accordingly, Lemma 12 is proved on the joint event
 \ 
 A, i.e., under the simultaneous

validity of the uncertainty quanti�cation bounds across all depths and the surrogate reward

approximation. By union bound, we have Pr¹
 \ 
Aº � 1 � ¹=  –1 ¸ 1ºn � Y.

Now, we are ready to show the proof.

Proof:

We focus on deriving a lower bound on the di�erence between& ¹8º
c �

= –1
–C¹G

¹0º– � � � – G¹8ºº

and&
¹8º
 ¹G¹0º– � � � – G¹8ºº 88 = 0– � � � – = –1 :

�8– ¹G¹0º– � � � – G¹8ºº , & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � &

¹8º
 ¹G¹0º– � � � – G¹8ºº

= & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ĉ �1

8–C
b&  �1 ¹G¹0º– � � � – G¹8ºº ¸ d ¹8º

 ¹G¹0º– � � � – G¹8ºº

= & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ĉ �1

8–C & c �
= –1

–C¹G¹0º– � � � – G¹8ºº

¸ T ĉ �1
8–C & c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ĉ �1

8–C
b&  �1 ¹G¹0º– � � � – G¹8ºº

¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº

= T
c �

= –1

8–C & c �
= –1

–C¹G¹0º– � � � – G¹8ºº � T ĉ �1
8–C & c �

= –1
–C¹G¹0º– � � � – G¹8ºº

|                                                                                   {z                                                                                   }
¹1º

¸ T ĉ �1
8–C & ¹8º

c �
= –1

–C¹G¹0º– � � � – G¹8ºº � T ĉ �1
8–C

b&  �1 ¹G¹0º– � � � – G¹8ºº

¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº• (56)

Consider the term (1) above 88 = 0– � � � – = –1 :

¹1º = T
c �

= –1

8–C & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ĉ �1

8–C & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº

= E
�
W

�
& ¹0º

c �
= –1

–C¹, 8¸1– c¹0º
= –1 –�¹, 8¸1ºº � & ¹0º

c �
= –1

–C¹, 8¸1– bc¹0º
 �1 ¹, 8¸1ºº

�
I»� 8 = 1¼

¸W
�
& ¹8¸1º

c �
= –1

–C¹- 0– � � � – ,8¸1– c¹8¸1º
= –1 –�¹, 8¸1– � � � – -0ºº � & ¹8¸1º

c �
= –1

–C¹- 0– � � � – ,8¸1– bc¹8¸1º
 �1 ¹, 8¸1– � � � – -0ºº

�
I»� 8 = 0¼

j ¹- 0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – = –1 º
�

–

where the �rst equality stems from the de�nition ofT c
8–Cgiven in De�nition 12. Recall the

characterization of policyc �
= –1

given under Lemma 8. For8 = 0– � � � – = –1 � 1 , c �
= –1

takes
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the point-wise maximum of& ¹8º
c �

= –1
–Cover all possible actions given¹, 8– � � � – -0º. This

implies 88 = 0– � � � – = –1 � 1:

& ¹8º
c �

= –1
–C¹- 0– � � � – ,8– c¹8º

= –1 –�¹, 8– � � � – -0ºº � & ¹8º
c �

= –1
–C¹- 0– � � � – ,8– bc¹8º

 �1 ¹, 8– � � � – -0ºº � 0 (57)

When8 = = –1 , c �
= –1

takes the point-wise maximum of& ¹8º
c �

= –1
–Cover a restricted set of

actions denoted byUP= –1 ¹, = –1 – -= –1 �1 – � � � – -0º. Therefore, it can not be ensured that

Equation (57) holds when 8 = = –1 . To tackle this issue, we make use of De�nition 14 (i):

& ¹= –1 º
c �

= –1
–C¹- 0– � � � – ,= –1 – c¹= –1 º

= –1 –� ¹, = –1 – � � � – -0ºº � & ¹= –1 º
c �

= –1
–C¹- 0– � � � – ,= –1 – bc¹= –1 º

 �1 ¹, = –1 – � � � – -0ºº

� & ¹= –1 º
c �

= –1
–C¹- 0– � � � – ,= –1 – c¹= –1 º

= –1 –� ¹, = –1 – � � � – -0ºº � max
02A

& ¹= –1 º
c �

= –1
–C¹- 0– � � � – ,= –1 – 0º

= �AD c �
= –1 ¹- 0– � � � – ,= –1 º (58)

Consequently, it can be concluded that:

T
c �

= –1

8–C & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ĉ �1

8–C & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº (59)

� �E
h
WADc �

= –1 ¹- 0– � � � – ,8¸1ºI»� 8 = 0¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – = –1 º¼
i

I»8 = = –1 � 1¼–

which further implies the following:

�8– ¹G¹0º– � � � – G¹8ºº � T ĉ �1
8–C & ¹8º

c �
= –1

–C¹G¹0º– � � � – G¹8ºº � T ĉ �1
8–C

b&  �1 ¹G¹0º– � � � – G¹8ºº

� E
h
WADc �

= –1 ¹- 0– � � � – ,8¸1ºI»� 8 = 0¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – = –1 º¼
i

I»8 = = –1 � 1¼

¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº (60)
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By extending the right hand side of Equation (60), we obtain:

�8– ¹G¹0º– � � � – G¹8ºº � WPbc  �1
8

8>>>>>><

>>>>>>
:

©
­
­
­
­
­
«

& ¹0º
c �

= –1
–C¹- 8¸1º � b& ¹0º

 �1 ¹- 8¸1º ¸ * ¹0º
 �1 ¹- 8¸1º

|                                                       {z                                                       }
�0– �1 ¹- 8¸1 º

�* ¹0º
 �1 ¹- 8¸1º

ª
®
®
®
®
®
¬

I»� 8 = 1¼

¸

©
­
­
­
­
­
«

& ¹8¸1º
c �

= –1
–C¹- 0– � � � – -8¸1º � b& ¹8¸1º

 �1 ¹- 0– � � � – -8¸1º ¸ * ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º

|                                                                                            {z                                                                                            }
�8¸1– �1 ¹- 0–��� –-8¸1 º

�* ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º � AD c �

= –1 ¹- 0– � � � – ,8¸1ºI»8 = = –1 � 1¼
�

I»� 8 = 0¼
o

¸ E

2
6
6
6
6
4

�
' 8 � b' 8

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – =º

3
7
7
7
7
5

¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº– (61)

where characterization ofP ĉ �1
8 given in De�nition 11. Additionally, we add and subtract

* ¹8º
 �1 to obtain the recursive relation.

Observe that By Lemma 6 and on event 
%\ 
 A, the following holds

E

2
6
6
6
6
4

�
' 8 � b' 8

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – =º

3
7
7
7
7
5

� E

2
6
6
6
6
4

�
' 8 � e' 8 � � 5¹Yº¹#)º � X

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – =º

3
7
7
7
7
5

= E

2
6
6
6
6
4

�� 5¹Yº¹#)º � X
8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – =º

3
7
7
7
7
5

� �� 5¹Yº¹#)º � X –
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where the �rst inequality is implied by Equation (55).

Therefore, Equation (61) becomes:

�8– ¹G¹0º– � � � – G¹8ºº � WP ĉ �1
8

n�
�0– �1 ¹- 8¸1º � * ¹0º

 �1 ¹- 8¸1º
�

I»� 8 = 1¼

¸
�
�8¸1– �1 ¹- 0– � � � – -8¸1º � * ¹8¸1º

 �1 ¹- 0– � � � – -8¸1º

�AD c �
= –1 ¹- 0– � � � – ,8¸1ºI»8 = = –1 � 1¼

�
I»� 8 = 0¼

o

¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº � � 5¹Yº¹#)º � X • (62)

Next, we apply the lower bounds on �0– �1 and �8¸1– �1 in an iterative manner:

�8– ¹G¹0º– � � � – G¹8ºº � WP ĉ �1
8

� �
WPĉ �2

0

�
�
& ¹0º

c �
= –1

–C¹- 8¸2º � b& ¹0º
 �2 ¹- 8¸2º

�
I»� 8¸1 = 1¼

¸
�
& ¹1º

c �
= –1

–C¹- 8¸1– -8¸2º � b& ¹1º
 �2 ¹- 8¸1– -8¸2º

�
I»� 8¸1 = 0¼

�

¸d ¹0º
 �1 ¹- 8¸1º � � 5¹Yº¹#)º � X � * ¹0º

 �1 ¹- 8¸1º
�

I»� 8 = 1¼

¸
�
WPĉ �2

8¸1

�
�
& ¹0º

c �
= –1

–C¹- 8¸2º � b& ¹0º
 �2 ¹- 8¸2º

�
I»� 8¸1 = 1¼

¸
�
& ¹8¸2º

c �
= –1

–C¹- 0– � � � – -8¸2º � b& ¹8¸2º
 �2 ¹- 0– � � � – -8¸2º

�AD c �
= –1 ¹- 0– � � � – ,8¸2ºI»8 = = –1 � 2¼

�
I»� 8¸1 = 0¼

�

¸d ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º � � 5¹Yº¹#)º � X � * ¹8¸1º

 �1 ¹- 0– � � � – -8¸1º

�AD c �
= –1 ¹- 0– � � � – ,8¸1ºI»8 = = –1 � 1¼

�
I»� 8 = 0¼

o
¸ d ¹8º

 ¹G¹0º– � � � – G¹8ºº � � 5¹Yº¹#)º � X –
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where the right hand side, after simpli�cation, is equivalent to:

�8– ¹G¹0º– � � � – G¹8ºº � W2P ĉ �1
8 P ĉ �2

8¸1

� �
�0– �2 ¹- 8¸2º � * ¹0º

 �2 ¹- 8¸2º
�

I»� 8¸1 = 1¼

¸
�
�1– �2 ¹- 8¸1– -8¸2º � * ¹1º

 �2 ¹- 8¸1– -8¸2º
�

I»� 8¸1 = 0¼I»�8 = 1¼

¸
�
�8¸2– �2 ¹- 0– � � � – -8¸2º � * ¹8¸2º

 �2 ¹- 0– � � � – -8¸2º

�AD c �
= –1 ¹- 0– � � � – ,8¸2ºI»8 = = –1 � 2¼

�
I»� 8¸1 = 0¼I»�8 = 0¼

�

¸ WP ĉ �1
8

� �
d¹0º

 �1 ¹- 8¸1º � � 5¹Yº¹#)º � X � * ¹0º
 �1 ¹- 8¸1º

�
I»� 8 = 1¼

¸
�
d¹8¸1º

 �1 ¹- 0– � � � – -8¸1º � � 5¹Yº¹#)º � X � * ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º

�AD c �
= –1 ¹- 0– � � � – ,8¸1ºI»8 = = –1 � 1¼

�
I»� 8 = 0¼

�

¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº � � 5¹Yº¹#)º � X •

For the remaining part of the proof, we use�8– to denote�8– ¹G¹0º– � � � – G¹8ºº. Then, by

pursuing the same procedure ¹ � 1º times, we can obtain the following:

�8– �
 �1Ö

9=1

�
WPĉ � 9

8¸ 9�1

�
( = –1Õ

:=0

�
& ¹ : º

c �
= –1

–C¹- 8¸ �1�: – � � � – -8¸ �1 º � b' 8¸ �1

� 8¸ �2Ö

;=8¸ �1�:

I»� ; = 0¼I»�8¸ �2�: = 1¼

)

¸
 �1Õ

:=1

:Ö

9=1

�
WPĉ � 9

8¸ 9�1

� n �
d¹0º

 �: ¹- 8¸: º � � 5¹Yº¹#)º � X � * ¹0º
 �: ¹- 8¸: º

�
I»� 8¸: �1 = 1¼

¸
�
d¹8¸:º

 � : ¹- 0– � � � – -8¸: º � � 5¹Yº¹#)º � X � * ¹8¸:º
 � : ¹- 0– � � � – -8¸: º

�AD c �
= –1 ¹- 0– � � � – ,8¸: ºI»8 = = –1 � :¼

� 8¸: �1Ö

;=0

I»� ; = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹: �1–=  –1 ºÕ

E=1

�
d¹Eº

 �: ¹- 8¸: �E – � � � – -8¸: º � � 5¹Yº¹#)º � X

�* ¹Eº
 �: ¹- 8¸: �E – � � � – -8¸: º � AD c �

= –1 ¹- 8¸: �E – � � � – ,8¸: ºI»E = = –1 ¼
� 8¸: �1Ö

;=8¸: �E

I»� ; = 0¼I»�8¸: �E�1 = 1¼

)

¸ d ¹8º
 ¹G¹0º– � � � – G¹8ºº � � 5¹Yº¹#)º � X •

On the event
 %\ 
 A, Equations(53)and(54) imply that, for all8 2 f0– • • • – = –1g, we have

0 � d ¹8º
9 ¹G¹0º– � � � – G¹8ºº 89 = 1– � � � –  � 1

� ¹8º¹G¹0º– � � � – F¹8ºº � * ¹8º
 ¹G¹0º– � � � – G¹8ºº � d ¹8º

 ¹G¹0º– � � � – G¹8ºº
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which holds for all¹G¹0º– � � � – G¹8ºº 2 X 
¹8¸1º . Additionally, j& ¹8º
c �

= –1
–Cj is uniformly bounded

by ' max
1�W 88 = 0– � � � – = and jb' Cj � ' max 8C � 0. Together, they imply:

�8– � �W  �1
�
2 � W
1 � W

' max

�

¸
 �1Õ

:=1

:Ö

9=1

�
WPĉ � 9

8¸ 9�1

� n
�� 5¹Yº¹#)º � X � * ¹0º

 �: ¹- 8¸: ºI»� 8¸: �1 = 1¼

�
�� 5¹Yº¹#)º � X � * ¹8¸:º

 � : ¹- 0– � � � – -8¸: º

�AD c �
= –1 ¹- 0– � � � – ,8¸: ºI»8 = = –1 � :¼

� 8¸: �1Ö

;=0

I»� ; = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹: �1–=  –1 ºÕ

E=1

�
�� 5¹Yº¹#)º � X � * ¹Eº

 �: ¹- 8¸: �E – � � � – -8¸: º

�AD c �
= –1 ¹- 8¸: �E – � � � – ,8¸: ºI»E = = –1 ¼

� 8¸: �1Ö

;=8¸: �E

I»� ; = 0¼I»�8¸: �E�1 = 1¼

)

¸ � ¹8º¹G¹0º– � � � – F¹8ºº � * ¹8º
 ¹G¹0º– � � � – G¹8ºº � � 5¹Yº¹#)º � X • (63)

By using De�nitions 14 (ii) and 15, Equation (63) can be expressed as follows:

�8– � �W  �1
�
2 � W
1 � W

' max

�

¸
 �1Õ

:=1

:Ö

9=1

�
WPĉ � 9

8¸ 9�1

� n
�* ¹0º

 �: ¹- 8¸: ºI»� 8¸: �1 = 1¼

�
�* ¹8¸:º

 � : ¹- 0– � � � – -8¸: º
� 8¸: �1Ö

;=0

I»� ; = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹: �1–=  –1 ºÕ

E=1

�
�* ¹Eº

 �: ¹- 8¸: �E – � � � – -8¸: º
� 8¸: �1Ö

;=8¸: �E

I»� ; = 0¼I»�8¸: �E�1 = 1¼

9>>=

>>
;

¸ � ¹8º¹G0– � � � – F¹8ºº � * ¹8º
 ¹G¹0º– � � � – G¹8ºº � '� ¹#)º

= �W  �1
�
2 � W
1 � W

' max

�
� RD¹#)º � TAD ĉ ¹G0– � � � – G¹8ºº– (64)

which concludes the proof of Lemma 11.

A.17.9 Proof of Lemma 12

Before the proof, we introduce several related notations and de�nitions.
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For all 9 = 1– � � � –  and 8 = 0– � � � – = –1 , de�ne:

~d¹8º
9 ¹G¹0º– � � � – G¹8ºº = T

ec 9�1

8–C
e& 9�1 ¹G¹0º– � � � – G¹8ºº � e& ¹8º

9 ¹G¹0º– � � � – G¹8ºº– (65)

where T
~c9�1

8–C is de�ned under De�nition 12.

Furthermore, note that the eventC¹ – = –1º occurs almost surely under any policy

c 2 � = –1 . Consequently, conditioning onC¹ – = –1º does not alter any conditional

distributions induced by such policies. In particular, for any 8 � = –1 and any history block

¹, C– �C– • • • – ,C¸8– �C¸8º, we have

& ¹8º
c–C¹, C– �C– • • • – ,C¸8– �C¸8º := Ec

"
1Õ

C0=8

WC0�8 ' C0

�
�
�
�
�

¹, C– �C– • • • – ,C¸8– �C¸8º– C¹ – = –1º

#

= Ec

"
1Õ

C0=8

WC0�8 ' C0

�
�
�
�
�

¹, C– �C– • • • – ,C¸8– �C¸8º

#

=: & ¹8º
c ¹, C– �C– • • • – ,C¸8– �C¸8º• (66)

Therefore, throughout the analysis we may interchangeably use& ¹8º
c–Cand& ¹8º

c for all

c 2 � = –1 and8 � = –1 , without ambiguity. For instance, sincec= –1 2 � = –1 , this result will

imply that

& ¹8º
c �

= –1
¹G¹0º– � � � – G¹8ºº = & ¹8º

c �
= –1 –C

¹G¹0º– � � � – G¹8ºº

Additionally, recall that we denote uncertainty quanti�er for PC-FQI by~* ¹8º
: . Under

Assumption 13 which asserts the existence of an event
 ¹8º
% with Pr¹
 ¹8º

% º � 1 � n where

~* ¹8º
: satis�es De�nition 3 and is therefore a valid Uncertainty Quanti�er. Because the

proof requires~* ¹8º
: to be a valid Uncertainty Quanti�er88 = 0– � � � – = –1 , we work on the

intersection event


 % :=
= –1Ù

8=0


 ¹8º
% •

which holds with probability at least1 � ¹=  –1 ¸ 1ºn . And on
 %, we have88 = 0– � � � – = –1
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and 89 = 1– � � � –  

~d¹8º
9 ¹G¹0º– � � � – G¹8ºº = T

ec 9�1

8–C
e& 9�1 ¹G¹0º– � � � – G¹8ºº � e& ¹8º

9 ¹G¹0º– � � � – G¹8ºº

= T
ec 9�1

8–C
e& 9�1 ¹G¹0º– � � � – G¹8ºº � ¹ b& ¹8º

9 ¹G¹0º– � � � – G¹8ºº � ~* ¹8º
9 ¹G¹0º– � � � – G¹8ººº

� 2 ~* ¹8º
9 ¹G¹0º– � � � – G¹8ºº• (67)

This identity will be used in the following proof.

In addition, under Assumption 12, we work on the event
 A on which the surrogate

reward relation holds. In particular, we have 
A,

E

2
6
6
6
6
4

�
b' 8

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8– C¹ – = –1º

3
7
7
7
7
5

� E

2
6
6
6
6
4

�
e' 8 � � 5¹Yº¹#)º �X

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8– C¹ – = –1º

3
7
7
7
7
5

– (68)

which we use to account for the estimation error in the surrogate reward.

Accordingly, Lemma 12 is proved on the joint event
 %\ 
 A, i.e., under the simultaneous

validity of the uncertainty quanti�cation bounds across all depths and the surrogate reward

approximation. By union bound, we have Pr¹
%\ 
 Aº � 1 � ¹=  –1 ¸ 1ºn � Y.

Now, we are ready to show the proof.

Proof:

We focus on deriving an upper bound on the di�erence between& ¹8º
c �

= –1
–C¹G

¹0º– � � � – G¹8ºº

and e& ¹8º
 ¹G¹0º– � � � – G¹8ºº 88 = 0– � � � – = –1

~�8– ¹G¹0º– � � � – G¹8ºº , & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � e& ¹8º

 ¹G¹0º– � � � – G¹8ºº

= & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ~c �1

8–C
e&  �1 ¹G¹0º– � � � – G¹8ºº ¸ ~d¹8º

 ¹G¹0º– � � � – G¹8ºº

= & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T

c �
= –1

8–C
e&  �1 ¹G¹0º– � � � – G¹8ºº ¸ ~d¹8º

 ¹G¹0º– � � � – G¹8ºº

¸ T
c �

= –1

8–C
e&  �1 ¹G¹0º– � � � – G¹8ºº � T ~c �1

8–C
e&  �1 ¹G¹0º– � � � – G¹8ºº

|                                                                          {z                                                                          }
¹1º

– (69)
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where we use Equation (65) to derive the equality.

Observe that given the optimality ofec ¹8º
9 with respect toe& ¹8º

9 for all 8 = 0– � � � – = –1 and for

all 9 = 1– � � � –  � 1, the following bound holds for all8 = 0– � � � – = –1 and9 = 1– � � � –  � 1:

¹1º = T
c �

= –1

8–C
e& 9¹G¹0º– � � � – G¹8ºº � T ~c9

8–C
e& 9¹G¹0º– � � � – G¹8ºº

= E
h
W

�
e& ¹0º

9 ¹, 8¸1– c¹0º
= –1 –�¹, 8¸1ºº � e& ¹0º

9 ¹, 8¸1– ec¹0º
9 ¹, 8¸1º

�
I»� 8 = 1¼

¸W
�
e& ¹8¸1º

9 ¹- C– � � � – ,8¸1– c¹8¸1º
= –1 –�¹, 8¸1– � � � – -0ºº � e& ¹8¸1º

9 ¹- 0– � � � – ,8¸1– ec¹8¸1º
9 ¹, 8¸1– � � � – -0ºº

�
I»� 8 = 0¼

j ¹- 0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – = –1 º
�

� 0– (70)

which implies that Equation (69) can be upper bounded as:

~�8– ¹G¹0º– � � � – G¹8ºº � & ¹8º
c �
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c �
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 �1 ¹- 0– � � � – -8¸1º

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ª®
¬

¸ E

2
6
6
6
6
4

�
' 8 � b' 8

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – = –1 º

3
7
7
7
7
5

¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº– (71)

where the characterization of P
c �

= –1
8 given in De�nition 11.

By Lemma 6 and on event 
%\ 
 A, the following holds:

E

2
6
6
6
6
4

�
' 8 � b' 8

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8– C¹ – = –1 º

3
7
7
7
7
5

� E

2
6
6
6
6
4

�
' 8 � e' 8 ¸ � 5¹Yº¹#)º � X

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8– C¹ – = –1 º

3
7
7
7
7
5

� � 5¹Yº¹#)º � X –
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where the �rst inequality is implied by Equation (68). Then, Equation (71) becomes

~�8– ¹G¹0º– � � � – G¹8ºº � WP
c �

= –1
8

©
­
­
­
­
­
«

�
& ¹0º

c �
= –1

–C¹- 8¸1º � e& ¹0º
 �1 ¹- 8¸1º

|                                  {z                                  }
¹2º

�
I»� 8 = 1¼

¸
�
& ¹8¸1º

c �
= –1

–C¹- 0– � � � – -8¸1º � e& ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º

|                                                           {z                                                           }
¹3º

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼

ª
®
®
®
®
®
¬

¸ � 5¹Yº¹#)º � X ¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº• (72)

Observe that

¹2º = ~�0– �1 ¹- 8¸1º

¹3º = ~�8¸1– �1 ¹- 0– � � � – -8¸1º•

Therefore, Equation (72) can be expressed as:

~�8– ¹G¹0º– � � � – G¹8ºº � WP
c �

= –1
8

� � ~�0– �1 ¹- 8¸1º
�
I»� 8 = 1¼

¸
� ~�8¸1– �1 ¹- 0– � � � – -8¸1º

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ª®
¬

¸ � 5¹Yº¹#)º � X ¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº• (73)

Next, we use Equation(72) to further upper bound the right hand side of Equation(73)
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in an iterative manner as follows:

~�8– ¹G¹0º– � � � – G¹8ºº � WP
c �

= –1
8

� �
WP

c �
= –1

0

�
�
& ¹0º

c �
= –1

–C¹- 8¸2º � e& ¹0º
 �2 ¹- 8¸2º

�
I»� 8¸1 = 1¼

¸
�
& ¹1º

c �
= –1

–C¹- 8¸1– -8¸2º � e& ¹1º
 �2 ¹- 8¸1– -8¸2º

�
I»� 8¸1 = 0¼I»�8 = 1¼

�

• ¸� 5¹Yº¹#)º � X ¸ ~d ¹0º
 �1 ¹- 8¸1º

�
I»� 8 = 1¼

¸
�
WP

c �
= –1

8¸1

� �
& ¹0º

ec � –C¹- 8¸2º � e& ¹0º
 �2 ¹- 8¸2º

�
I»� 8¸1 = 1¼

¸
�
& ¹8¸2º

c �
= –1

–C¹- 0– � � � – -8¸2º � e& ¹8¸2º
 �2 ¹- 0– � � � -8¸2º

� 8¸1Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ª®
¬

¸� 5¹Yº¹#)º � X ¸ ~d ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼

9>>=

>>
;

¸ � 5¹Yº¹#)º � X ¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº•

After simpli�cation, we obtain the following:

~�8– ¹G¹0º– � � � – G¹8ºº � W2¹P
c �

= –1
8 P

c �
= –1

8¸1 º
� � ~�0– �2 ¹- 8¸2º

�
I»� 8¸1 = 1¼

¸
� ~�1– �2 ¹- 8¸1– -8¸2º

�
I»� 8¸1 = 0¼I»�8 = 1¼

¸
� ~�8¸2– �2 ¹- 0– � � � – -8¸2º

� 8¸1Ö

9=0

I»� 9 = 0¼I»��1 = 1¼

9>>=

>>
;

¸ WP
c �

= –1
8

n�
� 5¹Yº¹#)º � X ¸ ~d ¹0º

 �1 ¹- 8¸1º
�

I»� 8 = 1¼

¸
�
� 5¹Yº¹#)º � X ¸ ~d ¹8¸1º

 �1 ¹- 0– � � � – -8¸1º
� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼

9>>=

>>
;

¸ � 5¹Yº¹#)º � X ¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº•

For the remaining part of the proof, we use�8– to denote�8– ¹G¹0º– � � � – G¹8ºº. Then, by
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pursuing the same procedure, we reach to the following after  � 1 steps:

~�8– � W �1

 
 �2Ö

:=0

P
c �

= –1

8¸:

! ( = –1Õ

:=0

� �
& ¹ : º

c �
= –1

–C¹- 8¸ �1�: – � � � – -8¸ �1 º � b' 8¸ �1

�

8¸ �2Ö

9=8¸ �1�:

I»� 9 = 0¼I»�8¸ �2�: = 1¼

9>>=

>>
;

¸
 �1Õ

:=1

W:

 
: �1Ö

: 0=0

P
c �

= –1

8¸: 0

!
n�

� 5¹Yº¹#)º � X ¸ ~d ¹0º
 �: ¹- 8¸: º

�
I»� 8¸: �1 = 1¼

¸
�
� 5¹Yº¹#)º � X ¸ ~d ¹8¸:º

 � : ¹- 0– � � � – -8¸: º
� 8¸: �1Ö

9=0

I»� 9 = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹= –1 –:�1ºÕ

E=1

8>><

>>
:

�
� 5¹Yº¹#)º � X ¸ ~d ¹Eº

 �: ¹- 8¸: �E – � � � – -8¸: º
� 8¸: �1Ö

9=8¸: �E

I»� 9 = 0¼I»�8¸: �E�1 = 1¼

9>>=

>>
;

9>>=

>>
;

¸ � 5¹Yº¹#)º � X ¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº•

The introduction ofmin¹= –1– : � 1º as the upper limit in the last summation is implied by

the fact that c�= –1
2 � = –1 , which indicates ~d¹Eº

 �: can not exist for any E ¡ = –1 .

On the event 
%\ 
 A, Equation (67) implies that, for all 8 2 f0– • • • – = –1g, we have:

~d¹8º
9 ¹G¹0º– � � � – G¹8ºº � 2 ~* ¹8º

9 ¹G¹0º– � � � – G¹8ºº 89 = 1– � � � –  (74)

holds for all ¹G¹0º– � � � – G¹8ºº 2 X 
¹8¸1º . Additionally, j& ¹8º
c �

= –1
–Cj is uniformly bounded by

' max
1�W 88 = 0– � � � – = –1 and jb' Cj is uniformly bounded by 'max 8C � 0. Together, they imply:

~�8– � W �1
�
2 � W
1 � W

' max

�
¸

 �1Õ

:=1

W:

 
: �1Ö

: 0=0

P
c �

= –1

8¸: 0

!
n�

� 5¹Yº¹#)º � X ¸ 2 ~* ¹0º
 �: ¹- 8¸: º

�
I»� 8¸: �1 = 1¼

¸
�
� 5¹Yº¹#)º � X ¸ 2 ~* ¹8¸:º

 � : ¹- 0– � � � – -8¸: º
� 8¸: �1Ö

9=0

I»� 9 = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹= –1 –:�1ºÕ

E=1

8>><

>>
:

�
� 5¹Yº¹#)º � X ¸ 2 ~* ¹Eº

 �: ¹- 8¸: �E – � � � – -8¸: º
� 8¸: �1Ö

9=8¸: �E

I»� 9 = 0¼I»�8¸: �E�1 = 1¼

9>>=

>>
;

9>>=

>>
;

¸ � 5¹Yº¹#)º � X ¸ 2 ~* ¹8º
 ¹G¹0º– � � � – G¹8ºº

= W �1
�
2 � W
1 � W

' max

�
¸ RD¹#)º ¸ gUQ¹G¹0º– � � � – G¹8ºº– (75)

where the characterizations ofRD¹#)º andgUQ¹G¹0º– � � � – G¹8ºº are given in De�nitions 15
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and 16 (ii). This concludes the proof of Lemma 12.

A.17.10 Proof of Lemma 13

In this section, we provide the proof of Lemma 13. Before the proof, we introduce several

related notations and de�nitions.

For all 9 = 1– � � � –  and 8 = 0– � � � – = –1 , de�ne:

~d¹8º
9 ¹G¹0º– � � � – G¹8ºº = T

~c9�1

8–C
e& 9�1 ¹G¹0º– � � � – G¹8ºº � e& ¹8º

9 ¹G¹0º– � � � – G¹8ºº– (76)

where T
~c9�1

8–C is de�ned under De�nition 12.

Additionally, recall that we denote uncertainty quanti�er for PC-FQI by~* ¹8º
: . Under

Assumption 13 which asserts the existence of an event
 ¹8º
% with Pr¹
 ¹8º

% º � 1 � n where

~* ¹8º
: satis�es De�nition 3 and is therefore a valid Uncertainty Quanti�er. Because the

proof requires~* ¹8º
: to be a valid Uncertainty Quanti�er88 = 0– � � � – = –1 , we work on the

intersection event


 % :=
= –1Ù

8=0


 ¹8º
% •

which holds with probability at least1 � ¹=  –1 ¸ 1ºn . And on
 %, we have88 = 0– � � � – = –1

and 89 = 1– � � � –  

~d¹8º
9 ¹G¹0º– � � � – G¹8ºº = T

~c9�1

8–C
e& 9�1 ¹G¹0º– � � � – G¹8ºº � e& ¹8º

9 ¹G¹0º– � � � – G¹8ºº

= T
~c9�1

8–C
e& 9�1 ¹G¹0º– � � � – G¹8ºº � ¹ b& ¹8º

9 ¹G¹0º– � � � – G¹8ºº � ~* ¹8º
9 ¹G¹0º– � � � – G¹8ººº

� 0 (77)

This identity will be used in the following proof.

In addition, under Assumption 12, we work on the event
 A on which the surrogate
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reward relation holds. In particular, we have 
A,

E

2
6
6
6
6
4

�
b' 8

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8– C¹ – = –1º

3
7
7
7
7
5

� E

2
6
6
6
6
4

�
e' 8¸ � 5¹Yº¹#)º �X

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j -0– � � � – -8– C¹ – = –1º

3
7
7
7
7
5

– (78)

which we use to account for the estimation error in the surrogate reward.

Accordingly, Lemma 12 is proved on the joint event
 %\ 
 A, i.e., under the simultaneous

validity of the uncertainty quanti�cation bounds across all depths and the surrogate reward

approximation. By union bound, we have Pr¹
%\ 
 Aº � 1 � ¹=  –1 ¸ 1ºn � Y.

Now, we are ready to show the proof.

Proof:

We focus on deriving a lower bound on the di�erence between& ¹8º
c �

= –1
–C¹G

¹0º– � � � – G¹8ºº

and e& ¹8º
 ¹G¹0º– � � � – G¹8ºº 88 = 0– � � � – = –1 .

~�8– ¹G¹0º– � � � – G¹8ºº , & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � e& ¹8º

 ¹G¹0º– � � � – G¹8ºº

= & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ~c �1

8–C
e&  �1 ¹G¹0º– � � � – G¹8ºº ¸ ~d¹8º

 ¹G¹0º– � � � – G¹8ºº

= & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ~c �1

8–C & c �
= –1

–C¹G¹0º– � � � – G¹8ºº

¸ T ~c �1
8–C & c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ~c �1

8–C
e&  �1 ¹G¹0º– � � � – G¹8ºº

¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº

= T
c �

= –1

8–C & c �
= –1

–C¹G¹0º– � � � – G¹8ºº � T ~c �1
8–C & c �

= –1
–C¹G¹0º– � � � – G¹8ºº

|                                                                                   {z                                                                                   }
¹1º

¸ T ~c �1
8–C & ¹8º

c �
= –1

–C¹G¹0º– � � � – G¹8ºº � T ~c �1
8–C

e&  �1 ¹G¹0º– � � � – G¹8ºº

¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº
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Consider the term (1) above 88 = 0– � � � – = –1 :

¹1º = T
c �

= –1

8–C & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ~c �1

8–C & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº

= E
�
W

�
& ¹0º

c �
= –1

–C¹, 8¸1– c¹0º
= –1 –�¹, 8¸1ºº � & ¹0º

c �
= –1

–C¹, 8¸1– ec¹0º
 �1 ¹, 8¸1ºº

�
I»� 8 = 1¼

¸W
�
& ¹8¸1º

c �
= –1

–C¹- 0– � � � – ,8¸1– c¹8¸1º
= –1 –�¹, 8¸1– � � � – -0ºº � & ¹8¸1º

c �
= –1

–C¹- 0– � � � – ,8¸1– ec¹8¸1º
 �1 ¹, 8¸1– � � � – -0ºº

�
I»� 8 = 0¼

j ¹- 0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – = –1 º
�

–

where the �rst equality stems from the de�nition ofT c
8–Cgiven in De�nition 12. Recall the

characterization of policyc �
= –1

given under Lemma 8. For8 = 0– � � � – = –1 � 1 , c �
= –1

takes

the point-wise maximum of& ¹8º
c �

= –1
–Cover all possible actions given¹, 8– � � � – -0º. This

implies 88 = 0– � � � – = –1 � 1:

& ¹8º
c �

= –1
–C¹- 0– � � � – ,8– c¹8º

= –1 –�¹, 8– � � � – -0ºº � & ¹8º
c �

= –1
–C¹- 0– � � � – ,8– ec¹8º

 �1 ¹, 8– � � � – -0ºº � 0 (79)

When8 = = –1 , c �
= –1

takes the point-wise maximum of& ¹8º
c �

= –1
–Cover a restricted set of

actions denoted byUP¹= –1º ¹, = –1 – -= –1 �1 – � � � – -0º. Therefore, it can not be ensured that

Equation (79) holds when 8 = = –1 . To tackle this issue, we make use of De�nition 14 (i):

& ¹= –1 º
c �

= –1
–C¹- 0– � � � – ,= –1 – c¹= –1 º

= –1 –� ¹, = –1 – � � � – -0ºº � & ¹= –1 º
c �

= –1
–C¹- 0– � � � – ,= –1 – bc¹= –1 º

 �1 ¹, = –1 – � � � – -0ºº

� & ¹= –1 º
c �

= –1
–C¹- 0– � � � – ,= –1 – c¹= –1 º

= –1 –� ¹, = –1 – � � � – -0ºº � max
02A

& ¹= –1 º
c �

= –1
–C¹- 0– � � � – ,= –1 – 0º

= �AD c �
= –1 ¹- 0– � � � – ,= –1 º (80)

Consequently, it can be concluded that:

T
c �

= –1

8–C & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº � T ~c �1

8–C & ¹8º
c �

= –1
–C¹G¹0º– � � � – G¹8ºº (81)

� �E
h
WADc �

= –1 ¹- 0– � � � – ,8¸1ºI»� 8 = 0¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – = –1 º¼
i

I»8 = = –1 � 1¼–
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which further implies the following:

~�8– ¹G¹0º– � � � – G¹8ºº � T ~c �1
8–C & ¹8º

c �
= –1

–C¹G¹0º– � � � – G¹8ºº � T ~c �1
8–C

e&  �1 ¹G¹0º– � � � – G¹8ºº

� E
h
WADc �

= –1 ¹- 0– � � � – ,8¸1ºI»� 8 = 0¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – = –1 º¼
i

I»8 = = –1 � 1¼

¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº (82)

By extending the right hand side of Equation (82), we obtain:

~�8– ¹G¹0º– � � � – G¹8ºº � WP ~c �1
8

8>>>>>><

>>>>>>
:

©
­
­
­
­
­
«

& ¹0º
c �

= –1
–C¹- 8¸1º � e& ¹0º

 �1 ¹- 8¸1º
|                                  {z                                  }

�0– �1 ¹- 8¸1 º

ª
®
®
®
®
®
¬

I»� 8 = 1¼

¸

©
­
­
­
­
­
«

& ¹8¸1º
c �

= –1
–C¹- 0– � � � – -8¸1º � e& ¹8¸1º

 �1 ¹- 0– � � � – -8¸1º
|                                                           {z                                                           }

�8¸1– �1 ¹- 0–��� –-8¸1 º

�AD c �
= –1 ¹- 0– � � � – ,8¸1ºI»8 = = –1 � 1¼

�
I»� 8 = 0¼

o

¸ E

"
�
' 8 � b' 8

� C¸8Ö

9=C

I»� 9 = 0¼I»��1 = 1¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – = –1 º

#

¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº– (83)

where characterization of P~c �18 given in De�nition 11.

Observe that By Lemma 6 and on event 
%\ 
 A, the following holds

E

2
6
6
6
6
4

�
' 8 � b' 8

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – =º

3
7
7
7
7
5

� E

2
6
6
6
6
4

�
' 8 � e' 8 � � 5¹Yº¹#)º � X

� 8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – =º

3
7
7
7
7
5

= E

2
6
6
6
6
4

�� 5¹Yº¹#)º � X
8Ö

9=0

I»� 9 = 0¼I»��1 = 1¼ j ¹-0– � � � – -8º = ¹G¹0º– � � � – G¹8ºº– C¹ – =º

3
7
7
7
7
5

� �� 5¹Yº¹#)º � X –
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where the �rst inequality is implied by Equation (78).

Therefore, Equation (83) becomes:

~�8– ¹G¹0º– � � � – G¹8ºº � WP ~c �1
8

8>>>>>><

>>>>>>
:

©
­
­
­
­
­
«

& ¹0º
c �

= –1
–C¹- 8¸1º � e& ¹0º

 �1 ¹- 8¸1º
|                                  {z                                  }

�0– �1 ¹- 8¸1 º

ª
®
®
®
®
®
¬

I»� 8 = 1¼

¸

©
­
­
­
­
­
«

& ¹8¸1º
c �

= –1
–C¹- 0– � � � – -8¸1º � e& ¹8¸1º

 �1 ¹- 0– � � � – -8¸1º
|                                                           {z                                                           }

�8¸1– �1 ¹- 0–��� –-8¸1 º

�AD c �
= –1 ¹- 0– � � � – ,8¸1ºI»8 = = –1 � 1¼

�
I»� 8 = 0¼

o

¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº � � 5¹Yº¹#)º � X • (84)

Next, we apply the lower bounds on~�0– �1 and ~�8¸1– �1 in an iterative manner:

~�8– ¹G¹0º– � � � – G¹8ºº � WP ~c �1
8

� �
WP~c �2

0

�
�
& ¹0º

c �
= –1

–C¹- 8¸2º � e& ¹0º
 �2 ¹- 8¸2º

�
I»� 8¸1 = 1¼

¸
�
& ¹1º

c �
= –1

–C¹- 8¸1– -8¸2º � e& ¹1º
 �2 ¹- 8¸1– -8¸2º

�
I»� 8¸1 = 0¼

�

¸ ~d ¹0º
 �1 ¹- 8¸1º � � 5¹Yº¹#)º � X

�
I»� 8 = 1¼

¸
�
WP~c �2

8¸1

�
�
& ¹0º

c �
= –1

–C¹- 8¸2º � e& ¹0º
 �2 ¹- 8¸2º

�
I»� 8¸1 = 1¼

¸¹& ¹8¸2º
c �

= –1
–C¹- 0– � � � – -8¸2º � e& ¹8¸2º

 �2 ¹- 0– � � � – -8¸2º

�AD c �
= –1 ¹- 0– � � � – ,8¸2ºI»8 = = –1 � 2¼

�
I»� 8¸1 = 0¼

�

¸ ~d ¹8¸1º
 �1 ¹- 0– � � � – -8¸1º � � 5¹Yº¹#)º � X � AD c �

= –1 ¹- 0– � � � – ,8¸1ºI»8 = = –1 � 1¼
�

I»� 8 = 0¼
�

¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº � � 5¹Yº¹#)º � X –
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where the right hand side, after simpli�cation, is equivalent to:

~�8– ¹G¹0º– � � � – G¹8ºº � W2P ~c �1
8 P ~c �2

8¸1

� � ~�0– �2 ¹- 8¸2º
�
I»� 8¸1 = 1¼

¸
� ~�1– �2 ¹- 8¸1– -8¸2º

�
I»� 8¸1 = 0¼I»�8 = 1¼

¸
�
~�8¸2– �2 ¹- 0– � � � – -8¸2º � AD c �

= –1 ¹- 0– � � � – ,8¸2ºI»8 = = –1 � 2¼
�

I»� 8¸1 = 0¼I»�8 = 0¼
�

¸ WP ~c �1
8

� �
~d¹0º
 �1 ¹- 8¸1º � � 5¹Yº¹#)º � X

�
I»� 8 = 1¼

¸
�

~d¹8¸1º
 �1 ¹- 0– � � � – -8¸1º � � 5¹Yº¹#)º � X � AD c �

= –1 ¹- 0– � � � – ,8¸1ºI»8 = = –1 � 1¼
�

I»� 8 = 0¼
�

¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº � � 5¹Yº¹#)º � X •

For the remaining part of the proof, we use�8– to denote�8– ¹G¹0º– � � � – G¹8ºº. Then, by

pursuing the same procedure  � 1 times, we can obtain the following:

~�8– �
 �1Ö

9=1

�
WP~c � 9

8¸ 9�1

�
( = –1Õ

:=0

�
& ¹ : º

c �
= –1

–C¹- 8¸ �1�: – � � � – -8¸ �1 º � b' 8¸ �1

� 8¸ �2�:Ö

;=8¸ �1�:

I»� ; = 0¼I»�8¸ �2�: = 1¼

)

¸
 �1Õ

:=1

:Ö

9=1

�
WP~c � 9

8¸ 9�1

� n �
~d¹0º
 �: ¹- 8¸: º � � 5¹Yº¹#)º � X

�
I»� 8¸: �1 = 1¼

¸
�

~d¹8¸:º
 � : ¹- 0– � � � – -8¸: º � � 5¹Yº¹#)º � X (85)

�AD c �
= –1 ¹- 0– � � � – ,8¸: ºI»8 = = –1 � :¼

� 8¸: �1Ö

;=0

I»� ; = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹: �1–=ºÕ

E=1

�
~d¹Eº
 �: ¹- 8¸: �E – � � � – -8¸: º � � 5¹Yº¹#)º � X (86)

�AD c �
= –1 ¹- 8¸: �E – � � � – ,8¸: ºI»E = = –1 ¼

� 8¸: �1Ö

;=8¸: �E

I»� ; = 0¼I»�8¸: �E�1 = 1¼

)

¸ ~d ¹8º
 ¹G¹0º– � � � – G¹8ºº � � 5¹Yº¹#)º � X •

On the event 
%\ 
 A, Equation (77) implies that, for all 8 2 f0– • • • – = –1g, we have

0 � ~d ¹8º
9 ¹G¹0º– � � � – G¹8ºº 89 = 1– � � � –  (87)

which holds for all¹G¹0º– � � � – G¹8ºº 2 X 
¹8¸1º . Additionally, j& ¹8º
c �

= –1
–Cj is uniformly bounded
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by ' max
1�W 88 = 0– � � � – = and jb' Cj � ' max 8C � 0. Together, they imply:

~�8– � �W  �1
�
2 � W
1 � W

' max

�

¸
 �1Õ

:=1

:Ö

9=1

�
WP~c � 9

8¸ 9�1

� n �
�� 5¹Yº¹#)º � X

�
I»� 8¸: �1 = 1¼

�
�� 5¹Yº¹#)º � X � AD c �

= –1 ¹- 0– � � � – ,8¸: ºI»8 = = –1 � :¼
� 8¸: �1Ö

;=0

I»� ; = 0¼I»��1 = 1¼I»: � = –1 � 8¼

¸
min¹: �1–=  –1 ºÕ

E=1

�
�� 5¹Yº¹#)º � X � AD c �

= –1 ¹- 8¸: �E – � � � – ,8¸: ºI»E = = –1 ¼
� 8¸: �1Ö

;=8¸: �E

I»� ; = 0¼I»�8¸: �E�1 = 1¼

9>>=

>>
;

� � 5¹Yº¹#)º � X • (88)

By using De�nitions 14 (iii) and 15, Equation (88) can be expressed as follows:

~�8– ¹G0– � � � – G8º � �W  �1
�
2 � W
1 � W

' max

�
� RD¹#)º � TAD ~c ¹G0– � � � – G¹8ºº– (89)

This concludes the proof of Lemma 13.

A.17.11 Proof of Lemma 14

Fix 8. For any positive de�nite matrix" and any vectorE, the quadratic form admits the

variational representation

E> " �1 E = sup
0: 0> "0�1

¹0> Eº2•

Applying this with " = � ¹8ºand E = q8¹�º yields

q8¹�º > ¹� ¹8ºº�1 q8¹�º = sup
0: 0> � ¹8º0�1

�
0> q8¹�º

� 2•

Write 50¹�º := 0> q8¹�º. Since� ¹8º � _� , any0 satisfying0> � ¹8º0 � 1 also satis�esk0k22 �

1•_. In addition, sincekq8¹�ºk2 � 1 , we have the uniform boundk 50k1 � k0k 2 � 1•
p

_.

Following the same restriction step as in the proof of Theorem 21(1) in Chang et al. (2021),
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we consider the localized linear class of bounded functions

F8 :=
n

50 : 0> � ¹8º0 � 1– k 50k1 � 1•
p

_
o

–

and note that the supremum above is taken over 50 2 F8.

We next control empirical squared norms by population squared norms uniformly over

F8. Applying Lemma 36 of Chang et al. (2021) (a uniform law of large numbers with

localization for squared loss classes), there exists a quantityX0
jO¹8º

# j
such that, with probability

at least 1 � X over O¹8º
# , for all 5 2 F8,

1

jO¹8º
# j

jO¹8º
# jÕ

9=1

5 ¹�� ¹8º
9 º2 �

1
2

E� ¹8º�3 `
8

�
5 ¹� ¹8ºº2�

�
1
2

�
X0

jO¹8º
# j

� 2•

Lemma 37 of Chang et al. (2021) upper bounds the critical radius of linear function classes

in terms of the e�ective dimension (here rank¹�`
8 º = A¹8º), which implies

jO¹8º
# j

�
X0

jO¹8º
# j

� 2 � 2
�
A¹8º¸ log¹2 0•Xº

�

for universal constants 2– 20 ¡ 0 (absorbing the boundedness constants into 2– 20).

Now �x any 0 with 0> � ¹8º0 � 1. Expanding the constraint gives

_k0k22 ¸
jO¹8º

# jÕ

9=1

50¹ �� ¹8º
9 º2 � 1•

On the above high-probability event, applying the uniform inequality to 50 yields

jO¹8º
# jÕ

9=1

50¹ �� ¹8º
9 º2 �

jO¹8º
# j

2
E3`

8

�
50¹� ¹8ºº2�

�
jO¹8º

# j

2

�
X0

jO¹8º
# j

� 2–
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and therefore

_k0k22 ¸
jO¹8º

# j

2
E3`

8

�
¹0> q8¹� ¹8ººº2�

� 1 ¸
jO¹8º

# j

2

�
X0

jO¹8º
# j

� 2•

Using E3`
8
»¹0> q8¹� ¹8ººº2¼ = 0> � `

8 0, we obtain

0> �
_� ¸ jO ¹8º

# j � `
8

�
0 � 2 ¸ jO ¹8º

# j
�
X0

jO¹8º
# j

� 2•

Combining this with the variational characterization, for every � we have

sup
0: 0> � ¹8º0�1

¹0> q8¹�ºº 2 � sup
0: 0> ¹_�¸jO ¹8º

# j� `
8 º0�2¸jO ¹8º

# j ¹X0

j O¹8º
# j

º2

¹0> q8¹�ºº 2•

The right-hand side is a quadratic maximization and equals

�
2 ¸ jO ¹8º

# j
�
X0

jO¹8º
# j

� 2�
q8¹�º > �

_� ¸ jO ¹8º
# j� `

8

� �1 q8¹�º•

Finally, substituting the boundjO¹8º
# j ¹X0

jO¹8º
# j

º2 � 2¹A ¹8º¸ log¹2 0•Xºº and absorbing constants

into universal 21– 22 yields, uniformly over �,

q8¹�º > ¹� ¹8ºº�1 q8¹�º � 2 1
�
A¹8º¸ log¹2 2•Xº

�
q8¹�º > �

jO¹8º
# j � `

8 ¸ _�
� �1 q8¹�º–

which holds with probability at least1 � X for a �x 8. Then by lettingX = n•¹= –1 ¸ 1º and

using union bound, the bound holds for each8 2 f0– � � � – = –1gwith probability at least1 � n .

A.17.12 Proof of Lemma 8

Throughout this proof, we assume that, in the component of, C¸9, we have� C¸9�1 = 0 for

all 9 = 1– � � � – =, and in the component of, C, we have� C�1 = 1. Additionally, to streamline

the derivations, we assume, without loss of generality, that all policies in the policy class� =
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are deterministic where the characterization of� = is given in De�nition 2. This assumption

is made for simplicity and does not a�ect the generality of the results.

Proof:

We aim to show that for all C � 0,

sup
c2� =

Ec
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º

�–C¹, C¸=¸1º j � C�1– , C– �C– • • • – ,C¸=

i

� sup
02UP¹=º ¹, C¸=–•••–�C–, Cº

E
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º

�–C¹, C¸=¸1º j , C– �C– • • • – ,C¸=– 0
i

– (90)

where the characterization ofUP¹=º is given in De�nition 7. The rationale for discarding

� C�1 in the expectation above lies in the fact that, under the observed process, the transition

to the next state and the immediate reward depend solely on the sequence of past states and

actions up to the most recent non-censored time point. This follows from the conditional

independence structure of the underlying MDP.

Next, we decompose the set �= into the union of two disjoint sets:

� = = � �
= [ � "

= –

where the superscript� stands for history-dependent policies and" stands for Markovian

policies. This implies the following for all C � 0:

sup
c2� =

Ec
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º

�–C¹, C¸=¸1º j � C�1– , C– �C– • • • – ,C¸=

i

, sup
c2� =

5c ¹� C�1– , C– �C– • • • – ,C¸=º

= max

 

sup
c2� "

=

5c ¹� C�1– , C– �C– • • • – ,C¸=º– sup
c2� �

=

5c ¹� C�1– , C– �C– • • • – ,C¸=º

!

•

Any c 2 � "
= uses all the history up to the last non-censored time point. Therefore, we
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have for all C � 0 and c 2 �=,

5c ¹� C�1– , C– �C– • • • – ,C¸=º

= Ec
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º

�–C¹, C¸=¸1º j � C�1– , C– �C– • • • – ,C¸=

i

= E
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º

�–C¹, C¸=¸1º j � C�1– , C– �C– • • • – ,C¸=– c¹, C¸=– • • • – �C– , Cº
i

= E
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º

�–C¹, C¸=¸1º j , C– �C– • • • – ,C¸=– c¹, C¸=– • • • – �C– , Cº
i

= 5c ¹, C– �C– • • • – ,C¸=º• (91)

Furthermore, for anyc 2 � "
= , c will output an action that belongs to the set

UP¹=º¹, C¸=– • • • – �C– , Cº. Therefore,

sup
c2� "

=

5c ¹� C�1– , C– �C– • • • – ,C¸=º = sup
c2� "

=

5c ¹, C– �C– • • • – ,C¸=º

= sup
02UP¹=º ¹, C¸=–•••–�C–, Cº

5 ¹, C– �C– • • • – ,C¸=– 0º• (92)

Next, let c �
� 2 argmaxc2� �

=
5c ¹� C�1– , C– �C– • • • – ,C¸=º. This policy,c �

� , uses all the

history to output an action asc �
� 2 � �

= . Given that, C– �C– • • • – ,C¸= are �xed, for each

realization of� C�1, c �
� outputs an action that belongs toUP¹=º¹, C¸=– • • • – �C– , Cº. Let H C�1

denote the space of all possible realizations of� C�1. Correspondingly, we can de�ne the

following set:

UP¹=º
� ¹, C¸=– • • • – �C– , Cº =

�
c �

� ¹�– , C– �C– • • • – ,C¸=º– 8� 2 HC�1
	

•

Observe thatUP¹=º
� ¹, C¸=– • • • – �C– , Cº � UP ¹=º¹, C¸=– • • • – �C– , Cº. This is implied by

the fact that anyc 2 � �
= will output an action in�¹, C¸=– �C¸=�1– , C¸=�1– • • • – �C– , Cº.
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Therefore,

sup
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� ¹, C¸=–•••–�C–, Cº

E
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º
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i
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E
h
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i

� sup
02UP¹=º ¹, C¸=–•••–�C–, Cº

E
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º
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i
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5 ¹, C– �C– • • • – ,C¸=– 0º• (93)

Consequently, combining Equations (92) and (93) implies:

sup
c2� =

Ec
h
' C¸= ¸ W�»� C¸= = 1¼+¹0º
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=
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� sup
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E
h
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i

–

which concludes the proof of Lemma 8.

B Appendix: Essay 2

B.1 Implementation Details

Computation Resources. All large language models (LLMs) used in our experiments

are based on publicly available implementations from theHugging Face Transformers
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library (Wolf et al. 2020). We conduct all experiments on a dedicated computing node

equipped with 8 NVIDIA A6000 Ada Generation GPUs.

Contextual Calibration (Zhao et al. 2021)(CC) Following the original CC implemen-

tation, we compute the label probabilities conditioned on each of the three content-free

tokens�`N/A', `', and `[MASK]'�along with the context. We then take the mean of these

probabilities and use it to normalize the LLM's label-space probabilities computed for the

test query and the same context.

Domain-Context Calibration (Fei et al. 2023) We reproduce the DC baseline by using

the test set as the unlabeled corpus to construct a bag-of-words. From this bag, we randomly

sample tokens to create content-free and in-domain inputs with an average target length.

This process is repeated 20 times, and we compute the mean probability over these samples.

Following the original implementation, we use this mean to normalize the LLM's label-space

probabilities computed for the test query and context.

Batch Calibration (Zhou et al. 2023) (BC) BC is an inference-time calibration method

that computes the mean of label probabilities over< test samples given the context during

the inference. We set< = 128 and use this mean to normalize the LLM's label-space

probabilities given the test query and context.

Supervised Calibration (SC) We adopt an ensembling strategy for SC as outlined in

Algorithm 3. For each con�guration�: = 4 , : = 8 , and: = 16�we set the minimum

context size8min (as de�ned in Algorithm 3) to 1, and the maximum context size8max to

min¹5– : � 1º. We �x the regularization parameter_inv to 10 across all settings and LLMs.

Additionally, the number of contexts to be sampled fromC¹8º(given in De�nition 23) for
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size 8 during the prediction is set as:

< 8 = min
� �

T8

2

�
– 24

�
–

where T8denotes the number of available samples for context size 8.

To determine the value of g, we use the following formulation:

g = cos¹U� º

We �rst compute the in-sample accuracy of the LLM while generating the training data

through Algorithm 2. Based on this accuracy, we set the value of U� as follows:

U� =

8>>>>>>>>>>>><

>>>>>>>>>>>>
:

20
1

 �1 if accuracy � 0•9

45
1

 �1 if 0•7 � accuracy Ÿ 0•9

90
1

 �1 if 0•5 � accuracy Ÿ 0•7

180 if accuracy Ÿ 0•5

Here,  denotes the number of distinct labels in the dataset.

While running SC with the setting: = 4 , we excluded datasets containing more than

four classes (i.e SST5 and TREC). This is because when the number of classes exceeds the

number of context examples, some classes are inevitably left out of the training data. This

imbalance poses a challenge for training logistic regression models across di�erent context

sizes.

B.2 Additional Related Work

Calibration via centroids. A parallel line of work mitigates in-context biases by replacing

the standard decision rule with centroid-based classi�cation. Han et al. (2022) proposed

Prototypical Calibration, which models output probability vectors using Gaussian mixtures
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and assigns labels based on cluster likelihood, improving robustness to prompt variation

and class imbalance. Similarly, Cho et al. (2024) introduced Hidden Calibration, which

operates in the model's latent space by computing class centroids over hidden states and

classifying based on proximity. Although these methods show empirical performance gains,

they rely on additional data beyond the in-context examples, which may not always be

available or compatible with the ICL setting.

B.3 Prompt Templates

B.4 Additional Notation and Detailed Formulation

Let � : = f4 ¹1º– 4¹2º– • • • – 4¹:º gbe the full demonstration set of: unique input-label exemplars,

where 4¹;º = ¹G¹;º– H¹;ºº.

De�nition 23 (Set of Ordered Contexts) The set C¹8º is de�ned as:

C¹8º = f¹B1– B2– • • • – B8º j B9 2 � : for 9 = 1– • • • – 8; and B9 < B? for 9 < ?g• (1)

This set comprises all distinct ordered sequences (permutations) of8unique exemplars

chosen from the full demonstration set �: .

De�nition 24 (Set of Contexts Used for Query G)Given an exemplar¹G– Hº 2 �: , let T8

be the surrogate training dataset generated by Algorithm 1 using contexts of size8from� : .

The set C¹G– 8º is de�ned as:

C¹G– 8º = f�¹ 9º
8 2 C¹8º j ¹G– Hº 8 �¹ 9º

8 and ¹<¹G; � ¹ 9º
8 – Hº 2 T8g• (2)

This set consists of all ordered contexts of size8from C¹8ºthat do not contain the speci�c

exemplar¹G– Hºitself, and were actually used to generate a (logit, label) pair for the queryG

within the surrogate training data T8.
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De�nition 25 (Context Invariance Regularization Penalty) The total Context Invariance

Regularization Penalty for parameters )8 is de�ned as:

InvPenalty¹)8º =
Õ

G2fG; j ¹G¹;º –H¹;º º2� : g

Õ

f� ¹0º
8 –� ¹1º

8 g�C¹G–8º–0<1

! sym¹) 8– G– �¹0º
8 – � ¹1º

8 º• (3)

This penalty aggregates the symmetric cross-entropy loss over all distinct pairs of contexts

¹� ¹0º
8 – � ¹1º

8 º that were used to evaluate each unique query inputGderived from the original

demonstration set� : . It encourages the calibrated predictions for the same queryGto be

consistent, regardless of the speci�c context� ¹ 9º
8 2 C¹G– 8ºused to generate the intermediate

LLM logits.

B.5 Detailed Numerical Results

In this section, we present detailed numerical results. For brevity, we refer to Qwen2-7B-

Instruct, Llama-2-7b-chat-hf, and Mistral-7B-Instruct-v0.3 as Qwen, Llama, and Mistral,

respectively, throughout the remainder of this section.

B.6 Ablation Results

We conduct ablation studies to dissect the distinct contributions of key components within

our Supervised Calibration (SC) framework.

B.6.1 Scaling Matters

First, to isolate the impact of learning the per-class scaling factorF2, which underpins

SC's ability to reorient decision boundaries, we compare the full SC model against two

alternatives in Figure 14: a restricted variant,SC� (whereF2 is �xed to 1, thus only learning

an optimal bias term), and other baseline calibration methods. Our experiments reveal that

SC� surpasses these other baselines. This suggests that estimating an optimal bias under SC
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framework is more e�ective than methods employed by LM methods. More critically, the

full SC model achieves higher performance thanSC� , suggesting that the �exibility to learn

the scaling factor�and therefore to both shift and rescale the LLM's logits�o�ers a further

advantage.

The performance di�erence between SC andSC� is particularly apparent on a challenging

8-shot, multi-class classi�cation task (SST-5) where the base model's predictions are often

poorly oriented. Speci�cally, Table 14 shows thatSC� method achieves a very low Macro-F1

of 0.1004, indicating its inability to correct the model's predictions. In stark contrast, the

full SC method boosts the Macro-F1 to 0.4106 and accuracy to 0.4352, representing a

four-fold improvement. This vast performance gap con�rms our hypothesis: on di�cult

tasks with severe miscalibrations, only full SC, capable of both shifting and scaling the

decision boundary, can e�ectively correct severly misaligned LLM.

Figure 14: Accuracy and Macro-F1 scores of six methods on the Subjective dataset using the Mistral-7B-
Instruct-v0.3 model in (a) 4-shot and (b) 8-shot settings. Results are averaged over 5 random seeds. Bars
represent the mean performance for each metric as indicated in the legend.SC� stands for the case where
the scaling factorF2 is �xed to 1 under the SC framework. Notably, SC consistently outperforms all other
methods in both settings. The improved performance ofSC� over other baselines suggests that estimating an
optimal bias under SC framework is more e�ective than the methods employed by LM approaches, while the
full SC further demonstrates the advantage of also learning the scaling factor.
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