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Abstract 

 

 

Personalizing Mixed Initiative Dance Interactions with a Socially-Aware Robot 

In recent years, the field of Human-Robot Interaction (HRI) has seen tremendous 

advancements in understanding how to design effective interactions between humans and 

robots. One application of HRI is in the use of Socially Assistive Robots (SARs) to design 

interactions that aim to help people socially, emotionally, and cognitively through friendly 

and helpful social behavior. These robots have become increasingly capable of providing 

support in a number of applications such as educational tutoring, elderly care, and 

interventions for Autism Spectrum Disorder (ASD). In particular, the application area of 

ASD interventions offers many opportunities for a positive impact on children’s emotional 

well-being, social relationships, mental health, and general skill development.  

This dissertation presents a body of work that seeks to understanding how to effectively 

use assistive robots to design child-robot interactions that can encourage physical activity 

and promote social engagement in children with ASD. We conducted several user studies 

to evaluate some salient aspects of this application, including the design of a social 

engagement model, the effect of multiple robot roles within a dance interaction, and the 

impact of personalization of robot role transitioning on physical activity and social 

engagement. In doing so, we created a child-robot interaction design that implements 

techniques used in ASD therapy, such as prompting, reinforcement, and time delay and a 

social engagement model to monitor a child’s behavioral responses. We also created two 

unique paradigms of robot dance behaviors, an architecture to synthesize robot 

choreographies, and a music-generation platform that coordinates musical output with full 

body movements. Lastly, we designed the interaction as a mixed initiative interaction, 
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which is a flexible interaction strategy where humans and computer agents take initiative 

to contribute to achieving a goal. The mixed initiative design facilitates the allocation of 

robot roles such that the goal of sustaining child engagement is achieved. The decision-

making strategy is implemented as a reinforcement learning problem that uses the real-

world interaction experience to allocate robot roles. This led to the development of a 

Personalized Role Transitioning model that dictates the transitions in robot roles so as to 

personalize the interaction to the child’s behavioral responses. 

The work presented here informs the design of a robot-assisted dance-based intervention 

for children with ASD and contributes to a broader understanding of the role of 

personalization in child-robot interactions.  
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Figure 12. Plots depicting the changes in a participant’s engagement contributed 

by each target behavior at different stations during an interaction with our robots 
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Figure 13. The intraclass correlation coefficients obtained per participant through 

the video annotations generated by the three human coders are shown here. The 

mean agreement score between the ratings equals 0.8752, where values between 

0.7-0.9 are considered good and those above 0.9 are considered excellent.  
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Figure 14. The average engagement index values obtained for all the participants 

over the course of their interaction sessions during the user study. No statistically 
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significant difference was found in the overall engagement index for the two 

participant groups. 
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Figure 15. A breakdown of the overall engagement index in terms of the target 

behaviors, showing comparable behavioral observations from the TD and ASD 

children, with no statistically significant difference found between the two 

participant groups. 
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Figure 16. The overall engagement index per group obtained from interactions 

with each robot. A statistically significant difference was found with Mini 

outperforming Romo for the TD group, but no statistically significant difference 

was found between the effectiveness of the two robots in case of the ASD group. 
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Figure 17. The overall engagement index per group obtained from the 

interactions with each robot. Gaze behavior is the easiest to elicit, followed by 

smile, for both participant groups and with both robots.  
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Figure 18. Engagement contributions from each sensory station for the two robots 

and the two participant groups, showing that the participants in both groups found 

the Touching, Tasting, and Hearing stations more engaging than others.  
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Figure 19. A closer look at the engagement from each target behavior at each 

station for both participant groups. These show the behaviors observed during the 

a) TD group interactions with Romo, b) ASD group interactions with Romo, c) 

TD group interactions with Mini, and d) ASD group interactions with Mini.  
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Figure 20. Sample plots of the classifier accuracy with respect to the number of 

epochs for 4 different participants.  
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Figure 21. Sample timeseries plots of the changing engagement states for some 

participants. The red line shows the ground truth labels determined by the human 

coding. The blue line shows the predictions made by our classifier.  
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Figure 22. Classifier accuracy for the test and validation datasets for the a) TD 

and b) ASD participant groups.  

 

 

76 

Figure 23. Scenes from the user study for our sensory interaction showing the 

participants a) following instructions from the robot), b) dancing with the robot, c) 

guiding the robot, and d) waving at the robot.  
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Figure 24. An overview of the control architecture for our largely autonomous 

child-robot dance interaction. Our system implements a cycle where it senses 

behavioral cues from a user, interprets these to determine user engagement, 

decides a suitable role for the robot to assume next, and then executes the selected 

robot action.  

 

 

 

 

 

 

 

 

90 

Figure 25. The main system components in our dance interaction design. These 

consist of the pose and facial expression analyzers that process behavioral cues 

from the user. The interaction events sequencer executes all the steps in our 

interaction design, within which the RL-based decision maker uses the behavioral 

data to determines the best robot action. The S2S network generates the robot 

dance sequences in the leader mode and the observed user pose data is used 

directly to create the follower mode robot movements and musical output. The 

pose mapper creates a mapping of the human poses for the robot body and the 

robot controller communicates all the received commands to the robot. 
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Figure 26. The least-to-most prompt hierarchy used in ASD therapy: on the left is 

the hierarchy used in a typical therapy scenario, and on the right is the one we 

designed for our robot-assisted dance interaction by taking the capabilities of the 

robot into consideration.  
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Figure 27. The graphical user interface we used to define the pose-to-music 

mappings in the music orchestrator [207]. A breakdown of the action command 

that generates the music output is also shown, highlighting the instrument, note, 

note length, and melody settings.  

 

 

 

 

 

 

104 

Figure 28. Visualizations of sample MFCC and pose inputs given to the LSTM 

encoder-decoder network that outputs dance sequences for the robot in the leader 

mode.  
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Figure 29. The LSTM encoder-decoder architecture used to create the robot 

dances in leader role: a) the training encoder-decoder network, b) the inference 

encoder, and c) the inference decoder.  
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Figure 30. A scene from a virtual session with our dancing robot through the 

virtual experiment framework.  
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Figure 31. Changes in the raw values of the engagement components under the 

single-role and mixed-role designs, where a) shows the changes between the 

leader role only vs. mixed-role conditions, and b) shows the changes between the 

follower role only vs. mixed-role conditions. P1, P2 and P3 are the three 

participants from our user study (L: Leader, F: Follower, M: Mixed).  
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Figure 32. Scenes depicting some important interaction events from our user 

study to evaluate the single-role versus mixed-role designs. a) Participant shows 

 

 

 

 

file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393620
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393620
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393620
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393620
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393621
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393621
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393621
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393621
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393622
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393622
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393622
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393623
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393623
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393623
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393624
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393624
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393625
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393625
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393625
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393625
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393625
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393626
file:///C:/Users/artmed/Downloads/Dissertation-HJaved.docx%23_Toc76393626


xviii  
 

fascination with the robot celebrations, and b) Parent uses the end of a turn to 

encourage verbal + signing skills in the participant.  
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Figure 33. The reinforcement learning framework used for robot action selection 

in our robot-assisted dance interaction. Every time an action is taken by the robot 

in this framework, a reward is yielded based on the changes in the observed 

engagement state as a result of the robot action.  
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Figure 34. Preliminary Q-learning results based on the tests done with three 

simulated users. The plots show the averaged reward for every simulation 

timestep over the course of the 3 trials. Each trial lasts 30 timesteps and 

corresponds to the behavior of a unique user interacting with the robot. Each user 

starts with one of the 3 user behavior types but at timestep = 15, the behavior 

changes to a different type. Each user is also modeled to show deterministic and 

stochastic behaviors. As expected, the average reward for deterministic behaviors 

is higher than that for stochastic behaviors. The learning process is also more 

robust to sudden changes at timestep = 15 in case of the deterministic behaviors.  
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Figure 35. Trends showing a) the frequency of occurrence of each robot role and 

b) the number of required prompts in each robot role within the interactions of the 

three participants. On average, the follower role occurs more frequently than the 

leader role, but also requires more prompting than the leader role actions.  
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Figure 36. A heatmap of a) the task engagement (physical activity) and b) the 

overall engagement of the 3 participants across their sessions. The task 

engagement is generally high for all three participants and rarely drops below 0.5. 
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The engagement rarely drops below the halfway mark of 1.5, staying mostly 

closer to the peak value of 3 for all three participants.  
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Figure 37. The observed emotional engagement (engemo), attentional engagement 

(engatt), task engagement (engtask), and overall engagement (eng) for Participant 2 

spanning 82 dance interaction turns across their 7 sessions. Each session duration 

is marked by the dotted vertical lines. The state values defined by our model are 

marked horizontally on each plot in green, blue, and yellow. As shown, engemo 

frequently becomes negative, engatt shows mostly fully-engaged or semi-

engaged states, but engtask remains consistently high, showing high levels of 

physical activity throughout the sessions. The overall eng plot is a combination of 

the three components engemo, engatt, and engtask.  
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Figure 38. Normalized distances between the original policy, Q0, and the policy 

output after every session for the three participants. The distance shows a 

generally increasing trend as the sessions increase indicating a policy evolution as 

more data is collected. 
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Figure 39. Scenes depicting the evidence that Participant 2 started developing an 

understanding of the follower role functionality, showing the participant a) 

attempting to trigger the same musical pattern on three different occasions, and b) 

trying to make the robot mimic their pose.  
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Chapter 1 

Introduction 

In recent years, the field of Human-Robot Interaction (HRI) has seen tremendous 

advancements in understanding how to design effective interactions between humans and 

robots. These advancements are facilitated by the progress made in a multitude of research 

domains such as cognitive modeling, affect recognition, perception methods, natural 

language processing, machine learning and artificial intelligence. One application of HRI 

is in the use of Socially Assistive Robots (SARs) to design interactions that aim to help 

people socially, emotionally, and cognitively through friendly and helpful social behavior. 

These robots have become increasingly capable of providing support in a number of 

applications such as educational tutoring, elderly care, and interventions for Autism 

Spectrum Disorder (ASD). 

In particular, the application area of ASD interventions offers many opportunities for a 

positive impact on children’s emotional well-being, social relationships, mental health, and 

general skill development. A large body of past research has provided evidence to support 

the potential for SARs in effective ASD intervention design, with the robots taking on the 

roles of social actors, teachers, playmates, and behavior eliciting agents, among others. In 

recent years, HRI research has demonstrated that robot-assisted interventions can be very 

impactful in improving the quality of life of children with ASD. However, designing truly 

effective ASD interventions remains an open question, with yet more work to be done to 

develop a deeper understanding of the needs of the target population, accurate modeling of 

engagement and affect in humans, the objective measures required to monitor the complex 
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processes of child learning and long-term behavioral changes, and the different ways in 

which we can fully leverage the benefits offered by SARs. 

This dissertation focuses on the design of effective child-robot interactions (cHRI) to 

deliver impactful ASD interventions for children. More specifically, we explore the use of 

music and dance therapy methods through a robot-assisted dance interaction framework 

that is aimed at promoting physical activity and encouraging social engagement in children. 

We also seek to explore different paradigms of robot behaviors within a dance interaction 

to offer diverse opportunities for engagement and physical activity. Finally, we develop a 

personalization strategy that enables the robot to adapt its behavior to different user 

preferences in real time in an effort to sustain child engagement. 

1.1 Motivation 

This section presents the motivation for the proposed use of SARs to deliver a dance-based 

ASD intervention. This works aims to bridge the gap between the demand for and 

accessibility of ASD therapy with in-home solutions, deliver effective music- and dance-

based interventions through SARs, and create a personalized intervention framework that 

offers interactions that are tailored to the unique user needs. 

1.1.1 In-Home Solutions for ASD Interventions 

Providing care for a child with ASD is a demanding and challenging role that may pose 

stressors to the caregivers related to the child’s inability to communicate well and their 

unpredictable behaviors, which can be worsened by a lack of community understanding. 

This can lead to difficulties in self-care, burnout, psychological distress, and even 

decreased family cohesion. An autism diagnosis can, therefore, impact the quality of life 
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of the family at large and particularly of the caregiver, where the stigma associated with 

certain behaviors in ASD can even lead to social isolation and severe mental health 

challenges for the child, as well as their family. Considering this risk, it become all the 

more important for the child to receive therapy promptly and adequately to minimize the 

potential dangers by getting the necessary support. The financial burden of therapy is 

another aspect to consider when assessing the impact on families. Even when families are 

able to afford therapy services, restrictions can often take the form of insurance restrictions 

and limited access to trained professionals. It is not uncommon for children to experience 

prolonged waiting periods to receive diagnostic evaluation and therapy. 

This means that SARs are perfectly situated to offer in-home solutions that can help meet 

the high demand for autism care services. These interventions are designed to augment 

therapy, not to replace it altogether. They are also not meant to eliminate the need for 

human therapists but rather to offer an additional tool to achieve the goals of therapy. In 

the cases where access to a therapist is limited, SAR-facilitated ASD interventions also 

offer support between therapy sessions to reinforce the lessons learnt in therapy by 

practicing with the robot. In our work, we aim to bridge the gap between the demand for 

and accessibility of autism care services by providing an intervention platform for in-home 

use. 

1.1.2 Music and Dance Therapy with Socially Assistive Robots 

Music plays an integral role in encouraging children to develop spontaneous self-

expression, communication, and interaction by offering an emotional and motivational 

medium that can often be easier for children to assimilate. Dance, too, is an innate means 

of communication that provides a non-verbal medium of expression and also encourages 
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exploration and process-oriented learning. While these methods are popular in ASD 

therapy, the use of SARs in implementing these techniques remains limited in the existing 

body of research. This is not surprising given the challenges of real-time motion synthesis 

and full -body motion realization with a robot. 

In our work, we target a dance-based interaction with a bipedal, humanoid robot that 

executes full-body movements in real time. We also leverage the benefits of music therapy 

to design music-driven interactions that motivate children to explore their body 

movements. 

1.1.3 Personalized ASD Interventions 

Much of the existing research utilizing SARs for ASD interventions offers limited 

personalization, which is largely determined by a human controller that makes decisions at 

runtime to adapt the robot behaviors to user needs. The recent shift in focus has brought 

personalization to the forefront of innovation in HRI. This typically requires a running 

assessment of the child’s performance in a given task in response to different robot 

behaviors or actions. In its simplest application, robot actions that improve performance 

are preferred and those that decrease performance become less likely to be selected. 

Particularly for applications aimed at children with ASD, personalization of robot 

behaviors becomes crucial because these children can experience vastly different 

symptoms and hence, have drastically different needs. Any intervention system must have 

the capability to detect these different circumstances and adapt the robot behaviors 

accordingly. 
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A large part of the personalization efforts has been applied to educational robots that help 

children achieve their learning goals by providing tutorship on curriculum-based 

educational content. This is a task with an inherent structure and with its content organized 

in terms of complexity and difficulty levels. In many cases, the questions used to test the 

learner have a definite correct answer as well, making it easier to assess the learning 

process. In case of ASD interventions, however, the goal is typically related to social skill 

acquisition or long-term behavioral change, where the measurement of the “learning” 

process presents a different kind of a challenge. In our work, we personalize a dance 

interaction between a robot and a child, while measuring several behavioral and emotional 

cues to estimate engagement. 

1.2 Specific Aims 

The following specific aims present the overarching research objectives of this research. 

1.2.1 Specific Aim 1: Design a multimodal model of social engagement and automate 

the measurement of engagement state  

We design a social engagement model based on multimodal behavioral data to represent a 

child’s engagement states in an interaction with a robot. In a user study, we utilize this 

model to evaluate a sensory station interaction design that aims to help children with 

hypersensitivities tackle everyday sensory stimulation. We then post-process the 

interaction data through human coding to evaluate the child engagement states. Thereafter, 

we use the ground truth labels obtained through the human coding and the behavioral 

features extracted from the video recordings of the interactions to train a Convolutional 

Neural Network in order to obtain automated measurements of child engagement. 
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Hypothesis: We hypothesized that children with ASD would show similar social 

engagement to the TD children based on the assessment from our multimodal engagement 

model. 

1.2.2 Specific Aim 2: Design and evaluate a dance-based interaction with a socially-

aware, multi-role robot 

We design a dance-based interaction between a child and a robot that is aimed at promoting 

physical activity and encouraging social engagement. The robot operates in two roles: as a 

leader, it initiates dances, while as a follower, it mimics child movements. A sequence-to-

sequence network is used to produce the robot dance sequences in the leader role. In the 

follower role, changes in child body poses trigger musical patterns that offer an opportunity 

for movement exploration. We incorporate several methods used in ASD therapy in this 

interaction design and conduct a user study to evaluate the impact of multiple robot roles 

on child engagement. 

Hypothesis: We hypothesized that the children would show a higher level of engagement 

with the robot in the mixed-role mode as compared to the single-role mode. 

1.2.3 Specific Aim 3: Personalize a mixed initiative dance interaction through 

reinforcement learning and evaluate the impact of personalization on child 

engagement  

We formulated our dance-based interaction as a reinforcement learning problem in order 

to adapt the robot behaviors to different users through our Personalized Role Transitioning 

(PeRT) model. The mixed initiative design facilitates the allocation of roles such that the 

goal of sustaining child engagement is achieved. We then conduct a user study with 
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multiple interaction sessions to assess the impact of the personalization strategy on child 

engagement. 

Hypothesis: We hypothesized that the child engagement will increase as the number of 

their participation sessions increase. 

1.3 Contributions  

This dissertation makes the following contributions to advance the understanding of 

designing effective ASD interventions through SARs. 

1. An in-person dance interaction platform, as well as a remote interaction platform to 

enable children with ASD to interact with our robots from the comfort of their homes. 

This also gives us the opportunity to observe them in the real world rather than strictly-

controlled laboratory settings. It also enables in-home interventions to bridge the gap 

between the demand and the access to autism care services. 

2. A largely automated ASD interaction that requires minimal human control and 

implements a system that can detect and respond to child engagement in real time 

through multimodal behavioral data that is collected entirely through live videos. 

3. A real-time, interactive dance activity with a humanoid, bi-pedal robot that can both 

initiate new dances and also mimic child movements at runtime. In doing so, the robot 

does not only “teach” the child to dance but also allows the child to teach the robot, 

hence, evaluating the largely-unexplored paradigm of learning-by-teaching. The dance 

interaction design also contributes a method to synthesize robot dances through a 

sequence-to-sequence deep neural network trained on music and movement data. 
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4. A reinforcement learning-based action selection strategy to adapt the robot behaviors 

to implement dynamic leader-follower roles within a child-robot interaction for 

personalized intervention. 

1.4 Outline 

This dissertation is organized as follows: 

¶ Chapter 2 presents a comprehensive review of the research fields related to this 

dissertation and identifies gaps in the available literature that motivate our work. 

¶ Chapter 3 presents our design of a social engagement model and its preliminary use in 

evaluating a child-robot interaction scenario that is centered around the sensory 

hypersensitivities in ASD. 

¶ Chapter 4 describes the design of a dance interaction with a multi-role robot and 

evaluates the impact of the robot roles on child engagement. 

¶ Chapter 5 discusses a reinforcement learning-based action selection strategy that 

personalizes the robot role transitioning within the dance interaction, and then evaluates 

the impact of the personalization on child engagement. 

¶ Chapter 6 concludes this dissertation by presenting a set of design guidelines for 

building effective dance-based interactions with SARs, details the grand challenges 

that confront this field, and outlines some recommendations for future work.  
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Chapter 2 

Background and Related Work 

This section presents a comprehensive review of related research fields. We start with an 

introduction of ASD and discuss why social robots have been found to be an important tool 

in eliciting positive behaviors in children with ASD. We then discuss the use of music and 

dance in ASD therapy that informs the design of our robot-guided dance-based 

intervention. We also consider the robot roles in existing HRI designs for ASD and their 

impact on achieving the intervention objectives. Importantly, we also include a discussion 

on user engagement modeling and the various combinations of physiological and 

behavioral cues that have been used to gain an understanding of complex human 

engagement states. Thereafter, we introduce mixed initiative interactions and detail the 

various applications where this design has been implemented. Lastly, we also discuss the 

personalization strategies that are used in HRI to adapt robot behaviors to interaction 

events, particularly within the context of the interactions designed for children with ASD.   

 Autism Spectrum Disorder 

Autism Spectrum disorder is a neurodevelopment disorder [1], symptoms of which usually 

appear during the first 3 years of life and may be accompanied by other physical or 

psychological disorders [2]. It is traditionally characterized by impairments in social 

communication, social interaction, and imagination abilities [3]. 

Impairments in social communication include difficulties in processing language, and in 

interpreting facial expressions, body language and the tone of voice [4]. Children with ASD 

also tend to focus on literal meanings rather than the underlying meanings of metaphors or 
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figures of speech used in communication. As a consequence of the impairment in social 

interactions, children with ASD may often appear withdrawn and aloof. They tend to be 

uncomfortable in social settings and can have problems forming deep social relationships. 

This is a direct result of their inability to process emotions easily. Maintaining eye contact 

can be particularly difficult, and ‘deciphering’ human communication, which involves the 

simultaneous use of multiple communication channels including language and other social 

cues (such as gestures, facial expressions, speech, body language, changes in volume and 

tone, sarcasm and humor etc.) can be challenging. To avoid such overwhelming 

interactions, they may often retreat into their own world of familiarity and clarity, thus 

appearing uninterested and rude to those around them. Deficits in the ability to understand 

abstract ideas and imagine situations outside the daily routine form the impairments in 

social imagination. These difficulties tend to confine a child to his own mind, not allowing 

them to deal with any changes to routine. For this reason, such children tend to engage in 

rigid and repetitive activities and find it difficult to indulge in imaginative or interpersonal 

play [5].  

Since the first description of ASD by Kanner [6], emotional challenges including 

difficulties in understanding emotions, facial expressions, and body language continue to 

be emphasized as some of the core symptoms of ASD [7]. Difficulties in gaze and making 

eye contact may be one of the earliest manifestations of the developmental delay in ASD. 

Gaze information is important in language development and may also be important for the 

development of the Theory of Mind [8][9], which is the cognitive capacity to attribute 

mental states to oneself and others. In addition, difficulties in social interactions remain 

one of the most complex challenges facing children with ASD [10][11]. While children 
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with ASD still feel the need to form social bonds, their altered facial expressions, atypical 

eye contact and body language, difficulties with engaging in a dialogue with others and 

sharing imaginative play, and general withdrawn appearances may often prevent this need 

from becoming apparent. 

ASD is a spectrum disorder meaning that every child diagnosed with ASD will likely 

experience a unique combination of the variety of ASD symptoms with different levels of 

severity, which emphasizes the futility of a one-size-fits-all approach and necessitates that 

therapy and interventions be tailored specifically to each child’s unique needs. This, in fact, 

forms one of the biggest underlying challenges in designing effective solutions for ASD 

and has been tackled with a wave of technological enhancements in the recent past.  

Importantly, sensory abnormalities are also reported to be central to the autistic experience. 

Anecdotal accounts [12][13] and clinical research [14][15][16][17][18] both provide 

evidence in support of this notion. Commonly reported symptoms include hypersensitivity, 

hyposensitivity, multichannel receptivity, processing difficulties and sensory overload. A 

higher prevalence of unusual responses, particularly to tactile, auditory, and visual stimuli, 

is seen in children with ASD when compared to their typically developing (TD) and 

developmentally delayed counterparts. The distress caused by some sensory stimuli can 

cause self-injurious and aggressive behaviors in children who may be unable to 

communicate their anguish [17]. Families also report that difficulties with sensory 

processing and integration can restrict participation in everyday activities, resulting in 

social isolation for them and their child [19][20].  
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 ASD and Socially Assistive Robots 

Over the last two decades, SARs have been widely employed as tools for complementing 

conventional ASD therapy and intervention methods. A number of different form factors 

have been explored (Figure 1): anthropomorphic robots that resemble humans (such as 

humanoid robots like Nao [21][22][23], Darwin OP2 [24][18] and Kaspar [25][26][27]), 

non-anthropomorphic designs that include animaloids (such as Keepon [28][29], Paro [30] 

and Pleo [31][32]), and several non-biomimetic designs that include toy-like, mobile robots 

(such as Roball [33][34], Labo-I [35][36] and Pekee [37]). Each robot design offers its own 

set of features that can be advantageous in different contexts. For example, non-biomimetic 

robots may be relatively less complicated to design with the simpler features and toy-like 

appearance helpful in encouraging play with children. Non-anthropomorphic animaloid 

robots may be perceived as cute and pet-like, encouraging some social communication and 

emotional exchange. Anthropomorphic humanoids are the most useful in mimicking more 

complex, human-like communication and are, hence, best suited to socially interactive 

activiti es that specifically target the communication and social skills of children with ASD.  

The reasons for the effectiveness of robots in ASD intervention are manifold. 

1. Communicating with robots is simpler: Human communication is complex. With 

the simultaneous use of speech, gestures, body language, facial expressions, 

changes in tone and volume, humor, and sarcasm, all of which can possibly convey 

conflicting information and sentiments, ‘deciphering’ the underlying message can 

often be overwhelming for children with ASD. On the contrary, robots are 

programmed to use simpler communication methods, like the use of basic 

emotional expressions [38], clear gestures and simple words [28][39][40][41][42]. 
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Robots can repeat instructions and actions, making them the ideal interaction 

partners for children with ASD who often seek repetition and predictability that the 

ŀύ ōύ Ŏύ 

Řύ Ŝύ Ŧύ 

Ǝύ Ƙύ ƛύ 

Figure 1. Examples of socially assistive robot platforms with different form factors. 

Humanoids: a) Nao [21] , b) OP-2 [24], c) Kaspar [25]. Animaloids: d) Paro [30], e) Keepon 

[28] and f) Pleo [31]. Non-anthropomorphic: g) Pekee [37], h) Labo-I [ 35] and i) Roball [33]. 
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caregivers may not always be able to provide. Therefore, children have been found 

to form a relationship with these robots, one that is leveraged by researchers to 

teach the children new skills that can be translated to real world experiences. 

2. Robots are not intimidating: Socially assistive robots are typically smaller in size 

than the children with whom they interact and are programmed for interactions that 

are playful and enjoyable for the children [33][40][42][43]. They can be colorful 

and welcoming, with physical features specifically designed for ASD interactions. 

Therefore, children often perceive the robots as friendly playmates and quickly 

develop a rapport with the robots.  

3. Embodied interactions are possible with robots: Robots have an advantage over 

virtual characters and computer agents in that they enable embodied interactions 

with the children. Their physical affordances allow for tactile exploration and 

physical contact that are naturally more appealing to a child. Robots also support 

multimodal interactions involving gestures, speech, facial expressions and touch, 

which, in turn, allow a child to practice verbal communication, use visual cues and 

experience tactile exploration of their interaction partner and environment. 

Socially assistive robots have been used to target a number of common ASD symptoms 

with applications including emotion expression and perception, education and language 

development, understanding social cues, initiating friendly interactions, and encouraging 

physical activity. Much of this is achieved by engaging children in activities that facilitate 

the elicitation of target skills that form the key components of a social interaction. Among 

others, these include imitation [44][45], eye-contact [46], turn-taking [47], initiating 

interactions [48], triadic interactions [28], joint attention [49][50], visual perspective taking 
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[51][52] and emotional expression [53][54]. In doing so, multiple robot responsibilities 

have been explored as well that include: 

1. a diagnostic agent [55]: a robot that is equipped with sensors can measure and track 

several key behaviors, such as eye gaze patterns, that are useful in ASD diagnosis 

[56][57].  

2. a social mediator [37][58]: a robot teaches children various social skills with the 

goal that children will then be able to generalize the learnt behavior to real world 

social situations. 

3. a behavior eliciting agent: a robot is used elicit certain target skills that are key in 

navigating social situations. 

4. a friendly playmate [28][33][34][59]: play forms an integral part of a child’s 

cognitive and social development [60] and play activities with robots create safe, 

enjoyable environments to encourage child participation. 

5. a social actor [61]: a robot enacts context-appropriate behaviors in specific social 

situations to create opportunities for children to learn those behaviors in a 

simplified setting. 

Another important perspective to consider here is that of the caregiver and family of the 

children with ASD. Providing care for a child with ASD is an incredibly demanding and 

challenging role with several previous studies reporting high levels of stress in caregivers 

[62][63][64][65][66]. Having a child diagnosed with ASD in the family can, therefore, 

considerably impact the quality of life of the caregiver and/or other family members 

[67][68][69]. Moreover, the stigma associated with certain ASD-specific behaviors can 

lead to the social isolation of the child as well as the family [70][71][72] and the financial 
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burden of the therapy sessions can often be impossible for a family to shoulder 

[73][74][75]. Even when the cost of therapy can be managed, finding access to trained 

professionals that specifically offer the required therapy can be a challenge, and can be 

compounded by limitations resulting from insurance barriers and restrictions [76]. These 

reasons can often make formal therapy inaccessible for children with ASD and emphasize 

the need for in-home solutions or, at the very least, solutions that can facilitate a decrease 

in the dependence on the therapist. Therefore, social robots are positioned perfectly to 

fulfill this unmet demand for autism care services that can potentially be extended to at-

home use.  

 Technologically Enhanced Interventions for Sensory Difficulties in ASD 

Sensory abnormalities are reported to be central to the autistic experience. Anecdotal 

accounts [77][78] and clinical research [79][80][81][82][83] both provide sufficient 

evidence to support this notion. One study found that, in a sample size of 200, over 90% 

of the children with ASD had sensory abnormalities and showed symptoms in multiple 

sensory processing domains [80]. 

Though a significant number of interventions developed in the past have addressed the core 

symptoms of ASD, relatively fewer research efforts have targeted improvements in sensory 

processing capabilities. The MEDIATE (Multisensory Environment Design for an 

Interface between Autistic and Typical Expressiveness) project uses a multi-sensory, 

responsive environment designed to stimulate interaction and expression through visual, 

aural and vibrotactile means [84][85]. It is an adaptive environment that generates real-

time stimuli such that low functioning children with ASD, who have no verbal 
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communication, can get a chance to play, explore, and be creative in a controllable and 

safe space [86]. 

Several haptic interfaces have also been designed to facilitate therapy and provide non-

invasive treatment alternatives [87]. These use vibrotactile, pneumatic, and heat pump 

actuation devices, designed to be worn on the arm, wrist, leg and chest areas [88]. These 

devices simulate touch through compression, in order to provide distributed pressure and 

emphasize the importance of tactile interactions for mental and emotional health. A 

vibrotactile gamepad has also been designed that allows users to receive vibration patterns 

on the gamepad as they play video games [89]. This vibrotactile feedback corresponds to 

the events in the videogame but rather than alleviating sensory difficulties, it is primarily 

meant to convey emotions through a combination of sounds and vibration patterns in 

attempt to enhance the emotional competence of children with ASD. 

In addition, a widely-studied humanoid robot, Kaspar, has also been equipped with tactile 

sensors on its cheeks, torso, both arms, palms and at the back of the hands and feet 

[90][91][92] to test whether appropriate physical social interactions can be taught to 

children with ASD. It was shown that the robot, by providing appropriate feedback to 

tactile contact from the children, such as exclaiming when pinched or grabbed by the 

children, was able to train them to modulate the force they used while touching others [92]. 

Given the lack of robot-based studies targeting sensory processing difficulties and the 

mounting evidence emphasizing the need for sensory integration, in our work described in 

Chapter 3, we designed a cHRI scenario to address the sensory processing difficulties in 

ASD. 
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 Music and Dance Therapies for ASD 

Music has long been used in ASD therapy to engage children and to encourage them to 

develop spontaneous self-expression, communication, and interaction by offering an 

emotional and motivational medium that can often be easier for children to assimilate than 

others [93][94], thereby encouraging the acquisition of target skills and behaviors [95][96]. 

Improvisational music therapy is defined as the interactive use of live music for engaging 

clients to meet their therapeutic needs [97]. The concept of musical attunement is central 

to this method, whereby a therapist improvises music that is in tune with and responsive to 

the child’s musical and non-musical expression, such as rhythmic patterns of movement or 

musical play, to establish a common musical foundation between the child and the therapist 

[97][98][99]. This synchronous use of music is often recognized by children, in which case 

it further encourages participation in this form of creative reciprocity in musical play and 

self-initiation of interaction with the therapist [93]. In this manner, the use of music can 

open a channel of communication between the therapist and the child that can be leveraged 

to elicit target behaviors and skills.  

Dance therapy is a result of the embodiment approach to designing ASD interventions that 

links the mind and the body into a functional whole [100]. Embodiment approaches suggest 

that nonverbal interaction components are at the heart of the ASD impairment and must be 

addressed directly through the interventions. Using as its basis the close relationship 

between the body and feelings [101][102], and the connection between emotion and 

cognition [103] and that between the body and cognition [104][105], dance therapy 

addresses the aspects of cognition and emotion in ASD intervention through a bottom-up 

approach [106]. Movement and dancing are innate means of communication [107][108] 
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and provide a non-verbal medium of expression to children with impaired verbal 

communication. Due to the weak integration of audio-visual perceptions with motor 

activity, children with ASD typically experience an impaired body image, which is 

described by May et. al. in [109] as “the picture of our own body as it is formed in our 

minds”. Dance therapy utilizes music and mirroring to improve body image in children 

with ASD by encouraging exploration and process-oriented learning [110]. Music is used 

to improve attention and help with motor planning, while mirroring allows the child to 

visualize how their body may appear while performing a movement as it is reflected by the 

therapist. 

These therapies provide an interesting insight into using these two important media- music 

and dance/movement- to encourage key social behaviors in children with ASD. This forms 

the motivation for the incorporation of the two media in this work in Chapters 4 and 5 to 

enhance the impact of robot-assisted ASD interactions. 

 Dance-Based Child-Robot Interactions 

Several HRI studies in the past have explored the efficacy of incorporating dance 

interactions in their designs for applications ranging from ASD therapy, to entertainment, 

human-robot trust assessment, and dance tutoring. Pepper, a semi-humanoid robot from 

Softbank Robotics, was used to design a dance interaction for school-going children [111], 

targeting an assessment of the children’s perception of the robot. Only 2 pre-programmed 

dance sequences were implemented in group settings, where the children had already learnt 

the dances in school. No form of responsiveness to the user or interaction events was 

implemented. A 3D printed humanoid robot called Buddy [112] was also designed to be 

deployed in home environments, capable of performing a single, manually designed, and 
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pre-programmed ballet dance sequence for children or the elderly. However, the robot was 

designed to serve as a co-robot for health monitoring of the users, with entertainment being 

the primary use case of the dance feature. No formal validation of the usability or 

effectiveness of these features could be found. Another semi-humanoid robot with a mobile 

base, called Maggie, was used to engage a user in partner dances (among other interaction 

scenarios) [113]. The robot led the dances and could respond to tactile contact from the 

user by changing movement directions. The interaction was not designed for children, nor 

was it formally validated with a user study, so its utility remains uncertain. Another semi-

humanoid platform was also developed for applications as a dance tutor that could 

progressively change the difficulty of the dance routine depending on the accuracy of the 

user movement [114]. This was another non-therapy application that was not intended for 

use with children within a unidirectional teaching scenario where the robot operated in the 

role of a leader. 

Nao, a bipedal humanoid robot platform from Softbank Robotics, was programmed to 

perform multiple dances targeting improvements in physical activity, whereby the children 

were tasked to imitate the robot dance steps in real time [115]. Multiple basic dance steps 

were defined, which were then combined to form different dance routines for the children 

to mimic. However, this experiment was done in a Wizard-of-Oz setting, with a human 

controller evaluating the child’s imitation and selecting a suitable prompt or feedback to 

give to the child. The responsiveness of the robot was also limited only to the verbal 

feedback. Nao was also used in another study [116] specifically targeting a dance-based 

ASD intervention for children, in which a Dance Freeze game was implemented wherein 

the robot and the child both dance when the music plays and “freeze” when the music is 
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abruptly paused. Four dance sequences were manually designed and pre-programmed into 

the robot and no responsiveness to interaction events was implemented. Both control and 

test groups were used in this study and survey responses from the children and their parents 

were used to evaluate the impact of the interaction on child engagement, imitation, and 

energy level of the dances. Post-analysis of the video recordings of the experiments were 

also used to derive quantitative results. It was found that the TD children showed more 

engagement and imitations of their dance partner than the ASD children. This was the only 

study we found that directly implemented dance therapy as a part of their ASD intervention 

design and conducted a user study to validate it as well. The focus, however, was limited 

to a unidirectional approach where the robot operated only in one role and could not 

generate any contingent responses to the changing user behaviors. 

Within the animaloid form factor, dance interactions were designed using Pleo [31], Aibo 

[117] and Keepon [118]. The interaction design for Pleo specifically targeted therapy, 

though it was not formally evaluated with a user study. An instructor could pre-program 

the robot, one body part at a time, by using a combination of tactile and visual sensing, 

with the option of correcting the programmed steps before combining them for a complete 

dance sequence. For Aibo, some basic dance steps were manually designed, which were 

then randomly combined to form multiple dance sequences. Keepon was used in a 

generalized dance interaction with children where its movements were controlled by a 

rhythm-based software. A post-analysis of the video recordings of the interactions was 

conducted to find that the synchronization of the dance moves to the music had a positive 

impact on the total interaction time and dance responses. An important feature in all three 
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of these robots was the ability to match their dance moves to the beat of the music, which 

added to the expressivity and meaningfulness of the dance output. 

Based on this review of related past work, several gaps can be identified including: 

1. a lack of automation resulting in heavy dependence on human controller input to 

create real time responsiveness and interactivity in a human-robot interaction, 

2. a small library of robot dances with a general lack of variety as a result of manual 

choreography design, 

3. no or limited ability of the robot dynamically generate relevant behavioral 

responses to changes in user behavior or the environment, 

4. a limited use of bipedal humanoid robots for executing dynamically generated, full-

body dances, and 

5. a lack of ASD-specific interaction scenarios with a deliberate incorporation of the 

principles and constructs of formal therapy. 

These factors were used to inform the dance-based interaction design presented in this work 

in Chapters 4 and 5, which addresses all the problem areas identified above in order to 

develop a more effective and socially interactive dance intervention for children with ASD. 

 Robot Roles in Child-Robot Interactions 

Since autism is a spectrum disorder, robot-assisted interventions are typically designed to 

target various symptoms that are commonly experienced by individuals with ASD. 

However, most cHRI interaction designs use the robot in the roles of a teacher, instructor, 

demonstrator, or behavior model etc., where the primary use of the robot is to teach a skill 

or behavior without taking any feedback from the user that may impact its own behavior. 
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In this sense, it is a unidirectional interaction since the robot mainly teaches and the child 

mainly learns. There are not many available interaction scenarios in the literature where 

the child takes control of the interaction and the robot learns from them. 

For example, in attempt to teach social skills to children, the robot may be used as a social 

actor to demonstrate the skill, thereafter, prompting the child to replicate that behavior 

[119][120][121][122][23]. The robot may also be used to discourage negative behaviors in 

a child, in which case it gives negative feedback to the child upon detecting the said 

behavior [123]. In both cases, the emphasis is on changing the child’s behavior by teaching 

the appropriate skill or behavior. It is uncommon for the robot behavior to be controlled by 

the child such that the child may teach an appropriate behavior to the robot, and in the 

process of teaching, also learn the behavior themselves. Even if this dichotomy of robot 

roles is implemented, it is likely not to be incorporated into a single activity where the child 

and the robot engage in a naturalistic, reciprocal peer interaction, such that both entities 

have the opportunity to model learnt skills to each other. Making this possible may require 

a more complex design, possibly incorporating functionalities such as activity recognition, 

social perception, and memory, as well as the capability to execute new skills in real time. 

A large variety of other intervention targets can also be found in the literature, including 

(but not exhaustively) improvements in tolerance to tactile contact [124], emotion 

interpretation [124], object identification skills (such as vehicles and animals) [124][121], 

understanding social context from storytelling [56], vocabulary building and other learning 

goals [121], teaching everyday activities (such as personal hygiene and eating food etc.) 

[125], and improving problem solving skills through games [126]. The common theme in 

all these scenarios is the use of the robot primarily in the role of a teacher. A notable 
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exception, however, is the application of robots as tutors for children where they may act 

as a tutor, a tutee or both [127][128]. Findings from these studies support the use of the 

robots in mixed roles in order to fully leverage their capacity to help children achieve their 

learning goals. 

We used the lack of bidirectional learning scenarios in cHRI for ASD interventions to 

inform the work presented in Chapter 4, which explores the paradigm of learning-by-

teaching, such that the robot can both lead and follow the child as their dance partner. 

 User Engagement Modeling 

Creating a model for the user state in an HRI scenario provides the context that is required 

for the robot to generate an appropriate response in the interaction. The robot behavior 

must be meaningful and responsive to the events of the interaction, which include changes 

in human behavior. Therefore, there is a strong relationship between the robot action 

selection process and the detected user state. 

The key question here is, what comprises the user state model? The answer is dependent 

on a multitude of factors, including, but not limited to, the nature of the interaction, its 

goals, the setting in which it takes place, the constraints imposed by the target user, and the 

available sensors. Generally, in the literature, the user state typically encompasses an 

estimation of the internal user state, such as their attention, engagement, emotions, and 

stress, and a representation of the user’s progress within the activity that the interaction 

centers around. 

In one study, children played chess with a robot companion [129], where the user state was 

modeled as a combination of expressive nonverbal user behavior (eye gaze and smiling) 
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and contextual information (game state and the affective response of the robot) to represent 

the performance of the user. Another study considered a multiuser HRI scenario where 

multiple elderly individuals interacted as a group with a robotic coach system that aimed 

to improve their mobility [130]. Once again, a combination of explicit (gestures and 

speech) and implicit (eye gaze and affect) engagement measures were utilized to form a 

multimodal representation of the user state. Similarly, another work that used a robot to 

assist a user with a cognitive task related to working memory and sequencing [131] also 

based the action selection for the robot on both task performance (sequence length and 

previous result) and task engagement (electroencephalogram (EEG)). Another robot tutor 

study [132] represented the user state as a combination of explicit measures (game 

performance) and implicit measures comprising features to represent the internal state of 

the user (facial and body pose and audio features).  

These efforts informed our design decisions for the current work described in Chapter 4. 

However, due to the breakout of a global pandemic, we were also limited by our inability 

to conduct on-site human subject studies. This meant that no physiological sensors could 

be used, and all the user state estimations had to be derived entirely from the video meetings 

that were held to conduct the study in a virtual setting. 

 Automated Engagement Measurement 

Several studies in the past have contributed to this area of research with each method 

typically varying in terms of the feature set, number of engagement classes and 

computational model that were used, as well as the demographics of the participants from 

whom the data were collected. One study [133] showed the feasibility of utilizing low-

level behavioral features in the absence of accurate high-level features, and used a two-
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stage approach to first find hidden structures in the data (using Hidden Conditional Random 

Fields) and then learn them through a Support Vector Machine (SVM). Only the head pose 

orientation estimates were used to assess engagement and the approach was evaluated by 

conducting experiments on labeled child interaction data from a multimodal behavior 

dataset [134], obtaining an accuracy of around 70%. 

For another study [135], the authors designed an engagement prediction system that 

utilized only the prosodic features of a child’s speech as observed during a structured 

interaction between a child and a psychologist. Three engagement classes and two levels 

of prosodic features (local for short-term and global for task-wide patterns) were defined. 

The system achieved an unweighted average recall of 55.8%, where the best classification 

results were obtained by using an SVM that utilized both categories of the prosodic 

features. Another study [136] used several verbal and non-verbal behavioral features, 

including nodding, eye gaze, laughing and verbal backchannels. The authors collected their 

own dataset comprising audio and video recordings based on conversational scenarios 

between a human user and a humanoid robot, while human annotators provided labels to 

establish ground truth. A Bayesian binary classifier was used to classify the user as engaged 

or not engaged and obtained an area under the precision-recall curve (AUC) score of 0.62. 

In another work [129], a video system was developed for measuring engagement in patients 

with dementia, which used deep learning-based computer vision algorithms to evaluate 

their engagement in an activity to provide behavior analytics based on facial expression 

and gaze analysis. Ground truth was extracted through a scoring performed by human 

annotators by classifying engagement states in terms of attention and attitude. 
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A study that tested their system on the ASD population [137] used a combination of static 

(focus of attention, head stability and body posture stability) and dynamic (joint attention, 

synchrony, and imitation) metrics within two distinct use cases. These included the robot 

attempting to learn the colors in its environment with the help of a human and eliciting 

joint attention from participating children with ASD. The features were extracted using 

histogram heatmaps and clustered using the K-means algorithm. 

Our work in Chapter 3 presents a social engagement prediction system aimed specifically 

at children. We wanted our interaction design to not be strictly structured in order to 

encourage naturalistic and unguided child-robot interactions during data collection. For our 

goal to automate the engagement measurement process, we also wanted our methodology 

to be interaction scenario-independent such that the same method could easily be extended 

to any given cHRI scenario. In addition, our goal was also to obtain a unique model for 

every individual participant to ensure personalized engagement predictions. 

 Mixed Initiative Interactions 

A mixed-initiative interaction (MII) is a flexible interaction strategy between multiple 

agents (humans, computers or robots) that supports a natural interleaving of contributions 

from the agents such that a common goal can be achieved more efficiently [138]. When 

one agent takes the initiative, it becomes in charge of the interaction, while the other agents 

play supporting roles. The agents dynamically adapt their interaction styles based on their 

current abilities in order to step closer and closer to achieving the common goal [139]. 

Central to a successful MII design is the concept of joint activity, which is described as the 

working together of individuals to solve a mutual problem. In order to do this, all the 
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participating agents in an MII must have a common understanding of the activity, its goals, 

the setting, and the nature of the roles they can play. This depends on the perception and 

interpretation of dynamically evolving intentions, attention, and capabilities, based on 

which decisions can be made regarding who may take initiative at a given time. While 

doing so for the robotic agent is a relatively simple task, the real challenge is to gain an 

accurate real-time understanding of the changing engagement or abilities of the human 

participant [96-97]. Therefore, this necessitates the tracking and interpretation of all 

relevant signals that may provide insights into the human mental or engagement state. 

One of the earliest applications of the MII design was conversational agents, where each 

agent participating in a dialog can take the initiative to guide a conversation as required 

[139]. The idea that an automated conversational agent can both take initiative and allow a 

human to take conversational initiative enriches the overall experience and makes the 

conversation more effective and natural.  

In HRI, MII designs have been utilized in search and rescue scenarios. An MII plan was 

used to design a control system for all HRI activities to continuously coordinate, integrate, 

and monitor the operator interventions and decisions within the constraints and goals of 

the search and rescue mission [140]. Another study applied the MII design to an 

experimental scenario where the robot and human must collaborate to fight fires while 

facing hazards [141], and modeled user states with a combination of physiological 

measures (including cardiac activity and eye-tracking) and the actions of the human. 

Additionally, MII has also been applied to the education domain within intelligent tutoring 

systems [128]. A dialog agent using an MII design was developed to assist college students 

in learning Computer Science concepts, where the agent behaved either as less 
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knowledgeable or more knowledgeable than the student and shifted initiative by tracking 

the knowledge and initiative-taking history of the student. A rule-based strategy was 

implemented to determine how to shift task initiative.  

This particular work resembles our MII approach described in Chapter 5 in that the agent 

has multiple roles but is different in two important ways: 1) In this work, a rule-based 

method determines the task initiative allocation for all students whereas we have 

implemented an initiative allocation method that is personalized to every individual user 

of our system, and 2) This system uses a dialog agent to achieve academic learning goals 

for older students whereas we emphasize on collaborative play and social engagement of 

children in a dance-based interaction with a robot. 

 Personalization of Child-Robot Interactions for ASD 

Personalization of a child-robot interaction is essential for delivering impactful ASD 

interventions. This is especially true because, as previously stated, the target users (i.e. 

children with ASD) have many diverse and unique symptoms, experiences, and ways of 

expressing their cognitive-affective states. This heterogeneity demands a solution that is 

tailored to the individual needs of each user rather than an all-purpose, standardized 

strategy. 

In the available literature, some studies have looked to achieve this by personalizing the 

robot perception model of affect [132], but most have emphasized the personalization of 

robot action selection [126][142][143][131][144]. Among these, robot tutors appear to be 

the most popular application domain for personalized HRI strategies. This can be attributed 

to the presence of structure in curriculum-based teaching, where the learning content can 
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be easily organized in terms of level of difficulty, hence providing objectives measures for 

tracking user performance. This also provides a definitive goal for the cHRI scenario, 

which is to progressively increase the learning until all the learning content has been 

mastered. Additionally, in most of these applications, the subject matter contains questions 

that have “correct” responses, as in the case of mathematics-based teaching material. Even 

when other learning scenarios are used, for example strategy games, the advantages of a 

well-structured activity remain relevant. 

However, for our work described in Chapter 5, the interaction scenario is unlike the 

structured settings described above. This was chosen as such because the goal of our 

interaction design was not educational but rather social- a goal that aimed at the learning 

of important social behaviors from collaborative play-based activities that more closely 

resemble real-world social activities with peers. 

 Summary 

In this section, we reviewed the existing research that is relevant to our work towards the 

personalization of interactions with a multirole robot dance partner. We established the 

need for robot-assisted interventions for ASD, considered the utility of multirole robots, 

and reviewed the existing dance-based cHRI scenarios, as well as MII approaches and 

personalization strategies commonly used in HRI. In addition, we also identified gaps in 

the available literature that motivate our work and set the stage for the following chapters 

where we will refer to the conclusions drawn from these reviews to demonstrate the 

contributions of our work.  
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Chapter 3 

Modeling Social Engagement in a Child Robot Interaction*  

Social engagement of a child is an indicator of their socioemotional and cognitive states. It 

is the interaction of a child with the environment in a contextually appropriate manner and 

reflects a complex internal state that signifies the occupation of the child with a person or 

a task. Children with ASD are often reported to lack social engagement, which may 

manifest as short attention spans, lack of interest in social activities, and infrequent 

interaction with peers, resulting in social isolation and subsequent mental health 

challenges. In addition, sensory abnormalities are also reported to be central to the autistic 

experience. Anecdotal accounts [77][78] and clinical research [79][80][81][82][83] both 

provide sufficient evidence to support this notion. Interventions to address sensory 

processing difficulties are among the services most often requested by parents of children 

with ASD [145][146]. 

In this chapter, we present a social engagement model we developed to represent the 

evolving engagement of a child in a social interaction. We designed an interaction scenario 

centered around the sensory hypersensitivities, which presents a platform for the robot and 

child to have shared sensory experiences. We then describe the robot platforms that we 

used for this cHRI scenario, their capabilities for emotional expressivity, and the control 

 
* Portions of this chapter were originally published as: 

¶ Javed, H., Burns, R., Jeon, M., Howard, A. M., & Park, C. H. (2019). A robotic framework to 

facilitate sensory experiences for children with autism spectrum disorder: A preliminary 

study. ACM Transactions on Human-Robot Interaction (THRI), 9(1), 1-26. 

¶ Javed, H., Lee, W., & Park, C. H. (2020). Toward an automated measure of social engagement for 

children with Autism Spectrum Disorder—A personalized computational modeling 

approach. Frontiers in Robotics and AI, 7, 43. 

¶ Javed, H., & Park, C. H. (2019). Interactions with an empathetic agent: Regulating emotions and 

improving engagement in autism. IEEE Robotics & Automation Magazine, 26(2), 40-48. 
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framework that was developed to operate the robots. We also discuss at length the sensory 

interaction design that serves as the context within which the cHRI is conducted. Moreover, 

we also describe the process of deriving a quantitative engagement metric by using human 

coders to annotate video recordings of the cHRI sessions. We then conduct a user study to 

validate our interaction design and train a convolutional neural network (CNN) to automate 

the engagement classification process. The results of the user study as well as the 

automated classification are then presented, followed by a discussion of the findings and 

their implications for our dance interaction design presented in Chapter 4. 

 Introduction 

Social engagement is frequently reported to be deficient in children with ASD. This means 

that children interact with their peers infrequently, thus preventing the formation of lasting 

and meaningful social relationships and resulting in social withdrawal. These children 

often feel isolated from or rejected by peers and are more likely to develop behavioral 

problems [147], as well as anxiety and depression [148][149]. Social isolation from peers 

prevents the formation of social relationships, which are essential for early social 

development. 

In terms of social behavior, children with ASD often lack the ability for joint engagement, 

meaning that they find it difficult to coordinate their actions with that of another child in 

social situations such as joint playtime. Compared to their TD peers, children with ASD 

are reported to have a preference for solitary, non-social play in the playgrounds, or games 

that involve low social engagement such as turn-taking games [150][151][152].  
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In regard to sensory processing issues, studies have found that 90% of the children with 

ASD had sensory abnormalities and showed symptoms in multiple sensory processing 

domains [80]. The symptoms include hyposensitivity, hypersensitivity, multichannel 

receptivity, processing difficulties and sensory overload. In particular, unusual responses 

to tactile, auditory, and visual stimuli are reported. These sensory experiencing can be so 

overwhelming that in extreme cases, these may even cause self-injurious and aggressive 

behaviors [82]. The impact on the family, in many cases, can also be severe with 

restrictions is social activities leading to isolation [153][154][155]. 

These findings point to the need for interventions that take these factors into account and 

focus on the use of collaborative acts, conversations, and shared actions to tackle sensory 

difficulties and lack of social engagement found in children with ASD. These inform our 

choice of cHRI scenario for this research where we emphasized on the use of robots in 

ways that prompt active participation, shared experiences, collaboration, and two-way-

learning between the children and the robots. 

 Evaluating User Engagement in a Sensory Activity 

This section presents an overview of our sensory interaction design where we created 

multiple sensory stations to evaluate child engagement during an interaction with our 

robots. We used two different robots in this work, a humanoid and a non-humanoid robot. 

We recorded videos of the children’s interactions and then conducted a post-analysis of 

these recordings, where the human coders annotated the videos to mark key social 

behaviors that contribute to our engagement model. Thereafter, we used the labels 

generated by the human coding to train a CNN to classify the children’s social engagement 

to eliminate the need for additional human coding. 
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3.2.1 System Overview 

We set up our sensory stations on a tabletop along with the robots that navigated the stations 

one by one. We controlled the robots remotely through their own individual interfaces. The 

humanoid robot was controlled via Bluetooth through a custom-designed user interface on 

an Android tablet (Figure 2a). To remotely control the non-humanoid robot with greater 

flexibility, a client-server architecture was implemented that allowed for appropriate 

responses to real-time interaction events through the manual intervention of a human 

ŀύ 

ōύ 

Figure 2. We built two graphical user interfaces to control our robot platforms during the study: 

a) for the humanoid robot and b) for the non-humanoid robot. 



35 
 

controller. This graphical user interface (GUI) was implemented in Java and was triggered 

once the server established a connection with the non-humanoid robot (Figure 2b). 

Based on the selected action, each robot executed a routine that included physical 

movements and speech for the humanoid, and animated emotional expressions and 

physical movements for the non-humanoid robot. Control for both robots was implemented 

in such a way so as to ensure that relevant robot behaviors could be manually selected in 

real time to adapt the robot behaviors as needed. 

3.2.2 Robot Platforms 

For the interaction targeting sensory processing skills in ASD, we employed 2 different 

robotic platforms (Figure 3): a humanoid robot called Mini (from Robotis) and an iPod-

based robot called Romo (from Romotive). Both robots were chosen for their small size 

(making them suitable for use with younger children), mobility, emotional expression 

capabilities, and ease of control. 

Since Mini communicated through gestures and speech, its communication resembled 

natural human-human communication. Romo, on the other hand, used relatively primitive 

10.6 in 

7.70 in 

Figure 3. The robot platforms we utilized for the user study: Mini, the humanoid robot, on the 

left, and Romo, the non-humanoid robot, on the right. 
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means of communication such as facial expressions, sound effects, and movements 

facilitated by the treads on which the iPod was mounted. Therefore, the reactions from 

Romo consisted of explicit emotional expressions joined one after another to form 

meaningful responses, whereas Mini could express its responses meaningfully without 

acting out explicit emotions. Both robots were programmed for behavioral routines specific 

to the sensory interaction context, in addition to individual emotional expressions and 

navigational features.  

3.2.3 Designing Emotionally Expressive Agents 

The original Romo, developed by Romotive, came with a blue, monster-like character 

capable of articulating emotion through the display of a variety of facial expressions. To 

gain full control of the system, we designed a custom character and software framework, 

and replaced the monster with a penguin character. We incorporated the following ASD-

friendly design principles: 

• Any verbal expressions must be kept simple and short. 

• Avoid using complex, patterned background images. 

• Avoid horizontal scroll bars. 

• Background music must be avoided whenever possible to minimize distractions. 

• Minimize the use of flashing or moving content. 

• Use a simple spatial layout, with minimal information display on the screen. 

The color palette for the design of the character were also carefully considered with a focus 

on muted colors in order to minimize the possibility of any discomfort caused to a child 
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with ASD. The next step was to determine an appropriate color for each emotion. A set of 

14 emotions was selected; each represented a variation in intensity level for the 6 basic 

emotions (anger, disgust, fear, happiness, sadness, and surprise). For example, “content”, 

“happy” and “excited” represented progressively increasing intensities of the “happiness” 

emotion. A suitable emotion-color mapping was determined using the emotion color wheel 

[156] and is reflected in the emotion designs shown in Figure 4. 

 To design the facial expressions of the penguin character, we used as inspiration several 

samples from Boardmaker [157], which is a collection of standardized picture symbols 

commonly used in ASD therapy with children who are strong visual learners. Based on 

these sample emotion cards and inputs from several parents of children with ASD, we 

designed the expression design layer of the penguin character to consist of 4 distinct layers: 

text (stating the name of the emotion), emotional expression, face structure, and 

background. The 14 emotional expressions were designed in accordance with these 

methods and are depicted in Figure 4. Animations of each of these expressions were also 

generated for a more meaningful and impactful expression of emotional states [158][159].  

ŀύ ōύ 

Figure 4. The design process for the emotional expressions of the penguin character for Romo, 

showing a) the character design layers, and b) the resultant emotional expressions. 
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Romo originally came mounted on treads that allowed it to execute physical movements 

including the iPod tilt angle, forward and backward movement, as well as the left and right 

turn-at-an-angle motions. The original motion control scheme was retained, as illustrated 

in Figure 5a, but we modified the motion primitive design to incorporate some emotion 

variations and sound effects. In this manner, each robot behavior consisted of 3 basic 

components: movement, emotion (facial expression), and sound effects. The movements 

were designed based on a spatial mapping of motion primitives to emotion states derived 

from the 2D mapping of affect from Larsen et. al [160], as illustrated in Figure 5b. A 

mapping of the selected emotions was also identified on Russell’s Circumplex model 

(Figure 5c) [161]. These mappings provided logical associations between robotic 

movements and emotions, while reinforcing social and emotional engagement through the 

physical movement stimulus from the robot [162].  

For Mini the same set of design rules was applied wherever relevant. The same emotions 

were utilized but displayed, in this case, through the use of gestures, sounds and spoken 

words. Due to these relatively advanced communication capabilities, the emotional 

expression design for Mini was inspired by human expressions of sentiment in everyday 

life. Four of its emotional expressions are shown in Figure 6 starting with dizzy (holding 

its head and spinning in a circle), happy (dancing), scared (taken aback and covering its 

eyes) and frustration (falling down and banging its hands on the floor).  

3.2.4 Sensory Station Interaction 

In this section, we describe the design details of our cHRI scenario. We first discuss the 

design considerations that are important to note when creating a robot-guided interaction 
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for sensory processing difficulties. Thereafter, we describe the sensory station setup and 

the robot behaviors at each station.  

 

ŀύ 

ōύ 

Ŏύ 

Figure 5. Our emotion-relevant motion design for the penguin robot, Romo, showing a) the 

control scheme for the turn angles, b) the mapping of motion primitives on the spatial domain 

with emotional variations, and c) the mapping of emotions on Russellôs Circumplex Model. 
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Design Considerations When creating a cHRI, it is important to take into account some 

key design factors. These pertain to the appeal of the interaction, the purpose of the activity, 

capabilities of the robots and the limitations imposed by the sensitivities of the children 

toward the sensory stimulation. Table 1 summarizes these design considerations. 

Table 1. Design considerations for our sensory station-based child-robot interaction scenario. 

 

Design 

consideration 

Description 

Choice of robots The robots must not be too large in size in order to prevent the children from being 

intimidated by them. They must also be capable of expressing emotions through 

different modalities such as facial expressions, gestures, and speech. The robots 

must also be friendly in order to be able to form a rapport with the children. 

Appeal of the 

interaction 

The activity being conducted must also be able to maintain a child’s interest 

through the interaction. This implies that the duration of the activity must be 

appropriately set, and the content must be appealing to the children. 

Choice of scenarios 

for sensory 

stimulation 

The sensory station scenarios must be designed to be relatable to the children such 

that they are able to draw the connection between the stimulation presented to the 

robots and that experienced by them in their everyday lives.  

Interpretability of 

robot actions 

The robot actions must be simple and easy to understand for children in the 

targeted age range. The gestures, speech, facial expressions, and body language 

must be combined to form meaningful and easily interpretable behaviors. 

Choice of emotions 

expressed by robots 

The emotion library of the robots must be large enough to effectively convey 

different reactions to the stimulation but also simple enough to be easily 

understood by the children. 

ŀύ ōύ Ŏύ Řύ 

Figure 6. Emotional expression design for our humanoid robot, Mini, through 

gestures and physical movements: a) dizzy, b) happy, c) scared, and d) 

frustrated. 
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To address these concerns, two small robots (Romo and Mini) were chosen for use with 

younger children who were the target users. In general, the activity was designed to last 

between 8-10 minutes per robot, unless the children required or specifically asked for 

certain actions to be re-performed, in which case it could take longer. The interactions were 

also designed to be interactive, with the robot directly addressing the children and explicitly 

requesting their participation. In this manner, the activity was inclusive of the children and 

ensured that they shared the sensory experiences with the robots instead of merely 

observing them. 

The station scenarios used in this interaction were inspired by everyday experiences, in 

order to expose the child to common sensory stimuli, some indirectly (from observing the 

robots) and some directly (when robots explicitly ask for the child to take action). The 

stimuli were designed to be appealing and not overwhelming for the children. However, it 

was ensured that immediate adjustments to modify the stimuli were possible in case a child 

had a lower threshold for sensory stimulation than estimated. For example, the volume of 

the music could be lowered, and the direction of the light beam could be changed at runtime 

as required. 

 

The actions of the robots were also designed to depict simple but meaningful behaviors, 

combining all available modalities of emotional expression, such as movement, speech, 

and facial expressions. The responses of the robots were designed to be expressive, clear, 

and straightforward so as to facilitate interpretation in the context of the scenario being 

presented at the given sensory station. Moreover, the robots were also equipped with an 
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emotion library that offered a variety of emotions that were simple yet expressive so as to 

be appropriate for use with young children. 

Sensory Stations and Setup The setup was composed of six different stations, presenting 

unique scenarios to stimulate each of the visual, auditory, olfactory, gustatory, and tactile 

senses. The stations were arranged in a fixed sequence: 1) Seeing Station, 2) Hearing 

Station, 3) Smelling Station, 4) Tasting Station, 5) Touching Station, and 6) Celebration 

Station. These stations were set on a tabletop, 30 inches wide and 60 inches long, placed 

in the middle of a room. The distances between the stations were as depicted in Figure 7. 

Children with ASD often exhibit atypical visual behavior in attempt to either avoid visual 

input or to seek additional visual stimuli. Therefore, it is common to find them covering 

their eyes when encountering bright lights or twisting their fingers in front of their eyes 

[83]. At the Seeing Station, the visual stimulus was created by placing a flashlight inside a 

lidded box constructed from a LEGO Mindstorm EV3 kit [163]. The front side of the box 

had an IR sensor that opened the lid when it detected movement in its proximity and the 

flashlight directed a bright beam of light in the direction of the approaching robot. This 

formed the visual stimulus at this station.  

нлϦ 

сΦрϦ 

млϦ млϦ 

сΦрϦ 

нлϦ 

Hearing Station 

Seeing Station Touching Station 

Smelling Station Tasting Station 

Celebration Station 

Figure 7. Station setup in our sensory child-robot interaction design. 
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Atypical processing of audio stimuli is seen to manifest in the form of unusual behavioral 

responses commonly observed in children on the autism spectrum [80]. These behaviors 

include covering of the ears to seemingly benign sounds, such as from the vacuum cleaner 

and the blender. Furthermore, if affected individuals learn to avoid the auditory input that 

they perceive as unpleasant, it may curtail the learning that comes from listening to the 

sounds from one’s environment [83]. To address this problem, a Hearing Station was 

designed to provide an auditory stimulus in the form of music played by a Bluetooth 

speaker. For this study, “Llena de Plena” [164] was used as cheerful dance music to make 

up the auditory stimulus. 

Though olfactory sensitivity in ASD has not been as widely researched, substantial 

anecdotal evidence supports heightened olfactory perception in individuals with ASD. An 

example includes accounts of individuals with ASD refusing to walk on grass because they 

find the smell overpowering [78]. Experimental reports also suggest heightened olfaction 

in ASD individuals [165]. In attempt to enable such individuals to become accustomed to 

smells they are likely to encounter regularly but find overwhelming, a Smelling Station 

was designed to provide olfactory stimulus in the form of scented artificial flowers inside 

a flowerpot. The scent could be modified on a case-by-case basis. 

A widely reported attribute of ASD behavior is selective dietary habits [166][167], which 

can directly impact the nutritional intake in growing children. Factors such as smell, 

texture, color, and temperature can all contribute to food selectivity. The Tasting Station 

was designed to encourage diversity in food preferences by presenting a variety of food 

options. It had two small plastic plates with two different food items that could be modified 
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to match every child’s likes and dislikes. These items formed the gustatory stimulus at this 

station. 

Tactile sensitivity is also commonly reported as a symptom of ASD. Intolerance of certain 

textures and aversion to certain fabrics is commonly found [82][168], in addition to 

overreactions to cold, heat, itches or even being touched by other people [72][169][170]. 

Therefore, to encourage tolerance of various textures, a soft red blanket, and a bowl of sand 

(with golden stars hidden inside it) were used as the tactile stimuli at the Touching Station. 

Sensory Station Activity The sensory scenarios used in this study were designed to closely 

resemble situations that children would encounter frequently in their everyday lives, hence 

making them relatable and easy to interpret. This study sought to assess the ability of the 

robots to elicit socio-emotional engagement from children within a sensory interaction 

setting [171]. The robots were used to demonstrate socially acceptable responses to 

stimulation, in order to encourage children to become more receptive to a variety of sensory 

experiences, as well as to effectively communicate their feelings if the experiences caused 

them discomfort. As is clear from the description of the actions of the robots at each sensory 

station in Table 2, the activity was designed to be interactive, with the robots sharing the 

sensory experience with the children in order to sustain their engagement. The stations 

were arranged in a fixed sequence for every session (Figure 7). 

The robots showed both positive and negative responses at some of the sensory stations 

with the aim of demonstrating to the children how to communicate their feelings even when 

experiencing discomforting or unfavorable sensory stimulation, instead of allowing the 

negative experience to escalate into a tantrum or meltdown. These negative reactions were  
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Table 2. Detailed descriptions of the robot behaviors at the sensory stations. 

Romo Mini 

Greeting/Introduction 

[No introduction] 

[waves] “Hello! My name is Mini. What’s your name?” 

[with gestures] “It’s nice to meet you. It looks like we’re in a maze. I wonder what exciting things are 

going to happen around this maze. Let’s start walking and discovering together. Are you ready?” 

[starts walking] “Let’s go!” 

Seeing Station 

Approaches the lidded box [lid opens up and a 

flashlight directs a beam of light at Romo] 

Plays the dizzy/frustrated routine 

Spins away from the light 

Plays the happy animation once it has moved 

away from the light 

[walks to the lidded box] 

“Wow, a treasure chest! I wonder what’s inside. What do you think is inside?” 

[walks closer to the box, lid opens up and a flashlight directs a beam of light at Mini] 

“Let’s find out. Oh, there’s a bright light inside the box. But that’s okay, we can cover our eyes. [steps 

away from the box and shields its face with its hands]” 

Hearing Station 

Approaches the speaker 

[Music plays in background] 

[Plays the happy/excited routine with quick to-

and-fro movements to simulate dancing] 

[walks to the speaker] 

“It’s a radio! I’m feeling shy. I want to dance, but I’m too shy to.” [music plays in background] “Oh, I like 

this song. I really want to dance to it.” [ties hands back and takes small sideways steps timidly] “I won’t be 

shy if you dance with me. Let’s dance!” [music continues playing] [performs a dance routine] 

“I want to see your favorite moves!” [music plays again] [waits for child to dance along] 

“Wow, that was fun! What is your favorite dance move?” [waits for child to respond] 

Smelling Station 

Slowly approaches the flowerpot 

Tilts the display in the direction of the flowers 

[Plays the sneeze animation and retreats to 

convey displeasure] 

[walks to the flowerpot] 

“Oh, flowers! Let’s smell the flowers together!” [bends down to smell the flowers] “Ah, ah, ah choo!” 

[takes a step back] “These flowers made me sneeze. I think they smell good, even though I sneezed. Do 

they smell good to you?” 
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Romo Mini 

Tasting Station 

Approaches the first plate of food 

[Plays the nervous/disgust routine, tilts away and 

retreats from the plate quickly] 

Approaches the second plate of food 

[Plays the curious/wanting/happy routine with 

brisk to-and-fro movements to convey pleasure] 

[walks to the two plates of food] 

“I’m hungry for a snack. Let’s try some foods. I will eat this first.” [bends down to the food item in the 

first plate] “Yum, yum! This food tastes delicious.” [rubs its stomach] “I like it! Let’s try another one 

now.” [bends down to the food item in the second plate] “Yuck, yuck! This food tastes bad.” [gestures 

disgustedly] “I don’t like it. Which food do you like the best?” [waits for child to respond] 

“I think I like this food the best.” 

Touching Station 

Approaches the blanket 

Moves on top of it 

Pauses and plays the curious/sleepy routine to 

convey that the blanket is comfortable and that it 

is taking a nap in it 

[sand bowl not used] 

[walks to the blanket] 

“Wow, we’ve walked over to a blanket. This blanket looks very soft. I think I want to feel it. Can you help 

feel it with me?” [waits for child to respond] 

“Great! Let’s walk over and touch the blanket.” [moves closer] [bends down to touch the blanket and then 

rubs it] “It feels very soft and fluffy, like a kitten! What soft animal does it remind you of?” [stands back 

up and waits for child to respond] 

[walks over to the bowl of sand] 

[points to the bowl] “Hey, I think I lost my toys in the sand. Can you help me find them?” [waits for child 

to retrieve the golden stars] 

“Thank you!” 

Celebration 

Moves to the middle of the table 

Plays the happy/excited/celebration routine, 

changes tilt angles rapidly and spins around in 

circles to convey excitement 

“Yay! We’re all done! Let’s celebrate by rolling around!” [performs somersault] 

[gets up on its feet, takes a few steps forward and then balances itself on one foot] 
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designed not to be extreme, so as to focus on the communication of one’s feelings rather 

than encouraging intolerance of the stimulation. 

As listed in Table 2, the instructor made sure to pause between each dialog delivered by 

Mini so as to allow the child to respond before proceeding with the activity. The questions 

from Mini were meant to promote active participation from the children and keep them 

interested in the interaction. It is also important to point out the intended purposes of 

demonstrated actions of the robots at each station, which are shown in Figure 8:  

• Seeing Station: To effectively handle uncomfortable visual stimuli and to 

communicate discomfort instead of allowing it to manifest as extreme negative reactions 

(tantrums/meltdowns). This can be especially useful in controlled environments like 

cinemas and malls where lighting intensity cannot be fully regulated. 

ōύ Ŏύ Ŝύ Řύ Ŧύ ŀύ 
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Figure 8. Our robots interacting with the stimuli at the sensory stations. Station designs for Romo: 

a) Seeing, b) Hearing, c) Smelling, d) Tasting, e) Touching, and f) Celebration stations. Station 

designs for Mini: g) Seeing, h) Hearing, i) Smelling, j) Tasting, and k) Touching stations. 
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• Hearing Station: To improve tolerance for sounds louder than those to which one 

is accustomed, to learn to not be overwhelmed by music, and to promote gross motor 

movements by encouraging dancing to the music. This can be especially useful in 

uncontrolled environments like cinemas and malls where sounds cannot be fully regulated. 

• Smelling Station: To not react with extreme aversion to odors that may be disliked 

and to communicate the dislike instead. This can be useful for parents of children with 

ASD who are very particular about the smell of their food, clothes, and/or environments 

etc. 

• Tasting Station: To diversify food preferences instead of adhering strictly to the 

same food types. It must be pointed out that this goal is a long-term target that can only be 

achieved after the children have already interacted with the robots over several sessions. It 

was anticipated that once the robots had formed a rapport with the child by liking and 

disliking the same foods as the child, they could start to deviate from those responses, 

hopefully encouraging the children to be more receptive to the foods their robot “friends” 

prefer. Different food items would be utilized to achieve this goal. While this remains the 

eventual target, this claim can only be validated through a long-term study. Its mention 

here is meant only to provide the readers with an insight into the purpose of the station 

design. 

• Touching Station: To acclimate oneself to different textures by engaging in tactile 

interactions with different materials. This is especially useful for children with ASD who 

may be sensitive to the texture of their clothing fabrics [82][168] and/or to those who 

experience significant discomfort with wearables, like hats and wrist watches etc. 
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• Celebration Station: The celebration at the end was meant to convey a sense of 

shared achievement, while also encouraging the children to practice their motor and 

vestibular skills by imitating the celebration routines of the robots. 

3.2.5 Social Engagement Model 

Our social engagement model in this design encompassed several key behavioral traits of 

social interactions. These included gaze focus, vocalizations and verbalizations, smile, 

triadic interactions, self-initiated interactions, and imitation, as described in Table 3. These 

behaviors were selected because they have proven to be useful measures of social attention 

and social responsiveness in previous research [22][172][173][174][175][176][177] 

[178][179] [180][181] and provide a comprehensive and multimodal representation of key 

engagement behaviors. By coding the video data for these target behaviors, a quantitative 

engagement metric was derived as an indicator of every child’s evolving engagement 

throughout the interaction with the robots. This engagement index was computed as a sum 

of these factors, each with the same weight, such that the maximum value of the 

engagement index was 1. 

Each behavior contributed a factor of  to the engagement index. For example, for a 

participant observed to have a smile and gaze focus while interacting with Mini during the 

Tasting Station but only gaze focus following the end of the station, the engagement 

function was assigned a constant value of  for the entire duration of the station, 

and reduced to   immediately after its end. Any changes in engagement within an interval 

of 1 second were detected and reflected in the engagement index function. 
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Table 3. The key social behaviors that constitute our measure of engagement (engagement index). 

 

3.2.6 Extracting Ground Truth 

A behavioral coding software, Behavioral Observation Research Interactive Software 

(BORIS) [182] was used to annotate the behaviors of interest in the video data. Figure 9 

shows the GUI provided by BORIS to conduct the video annotations, highlighting the robot 

behaviors in orange and the observed child behaviors in green. Coding generated from the 

software were used to derive the several metrics for system evaluation. In addition, the 

Behavior Description 

Eye gaze focus 

Deficits in social attention and establishing eye contact are two of the most 

commonly reported deficits in children with ASD. Children’s gaze focus on 

the robots and/or the setup was used to mark the presence of this behavior. 

Vocalizations/ 

verbalizations  

The volubility of utterances produced by children with ASD is low compared 

to their TD counterparts. Since communication is a core aspect of social 

responsiveness, the frequency and duration of the vocalizations and 

verbalizations produced by the children during the interaction is also 

important in computing the engagement index. 

Smile 

Smiling has also been established as an aspect of social responsiveness. The 

frequency and duration of smiles displayed by the children while interacting 

with the robots were recorded, as a contributing factor to the engagement 

index. 

Triadic 

interactions  

A triadic relationship involves three agents, including the child, the robot and 

a third person that may be the parent or the instructor. In this study, the robot 

acts as tool to elicit interactions between the child and other humans. An 

example of such interactions is the child sharing her excitement about the 

dancing robot by directing the parent’s attention to it. 

Self-initiated 

interactions 

Children with ASD prefer to play alone and make fewer social initiations 

compared to their peers. Therefore, the frequency and duration of the 

interactions with the robot initiated by the children were recorded as factors 

contributing to the engagement index. Examples of self-initiated interactions 

can include talking to the robots, attempting to feed the robots, guiding the 

robots to the next station, etc. without any prompts from the instructors. 

Imitation 

Infants have been found to produce and recognize imitation from the early 

stages of development, and both these skills have been linked to the 

development of socio-communicative abilities. In this study, a child’s 

unprompted imitation of the robot behaviors was recorded as a measure of 

their engagement in the interaction. 
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annotation process also produced engagement labels for the dataset. This was required for 

our next step- using a neural network to automate the engagement classification process. 

3.2.7 Automated Engagement Classification 

With a set of annotated video data documenting the children’s interactions with our robots, 

the next step was to automate the engagement measurement process so that the dependence 

on human coders could be eliminated (or at least reduced) in the future. A major hurdle in 

the path toward automated measurement of social engagement is of the identification and 

classification of the high-level behaviors that comprise our engagement model. While it 

may be a simple task for trained professionals to identify these behaviors and infer a fairly 

Figure 9. The graphical user interface provided by BORIS, the behavioral observation analysis 

software we used to annotate the video recordings from the child-robot interactions. We identified 

and marked 6 key target behaviors when analyzing the videos: gaze focus, vocalizations, smile, 

triadic interactions, self-initiated interactions, and imitation. Examples of the tagged robot 

behaviors (highlighted in orange) and observed child behaviors (highlighted in green) are shown. 
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accurate engagement state from the real-time observations of a child’s interactions, it 

remains a considerable challenge for the state-of-the-art algorithms and machines. Instead, 

the current technologies are better equipped to extract lower-level behaviors that can be 

used as a rough estimation of the target behaviors. 

Behavioral Feature Extraction An ideal automated engagement measure in our case 

would incorporate all of the social behaviors that comprise our engagement model. 

However, this also necessitates the automated classification of these social behaviors. This 

is no trivial task, and involves contributions from multiple disciplines including computer 

vision, speech analysis, machine learning, and behavioral psychology. As a part of a more 

practical approach that is fitting of a first step toward the derivation of an automated 

measure of social engagement in ASD, we decided to extract low-level behavioral 

components from our video data as indicators of engagement in the interactions with the 

robots. For this purpose, we utilized the 2D body tracking and facial expression data 

generated by OpenPose [183]. 

Using the body tracking data, we derived three new features based on Laban Movement 

Analysis (LMA)- a method for describing and interpreting all types of human movement 

[184] that is used frequently in a variety of fields including dance, acting, music, and 

physical therapy etc. LMA categorizes all body movements into the categories of body 

effort, space, and shape. Out of the four categories, effort represents the dynamics of human 

movement and provides an insight into the subtle characteristics of movements with respect 

to inner intention. This makes it an important feature to use in studies involving the 

estimation of affect, intention, and engagement states.  
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Table 4. Equations for Laban feature extraction from the 2D pose data. 

Feature Equation 

Space ὛὴὥὧὩπȢυȿὥȿὨÓÉÎ— πȢυȿὧȿὦÓÉÎ—                                                 (1) 

 

where 

ὥ ὖέίὭὸὭέὲ ὺὩὧὸέὶ Ὢὶέά ὰὩὪὸ ίὬέόὰὨὩὶ ὸέ ὰὩὪὸ ὬὥὲὨ 

ὦ ὖέίὭὸὭέὲ ὺὩὧὸέὶ Ὢὶέά ὶὭὫὬὸ ίὬέόὰὨὩὶ ὸέ ὰὩὪὸ ίὬέόὰὨὩὶ 

ὧ ὖέίὭὸὭέὲ ὺὩὧὸέὶ Ὢὶέά ὶὭὫὬὸ ὬὥὲὨ ὸέ ὶὭὫὬὸ ίὬέόὰὨὩὶ 

Ὠ ὖέίὭὸὭέὲ ὺὩὧὸέὶ Ὢὶέά ὰὩὪὸ ὬὥὲὨ ὸέ ὶὭὫὬὸ ὬὥὲὨ 

— ὃὲὫὰὩ ὦὩὸύὩὩὲ ὥ Ǫ Ὠ 

— ὃὲὫὰὩ ὦὩὸύὩὩὲ ὧ Ǫ ὦ 

Weight ὡὩὭὫὬὸ  В†‫ ὸ                                                                                      (2) 

 

where 
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‫  
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ὒ ὨὭίὸὥὲὧὩ ὦὩὸύὩὩὲ ὮέὭὲὸί 

Ὥ ὐέὭὲὸ ὔόάὦὩὶ 

‫ ὃὲὫόὰὥὶ ὠὩὰέὧὭὸώ Ὢέὶ ὐέὭὲὸ Ὥ 

Time ὝὭάὩВ‫ ὸ                                                                                              (3) 

 

where  

Ὥ ὐέὭὲὸ ὔόάὦὩὶ 

‫ ὃὲὫόὰὥὶ ὠὩὰέὧὭὸώ Ὢέὶ ὐέὭὲὸ Ὥ 
 

Effort itself is classified into space, weight, and time, which are the three features that we 

incorporated in our current work. Space represents the area taken up over the course of a 

movement, weight indicates the power or impact of movement, and time conveys the speed 

of an action, including a sense of urgency or a lack thereof in a movement. The equations 

for each of these features are as shown in Table 4. 

In addition to the skeletal data points extracted from OpenPose [183], we also acquired 

facial keypoints to incorporate the changes in a child’s facial expressions in our feature set. 

While a total of 69 facial keypoints is available, we only used the lip and eye keypoints, 

since they were the most relevant for our application. Including the ὼ and ώ coordinates for 

each facial keypoint meant a total of 68 facial features in the dataset, in addition to the 3 
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derived Laban features. Therefore, a total of 71 features was utilized. A Principal 

component analysis (PCA) was first performed on the dataset to reduce the dimensionality 

of the feature set from which 5 principal components were obtained.  

The goal was to train an individual CNN for every child to personalize the engagement 

predictions. 

Convolutional Neural Network Architecture We used a multi-channel and multi-layer, 1D 

CNN for this temporal multi-label classification problem. 1D CNNs have been found to be 

competitive with Recurrent Neural Networks on certain sequence-processing problems, 

often at a considerably lower computational cost. Hence, this network was useful in our 

case to identify simple patterns within our data, which can then be used to form more 

complex patterns within the higher network layers. 

The network was composed of two Conv1D layers to identify the temporal data patterns 

(with 5 channels with 64 and 128 filters respectively and a kernel size of 3 with 20% 

dropout) and three dense layers for classification (kernel sizes 256, 256, and 7 (number of 

output labels: value ranges of engagement level)). This is illustrated in detail in Figure 10. 

Figure 10. Architecture for the 1-dimensional Convolutional Neural Network used for the 

multilabel engagement classification process. 
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A 10-fold cross validation (train/test split of 0.9/0.1) was used for every participant’s 

individual dataset. Optimization was performed using the Adam optimizer. To evaluate the 

performance of the network, we obtained the precision and accuracy metrics for the 

training process. These are presented in Section 3.4.3. 

 User Study 

In this section, we present a user study the goal of which was to evaluate the feasibility of 

our sensory station interaction scenario as an effective cHRI design capable of engaging 

children, and to collect engagement data which could then be used to train a machine 

learning network for automated engagement predictions in the future. We used a control 

group of TD children and a test group of children with ASD to compare engagement and 

hypothesized that children with ASD would show similar social engagement to the TD 

children. The study was approved by the Institutional Review Board (GWU IRB# 

111540). Both groups were presented with the same experimental conditions and a post-

analysis was performed to evaluate the differences in their behaviors during their 

interactions with our robots. The following sections present the experimental methodology 

and the findings from the feasibility study, as well as the results from training the CNN to 

classify the engagement level. 

3.3.1 Experimental Procedure and Setup 

Each child from the two groups was allowed to participate in the interaction a maximum 

of 8 times. However, this study includes only the first-session data collected from the 

participants.  
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All the sessions were conducted individually, not in pairs or groups. The children were 

accompanied by their parent(s) who remained with them in the room throughout the 

session. They were given about 5-10 minutes to explore the new environment and settle 

down while the parents signed the required consent forms. The sessions were not strictly 

structured, in that the participants were only briefly instructed about playing with the robots 

without any explicit directions about how to interact with the robots. They could sit in a 

chair or remain standing during the session, as they pleased. This method of providing 

minimal instructions was intentional since it facilitated a naturalistic interaction between 

the children and the robots. The size of the table and its placement in the room allowed the 

children to move around freely in order to ensure that they could view the robot from the 

front at every station. 

In every session, the activity was first conducted with Romo, followed by Mini, and the 

stations were placed in the same fixed order as described in Section 3.2.4. The experiment 

design did not explicitly include a break between the 2 activities, but the participants were 

allowed to stop at any point if needed. Removing Romo from the setup and restarting the 

activity with Mini did not take more than a minute. The control mechanisms of the robots 

and the stimuli designs allowed for flexibility, such that an action could be repeated if the 

interaction was interrupted (for example, if a child had a runny nose or needed to use the 

restroom) or a stimulus could be adjusted if necessary (for example, the volume of the 

music could be lowered or increased at the Hearing Station). 

A camcorder, mounted on a tripod, was placed at the end of the table, at an angle that 

ensured that the child and the robots always remained in its view. The footage was used 
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for post-experimental analysis. The analysis presented in this paper was based only on the 

video data collected during the intervals of active participation. 

3.3.2 Measures 

This section discusses the evaluation criteria that details the different ways in which the 

sensory station design is evaluated in terms of its ability to engage children. It also 

describes the process of deriving the engagement index, our metric to quantify a child’s 

level of engagement at any given time during the interaction. It then presents the various 

measures we derived to assess our design, including the comparison between the stations 

and the two robots, as well as an in-depth look at the social behaviors that contribute to the 

engagement index. Finally, it discusses the performance metrics that were used to evaluate 

the engagement classification from the trained CNN. 

1. Engagement Index: The video coding results generated by BORIS contained the 

timing and behavior information for every participant throughout the duration of their 

respective sessions. These results were run through a MATLAB script to compute the 

changing engagement index value as the normalized sum of target behaviors observed 

at 1-second intervals throughout the interaction. The plot shown in Figure 11 depicts 

the engagement index value for one of the participants. The red plot marks the general 

engagement trend for this participant. In the station labels marked in red, “R” indicates 

Romo and “M” indicates Mini. Such plots were generated for all the participants in the 

study to enable us to assess the correlation between the observed behaviors and the 

robot conducting the interaction. 

Additional layers of analysis were also generated. The same script also extracted 

information pertaining to the timing of the robot actions in response to which these 
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engagement index values were generated. The yellow areas in Figure 11 are the periods 

marking the sensory station actions of the robots. This allowed us to compare the 

effectiveness of each station in eliciting social engagement from the participants. In 

addition to the consolidated engagement index value, a breakdown in terms of the target 

behaviors comprising this engagement was also derived. This allowed for a comparison 

of the frequency of observation of the different target behaviors and the stations 

responsible for eliciting them. A visualization of this is shown in Figure 12. Station 

labels are omitted for legibility but are the same as in Figure 11. As indicated in the 

bottom-most subplots in Figure 12, this participant initiated no interactions with the 

robot and showed no imitative behaviors. Finally, the engagement generated by each 

robot was also assessed individually and compared to study the social engagement 

potential of each robot in this sensory setting.  

2. Framework Evaluation Metrics: Using the method to derive continuous engagement 

index values described previously, several metrics were also generated to evaluate 

Figure 11. Plots depicting the changes in a participantôs overall engagement at different stations 

during an interaction with our robots in the sensory station activity. 
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various aspects of the design. First, the session comprising interactions with both robots 

was analyzed as a whole, resulting in consolidated engagement metrics. In addition, 

engagement resulting from each target behavior was also computed to study the 

contribution of each target behavior toward the engagement index. As an example, an 

engagement metric resulting from the vocalizations of Participant X was computed as: 

 ὩὲὫȟ  
sum of all vocalization factors throughout the session

sum of engagement factors from all target behaviors throughout the session
 (4) 

The next layer of analysis was obtained by isolating the engagement resulting from 

each robot and comparing the two metrics to evaluate their impact. Once again, an 

overall engagement index was obtained for each robot as an indicator of its 

performance throughout its interaction, in addition to a breakdown in terms of the target 

behaviors that comprised the engagement. The engagement metric for the interaction 

of Participant X with Romo was calculated as: 

Figure 12. Plots depicting the changes in a participantôs engagement contributed by each target 

behavior at different stations during an interaction with our robots in the sensory station activity 

(EI: Engagement Index). 
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 ὩὲὫ ȟ  

sum of all engagement factors throughout interaction with Romo

sum of engagement factors throughout session with both robots
 (5) 

Similarly, the engagement metric resulting from the vocalizations of Participant X 

while interacting with Romo was calculated as: 

 ὩὲὫ ȟ ȟ  

sum of all vocalization factors throughout interaction with Romo

sum of engagement factors throughout session with both robots
 (6) 

Next, an analysis was performed to study the differences in engagement at each sensory 

station. This was analyzed separately for each robot so as to derive an understanding 

of the engagement potential of each station per robot. The engagement metric resulting 

from the Hearing station while Participant X interacted with Mini was calculated as: 

 ὩὲὫ ȟ ȟ  

sum of all engagement factors at Hearing station during interaction with Mini

sum of engagement factors throughout interaction with Mini
 (7) 

In addition, a breakdown of engagement at each station was obtained in terms of the 

elicited target behaviors and analyzed separately for each robot as well. This allowed 

for a finer-grain assessment of the capability of each station for eliciting the individual 

target behaviors. For example, the engagement metric resulting from the gaze of 

Participant X at the Smelling station while interacting with Mini was calculated as: 

 ὩὲὫ ȟ ȟ ȟ  
sum of all gaze factors at Smelling station during interaction with Mini

sum of engagement factors from all behaviors at Smelling Station during interaction with Mini
  (8) 

These metrics enabled an assessment of different aspects of the framework and an 

effective evaluation of the various design factors to achieve a comprehensive 

understanding of its potential, in addition to identifying areas requiring further 

improvement. 

All the afore-mentioned metrics were obtained for each individual participant. Data 

from the participants were also consolidated to derive metrics to compare group 

performances as well. 
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3. Performance metrics for CNN classification: To establish the performance of the 1D 

CNN classifier in predicting engagement through behavioral data extracted from video 

recordings of the child-robot interactions, we obtained the accuracy and loss metrics 

for the training, and accuracy, precision, and recall for the test processes. We first 

trained individual classifiers for each participant to personalize the sequence learning 

(done by the network) to each individual child. We then trained one network per group 

by accumulating the behavioral data for each of the TD and ASD groups to study the 

effect on classifier performance. The individual and group performance metrics are 

detailed in Section 3.4.3.  

3.1.1 Participants 

For this study, the target age range for the participants was set to 4-12 years. Considering 

the design of the framework and robotic interactions, it was expected that children within 

the elementary and middle school ages could benefit from this interaction and/or find it 

appealing, especially given the fact that the cognitive skills of children with ASD may be 

considerably different from their age-matched TD counterparts. The large age range was, 

therefore, a way to also establish the ages and ASD severity levels for which the framework 

could be most valuable. The recruitment strategy involved recruiting from the general 

public through flyers and word-of-mouth in the metropolitan Washington, DC area. From 

this recruitment process, the inclusion criteria only required that the participants were 

diagnosed with ASD and, as such, parents were not required to disclose any in-depth 

medical details. 

A total of 13 TD and 9 ASD children were invited to participate in this study. Of the 9 ASD 

participants, data collection was unsuccessful with 2 participants due to the severity of their 
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conditions: both were non-vocal and had severe attentional difficulties due to which they 

were unable to remain inside the experiment room with the robots. Data collected from 2 

additional ASD participants, 3 and 15 years of age, were excluded since they fell outside 

this range. Hence, the TD group consisted of 13 participants, 7 male and 6 females, with a 

mean age of 7.08 ± 2.565 years and the ASD group consisted of 5 participants, all males, 

with a mean age of 8.20 ± 1.095 years. The demographic details of the participants are 

listed in Table 5.  

Both the test group (ASD) and the control group (TD) participated in the same interaction. 

The purpose of including a control group was to establish a baseline of engagement 

demonstrated by TD children and compare with that of the ASD group. For subsequent 

interaction sessions, however, the goal was to compare each child’s engagement 

performance with their own individual baseline established in their first session in order to 

monitor individual progress. This part of the study is still ongoing and beyond the scope of 

the work presented here. 

 Results 

This section first presents the metrics of the evaluations performed in this study. We first 

describe the interrater reliability results for the video annotation process that was done to 

obtain the engagement labels from human coders. We then present the results of the 

detailed evaluation of the sensory station design. Finally, we discuss the CNN performance 

to assess its use in the future for automated engagement classification. 
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Table 5. Participant demographic details from the user study to evaluate our sensory station 

interaction. 

Participant ID Age Gender Group 

1 10 M TD 

2 4 F TD 

3 5 F TD 

4 11 F TD 

5 9 M TD 

6 10 F TD 

7 9 M TD 

8 5 M TD 

9 5 M TD 

10 5 F TD 

11 5 M TD 

12 5 M TD 

13 9 M TD 

14 7 M ASD 

15 8 M ASD 

16 10 M ASD 

17 8 M ASD 

18 8 M ASD 

 

3.2.1 Interrater Reliability 

To ensure the integrity and reliability of the engagement labels obtained from the human 

coding, the video annotation process was completed by three different coders. Each 

performed the same analysis methods on the three sets of generated data. The quality of 

the coding was assessed using intraclass correlation (ICC) of type (3,1), which is a popular 

method of determining coder agreement in behavioral sciences [185]. This value ranges 

between 0 and 1, and according to a guideline provided by Koo and Li [186], values 

between 0.7 - 0.9 are considered good, and those above 0.9 are considered excellent. The 

agreement scores and the standard deviation of the engagement data provided by the three 
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coders in this study equal 0.8752 ± 0.145. ICC values obtained for each participant, as 

obtained from the 3 coders’ annotations are shown in Figure 13. All the scores except one 

(Participant 15) achieved a high agreement value of above 0.7. Participant 15 was a 

hyperactive child who was fascinated with robots, but more focused on exploring their 

abilities than observing the activity in a controlled setting. Multiple times, he attempted to 

get a hold of the robot control devices, removed the robot from the table to observe its parts 

and asked questions such as “What else can it do?” The low agreement level of the ratings 

may be attributed to the haphazard nature of his interaction with the robots, where raters 

may have had different opinions regarding his interest in the robot itself qualifying as 

engagement in the activity. 

3.2.2 Sensory Interaction Design Evaluation 

This section details the findings from the analysis methods described in Sections 3.3.2. It 

first presents the results with respect to the consolidated engagement index, and then 

Figure 13. The intraclass correlation coefficients obtained per participant through the video 

annotations generated by the three human coders are shown here. The mean agreement score 

between the ratings equals 0.8752, where values between 0.7-0.9 are considered good and those 

above 0.9 are considered excellent. 
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follows with a breakdown in terms of each target behavior, robot, and station respectively. 

Independent sample t-tests were performed to compare the evaluation metrics for the two 

participant groups. 

Consolidated Engagement Index An overall engagement index value was computed based 

on the behavioral metrics from the complete interaction sessions (involving both robots) of 

all the participants. Average engagement index values for each individual participant in 

both groups are shown in Figure 14, with a highest value of 0.37 for Participant 14 (ASD) 

and the lowest value of 0.15 for Participant 5 (TD). The mean and standard deviation of 

the engagement index for the TD group = 0.2439 ± 0.072 and for the ASD group = 0.270 

± 0.064. To determine the statistical significance of the differences in the average 

engagement index values for the two groups, a t-test (θ  = 0.05) assuming equal means but 

unknown variances was conducted. No statistically significant difference in the overall 

engagement of the two groups was found with p = 0.5048.  

 

Figure 14. The average engagement index values obtained for all the participants over the 

course of their interaction sessions during the user study. No statistically significant difference 

was found in the overall engagement index for the two participant groups. 
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Target Behaviors Each participant’s overall engagement index was broken down in terms 

of the target behaviors comprising this consolidated value. These results were compiled for 

the two groups and are shown in Figure 15. The ASD group was found to perform slightly 

better on all accounts other than gaze. However, no statistically significant difference was 

found from the t-test (θ  = 0.05). The performance of the ASD group, therefore, was 

comparable to that of the TD group in terms of each social behavior considered in this 

study. Details of the t-test are shown in Table 6.  

Table 6. Results of the t-test to determine the differences in engagement from each target behavior 

for the two participant groups. No statistically significant difference was found in any case. 

Target behavior p-value 

Gaze 0.3024 

Vocalization 0.5360 

Smile 0.3804 

Triadic interaction 0.9049 

Self-initiated interaction 0.9669 

Imitation 0.7144 

Figure 15. A breakdown of the overall engagement index in terms of the target behaviors, showing 

comparable behavioral observations from the TD and ASD children, with no statistically 

significant difference found between the two participant groups. 
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Romo Versus Mini To study the individual performances of the two robots as tools to 

encourage social engagement in children, an engagement index was derived for each group 

with respect to the participant interactions with each robot. Romo was found to have an 

overall lower engagement potential as compared to Mini, with engagement index values 

significantly lower than those of Mini for both groups (Figure 16). However, Mini 

appeared to be more effective with the TD group than ASD, whereas Romo appeared to 

perform slightly better for the ASD group than TD. A t-test (θ  = 0.05) was conducted and 

a statistically significant difference was found with Mini outperforming Romo for the TD 

group (p = 0.0000010802). However, no statistically significant difference was identified 

in the performance of the two robots for the ASD group. Details of the t-test are shown in 

Table 7. 

This was further analyzed in terms of the target behaviors that comprise the overall 

engagement metric as a means to assess any difference in the capabilities of each robot to 

elicit the 6 key social behaviors in children. Gaze was clearly the easiest to evoke, followed 

Figure 16. The overall engagement index per group obtained from interactions with each robot. 

A statistically significant difference was found with Mini outperforming Romo for the TD group, 

but no statistically significant difference was found between the effectiveness of the two robots in 

case of the ASD group. 
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by smile. This applied to both robots and both participant groups. Self-initiated interactions 

and vocalizations had similar elicitation levels followed by triadic interactions and 

imitation. These findings are shown in Figure 17.  

Sensory Stations This part of the data analysis was performed in order to evaluate the 

potential of every station in the sensory station activity to elicit social engagement. To this 

end, the engagement index values were obtained separately for each station within 

Table 7. Results of the t-test to determine differences in engagement from the two robots for 

each participant group. A statistically significant difference was found showing that Mini 

performs better with the TD group than the ASD group. 

 

Group p-value 

TD 0.0000010802 

ASD 0.1437 

 

Figure 17. The overall engagement index per group obtained from the interactions with each 

robot. Gaze behavior is the easiest to elicit, followed by smile, for both participant groups and 

with both robots. 
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individual interactions with the two robots. This allowed for an assessment of the sensory 

station design through a comparison of the engagement contributions of each sensory 

station. It also facilitated a comparison of robot abilities at each given station, as a means 

to identify the features of a robot behavior that may be more effective in engaging children 

than others, and possibly incorporating changes based on these findings in a future 

framework design. The results are shown in Figure 18. The Touching, Hearing and Tasting 

stations were the most engaging for both robots and both participant groups, the Seeing 

station was the least engaging, while the Smelling and Celebration stations remained in the 

middle. 

Figure 18. Engagement contributions from each sensory station for the two robots and the two 

participant groups, showing that the participants in both groups found the Touching, Tasting, 

and Hearing stations more engaging than others. 
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In addition, the scatter plots in Figure 19 were generated to take a deeper look at the 

capacity of each station to elicit certain target behaviors. For Romo, gaze and smile 

behaviors were generally observed at all the stations. More interestingly, almost no 

instances of imitation were observed for either participant group while interacting with 

Romo. In addition, the Touching station generated the highest number of self-initiated 

interactions for both groups (Figures 19a and 19b). 

As with Romo, gaze and smile behaviors were consistently higher than all others at almost 

all the stations during the interactions with Mini. Imitation was observed more frequently 

with Mini than with Romo for both participant groups, particularly at the Hearing and 

Celebration stations. For both groups, self-initiated interactions were most common at the 

Touching station. In general, a larger number of vocalizations were observed at all the 

stations with the ASD group than with the TD group, and triadic interactions were most 

commonly displayed at the Touching station for both groups (Figures 19c and 19d). 

The results of the sensory station design evaluation were originally published in [120]. 

3.2.3 CNN Training Results 

Table 8 presents the detailed training and testing results produced our engagement 

classification network. The length of interaction for a participant is an important factor that 

provides an insight into the number of video frames, and, hence, the datapoints that would 

be available to train the network. The datapoint count is also affected by the processing 

performed by OpenPose, which may sometimes drop frames. This is particularly evident 

in the case of Participant 18, where the number of available datapoints are far fewer than 

expected. The average TD interaction length was 615.16 seconds whereas that of the ASD  
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Figure 19. A closer look at the engagement from each target behavior at each station for both 

participant groups. These show the behaviors observed during the a) TD group interactions with 

Romo, b) ASD group interactions with Romo, c) TD group interactions with Mini, and d) ASD 

group interactions with Mini. 
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group was 715 seconds. Individual engagement prediction models were generated for each 

participant and their performances were evaluated. 

It should be noted that Participant 9 was excluded from the training/testing process due to 

the corruption of their annotation data. Data from the remaining 17 participants were used 

to derive these results. 

The network has an average training accuracy of 0.819 for the TD group and 0.730 for the 

ASD group within the training stage. For the test data, the performance declines readily 

with an average accuracy of 0.386 for the ASD group and 0.197 for the TD group. This is 

expected given the limited amount of data. Average precision and recall metrics are also 

listed in Table 9. 

Figure 20 depicts the training and validation accuracy plots for some of the participants 

illustrating the changes in accuracy with respect to the number of epochs. Figure 21 shows 

the timeseries plots of the changing engagement states for the participants. The red line 

shows the true engagement as determined by the annotations [120]. The blue line is the 

prediction made by the network. The predictions are made only for the last 10% of the 

interaction duration, which is depicted by these plots.  

In addition to the individual models described above, we also trained a combined model 

for each of the two groups by using all the datapoints collected from the participants for 

each group. We also cross-validated the models for the two groups in attempt to identify 

any prevalent patterns or trends for group engagement prediction. The group training and 

validation accuracies are plotted in Figure 22. These are also listed in Table 10, along with  
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Table 8. Performance metrics for the engagement classifiers trained for individual participants 

(TD Group: ID1 ï ID13, ASD Group: ID13 ï ID17). 

ID Length of 

interaction 

(s) 

No. of 

datapoints 

(frames) 

Train Test 

Accuracy Loss Accuracy Precision Recall 

1 315 12455 0.8234 0.4448 0.2090 1.0000 0.2088 

2 521 16212 0.7443 0.5614 0.2184 0.7176 0.2182 

3 530 16412 0.7839 0.5464 0.1084 0.1462 0.1084 

4 654 19708 0.8435 0.3932 0.4574 0.6937 0.4571 

5 798 23906 0.8904 0.3097 0.7921 0.7276 0.7917 

6 688 20874 0.9151 0.2145 0.5371 0.5122 0.5369 

7 314 9394 0.6746 0.7990 0.3056 0.3437 0.3053 

8 479 14398 0.6106 0.9301 0.0834 0.2055 0.0833 

10 782 23052 0.9800 0.0636 0.9978 1.0000 0.9974 

11 952 16627 0.7600 0.5697 0.2474 0.4120 0.2473 

12 809 17683 0.9118 0.2264 0.4695 0.2778 0.4692 

13 540 11074 0.8889 0.2883 0.2132 0.4508 0.2130 

14 518 11383 0.7990 0.4856 0.0800 0.4976 0.0800 

15 580 17347 0.3050 0.8922 0.1719 0.5770 0.1718 

16 676 17609 0.8118 0.4637 0.1966 0.2993 0.1965 

17 745 15969 0.7600 0.5697 0.2475 0.4121 0.2473 

18 1056 556 0.9760 0.0660 0.2909 1.0000 0.2857 
 

 

 

 

Table 9. Averaged performance metrics to compare the engagement classification performances 

for both groups. 

Group 
Length of 

interaction (s) 

Train Test 

Accuracy Loss Accuracy Precision Recall 

TD 615.16 0.8190 0.4456 0.3866 0.5406 0.3863 

ASD 715.00 0.7303 0.4954 0.19738 0.5572 0.1963 
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details of the model performances on grouped test data for each of the TD and ASD 

datasets.  

In the training phase, the ASD classifier was able to achieve a slightly higher accuracy 

level (0.8102) than the TD classifier (0.7702). However, this was likely a result of 

overfitting since the dataset available for the ASD group was much smaller than the TD 

group. Consequently, the test accuracy of the ASD model (0.3541) was found to be slightly 

lower than that of the TD model (0.3873). The results of cross-testing the classifiers on the 

group data shows that the TD model was able to achieve a higher test accuracy (0.3620) 

on ASD data than the ASD model itself (0.3541). Expectedly, the ASD model performed 

poorly on the TD dataset with a significantly lower accuracy of 0.2567. 

Figure 20. Sample plots of the classifier accuracy with respect to the number of epochs for 4 

different participants. 
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The results related to the CNN training were originally published in [187]. 

Figure 21. Sample timeseries plots of the changing engagement states for some 

participants. The red line shows the ground truth labels determined by the human coding. 

The blue line shows the predictions made by our classifier. 
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Table 10. Performance metrics for the engagement classifiers trained for the two participant 

groups. 

Classifier Data group Train Test 

Accuracy Loss Accuracy Precision Recall 

TD TD 0.7702 0.4216 0.3873 0.30130 0.3873 

TD ASD - - 0.3620 0.5067 0.36202 

ASD ASD 0.8102 0.5707 0.3541 0.4247 0.3541 

ASD TD - - 0.2567 0.3041 0.2567 

 

 Discussion 

This section presents an interpretation of the results shown in Section 3.4, including the 

evaluation of the sensory station design as well as the CNN classification performance, and 

their implications on the future of this research. 

Sensory Station Design In the sensory station activity, the average consolidated 

engagement index for participants ranged between 0.15 to 0.35 for the TD group and 

between 0.17 to 0.37 in the ASD group (Figure 22). The social engagement of the children 

in the ASD group was found to be similar to that of the TD group. This implied that the 

a) b) 

Figure 22. Classifier accuracy for the test and validation datasets for the a) TD and b) 

ASD participant groups. 
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ASD and TD groups showed similar levels of overall social engagement during their 

interactions with the robots. This finding was reinforced with the results from the target 

behavior analysis for the two participant groups, which confirmed that there was no 

difference in the social engagement of the two groups with respect to all 6 of the key social 

behaviors comprising our engagement model. This was a promising result that showed that 

this framework enabled children with ASD to match the performance of their TD peers 

with respect to these key behavioral features of social interactions. 

The target behavior analysis also showed that a large portion of the engagement was 

contributed by the gaze metric. All other behavior metrics, though comparable for both 

groups, offered far lower. Though gaze was found to be the easiest social behavior to elicit 

from the participants, a clear deficit is seen in terms of the contributions from other 

behaviors. This pointed to a need for the framework to improve its ability to elicit the other 

behaviors, which, may arguably have superior distinguishability for social engagement 

levels. 

As expected, Romo, with its relatively primitive emotional expression capacity through 

facial expressions, sound effects, and movements, was unable to match the more advanced 

vocal communication capabilities of Mini, which allowed it to elicit social engagement in 

the participants more effectively. The superior performance of Mini with TD participants 

may be attributed to their abilities to interpret vocal and gestural communication compared 

to their ASD counterparts. The communication methods of Romo may also have been 

relatively trivial and, hence, less appealing for the TD participants. Both robots were found 

to elicit similar levels of engagement from the ASD group. It would be interesting to 
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investigate if this outcome changes in the future as data is collected from additional ASD 

participants. 

Findings from the breakdown of the engagement index in terms of target behaviors for each 

robot were consistent with the overall engagement index trends. For each robot, gaze 

remained the easiest behavior to elicit in both groups followed by smile, validating the 

findings from the combined data collected from both the robots. Here, it was evident that 

any enhancements in the contributions from behaviors other than gaze and smile will 

necessitate improvements in the actions of both robots. 

The Touching, Hearing and Tasting were found to elicit the highest engagement levels for 

both robots. For Romo, its reaction at the Touch station consisted of a “cute” sleepy 

expression as it “napped” with the blanket. At the Taste station, it distinctly shows a 

positive response to one food item but a negative one to another. The high engagement at 

these stations can be attributed to the easily interpretable scenarios (inspired by the 

everyday experiences of the children) and the simple but expressive emotional expressions 

that can be easily understood. For Mini, in addition to the factor of simple scenario design, 

there was also the explicit request for help by the Mini at the Touch station (to find lost 

toys from the sand bowl) that prompted an immediate response from most children, often 

without waiting for the instructor’s permission to follow the robot’s instruction (Figure 

23a). In addition, the relatability of the disgusted reaction at the Tasting station also 

contributed significantly to the engagement at the said station, since the dialog here 

typically evoked a laugh from most children. For both Romo and Mini, the engagement at 

the Hearing station may be attributed to the use of music to facilitate an expression of joy, 
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and for Mini in particular, the combination of music with dance moves that were easy for 

the children to replicate (Figure 23b).  

The lack of imitative behaviors resulting from interactions with Romo was not surprising, 

given that Romo is a non-humanoid robot with limited capacity for human-like gestures. 

Imitation of its facial expressions was not expected to be common, where engaging 

emotional expressions typically resulted in smiles instead of actual imitation of the 

expression. Expectedly, imitation was more common during interactions with the 

humanoid Mini, both at the Hearing and Celebration stations where the actions performed 

by the robots were “fun” to replicate.  

The Touching station was engaging for both robots given both the soft blanket and the sand 

available at this station that allowed children to feel the textures with their own hands. 

Additionally, the presence of a direct request for help from Mini and the simplicity of the 

a) b) 

d) c) 

Figure 23. Scenes from the user study for our sensory interaction showing the participants a) 

following instructions from the robot), b) dancing with the robot, c) guiding the robot, and d) 

waving at the robot. 
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instruction, as previously described, meant that children felt comfortable initiating 

interactions with Mini without needing to be prompted by an instructor. Often times, at this 

point, the children also turned to look in the direction of their parents in attempt to share 

their excitement about helping the robot, which explains the large number of self-initiated 

interactions at this station. 

TD children, particularly the older ones, were sometimes found to be hesitant to touch the 

robots or initiate any other interaction with them on their own. We suppose that these 

participants had assumed that they could not interrupt the activity or that they needed 

permission from the instructor to play with the robots, even though no such explicit 

instruction was given to the participants from either group. This could also have 

contributed to the relatively low number of vocalizations in the TD group as compared to 

the ASD group. 

An interesting observation from this study was the usefulness of incorporating music in 

child-robot interactions to encourage increased motor and imitative functions, as supported 

by the design of the Hearing station. Though not explicitly evaluated in this study, in 

general, the children were found to show a good understanding of the actions and intentions 

of the robots as evident by their eagerness to fulfill the request for help from Mini at the 

Touch station, without requiring any permissions or additional prompts from the 

instructors. In addition, there were several instances where the children were found to treat 

the robots as real social entities; the participants were observed to guide the robot to the 

next station (Figure 23c) and wave at it as it turned to face them (Figure 23d). These 

observations pointed to the potential of socially assistive robots as effective intervention 

tools for ASD due to their ability to engage children in social interactions. 
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It must be pointed out that the heterogeneity within each of the two participant groups 

limited the generalizability of the findings from this study. The participant age range used 

in this study was defined as such for convenience sampling, as well as to derive meaningful 

insights about the feasibility of the framework for children of various ages. However, the 

high variability in the participant ages and abilities within each group also limited our 

ability to compare the framework effectiveness for a given cognitive age. 

Overall, the results were encouraging and provided an insight into the effectiveness of the 

different features of the framework. As a next step, we hope to test the pedagogical 

capabilities of this framework to evaluate its effectiveness as an intervention tool for ASD 

and sensory processing disorders.  

CNN Classification Performance With a fairly simple convolutional neural network, we 

were able to achieve a decent engagement classification performance on the training 

dataset. A number of factors may be able to explain the performances of the two classifiers. 

The dataset available for the TD group was significantly larger than the ASD dataset, as a 

result of which the TD model shows an overall higher performance than the ASD model. 

In addition, the TD model also performs better on the ASD dataset than the ASD model 

itself, which again can be attributed to the lack of training data for the ASD model.  

Though a much larger study would have to be conducted to validate the claim, this result 

points to the feasibility of a combined model for the two groups that may be able to achieve 

a decent engagement prediction performance for both groups of children. It is also 

important to point out that with the exception of 2 ASD participants who had lower 

functional levels, all other children in the ASD group were high or medium functioning. 

This can also explain the performance of the TD classifier on the ASD group since the 
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high-functioning ASD children did not have drastically different gestural and facial 

expressions than the TD children. 

This is, of course, an initial step toward using body language, gestures, and facial 

expressions to estimate social engagement in children, and much can be done to fine-tune 

this approach. The addition of convolutional layers may be helpful in identifying patterns 

that this simple network may have missed. Improvements in performance are also likely 

with enhancements in the quality of the data. A number of improvements can be made:  

1. Follow-up sessions with the participants can be conducted to increase the quantity 

of the data. The larger the dataset, the more accurate the weights of the network nodes, and 

the better the overall performance of the network. 

2. Additional modalities of data can be incorporated, such as features from speech 

analysis, emotion estimates, and physiological cues. This would provide a more 

comprehensive insight into the engagement state, taking into account other important 

modalities of human expression and communication. 

3. Instead of using the last 10% of the interaction data, predictions could be made for 

randomly chosen data points. The end of the interactions can often represent parts of the 

child-robot interaction where the child may have started to lose interest in the activity. 

While this is not always the case, it is likely that lower engagement values dominate the 

test data instead of more evenly distributed labels. 

In addition, while our method guarantees a personalized model for each individual, 

improvements may be possible by incorporating aspects of expression and communication 

that are typical to ASD. This can be difficult due to the heterogeneity in the ways in which 
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children with ASD communicate, each with their own unique expressions, gestures and 

behaviors. 

Moreover, 3-D skeletal tracking data could also provide more accurate and insightful 

features for movement-based expression rather than the 2D data derived from OpenPose 

in this study. We might also consider setting up the maze on the floor instead of a tabletop 

to prevent the loss of datapoints from the lower half of the body. Of course, the capability 

to classify high-level behaviors of social significance would also allow for a big leap 

towards higher network accuracy and a more meaningful measure of social engagement. 

But a low-level behavior feature approach remains more feasible at this point. 

Implications for Next Steps The automated measurement of social engagement is integral 

to this research. Human-in-the-loop approaches, as the one we presented, serve to improve 

the accuracy of the engagement predictions but cannot be used in a real time child-robot 

interaction where social engagement needs to be determined at runtime to create intelligent, 

responsive, and interactive interactions between the children and the robot. For our 

approach to be reliable in such a use case, as a first step, a large-scale study will need to be 

conducted to significantly increase the size of our training dataset. This would allow for 

improvements in the performances of the individual classification networks designed for 

personalized engagement labeling. Additionally, improvements to the quality of the 

behavioral data (i.e. feature engineering) and the network architecture can also contribute 

positively, as discussed previously. Since our next goal (Chapter 4) requires the robot to 

respond to real time interaction events, we were unable to use our existing engagement 

model and trained CNN from the work described in this chapter. Instead, we pivoted to the 

use of third-party software for facial expression classification and revised our engagement 
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model to be more suitable for use in an interactive cHRI scenario. The downside of this 

approach is that it compromises on the personalization of engagement classification, since 

the third-party network does not necessarily include training data that are specific to 

children or to children with ASD. Details of our new engagement model are described in 

Chapter 4 and show why the revised approach is more feasible for our next use case that 

requires real time responsiveness. 

 Summary 

We designed a child-robot interaction scenario to target the sensory processing difficulties 

that children with ASD commonly experience. We created multiple sensory stations and 

used two different robots to model socially-appropriate responses to sensory stimulation. 

Additionally, we developed a social engagement model comprising of six important target 

behaviors in order to evaluate our interaction design on its ability to engage children. 

Human annotators coded the video recordings of the child-robot interactions that were used 

to derive a quantitative metric of social engagement. 

The results of the annotations were used to evaluate the framework design and the 

contribution of each target behavior to the overall engagement shown by each child. 

Comparisons of the effectiveness of the two robots and the different sensory stations were 

also produced. In addition, we also used the annotations to train a 1D CNN to automatically 

generate social engagement labels. 

Several insights into the interaction design were derived and it was found that the children 

with ASD showed a comparable level of engagement during their interactions as the TD 

children. However, more work must be done to obtain reliable predictions of personalized 
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social engagement through a CNN, especially by expanding the scale of the study to 

include a larger number of participants, which will provide more training data to improve 

the network performance.  

While we continue to work on this approach in the future, we pivot to the use of a revised 

model of engagement that is more suited for our next use case described in Chapter 4- a 

real-time, interactive child-robot interaction that requires the robot to respond to the 

interaction events, including the children’s evolving behavioral responses to robot actions.  
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Chapter 4 

A Robot-Guided Dance-Based Interaction with Multiple Robot 

Roles 

Physical activity has been found to improve psychological wellbeing leading to positive 

self-esteem and happiness in children with ASD. However, the impairments in social 

communication and interaction that are characteristic of ASD can influence the play 

activities of children, compelling them to resort to solitary, passive play [188][189]. 

Additionally, structured physical activity programs have been found to positively influence 

social interaction and communication skills of children with ASD [190][191]. These 

findings corroborate those from studies investigating the impact of music and dance 

therapies for ASD, reinstating the positive relationship between physical activity and social 

skills [192][193][194]. While past HRI studies targeting improvements in social 

engagement for ASD have explored various interaction scenarios, few have effectively 

incorporated music- and dance-based interventions in their designs, and yet fewer have 

investigated multiple robot roles, focusing primarily on a unidirectional learning scenario 

where the robot mainly acts as a teacher. 

This chapter describes the design of a real time dance-based interaction with a humanoid 

robot, where the robot seeks to promote physical activity in children by taking on multiple 

roles as a dance partner. It acts as a leader by initiating dances but can also act as a follower 

by mimicking a child’s dance movements. Dances in the leader role were produced by a 

sequence-to-sequence (S2S) Long Short-Term Memory (LSTM) network, and a music 

orchestration platform was implemented to generate background music in the follower 
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mode. We also incorporated in our design formal constructs taken from ASD therapy, such 

as the least-to-most prompting hierarchy, reinforcements for positive behaviors, and a time 

delay to record observations. We then conducted a user study to evaluate the impact of 

mixed robot roles on user emotion, attention, and physical activity. Our findings support 

the utility of such a platform in practicing physical activity but indicate that further research 

is necessary to fully explore the impact of each robot role. 

 Introduction 

The importance of physical activity for the health and psychological wellbeing of children 

cannot be overstated. These may be exercise interventions targeting physical fitness, but 

also other activities aiming for energy expenditure through a planned, structured, and 

repetitive activity that is meant to help develop motor or social skills. 

Children with ASD are at a greater risk of having co-occurring medical and psychiatric 

illnesses including obesity and cardiovascular disease [195][190][191]. Parental reports 

have also indicated that children with ASD participate in fewer types of physical activities, 

as well as spend less time engaging in physical activities compared to their TD counterparts 

[198]. Barriers to participation may be family-related, social, and/or financial, such as 

behavioral problems, motor skill deficits, a preference for sedentary behaviors (especially 

screen-based activities), the need for supervision, lack of peer partners, high cost of 

opportunities, as well as a lack of available opportunities [199]. Notably, a positive 

relationship between physical activities and social skills has also been established, finding 

that the children that participated in physical activity programs showed improvements in 

socialization skills and social wellbeing, specifically in terms of self-esteem, self-control, 
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attention span, socially appropriate behaviors, eye-contact, turn-taking, imitation, and 

following directions [200][201]. 

In addition to structured physical activities, specialized ASD therapy programs, 

specifically music and dance/movement therapies, also leverage this connection between 

movement and socialization abilities to prime social engagement [202]. However, dance-

based interactions are not very common in cHRI studies in general [115][118][113]. Only 

a few cHRI studies that are specifically designed for children with ASD have incorporated 

music and dance into their interventions. This can be explained by 1) the challenges of 

safely and effectively executing full-body motion in humanoid robots, 2) the tedious nature 

of manual choreography design, specifically for humanoid robots, and 3) the fact that an 

effective dance-based intervention would require that the robot be able to perform a wide 

range of dances so as not to quickly lose its appeal. The work presented here overcomes 

these challenges by developing a dance-based interaction with a humanoid robot, Nao 

[203], that uses an S2S network [204] to choreograph a variety of dances for the robot. 

Unlike the previous studies operating in Wizard-of-Oz settings [115], our dance-based 

intervention is automated and requires minimal human control. We achieved this by 

equipping the robot with the ability to interpret multimodal social signals and generate 

contingent responses in dynamic social environments within the setting of the dance-based 

interaction, all with real time interactivity with the user. 

It is important to note that recent research efforts have made significant progress in the 

field of automated dance synthesis, particularly music-based dance synthesis, and use 

machine learning to automatically produce full-body dance sequences 

[205][206][207][208][209][210]. Our approach to automate choreography design is 
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inspired by this work, with 2 notable differences: 1) While most of these efforts were 

directed at the generation of meaningful, expressive dances that are synchronized with the 

music, our primary focus is on developing a bidirectional dance interaction that includes 

real time interactivity with a socially-aware robot, rather than the quality of the dances 

learnt by the robot, and 2) Most of this work applies the dance output to human skeletons, 

stick figures, or virtual characters, which bypasses the complexities and limitations 

imposed by the mapping of the dance output onto an embodied robot with limited degrees 

of freedom and pose realization speeds to execute an effective real time interaction. 

In general, many past cHRI studies that implement ASD interventions have also taken a 

primarily unidirectional approach to achieve their overarching goals by emphasizing the 

process of “teaching” the child a skill or behavior. As such, the robot agent typically takes 

up the role of a teacher, demonstrator, instructor, behavior model or encourager with the 

goal of promoting a given skill or behavior. The flip side of the learning experience, that 

is, learning by teaching, remains mostly overlooked. In such a case, the user becomes the 

teacher and the robot agent becomes the learner, whilst the process acts to consolidate and 

reinforce the learnings of the user. Our work explores this aspect of skill learning by 

incorporating two different roles for the robot as a dance partner; one where it initiates and 

leads the dance, and the other where it follows, leaving the child in control. 

 Dance Interaction with a Multirole Robot 

In this section, we provide an overview of our robot-assisted dance interaction design 

where the robot gains social awareness through multimodal behavioral sensing and acts 

with a high level of autonomy to engage a child in a dance activity. The process involves 

the four main stages of: 
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1. Sensing the behavioral cues through facial expression and pose capture,  

2. Interpreting the sensor data to understand the user engagement state (which is 

composed of an emotional state, an attentional state, and a physical activity level),  

3. Utilizing the user state information to decide the next best action for the robot to 

perform, and 

4. Executing the selected action.  

This cycle is repeated until the interaction ends and is illustrated in Figure 24. The robot 

may act as either a leader or a follower- a decision that is made by a reinforcement learning-

based module that learns from the social cues to decide the best course of action for the 

robot and is discussed in detail in Chapter 5. In this section, we discuss the two robot roles, 

details of the interaction design, our user engagement model, and the real-time interactivity 

of the robot that is crucial in making the robot an effective dance partner. 

Figure 24. An overview of the control architecture for our largely autonomous child-robot dance 

interaction. Our system implements a cycle where it senses behavioral cues from a user, interprets 

these to determine user engagement, decides a suitable role for the robot to assume next, and then 

executes the selected robot action. 
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4.2.1 System Overview 

Our robot-assisted dance-based interaction system consists of several important 

components. The multimodal behavioral sensing comprises a facial expression analyzer 

that uses Affectiva’s Affdex software [211] and a 3-dimensional human pose analyzer that 

uses the Microsoft Kinect (v1) [212] (or OpenPose [183] for a remote user study as 

discussed in Section 4.2.8). It also includes a sequencer for all interaction events which 

contains an RL-based decision-making component that determines the most suitable next 

action in order to personalize the robot behavior for each user (Chapter 5). In addition, all 

the commands intended for the robot are sent through a central controller module that 

handles all the communication with the robot. The leader role dances are generated by a 

trained S2S network that is implemented as an individual module. The follower role music 

is produced by a music orchestrator [213] that generates music in correlation with the user’s 

poses. And lastly, we implemented a pose mapping module that realizes the dance poses 

in both roles onto the robot in real time. Figure 25 illustrates these system components. 

The facial expression analyzer was implemented in C#, the pose analyzer for Kinect was 

written in C++, the music orchestrator was written in Java, and all other components were 

implemented in Python, with TCP/IP connectivity to facilitate communication between the 

various components. 

4.2.2 Intervention Mechanisms 

There are several intervention mechanisms that we incorporated into our dance-based 

interaction with a robot. Some of these were based on the techniques and concepts that are 

implemented in ASD therapy such as prompt fading, preferred prompt types, 

reinforcements, and time delay. Other mechanisms discussed here were included to 
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facilitate the interaction and/or encourage engagement, such as equipping the robot with 

the ability to socialize with the child, and ensuring that the child remained in control of 

terminating the interaction. 

Prompt Hierarchy and Prompt Fading Applied Behavior Analysis (ABA) is a popular 

ASD therapy that focuses on increasing positive behaviors and decreasing harmful or 

negative behaviors. It utilizes stimulus prompts, which are supportive antecedent strategies 

used to encourage learning, promote independence, and nurture confidence in learners. 

ABA uses prompt fading [214] as a core strategy to determine the type and intensity of a 

stimulus given to the individual receiving therapy. Prompt fading is also an errorless 

teaching model [215], which aims to minimize mistakes made by a learner as they gain 

Figure 25. The main system components in our dance interaction design. These consist of the 

pose and facial expression analyzers that process behavioral cues from the user. The interaction 

events sequencer executes all the steps in our interaction design, within which the RL-based 

decision maker uses the behavioral data to determines the best robot action. The S2S network 

generates the robot dance sequences in the leader mode and the observed user pose data is used 

directly to create the follower mode robot movements and musical output. The pose mapper 

creates a mapping of the human poses for the robot body and the robot controller communicates 

all the received commands to the robot. 
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mastery over a new task. This is done through early and immediate prompting of the target 

behavior in order to ensure a correct response from the learner. Once they become familiar 

with the target, the prompting is systematically faded until the learner can produce the 

correct response without any external stimulus. 

This leads to the development of a least-to-most prompt hierarchy, a typical example of 

which is shown in Figure 26, and is described below: 

1.  Verbal: The instructor provides a verbal instruction to encourage a behavior, such 

as “Pick up your books.” 

2. Gestural: The instructor provides a gestural instruction or cue to encourage a 

behavior, such as pointing to the books. 

3. Visual: The instructor provides visual cues that help the learner visualize each step 

of the task at hand, such as cue cards depicting a child picking up their books. 

4. Modeling: The instructor models the behavior to the learner, such as picking up the 

books themselves. 

5. Physical: The instructor physically directs the learner to execute a behavior, such 

as physically guiding them through the process of lifting and moving the books. 

In such a hierarchy, the prompting begins with a presentation of the least restrictive prompt 

(verbal) and progressively moves to the most restrictive prompt (physical) until a positive 

behavior is observed in the learner, whereby the transition between various levels occurs 

when the learner is unable to produce the target behavior during the prescribed response 

time.  
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For our robot-assisted dance interaction, not all the prompt categories described above are 

feasible. As an example, safety concerns as well as the limited capabilities of the robot 

prevent it from being a suitable tool for executing a physical prompt. As such, we used the 

above hierarchy as an inspiration to create one for our robot-mediated interaction, which 

includes 3 levels (Figure 26):  

1. Verbal (level 1): These include direct instructions to perform dances or increase the 

energy in the performance, or even general encouragement to improve the 

performance, but include no gestures. Table 11 lists the verbal instructions given 

by the robot at this prompt level. 

2. Verbal and gestural combined (level 2): The robot delivers the same verbal prompts 

but accompanied by gestures to emphasize the verbal instructions. These are simple 

gestures such as a brief dance sequence (like a shimmy), a thumbs up, a fist pump 

etc. to support the verbal instructions (shown in Table 11). 

Figure 26. The least-to-most prompt hierarchy used in ASD therapy: on the left is the hierarchy 

used in a typical therapy scenario, and on the right is the one we designed for our robot-assisted 

dance interaction by taking the capabilities of the robot into consideration. 
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3. Incentive (level 3): This level is included as a means to improve the child’s attention 

span by providing a non-task break. There is evidence to support the use of breaks 

and rest during learning tasks to improve task performance [216][217]. This led us 

to include children’s jokes within this prompt category to provide an opportunity 

for the child to relax and refocus on the task at hand. The jokes are accompanied 

by meaningful, relevant gestures and the punchlines are followed by the playback 

of a laugh track. These jokes are also listed in Table 11. 

The prompt fading strategy was implemented across interaction sessions as well. This 

means that if, for example, a child produced a desired behavior upon receiving a level 3 

prompt (incentive) for robot action A in interaction session 1, if the child requires a prompt 

for action A in session 2, the prompting will begin at level 2 (verbal + gestural), hence 

fading prompts across sessions as well as within sessions in order to promote 

independence. 

Reinforcement Hierarchy Reinforcement is a reward or a stimulus that follows a behavior 

that makes the behavior more likely to occur in the future. It is also the key element for 

behavioral change in ABA. This reinforcement is contingent, such that it allows the patient 

to make definitive associations between a desired behavior and its consequential reward. 

In line with the prompt hierarchy, we created a hierarchy of social reinforcers as a means 

to give positive attention to a child upon displaying a desired behavior [218]. The purpose, 

once again, is to reduce the dependence on prompts such that unprompted positive 

behaviors are rewarded more than those that require prompting. 

The reinforcement hierarchy has 4 levels that progressively increase in intensity of positive 

attention (details shown in Table 12). 
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Table 11. A detailed description of the three levels of prompting used in our robot-assisted dance 

interaction. 

Prompt level Example prompts 

Verbal prompts 

(Level 1) 

"Come on! I know you can do better than that!" 

"You can do it! Let me see some energy in your dance!" 

"Now can you show me your coolest dance moves?" 

"Alright now, show me your best moves! You can do it!” 

"Your turn! I'm so excited to see you dance!" 

Verbal + 

Gestural 

prompts 

(Level 2) 

[Same verbal prompts as in Level 1 + gestures] 

 

Incentive 

(jokes) 

(Level 3) 

"Let me convince you to dance with me. I will tell you a joke and then you can show 

me your favorite dance!" 

1. "What do you call a dinosaur that is sleeping? ... A dino-snore!" 

2. "What did the left eye say to the right eye?...Between us, something smells!" 

3. "What is brown, hairy and wears sunglasses? ... A coconut on vacation." 

4. "What did one plate say to the other plate?...Dinner is on me!" 

5. 
"Why did the student eat his homework? ... Because the teacher told him it was a 

piece of cake!" 



97 
 

 

 

 

Table 12. A detailed description of the four levels of reinforcement used in our robot-assisted dance 

interaction. 

Reinforcement 

level 
Example reinforcers 

Verbal 

(Level 1) 

"Good job! You did it!" 

"Great job!" 

"Well done! That was good!" 

Verbal + 

Gestural 

(Level 2) 

"Woooohooo! That was a good performance!" 

"That was good! You're a great dancer!" 

"Wow! You're really good at that!" 

 

Verbal + 

Celebratory 

dance 

(Level 3) 

"Wowwwww! You have some really cool dance moves! That was wonderful!" 

"Oh wowwwww! Your dance moves are awesome! What a great performance!" 

"Bravo! I totally love your dance moves! You should teach me sometime!" 

Verbal + 

Celebratory 

dance + 

Applause 

(Level 4) 

"Wowwwww! Those were some amazing dance moves! You're my favorite dancer!" 

"Oh wowwwww! Your dance moves are awesome! You're a natural!" 

"Bravo! I totally love your dance moves! Will you teach me too? I would love to dance 

like you!" 
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1. Verbal (level 1): These are simple verbal encouragements to reinforce the positive 

behavior. 

2. Verbal and gestural combined (level 2): These include verbal reinforcers that are 

slightly more positive than those used in level 1, and are also accompanied by 

simple, positive gestures to support the verbal encouragement. 

3. Verbal with a celebratory dance (level 3): These include verbal reinforcers that are 

yet more positive than those used in level 2 alongside a brief celebratory dance 

sequence from the robot. 

4. Verbal with a celebratory dance and applause track (level 4): These include verbal 

reinforcers at the same level of positivity as in level 3, alongside a celebratory 

dance, as well as a brief applause soundtrack played in the background to form the 

highest level of reinforcement that the robot can provide. 

The reinforcement levels are inversely related to the prompt levels; if a positive behavior 

is elicited without a prompt from the robot, level 4 reinforcement is given, but if a positive 

behavior is observed after delivering a level 3 prompt, only a level 1 reinforcement is 

provided. 

Time Delay Another construct of ABA therapy is time delay, which refers to the amount 

of time between giving an initial instruction to a child and providing a prompt to help them 

follow the instruction [219]. When a child is first learning a new skill, the instruction and 

the prompt may be given simultaneously, for example, the instructor may ask a child to 

pick up their books while also pointing at the books. However, as the child becomes more 

adept at understanding the instruction, the time delay between the instruction and the 

prompt may be increased, subsequently helping the child complete the task more 
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independently. This time delay can be constant, i.e. a fixed amount of time is given between 

the instruction and the prompt, or progressive, i.e. the waiting time between the instruction 

and the prompt is gradually increased as the child becomes more proficient. These 

strategies are employed until the child no longer needs any prompts to execute the task or 

skill. 

In our interaction, we implemented a constant time delay of 10 seconds between the 

instruction and the first prompt, as well as between all the following prompts in the 

hierarchy. This provides an ample amount of time for the music playback and the 

accompanying robot dance, during which all child behaviors are monitored to evaluate the 

response. Shorter time durations (4 seconds and 7 seconds) were also tested but were found 

to be unsuitable for our dance interaction design since the music and robot movement 

appeared to be too short-lived and abrupt for these durations. 

Termination Control Children with ASD are known to perform better in environments that 

are structured and predictable [220][221], showing improvements in responsiveness to 

environmental stimuli when they occur consistently and predictably. Being able to control 

their environments is one of the ways children with ASD are able to cope, which also 

explains the need for these children to adhere strictly to routines and schedules [222].  

The child-robot dance interaction presented in this work is a turn-based activity that 

concludes each turn by asking the user if they would like to continue participating in the 

interaction with the robot. This feature was implemented specifically as a measure for 

decreasing unpredictability, thereby minimizing possible sources of anxiety and, hence, 

increasing compliance. Additionally, by consistently offering this choice to the child at the 

end of every turn, not only are they able to maintain control over their participation, but 
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they also learn to make decisions and think for themselves, thereby improving their self-

esteem [223]. 

Robot Socialization Techniques The social behavior of the robot is crucial in achieving a 

naturalistic and engaging cHRI. We incorporated several techniques to improve the 

sociability of the robot.  

Firstly, the robot introduces itself at the start of the interaction and says hello to the child, 

addressing them by their name. It then continues to describe the dance activity to 

familiarize the child with the task. This is done in a very friendly manner, with the robot 

showing excitement and eagerness to play with the child, and is implemented through a 

combination of speech and supportive gestures. 

The interaction subsequently follows a sequence of communications between the child and 

the robot, depending on the robot role in each turn and the behavioral response of the child. 

This can include directions given to the child for each turn and what they can expect, as 

well as any necessary prompts, reinforcements, and indications of changes in robot roles. 

Additionally, certain interaction events may also trigger an inquiry presented by the robot 

to the child regarding their willingness to continue participation in the interaction. This can 

happen in 2 scenarios: 1) If the child shows a lack of interest in the activity during a turn 

and removes themselves from the interaction, the robot is not able to collect any facial 

expression or pose data, which serves as an indicator of disengagement, and 2) When the 

turn comes to an end. In both cases, the robot presents an inquiry to the child, asking to 

confirm their willingness or lack thereof to continue the interaction. Eventually, if the child 
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wishes to conclude the interaction, a goodbye routine is triggered, in which the robot 

expresses excitement and appreciates the child for participating, before saying goodbye. 

Details of the introduction, inquiries and goodbye routines are shown in Table 13. The 3 

different albeit similar versions of the introduction are required for the control and test 

conditions in the user study described in Section 4.3. It must be noted here that although 

the interaction design remains largely autonomous, it depends minimally on human input 

for the child’s name and their response to the inquiry after each turn. 

4.2.3 Robot as a Follower 

The first robot role is that of a follower. In this role, the child initiates the dances and the 

robot imitates their movements in real time. This imitation includes upper body movements 

and body rotations, details of which are presented in the pose mapping scheme (Section 

4.2.5). In this scenario, the child’s body movements trigger the musical notes, such that 

both the angles and the velocities of the detected skeletal joints dictate the musical pattern 

that is generated. The changes in joint angles and velocities are continuously tracked and 

used to produce music that is responsive to the child’s movements. Each turn in this role 

lasts at least 50 seconds or more in case prompting is required. 

Why Follower Role? The follower role is important in that it provides the child an 

opportunity to take charge of the interaction, by controlling both the music orchestration 

as well as the movements of the robot. This also offers an opportunity for the child to 

explore their own poses, movement patterns and speed, as well as their impact on the 

interaction dynamics. Hence, this role is designed to emphasize the skills of self-initiation 

and movement exploration in the child. 
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Table 13. A detailed description of the robot socialization behaviors we implemented to create an 

effective social interaction for children. 

  

Socialization category Verbal action 

Introduction  

(only leader role) 

"Hello, [insert name]! My name is Nao. It's very nice to meet you! Today, 

we are going to dance to some of my favorite songs and have lots of fun! I 

would love it if you danced with me too! Are you ready for some fun? Let's 

go!" 

Introduction  

(only follower role) 

"Hello, [insert name]! My name is Nao. It's very nice to meet you! Today, 

we are going to dance and have lots of fun! When you dance, you'll also be 

creating music by moving your arms and legs! Let's see what kind of music 

you can make! Are you ready for some fun? Let's go!” 

Introduction 

"Hello, [insert name]! It's very nice to see you again! Just like the last time, 

we are going to dance to some of my favorite songs! I'm also going to show 

you how you can make music with your dance moves! Then you can try 

some of your favorite dance moves and see what kind of music you can 

make. Are you ready for some fun? Let's go!" 

Turn start (leader role) 
“Ok, I'll start first. I'm going to show you my dance, you can come dance 

with me! Try to keep up and follow along!” 

Turn start (follower role) 
"Ok, how about you start first? And notice, when you move, you'll be using 

your body to create music!" 

Role switch  

(leader to follower role) 

"Ok. Now you lead and I will try to copy your dance moves. And remember, 

you can even turn your movements into music!" 

Role switch  

(follower to leader role) 

"Hey, this is one of my favorite songs! How about I lead this dance and you 

try to follow along? Let's do it!" 

Consecutive turns in leader 

role 
"Ok, let's try it again, but this time, we'll try a different song! Let's go!" 

Consecutive turns in 

follower role 

"Alright! Let's try it again! This time, see if you can create a different 

musical pattern with your movements!" 

Inquiry  

(when child not in view) 

“Hmmm...Remember that we can stop dancing whenever you like. Would 

you like to keep going or do you wish to stop here?" 

Inquiry (when turn ends) “That was a lot of fun. Do you want to keep going?” 

Goodbye 

"I had so much fun dancing with you! You're such a great dancer. I guess 

it's time for us to get some rest now, but we can play again another time. 

See you again soon! Goodbye!" 
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Music Orchestration This is implemented using the JFugue 4.0 library in Java [224]. The 

pose analyzer captures and tracks the changing full body poses of the child, which, in the 

follower mode, are sent to the music orchestrator [213] in real time. Several conditions are 

preset and stored in the music orchestrator. These conditions define a mapping between 

joint angle and velocity ranges and the musical notes that will be played when the values 

received from the pose analyzer fall within the said ranges.  

When designing these conditions, we took into consideration the fact that most casual 

dance movements depend on some joint movements more than others. As an example, in 

general, the knee and elbow movements contribute more to a dance than ankle movements. 

With this in mind, our conditions included the angular and velocity data points for both left 

and right shoulders, elbows, hands, knees, and feet, instead of including all 17 of the 

tracked joints (details of the joint tracking are found in Section 4.2.4). The angular 

conditions were defined by splitting the entire range of motion (as detected by Kinect) for 

each joint into 2 ranges for legs and 6 ranges for the arms, while the velocity conditions 

included 2 ranges to indicate slow and fast movements for both arms and legs. 

The GUI used to facilitate the design of these conditions is shown in Figure 27. The 

column on the left shows the names of each conditional, the middle column describes the 

conditions set within each conditional, and the action shows the details of the musical 

output when the conditions become true. Within the action, the musical instrument as well 

as the length and melody of the musical note are defined, as highlighted in Figure 27. Any 

conditional can easily be enabled or disabled as required: for example, if, for any reason, a 

child insists on being seated during the interaction, we can disable all the left and right leg 
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conditionals from the GUI so that all musical output is determined only by the upper body 

movements 

We mapped each of the four limbs to a different musical instrument so that a variety of 

sounds are generated. A total of 128 different instruments and sound effects are available 

in the JFugue sound bank, including several different types of guitars, pianos, and pipe and 

string instruments, in addition to some ethnic instruments and other miscellaneous sound 

effects. The 4 instruments used for our mapping were the piano, electric bass, electric clean 

guitar, and the slap bass. The use of the JFugue streaming player allows the dynamic 

Figure 27. The graphical user interface we used to define the pose-to-music mappings in the music 

orchestrator [207]. A breakdown of the action command that generates the music output is also 

shown, highlighting the instrument, note, note length, and melody settings. 
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generation of musical patterns at runtime, bypassing the need to construct the entire pattern 

before it can be played. 

Therefore, the afore-mentioned methods enable the child’s body itself to act as the musical 

instrument by making changes in body pose responsible for the musical output within this 

robot role. 

4.2.4 Robot as a Leader 

The second robot role is that of a leader in which the robot initiates the dancing. The dances 

are performed to popular children’s songs (details in Appendix A) that are anticipated to 

be familiar to most children. These are upbeat, high-energy songs that are played in the 

background at each turn within the leader role. The songs are sampled randomly in every 

leader role turn from a library of 15 songs without replacement. The children are expected 

to dance along with the robot but are free to mimic the robot movements or to create their 

own. The robot dances are choreographed through a trained S2S network that produces the 

dance sequences for the selected song at runtime, which are then realized on the robot 

through the pose mapper. Each turn in this role lasts at least 50 seconds or more in case 

prompting is required. 

Why Leader Role? The leader role is designed to provide the child an opportunity for 

physical activity. The high-energy music aims to encourage movement, which may include 

dance moves that the child may already know from previous exposure to the songs. It also 

serves as a means to practice imitation skills, where a child may mirror the poses being 

shown by the robot. Hence, this role is designed to promote physical activity and imitation 

skills in children. 
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Sequence-To-Sequence Learning for Dance Synthesis As mentioned in Section 2.5, the 

lack of effectiveness of existing robot-mediated dance interactions as ASD interventions 

can be partly attributed to the limited dancing abilities of the robot. We wanted to enable 

our robot dancer to perform to a variety of different songs, without committing to the labor 

of manual choreography design. This led us to formulate this as a sequence-to-sequence 

prediction problem that uses an LSTM encoder-decoder network to learn the mapping 

between the audio features of the music and the motion features of the corresponding 

dances. The trained network is then used to make runtime predictions of the dance sequence 

output for a given song, where the dance output is conditioned on the music features. 

We used 15 YouTube videos (details in Appendix A) of children’s dances to create our 

own database of music-to-motion feature sets. We extracted the audio features for each of 

the 15 songs in the database. These consisted of the Mel-frequency cepstral coefficients 

(MFCCs), which represent the short-term power spectrum of a sound. Additionally, we 

used a variant of OpenPose that generates 3D human pose estimates for real time 

processing to extract movement features from the videos [183]. The dances included in 

these videos are choreographed, not free styled, meaning that we were able to extract 

multiple instances of the same dance sequence from a single video. Figure 28 shows the 

visualizations of sample inputs to the network, i.e., the MFCCs and the motion data. 

The architectural details of the encoder-decoder models used for the training and inference 

processes are shown in Figure 29. In the training model, the input_1 layer represents the 

audio feature set of size 40, which is the size of the extracted MFCC feature array. 

Additionally, every frame of the extracted motion data contains 3D coordinates for 17 

joints. These are represented by the input_2 layer with a total of 51 features. Hence, we 
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have formulated the music-to-dance synthesis as an MFCCs-to-joint-coordinates mapping 

problem. 

For training, we used a learning rate of 0.0005 with a decay rate of 0.001, included the 

RMSprop (Root Mean Square Propagation) optimizer for performance improvements, and 

used mean squared error (MSE) as the loss function. An 80:20 training to validation split 

was used in the training process for 100 epochs, with a batch size of 8. The training process 

resulted in an MSE value of 0.0018. 

The primary purpose of this approach was to achieve automated choreography synthesis 

for the dancing robot. Though the resulting dance sequences can be improved in terms of 

the meaningfulness of expression and synchronization to the music beat, a simple approach 

such as the one presented here was sufficient for our purpose. Other research efforts have 

utilized more sophisticated audio processing and deep learning techniques to improve the 

quality of the dance output [208][225][226], but these have mainly been applied to 

characters and avatars that do not necessarily present the same challenges as embodied 

robots, some of which are discussed in Section 2.5. 

Figure 28. Visualizations of sample MFCC and pose inputs given to the LSTM encoder-decoder 

network that outputs dance sequences for the robot in the leader mode. 



108 
 

 

4.2.5 Pose Mapping Scheme 

A full body pose mapping was implemented to enable the bipedal, humanoid robot to 

execute dance poses in real time. Since we used the Nao robot, we utilized its Python 

Software Development Kit for the pose realization, which implements several Application 

Programing Interfaces (APIs) to control different aspects of the robot behavior and 

a) 

b) 

c) 

Figure 29. The LSTM encoder-decoder architecture used to create the robot dances in leader role: 

a) the training encoder-decoder network, b) the inference encoder, and c) the inference decoder. 
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movement. We used the Joint Control API for upper body pose mapping and the 

Locomotion Control API for body rotation mapping. 

Upper body joint angles required for pose mapping on Nao included the pitch and roll 

angles for both shoulders and the roll and yaw angles for the elbows. In an attempt to 

minimize risks, lower body child-to-robot movement mapping was considered infeasible 

in order to ensure the stability of the robot as well as the safety of the child. Instead, a body 

rotation angle was calculated from consecutive pose data points, enabling the robot to 

rotate to different angles without performing any unstable movements that may make it 

prone to falls. A constant head-bopping was also included to make the robot dances more 

natural. The angle computation was based on the work of Zhang et. al. in [227]. 

With these strategies for pose mapping, our goal was to create convincing dance 

movements in the leader role, and reasonable pose imitations in the follower role. As 

expected, there were several limitations in our approach to reach this goal in light of the 

real time interactivity that is crucial in this interaction scenario: 

1) The inability of the mechanical robot to manifest the pose changes as quickly as 

humans can: Nao was found to realize one pose per second while ensuring a high 

level of stability. Quicker implementations were also tested (as fast as one pose per 

0.7 seconds) but were found to be too abrupt and unstable. 

2) The use of average pose changes over an interval rather than every detected change: 

Mapping every shift in pose onto the robot would mean compromising on real time 

interactivity since the robot would take much longer to execute a dance sequence 

than a human. However, averaging the change also means that the nuances of the 
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movements that create a dance are lost, diluting the overall accuracy of the 

imitations in follower role. 

4.2.6 Social Perception: Modeling and Interpreting Behavioral Cues 

Our user engagement model was designed to reflect both the affective engagement and 

the task-related engagement. This was done to encompass the affective responses that are 

exhibited through behavioral cues such as facial expressions and eye gaze attention, which 

can sometimes manifest subconsciously, as well as physical responses to direct dance 

requests or prompts from the robot. This multimodal representation was chosen to capture 

a reliable measure of child engagement in the interaction. The modalities were also 

carefully chosen to be suitable for remote data collection entirely through a live video 

stream in virtual settings (given the outbreak of the Coronavirus pandemic during the time 

of this study). 

Affective engagement has two components: emotional engagement and attentional 

engagement. Emotional engagement is measured by the emotions expressed through facial 

expressions, and attentional engagement is measured by the eye gaze attention given to the 

robot during the interaction. Therefore, positive emotional expressions with the gaze 

focused in the direction of the robot would yield higher affective engagement than neutral 

or negative facial expressions with the face turned away from the robot. Affdex generates 

a number of facial expression features that describe the nature of the expression, including 

age estimate, gender, ethnicity, emotions, details of the expression (such as lip pucker, 

frown, smile, etc.), and a matching emoji. The emotional engagement was categorized into 

3 states: negative, neutral, and positive. The attentional engagement was also categorized 

into 3 states: unengaged, semi-engaged, and fully-engaged.  
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Since Affdex assigns a confidence value to each output feature, we used these values to 

create an empirical mapping from its output values to our states. For the emotion state 

mapping, joy was mapped to the positive state, all other emotions were mapped to the 

negative state, and valence was used to determine when these confidence values were in a 

range that were low enough to qualify as a neutral state. Surprise was considered to be a 

negative emotion based on the findings from [228]. For attentional engagement, empirical 

threshold values were used to define the mapping between the attention coefficient and the 

attentional states that we defined for our model. Details of these mappings are shown in 

Table 14. 

In the context of the dance interaction presented here, task-related user engagement is 

measured by the physical activity level of a child when leading or following the robot in a 

dance. This was quantified through the Euclidean norm of the angular velocities of all the 

tracked skeletal joins available from the pose data. This physical activity level was then 

classified into 2 states: high or low, and an empirical threshold was set to distinguish 

between the two states. However, given that children with ASD are often reported not to 

be as physically active as their TD counterparts, we did not consider it feasible to expect a 

child to sustain a high level of physical activity throughout the duration of a turn. This is 

why we introduced the concept of activity peaks. A high physical response maintained over 

a duration of 4 seconds was considered a peak. If the average activity level measured during 

an observation period was above the set threshold, the activity level was considered to be 

high. On the other hand, if it did not meet the threshold, we measured the number of peaks. 

If 4 peaks were found in the 50-second observation period or 1 peak in the 10-second post- 
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Table 14. A summary of the mappings between the detected behavioral features and the state values we defined for our model. 

Data 

source 
Feature Observation Metric State mapping 

Affdex 

Joy, Disgust, 

Contempt, Fear, 

Anger, Surprise, 

Sadness, Valence 

Emotional 

engagement 

Max average 

coefficient over 

response period 

Max average coefficients belongs to + emotion                    Ą positive 

Max average coefficients belongs to – emotion                    Ą negative 

If + and – max average emotion coefficients are equal        Ą positive 

If (max average coefficient in low range (< 0.2) AND -15 < valence < +15)                                 

Ą neutral 

Affdex Attention 
Attentional 

engagement 

Average coefficient 

over response period 

< 30             Ą unengaged 

30 - 80        Ą semi engaged 

> 80             Ą fully engaged 

Kinect OR 

OpenPose 

Angular joint 

velocities 

Task 

engagement 

Ö  

where Ὥ is the joint 

number 

 

Average metric over response period >2                                 Ą high 

Average metric over response period <=2:  

Å if number of peaks sustained over 4 seconds during 50-second 

observation duration >= 4                             Ą high 

Å if number of peaks sustained over 4 seconds during 50-second 

observation duration < 4                               Ą low 

Å if number of peaks sustained over 4 seconds during 10-second post-

prompt observation duration >= 1     Ą high 

Å if number of peaks sustained over 4 seconds during 10-second post-

prompt observation duration < 1       Ą low 

where a peak is detected when the average metric over a 4-second interval > 2 
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prompt observation period, the detected activity level was considered to be high. 

Otherwise, it was mapped to the low activity state. Details can be found in Table 14. 

To quantify the engagement states, we first mapped our component states to numerical 

values: 

¶ Emotion states: {positive, neutral, negative} Ą {1, 0.5, 0} 

¶ Attention states: {fully-engaged, semi-engaged, unengaged} Ą {1, 0.5, 0} 

¶ Task engagement states: {high, low} Ą {1, 0}   

Overall engagement, eng, is then measured as: 

 ὩὲὫὩὲὫ  ὩὲὫ  (9) 

where engaff is the affective engagement and engtask is the task engagement. In addition, 

engaff is computed as: 

 ὩὲὫ ὩὲὫ  ὩὲὫ (10) 

where engemo is the emotional engagement and engatt is the attentional engagement. By 

these definitions, 0 Ò engaff Ò 2 and 0 Ò eng Ò 3. 

4.2.7 Real-Time Interactivity and Synchronization 

In order to ensure that our robot is able to respond to interaction events in real time in a 

meaningful manner, we implemented a communication protocol between the Robot 

Controller module and Nao. Every time a new command is sent to the robot, the Controller 

must wait for the robot to finish executing the action before continuing with the interaction. 

The robot executes the action and sends an acknowledgement (ACK) to the Controller to 

signal that the execution is complete. The interaction can only proceed once this ACK 
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message has been received. This ensures that the robot does not receive overlapping action 

commands so that the sequence of interaction events always remains in synchrony with the 

robot actions. 

This is particularly useful in case of unpredictable events such as the robot falling or taking 

longer than usual to respond due to network-related issues. Since we do not make any 

assumptions about how long it may take the robot to perform any given action, and use our 

communication protocol instead, such unanticipated events do not disrupt the flow of our 

child robot interaction design. 

4.2.8 Virtual Experiment Framework for Remote Data Collection 

Due to the outbreak of the Coronavirus pandemic at the time this research was being 

conducted, we were forced to conduct our user study in a remote setting, allowing children 

to participate in this work from the safety and comforts of their own homes. The study was 

performed over video meetings conducted through video conferencing applications, which 

meant that all the required behavioral data needed to be acquired solely from the video 

stream. This implied that we could no longer use the Kinect sensor to collect pose data and 

had to switch to using the OpenPose variant to generate the 3D pose estimates in real time. 

Since the quality and accuracy of the pose data from OpenPose is lower than that from 

Kinect, our sensing techniques were compromised to some extent, but this was considered 

a necessary measure under the circumstances. 

In addition to this was the poor picture quality resulting from network-related issues, which 

is a bigger problem in that our only data source can potentially be compromised or 

frequently disrupted over the course of the interaction. There were additional challenges of 

working with minimal control in remote settings: the rooms from where the children often 
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participated in these sessions were often not well-lit, did not offer enough space to capture 

full -body pose data, and had many distractions in their backgrounds that contributed to the 

difficulty of capturing accurate 3D pose estimations. Nevertheless, collecting all the 

required behavioral data from live video streams gave us our only opportunity to validate 

our work under the given circumstances. The data presented in the user study in Section 

4.3 was, thus, collected through our virtual experiment framework. Instead of using the 

real robot for this setup, we chose to utilize Choregraphe, the simulation software for Nao, 

which was shown to the participating children through screen-sharing during the virtual 

interaction sessions. A scene from an interaction session depicting the virtual data 

collection process is shown in Figure 30. 

 User Study 

In this section, we present the user study that was conducted to evaluate the engagement of 

the children with the robot when it operated in a single role versus mixed roles. We 

hypothesized that the children would show a higher level of engagement with the 

robot in the mixed-role mode as compared to the single-role mode. The study was 

approved by the Institutional Review Board (GWU IRB# 111540). This section does not 

Figure 30. A scene from a virtual session with our dancing robot through the virtual experiment 

framework. 
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cover the criteria for role transitioning in the mixed-role mode, which is discussed in 

Chapter 5. Here, it is sufficient to make the distinction between the operation of the robot 

in the single-role mode (only leader or only follower role within an interaction session) and 

mixed role mode (both leader and follower modes within an interaction session). 

Given the constraints on participant recruitment for our study during the pandemic, we 

chose to conduct an exploratory study with a pre-experimental study design using a one-

group pretest-posttest approach. This means that no control condition was used, and all the 

participants experienced the same experimental conditions, that is, a pretest condition 

followed by a posttest condition. The pretest condition comprises the single-role 

interaction, one session with the robot in leader mode only and the other with the robot in 

follower mode only, where the sequence of these two sub-conditions was counterbalanced 

to eliminate order effects. The posttest condition comprises the mixed robot role 

interaction. 

4.3.1 Experimental Procedure and Setup 

We disclosed the interaction procedure and research purpose to the parents of the 

participants prior to conducting the study. We also obtained consent from the parents for 

their children’s participation in our user study. The children participated in a weekly 

session, where they interacted virtually with the robot through video meetings. The parents 

and the children were both informed that they could terminate a session at any time without 

any consequences. As a result, the sessions were of variable lengths, dependent upon the 

child’s interest and willingness to continue. The shortest session lasted about 10 minutes 

and the longest session last about 30 minutes. Of these weekly sessions, only the first 2 are 
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considered in this section (the remaining are evaluated in Section 5). The first session 

formed the pretest condition and the second formed the posttest condition. 

The children participated in the study from their homes. The parents typically set up a 

computer with a webcam in a dedicated room, but the experimental settings remained 

largely uncontrolled: the lighting conditions, interferences from siblings, and network 

conditions affected the experiments frequently and to different degrees across the sessions. 

The children were asked to remain standing in front of the computer, at a distance that 

allowed a full-body view to be captured by the camera, but once again, this condition was 

not strictly controlled. Despite these limitations, we were able to derive some interesting 

findings from the experiments conducted through our virtual setup. 

4.3.2 Measures 

Given the small size of this study, we employed descriptive statistics to evaluate the pretest 

and posttest conditions in this study. These include an assessment of the: 

1) General interaction metrics: To identify any changes in the children’s behaviors as a 

result of the robot role, we compute the total number of turns, number of turns in the 

leader role, number of turns in the follower role, total number of prompts used,  number 

of prompts used in the leader mode, number of prompts used in the follower mode, and 

number of successful turns (i.e. number of turns eliciting a high level of physical 

activity). These metrics also help to draw a comparison between the engagement 

generated by the two types of robot roles. 

2) Impact of mixed robot roles: We define engagement gain as the difference in child 

engagement levels between the pretest and posttest conditions, which assesses any 

changes in the engagement from the single-role to the mixed-role mode. Measuring 
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engagement can be complex given the highly individualized nature of the expression 

of interest in an activity. In an effort to obtain a metric that is standardized across the 

participants, we use the normalized differences in the pretest and posttest conditions to 

obtain this metric. In this way, we take into account the initial social engagement levels 

of the various participants, who may all have different and unique starting points. To 

ensure that the gain is computed at the individual level, we define normalized change, 

c, as: 

 ὧ

ừ
ỬỬ
Ừ

ỬỬ
ứ
ὩὲὫ ὩὲὫ

ὩὲὫ  ὩὲὫ
ȠὭὪ ὩὲὫ ὩὲὫ

ὨὶέὴȠὭὪ ὩὲὫ ὩὲὫ ὩὲὫ έὶ π

πȠὭὪ π ὩὲὫ ὩὲὫ ὩὲὫ
ὩὲὫ ὩὲὫ

ὩὲὫ ȠὭὪ ὩὲὫ ὩὲὫ

 (11) 

where engpre is the average engagement level in the pretest condition and engpost is the 

average engagement level in the posttest condition, and engmax is the maximum value 

eng, which equals 3 based on equations 9 and 10. By this definition, the normalized 

change 1) equals normalized gain for students with higher engpost than engpre, 2) 

remains undefined for the participants with engpre and engpost both equaling 0 or engmax, 

3) equals 0 for participants with the same engpre as engpost, and 4) participants who have 

lower engpost than engpre have negative gain scaled by the possible total potential loss 

instead of the total potential improvement. 

Additionally, we also compute the changes in the raw values of the individual 

components of the overall engagement metric, which are emotion, attention, and 

physical activity levels. 
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4.3.3 Participants 

The targeted inclusion criteria for this study included children of ages between 5 to 8 years, 

who have been diagnosed with ASD and have verbal skills, with English being the primary 

language spoken at home. We conducted a power analysis to conclude a suitable sample 

size of 30 for this study, which was determined with 80% power for a continuous endpoint, 

dependent sample study. 

We were, however, able to recruit only 3 participants that did not meet all the afore-

mentioned conditions. The demographic information is summarized in Table 15. All three 

participants were Asian, non-verbal and did not primarily speak English at home. Two or 

the 3 participants also exceeded the target age range for this study, with the mean age of 

the 3 participants being 9.3 years. Though the clinical details of the diagnoses of all 3 

participants remained undisclosed, we were able to estimate the severity of their symptoms 

through a symptom checklist [229] fil led out by the parents. These can be found in 

Appendix B and show that all three participants experienced a majority of the typical ASD 

symptoms, including limited social skills, lack of social interactions, repetitive behaviors, 

avoiding eye contact and lacking empathy etc. The parents of Participants 1 and 3 described 

them as having little to no interest in music or dancing, whereas Participant 2 was reported 

to be fond of musical activities.  

Table 15. Demographic information for the participants of the user study. 

Participant ID Gender Age Race 

1 M 10 Asian 

2 F 7 Asian 

3 M 11 Asian 
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Given the size of the study, we relied on a qualitative analysis to conduct a preliminary 

evaluation of our system to inform a larger-scale future study. 

 Results  

We evaluated the single-role sessions versus the mixed role sessions for all 3 participants 

to validate the effectiveness of the mixed-role design in engaging children and encouraging 

physical activity. This section presents the results from this evaluation. 

4.4.1 General Interaction Metrics 

The descriptive metrics from all the sessions are summarized in Table 16. The order of the 

two single-role designs was counterbalanced, as can be seen from the session sequences. 

The participants took part in a total of 7 turns in follower role only design, 13 turns in the 

leader role only design, and 23 turns in the mixed-role design. It should be noted that most 

of the turns in the mixed-role design are attributed to Participant 2, a discussion on which 

is available in Section 4.5. Out of these turns, there were 7 successful turns in the follower 

only design, 12 in the leader only design, and 23 in the mixed-role design, where success 

in a turn is achieved when a child’s physical activity is measured as high. This shows that 

most turns were able to elicit a high physical response from the children irrespective of the 

interaction design. 

Additionally, 0 prompts were given in the follower role only design, 5 in the leader role 

only design, and 0 in the mixed-role design, suggesting that the robot behavior in the 

follower role and mixed-role designs was perhaps more engaging for the children, thus 

requiring no prompting. However, it would be misleading to accept this interpretation since 

it was very clear to all human observers of the child-robot interactions that the leader role 
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design was more effective than the follower. The reasons are discussed comprehensively 

in Section 4.5. 

As can be seen from Table 16, the most frequently observed task engagement state, i.e., 

the physical activity level, was high across all 3 interaction designs. However, the most 

frequently observed emotion and attention states contain mixed results but cannot 

determine on their own if one interaction design is more or less effective than the others. 

 

Table 16. Summary metrics for the three participants from our user study that assesses the impact 

of interacting with the robot in single role versus mixed roles on child engagement (L: Leader, F: 

Follower, M: Mixed). 

ID 
Session 

sequence 

Session 

type 

Total 

# of 

turns 

Total # of 

successful 

turns 

Total # of 

prompts 

Most 

frequent 

emotion 

state 

Most 

frequent 

attention 

state 

Most 

frequent 

task eng 

state 

1 

1 F 1 1 0 Negative 
Semi-

engaged 
High 

2 L 4 3 3 Positive 
Fully-

engaged 
High 

3 M 2 2 0 Positive 
Fully-

engaged 
High 

2 

1 L 8 8 1 
Positive/ 

Negative 

Fully-

engaged 
High 

2 F 3 3 0 Positive 
Fully-

engaged 
High 

3 M 19 19 0 Positive 
Fully-

engaged 
High 

3 

1 L 1 1 1 Neutral Unengaged High 

2 F 3 3 0 Positive 
Fully-

engaged 
High 

3 M 2 2 0 Negative 

Fully-

engaged/ 

Semi-

engaged 

High 
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4.4.2 Impact of Mixed Robot Roles 

Paired T-test To compare the engagement metrics from the single-role sessions versus the 

multiple role sessions, we ran paired t-tests (  θ= 0.05) on the average overall engagement, 

average emotion, average attention, and average task engagement measures obtained from 

the 3 participants. This means that there were 2 paired t-tests for each of the 4 measures, 

one to compare the performance metrics of leader role session vs. mixed-role session, and 

the other for the follower role vs. mixed-role session. This was done to evaluate if the 

mixed role design had a statistically significant impact on the engagement of a child 

compared to either single-role design. However, we found no statistically significant 

difference for any of the evaluated measures, with all p-values exceeding 0.05. This is not 

surprising given the small sample size.  

Figure 31 shows the changes in the raw average values of the 3 measures between the 

single and mixed-role designs. Considering Figure 31a, which depicts the changes 

between the leader role only and the mixed-role designs, it can be seen that the average 

emotional and attentional engagement for Participant 2 increased in the mixed-role 

interaction, while those for the other two participants showed a decreasing trend. For task 

engagement, participants 2 and 3 maintained a high state for both interaction designs, while 

Participant 1 showed an increase in task engagement for the mixed-role interaction. 

From Figure 31b, participants 1 and 2 are seen to maintain their emotion states between 

the follower role and mixed-role designs, whereas Participant 3 showed a decline in 

emotional engagement in the mixed-role interaction. For attentional engagement, 

Participant 2 showed an increase, Participant 3 showed a slight decrease while Participant 
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1 showed a larger decline for the mixed-role design. For task engagement, all three 

participants maintained a high physical activity level across both interaction designs. 

The raw engagement values and normalized change values for the 3 participants are listed 

in Table 17. These include the changes between both the pretest conditions (leader role 

only and follower role only) and the posttest condition (mixed roles). Based on equation 

11, the change values indicate a gain for both conditions for Participant 2 and losses for 

Participants 1 and 3. A paired t-test was also performed for the normalized change data 

for the 3 participants under the L vs. M and the F vs. M conditions, but found no statistically 

significant change in the c values, with the p-value exceeding 0.05. 

Figure 31. Changes in the raw values of the engagement components under the single-role and 

mixed-role designs, where a) shows the changes between the leader role only vs. mixed-role 

conditions, and b) shows the changes between the follower role only vs. mixed-role conditions. 

P1, P2 and P3 are the three participants from our user study (L: Leader, F: Follower, M: Mixed). 
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Table 17. Overall engagement values and normalized engagement changes for the three 

participants, with the robot in a single role versus mixed roles (L: Leader, F: Follower, M: Mixed). 

A gain in engagement occurs only for Participant 2. 

Participant 

Overall engagement, eng Normalized change, c 

engpre (L) engpre (F) engpost (M) engpre (L) vs. engpost (M) engpre (F) vs. engpost (M) 

1 2.250 2.375 1.500 -0.500 -0.583 

2 1.500 2.834 3.000 
1.000 

1.000 

3 3.000 2.711 1.750 -0.7143 -0.549 

 Discussion 

The 3 participants interacted with our dancing robot in 3 different sessions where the robot 

operated 1) only in leader role, 2) only in follower role, or 3) in mixed roles. 1 and 2 are 

the pretest conditions and 3 is the posttest condition in this study. While the size of the 

study prevented us from deriving any definitive conclusions about our hypothesis, i.e., the 

superior engagement capability of our mixed-role design over the single-role designs, we 

made some very interesting observations to inform the future of this work. 

Firstly, the nature of the two robot roles is very different: contrary to the follower role 

behaviors, robot dances in the leader role are determined by the output of a pretrained S2S 

network with no dependency on the real time behavioral data tracked during the child-robot 

interaction. Robot dances in the follower role are a real time imitation of the child dances, 

as captured during our video-based virtual data collection process. Therefore, any noise or 

disruption in the video directly impacts the follower role output, i.e. the robot movements. 

This was obvious in this study, not only because the video quality was often compromised 

during the interactions, but also because the video-based, real time 3D pose extraction 

naturally underperforms compared to a sensor such as Kinect. It also had implications for 
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the real time measurement of the children’s behavioral responses (emotion, attention and 

physical activity), the very source of which is the video steam. 

This was clearly reflected in the children’s overarching response to the two types of robot 

dances as well. The leader role dances were driven by the music that was already familiar 

and fun for the children. The follower role dances were driven by the movements and music 

orchestration that were both dependent on the real time capture of behavioral data. While 

the leader role was a clear favorite for all 3 children, we do not necessarily expect this to 

be the case in an in-person study in the future. We anticipate that the follower role 

imitations and music generation will be far more accurate, fluid, and responsive when the 

data source is less noisy, making it easier for the children to perceive that they control the 

robot and the music in this mode, which, in fact, is the very motivation for the follower 

role design. 

As a result of these factors, the metrics and trends shown in Table 16 and Figure 31 cannot 

be seen as conclusive but serve well to inform the design of the future research. 

Additionally, it must also be noted that in most cases (as can be seen from the data in Table 

6) the number of turns and, hence, the size of the collected dataset is too small to consider 

the depicted trends to carry significant weight. In fact, any trends based on quantitative 

metrics for this exploratory study are expected to vary considerably as the dataset expands. 

It is also important to consider a breakdown of the robot role transitioning within the 

mixed-role interactions. Though the details of its implementation are reserved for Chapter 

5, it is important to mention that the transitions were determined by a reinforcement 

learning-based strategy. RL algorithms are known to be data hungry and require many 

datapoints to reach convergence in the training process. As a result, in the 3 mixed-role 
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interactions that are included in this study, the follower role dominated the robot behavior. 

The interactions for participants 1 and 3 did not last long enough for them to experience a 

truly mixed-role design (2 turns each in follower role only), but this was not the case for 

Participant 2, whose session continued for 19 turns (13 turns in follower role, 6 turns in 

leader role), providing the algorithm sufficient data to start exploring the action space.  

It would also be useful to evaluate the results in the context of the behavioral tendencies of 

the 3 participants. Participant 2, as gathered from the parental reports, was clearly the most 

engaged of the 3 children. She had a hearing impairment which prevented her from fully 

understanding the robot instructions, but since she was very fond of music and dancing. 

Moreover, since her mother played an active role during her sessions to keep her focused, 

she was the participant that showed most enthusiasm for her sessions and participated for 

the longest durations, as reflected in Table 16. While the other two participants both 

seemed more comfortable in the second session with the robot (as well as the human 

experimenters whose presence may have added to any possible social anxiety), their 

sessions remained significantly shorter than those of Participant 1. 

The above findings also shed light on the results presented in Table 17, where only 

Participant 2 shows a gain in engagement while the other two participants show losses. 

These can be attributed to both the higher initial interest level of Participant 2 in music and 

dancing, as well as their prolonged interaction with the robot enabling the personalization 

strategy to take effect.  

A note must also be made of the importance of the parent’s involvement in the virtual 

interactions. Participant 2’s mother was very actively involved in her interactions with the 

robot and found creative ways to use the setting to encourage her daughter to practice 
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verbal/language skills as well. She would ensure that at the end of every turn, the 

interaction would not proceed until the participant vocalized her responses. These 

responses included vocabulary such as “more”, “yes”, “no”, “more music”, “more 

dancing”, “stop” and “keep going”. Examples of such incidents are shown in Figure 32a. 

The interaction design was, therefore, used to motivate speech in the participant as well, 

and can possibly be leveraged in the future to elicit other desirable behaviors. 

Another interesting observation was the children’s responses to the robot reinforcement 

behaviors, particularly level 3 and level 4 reinforcers that utilized celebratory dancing 

and/or an applause in the background. These were very highly effective in that their 

interpretation was very clear and did not require any language skills. The participants were 

observed to respond to these celebrations with smiles, laughs and even imitative behaviors 

a) 

b) 

Figure 32. Scenes depicting some important interaction events from our user study to evaluate the 

single-role versus mixed-role designs. a) Participant shows fascination with the robot 

celebrations, and b) Parent uses the end of a turn to encourage verbal + signing skills in the 

participant. 
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to mimic the robot gestures. Some scenes depicting these incidents are captured in Figure 

32b. 

 Summary 

We implemented a robot-assisted dance interaction system as a means to promote physical 

activity in children with ASD through the use of music and dance therapy methods. We 

also incorporated the largely unexplored paradigm of learning-by-teaching by 

incorporating multiple robot roles that allow the child to both learn from and teach to the 

robot. Our work is among the first to implement a largely autonomous, real time full-body 

dance interaction with a bipedal humanoid robot that also explores the impact of the robot 

roles on child engagement. We conducted an exploratory study to evaluate the 

effectiveness of our design and found no statistically significant difference in the children’s 

engagement in single-role and multiple-role interactions. While the children were observed 

to respond positively to both robot behaviors, they preferred the music-driven leader role 

over the movement-driven follower role, a result that can partly be attributed to the virtual 

nature of the study. 

Our study made some interesting findings regarding the role of the parent during the child-

robot interaction. While a parent’s presence can help children feel more comfortable, their 

creative involvement can help children practice skills that are not directly targeted by our 

interaction design, such as language skills. Since parents understand the unique needs of 

their child more than others, they can use our platform in creative ways to target the 

elicitation of specific desirable behaviors. Our work also supports the use of therapy 

constructs such as reinforcements, which serve to reinforce positive behaviors, are 

entertaining for the children, and can be useful in eliciting imitation skills in children. An 
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in-person user study in the future will help fully exploit the benefits of an embodied 

interaction with a robot rather than a virtual character. 

In the next chapter, we explore the personalization of robot role transitioning within a 

mixed-role interaction to study its impact on sustaining child engagement in a dance 

interaction with the robot. We employed reinforcement learning to personalize a robot’s 

action selection to every child’s unique behavioral responses with the goal of priming 

higher levels of social engagement in the child. 
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Chapter 5 

Mixed-Initiative Interactions with a Socially Aware Robot 

With the introduction of the multirole child-robot interaction paradigm in the previous 

chapter, the next step is to explore the importance of the transitions in robot roles within 

an interaction. Mixed initiative interaction (MII) [138][230][139] is a flexible interaction 

strategy where humans and computer agents take initiative to contribute to finding the 

solution of a problem or achieving a goal. In our case, this translates to the following 

problem: How can the robot assume the appropriate role (out of the leader and follower 

roles) in each turn of the dance-based cHRI so as to step closer and closer to achieving its 

goal of eliciting a high level of social engagement and physical activity in the children. By 

designing this cHRI scenario as a mixed initiative interaction, we aim to leverage the 

benefits of each robot role so as to achieve a synergistic impact on child engagement and 

physical activity. 

In this chapter, we formulated the given cHRI scenario as an RL problem and used it to 

form the action selection strategy in this MII design. The transitions were dependent on the 

behavioral observations, meaning that the switches in robot roles were personalized for 

every individual child. We first tested a model-free RL agent in simulation in order to 

evaluate its suitability for the real-world interaction. We then conducted a user study to 

evaluate the impact of increasing personalization on child engagement. Our results show 

that the action-selection policy evolves with successive interaction sessions with the robot 

and provides evidence for the feasibility of our mixed-role design for creating engaging 

dance interactions. 
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 Introduction 

Personalization of child-robot interaction is essential in creating intelligent ASD 

intervention tools. For their role within an effective ASD intervention or even a social 

interaction only, the robots must, at first, be convincing social agents [231][232]. This 

means that they should be able to generate context-aware actions in response to all 

interaction events as in human-human interactions [233]. Ideally, the robots would also be 

standalone systems, autonomously detecting events and environmental changes, and 

generating intelligent behavioral responses in real time.  

Personalization is specifically important in the case of ASD interventions; since autism is 

a spectrum disorder with many different behavioral manifestations, each child may have 

symptoms and needs that are unique and entirely different from another same-aged child 

with ASD [1]. Therefore, the unique and often strict needs of the target users demand that 

the robots be able to provide tailored attention that maximize the intervention goals. 

Though the field has experienced a recent shift with a focus on personalization of child-

robot interactions, this has been implemented more successfully in structured settings that 

have well-defined learning goals that can be objectively measured with relative ease. An 

example of this is the robot tutor application where the learning outcomes can be 

objectively measured based on a defined curriculum [142][143][234]. On the contrary, 

defining such metrics in unstructured settings targeting behavioral interventions can be 

more challenging since the goals are not as constricted and dimensions for personalization 

can be manifold. 
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The robot can personalize an interaction by first learning about the environment and the 

child, sensing any changes in the environment and the child’s behavior (accomplished in 

Chapter 4), so that an appropriate and relevant robot action can be chosen to respond to 

those events such that the gains from the interaction are maximized for each individual 

child. This decision-making strategy is the focus of this chapter. 

We used the model-free Q-learning agent to implement a Personalized Role 

Transitioning (PeRT) model, which determines the role in which the robot operates within 

each interaction turn. If the robot continues to operate in any one role for an extended 

period of time, we anticipate that any child will soon lose interest in the activity. However, 

when an RL agent determines the transitions in robot roles, it does so by tracking and 

responding to behavioral observations made during the interaction. This enables the robot 

to be responsive and take meaningful actions with fluid transitions between the actions 

within the available action space. 

 Action Selection Strategy for Mixed-Initiative Interactions: Reinforcement 

Learning-based Personalized Role Transitioning 

This section provides an overview of the action selection strategy implemented for our 

mixed-initiative dance interaction design. The goal is to adapt the robot role transitions to 

the observed behavioral responses from the child so as to enhance and maintain a high level 

of engagement in the interaction. We formulate this scenario as a reinforcement learning 

problem, which is responsible for selecting the most suitable next robot action given the 

current context. We present this design as our PeRT model that enables the robot to flexibly 

change its role within the dance interaction in order to leverage the benefits of both the 

leader and follower role paradigms for the promotion of physical activity and social 
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engagement in children. In this section, we discuss the RL problem formulation and the 

algorithmic agent we tested to achieve effective context-aware robot role switching. 

5.2.1 System Overview 

Our RL-base decision maker dictates the interaction between the environment, i.e. the 

child, and the agent, i.e. the robot, as illustrated in Figure 33. The decision-making process 

is based on evaluating the impact of the actions of the agent on the environment and 

selecting an appropriate action for the next turn. It takes as input the outputs of the pose 

analyzer and the facial expression analyzer, which produce our observations of the 

environment. The RL agent, which in our case is a model-free, Q-learning algorithm, then 

selects an action for the robot to take.  

Every action yields a reward and the goal of the RL agent is to learn to select actions that 

will maximize the total reward over the duration of the cHRI. Since there is no model 

Figure 33. The reinforcement learning framework used for robot action selection in our robot-

assisted dance interaction. Every time an action is taken by the robot in this framework, a reward 

is yielded based on the changes in the observed engagement state as a result of the robot action. 



134 
 

available to represent the preferences of a child, the agent must learn through trial and error 

and use its experience to select the best action at a given time for a given child. 

5.2.2 Reinforcement Learning Problem Formulation 

RL in machine learning is inspired by the concept of reinforcement in psychology, which 

we have already utilized to define our reinforcement hierarchy in Chapter 4. Positive 

reinforcement increases the likelihood of a behavior and negative reinforcement decreases 

it. Each robot action elicits a response from the child, which in turn yields a reward that 

may be negative or positive. This reward is central to the functioning of an RL algorithm 

since it enables it to investigate which actions lead to higher cumulative rewards. 

We formulated our child-robot interaction as a reinforcement learning problem since the 

robot has no prior knowledge of the child’s engagement behaviors or interest in physical 

activity. By exploring the available actions, our system must identify which role is most 

appropriate for the robot to execute, hence implementing the flexible MII design, where 

the robot and the child take initiative to reach the goal of enhancing the child’s physical 

activity and engagement. To do this, we must first formulate our interaction scenario as a 

Markov Decision Process (MDP), which is a mathematical framework that formally 

describes an RL problem. This assumes that our environment is fully observable, that the 

future state depends on the present state, and that the ability to reach the successor state 

depends only on the current state. 

MDP Framework There are four essential elements that are required to fully represent an 

MDP problem. It can be described by a 4-tuple (S, A, T, R), where: 
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¶ S is a set of agent and environment states with s  ɴS. Therefore, the state space is 

defined as the set of all possible states in S. 

¶ A is a set of actions taken by the agent with a  ɴA. Therefore, the action space is 

defined as the set of all possible actions in A. 

¶ T is a probabilistic transition function that defines the probability of transition from 

state, s at time t to state, sô at time t+1 under action a, where Ta (s, sô) = Pr (st+1 = 

sô | st = s, at = a). 

¶ R is the immediate reward that is received after a transition from s to sô occurs under 

action a. Therefore, Ra (s, sô) is the reward function that maps state-action-state 

tuples to rewards. 

The RL model for our cHRI scenario is defined by the state and action spaces, as well as 

the reward function that dictates the reward yielded by an action performed by the robot at 

any given time during the interaction. However, the transition function, T, is not known 

beforehand because we do not know how the environment will change in response to the 

actions of the agents, that is, how the child will respond to the two robot roles. This 

response is not only unknown at the beginning but may continue to evolve over the course 

of the interaction. Hence, the agent must continue to take actions in the environment, 

observe the changes, and learn to take the best action by gaining experience. This is called 

model free learning and Q-learning is the model-free RL algorithm we chose to learn the 

PeRT policy for our dance interaction. 

State Space Our state space is defined as the set of engagement states that can be assumed 

by a child during the interaction. As discussed in detail in Section 4.2.6, we model a child’s 

engagement as a combination of their affective (saff) and task (stask) engagement states, 
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where affective engagement itself is composed of emotional (semo) and attentional (satt) 

engagement states. Hence, we create a model of child engagement by incorporating their 

emotion, attention, and task behavior states. saff is represented by semo {negative, neutral, 

positive} and satt {unengaged, semi-engaged, fully-engaged}. stask represents the physical 

activity state of the child as {high, low}. Numerical values are assigned to each state domain 

to obtain quantifiable state values as follows: 

¶ semo : {negative, neutral, positive} = {0, 0.5, 1} 

¶ satt : {unengaged, semi-engaged, fully-engaged} = {0, 0.5, 1} 

¶ stask : {low, high} = {0, 1} 

Details of the mapping can be found in Table 14. Therefore, the state space consists of a 

total of |semo| x |satt| x |stask| = 3 x 3 x 2 = 18 states. 

Action Space The action space consists of the different robot actions, the selection of which 

is determined by the RL agent. In our case, while the robot performs a number of actions, 

such as introducing itself, greeting the child, delivering prompts, and reinforcing certain 

behaviors etc., the actions that are personalized by the RL agent are the 2 robot roles. The 

remaining actions are performed on a rule-based policy and are always triggered by the 

same sequence of events in the interactions. Hence, the action space consists of {aleader, 

afollower} = 2 actions in total. 

Reward Function The reward function assigns a reward value to each action in the action 

space. In our case, the highest engagement state that can be achieved by a child is {semo, 

satt, stask} = {positive, fully-engaged, high}. We set this as our goal state, sgoal, which receives 
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a positive reward of +1. All other states are penalized based on 1) how far these are from 

the goal state, and 2) the level of prompting required to achieve the said state. 

ὶὩύὥὶὨ

  ρ ȟ                                                                                                             ὭὪ ί  ί

ρ ί  ρ ί  ρ ί  ᶻ ȟὭὪ ί  ί ȟ
          (12) 

where pl is the prompting level and pl  ɴ[0,1,2,3]. 

For example, if s = {negative, unengaged, low} Ą {0, 0, 0} with pl = 0 (i.e. no prompting 

required), the reward is –0.05 but when s = {negative, unengaged, low} Ą {0, 0, 0} with pl 

= 3 (highest prompting level required), the reward is -0.054, thereby penalizing higher 

prompting levels more than lower prompting levels. As another example, if s = {negative, 

unengaged, low} Ą {0, 0, 0} with pl = 0, the reward is –0.05 but when s = {neutral, semi-

engaged, high} Ą {0.5, 0.5, 1} with pl = 0, the reward is -0.017, thereby penalizing low 

engagement states more than higher engagement states. 

As previously mentioned, positive rewards increase the frequency of a behavior while 

negative rewards decrease the frequency. Positive rewards, therefore, help to maximize the 

performance on a given task, whereas negative rewards are used mainly to maintain a 

minimum performance standard. Based on this criterion, we designed our reward function 

to give a large positive reward to the goal state and a small negative reward to all other 

states. This makes sgoal the objective state, meaning that it drives the end behavior of the 

agent to achieve the best performance on a given task. All other states are the latent states, 

which define how an agent operates in an environment on its journey to the objective state. 

The coefficients in the reward equation were set after testing in simulation through trial-

and-error, as discussed in Section 5.2.3. 



138 
 

Q-Learning Our cHRI scenario presents a stochastic environment within which our agent 

must operate. This means that there is uncertainty about the effect of each robot action, and 

that when the agent repeats the same action in a given state, the new state and reward may 

not be the same each time. This means that the child may not respond the same way to the 

same robot action in any engagement state. Hence, to learn an optimal policy, we use Q-

learning, which is a model-free learning algorithm that is used when the agent does not 

have prior knowledge of the environment model. Q-learning learns this policy by trial-and-

error by making use of the history of interaction between the robot and the child. This 

algorithm seeks to estimate the Q-value of all state-action pairs, i.e. Q(s, a), which is the 

expected reward that an agent will receive when selecting an action a in state, s.  

We implemented a policy which seeks to balance the exploration and exploitation of the 

action space. Exploitation refers to choosing the greedy action that yields the highest 

reward based on the current action-value estimates of the agent. Exploration refers to the 

selection of sub-optimal actions with the goal of improving the current action-value 

estimates that can lead to long-term benefit. We used an ᷾-greedy policy with ᷾ set to 0.5, 

which means that the agent exploits the action space with a probability of 0.5 and explores 

the action space with a probability of (1- )᷾ = 0.5. We also used a learning rate, Ŭ = 0.5, to 

make sure the agent relies equally on its prior knowledge and the recent experience. 

5.2.3 Preliminary Simulation Testing 

Before testing our RL agent on real-world interaction data, we investigated its performance 

in simulation to get insights towards the development of our PeRT model. The goal of the 

simulation is to define a set of environments (i.e. users) with different dynamics (i.e. 



139 
 

preferences for robot actions) and assess the capability of our RL agent to adapt to changes 

in the environment. 

Therefore, we investigated its performance by simulating deterministic user behaviors with 

static preferences, and stochastic user behaviors, with probabilistic preferences for the two 

robot roles. We simulated 3 types of user behaviors: 1) Preference for follower role over 

leader role (UB1), 2) Preference for leader role over follower role (UB2), and 3) Similar 

response to both roles (UB3). All 3 user behaviors were implemented in both deterministic 

and stochastic domains. 

As an example of a stochastic behavior, UB1 is more likely to show high engagement when 

the robot operates in the follower role than the leader role, that is, they prefer follower role 

over leader role. This was done by choosing, at every follower role turn, semo = positive 

with a probability of 0.8 compared to 0.1 for neutral and negative each, satt = fully-engaged 

with a probability of 0.8 compared to 0.1 for semi-engaged and unengaged each, and stask 

= high with a probability of 0.8 compared to 0.2 for low. On the contrary, at every leader 

role turn, we set semo = negative with a probability of 0.8 compared to 0.1 for neutral and 

positive each, satt = unengaged with a probability of 0.8 compared to 0.1 for semi-engaged 

and fully-engaged each, and stask = low with a probability of 0.8 compared to 0.2 for low. 

That is, under UB1, high engagement states were selected with higher probability than low 

engagement states within the follower role turns, whereas the opposite was true for leader 

role turns. 

The reverse probability combinations were implemented for UB2 to simulate a preference 

for the leader role over the follower role turns, and equal probabilities were defined for 

both roles in UB3 to simulate the same preferences. In case of a deterministic behavior, the 
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preferences were always true with engagement state responses chosen definitively, without 

using a probabilistic model. 

Figure 34 shows the averaged reward for every simulation timestep over the course of 3 

trials, each implementing a different combination of the three user behaviors. Each trial 

starts with an empty Q-table, lasts 30 timesteps, and corresponds to the behavior of a unique 

user interacting with the robot. Each user starts with one of the 3 user behaviors defined 

above but at timestep = 15, the behavior changes to a different type. User 1 starts with UB1 

and changes to UB2, User 2 starts with UB2 and changes to UB3, and User 3 starts with 

UB3 and changes to UB1. 

Figure 34. Preliminary Q-learning results based on the tests done with three simulated users. 

The plots show the averaged reward for every simulation timestep over the course of the 3 trials. 

Each trial lasts 30 timesteps and corresponds to the behavior of a unique user interacting with 

the robot. Each user starts with one of the 3 user behavior types but at timestep = 15, the 

behavior changes to a different type. Each user is also modeled to show deterministic and 

stochastic behaviors. As expected, the average reward for deterministic behaviors is higher than 

that for stochastic behaviors. The learning process is also more robust to sudden changes at 

timestep = 15 in case of the deterministic behaviors. 
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These sudden changes of behaviors are meant to depict the worst-case scenario whereas in 

reality we would expect more gradual changes to occur. This also allow for an assessment 

of the ability of the RL agent to respond to evolving user preferences despite a temporary 

drop in performance. As is expected, the deterministic behaviors (reward → 0.7) yield 

higher rewards on average than the stochastic behaviors (reward → 0.5). In the case of the 

deterministic behaviors, learning is also more robust to sudden behavior changes, as 

evident from the performance after timestep = 15. It is important to note that the rewards 

remain positive in both cases, showing that the agent is capable of learning how to adapt 

the robot actions to the changes in the user behavior. It can also be seen that the agent 

performs increasingly better as additional experience is gathered over the course of the 

interaction. 

5.2.4 Additional Layers of Personalization 

In order to ensure a robot-guided interaction that is tailored to every child, we sought to 

incorporate additional aspects of personalization within our cHRI scenario.  

Though the foremost form of personalization comes from the PeRT model described above, 

an additional rule-based personalized prompting is also implemented. As an example, if a 

child requires a level 2 prompt for leader role dance A within an interaction session, the 

next time they encounter dance A either within the same session or the next, the prompt (if 

required) is faded to a level 1 prompt. This discourages dependance on prompting by 

providing guidance with a less intensive prompt than was last used. A record of the child’s 

prompt usage is maintained, which dictates the prompt selection for a given action within 

a session, but also persists across the sessions. Initial prompting is dictated by the prompt 
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hierarchy (described in Section 4.2.2) but repeated prompting for an action is determined 

by this prompt fading strategy. 

Additionally, the robot always addresses the child by their name during the introduction at 

the start of every interaction. This is also a form of personalizing the robot behavior for 

every child. While the other two forms of personalization either depend on an RL or a rule-

based strategy, the name addressing behavior depends on human input, requiring the 

experimenter to manually enter the child’s name before the robot can use it. 

 User Study 

This section presents a user study that was conducted to evaluate the impact of 

personalization on child engagement with repeated child-robot interaction sessions. We 

hypothesized that the child engagement will increase as the number of their 

participation sessions increase. This is because as more interaction data is collected from 

the repeated sessions, the RL agent will gather more experience, i.e. a larger number of 

datapoints to learn from, hence resulting in an improvement in the personalization of robot 

role transitions. 

The study was approved by the Institutional Review Board (GWU IRB# 111540). The 

same participants from the user study in Section 4.3 took part in this study as well, with 

the same constraints on participant recruitment. We conducted this study as a repeated 

measures design for a within-subject analysis of all the interaction sessions involving 

mixed robot roles only. Therefore, the robot operated in the mixed-role mode throughout 

this study. 
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5.3.1 Experimental Procedure and Setup 

We disclosed the interaction procedure and research purpose to the parents of the 

participants prior to conducting the study. We also obtained consent from the parents for 

their children’s participation in our user study. The children participated in a weekly 

session, where they interacted virtually with the robot through video meetings. The parents 

and the children were both informed that they could terminate a session at any time without 

any consequences. As a result, the sessions were of variable lengths, dependent upon the 

child’s interest and willingness to continue. The shortest session lasted about 5 minutes 

and the longest session last about 50 minutes. Sessions from the second week and onwards 

were included in this study, in which the robot operated in mixed-role mode only. Week 1 

sessions were already analyzed in the user study presented in Chapter 4. 

As in the study from Chapter 4, the children participated in the remote study from their 

homes through video meetings. Once again, this implied largely uncontrolled settings, such 

as lighting and network connectivity issues that affected the quality of the data collected. 

However, we were able to monitor the changes in the children’s behaviors with repeated 

exposure to our cHRI design and derive some interesting findings about the factors 

affecting their engagement with the robot. 

Upon ending their participation in the study, the parents were also asked to respond to a 

brief, post-study survey (Appendix C) that was meant to collect a high-level understanding 

of the children’s experience in the study. 

5.3.2 Measures 

To address the research question in this work, we evaluated the degree of personalization 

attained by the RL agent for every user, as well as the changes in a child’s engagement 
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behavior with repeated interaction with our robot. We, therefore, obtained the following 

metrics: 

1) General interaction metrics: To identify any trends in behaviors across sessions, we 

compute general descriptive statistics such as the total number of turns, number of turns 

in the leader role, number of turns in the follower role, total number of prompts used,  

number of prompts used in the leader mode, number of prompts used in the follower 

mode, and number of successful turns (i.e. number of turns eliciting a high level of 

physical activity).  

2) Impact of personalization: To assess the difference in child engagement levels in 

consecutive interaction sessions, we compute the changes in the engagement and the 

individual components of the overall engagement metric, which are emotion, attention, 

and physical activity levels. 

3) Degree of personalization: To assess if the RL agent is indeed personalizing a policy 

to a child’s needs, we derive a measure for policy evolution by computing a root mean 

square (RMS) policy distance [235] between two different sessions (l and m) of 

Participant x as: 

 Ὠȟ  
В В ὗ ίȟὥ  ὗ ίȟὥ

ȿὛȿ  ȿὃȿ
 (13) 

where d is the distance between the policies from sessions l and m, s represents a state 

from state space S, and a represents an action from action space A. 

5.3.3 Participants 

The targeted inclusion criteria for this study was the same as in Chapter 4, that is, children 

of ages between 5 to 8 years, who have been diagnosed with ASD and have verbal skills, 
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with English being the primary language spoken at home. Based on our power analysis, we 

established a suitable sample size of 30 for this study, which was determined with 80% 

power for a continuous endpoint, dependent sample study. 

Once again, however, we were unable to recruit participants that met all the inclusion 

conditions and worked instead with the same 3 participants from the Chapter 4 study 

(demographic information can be found in Table 15). Details of their diagnosis and 

behavioral tendencies can be found in Section 4.3.3. Participant 1 and 3 participated in 5 

mixed-role sessions each while Participant 2 participated in 7. Given the size of the study, 

we relied primarily on a qualitative analysis to conduct a preliminary evaluation of our 

system to inform a larger-scale future study. 

 Results  

We evaluated all  the mixed role sessions for all 3 participants to investigate the impact of 

increasing personalization on engaging children and encouraging physical activity. This 

section presents the results of this investigation. 

5.4.1 General Interaction Metrics 

The descriptive metrics from all the sessions are summarized in Table 18. Participant 2 

took part in 7 sessions as opposed to 5 sessions each for Participants 1 and 3. On average, 

the session length for Participant 2 was also longer than that of the other 2 participants, 

with a total of 82 turns as compared to 19 and 15 for Participants 2 and 3 respectively. 

Success rates for Participants 1, 2 and 3 equal 89.47%, 90.24%, and 86.67% respectively, 

where success is defined as reaching the threshold for physical activity. For all 3 

participants, the robot operates in follower role for a majority of their interactions with the 
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follower role turns unanimously exceeding the leader role turns for the 3 participants. 

Additionally, the number of prompts required in the follower role turns also exceed that 

required in the leader role for all 3 participants. Figure 35 illustrates the trends in the 

number of turns and the prompt usage in the two robot roles.  

Table 18. Summary metrics for the three participants from our user study that assesses the impact 

of personalization of robot role transitioning on child engagement (L: Leader, F: Follower, M: 

Mixed). 

Participant 

ID 

Session 

sequence 

Total 

# of 

turns 

Total # of 

successful 

turns 

L role 

turns 

F role 

turns 

Total # 

of 

prompts 

L role 

prompts 

F role 

prompts 

1 1 2 2 0 2 0 0 0 

  2 6 6 3 3 2 0 2 

  3 7 7 3 4 5 3 2 

  4 2 1 1 1 3 0 3 

  5 2 1 0 2 4 0 4 

Total    19 17  7  12   14 3 11 

2 1 19 19 6 13 0 0 0 

  2 17 17 6 11 0 0 0 

  3 8 5 3 5 11 0 11 

  4 17 14 7 10 9 5 4 

  5 3 3 0 3 2 0 2 

  6 15 15 5 10 0 0 0 

  7 3 1 2 1 8 6 2 

Total  82 74 29 53 30 11 19 

3 1 2 2 0 2 0 0 0 

  2 2 2 0 2 0 0 0 

  3 1 1 0 1 0 0 0 

  4 3 2 0 3 2 0 2 

  5 7 6 2 5 4 0 4 

Total  15 13 2 13 6 0 6 
 

5.4.2 Impact of Personalization 

To evaluate the impact of personalization, we assess the changes in our measures across 

the sessions in which each participant took part. Figure 36a shows heatmap of the task 

engagement (i.e. physical activity changes) and Figure 36b shows a heatmap of the overall 

engagement of the 3 participants across their sessions. Notice that Participants 1 and 3 only 
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took part in 5 sessions each, due to which the corresponding S6 and S7 values remain 

empty. As can be seen from the plots, the task engagement levels are mostly at a peak value 

of 1 for all three participants and rarely fall below the 0.5 level. Additionally, the overall 

engagement rarely drops below the halfway mark of 1.5, staying mostly closer to the peak 

value of 3 for all three participants. Moreover, the S7 engagement values in both the plots 

are found to be uncharacteristically low for Participant 2, which is not surprising since this 

session was cut short due to some technical difficulties that kept the robot from displaying 

all the programmed behaviors.  

Figure 37 shows the changes in the observed emotional (engemo), attentional (engatt) and 

task (engtask) engagement across for Participant 2 across the 7 sessions, i.e. 82 interaction 

turns. We only present the data from Participant 2 in this illustration since this is the only 

dataset large enough to identify any trends in engagement states, if any. It is also the only 

case where the human experimenters also observed substantial changes in behaviors over 

the course of the interactions, as discussed in Section 5.5.  

 

a) b) 

Figure 35. Trends showing a) the frequency of occurrence of each robot role and b) the number of 

required prompts in each robot role within the interactions of the three participants. On average, 

the follower role occurs more frequently than the leader role, but also requires more prompting 

than the leader role actions. 
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Figure 36. A heatmap of a) the task engagement (physical activity) and b) the overall engagement 

of the 3 participants across their sessions. The task engagement is generally high for all three 

participants and rarely drops below 0.5. The engagement rarely drops below the halfway mark of 

1.5, staying mostly closer to the peak value of 3 for all three participants. 

a) 

b) 
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Figure 37. The observed emotional engagement (engemo), attentional engagement (engatt), task 

engagement (engtask), and overall engagement (eng) for Participant 2 spanning 82 dance 

interaction turns across their 7 sessions. Each session duration is marked by the dotted vertical 

lines. The state values defined by our model are marked horizontally on each plot in green, blue, 

and yellow. As shown, engemo frequently becomes negative, engatt shows mostly fully -engaged or 

semi-engaged states, but engtask remains consistently high, showing high levels of physical activity 

throughout the sessions. The overall eng plot is a combination of the three components engemo, 

engatt, and engtask. 
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The sessions are demarcated by the vertical gray lines. A majority of the engemo states are 

positive but a significant number of detected states remain negative through all the sessions. 

engatt states remain mainly fully-engaged or semi-engaged with only a 3 instances of 

unengaged states, 2 of which occur towards the end of the last session where techmical 

difficulties occurred. Similarly, engtask also remains predominantly high, with some 

instances of low physical activity scattered between the 3rd and the 5th sessions.  

Repeated Measures ANOVA To examine the effect of repeated interactions (hence, 

increased personalization) on child engagement, we performed a Repeated Measures 

ANOVA (  θ = 0.05) test on the average emotion, average attention, and average task 

engagement measures obtained from the 3 participants across their interaction sessions. 

We found no statistically significant effect in all three cases with p-values of 0.8291, 

0.3451, and 0.1828 for emotion, attention, and task engagement respectively, as shown in 

Table 19. Here, the F-value refers to the F-statistic, Num DF is the number of degrees of 

freedom in the model, Den DF is the number of degrees of freedom associated with the 

model errors, and Pr > F is the p-value associated with the F statistic.  

 

Table 19. Results from the Repeated Measures ANOVA test on the engagement data collected from 

the three participants from our user study that assesses the impact of personalization of robot role 

transitioning on child engagement. No statistically significant difference was found in any case. 

Engagement component F-Value Num DF Den DF Pr > F 

engemo 0.3621  4.0000 8.0000 0.8291 

engatt 1.3075  4.0000 8.0000 0.3451 

engtask 2.0305  4.0000 8.0000 0.1828 
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5.4.3 Degree of Personalization 

We compared the policy outcome of each session to the initial policy, Q0, in order to get 

an insight into how the policy was evolving with repeated interactions through all the 

sessions. We did this for all 3 participants by computing the RMS distance between the 

policy from every session to Q0, as in equation 13. The results are illustrated in Figure 38. 

The distance generally increases as the sessions increase indicating that the policy did 

indeed evolve over time for participants 1 and 2, but not for Participant 3. The policies for 

all 3 participants do not to converge by the end of their last sessions. 

 Discussion 

This section presents an interpretation of the results shown in Section 5.4, explaining the 

identified trends and evaluating the implemented personalization strategy. It also discusses 

these findings in light of the qualitative observations made by the human experimenters. 

Figure 38. Normalized distances between the original policy, Q0, and the policy output after 

every session for the three participants. The distance shows a generally increasing trend as the 

sessions increase indicating a policy evolution as more data is collected. 
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General Interaction Metrics These findings can be explained in light of the behavioral 

tendencies of the 3 participants, as reported by their parents.  As mentioned in Chapter 4, 

Participant 2 was the only one of the 3 participants that thoroughly enjoyed listening to 

music and dancing, while Participant 2 and 3 was reported to have no fondness for these 

activities. This is obvious in the number of the interactions they participated in, as well as 

the lengths of their sessions. The success rates of the sessions for all 3 participants indicate 

high levels of physical activity, with all the participants reaching the physical activity 

threshold over 85% of the times during their sessions. This indicates that our interaction 

design can indeed be effective in encouraging physical activity in children. 

The larger frequency of occurrence of follower role compared to leader role speaks to the 

need for the RL agent to explore the action space more than it did, but further context is 

also necessary. Firstly, the RL agent requires a larger set of data points to effectively adapt 

to the changes in user behavior. Participants 1 and 3 did not continue participation for long 

enough to generate a large enough dataset for the learning to occur, with several sessions 

lasting only 2 turns and all their sessions lasting less than 10 turns each. Secondly, a 

majority of these turns were successful, i.e. they yielded task engagement, meaning that 

the reward given to the agent was high enough for it to continue exploitation. In fact, this 

also points to the effectiveness of the follower role design in eliciting high activity levels. 

Based on the qualitative observations from the human experimenters, however, there was 

frequently a need for the RL agent to switch roles where it failed to do so. This can be 

attributed, in addition, to the need for our engagement model to capture “true” engagement 

states. We evaluate engagement based on facial expressions, gaze focus and physical 

activity levels only, while qualitative observations of the human experimenters 
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unanimously detected decreases in engagement based on body language, changes in vocal 

expressions, and even facial expressions that could not effectively be captured through our 

model. 

The higher usage of prompts in the follower role can be attributed largely to the nature of 

the follower role design and its dependency on the behavioral observations collected 

through the video stream in the virtual data collection framework that was highly 

susceptible to network connectivity-related problems (explained in detail in Section 4.5). 

Hence, it comes as no surprise that the leader role dances were more appealing and elicited 

a natural response due to their independence on behavioral data capture, as well as the use 

of familiar songs, thereby, requiring fewer prompts for all 3 participants. 

Additionally, the responses from the post-study survey are encouraging (Appendix C). The 

parental reports suggest that the network issues caused frequent audio/video cutoffs, which 

had a large impact on the user experience. Though not captured in the survey responses, 

another related problem was that the video speed at the user’s end appeared much slower 

than on the experimenter’s end, displaying only a few frames per second, which made the 

robot movements seem too slow to show the full extent of the dances. This was caused by 

bandwidth constraints within the video conferences application. In general, however, the 

survey responses show that the parents observed an improvement in the children’s comfort 

level, enjoyment, and overall engagement with continued participation in the study. 

Impact of Personalization From Figure 36, the engagement of the participants across their 

sessions show that our dance interaction can sustain a high level of task engagement and 

overall engagement beyond the first few sessions as well, after the novelty of the robot 

wears off. This may be attributed to the number and selection of songs in our library that 
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enable the robot to dance to 15 different songs. As we know, Participants 1 and 3 were not 

very fond of music or dancing. This may explain the slight decrease in task engagement 

and overall engagement across the sessions for Participant 1, but it must be noted that both 

engagement levels still remain within the higher end of the scale. This was supported by 

the human observations as well which reported an increase in comfort level during the 

interaction: Participant 1 always looked for his chair to take a seat after every turn in the 

initial session, but this tendency to sit between turns was seen to decrease as the sessions 

increased. For Participant 2, the slight drop in task engagement in sessions 3 and 4 may 

also be explained by the technical difficulties that disrupted the flow of the interaction, 

compromising our sensing techniques that depended heavily on an uninterrupted video 

stream. For Participant 2, the uncharacteristically low engagement values for S7 in both 

plots are a reflection of the technical issues that occurred in that session, which caused the 

session to be abruptly terminated. 

In Figure 37, the changes in engagement for Participant 2 show no clear increasing or 

decreasing trends. This can partially be explained by the enthusiasm of Participant 2 for 

music and dancing, which was sustained throughout the sessions. The frequency of the 

negative emotional states can be attributed, in part, to the quality of the image data, taken 

from screengrabs of the video meeting application window, that is used to analyze the facial 

expressions. Network connectivity problems only added to the image quality issues. Based 

on the observations from the human experimenters, the participant did not display many 

expressions that could be considered to be negative. She was primarily either smiling or 

presented a neutral expression. Physical activity levels shown in the plot are in agreement 

with the human observations, showing mainly high activity states. Behaviors such as 
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standing too close to the screen to closely observe the robot dances or running out of the 

camera view were frequently observed and can help to explain the low activity states. 

Additionally, the robot dances were often slow relative to the upbeat songs in the leader 

role (and often appeared even slower to the participant due to the low frame processing 

rates for the video meeting application), which can explain the low activity levels in cases 

when the child attempted to synchronize their movements with those of the robot. The 

overall engagement level also remains mostly above 1.5, indicating that the engagement 

state remained predominantly high throughout the sessions. 

It must also be noted that there are only 2 sessions out of the 7 that are uncharacteristically 

short, each 3 turns long. Of these, the first was interrupted by network connectivity 

problems and the second was disrupted by some technical issues in successfully running 

the virtual session. 

The RM-ANOVA results support the observations from the human experimenters, who 

observed no significant changes in engagement behaviors for Participants 1 and 3. The 

robot behavior in the follower role was difficult to interpret in the virtual study for all the 

reasons detailed in Section 4.5. With Participant 2, however, several interesting findings 

were made. Given, in particular, the participant’s hearing impairment and the severity of 

her ASD symptoms, it was fascinating to see the very first signs (starting in the 4th session) 

that she was beginning to understand the follower role as well as her own role in controlling 

the robot. Figure 39a shows different instances of the participant moving to the wall, with 

her back facing the camera, repeatedly trying the same pose, probably to test if she could 

either make the robot imitate the same pose or trigger the same musical pattern. In the 6th 

session, we also saw further evidence of the participant’s understanding of the follower 
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role, whereby she moved to a pose, held it for a few seconds (waiting for the robot to strike 

the same pose), then slowly moved to a different pose, all the while keeping an eye on the 

robot to see if it followed. It is important to note that these movements were in stark contrast 

to the participant’s typical hand-flapping dances that we frequently observed during all her 

sessions. These movements were slower, more controlled, and goal-oriented, which were 

unseen in all previous interactions between this participant and the robot. This new, 

emerging understanding was noted by the parent during the session as well, who 

commented on how their child was enjoying themselves more than usual during their 

session that day. It also points to the feasibility of the follower role design in encouraging 

ŀύ 

ōύ 

Figure 39. Scenes depicting the evidence that Participant 2 started developing an understanding 

of the follower role functionality, showing the participant a) attempting to trigger the same musical 

pattern on three different occasions, and b) trying to make the robot mimic their pose. 
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movement exploration and initiative-taking in children. These scenes are captured in 

Figure 39b as well. 

Qualitative observations of the other 2 participants reported imitations of the robot dances 

during leader mode and especially during the celebratory dances at the end of a successful 

turn. Responses to follower mode remained relatively low in comparison, which we 

attribute to a lack of understanding of the follower role functionality. 

Degree of Personalization The results of policy evolution assessment are not surprising 

given that there are 36 state-action pairs in our model, many of which remain either 

unvisited or rarely visited in this preliminary study that yielded a very small dataset. This 

can explain the dips in the policy distances in Figure 38 and the inability to converge over 

the course of the study, and also points to the need for a large-scale study to accurately 

assess the evolution and adaptability of the action-selection policy from the RL agent. 

Participant 3, in particular, presented unpredictable and abrupt responses to both robot 

behaviors, generally showing low engagement, which is reflected in the slow decreasing 

trend in their normalized distance plot in Figure 38. 

 

On the whole, our findings emphasize the need and potential for personalization in robot-

assisted interactions, but also point to a need to conduct large-scale studies for an RL-based 

approach to become feasible. This means that the robot behaviors in the later sessions will 

be personalized to a much larger degree compared to the preliminary sessions where the 

personalization may be hardly noticeable. Given our very small action space in the current 

model, a simpler approach that does not utilize RL may even have sufficed, at least initially. 

For example, a random policy may also have made the same impression on the participants 
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as the personalized ones. However, it must also be noted that as the number of sessions 

increase, i.e. training dataset enlarges, a personalized policy becomes not only more 

feasible but also more effective. For example, if a user responds initially to the novelty of 

the robot behaviors but in time develops preferences such that they respond more positively 

to the music-driven leader role actions than the movement-driven follower role actions, a 

personalized policy will frequent the preferred actions more than others. On the other hand, 

a random policy will remain random independent of the evolving behavioral responses of 

the user. 

Based on the lessons learnt from this work, we have made several modifications to our RL 

agent. We pivoted to the Boltzmann policy rather than a ᷾-greedy policy, which is known 

to improve exploration of the action space. Preliminary tests show significant 

improvements to the responsiveness of the RL agent under the Boltzmann policy. We will 

be utilizing the new agent as a part of our future work to further evaluate this system. 

In the future, we may also look to reformulate our RL model to expand the action space to 

fully leverage the benefits offered by reinforcement learning. One way to achieve this may 

be to personalize more than just the robot role selection through RL. For example, we could 

also personalize the prompting such that the prompt preferences are also learnt, and then 

used more frequently than others, rather than strictly following the prompt hierarchy. We 

could also look to adapt the threshold for physical activity that is currently a fixed, 

predetermined value that does not change for different types of users. This would enable 

us to exploit the power of our RL agent to a larger extent and also offer a higher degree of 

adaptability in the robot behaviors. A nested RL framework may also be explored in such 

a design. We also believe that conducting this study in person will help to fully leverage 
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the benefits of a robot-assisted interaction, elicit higher social engagement, and help in 

building a better understanding of the two different robot roles. 

Another direction for the future could also involve an additional layer to the MII design. 

Currently, our PeRT system determines when the robot switches from one role to another, 

essentially allocating the designated role (one not taken by the robot) to the child. We could 

consider an alternative design where the robot and child work in collaboration on a shared 

task where the child also has the ability to request a certain role. This could open up another 

paradigm of child-robot interaction, offering the child an opportunity to self-evaluate and 

initiate interactions, hence improving engagement. 

 Summary 

In this chapter, we implemented a Mixed Initiative Interaction that personalizes our cHRI 

design through our Personalized Role Transitioning model. For every child, we tracked the 

facial expressions, attention and task engagement behaviors to define their overall 

engagement in the interaction with the robot. To achieve personalized interactions, we 

formulated this scenario as a reinforcement learning problem by defining an action space 

for the robot, a state space for the child, and a reward function, which reinforces robot 

actions that receive a high engagement from the child and penalizes those that receive low 

engagement. We then trained an RL agent in simulation to evaluate its effectiveness before 

testing it in the real world. We conducted an exploratory user study to assess the impact of 

increased personalization on child engagement and found no statistically significant effect. 

This was expected, given the small size of the study, but preliminary qualitative findings 

are encouraging, nonetheless. 
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These observations identified positive changes in a participant’s understanding of the robot 

actions over time, which was a challenge given the virtual nature of the study. A child was 

found to repeatedly explore her role in making the robot acquire a certain pose and trigger 

a specific musical pattern within the follower role, which remained the less popular of the 

two roles in the study on the whole. This understanding evolved over time, which points to 

the ability of our interaction design in maintaining child engagement and to the ability of 

the follower role design to help children explore their movements. 

In the next chapter, we expand on the common themes and the challenges highlighted 

throughout this work and situate our findings in relation to the grand challenges that are 

yet to be addressed in the field of assistive robotics for ASD. 
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Chapter 6 

Conclusions and Future Directions 

This dissertation presents a body of work that seeks to understanding how to effectively 

use assistive robots to design child-robot interactions that can encourage physical activity 

and promote social engagement in children with ASD. We conducted several user studies 

to evaluate some salient aspects of this application, including the design of a social 

engagement model, the effect of multiple robot roles within a dance interaction, and the 

impact of personalization of robot role transitioning on physical activity and social 

engagement. In doing so, we created a child-robot interaction design that implements 

techniques used in ASD therapy, such as prompting, reinforcement, and time delay, as well 

as a social engagement model to monitor a child’s behavioral responses. We also created 

two unique paradigms of robot dance behaviors, an architecture to choreograph robot 

dances, and a music-synthesis platform that coordinates musical output with full body 

movements. Lastly, we also developed our PeRT model to adapt the transitions in robot 

roles so as to personalize the interaction to the child’s behavioral responses. The work 

presented in Chapters 3, 4, and 5 informs the design of a robot-assisted dance-based 

intervention for children with ASD and contributes to a broader understanding of the role 

of personalization in cHRI.  

In this chapter, we present a set of design guidelines for building effective dance-based 

interactions with an assistive robot for children with ASD. We also consider the grand 

challenges that confront this field and outline some recommendations for the future of this 

work. 
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 Design Considerations 

Through the user studies conducted as a part of this work, we gathered insight into 

designing effective dance-based interventions for ASD. These insights serve as evidence 

for the following design guidelines: 

1. An in-person interaction with a physical robot has a greater chance for success than 

a virtual interaction with a simulated robot. Being in the presence of the robot and 

being able to touch and interact with it in person contribute greatly to the 

understanding of its various behaviors as well. 

2. In a virtual setting, music may be a greater driving force than movement in terms 

of motivating physical activity in children. However, movement still has an 

important role to play, but may be more effective in an in-person interaction setting. 

3. The choice of music is important. Children showed higher engagement when the 

robot danced to a song they already knew- they smiled more, danced with more 

energy, and even sang the lyrics along. 

4. Robot dances must contain meaningful movement to be truly effective. While 

random dance steps still have merit, until a robot can produce meaningful 

movements- such as touching or pointing to the right body part during “Head, 

shoulders, knees and toes”- the potential of dance therapy through a robot cannot 

be fully exploited. Additionally, the music and movements must be in sync with 

each other because even short lags can be very noticeable and confusing for the 

children. 

5. Reinforcements have a very important role in an intervention for children, 

especially those with ASD. These are very effective in emphasizing the positive 
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behaviors and discouraging the less desirable behaviors. Their effectiveness can be 

enhanced if accompanied with meaningful gestures, speech, and background music 

etc. 

6. The jokes that we used as a part of our prompt hierarchy are not the most effective 

type of stimulation for those children with ASD who also experience speech and 

language difficulties. While TD children and children with ASD who have more 

advanced language skills may be in a better position to appreciate those prompts, 

the participants in our study were not a suitable audience for these jokes. Instead, a 

more suitable alternative in this case may be the design of animal imitations where 

the robot enacts animal gestures and sounds to provide some entertainment and a 

break from the task at hand. 

7. Al lowing the child to “feel in control” is important in enabling them to commit and 

be mentally present during the interaction. By asking for their permission to 

continue after every turn, we can ensure that the child is ready for more, is not 

overwhelmed, and actually wants to be a part of the activity. 

8. Real-time interactivity is key. The robot must be able to sense changes in behaviors 

and respond to them appropriately and in a timely manner. This makes the robot 

more persuasive in eliciting the target behaviors and enables it to be seen as an 

intelligent social entity. 

9. Robot behaviors are more convincing if they are autonomous or at least “appear” 

to be autonomous. Once again, this is linked to its ability to elicit the target 

behavioral responses in children and its appearance as an independent, intelligent 

social agent. 
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10. Capturing an accurate estimate of social engagement through non-invasive, video-

based methods alone is a tremendous challenge, especially when accompanied by 

the need for real-time processing of engagement data to generate responsive robot 

behaviors. For example, if a child’s engagement with the robot decreases, leading 

to them running around the room without engaging with the robot, their movements 

will still be interpreted by our model as high task engagement. Therefore, 

contextualizing the detected behaviors is important in acquiring an accurate child 

engagement state that remains a considerable challenge. 

 Future Directions  

Based on the insights gathered from the user studies described in this work, we identify in 

this section various directions for future work to improve upon the existing framework. 

6.2.1 Synthesizing Meaningful Dance Movement  

In terms of achieving an effective execution of robot-assisted dance therapy, meaningful 

dance movement is an avenue for immediate impact. In our user studies in Chapters 4 and 

5, we encountered several instances where the children expected the robot to perform the 

original choreography associated with the videos of the children’s songs. For example, in 

the “Hokey Pokey” song, the children expected that the robot’s movements would follow 

the lyrics “Now put your right foot in, your right foot out, right foot in, then you shake it 

all about”, and experienced momentary confusion when the robot did not comply. Though 

it did not always disrupt their activity levels, it is clear that meaningful movements would 

be far more effective in engaging the children and may even cause improvements in 

physical activity. 
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This could entail the use a larger training dataset to train the LSTM network (described in 

Section 4.2.4), and the use of more sophisticated audio processing techniques to achieve 

cleaner audio feature extraction and even beat matching the dance steps. That being said, 

similar impact could be achieved through manual choreography design, but the 

cumbersome and time-consuming nature of the task, when applied to a large song database, 

is a challenge in itself. 

It must also be noted that mechanical limitations imposed by the robot bodies is a large 

obstacle in the execution of dances at a pace that matches that of human dance movement. 

Hence, even if a network-generated dance output closely resembles the original 

choreography and contains meaningful movement, realizing the constituent poses on a 

physical robot may still not be fully effective. This is because 1) it will be difficult for the 

robot to execute the movements in pace with the music, and 2) well-balanced lower-body 

movements for a bi-pedal robot can be very tricky to achieve. Therefore, finding creative 

ways to design and execute natural and meaningful choreographies is an interesting line of 

work for the future. 

6.2.2 Comprehensive Engagement Modeling  

Obtaining an accurate measurement of social engagement can be a notoriously difficult 

task. Firstly, it can be a highly subjective measure, depending heavily on the nature of the 

task for which the measurement is being made. For example, engagement in a card-based 

memory game may involve tracking the length and accuracy of a card sequence, whereas 

for a math-based learning task, it may be important to incorporate the choice of the solution 

method and the accuracy of the final answer. Therefore, it becomes crucial to identify the 

goal of the activity when designing an engagement model for a task. 
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Secondly, the identification and measurement of affect is an entire field of research in itself. 

Deriving a comprehensive and accurate assessment of affect is an incredible challenge, one 

that is further complicated when the target users belong to a population that may not always 

follow the typical forms of emotional expression. For our engagement model used in 

Chapters 4 and 5, we were restricted by our need to collect all the engagement data through 

computer vision-based approaches since our data collection process was entirely virtual. 

This forced us to compromise on a deeper understanding of engagement by preventing the 

use of additional modalities of affect expression. Physiological signals can provide an 

insight into the internal state of a user but depend on obtrusive physical sensors that must 

be worn during the interaction, which was not feasible for our study. Vocal affect is another 

modality that carries significant merit, enabling an assessment of affect expressed not only 

through semantics but also through certain properties of the voice, including pitch and 

loudness [236]. Once again, this was not a good fit for our virtual data collection approach, 

given that audio data would not only be highly susceptible to interruptions due to the 

network connectivity problems, but would also add to the complexity of our real-time 

engagement evaluation methodology. Moreover, when working with non-verbal children 

with ASD, the addition of this modality may not have offered a significant improvement 

on our current model. 

However, in the future when in-person studies become feasible, designing a more 

comprehensive engagement model could be an important step towards improving the 

responsiveness and, hence, the personalization performance of the existing system. 
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6.2.3 Robots as Convincing Social Agents 

This direction of future work is closely tied to the previous two in that both meaningful 

dance movements and accurate engagement recognition contribute to the ability of a robot 

to appear as a more convincing social agent. However, additional layers of robot behavior 

design can be included to make the robot behaviors more persuasive, hence making the 

robot goals more attainable. 

The display of novel behaviors is one way to improve the likelihood of the robots being 

viewed as “intelligent” entities. Many prior robot-based ASD interventions have been 

restricted by the limited set of behaviors the robot can exhibit, which very quickly makes 

it uninteresting for the children and, therefore, unconvincing in the task at hand. In our user 

studies, there were frequent instances of the children expecting to see behaviors from the 

robot that it was not capable of showing. In the work done in Chapter 3, children repeatedly 

waved at the robots and initiated conversations with them, hoping for a response from the 

robot. However, those robots were only capable of pre-programmed speech, thereby 

preventing us from fully utilizing those opportunities for engagement.  

It would be interesting to explore the incorporation of natural language processing (NLP) 

capabilities into our system, which would allow the robot to be a more persuasive 

conversational agent and improve the naturalness of the child-robot interaction. It could 

also open additional venues of research, such as the ability to conduct empathetic dialog 

and its impact on children’s trust in the robot. Moreover, it could even present opportunities 

for the robot to persuade the child to refocus their attention through conversation whenever 

their engagement is found to be faltering.  
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Moreover, the inclusion of features such as facial recognition can add another layer of 

personalization that is independent of human input. This may be executed by addressing 

the child by their names (based on the recognition) and through the use of personalized 

behaviors, such as greetings and goodbyes. 

 Grand Challenges 

In this section, we consider the challenges facing the enormous task of designing effective 

robot-assisted interventions for ASD. This is a highly cross-disciplinary pursuit involving 

a mix of research fields, such as human-robot interaction, affect recognition, personalized 

machine learning, computer vision, and psychology. 

Human Robot Interaction has been an emerging field of research over the past two decades 

of which ASD interventions is a small but significant part. Research in the field began with 

robot systems that were heavily dependent on human input and manual control but have 

since advanced towards autonomous systems that are now becoming increasingly 

personalized as well. However, most of these systems are tested in highly-controlled 

laboratory settings, where interaction scenarios are manufactured and cannot fully replicate 

the real world. Recent efforts have focused on “in the wild” designs [237], where robot 

systems are deployed in real world settings to enable a natural interaction between a child 

and the robot. However, collecting high-quality interaction datasets with minimal human 

intervention is indeed very difficult. This was a major challenge in our work as well, where 

we conducted our studies in the children’s home environments to enable an authentic 

experience but had to compromise on the quality of the collected data. 
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It is crucial, however, to move towards real world deployment of ASD intervention robot 

systems to truly validate their effectiveness. It must not be forgotten that the goal of 

employing socially assistive robots in designing ASD interventions is not to replace the 

human therapist, but rather to leverage the benefits offered by the robots to improve the 

children’s relationships with other humans. In doing so, we hope to move closer to the goal 

of improving their quality of life. A true validation of the effectiveness of any ASD 

intervention cannot be made with a one-time interaction study. Only studies that are 

rigorous and longitudinal in nature can make a realistic assessment of the impact of an 

intervention. Depending on the goal, this could imply that the study monitors the progress 

its participants over weeks, months, or even years in order to study the long-term impact 

on behavioral changes, human relationships, independent living skills, speech and 

language skills, educational performance etc. Large-scale recruitment and long-term 

participation are difficult targets for studies involving children with ASD, especially given 

their unique needs and the social and financial problems in which their families often find 

themselves. 

 Summary 

This dissertation presents findings from our work on building effective child-robot 

interaction designs for ASD interventions involving music an dance therapy. It explores 

several techniques to sustain engagement and promote physical activity by utilizing two 

different robot behavior paradigms that encourage children to explore their body 

movements and practice important social behaviors. In this Chapter, we present some 

evidence-based design guidelines for effective dance interaction design with a robot. To 

further advance our knowledge of effective cHRI design, we also highlight several 
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directions for future work informed by the insights derived from our user studies. Lastly, 

we ground our work in the context of the grand challenges that confront this field of 

research. 
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Appendix A 

Video Library for Sequence-to-Sequence Network Training 

 Name URL Screengrab 

1 I’ve been working on 

the railroad 

https://www.youtube.com/watch?v=

M_UeZnJ-uJU 

 

 
2 Despicable me https://www.youtube.com/watch?v=J

f_dEcgeJWo 

 
3 Who let the dogs out https://www.youtube.com/watch?v=q

AFzBJ3H3oc 

 
4 The freeze game https://www.youtube.com/watch?v=0

ebf3dGGdFg 

 
5 Happy birthday https://www.youtube.com/watch?v=4

FQKh3hMeqM 

 

 
6 Happy and you know 

it 

https://www.youtube.com/watch?v=n

3vAAfVswzc 

 
7 Itsy bitsy spider https://www.youtube.com/watch?v=t

HOMIy0VCoY 

 

 
8 Old MacDonald had a 

farm 

https://www.youtube.com/watch?v=n

BIjRY3ad_U 

 

 

https://www.youtube.com/watch?v=M_UeZnJ-uJU
https://www.youtube.com/watch?v=M_UeZnJ-uJU
https://www.youtube.com/watch?v=Jf_dEcgeJWo
https://www.youtube.com/watch?v=Jf_dEcgeJWo
https://www.youtube.com/watch?v=qAFzBJ3H3oc
https://www.youtube.com/watch?v=qAFzBJ3H3oc
https://www.youtube.com/watch?v=0ebf3dGGdFg
https://www.youtube.com/watch?v=0ebf3dGGdFg
https://www.youtube.com/watch?v=4FQKh3hMeqM
https://www.youtube.com/watch?v=4FQKh3hMeqM
https://www.youtube.com/watch?v=n3vAAfVswzc
https://www.youtube.com/watch?v=n3vAAfVswzc
https://www.youtube.com/watch?v=tHOMIy0VCoY
https://www.youtube.com/watch?v=tHOMIy0VCoY
https://www.youtube.com/watch?v=nBIjRY3ad_U
https://www.youtube.com/watch?v=nBIjRY3ad_U
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9 Bingo https://www.youtube.com/watch?v=

WfgEOcO5Lxo 

 

 
10 Wheels on the bus https://www.youtube.com/watch?v=

CngrPOrFgcI 

 

 
11 Hokey pokey https://www.youtube.com/watch?v=d

6d6Avbpjf8 

 

 
12 Tooty-ta https://www.youtube.com/watch?v=d

AXz913BPlM 

 

 
13 I am a gummy bear https://www.youtube.com/watch?v=

mYLhX6aJ32o 

 
14 ABC https://www.youtube.com/watch?v=6

AXyl5A0PP4 

 

 
15 The penguin dance https://www.youtube.com/watch?v=c

3c3UTYNZ6Q 

 

 

https://www.youtube.com/watch?v=WfgEOcO5Lxo
https://www.youtube.com/watch?v=WfgEOcO5Lxo
https://www.youtube.com/watch?v=CngrPOrFgcI
https://www.youtube.com/watch?v=CngrPOrFgcI
https://www.youtube.com/watch?v=d6d6Avbpjf8
https://www.youtube.com/watch?v=d6d6Avbpjf8
https://www.youtube.com/watch?v=dAXz913BPlM
https://www.youtube.com/watch?v=dAXz913BPlM
https://www.youtube.com/watch?v=mYLhX6aJ32o
https://www.youtube.com/watch?v=mYLhX6aJ32o
https://www.youtube.com/watch?v=6AXyl5A0PP4
https://www.youtube.com/watch?v=6AXyl5A0PP4
https://www.youtube.com/watch?v=c3c3UTYNZ6Q
https://www.youtube.com/watch?v=c3c3UTYNZ6Q
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Appendix B 

Participant Symptom Checklist for Robot-Assisted Dance 

Interaction Studies 

Participant 1 
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Participant 2 
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Participant 3 
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Appendix C 

Post-Study Parental Survey for Robot-Assisted Dance 

Interaction Studies 

Participant 1 
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Participant 2 
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