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Abstract

Bayesian Robustness in Finite Population Testing

We review results that establish conditions under which �nite population inferences

do not depend on population size, and conditions under which �nite and corresponding

in�nite population inferences are the same. We use these results to develop Bayesian tests

of hypotheses about multiple populations, and within a population, that are robust to

population size.
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Chapter 1: Introduction and Background

1.1 Finite and in�nite populations

The primary focus of this dissertation is inference regarding �nite populations based on

simple random samples drawn without replacement (SRSWORs). The situation of interest

is as follows. There is a population of size N , partitioned into K categories, with J =

(J1, . . . , JK)′ the counts in the categories. A SRSWOR is drawn with Y = (Y1, ..., YK)′

the counts in the sample. Then Y conditional on J has a hypergeometric distribution. By

contrast, for a so-called in�nite population, there is no di�erence between sampling with

and without replacement, and the population is characterized by the probabilities of the

categories. A sample, conditional on the probabilities, has a multinomial distribution.

1.2 Hypothesis tests for �nite populations

We are primarily interested in two kinds of inference in �nite populations. One is to test

whether two populations, partitioned into the same K categories, are in a sense equivalent.

For in�nite populations, there is a natural hypothesis of equivalence, which is to test whether

the population probabilities are the same. The situation is less clear for �nite populations,

especially when the populations are of di�erent sizes.

The second kind of test of interest is about the properties of a single population. For

in�nite populations, such hypotheses can be framed in terms of population probabilities.

For �nite populations, one could test whether the vector of population counts is the same

as a chosen value. But ideally, one would like tests that apply for di�erent population sizes

� for example if the population size is not known with certainty.

In this dissertation, we will develop Bayesian hypothesis tests that apply to �nite categor-

ical populations of di�erent sizes, and in fact apply equally to in�nite and �nite categorical

populations. We are also interested in the robustness or sensitivity of these Bayesian tests

to population size, and to choices of prior distributions.

The methods we apply here would be useful in situations where the di�erence between

SRSWORs and simple random samples is not negligible. The methods should be particularly
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useful when the primary interest is not the actual counts in a categorical population, but

about relative distributions, analogous to population probabilities in in�nite populations.

The tests we develop use Bayes factors. In the next section we present background on

Bayes factors. After that, we preview the chapters to follow.

1.3 Bayesian testing and Bayes factors

Bayes factors (see, e.g., [15]) are used in the Bayesian context to test hypotheses in a way

that resembles frequentist hypothesis testing. The use of Bayes factors is a compromise

between a strict Bayesian approach and aspects of frequentist inference.

Suppose thatMa andMb are competing models, or parametric families of distributions,

indexed by unknown parameters θa ∈ Θa and θb ∈ Θb. Suppose also that observed data, y,

are assumed to to have arisen under one ofMa,Mb, and we want to test the hypothesis, Hb,

thatMb is true against the hypothesis, Ha, thatMa is true. We assume the parameters θa

under Ha, and θb under Hb, have prior distributions πa and πb respectively. The marginal

distribution of y given hypothesis Hi for i = a, b is

f(y |Hi) =

∫
Θi

f(y |Hi, θi)dπi(θi) .

Let Pr(Ha) and Pr(Hb) be the prior probabilities of Ha and Hb. Then the posterior proba-

bility of Hb is given by

Pr(Hb | y) =
Pr(Hb)f(y |Hb)

Pr(Hb)f(y |Hb) + Pr(Ha)f(y |Ha)
.

Then

Pr(Hb | y)

Pr(Ha | y)
=

Pr(Hb)f(y |Hb)

Pr(Ha)f(y |Ha)
. (1.1)
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The Bayes factor in favor of Hb against Ha is de�ned as

BFba =
Pr(Hb | y)/Pr(Ha | y)

Pr(Hb)/Pr(Ha)
(1.2)

=
f(y |Hb)

f(y |Ha)
=

∫
Θb
f(y |Hb, θb)dπb(θb)∫

Θa
f(y |Ha, θa)dπa(θa)

(1.3)

Because Pr(Ha) = 1−Pr(Hb), the term on the left in (1.1) is the posterior odds in favor of

Hb, and BFba in (1.2) is the ratio of posterior odds in favor of Hb to the prior odds in favor

of Hb. The Bayes factor can be viewed as a measure of the support the data give to Hb, in

that it is the factor by which the odds are increased or decreased upon observation of the

data.

The numerator in (1.3) can be thought of as a marginal distribution of y, or a marginal

likelihood ofMb. It can also be thought of as the (prior) predictive distribution of y, that

is, the distribution under Mb of y, prior to observing y. In that sense, BFba re�ects how

wellMb predicts the data compared withMa. Note also from (1.3) that the Bayes factor

does not depend on the prior probabilities assigned to the hypotheses.

1.3.1 Interpreting Bayes factors

A Bayes factor is a measure of support data give to one hypothesis relative to another. Kass

and Raftery [15] suggest an interpretation of the degree of support in favor of a hypothesis

that a given Bayes factor represents. Their recommendation is a modi�cation of one given

by Je�reys [13]. We repeat Kass and Raftery's recommendation in Table 1.1 below, in terms

of the Bayes factors and their natural logs.

BFba log(BFba) Evidence against Ha

1 to 3 0 to 1 Not worth more than a bare mention
3 to 20 1 to 3 Positive
20 to 150 3 to 5 Strong
> 150 > 5 Very strong

Table 1.1:
Recommended interpretation of the Bayes factor,
BFba, of Hb with respect Ha (Kass and Raftery [15]).

We use these suggestions in interpreting Bayes factor in later chapters.
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1.3.2 Bayes factors and other methods of testing or model selection

In this section, we note some relationships between Bayes factors and other methods of

hypothesis testing or of model selection.

Posterior probabilities.

Bayes factors can be related to posterior probabilities. If the prior probabilities of Ha and

Hb are each
1
2 then BFba is the posterior odds in favor of Hb, and then Pr(Hb | y) =

B

1 +B
.

Likelihood ratios.

The Bayes factor is related to the frequentists' likelihood ratio statistic. Suppose that it is

assumed that the data, y, are from distribution f(y | θ), and that the null hypothesis H0 is

that θ ∈ Θ0, and the alternative hypothesis is that θ ∈ ΘC
0 . Then the likelihood ratio test

statistic is

supθ∈Θ0
f(y | θ)

supθ∈ΘC
0
f(y | θ)

.

Thus, the likelihood ratio test statistic is like a Bayes factor, except that in the likelihood

ratio test, the likelihoods are evaluated at the maximum likelihood estimates of the param-

eters, while in the Bayes factor, the likelihood is averaged over the prior distribution of the

parameters under the two hypotheses.

Berger and Sellke [5] note that in the case of a point null hypothesis, θ = θ0, against a

composite alternative, θ 6= θ0, the likelihood ratio

f(y | θ0)

supθ∈ΘC
0
f(y | θ)

is a lower bound, over the class of all prior distributions of θ under the alternative, of the

Bayes factor in favor of the null hypothesis.

P -values.

Many authors have related Bayes factors to frequentist p-values. A p-value is the probability,

under a null hypothesis, of obtaining data (in the form of a test statistic) at least as �extreme�

4



as the observed data. Typically, a p-value less than some α is equivalent to rejecting the

null hypothesis in a hypothesis test of level α.

The work relating Bayes factors and p-values is often meant as a criticism of p-values as

measures of evidence against a null hypothesis. These authors show two things. First, that

p-values and Bayes factors or posterior probabilities are not necessarily close. Second, that

the relation between p-values and Bayes factors or posterior probabilities changes as sample

sizes change.

The latter point is illustrated by Lindley's paradox (see, for example, Lindley [19] and

Shafer [20]). Lindley's paradox can be illustrated as follows. Suppose xi
iid∼ N (θ, σ2), i =

1, . . . , n, with σ2 known. Consider the testing situation in which the null hypothesis is

H0 : θ = θ0, and the alternative is H1 : θ 6= θ0. Suppose the prior probability of H0 is some

c > 0. Suppose also that the prior distribution on θ under H1 is uniform on some interval

containing θ0. Now, hold the p-value �xed, and let the sample size, n, increase. Then, as

n→∞, the posterior probability of H0 goes to one (and hence the Bayes factor in favor of

H0 goes to in�nity). Note also that holding the p-value �xed at a value smaller than some

α implies that under the standard hypothesis test, the null hypothesis would be rejected

for all these sample sizes. The �paradox� is that the null hypothesis is rejected for all these

sample sizes, yet the probability in favor of the null hypothesis goes to one.

Good in [11] and [12] considers a multinomial testing situation in which the null hy-

pothesis is the hypothesis of equiprobability, p = (1/d, 1/d, . . . , 1/d)′, and the alternative is

Dirichlet or Dirichlet mixture whose mean is p. He conjectures in [11], and shows in [12],

that the the Bayes factor in favor of the alternative hypothesis increases as approximately

1√
np

, where n is the sample size, and p is the frequentist p-value. This quanti�es the phe-

nomenon illustrated by Lindley's paradox. Here, for �xed p-value, the Bayes factor in favor

of the alternative decreases as
1√
n
. That is, the Bayes factor in favor of the null hypothesis

increases as
√
n.

We note that there are criticisms of the use of Bayes factors. In the development of the

methods in this dissertation, we will assume that Bayes factors are reasonable. In the �nal

chapter on further research, we mention some issues with Bayes factors that arise in some

of the examples we consider.
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1.4 Overview of chapters to follow

In Chapter 2, we review important results �rst published by Bose and Kedem [7] and by

Bose [6], and present some new material. These results pertain to populations partitioned

into categories when SRSWORs are drawn from the populations. Let N be the size of a

population that is partitioned into K categories, and let J = (J1, . . . , JK)′. They showed

that when one adopts a class of priors, {πN}N≥1, on J that have what they call the genera-

tion property, then predictive and marginal distributions do not depend on the population

size.

Bose [6] also showed that, when classes of distributions have the generation property,

and converge as N → ∞ in a particular sense, then predictive and marginal distributions

for �nite N are the same as for in in�nite population, in which case the sampling is simple

random sampling. The non-dependence on population size and the equivalence between

�nite and in�nite populations are the basis for Chapters 3 and 4.

In Chapter 3, we develop a test of equivalence among categorical populations. The con-

cept of equivalence we adopt is not in terms of equality of probabilities or proportions in the

populations. Instead, equivalence here is based on parameters in prior or mixing distribu-

tions of those probabilities or proportions. While not typical, this concept of equivalence has

reasonable interpretations, and can apply to �nite populations of di�erent sizes. Because

of the equivalence between inference in the �nite and in�nite population cases, we are able

to obtain results for inference based on SRSWORs from �nite populations by considering

binomial or multinomial sampling in the in�nite case.

In Chapter 4, we consider the more typical hypothesis tests between categorical popu-

lations, in which equivalence is de�ned in terms of equality of population probabilities or

proportions. We examine sensitivity or robustness of prior distributions on the Bayes factors

used in testing. We then develop tests along the lines of those in Chapter 3, but this time

for competing hypotheses about parameters in a single population.

Chapter 5 contains possible directions for further research.
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Chapter 2: Generating Priors

2.1 Introduction

In this chapter, we consider inference in �nite, categorical populations. We assume a popu-

lation of a given size, N , partitioned into a �xed number of categories, K. The population

size is, or might be, small enough that the di�erence between simple random sampling

(SRS) and simple random sampling without replacement (SRSWOR) is not negligible. Let

J ≡ (J1, . . . , JK)′ be the population counts in the K categories. We work within a Bayesian

framework, and are interested in inference based on SRSWORs, given prior distributions of

J .

In the sections to follow, we present results from Bose and Kedem [7] and Bose [6] (here-

after, BKB). BKB show that when a class of prior distributions on J for di�erent population

sizes possesses their �generation� property, predictive and marginal distributions do not de-

pend on the population size N . Furthermore, the predictive and marginal distributions in

some cases are in fact, identical to predictive and marginal distributions in a corresponding

in�nite population case.

We illustrate the idea with a simple case. Consider a population of size N partitioned

into K = 2 categories, defectives and non-defectives. Let J be the number of defective items

in the population, and let πN (J) be the prior distribution of J when the population size is

N . Consider drawing a simple random sample without replacement of size m, and a second

SRSWOR of size n from the remaining population. Let X and Y denote the number of

defectives in the two samples.

The marginal joint distribution if X and Y is obtained by integrating out the parameter

J . Other distributions that can be derived from this marginal distribution include the

marginal distribution of X and the predictive distribution of Y given X. In this dissertation,

we are particularly interested in the marginal distribution of X. We �rst describe the results

for the simple case of a single sample from a population. We later consider q ≥ 2 samples

with each sample selected from a distinct population.

Bose and Kedem [7] showed that the joint distribution of X and Y , and consequently

7



the predictive distribution of Y given X do not depend on the size of the population from

which the samples are selected, provided a simple condition holds. The condition is that

the class of prior distributions πN (J) have what they call generation property (discussed

in Section 2.2 below). The generation property is possessed by many common families of

discrete distributions. For example, the generation property is possessed by distributions in

the Pólya-Eggenberger family, that includes the discrete uniform, the hypergeometric, and

the binomial distributions.

We illustrate the non-dependence on population size N , with discrete uniform prior,

πN (J) =
1

N + 1
, 0 ≤ J ≤ N.

The joint probability distribution of X and Y is given by

Pr(X = x, Y = y) =

(
x+y
y

)(
n−y+m−x

n−y
)(n+m+ 1)

(
n+m

n

)
,

regardless of the population size N . A key point to keep in mind is that in stating this

result one is thinking of uniform priors on the number of defectives in populations of all

sizes N ≥ 1.

Bose [6] showed that a similar non-dependence on population size holds for K(> 2)

categories, when priors have the generation property. For the moment, reparametrize from

the population counts of items in the categories to the population proportions J1/N, J2/N,

..., JK/N . As we show in Section 2.3 below, if the prior distributions on the population

proportions converge weakly (as N → ∞) to some limit distribution, the joint distribution

of the sample counts of items in each category is the same as the distribution of an iid

sample, where the limit distribution is the prior on the multinomial probabilities. We note

that the multivariate Pólya-Eggenberger distributions have the generation property, and

also that Pólya-Eggenberger distributions (when considered as distributions on population

proportions) converge weakly to to Dirichlet distributions. Thus, the results we show below

should have wide application.

Sections 2.2 and 2.3 contain results originally in [6]. The proofs here are di�erent. We

8



prove some extensions in Sections 2.5 and 2.6.

2.2 The generation property and non-dependence on population size

We now de�ne what we mean by the recursive generation of a probability measure. Given a

population of a �xed size, N , let SN denote the sample space of the counts J1, J2, . . . , JK .

That is, SN
def
= {(ji, . . . , jK) : ji ∈ N, ji ≥ 0, and

∑K
i=1 ji = N}.

De�nition 1. The probability measure πN+1(J1, J2, . . . , JK) on SN+1 is said to generate

the probability measure πN (J1, J2, . . . , JK) on SN if, for each (j1, j2, . . . , jK) ∈ SN ,

πN (j1, j2, . . . , jK) =

K∑
i=1

ji + 1

N + 1
πN+1(j1, . . . , ji−1, ji + 1, ji+1, . . . , jK). (2.1)

The de�nition of the generation property can be motivated as follows. Suppose that a

population has size N + 1 and the counts (J1, . . . , JK)′ in the categories are distributed as

πN+1. Suppose that one item is selected at random from the population and removed. Then

the distribution of the counts in the resulting population is πN .

This can be seen as follows. Suppose the removed item is of category i. In order that the

sub-population have counts j1, . . . , jK , the the original population must have had one more

item in the ith category, and the same number of items in the other K − 1 categories. The

probability of that happening is the probability that the counts in the original population

were the same, except the one extra item in the ith category, multiplied by the probability of

selecting an item from the ith category given those counts. Summing over the K categories

of those probabilities gives (2.1).

Note that selecting one item at random to remove from a population of size N + 1 is

equivalent to selecting a SRSWOR if sizeN from that population. Thus, when the generation

property is satis�ed, πN is the distribution of a SRSWOR of size N from a population of

size N + 1, in which the counts are distributed as πN+1.

Notation. We use the notation πN |N+1 to denote the induced probability distribution

9



on the right side of the equation in (2.1) above. That is,

πN |N+1(j1, j2, . . . , jK)
def
=

K∑
i=1

ji + 1

N + 1
πN+1(j1, . . . , ji−1, ji + 1, ji+1, . . . , jK).

Note that with the above notation, πN+1 generates πN when

πN (j1, j2, . . . , jK) = πN |N+1(j1, j2, . . . , jK). A family of priors {πN}N≥1 is a generating

family or family of generating priors if πN+1 generates πN , for all N .

It is well known that a simple random sample without replacement of size n that is

selected from a simple random sample without replacement of size m > n that is selected

from a population can be viewed as one simple random sample without replacement of size

n from the population, in the sense that the two have the same probability distribution.

Let {πM}M≥1 be a family of priors that satis�es the generation property. Then, πN+1

generates πN , πN+2 generates πN+1, πN+3 generates πN+2, and so on. Thus, for any r ≥ 1,

πN+r generates πN . This can also be written as

πN |N+r() = πN (). (2.2)

A formal mathematical expression for πN |N+r(j1, j2, . . . , jK) can be written as a sum of

products of the form, πN+r(j1+r1, . . . , jK+rK) times a combinatorial term, where
∑
ri = r.

The multivariate Pólya-Eggenberger family of distributions (see Subsection 2.2.2), which

includes many well known distributions provides a class of examples of families of priors that

satisfy the generation property. The following is an example of a family of priors where the

generation property does not hold. Let there be K = 2 categories. For N even, let πN (J) be

binomial with parameter 1/2 and for N odd, let πN (J) be the discrete uniform distribution.

Then π8 induces π7|8, the binomial with parameter 1/2, instead of π7, the discrete uniform.

This family lacks `consistency' between prior beliefs for varying population sizes. On the

other hand, if one de�nes πN as binomial for all N or as the discrete uniform for all N , then

the priors represent consistent beliefs as N varies, and πN+1 generates πN for all N .

10



When the number of categories, K = 2, then the generation property can be written

πN (j) = πN |N+1(j), j = 0, 1, . . . N,

where the de�nition of πN |N+1 is given by

πN |N+1(j)
def
=

N + 1− j
N + 1

πN+1(j) +
j + 1

N + 1
πN+1(j + 1), j = 0, 1, . . . N.

We then de�ne πN |N+r as

πN |N+r(j)
def
=

r∑
v=0

πN+r(j + v)

[(
j + v

v

)(
N + r − j − v

r − v

)/(N + r

r

)]
j = 0, 1, . . . N.

For r = 1 in the above formula, v is either 0 or 1, hence either v = 0 or r − v = 0. Thus,

one of the two terms
(
j+v
v

)
and

(
N+r−j−v

r−v
)
equals 1, leading to the simpler looking formula

in the de�nition of πN |N+1.

2.2.1 Non-dependence on population size

We now present a theorem on the non-dependence on population size for SRSWORs from

�nite populations. We assume all populations are partitioned into K categories.

Theorem 1. Let {πN} be the prior distributions on the counts J = (J1, . . . , JK) in pop-

ulations of size N . Suppose that a sample of n items is chosen without replacement from

a population of size N(≥ n). Let Y = (Y1, . . . , YK) be the counts in K categories in the

sample. De�ne fN (y) = Pr(Y = y), and fN (y | j) = Pr(Y = y |J = j). Then if {πN}

forms a generating class, the probability mass functions fN do not depend on N . That is,

fN (y) is of form f(y).

Proof. This follows from a basic result in standard sampling theory. The probability of

drawing any sample of size n from N + 1 items is the same as the probability of drawing the

same sample in a two stage sampling procedure, where a sample of size N (in our framework,

think of it as a sub-population of N items) is �rst drawn and then a sample of n items is

chosen at random from the N items drawn. Conditioning on all distinct subsamples of size

11



N , we have

fN+1(y) =
∑
j∈SN

fN (y | j) Pr(J = j) . (2.3)

But Pr(J = j) is the sum of the probabilities of ways to obtain counts j when removing

one object at random from the population of size N + 1. Then

Pr(J = j) =

K∑
i=1

ji + 1

N + 1
πN+1(j1, . . . , ji−1, ji + 1, ji+1, . . . , jK)

= πN |N+1 .

Because πN |N+1 is the prior distribution on J ,

fN+1(y) =
∑
j∈SN

fN (y | j)πN |M+1(j) = fN (y).

Thus, fN+1(y) = fN (y) and hence fN (y) is the same for any N ≥ n.

2.2.2 The Multivariate Pólya-Eggenberger distributions

The multivariate Pólya-Eggenberger distributions can be written (Johnson, et al. [14], p

201) as

πN (j1, j2, . . . , jK) =

(
N

j1 · · · jK

)∏K
i=1 ci(ci + s) · · · (ci + (ji − 1)s)

c(c+ s) · · · (c+ (N − 1)s)
,

for (j1, j2 . . . , jK) ∈ SN , where c =
∑K

i=1 ci. Examples include the discrete uniform

(c1 = c2 = . . . = cK = s > 0), the multinomial (s = 0) and the multivariate hypergeometric

(s = −1). If we let ci/s = αi, and c/s = α =
∑K

i=1 αi, and de�ne x[N ] = x(x + 1) · · · (x +

N − 1) for non-negative integers N , then we have the alternative

πN (j1, j2, . . . , jK) =
N !∏K
i=1 ji!

∏K
i=1 αi

[ji]

α[N ]
. (2.4)

The following is Theorem 2 from Bose [6].
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Theorem 2. Suppose {πN} is a family of priors that belongs to the multivariate Pólya-

Eggenberger family, i.e., let each πN (j1, j2 . . . , jK) be of the form de�ned in expression (2.4),

for �xed α1, . . . , αK .. Then for each N , πN+1 generates πN .

2.3 Same marginals as with an iid samples

In this section, we consider what happens when a generating family of distributions for �nite

categorical populations converges as the population size goes to ∞.

Suppose we have a SRSWOR of size n from a population of size N partitioned into K

categories. Let J = (J1, . . . , JK) and Y = (Y1, . . . , YK) be the counts in the population

and sample respectively. Then Y has a hypergeometric distribution. Let fHG(y;n, j) be

the hypergeometric probability mass function with y = (y1, . . . , yK), j = (j1, . . . , jK). Note

that
∑K

i=1 yi = n and
∑K

i=1 ji = N . We hold n and K �xed. Recall that

fHG(y;n, j) =

∏K
i=1

(
ji
yi

)(
N
n

) =

(
n

y1, . . . , yK

)∏K
i=1 j

(yi)
i

N (n)
(2.5)

where a(b) is the descending factorial, a(b) = a(a− 1) · · · (a− b+ 1). De�ne

SN =

{
(x1, . . . , xK) : xi ∈ N,

K∑
i=1

xi = N

}
HN =

SN
N

=

{
(x1, . . . , xK) : xi =

ji
N

for some ji ∈ {0, 1, . . . , N}, and
K∑
i=1

ji = N

}

H =
{

(x1, . . . , xK) : xi ≥ 0,

K∑
i=1

xi = 1
}
.

The non-dependence result of Theorem 1 can be stated in the following way. If {πN} is a

generating class then

∫
SN

fHG(y;n, j)πN (j) =

∫
SN′

fHG(y;n, j′)πN ′(j
′)
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Now de�ne the measure PN on HN by

PN

(
j

N

)
= πN (j), j = 0, . . . , N . (2.6)

Let B(H) denote the Borel sigma-�eld on H. Note that we can treat PN as a probability

measure on (H,B(H)) whose probability is concentrated on HN .

We next show that if PN converges weakly to a probability measure on H as

N → ∞, then the non-dependence on population size extends to a corresponding in�nite

population case. We use the notation PN  P to mean that PN converges weakly to P as

N →∞.

Theorem 3. Suppose {πN} is a class of distributions with each πN a distribution on SN .

De�ne {PN} as in (2.6). Let fmult(y;n,p) be the multinomial probability mass function,

with y = (y1, . . . , yK) and p = (p1, . . . , pK). Suppose PN  P on H and that P puts no

mass on any point (p1, . . . , pK) in which any pi is zero. Then, as N →∞

∫
HN

fHG(y;n, j)dPN (j/N)→
∫
H
fmult(y;n,p)dP(p) . (2.7)

Proof. Let j = (j1, . . . , jK). Hold y �xed. De�ne hN : HN → [0, 1] by hN (j) =

fHG(y;n, j). De�ne h : H → [0, 1] by h(p) = 0 if any pi = 0, and h(p)) = fmult(y;n,p)

otherwise. Note that h is a continuous extension of fmult. We want to show

∫
HN

hN (j)dPN (j/N)→
∫
H
h(p)dP(p) .

It su�ces to show that both

∣∣∣∣∫ hNdPN −
∫
h dPN

∣∣∣∣ and ∣∣∣∣∫ h dPN −
∫
h dP

∣∣∣∣ (2.8)

converge to zero as N →∞.

The second condition in (2.8) holds because PN  P on H and h : H → [0, 1] is bounded

and continuous.
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Rewriting the �rst condition, we want to show

∣∣∣∣ ∑
j∈SN

{(
fHG(y;n, j)− fmult(y;n, j/N)

)
PN

(
j

N

)}∣∣∣∣→ 0

which follows if we can show

∑
j∈SN

{ ∣∣∣ ( fHG(y;n, j)− fmult(y;n, j/N)
) ∣∣∣PN ( j

N

)}
→ 0 . (2.9)

The combinatorial term
(
n
y

)
is common to the hypergeometric and multinomial mass func-

tions and is constant as N increases here. So we ignore the term, and show

∑
j∈SN

{ ∣∣∣∣∏K
i=1 j

(yi)
i

N (n)
−

K∏
i=1

(
ji
N

)yi∣∣∣∣PN ( jN
)}
→ 0 . (2.10)

Since P assigns zero probability mass to any single point (xi, . . . , xK) when any xi is zero

or one, then for any ε > 0, there exists δ such that

P
{

(x1, . . . , xK) : xi < δ for some i
}
<
ε

2
. (2.11)

Note also that we can choose such δ such that

P{x : xi = δ, for some i} = 0 . (2.12)

Choose δ such that (2.11) and (2.12) both hold. Let Aδ = {x : xi < δ,∀i}. By (2.12),

PN (Aδ)→ P(Aδ). Thus, there exists Nε such that PN (Aδ) < ε for N ≥ Nε.

Let S∗N = {(x1, . . . , xK) : xi ≥ δ}. Then

∑
j∈SN

{∣∣∣∣∏K
i=1(ji)

(yi)

N (n)
−

K∏
i=1

(
ji
N

)yi∣∣∣∣PN ( jN
)}

≤ ε+
∑
j∈S∗N

{∣∣∣∣∏K
i=1 j

(yi)
i

N (n)
−

K∏
i=1

(
ji
N

)yi∣∣∣∣PN ( jN
)}

(2.13)

Take a j ∈ S∗N and take N ≥ Nε and also large enough that Nδ > n, which implies that on
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S∗N , each ji > n. Then we have bounds

∏K
i=1 j

(yi)
i

Nn
≤

∏K
i=1 j

(yi)
i

N (n)
≤
∏K
i=1 j

(yi)
i

(N − n)n
(2.14)∏K

i=1(ji − n)yi

Nn
≤

∏K
i=1 j

(yi)
i

N (n)
≤

∏K
i=1 j

yi
i

(N − n)n

K∏
i=1

(
ji
N

)yi (
1− n

ji

)yi
≤

∏K
i=1 j

(yi)
i

N (n)
≤ Nn

(N − n)n

K∏
i=1

(
ji
N

)yi
K∏
i=1

(
ji
N

)yi (
1− n

Nδ

)yi
≤

∏K
i=1 j

(yi)
i

N (n)
≤ Nn

(N − n)n

K∏
i=1

(
ji
N

)yi
(

1− n

Nδ

)n K∏
i=1

(
ji
N

)yi
≤

∏K
i=1 j

(yi)
i

N (n)
≤ Nn

(N − n)n

K∏
i=1

(
ji
N

)yi
. (2.15)

The ratios between

∏K
i=1 j

(yi)
i

N (n)
and

∏K
i=1

(
ji
N

)yi
are bounded by terms that approach

one and that do not depend on j. And because
∏K
i=1

(
ji
N

)yi
≤ 1, the di�erences, too,

are uniformly bounded. Thus the sum in the right hand side of (2.13) converges to zero as

N →∞. Because ε is arbitrary, (2.10) is proved. �

We next state two corollaries. Let

fN (y)
def
=

∫
HN

fHG(y;n, j)dPN (j/N) (2.16)

f∞(y)
def
=

∫
H
fmult(y;n,p)dP(p) . (2.17)

Corollary 1. If {πN} is a generating class, and the corresponding {PN} as de�ned in (2.6)

converges weakly to P, then fN (y) = f∞(y).

Proof. By Theorem 1, each fN (y) is the same. Thus their limit, f∞, must also be the

same. �

A corresponding weak convergence of measures also holds. Note that both fN and f∞

as in (2.16) and (2.17) are, as functions of y, probability measures on the �nite set Sn.

Corollary 2. With fN and f∞ as above, fN  f∞.

Proof. Because Sn is �nite, pointwise convergence of the probabilities on the singletons

{y} is equivalent to weak convergence of the measures. �
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2.4 Mixtures of generating priors

In this section, we establish that mixtures of generating priors are themselves generating

priors. This result is useful in Bayesian testing, in that such mixtures form a large class of

priors that may better re�ect beliefs.

Theorem 4. Let µ be a probability measure de�ned on a sigma-�eld of subsets of A. For

each α ∈ A, let {πα;N} be a family of generating priors. Then, the family {πN}, de�ned as

πN () =

∫
πα;N ()dµ(α) , (2.18)

is a family of generating priors.

Proof. By the de�nition of generating class, if {πα;N} is a generating class, then

πα;N (j1, j2, . . . , jK) =
K∑
i=1

ji + 1

N + 1
πα;N+1(j1, . . . , ji−1, ji + 1, ji+1, . . . , jK). (2.19)

By the linearity of integrals, the integral of the sum on the right-hand side of (2.19) is the

sum of integrals. Integrating both sides of (2.19) gives the result. �

2.5 Generating priors for two or more populations

In some hypothesis testing situations, the test concerns whether di�erent populations have

the same property, such as the proportions or probabilities in some categories. We now show

that the non-dependence results apply for joint priors.

We �rst need to consider what is meant by the generating property in more than one

dimension. For simplicity, start with two populations and two categories, which we refer to

as �defective� and �non-defective.� The basic idea of generating classes of priors suggests

that if N ′1 ≥ N1, N
′
2 ≥ N2, the prior induced or �generated� on (sub-) populations of sizes

N1, N2 obtained by SRSWOR from two populations of sizes N ′1, N
′
2 should be the same as

the prior πN1,N2 .

It is enough to show that the property holds for (N ′1, N
′
2) = (N1 + 1, N2) and for

(N ′1, N
′
2) = (N1, N2 + 1). In the case of one population, just as we could think of a chain
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from N to N + 1 to N + 2, and so on, to N + r, here we can consider a chain from (N1, N2)

to (N1 + 1, N2) to (N1 + 2, N2), and so on, to (N1 + r,N2), and then to (N1 + r,N2 + 1), to

(N1 + r,N2 + 2) and so on, to (N1 + r,N2 + s).

The generation property can be written as that

πN1,N2(j1, j2) = πN1,N2|(N1+1,N2)(j1, j2), ji = 0, 1, . . . Ni, i = 1, 2

and πN1,N2(j1, j2) = πN1,N2|(N1,N2+1)(j1, j2), ji = 0, 1, . . . Ni, i = 1, 2

must both hold, where πN1,N2|(N1,N2+1) and πN1,N2|(N1,N2+1) are de�ned as

πN1,N2|(N1+1,N2)(j1, j2)
def
=

N1 + 1− j1
N1 + 1

πN1+1,N2(j1, j2) +
j1 + 1

N1 + 1
πN1+1,N2(j1 + 1, j2),

πN1,N2|(N1,N2+1)(j1, j2)
def
=

N2 + 1− j2
N2 + 1

πN1,N2+1(j1, j2) +
j2 + 1

N2 + 1
πN1,N2+1(j1 + 1, j2),

ji = 0, 1, . . . Ni, i = 1, 2.

Theorem 5. Let PN and QN be families of generating priors. Then πN1,N2 is a family of

generating priors, where πN1,N2(j1, j2) = PN1(j1)QN2(j2).

Proof. We prove the result in the case where the number of categories, K, is two. The

proof of the more general result is similar.

Let πN1,N2(j1, j2) = PN1(j1)QN2(j2). Then

πN1,N2|(N1+1,N2)(j1, j2)
def
=

N1 + 1− j1
N1 + 1

πN1+1,N2(j1, j2)

+
j1 + 1

N1 + 1
πN1+1,N2(j1 + 1, j2)

=
N1 + 1− j1
N1 + 1

PN1+1(j1)QN2(j2)

+
j1 + 1

N1 + 1
PN1+1(j1 + 1)QN2(j2)

= PN1(j1)QN2(j2)

= πN1,N2(j1, j2) , ji = 0, 1, . . . Ni, i = 1, 2.

This is the �rst of the two conditions for the two population generating property. The
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second, in which N1 is held �xed and N2 increases is similar. �

2.6 Posterior convergence when priors converge

Here, we show that when {PN} as de�ned in Theorem 3 converges as in Theorem 3, then

the family of posterior distributions, {PN (� |y)} also converges to the corresponding in�nite

population posterior P(� |y).

Theorem 6. As in Theorem 3, suppose {πN} is a class of distributions with each πN a

distribution on SN . De�ne {PN} as in (2.6). Suppose PN  P on H and P{(x1, . . . , xK)} =

0, if xi = 0 for any i. Let y ∈ Sn. Then the posterior distributions given y satisfy

PN (� |y) P(� |y) .

Proof.

Let z be any continuity point of P(� |y). We want to show

1

mN (y)

∫
y≤z

fHG(y;n, j)dPN

(
j

N

)
→ 1

m(y)

∫
y≤z

fmult(y;p)dP(p) (2.20)

where mN and m are the respective marginals. Note that by Theorem 3, mN (y) → m(y),

and note that m(y) > 0. Thus
1

mN (y)
converges to

1

m(y)
. Thus, we need only show the

convergence of the integrals in (2.20).

Note that, in the region y ≤ z, we still have PN  P. Because z is a continuity point,

P{(z1, . . . , zK)} = 0. Then the proof of the convergence of the integrals in (2.20) proceeds

as in the proof of Theorem 3. �

2.7 Summary

In this chapter, we de�ned generating classes of distributions, and established several re-

sults. We showed that when generating classes are used as prior distributions on population

counts, corresponding marginal distributions of SRSWORs do not depend on the population

size. We showed that in general, when distributions on population proportions converge to
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a distribution on probabilities, the corresponding marginal distributions of SRSWORs con-

verge to marginal distributions from multinomial sampling. From those two results, we have

that when prior distributions form a generating class, and the corresponding distributions on

population proportions converge to a distribution on probabilities, then the marginal distri-

butions for SRSWORs and for multinomial sampling are the same. The results should have

wide application in that families of Pólya-Eggenberger distributions are generating classes,

and when treated as distributions on proportions, converge to Dirichlet limits.

Note that the Bayes factor in hypothesis testing reduces to a ratio of marginals. Thus,

we can apply results about non-dependence of marginals on population size and equivalence

of marginals for �nite and in�nite populations to obtain results about Bayes factors. We

use this fact in the next two chapters.
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Chapter 3: Testing for equality of population distributions for categorical

populations

3.1 Introduction and background

In this Chapter, we use results from Chapter 2 to develop a strongly robust Bayesian ap-

proach to testing whether q (≥ 2) populations consisting of data in K categories have the

same distribution. In typical Bayesian analyses of populations partitioned into categories,

the parameters are the population probabilities or proportions in the categories. One then

determines posterior probability of, or tests, the null hypothesis that the population propor-

tions are the same. The null hypothesis in the testing situation we consider here is di�erent,

as we describe below.

3.1.1 Equality of distributions and exponential tilting

The population distributions whose equality we want to test can be represented as marginal

distributions that arise from a multinomial distribution for data, combined with a Dirichlet

prior on the multinomial proportions, with possibly di�erent Dirichlet priors for the distinct

populations. Suppose that one has a sample of data on the number of items from one of K

distinct categories, that follow a multinomial distribution with parameters p = (p1, . . . , pK)′.

Suppose that p can follow either of two Dirichlet distributions D(αi1, . . . , αiK), i = 1, 2.

Then the second Dirichlet density g2(p) can be written as the product of the �rst Dirichlet

density g1(p) and an exponential term, as shown below.

g2(p) = C

K∏
j=1

p
α1j−α2j

j g1(p) = exp(A+ β′h(p)) g1(p), (3.1)

where C, which does not depend on p, and is a ratio of products of Gamma functions,

A = logC, β = (α11 − α21, . . . , α1K − α2K)′ and

h(p) = (log(p1), . . . , log(pK))′.

A transformation such as the above, in which one density is multiplied by an exponential

term to obtain another density has been referred to as exponential distortion or exponential

tilting. Fokianos and Kaimi [9] used exponential tilting in a semiparametric framework as
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a generalization of ANOVA (see also Kedem et al. [16], Fokianos, et al. [10]). Fokianos

and Kaimi use an unknown reference distribution for one population and assume that other

populations have distributions that are exponentially tilted versions of the reference distri-

bution. The situation we consider here is di�erent in two ways. We do not have an unknown

reference distribution. And, the tilted distributions we consider play the role of priors rather

tilting the density of the data.

We could de�ne one of the Dirichlets as a reference distribution and test the null that

the distortion parameters are zero, but this does not help in our setting, and in fact makes

the notation more cumbersome.

3.1.2 Interpretation as a random e�ects model for categorical variables

In the previous section, we considered the Dirichlet distributions as priors on p. The overall

model may be viewed in another way, as a random e�ects model for categorical data. In this

model, the data on a categorical variable, conditional on p, have multinomial distribution.

In this case, the parameter p is a random random quantity, with a Dirichlet distribution.

These parameters are similar to random e�ects in a normal model. Then for di�erent

populations, we may want to test whether the Dirichlet distributions of the parameters,

and consequently the overall distributions of the data, are the same. Note that in this

representation, the distribution of the random e�ect for one population is an exponentially

tilted version of the distribution of the random e�ect for another population.

3.1.3 Finite and in�nite populations

To summarize, in the testing situation we describe here, we have data from two or more cat-

egorical populations. The data are multinomial, but from Dirichlet mixtures of probability

vectors, and we test the equality of the parameters in the mixing distributions. While this

is not the typical de�nition of equivalence between categorical populations, it does have this

advantage. As will emerge below, it is a de�nition that can be readily extended to testing

between �nite populations, even of di�erent sizes.
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3.1.4 Overview of the framework and robustness of the procedure

Our procedure is robust in the following sense. We have described the testing problem for

comparing distributions that can be viewed as marginals arising from multinomial distribu-

tions combined with Dirichlet priors (with another representation discussed in subsection

3.1.2 above).

From Theorem 2 and Theorem 3 in Chapter 2, it follows that the Bayes factor for testing

in the multinomial-Dirichlet setting is the same for �nite population sampling (SRSWOR),

for all population sizes provided we use a family of priors in the Pólya-Eggenberger family

(see equation (3.2) in Section 3.2 below).

In addition, Bayes factors (or probability distributions) that remain unchanged no matter

what the population size N is, also remain unchanged for any prior on the population size.

Note that in general in �nite population inference, if the population size, N , is unknown,

one would need to come up with a prior distribution on N . This is hard to do in a non-

informative way (Kiefer [17]).

Fortunately, in our framework, the Bayes factor is una�ected by the choice of prior on

the population size N . In dealing with large populations, such as the residents of large states

or countries, it may be very di�cult to know in advance what the population size is. It is

reassuring that the procedure is una�ected by our beliefs about the unknown population

sizes.

3.2 Testing equality of distributions

Let Ai, i = 1, . . . , q, be �nite populations of sizes Ni, that each are partitioned intoK groups,

where the groups are de�ned in the same way in the di�erent populations. Suppose that

independent SRSWORs, Si, of sizes ni have been drawn from the K populations. Let Jik

be the number within population i that are in group k, and let Yik be the number in sample

Si that are in the kth group. For each population, we choose a family of prior distributions

{ΠNi} on the population counts (Ji1, . . . , JiK). These priors may themselves depend on

unknown (hyper-) parameters. Here, we choose priors so that such family constitutes a
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Pólya-Eggenberger family. That is

ΠNi(ji1, ji2, . . . , jiK) =
N !∏K

m=1 jim!

∏K
m=1 αim

[ jim]

α[N ]

αim > 0,m = 1, 2, . . . ,K (3.2)

where a[ b] = a(a+ 1) · · · (a+ b− 1).

For each i, let {PNi} be de�ned as PNi(j/Ni) = ΠNi(j). Recall that when {ΠNi} is a

Pólya-Eggenberger family, {PNi} converges weakly as N → ∞ to a Dirichlet distribution,

P∞,i. Then, from Theorem 3 in Chapter 2, for a given population Ai, the distribution of

sample counts (yi1, . . . , yiK)′ is the same as if (yi1, . . . , yiK)′ were counts in a multinomial

sample with vector of multinomial probabilities pi = (pi1, . . . , piK)′, with prior P∞,i. In

that case, we have

yi |ni,pi
indep∼ Multi(ni;pi) (3.3)

pi |αi
indep∼ D(αi) (3.4)

with yi = (yi1, . . . , yiK)′,pi = (pi1, . . . , piK)′ and αi = (αi1, . . . , αiK)′.

Note that we can characterize the populations in terms of the parameters in the limiting

Dirichlet distributions. We want to test whether the populations come from the same

distribution in the following sense. We say that populations Ai and Aj come from the

same distribution if αik = αjk, for k = 1, . . . ,K.

We propose to test the equality of Dirichlet parameters for the q populations by consid-

ering the Bayes factor of a model,Mb, under which the Dirichlet parameters are permitted

to di�er among populations, with respect to a null model,Ma, under which the parameters

are the same for all populations. Since the distribution of (yi1, . . . , yiK)′ is the same for

multinomial-Dirichlet and for �nite population sampling with Pólya-Eggenberger priors, for

any population size N , the Bayes factor expressions derived below hold for in�nite and �nite

populations. Note also that the Bayes factor expressions are the same for any prior on N ,

in case we want to consider �nite populations and are uncertain about N . The alternative

or �full� model, Mb, is the model described in (3.3) and (3.4) above. Under the null or
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�reduced� model,Ma, (αi1, . . . , αiK)′ ≡ αi = α0 for i = 1, . . . , q. We assign priors, π0(α0)

and π(α1, . . . ,αq) ≡ π(α), to the Dirichlet parameters for the two models. We then have

f(y1, . . . ,yq,p1, . . . ,pq,αi, . . . ,αq) =

=

q∏
i=1

{
p (yi |pi)p (pi |αi)

}
π(α)

=

q∏
i=1

{(
ni

yi1 · · · yiK

) K∏
j=1

p
yij
ij

Γ
(∑K

j=1 αij

)
∏K
j=1 Γ(αij)

K∏
j=1

p
αij−1
ij

}
π(α) .

Let ηi =
∑K

j=1 αij , and η0 =
∑K

j=1 α0,j . Then

f(yi, . . . ,yq,α) =

q∏
i=1

{∫
p (yi | pi)p (pi |αi)dpi

}
π(α)

=

q∏
i=1

{(
ni

yi1 · · · yiK

)
Γ(ηi)

Γ(ηi + Si)

∏K
j=1 Γ (αij + yij)∏K

j=1 Γ (αij)

}
π(α) (3.5)

Similarly

f(yi, . . . ,yq,α0) =

q∏
i=1

{∫
p (yi |pi)p (pi |α0)dpi

}
π0(alpha0)

=

q∏
i=1

{(
ni

yi1 · · · yiK

)
Γ(η0)

Γ(η0 + ni)

∏K
j=1 Γ(α0,j)∏K

j=1 Γ(α0,j + yij)

}
π0(α0) (3.6)

Then the Bayes factor of the alternative model with respect to the null model is

∫
RKq
+
Idπ(α)∫

RK
+
I0dπ0(α0)

with the integrands I and I0 given by

I = I(α) =

q∏
i=1

{
Γ(ηi)

Γ(ηi + ni)

∏K
j=1 Γ (αij + yij)∏K

j=1 Γ (αij)

}
π(α) (3.7)

I0 = I0(α0) =

q∏
i=1

{
Γ(η0)

Γ(η0 + ni)

∏K
j=1 Γ(α0,j)∏K

j=1 Γ(α0,j + yij)

}
π0(α0) . (3.8)
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Let B(, ) denote the beta function. Then in the special case with q = 2 and K = 2, we have

I =

2∏
i=1

{
Γ(αi1 + αi2)Γ(αi1 + yi)Γ(αi2 + ni − yi)

Γ(αi1)Γ(αi2)Γ(αi1 + αi2 + ni)

}

=
2∏
i=1

{
B(αi1 + yi, αi2 + ni − yi)

B(αi1, αi2)

}

I0 =

(
Γ(α0,1 + α0,2)

Γ(α0,1)Γ(α0,2)

)2 2∏
i=1

{
Γ(α0,1 + yi)Γ(α0,2 + ni − yi)

Γ(η0 + ni)

}

= (B(α0,1 , α0,2))−2
2∏
i=1

B(α0,1 + yi , α0,2 + ni − yi) .

Alternatively, using notation from Johnson et. al. [14], we have

I =

2∏
i=1

α
[ yi]
i1 α

[ni−yi]
i2

(αi1 + αi2)[ni]

I0 =

2∏
i=1

α
[ yi]
0,1 α

[ni−yi]
0,2

(α0,1 + α0,2)[ni]

where a[ b] = a(a+ 1) · · · (a+ b− 1).

3.2.1 Numerical results

We calculated Bayes factors for the full model with respect to the reduced model for the

following situations. We set the number of populations, q, and the number of categories,

K, to two. We set n1 = 100, n2 = 50,, �xed y1 and allowed y2 to vary. We chose prior

distributions on the Dirichlet parameters, αij and α0
j that are restricted to values that

provide little information about the proportions pij . For a Dirichlet prior in a multinomial

model, the sum of the Dirichlet parameters, that we have been calling ηi or η0, is a precision

parameter roughly equivalent to a sample size. We used four prior distributions on the α's,

of dimensions d = 2 (reduced model) and d = 4 (full model):

1. uniform on the unit d-cube, {(α1, . . . , αd) : 0 < αi < 1}

2. uniform on the region {(α1, . . . , αd) : αi > 0,
∑

i αi < 1}

3. uniform on the d-cube of side 2, {(α1, . . . , αd) : 0 < αi < 2}
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y1 y2 BF1 BF2 BF3 BF4

50 0 1.59 1.17 2.17 1.70
50 2 0.90 0.38 1.07 0.53
50 5 0.84 0.34 0.93 0.44
50 10 0.81 0.31 0.83 0.37
50 20 0.78 0.29 0.78 0.34

Table 3.1:
Bayes factors for the full with respect to the reduced model, for n1 = 100, n2 = 50, y1 = 50
and various values of y2. Results are for four prior distributions on the Dirichlet parameters,
α. BF1: uniform on the unit d-cube, d = 2, 4, BF2: uniform on

∑
α ≤ 1, BF3: uniform on

the d-cubes of side 2, BF4: uniform on
∑
α ≤ 2.

y1 y2 BF1 BF2 BF3 BF4

10 0 1.51 1.32 2.11 2.28
10 2 0.93 0.48 1.17 0.77
10 5 0.88 0.42 1.04 0.61
10 10 0.86 0.39 0.97 0.52
10 20 0.84 0.33 0.93 0.41

Table 3.2:
Bayes factors for the full with respect to the reduced model, for n1 = 100, n2 = 50, y1 = 10
and various values of y2. Results are for four prior distributions on the Dirichlet parameters,
α. BF1: uniform on the unit d-cubes, BF2: uniform on

∑
α ≤ 1, BF3: uniform on the

d-cubes of side 2, BF4: uniform on
∑
α ≤ 2.

4. uniform on {(α1, . . . , αd) : αi > 0,
∑

i αi < 2}.

The results for y1 = 50 are in Table 3.1 below, and those for y1 = 10 are in Table 3.2.

For the uniform prior over the unit d-cubes, and for y1 = 50 (i.e., the sample proportion

is 0.5), Bayes factors varied from 0.78 when y2 = 20 to 1.59 when y2 = 0. Following

the recommendations of Kass and Raftery in Table 1.1 these Bayes factors do not indicate

signi�cant support either way. In most cases, the Bayes factors are less than one, so strictly

speaking they tend to favor the reduced model.

y1 y2 BF1 BF2 BF3 BF4

0 500 3.57 8.37 5.00 15.61

Table 3.3:
Bayes factors for the full with respect to the reduced model, for n1 = 500, n2 = 500, y1 =
0, y2 = 500. Results are for four prior distributions on the Dirichlet parameters, α. BF1:
uniform on the unit d-cubes, BF2: uniform on

∑
α ≤ 1, BF3: uniform on the d-cubes of

side 2, BF4: uniform on
∑
α ≤ 2.

27



When y1 = 10, there are more extreme Bayes factors in support of the full model, but

again, the range of Bayes factors is small, and if anything, favor the reduced model.

We also calculated Bayes factors for larger sample sizes to study the behavior of the

Bayes factor as the sample size increases and one observes more extreme di�erences between

the sample proportions. Table 3.3 contains results for sample sizes of 500.

3.2.2 Possible applications

We can imagine several applications for the methods illustrated here. In an instance where a

population is thought of as strati�ed, these methods can be used to test whether the strata

come from the same distribution. An area of much current research is small-area estimation,

where models are employed to produce estimates when survey sample sizes are small. It will

be of interest to test whether the same models apply to di�erent subpopulations.

3.3 Summary

We have discussed a Bayesian hypothesis test of the equality of distributions for q populations

consisting of categorical data. The procedure is strongly robust to population size. We have

illustrated the method for the case of two populations, each with two categories. We note

that for the cases considered in Tables 3.1 and 3.2 with sample sizes n1 = 100, n2 = 50,

the Bayes factor provides only moderate support for the null or the alternative. Table 3.3

shows somewhat stronger support of the alternative or full model. It would be interesting to

consider more informative prior distributions on the α parameters and observe the support

for the hypotheses.
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Chapter 4: Robustness in Bayesian Tests of Population Probabilities and

Proportions

4.1 Introduction

In Chapter 3, we adopted a concept of sameness between categorical populations in terms of

equality of hyperparameters that govern prior or mixing distributions of generating families

of distributions. In �nite populations, we used priors from Pólya-Eggenberger families of

distributions, so that from Chapter 2 we have that marginal distributions of simple random

samples without replacement SRSWORs (conditioning on the hyperparameters) in the �nite

population case are the same as marginal distributions of simple random samples, when those

hyperparameters govern the limiting Dirichlet distributions.

When testing for �sameness� between in�nite categorical populations, it is more common

to test equality of probabilities in the populations rather than parameters governing the

mixing of probabilities. For SRSWORs drawn from �nite populations, the analogous test

is about the relation of population proportions in di�erent populations. But there are

di�culties in developing such tests. When population sizes are di�erent there may be few

ways for proportions in the populations to be the same. For example, when the population

sizes are co-prime, the proportions can only be the same when those proportions are zero or

one. In Section 4.2 below, we consider this more common test between in�nite categorical

populations. Our focus in this section is primarily on robustness of Bayesian tests to choices

of parameters in beta or Dirichlet priors.

It turns out that in the testing situation here, we do not have the equivalence between

testing in �nite and in�nite populations that we had in Chapter 3. It is true, as we show

below, that when using generating classes of priors, the marginal distributions that occur in

Bayes factors, and hence the Bayes factors themselves, converge to those in in�nite popula-

tions.

Later in the chapter, we return to the idea of Bayesian testing for �nite and in�nite

categorical populations in terms of parameters of beta or Dirichlet distributions that govern

the population probabilities or proportions. We speci�cally consider tests between di�erent
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hypotheses about the same population. By framing hypotheses in terms of these parameters,

the non-dependence results from Chapter 2 imply that tests apply equally well to in�nite

and �nite populations of di�erent sizes.

4.2 Testing between in�nite categorical populations

Consider two in�nite populations partitioned into K categories. Let pim be the probability

within population i of being in the mth category, and let p ′i = (pi1, . . . , piK). Assume that

independent samples are drawn from the populations, and we want to test the hypothesis

that p1 = p2, against some alternative. As in Chapter 3, we test hypotheses using Bayes

factors. The situation here with Dirichlet (and hence conjugate) priors on multinomial

probabilities has been studied by, for example, I.J. Good in [11]. The focus of Good is

primarily on the choice of prior distributions and the corresponding inference, rather than

on robustness.

Albert [1] examined sensitivity to hyperparameters in the setting of contingency tables.

In his study, the parameters are di�erent from ours in that they are coe�cients in a regression

in a log-linear model. The priors on those coe�cients have support on all of R. In a series of

papers, Albert and Gupta ([2], [3], [4] ) also considered the contingency table case, but with

the goal of developing priors on cell probabilities that capture prior beliefs about symmetry

and association in the context of obtaining posteriors of the probabilities.

4.2.1 Bayes factors for binomial sampling

Let A1 and A2 be two in�nite populations in which objects of some type, say defectives,

occur with probabilities p1 and p2. Suppose that independent simple random samples are

drawn from A1 and A2 of sizes n1 and n2, and let y1 and y2 be the numbers of defectives

in the two samples. To test the hypothesis that p1 = p2, we consider modelsMa andMb,

whereMa is a 'reduced' model under which p1 = p2, andMb is a 'full' model under which
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possibly p1 6= p2. We let Hi be the hypothesis that modelMi is true for i = a, b. We have

yi |Ha, p
indep∼ Bin(ni, p) i = 1, 2 (4.1)

yi |Hb, p1, p2
indep∼ Bin(ni, pi) i = 1, 2 . (4.2)

We assume also that under Hb, p1 and p2 are a priori independent, and that the prior

distributions of p1 and p2 under Hb are the same as the prior distribution of p under Ha.

Let Be(α, β) denote the beta distribution. We assume

p |α, β,Ha ∼ Be(α, β) (4.3)

pi |α, β,Hb
iid∼ Be(α, β) i = 1, 2 . (4.4)

The Bayes Factor of Hb with respect to Ha is given by the ratio of marginal likelihoods

f(y |Hb, α, β)

f(y |Ha, α, β)
where the numerator and denominator are

f(y |Ha, α, β) =

=

(
n1

y1

)(
n2

y2

)
B((y1 + y2) + α, (n1 + n2)− (y1 + y2) + β)

B(α, β)
(4.5)

f(y |Hb, α, β) =

=

(
n1

y1

)(
n2

y2

)
B(y1 + α, n1 − y1 + β)B(y2 + α, n2 − y2 + β)

B2(α, β)
. (4.6)

Alternatively

f(y |Ha, α, β) =

=

(
n1

y1

)(
n2

y2

)
Γ(α+ β)

Γ(α) Γ(β)

× Γ((y1 + y2) + α) Γ((n1 + n2)− (y1 + y2) + β)

Γ((n1 + n2) + α+ β)
(4.7)

f(y |Hb, α, β) =

=

(
n1

y1

)(
n2

y2

)
Γ2(α+ β)

Γ2(α) Γ2(β)

× Γ(y1 + α) Γ(n1 − y1 + β) Γ(y2 + α) Γ(n2 − y2 + β)

Γ(n1 + α+ β) Γ(n2 + α+ β)
. (4.8)
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From (4.5) and (4.6) we have that the Bayes factor in favor of Hb against Ha is given by

BFba(α, β) =
B(y1 + α, n1 − y1 + β) B(y2 + α, n2 − y2 + β)

B(α, β) B
(
(y1 + y2) + α, (n1 + n2)− (y1 + y2) + β

) . (4.9)

Or, written another way

BFba(α, β) =
Γ(α+ β)

Γ(α) Γ(β)

× Γ(y1 + α) Γ(n1 − y1 + β) Γ(y2 + α) Γ(n2 − y2 + β)

Γ(n1 + α+ β) Γ(n2 + α+ β)

× Γ((n1 + n2) + α+ β)

Γ((y1 + y2) + α) Γ((n1 + n2)− (y1 + y2) + β)
. (4.10)

In the next sections, we consider robustness of these Bayes factors.

4.2.2 Robustness of Bayes factors in binomial testing

We can use (4.9) to examine how how the Bayes factor changes for �xed n1, n2, y1 as the

parameters α and β change. This is one way to examine how sensitive these Bayes factors

are to the choice of beta parameters α and β. For robustness studies, it seems best to

parameterize the beta priors in terms of c = α+ β, and µ = α
c . In this case, µ is the mean

of the beta prior and c acts as a precision parameter, in the sense that if p ∼ Be(α, β), then

var(p) = µ(1−µ)
c+1 . Substituting into (4.9), we have

BFba(µ, c) =

=
B(y1 + cµ, n1 − y1 + c(1− µ))

B(cµ, c(1− µ))

× B(y2 + cµ, n2 − y2 + c(1− µ))

B((y1 + y2) + cµ , (n1 + n2)− (y1 + y2) + c(1− µ))
. (4.11)

Figures 4.1, 4.2 and 4.3 below contain contour plots of Bayes factors as functions of the

common prior mean, µ, and the precision parameter, c. In 4.1, we �x the sample sizes at

n1 = n2 = 20, and �x y1 = 10, so that the proportion of defectives in the �rst sample is

p̂1 = 1
2 . We consider several values of the number of defectives in the sample, y2, so that the

proportion of defectives in the second sample, p̂2 varies from zero to 1
2 . The plots in Figure
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4.2 are similar, but with both sample sizes doubled. The plots in 4.3 are similar to those in

4.1, but with the sample proportion from the �rst population �xed at 1
4 . In all cases, the

prior mean varies from 0.1 to 0.9 and the sum α+ β varies from 1 to 10.

Consider the plots in Figure 4.1. In the top left plot, the two sample means are the most

di�erent, 1
2 and zero. We expect Hb, the hypothesis that the fuller model is true, to be better

supported than in the situations of the other plots. This is veri�ed by the plots. For low

precisions, Hb is at least �strongly� supported over Ha. As the common prior mean becomes

smaller, it becomes nearer to the second sample proportion, and up to a point, closer to the

�rst sample proportion. As this happens, Hb is more strongly supported compared with Ha,

and the Bayes factor changes rapidly.

In the �rst two plots in the top row, where the second sample proportions are 0 and 0.1,

the support for Hb decreases as the precision of the prior increases. This is not surprising.

As the precision increases, the prior under Hb is more concentrated on regions in which the

two probabilities p1 and p2 are close to each other. Hence the prior is less concentrated on

regions where the model under Hb �ts the data substantially better than the model under

Ha. We note that even in the �rst two plots in the top row, where Hb is supported strongly

for most values of the priors, the Bayes factors favor Ha when the common prior mean is

near one and the precision is large.

In the bottom row of plots in Figure 4.1, the proportion in the second sample approaches

that of the �rst. In these cases, the Bayes factors are more robust to changes in prior mean

as long the mean is not as it is not close to zero or one. For example, in the middle plot in

the bottom row, when α+β > 3, the Bayes factors vary by less than a factor of 3 for means

from about 0.2 to about 0.65. In the last two plots, where the proportions in the second

sample are 0.4 and 0.5, the Bayes factors are always less than one, so the fuller model, Hb,

is never favored.

In all but the �rst two plots, the Bayes factors change more rapidly with change in the

prior mean when the prior precision is larger. This is to be expected. When a prior is

more concentrated about its mean, then inference should vary more as that mean changes.

When the priors have high precisions and means near 1 (so that the priors are concentrated

on values as far as possible from both sample proportions), the smaller model Ha is more
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Figure 4.1:
Contour plots of log Bayes factors vs. the prior mean and the prior sum of α, β. Here
n1 = 20, n2 = 20, y1 = 10. Positive values indicate that the data favor Hb, according to
which which population probabilities can di�er.
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Figure 4.2:
Contour plots of log Bayes factors vs. the prior mean and the prior sum of α, β. Here
n1 = 40, n2 = 40, y1 = 20. Positive values indicate that the data favor the Hb.
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Figure 4.3:
Contour plots of log Bayes factors vs. the prior mean and the prior sum of α, β. Here
n1 = 20, n2 = 20, y1 = 5. Positive values indicate that the data favor Hb.
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supported. Note also that, for a given value of α+β, the maximum support for Hb typically

occurs for a prior mean between the two sample means.

Finally, note that in the bottom row of Figure 4.1, where the di�erence in sample propor-

tions is relatively small, support for Ha becomes large as the common prior mean becomes

close to zero or one. This re�ects a �penalty� on the larger number of parameters under

Hb. Take the case where the common mean of the priors on the p's is near one. The values

of (p1, p2) that �t the data well are those where both p's are a large distance in the same,

negative, direction from their common mean. Very crudely, we can think of it this way.

The probabilities p1 and p2 are independent under their joint prior. So, roughly, the prior

probability that both are smaller than their common mean is about 1
4 , compared a proba-

bility of about 1
2 that the single parameter under Ha is smaller than its mean. So the prior

probability under Hb that (p1, p2) is in a region that �ts the data well is smaller than the

prior probability under Ha that the single parameter p is in a region that �ts the data well.

This phenomenon occurs in all the situations in the Figure 4.1 plots. Even in the top

left plot, where the data are least favorable to Ha, when the common prior mean is near 1,

and hence far from both of the sample proportions, the advantage to Hb of allowing p's to

di�er goes away for moderate precisions.

In Figure 4.3, the sample proportions are the same as for Figure 4.1, but the sample

sizes are doubled. We note that the plots have similar features as those in Figure 4.1 but

more extreme in that the magnitudes of the log Bayes factors and their changes are larger.

We discuss this more fully in Section 4.2.3 below.

Figure 4.3 contains similar plots, but where sample proportion is 1
4 in the �rst sample.

Consider the top right plot, and the bottom left. Again, we see some robustness when the

two sample proportions are close, over a range of prior means that are not too extreme. But

in general, we see less robustness, and more log Bayes factors that are large in magnitude.

4.2.3 The e�ect of more data on Bayes factors and their robustness

Figure 4.2 contains plots for the same sample proportions as in Figure 4.1, but with the

sample sizes doubled. The plots are similar to those in Figure 4.1, but in general the log

Bayes factors are larger in magnitude, and correspondingly change more rapidly with change
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in the prior mean. That Bayes factors are less robust to properties of priors is the opposite

of what generally happens for posterior distributions.

Here is an explanation. When there is more data, the likelihood (under either of the

competing hypotheses) is generally more concentrated. In being more concentrated, the

likelihoods can easily be concentrated on regions where the values of the priors are very

di�erent under the two hypotheses. In that sense, di�erences between hypotheses can be

more apparent when likelihoods are more concentrated. Note that this phenomenon is most

pronounced when the priors do not �t the data well. In that case, the Bayes factors are

highly dependent on the values of the priors in their tails.

4.2.4 Sensitivity via derivatives

Let B(α, β) be the beta function, and Ψ(x) be the digamma function. Then

∂

∂α
B(α, β) = B(α, β)(Ψ(α)−Ψ(α+ β)) , and (4.12)

∂

∂α
log(B(α, β)) = Ψ(α)−Ψ(α+ β) . (4.13)

From (4.9) we have

BFba(α, β) =
B(y1 + α, n1 − y1 + β) B(y2 + α, n2 − y2 + β)

B(α, β) B((y1 + y2) + α, (n1 + n2)− (y1 + y2) + β)
. (4.14)

For these robustness studies, it is better to parameterize in terms of c = α+β and µ = α
α+β ,

so that µ is the mean of the beta prior, and c is a precision parameter. We then can hold

�xed the precision, and see the e�ect of changing the mean, and the reverse. Note that

∂

∂µ
log (B(x1(µ, c), x2(µ, c))) =

=
∂

∂x1
log (B(x1(µ, c), x2(µ, c))

∂x1

∂µ

+
∂

∂x2
log (B(x1(µ, c), x2(µ, c)))

∂x2

∂µ

= (Ψ(x1)−Ψ(x1 + x2))
∂x1

∂µ
+ (Ψ(x2)−Ψ(x1 + x2))

∂x2

∂µ
. (4.15)
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In the case where x1 = k1 + cµ and x2 = k2 + c(1− µ),

∂

∂µ
log
(
B(k1 + cµ, k2 + c(1− µ))

)
= (4.16)

= c
{

Ψ
(
k1 + cµ

)
−Ψ

(
k2 + c(1− µ)

)}
∂

∂c
log
(
B( k1 + cµ, k2 + c(1− µ) )

)
= (4.17)

= µ
{

Ψ
(
k1 + cµ

)
−Ψ

(
k2 + c(1− µ)

)}
+
{

Ψ
(
k2 + c(1− µ)

)
−Ψ

(
k1 + k2 + c

)}
.

Then

∂

∂µ
log (BFba) =

= c
{

Ψ( y1 + cµ )−Ψ
(
n1 − y1 + c(1− µ)

)
+ Ψ ( y2 + cµ )

−Ψ
(
n2 − y2 + c(1− µ)

)
−Ψ( cµ )

+ Ψ( c(1− µ) )−Ψ
(
y1 + y2 + cµ

)
+ Ψ

(
n1 + n2 − (y1 + y2) + c(1− µ)

)}
. (4.18)

The derivative with respect to c
def
= α+ β is

∂

∂c
log (BFba) = (4.19)

= µ
{

Ψ
(
y1 + cµ

)
−Ψ

(
n1 − y1 + c(1− µ)

)
+ Ψ( y2 + cµ )−Ψ

(
n2 − y2 + c(1− µ)

)
−Ψ( cµ ) + Ψ

(
c(1− µ)

)
−Ψ( y1 + y2 + cµ )

+ Ψ
(
n1 + n2 − (y1 + y2) + c(1− µ)

)}
+

{
Ψ
(
(n1 − y1) + (c(1− µ)

)
−Ψ(n1 + c)

+ Ψ
(
(n2 − y2) + c(1− µ)

)
−Ψ

(
n2 + c

)
−Ψ

(
c(1− µ)

)
+ Ψ(c)

−Ψ
(
(n1 + n2)− (y1 + y2) + c(1− µ)

)
+ Ψ

(
n1 + n2 + c

)}
.
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The digamma function can be approximated as

Ψ(x) = log(x)− 1

2x
+O

(
1

x2

)
. (4.20)

Taking just the �rst term in the expansion, we have from (4.18)

∂

∂µ
log (BFba) ≈ (4.21)

≈ log(c) + log

(
y1 + cµ

n1 − y1 + c(1− µ)

)
+ log

(
y2 + cµ

n2 − y2 + c(1− µ)

)
− log

(
µ

1− µ

)
− log

(
y1 + y2 + cµ

n1 + n2 − (y1 + y2) + c(1− µ)

)
.

Or

∂

∂µ
log (BFba) ≈ (4.22)

≈ log(c) + log

{(
y1 + cµ

n1 − y1 + c(1− µ)

)(
y2 + cµ

n2 − y2 + c(1− µ)

)
×
(

µ

1− µ

)−1( y1 + y2 + cµ

n1 + n2 − (y1 + y2) + c(1− µ)

)−1}
.

Note that (4.22) is the log of the product of the precision parameter c and the product of

two odds divided by the product of two odds.

In (4.18) and (4.22) the derivative of the log Bayes factor with respect to the prior mean

µ has a factor c. The term c occurs elsewhere in the equations, but roughly, we have that

the magnitude of the derivative increases with c. We noted this phenomenon in the plots in

Figures 4.1, 4.3 and 4.2, where we saw that in general, changes in prior means have more

e�ect when the prior precisions are higher.

4.3 Testing in �nite populations of the same size

In this section, we consider the following situation. A1 and A2 are populations of the same

size, N , each partitioned into K categories, containing ji = (ji1, . . . , jiK)′ objects in the K

categories. We assume that SRSWOR's of sizes n1 and n2 are drawn from the populations,

and let yi = (yi1, . . . , yiK)′ be the counts in the categories within in the two samples. The
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distributions of the y's are hypergeometric. We want to test whether j1 = j2, which is true

under a �null� or �reduced� model, Ma and not necessarily true under a �full� model, Mb.

Let Hi be the hypothesis that modelMi is true, for i = a, b. Then

yi |Ha, j
indep∼ HG(ni, N, j) i = 1, 2 (4.23)

yi |Hb, ji
indep∼ HG(ni, N, ji) i = 1, 2 . (4.24)

Let fHG(y;n,N, j) denote the hypergeometric probability mass function for sample size

n, population size N , and vector of counts j. The Bayes factor in favor ofMb with respect

toMa is given by

BFba =
f(y |Hb)

f(y |Ha)
where

f(y |Ha) =

N∑
j=0

π
(a)
N (j)fHG(y1;n1, N, j)fHG(y2;n2, N, j) (4.25)

f(y |Hb) =
N∑
j=0

N∑
j=0

π
(b)
N (j1, j2fHG(y1;n1, N, j)fHG(y2;n2, N, j) (4.26)

If we choose priors so that J under Ha and J1 and J2 under Hb have the distribution, and

that J1 and J2 are independent under their prior, we have

f(y |Ha) =
N∑
j=0

πN (j)fHG(y1;n1, N, j)fHG(y2;n2, N, j) (4.27)

f(y |Hb) =

N∑
j=0

πN (j)fHG(y1;n1, N, j)

N∑
j=0

πN (j)fHG(y2;n1, N, j) . (4.28)

Suppose that the common prior distribution, πN on the j's is from a Pólya-Eggenberger

distribution, given by

πN (j1, j2, . . . , jK) =
N !∏K
i=1 ji!

∏K
i=1 αi

[ji]

α[N ]
(4.29)

for (j1, j2 . . . , jK) ∈ SN

where SN = {(ji, . . . , jK) : ji ∈ N+
0 ,
∑
ji = N}, α =

∑
αi and
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x[N ] = x(x+ 1) · · · (x+N − 1).

For the �full� model, Hb, the factorization of f(y |Hb) into two factors implies non-

dependence of f(y |Ha) on population size N . However, in (4.27), the term

fHG(y1;n1, N, j)fHG(y2;n2, N, j) multiplies the single generating prior πN (j), and the non-

dependence of f(y |Ha) on population size N does not hold. The result from sampling

theory used to show non-dependence does not apply because

fHG(y1;n1, N, j)fHG(y2;n2, N, j) is a product of probabilities, rather than the probability

for a sample chosen from a population. We address this case in the next section.

4.3.1 Convergence of the product of hypergeometric mass functions

While non-dependence on N does not apply to (4.27),it is true that f(y |Ha) converges, as

N → ∞ to the corresponding expression, f(y |Ha, α, β) in binomial sampling. Hence the

Bayes factor for testing the two models converges.

Theorem 7. Suppose that SRSWORs of sizes n1 and n2 are drawn from two populations.

Let ji = (ji1, . . . , jiK)′ and yi = (yi1, . . . , yiK)′ be the population and sample counts in the

K categories in the two populations. For each population size, N , de�ne hypotheses HN,a

and HN,b as

yi |HN,a, j
indep∼ HG(ni, j) i = 1, 2 (4.30)

yi |HN,b, ji
indep∼ HG(ni, ji) i = 1, 2 . (4.31)

Suppose also that prior distributions for population sizes N = 1, 2, . . . , j under HN,a and

on j1 and j2 under HN,b are Pólya-Eggenberger families.

De�ne the in�nite population hypotheses H∞,b and H∞,a as

yi |H∞,a,p
indep∼ fmult(ni,p) i = 1, 2 (4.32)

yi |H∞,b,pi
indep∼ fmult(ni,pi) i = 1, 2 . (4.33)

Then the Bayes factor for testing HN,b against HN,a converges, as N → ∞, to the Bayes

factor for testing H∞,b against H∞,a where the prior distributions on p under H∞,a and
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on p1 and p2 under H∞,b are limiting Dirichlet distributions of the priors on population

proportions under HN,b and HN,a.

Proof. Let BFN,ba and BF∞,ba be the Bayes factors for population size, N , and in the

in�nite case as in (4.32) and (4.33). Let πN , πN,1, πN,2 be the priors on the population counts

under HN,a and HN,b, and let PN , PN,1, PN,2 be the priors on the population probabilities

under H∞,a and H∞,b.

Rewriting the sums in (4.27) and (4.28) as integrals, the Bayes factors are

BFN,ba =

∫
SK

fHG(y1, n1, j1)dπN,1(j1)
∫
SK

fHG(y2, n2, j2)dπN,2(j2)∫
SK

fHG(y1, n1, j)fHG(y2, n2, j)dπN
(4.34)

BF∞,ba =

∫
HK

fmult(y1, n1,p1)dP∞,1(p1)
∫
HK

fmult(y2, n2,p2)dP∞,2(p2)∫
HK

fmult(y1, n1,p)fmult(y2, n2,p)dP∞,N (p)
. (4.35)

From Theorem 3 in Chapter 2, we have the convergence of the numerator in (4.34) to that

of (4.35).

Thus we need only show convergence of the denominators. Following Theorem 3. we can

bound the di�erences between the two terms in fHG(y1, n1, j)fHG(y2, n2, j and the two terms

in fmult(y1, n1, j/NfHG(y2, n2, j/N) by terms that go to zero as N → ∞ as in Theorem 3,

and hence the di�erence in the products will go to zero. The rest proceeds as in Theorem

3. �

4.4 Convergence of Posteriors

In Section 2.6 we showed that when prior distributions on �nite population proportions

converge as the population size goes to in�nity, then the posterior distributions, given an

SRSWOR, of the population proportions converge to the posterior distributions of popu-

lation probabilities, given an iid sample, when the prior on the binomial or multinomial

probabilities is the limiting distribution of the priors on the population proportions.

The plots in �gures 4.4 to 4.8 illustrate the convergence for various choices of Pólya-

Eggenberger priors and their limiting beta priors.

Note that the Pólya-Eggenberger parameters c1, c2 and s refer to those in the de�nition

in (2.4) in Chapter 2. In Figure 4.4, we use discrete and continuous uniform priors. In 4.5,
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we use priors in continuous case, α and beta each 1
2 which is a prior favored by Je�reys as

�noninformative.� In Figure 4.6, we consider priors with higher precision.
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Figure 4.4:
Plots of posterior distributions of j

N for hypergeometric data and Pólya-Eggenberger prior
on j, and of p for binomial data and the limiting beta distribution on p. Here, the priors
are discrete and continuous uniform.

Comparing the plots in Figure 4.4 to those in Figure 4.6, the convergence appears to

be slightly faster in the situation of Figure 4.6. In the situation of Figure 4.6, the prior

distribution is more informative in that it's precision is higher. Note that in this case, the

prior mean is the mean of the sample. On the other hand, comparing Figure 4.7 to Figure

4.8, the convergence is slower in the situation of Figure 4.7 where the prior precision is

higher. Note that here, the prior mean is di�erent from the sample mean.

4.5 Testing hypotheses about a single population

In Chapter 3, we de�ned hypotheses about the �sameness� of distributions in terms of

hyperparameters in Dirichlet or beta priors of population proportions or probabilities. We
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Figure 4.5:
Plots of posterior distributions of j

N for hypergeometric data and Pólya-Eggenberger prior
on j, and of p for binomial data and the limiting beta distribution on p. Here, the limiting
beta prior has parameters α = 0.5 and β = 0.5.

noted that when hypotheses are framed in this way, tests apply to comparisons between �nite

populations of the same or di�erent sizes, between in�nite populations, and between in�nite

and �nite populations. In Chapter 3, we used this approach to compare two populations, and

based on the non-dependence results from Chapter 2, we were able to derive results in the

in�nite population case that apply for �nite populations. Here, we use a similar approach,

but this time to frame and test competing hypotheses about the same population.

Recall that the the multivariate Pólya-Eggenberger distributions can be written

πN (j1, j2, . . . , jK) =
N !∏K
i=1 ji!

∏K
i=1 αi

[ji]

α[N ]
.

It is known that, holding the α's constant and letting N → ∞, the distribution of the

proportions
(
j1
N , . . . ,

jK
N

)
converges to a Dirichlet distribution with parameters (α1, . . . , αK).
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Figure 4.6:
Plots of posterior distributions of j

N for hypergeometric data and Pólya-Eggenberger prior
on j, and of p for binomial data and the limiting beta distribution on p. Here, the limiting
beta prior has parameters α = 4 and β = 4.

In the sections to follow, we investigate several ways to construct hypotheses on param-

eters of prior distributions on a probability, p, in an in�nite population, equally applicable

to parameters in Pólya-Eggenberger priors on counts in categories in �nite populations.

4.5.1 An illustration

In this section, we work through some results in a speci�c simple case. Suppose we have data

from a random sample from an in�nite population partitioned into 2 categories, defectives

and non-defectives. Supppose also that the population probability, p, follows a beta distri-

bution. In this example, we test the hypothesis, Ha, that the probability, p, is generated

from a beta distribution with a mean of 0.5 against Hb, the hypothesis that it is generated

from a beta distribution with mean 0.75. This might be a �rst approximation to a test that

the mean is 0.5 against the alternative that it is something larger.
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Figure 4.7:
Plots of posterior distributions of j

N for hypergeometric data and Pólya-Eggenberger prior
on j, and of p for binomial data and the limiting beta distribution on p. Here, the limiting
beta prior has parameters α = 0.5 and β = 0.5.

It's reasonable to assume that the distributions under the two hypotheses have similar

precisions in the sense that the sums of the beta parameters are the same. We obtain a

sample of size n, in which there are y defectives. Then, for some κ

y | p ∼ bin(n, p)

p |Ha ∼ Be(2κ, 2κ)

p |Hb ∼ Be(3κ, κ) .
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Figure 4.8:
Plots of posterior distributions of j

N for hypergeometric data and Pólya-Eggenberger prior
on j, and of p for binomial data and limiting beta distribution on p. Here, the limiting beta
prior has parameters α = 4 and β = 4.

Then

f(y |Ha, κ) =

(
n

y

)
B(y + 2κ, n− y + 2κ)

B(2κ, 2κ)
(4.36)

f(y |Hb, κ) =

(
n

y

)
B(y + 3κ, n− y + κ)

B(3κ, κ)
, and then (4.37)

BFba =
Γ(y + 3κ)Γ(n− y + κ)

Γ(y + 2κ)Γ(n− y + 2κ)

Γ2(2κ)

Γ(3κ)Γ(κ)
(4.38)

Now consider instead a related �nite population test. Suppose we have a �nite population

of size N partitioned into two categories, with counts J1, J2, and we obtain a SRSWOR of

size n with y the number of sample observations in the �rst category. Suppose we assume

that the the population counts come from a Pólya-Eggenberger distribution, as in (4.29)

with K = 2, and want to test the hypothesis H∗a that the Pólya-Eggenberger parameters
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satisfy α1 = α2 against H∗b that α1 = 3α2. De�ning κ as above, the Bayes factor in favor of

H∗b is the same as in (4.38), for any population size N .

We will proceed, describing the analyses in terms of (4.36) and (4.37), but the analysis

applies to the corresponding �nite population case.

We start with an example where we choose a particular κ so that under Ha, Hb the beta

parameters are �xed. We choose a small κ (and hence one in which the priors impart little

information). We take κ = 0.5 so that p |Hb ∼ uniform. Then

BFba =
Γ(y + 3

2)Γ(n− y + 1
2)

Γ(y + 1)Γ(n− y + 1)Γ(3
2)Γ(1

2)

=
2

π

Γ(y + 3
2)Γ(n− y + 1

2)

Γ(y + 1)Γ(n− y + 1)
(4.39)

Recall that the digamma function satis�es

Ψ(x) =
d

dx
log(Γ(x) =

Γ′(x)

Γ(x)
⇒ Γ′(x) = Ψ(x)Γ(x)

Then we have

Γ(x+ δ) ≈ Γ(x) + Ψ(x)Γ(x)δ

⇒ Γ(x+ δ)

Γ(x)
≈ 1 + δΨ(x) ≈ 1 + δ log(x)

Applying this to (4.39) we have

BFba ≈
2

π

1 + 0.5 log(y + 1)

1 + 0.5 log(n− y + 0.5)
(4.40)

The approximation should be good when both y and n−y are large. When one or the other

is small, we can often obtain closed form expressions to replace the corresponding term in

(4.40). For example,

Γ
(

3
2

)
Γ(1)

=

√
π

2

Γ
(

5
2

)
Γ(2)

=
3
√
π

4
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To summarize, for small y and small n−y, we often have closed form expressions. For larger

y and n− y, the approximation in (4.40) will be good.

4.5.2 Testing point hypotheses on prior means

We want to generalize from the example in Section 4.5.1. Suppose the priors of p under Ha

and Hb have means µa and µb, and a common sum of parameters, c. Then

BFba =
Γ (y + cµb) Γ (n− y + c(1− µb))
Γ (y + cµa) Γ (n− y + c(1− µa))

· Γ (cµa) Γ (c(1− µa))
Γ (cµb) Γ (c(1− µb))

(4.41)

For example, assume the sum of parameters is the same and allow the mean under Hb

to be, say, m

y | p ∼ bin(n, p) and for some κ

p |Ha ∼ Be(κ, κ)

p |Hb ∼ Be(2mκ, 2(1−m)κ)

Then we have

BFba =
Γ(y + 2mκ)Γ(n− y + 2(1−m)κ)

Γ(y + κ)Γ(n− y + κ)

Γ2(κ)

Γ(2mκ)Γ(2(1−m)κ)

A more realistic pair of hypotheses to test may be that the two parameters are the same

under Ha, but under Hb, they are di�erent in one direction or the other. For example, we

could chose some m >
1

2
, and consider that under Hb, for some κ:

f(p |Hb) =
1

2
fbeta(p ; 2mκ, 2(1−m)κ ) +

1

2
fbeta(p ; 2(1−m)κ,mκ ) (4.42)

From Theorem 4 in Section 2.4, that the non-dependence holds for mixtures of generating

priors, so that the test of Ha vs. Hb as in (4.42) is the same as corresponding tests in a

�nite population.
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4.6 Testing point null against non-point alternatives

In classical hypothesis testing, it is common to compare a point null against an alternative

that covers the rest of the space. We consider that case here, but with the hyperparameters

rather than the population probabilities or proportions. Suppose again that the data are,

conditional on p generated from a simple random sample. Ha is the hypothesis that mean,

E(p) = m, and the alternative is that E(p) 6= m. The common thing to do when developing

Bayesian alternatives to classical hypothesis testing of a point null is to to center the prior

distribution under the alternative at the point null. For example, for a parameter θ that can

take values in all of R, when testing θ = 0 vs. θ 6= 0, the prior on θ under the alternative

is usually taken to have mean 0, and in fact is usually symmetric with mode at 0. We

begin by considering tests along these lines, but later consider what may be more realistic

alternatives.

We have been investigating tests on the parameters of beta priors on p, rather than on

the values of p. Our proposed analog to testing hypotheses about the value of p is to test

hypotheses about the mean (and perhaps other properties) of p.

Consider the hypothesis Ha that the mean of the beta prior is 0.5 against the hypothesis

that the mean is something other than 0.5. When testing point hypotheses about E(p), we

matched precisions of the two hypotheses by keeping the sum, c, of the beta parameters the

same. We can extend the idea by choosing a value for c, and then choosing a hyperprior on

the space {(α, β) : α+ β = c, α 6= β}.

We begin with this special case. Take the null hypothesis, Ha to be that the mean of p

is 1
2 and in this case, take c = α + β = 2. Thus, under the null hypothesis, p ∼ unif(0, 1).

A reasonable start is to take the mean of p under the alternative to be centered at the

mean under the null. As in previous examples, we take c to be �xed, in this case at 2. A

reasonable, not very informative, prior is to take the mean, m, of p under the alternative

to be uniform on (0, 1). With c �xed, the beta parameter α is a linear function of m, with

values in (0, c), so we have that under the alternative hypothesis, α ∼ unif(0, c).
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Then

f(y |Ha) =

(
n

y

)
B(y + 1, n− y + 1), and

f(y |Hb) =

(
n

y

)∫ c

0

1

B(α, 2− α)
B(y + α, n− y + (2− α))dα

A more reasonable test may be to choose a bimodal prior p under Hb, with modes on

either side of 0.5.

We note that in the above, there is an integral that still must be evaluated. We do not

develop this test further here, but note that it is a direction of possible further research.

4.7 Summary

In this chapter, we examined the robustness of Bayes factors in the case of binomial sam-

pling from two populations. In particular, we considered hypotheses Ha, that the binomial

probability is the same in the populations, and Hb, that the probabilities in the populations

may be di�erent. We assumed a common beta prior on p under Ha and on p1 and p2 under

Hb, and that p1 and p2 are independent under their prior under Hb. We �rst considered a

relatively small sample size of 20 and examined the robustness of Bayes factors with respect

to the prior mean, over a range of sums of the beta parameters, for several possible sample

data. We found that the Bayes factors were robust to changes in the prior mean only when

the data �t Ha fairly well in that the to sample proportions were close, and then only over

a moderate range of means near those sample proportions.

When the data did not �t Ha well, the Bayes factors could have large magnitudes, and

typically changed rapidly. Even when the sample proportions were very di�erent, we noted

that when the common prior mean was far from the proportions, the data could still support

Ha over Hb.

In later sections, we developed some Bayesian hypothesis tests about di�ering hypotheses

about a single population. In light of results from Chapter 2, these tests apply to �nite

populations of di�erent sizes, as well as in�nite populations. These tests are a proof of

concept, and suggest the possibility of similar tests that would be more realistic in a variety
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of situations.
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Chapter 5: Summary and future research

5.1 Summary

In this dissertation, we considered inference based on simple random sampling without re-

placement from �nite categorical populations, and related inference based on simple random

samples from in�nite categorical populations. In Chapter 2, we de�ned generating classes of

distributions for �nite categorical populations, and presented results from Bose and Kedem

[7] and Bose [6] about predictive and marginal distributions when prior distributions form

generating classes. In particular, they showed that predictive and marginal distributions

do not depend on population size when generating classes of priors are adopted, and that

there is a related equivalence of predictive and marginal distributions between �nite and

in�nite populations. We then derived further, related results. These further results include

extensions to mixtures, to products of generating priors, and to convergence of posterior

distributions when generating priors are used.

In Chapters 3 and 4, we showed the results in Chapter 2 can be applied fruitfully.

We applied the non-dependence results in several hypothesis testing situations. The non-

dependence results apply in several hypothesis testing situations. The non-dependence re-

sults can be robust to population size, and calculations can be simpli�ed when the equiva-

lence between �nite and in�nite population marginal distributions holds. We also gave some

results on the sensitivity of inference to choice of prior distribution.

5.2 Future research

There are several directions for future research based on the ideas here. We focus here on

three main areas: re�nements and further applications of testing methods, robustness, and

issues about Bayes factors.

5.2.1 Re�nements and further applications

In Chapter 4, we considered a variety of ways to frame Bayesian hypothesis tests about

one population based on parameters in mixing distributions. There may be speci�c testing
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situations that are motivated by theoretical issues. In addition, there should be real in

which �nite population sampling is involved, where the application itself suggests particu-

lar formulations of tests. The non-dependence results we employed here may make �nite

population applications more tractable.

Another speci�c example would be testing the sameness of continuous distributions be-

tween populations, or hypotheses about a continuous distribution in a single population. A

possibility is to partition the support of those distributions into a �nite number of intervals,

and then treating the populations as categorical. Some issues arise, for example, how to

take into account the natural ordering of the categories.

In Chapter 4, we considered a common testing situation, in which a null hypothesis, H0,

is that a parameter α has a speci�c value, α0, while the alternative, H1, is that the parameter

takes values in an interval containing α0. A common approach is to assume that, under H1,

α has a distribution that is in a sense centered around α and assigns higher probabilities to

regions near α. This is the approach used, for example, example, Good in [11] and [12], and

Delampady and Berger in [8], all in the multinomial context.

However, it may be more reasonable to assume that under H1, α is more likely to be at

some distance from α0 than to be near α0. If a prior distribution on α captures this, it may

serve to better distinguish the two hypotheses, and give a more realistic answer about when

the data favor H1.

5.2.2 Robustness

One area with potential for future research is robustness. In Chapter 4, we formulated some

ways to look at robustness of Bayes factors with respect to prior distributions on probabilities

in binomial sampling. With more work, it should be possible to obtain more mathematical

results. In particular, it may be possible to obtain more analytical results about how Bayes

factors depend on priors and data. A possibility is to try to derive bounds on rates of change

of Bayes factors.

In Chapter 4, we also described tests about a single population. Further research could

include investigation of the robustness of these tests. Note that for these tests, there is an

equivalence between �nite and in�nite populations.
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5.2.3 Issues about Bayes factors

In this dissertation, we took as given the reasonableness of using Bayes factors in hypothesis

testing situations. This approach is justi�ed in that Bayes factors are used. A point in favor

of Bayes factors is that they do not depend on assigning prior probabilities to the di�erent

hypotheses. But there are issues about, and criticisms of, Bayes factors.

Lavine and Schervish [18] argued that when Bayes factors are used in hypothesis testing,

they can lack coherence. They show that one hypothesis, Ha can imply another hypothesis,

Hb, yet tests using Bayes factors can reject Ha yet not reject Hb.

In Chapter 4, we found that Bayes factors could be more sensitive to prior distributions

when there is more data. This is the opposite of generally happens for posterior distribu-

tions. Since Bayes factors di�er this important respect from inference based on posterior

distributions, this makes Bayes factors questionable from a Bayesian perspective.

There is another important issue that was present in the examples of Bayes factors that

we did not raise. Bayes factors allow one to compare models with di�erent parameter spaces,

including tests between a model and a model that is e�ectively a special case, with a one

dimension smaller parameter space. It is possible for Bayes factors to favor the `reduced'

model. In a sense, then, the use of Bayes factors and the choice of prior distributions on the

parameters implies a penalty for extra parameters. A question that arises is whether this

penalty is reasonable.

Note that in Chapter 4, we had cases where the null hypothesis (Ha there) was that there

was a common parameter in two populations, and the alternative allowed the parameter to

di�er. We had cases where the data seemed to �t the alternative better, and this was

generally re�ected in the Bayes factors. But we also found that for high precision priors

whose means were far from sample means, the null hypothesis was preferred, based on Bayes

factors. It is an issue whether a reasonable penalty on extra parameters should have this

consequence.

There is another was to look at the issue of how Bayes factors penalize models with more

parameters. If we have a sense of what the penalties should be, we can ask what priors are

then recommended in order to result in those penalties.
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People who are more thoroughly Bayesian are likely to prefer posterior probabilities of

models rather than Bayes factor tests. But if two models exhaust the possibilities, and we

assign prior probability of 0.5 to each, then the Bayes factor is the ratio of posterior prob-

abilities of the models. Thus, the issue about how the choice of prior distributions implies

penalties on extra parameters exists even for inference based on posterior distributions.
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