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Abstract of Praxis

Improving Accuracy of Plant Disease Models Using Data Augmentation and
Synthetic Data Generation

Deep learning models for plant disease detection often achieve high accuracy on
datasets collected under laboratory conditions but perform less effectively on real-world
variability.

This research investigates if increasing training image diversity can improve
model generalization. Data augmentation was applied to introduce geometric and
photometric variation. Generative models were used to produce synthetic images using
GAN, diffusion models or prompt-based tools. Baseline models were compared against
models trained on augmented, synthetic or blended datasets. Performance of the models
was evaluated on both laboratory and real-world test datasets.

Synthetic data varied in realism and diversity of images. GAN-based images were
the most realistic and diverse. Diffusion-based methods and online prompt-based tools
showed limited realism and diversity. Results indicate that neither augmentation nor
synthetic generation produced sufficient generalization. Blended datasets produced
models that are more generalizable. Explainability analyses using t-SNE and Grad-CAM
confirmed differences in data diversity, class separation, and feature focus. Future work
should focus on improving realism and diversity of synthetic data along with deployment

strategies that enable continual learning with real-world data and human feedback.

Keywords: plant disease detection, deep learning, data augmentation, synthetic data,
computer vision, agriculture
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Glossary of Terms

Accuracy. A performance metric that shows how often a model is correct. (Sokolova &

Lapalme, 2009).

Activation heatmap. A visualization that shows regions that cause strong responses in a

neural network’s feature maps to aid interpretability (Selvaraju et al., 2017).

Catastrophic forgetting. The sudden loss of previously learned knowledge when

training a model on new tasks (Kirkpatrick et al., 2017).

Confusion matrix. A table that shows, for each class, the number of correct predictions

and number misclassified as other classes (Branco, Torgo, & Ribeiro, 2016).

Conditional generative adversarial network (C-GAN). A GAN variant where

generation is guided by additional information (Mirza & Osindero, 2014).

Convolutional neural network (CNN). A DL model that learns and extracts features

using convolutional layers (LeCun et al., 1998).

Data augmentation. The method of creating additional training samples through

transformations of the original data (Shorten & Khoshgoftaar, 2019).

Diffusion Model (DM). A generative model that creates artificial images from a random

noise sample by iteratively removing noise from the sample (Ho et al., 2020).

Domain adaptation. A transfer learning method of using a pre-trained model in a new

domain (Wang & Deng, 2018).

XVvi



F1-score. A combination of precision and recall that provides a balanced model

performance metric. (Sokolova & Lapalme, 2009).

Generalization: A model’s ability to work well on “unseen test data from the same

distribution as the training data.” (Freiesleben & Grote, 2023, p. 19).

Generative adversarial network (GAN). A generative model with two competing
models. A generator synthesizes artificial images and a discriminator tells real images

apart from generated ones (Goodfellow et al., 2014).

Generative Model. A machine learning model that synthesizes new samples with a

distribution similar to data it was trained on. (Goodfellow et al., 2014).

Gradient-weighted class activation mapping (Grad-CAM). A tool that shows areas of

an image that contributed to the model’s decision. (Selvaraju et al., 2017).

Latent diffusion model (LDM). A diffusion model that works in a lower-dimensional

space instead of pixel space for efficiency and quality (Rombach et al., 2022).

Low-rank adaptation (LoRA). A fine-tuning method that inserts and trains low-rank

matrices and freezes other weights of the model frozen for efficiency (Hu et al., 2021).

Macro F1-score: The average F1-score computed for each class and then averaged,

treating all classes equally. (Opitz & Burst, 2019).

Precision. The percentage of predicted positives that are correct (Sokolova & Lapalme,

2009).

Prompt engineering. A systematic approach of designing prompts that include text and

images to guide generative Al models (Liu et al., 2023).
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Recall (sensitivity). The percentage of a class that is identified correctly by a model

(Sokolova & Lapalme, 2009).

Robustness: A model’s ability to perform well on data that has a different distribution

from the training data (Freiesleben & Grote, 2023).

Soft confusion matrix. A confusion matrix variant that uses predicted probability mass

instead of the model prediction to show model uncertainty (Trajdos & Kurzynski, 2021).

t-distributed stochastic neighbor embedding (t-SNE). A technique to inspect high-

dimensional data while maintaining local structure (van der Maaten & Hinton, 2008).

Transfer learning. A model training method that reuses pre-trained model weights from

one domain to another domain with limited data (Pan & Yang, 2010).
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Chapter 1 - Introduction

1.1 Background

The global population is projected to reach nearly 10 billion by 2050 (United
States Government Accountability Office, 2024). This will drive higher demand for
agricultural products. Plant diseases are a major cause of decrease in agricultural
productivity, causing yield loss of up to one-third in staple crops annually (Savary et al.,
2019). Shortage of farm labor and increasing production costs make the challenge worse
(United States Government Accountability Office, 2024).

Detecting plant diseases quickly and correctly helps increase crop yield and
reduce the need for chemical use. Inspecting large farms regularly during the growing
season is labor-intensive and impractical. Drones and sensors are possible solutions to
address the issue but are expensive (United States Government Accountability Office,
2024).

Applying deep learning (DL) methods for identifying plant diseases is increasing.
Radocaj et al. (2024) achieved a 97.78% accuracy in identifying plant diseases using
convolutional neural networks (CNNs). Parez et al. (2023) achieved a 99% accuracy of
using Vision Transformers (ViTs). However, these results are specific to laboratory
datasets. These datasets consist of images of single leaves on a clean background, and
with proper lighting.

These models perform poorly when tested in the real world (Mohanty et al.,
2016). Real-world field images are very different from laboratory samples. They have
inconsistent lighting, complex or cluttered backgrounds, occlusions, overlapping leaves,

and differing angles of image capture (Gui et al., 2021). The resulting images have a

1



significant covariate shift, which leads to a significant drop in model performance (Wang
& Deng, 2018).

Researchers have used data augmentation techniques to introduce variations in
data so that it emulates the real-world. This includes replacing clean backgrounds with
simulated ones (Gui et al., 2021). In addition, synthetic data is used to introduce diversity
in training samples (Abbas et al., 2021).

This praxis aims to improve real-world model robustness by using data
augmentation and synthetic image generation techniques. The goal is to expand the
diversity of training data such that DL-based models can learn new patterns and
generalize more broadly.

1.2 Research Motivation

DL-based models achieve high performance on plant disease datasets curated in
laboratories. Due to lack of real-world data in training datasets, models see significant
performance drops in real-world environments (Gui et al., 2021). Improving the
robustness of these models requires diverse training data (Nikolenko, 2021).

Collecting and labeling images from fields requires significant manual effort (Xu
et al., 2024). Data augmentation and synthetic image generation are popular techniques to
introduce variability in the data. These methods are often applied in isolated studies and
the real-world model performance remains unreported.

This praxis is motivated by the need for a systematic evaluation of data
augmentation and synthetic data generation techniques and how these methods enhance
the real-world performance of DL-based models. The goal is to develop models that are

robust for real-world imagery.



1.3 Problem Statement
Despite advances in DL, plant-disease detection models trained on laboratory

datasets lack robustness on complexities and variability of real-world images.

Real-world images have differing lighting, cluttered backgrounds, occlusions, and
different angles of image capture. This diversity is often missing in publicly available
plant disease datasets. As a result, models trained on laboratory datasets generalize to
laboratory test datasets but lack robustness in real-world scenarios.

Creating and labeling such large-scale and diverse datasets is impractical. Without
such datasets, models cannot be effectively trained or fine-tuned for the variability in
plant images. Real-world DL-based plant disease detection systems will remain
impractical.

This study aims to address this gap. The praxis investigates how data
augmentation and synthetic image generation can provide the data diversity to improve
model robustness.

1.4 Thesis Statement

A DL-based model trained with increased image diversity through data
augmentation and synthetic image generation will exhibit greater robustness in real-
world plant disease detection.

This research develops and evaluates a DL-based method to improve plant disease
detection in real-world environments. The approach uses existing laboratory-curated
datasets and increases their variability with data augmentation and synthetic data to avoid

the need for new data collection. Models are then trained on the expanded dataset with a



goal of reliable performance on real-world test datasets. The resulting method can
provide a foundation for deployable plant health monitoring systems.
1.5 Research Objectives

This research evaluates the limitations of DL-models trained on laboratory-
curated datasets when applied to real-world plant disease images. It increases image
diversity of training data using data augmentation and synthetic image generation. The
research develops methods to train DL-based models on augmented, synthetic and
blended datasets. Model robustness is evaluated on real-world test datasets. The research
seeks to identify effective augmentation and synthetic data generation strategies. Finally,
the study analyzes data distributions and model focus to assess explainability.
1.6 Research Questions and Hypotheses

The research questions and hypotheses are presented in the sections below.

1.6.1 Research Questions

RQ1: Are DL-based models trained with augmented and synthetic data robust
when applied to real-world plant disease images?

RQ2: Which data augmentation strategies are most effective at improving model
robustness for plant disease detection in real-world settings?

RQ3: Are synthetic image generation strategies more effective at improving
model robustness compared to traditional data augmentation?

RQ4: Does blending real, augmented, and synthetic data result in more robust

models than using only data from one source?



1.6.2 Hypotheses

H1: DL-based models trained with augmented and synthetic data will be
significantly more robust compared to models trained on laboratory datasets on real-
world plant images.

H2: Advanced data augmentation strategies will improve model robustness to
real-world images more than basic geometric transformations.

H3: Synthetic images will improve model robustness to real-world plant disease
images more than data augmentation techniques.

H4: Blending real, augmented, and synthetic images will yield more robust
models for real-world images than models relying on a single source of data.

1.7 Scope of Research

This research focuses on improving the robustness of DL models for plant disease
detection under real-world conditions. The study uses publicly available datasets of plant
disease images. Model development is done on convolutional neural network (CNN)
architectures.

This research increases the diversity in training data through augmentation and
synthetic image generation. Augmentation methods include geometric and photometric
augmentation techniques. Synthetic datasets are created using generative adversarial
networks (GANSs) and latent diffusion models (LDMs) (Goodfellow et al., 2014;
Rombach et al., 2022). Select online prompt-based image generation tools are also used
to evaluate their ability to generate usable synthetic datasets.

The models are trained using curated-only, augmented-only, synthetic-only, and

blended datasets. Model evaluation is based on macro and class-wise F1-scores. When



appropriate weighted F1-scores are considered. The models are tested for robustness on
real-world public datasets.
1.8 Research Limitations

Due to the steep cost of acquiring and curating new datasets, this study uses
publicly available datasets for both training and testing. These datasets may not reflect all
possible disease and field conditions. Experiments are restricted to the tomato crop and
cover nine diseases and healthy leaves. The findings may not directly apply to other crops
or disease types.

Synthetic images are generated using a limited set of approaches. The number of
generated images is constrained by available resource and base data. The experiments
focus only on images and do not use multimodal data sources such as weather, or spectral
information for additional context.

The experiments focus on CNN architectures only and do not consider
deployment strategies in the real world.

1.9 Organization of Praxis

This Praxis is organized into five chapters. Chapter 1 introduces the research
topic, motivation, problem statement, research questions and hypotheses, and the scope
and limitations of the research. Chapter 2 is a literature review of prior work related to
plant disease detection using DL. It reviews public datasets, modeling approaches,
techniques to increase data diversity and methods to explain model decisions. Chapter 3
describes the methodology including data selection, model architecture, training and
evaluation strategies, augmentation and synthetic image generation techniques, and the

overall system architecture. Chapter 4 presents the results of the research. Chapter 5



summarizes the key results, their implications, and recommendations for future research.
The Appendix provides details about the data strategy and the codebase used in this

study.



Chapter 2 - Literature Review

2.1 Introduction

Traditional agricultural management systems have relied on visual interpretation
of disease symptoms such as lesions or signs of pathogens (Mahlein, 2015). Inspection by
experts is prone to human-error and not practical for large fields (Barbedo, 2016).
Mahlein (2015) investigated a range of sensor-based approaches (e.g., optical,
multispectral, hyperspectral imaging) but they can be expensive and complex. These
limitations highlight the need for a scalable yet low-cost, image-based DL solution.

Visible-range images pose several unique challenges when used for model
training (Barbedo, 2016). The author noted that real-world backgrounds interfere with the
diseased area. Symptom boundaries are frequently ill-defined, making it harder to
localize disease areas. Image variability is also introduced at time of capture due to
lighting and camera angles. Furthermore, the author observed that some diseases share
symptoms and multiple diseases may occur simultaneously on the same plant.

J. Li et al. (2023) investigated developing a foundation model for agriculture. The
authors compared data requirements, costs, ability to manage data shifts, and model size
of large foundation models versus smaller targeted models.

2.2 Public Datasets

A comprehensive dataset with accurate annotations is essential for developing
robust models (Lu & Young, 2020). The authors note that creation of such a dataset
requires a lot of effort for image capture, categorization, annotation, and validation.
Public datasets save time and provide a uniform baseline to compare results across

different machine learning (ML) algorithms. Annotated image datasets have been created
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to help computer vision research (Lu and Young, 2020). The authors also enumerate
various public datasets for specific precision agriculture applications. These include weed
control, fruit or flower detection, disease detection, biomass prediction and yield
estimation.

Xu et al. (2024) identified limitations with public plant disease datasets. Datasets
were limited to a few types of species and diseases. The laboratory images had simple
clean backgrounds. The authors noted that the quality of annotations was prone to human
bias. Datasets also have different granularity of annotation (image-level or instance-
level). The authors also stated that datasets had limited spatial and temporal variations.

Table 2-1 summarizes the public datasets and the augmented variants considered
for this study. The paragraphs below provide the sources of these datasets.

PlantVillage (PV) is an online platform and public dataset containing over 54,000
images, developed by Hughes and Salathé (2015). PV was developed to support ML-
based research. The dataset includes images of healthy and diseased leaves with uniform
lighting and a plain background. The standard PV dataset consists of RGB images resized
to 256 x 256 pixels. The authors have also made grayscale and segmented variants
available.

The maize leaf dataset (Wiesner-Hanks & Brahimi, 2018) has corn leaves marked
to show lesions caused by northern leaf blight disease. The dataset contains 18,222 real-
world images with 105,735 expert-annotations.

Chouhan et al. (2019) released a public dataset called Data Repository of Leaf
Images (DRLI) of twelve plants from the Indian subcontinent. DRLI contains about 4,500

RGB leaf images from laboratory conditions for various diseased classes.



Singh et al. (2020) made available a public dataset PlantDoc. The dataset contains
almost 2,600 images for different plant species and disease classes. The authors annotated
internet scraped images of leaves without the help of a biologist.

FieldPlant is another public dataset of about 5,200 images from the real-world
(Moupojou et al., 2023). Plant pathologists supervised the annotation of over 8,600 leaves
to ensure quality.

PlantWild (PW) is a multimodal dataset of plant diseases from the real-world
(Wei et al., 2024a). The dataset includes text-based descriptions of the disease.
PlantWild v2 dataset improved the data quality with input from experts. PlantSeg
includes annotations focused on diseased part of PlantWild images.

2.3 Data Augmentation

Data augmentation is a data engineering approach for expanding the training
dataset by creating modified versions of the existing data (Shorten & Khoshgoftaar,
2019). For images, modifications include geometric and photometric variations like
rotation, scaling, addition of noise, changes in lighting and adding occlusions. Data
augmentation is an effective alternative to manual data collection and labeling (Shorten &
Khoshgoftaar, 2019).

Gui et al. (2021) used data augmentation to increase the diversity of the training
dataset. The authors replaced the background of the PlantVillage (PV) dataset and created
a new dataset called Syn-PV. Field-PV dataset consisting of over 650 images from fields
was collected by the authors. The images in this dataset included complex backgrounds,

and variable lighting. The authors used this dataset for testing model performance.

10



Steininger et al. (2023) introduced a multimodal dataset of crops and weeds. It

consists of over 8,000 annotated images of plants. The dataset includes additional

metadata about environmental parameters. The images are classified into various crop

and weed species. The authors focused on data variability and rare weeds. The dataset

includes annotations of disease location, masks and positions of leaf stems.

Table 2-1. Summary of key public and augmented plant disease datasets

Dataset # Images | Environment | Annotation Notes
Type
PlantVillage 54,000+ Lab Image-level | Controlled background;
(PV) 38 crop-disease pairs
Maize Leaf 18,000+ Field Instance- | Annotated for northern
level leaf blight; expert-labeled
DRLI ~4,500 Lab Image-level | 12 healthy, 10 diseased
classes from Indian
subcontinent crops
PlantDoc ~2,600 Real-world Mixed Internet-scraped; some
+ Lab (image + | noise; mix of laboratory
instance) | and real-world images
FieldPlant ~5,200 Field Instance- | Expert-annotated leaves;
(8,600+ level 27 disease classes
leaves)
PlantWild Not Wild Image + In-the-wild images with
specified Text + Pixel | text descriptions;
multimodal
PlantWild v2 Not Wild Image + Expanded version of
specified Text PlantWild with expert
input

11




Dataset # Images | Environment | Annotation Notes
Type
PlantSeg Derived Wild Pixel-level | Focused on disease
from (segmented) | region segmentation
PlantWild
Syn-PV Derived Lab + Image-level | Augmented PV with
from PV synthetic (augmented) | background replacement
and resizing
Field-PV 650+ Field Image-level | Field images collected to
test Syn-PV model
performance
Steininger 8,000+ Field/Mixed | Instance- | Bounding boxes,
Multimodal images level + segmentation, and
Metadata | context metadata

Note. Sources provided in Section 2.2 and 2.3 above.

2.4 Convolutional Neural Networks (CNNs) for Plant Disease Detection

CNN s are a type of deep learning model that learns spatial features from image

data. This is achieved through layers of convolution and pooling. CNNs were first

introduced for handwritten digit recognition and use gradient-based learning (LeCun et

al., 1998). CNNs can be trained from scratch using a curated dataset, or a pre-trained

model can be adapted using transfer learning (Weiss, Khoshgoftaar, & Wang, 2016).

Both strategies have been used by researchers, as outlined below. Section 2.4.1 below

discusses transfer learning in more detail.

Researchers have applied CNN architectures for plant disease classification.

Mohanty et al. (2016) achieved 99.35% accuracy on an in-distribution test set from the

PlantVillage (PV) dataset. The authors used CNN without any feature engineering. They
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compared different CNN architectures across color, grayscale, and segmented PV
images. Transfer learning produced better results than training a model from scratch. This
showed the viability of automating plant disease detection using DL. The accuracy
dropped to 31.4% on a sample set of web images different from those used for training.

Esgario et al. (2019) used transfer learning with a CNN architecture and used it
for disease detection in coffee plants. They developed a model that identified the location
of biological stress on leaves and estimated its severity. They achieved 94% classification
accuracy and 85% accuracy for severity estimation.

Jung et al. (2023) broke down the PV disease detection problem into three steps.
First, they classified the leaf image into a crop. Then, they separated diseased from
healthy leaves. Finally, the actual disease classification was performed resulting in an
97.09% accuracy. The authors demonstrated that the model is extensible to other crops by
adding new training data.

Deputy et al. (2023) conducted research on various CNN architectures. The
authors trained the models from scratch, and also used transfer learning. Data
preprocessing involved resizing and normalizing the images. The authors evaluated using
color, grayscale, and segmented images for model training. GoogLeNet architecture had
the best performance in their experiments.

Khalid and Karan (2023) used CNNs for disease detection in plants using a
transfer learning approach on a MobileNet classifier. They noted that transfer learning
was an effective method for improving accuracy.

Traditional ML techniques require manual feature extraction. DL models can

learn features automatically, but require a large corpus of training data and are resource-
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intensive. To address these limitations, Chug et al. (2022) proposed a mixed framework.
Their framework contains feature extractors and classifiers. They proposed eight variants
of pre-trained EfficentNet as feature extractors and various ML techniques for classifiers.
With this hybrid architecture, they achieved an accuracy in the range of 87.55-100% for
the PV dataset for tomato disease.

Radocaj et al. (2024) added an IncMB module to a base CNN model. Their
module had multiple components to optimize the model performance. It includes an
inception module that evaluates features at different image scales and performs batch
normalization to help with training stability. The authors achieved a 97.78% accuracy on
a subset of the PV dataset.

Sahu et al. (2024) capture features at different scales by adding Atrous
convolution to CNN model. The authors improved feature extraction using spatial and
channel-wise attention mechanisms. TransUNet was used to perform adaptive
segmentation which helped with model robustness.

E. Li et al. (2023) evaluated transfer learning for the crop. They used the PV
dataset for initial training. This was followed by fine-tuning using a field-collected
dataset of maize plant. The dataset is expanded using data augmentation and synthetic
images. The authors created synthetic images using an Auxiliary Classifier Generative
Adversarial Network (AC-GAN) and class labels during the generation process (see
Section 2.12.2 for details on GANs).

2.4.1 Transfer Learning

Transfer learning helps apply CNN models for plant diseases. Transfer learning

starts with feature representations or class weights learned from large image datasets. The
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base model has learnt to identify core image features like edges and shapes. Plant disease
images are then used to fine-tune the model. The model learns to recognize plant disease-
specific patterns like lesions or curling. Transfer learning requires less training data than
training from scratch (Weiss, Khoshgoftaar, & Wang, 2016).

Studies reviewed in Section 2.4 show the advantage transfer learning has over
training a CNN from scratch (e.g., Mohanty et al., 2016; Deputy et al., 2023; Khalid &
Karan, 2023; Li et al., 2023). Because plant disease datasets are often very small, transfer
learning is a practical method for improving robustness.

2.5 Object Detection

Object detection identifies the location and type of objects within an image. This
provides a broader context about the image. Region-based convolutional neural networks
(R-CNNss) first proposes regions of interest in an image. Then, CNN is used to classify
objects in that region (Girshick et al., 2019; Ren et al., 2017). R-CNNs help with both
accuracy and efficiency of computer vision classification tasks. YOLO (You Only Look
Once) are based on R-CNN and simplifies the training pipeline. It delivers fast, general-
purpose object detection suitable for time-sensitive applications (Redmon et al., 2016).
Unlike traditional classifier-based approaches, YOLO is trained on a loss function that is
based on detection performance. YOLO is able to generalize well across domains.

YOLOvV2 and YOLOv3 made improvements to localization precision while
maintaining classification accuracy. They achieved this by including batch normalization
for stability, higher-resolution classifiers, and bounding boxes of different scales
(Redmon & Farhadi, 2017; Redmon & Farhadi, 2018). Their approach provides a trade-

off between accuracy and detection speed.
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Liu and Wang (2020) leveraged the YOLOV3 architecture for detecting tomato
diseases and pests. The authors achieved high accuracy and a low detection time allowing
for real-time deployments. The dataset collected from tomato farms has not been made
available publicly.

2.6 Unsupervised Anomaly detection

Supervised DL-based classifiers require large labeled datasets. Collecting and
curating large datasets containing labeled images is expensive and thus a hindrance on
research. Obtaining samples of diseased plant leaves requires field access under varying
conditions. Additionally, expert human annotators are needed to accurately label the data.

Radford et al. (2015) proposed using deep convolutional generative adversarial
networks (DCGANS) as an initial step of unsupervised learning. Features like edges and
textures, learnt in the DCGAN, can then be used for supervised learning and generative
modeling.

Schlegl et al. (2017) proposed using only healthy leaves for an unsupervised
approach for anomaly detection. The authors concurrently trained a generator and a
discriminator in AnoGAN. The authors noted the AnoGAN can detect image anomalies
not seen during training. The ability to detect anomalies at scale allows identifying
candidate images for future verification in a different stage of the pipeline.

Katafuchi and Tokunaga (2020) proposed a GAN-based unsupervised anomaly
detection technique. Their idea is that if an encoder-decoder model is trained on healthy
leaves, it will learn to reconstruct healthy colors. However, on a diseased leaf, the model
will fail to recreate the diseased areas. They use an anomaly score based on color

difference that mimics human visual perception. They observed improved anomaly
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detection compared to AnoGAN on the PlantVillage (PV) dataset. The proposed method
computes the score in a single pass. This makes it computationally more efficient than
AnoGAN and supports its use in real-time applications.

AnoLeaf is an anomaly-based detection method that uses edge-guided inpainting
(Bhugra et al., 2023). The network is trained on healthy leaf images to reconstruct leaf
images. An inpainting error occurs when a diseased leaf flows through the model. This
error highlights the diseased areas. Contextual attention maps are used to emphasize these
errors and make the diseased regions easier to localize. As the method uses healthy
images for training, only a small set of diseased samples are needed for validation. This
also shows a potential to generalize to unseen diseases.

Shoaib et al. (2023) proposed a two-step DL framework. The lesions on the leaf
image are first segmented. In the second step, the lesion is classified into its subtype. A
convolutional neural network (CNN) is used for segmenting lesion areas. These
segmented features are passed to a second CNN-based classifier for identifying the lesion
subtype. The authors achieved a 92% segmentation accuracy and a 99% classification
accuracy for a subset of the PV dataset.

Benfenati et al. (2023) used multispectral images to detect powdery mildew
disease in cucumbers. The authors observed limited accuracy with feature clustering as it
grouped leaves by shape and not disease patterns. Anomaly detection performed better
and the authors proposed that it can be used data pre-processing step to identify
mislabeled or low-quality samples. This cleaner dataset can then be used for downstream

supervised model training.
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2.7 Model Explainability

Model explainability is the use of techniques that help make predictions of DL
models understandable to humans. One such technique is Gradient-weighted Class
Activation Mapping (Grad-CAM) which was first introduced by Selvaraju et al. (2017)
for CNN-based image classification. Grad-CAM helps map the importance of pixels in a
source image to the model’s decision. Feature representations are obtained from one of
the convolutional layers inside the model. Gradients, or the partial derivative, of the
model’s prediction score is calculated with respect to these feature representations. These
computed gradients show their importance to the decision. The gradients are averaged to
obtain the overall weights. These weighted maps are added and up-sampled. The
activation heatmap is created by superimposing the up-sampled maps on the original
source image. The intensity of the color of each region shows its importance to the
decision. For a correct prediction, the heatmap helps understand the model’s focus on the
diseased area. For a misclassified image, the heatmap helps understand the part of the
image that was confusing the model.

Khalid and Karan (2023) used Grad-CAM in their analysis of plant disease
models. They used it to visualize leaf regions that were influencing the predictions. In
their experiments, they showed that transfer learning with MobileNet was focused on
relevant diseased areas.

Feature spaces are high-dimensional and cannot be visualized by the human eye.
t-SNE (t-distributed Stochastic Neighbor Embedding) projects the features to two or three
dimensions while preserving neighborhood relationships (van der Maaten and Hinton,

2008). This enables visual inspection of feature space of DL models. The output of final
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dense layer of a model just before the classification is a high-dimensional feature vector.
This vector represents the discriminative characteristics of the input image. Points that
are close together represent images the model thinks are similar. Points farther apart
represent distinct images. t-SNE projects the feature vectors into a 2D or 3D space while
preserving the distance relationships. This helps visualizing class structure. Tight clusters
of points in the same class represent strong within-class consistency. Overlapping clusters
or outliers indicate class confusion.
2.8 Vision Transformers

Convolutional neural network (CNN) models achieve high-performance, but they
are compute-intensive. Furthermore, CNN models can detect local features but do not
understand the image as a whole (Dosovitskiy et al., 2020). Transformer models use a
self-attention mechanism that looks at all parts of the input to capture distant
relationships. This allows transformers to form an overall meaning of the sequence

(Vaswani et al., 2017).

A Vision Transformer (ViT) applies the transformer architecture to images
(Dosovitskiy et al., 2020). The input image is split into equal-sized image blocks. Then,
embeddings that include positional information are generated and used for training. The
authors reported that ViTs achieve equal or better accuracy compared to CNNs.
However, ViT’s have a limitation due to their quadratic memory and computation scaling
with input length (Dosovitskiy et al. 2020). Hence, processing high-resolution images
becomes resource-intensive. This restricts its application in certain settings without

architectural optimizations.
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Parez et al. (2023) developed GreenViT for plant-disease detection. They trained
and fine-tuned a ViT model using public datasets. The authors reduced the learning
parameters to about one-fourth to address quadratic memory growth. The authors noted
improved accuracy even with reduced parameters.

2.9 Real-world plant disease recognition

Most publicly available datasets are of images obtained from ideal conditions and
often are of single leaf with no background and uniform image size. DL methods trained
on these datasets fail to perform effectively on plant diseases seen in the real-world. Gui
et al. (2021) proposed an improved convolutional neural network (CNN) model using
data preprocessing and discriminative feature learning. The authors noted three
challenges in the real world. The images contain a cluttered background that confused the
model. Disease symptoms vary in size and location across leaves. Finally, symptoms
from different diseases can look very similar. The authors used data augmentation to
create a new dataset from the PlantVillage (PV) dataset called Syn-PV. Syn-PV includes
synthetic backgrounds that emulate real backgrounds and different leaf sizes. The authors
observed that the model performance improved from 39.38% to 72.03% on the Field-PV
dataset.

Moupojou et al. (2023) collected the FieldPlant dataset from the real world and
tested it against different architectures. Their results show that the models developed on
PV dataset are not robust for real-world images. They observed that using cropped
versions of leaves helped increase the accuracy of the models. The authors note that
image segmentation to isolate individual leaves could be an approach to improve model

robustness for real-world deployments.
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Gui et al. (2021) noted other open areas of research. Real-world plant images
have multiple overlapping leaves and often a single leaf can have multiple diseases.
There is also a data distribution shift between the training data and the real-world (Wu et
al., 2023).

2.10 Cross-domain Few-Shot Learning

Cross-domain few-shot learning (CD-FSL) is a model training approach used
when there is a limited set of target samples. The initial training data (source domain) and
the test data (target domain) have different data distributions. The model has to quickly
learn features of the target domain with limited samples.

Given the limited amount of labeled plant disease data for real-world scenarios,
CD-FSL can be a very useful strategy. Yang et al. (2024) studied three CD-FSL
approaches. The authors explored a baseline transfer learning approach, using Brownian
distance between features, and a meta-learning method. Their three approaches achieved
accuracies of about 84%, 80% and 60% for the Pest benchmark. They observed that
accuracy improves as the source domain becomes similar to the target domain. In their
experiments, multi-domain datasets helped improve transferability more than using a
single domain. For large domain differences or cluttered backgrounds, the authors
observed that model performance dropped significantly.

Singh and Sanodiya (2023) developed a zero-shot transfer learning model with no
labeled data. The authors used a model trained on a different domain. The framework
integrated pre-trained CNNs, and manual and generative adversarial network (GAN)-

based data augmentation to enhance generalization and improve classification accuracy.
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2.11 Multimodal Learning

Wei et al. (2024a) have created a baseline multimodal model by leveraging image
and text data. They used Contrastive Language-Image Pretraining (CLIP) ViT to extract
visual features. Text features were extracted using a causal language model. The
extracted features were then projected to the same latent space. Their approach shows a
higher accuracy of 67.20% than earlier methods using CNNs and other CLIP-based
models on the real-world PlantWild dataset. Their algorithm handles few-shot learning
better than existing vision-only approaches. Wei et al. (2024b) built a tool using the same
ViT to search for plant diseases using images or textual descriptions.
2.12  Synthetic Image Generation Techniques

Synthetic data generation is another technique for expanding the variety of
training datasets. Synthetic datasets can help reduce the need for human annotation of
real-world images and can be combined with real-world images to improve model
generalization (Nikolenko, 2021).

2.12.1 Diffusion and Latent Diffusion Models

Diffusion Models (DMs) are a class of generative models that create synthetic
images by removing noise from a random noise sample over multiple steps through a
learned process (Ho et al., 2020). During training, DMs have two phases. In the forward
diffusion phase, Gaussian noise is injected step by step to the training sample till it
becomes indistinguishable from random noise. In the reverse denoising phase, the noise
is removed from the corrupted images sample to recover the data distribution of the

original images. During the inference or generation phase, a sample from random noise is
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passed through the DM to generate new synthetic images. The resulting images have the
same statistical spread as the training data but are not identical to them.

DMs require multiple denoising steps and work at the pixel level during synthesis
or inference. This makes image generation computationally expensive for high resolution
images. Latent Diffusion Model (LDM) is a variant of DM that is computationally
efficient (Rombach et al., 2022). LDMs work in a lower-dimensional representation of
the image instead of the original image while retaining semantic information. This
significantly reduces the training and inference costs for both memory and GPU. A pre-
trained variational autoencoder (VAE) encodes the images into a compact representation.
The diffusion process works in this lower-dimensional space more efficiently.

Mori, Naito, and Hosoi (2024) used LDMs with the PlantVillage (PV) dataset to
generate images of an absent class (black-rotted apple leaves). The text-to-image
generation results were of poor quality. With image-to-image translation, the authors
were able to produce diseased apple leaves from healthy apple leaves. The author used a
mix of real and synthetic images to train a classification model. Their model achieved a
high classification accuracy showing that LDMs can potentially address the gap in
labeled datasets for emerging plant diseases.

2.12.2 Generative Adversarial Networks

Generative Adversarial Networks (GANSs) consist of two neural networks trained
to compete with each other. A generator produces artificial images and a discriminator
attempts to distinguish real and generated images (Goodfellow et al., 2014). The
feedback from the discriminator is used by the generator to improve its output. Training

stops when the discriminator cannot tell real and fake images apart.
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A Conditional GAN (C-GAN) is a special type of GAN that is conditioned on the
class label. The class label information provided during training helps with model
stability and improved image quality (Mirza & Osindero, 2014).

Abbas et al. (2021) generated synthetic data using a C-GAN and used it to train a
CNN model. Their training dataset for the CNN model included real and synthetic plant
images. Their model achieved a classification accuracy of up to 99.51% on the in-
distribution test dataset.

Benfenati et al. (2021) developed a Leaf-to-Leaf Translation (L2L) framework.
The authors used a VAE to generate leaf vein patterns. A C-GAN was used to add color
information to the images. The combined framework generated photorealistic images.
The authors noted some gaps in realism.

VAE:s are another approach for synthetic data generation. During training, VAEs
encode training data into a latent space that captures feature representations. Synthetic
images are generated by decoding points from the latent space (Kingma & Welling,
2014).

Studies have shown limitations like feature collapse and lack of realism in
synthetic images (Abbas et al., 2021; Mori et al., 2024).

2.13 Summary and Conclusion

This chapter reviewed the literature for plant disease detection methods. It starts
with reviewing the key publicly available plant disease datasets. Different DL approaches
including convolutional neural networks (CNNs), vision transformers (ViTs), object
detection methods, anomaly detection, and multimodal frameworks for plant disease

detection were reviewed.
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The lack of robustness of models trained on laboratory datasets to real-world
datasets is a key observation. Real-world data is available in small quantities and
primarily used for testing model robustness. Data augmentation and synthetic image
generation methods were reviewed for expanding the datasets. Synthetic data generation
techniques using diffusion models (DMs) and generative adversarial networks (GANS)
were reviewed in detail. Use of explainable AI methods to interpret the decision-making
process of the models was also reviewed.

These insights drive the methodology discussed in the next chapter. Data
augmentation and synthetic images are leveraged for model training. The robustness of

these models is evaluated on real-world datasets.
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Chapter 3 - Methodology

3.1 Introduction

This chapter presents the approach to evaluate the impact of image diversity on
the robustness of DL-based models. The methodology covers four areas: data, training,
evaluation and explainability.

The data section covers the primary dataset and use of augmentation and synthetic
images to add diversity. Model training covers transfer learning and domain adaptation
techniques used in this research. The evaluation of the trained models was done against
multiple real-world datasets using standard metrics. Finally, interpretability methods
were used to visualize and understand model behavior.

3.2 Training Data Selection and Preprocessing

3.2.1 Primary Dataset

The standard RGB version of the PlantVillage (PV) dataset was selected as the
primary source of training, validation, and test images. PV dataset is used widely for
evaluating plant disease detection models.

3.2.2 Data Splitting Strategy

The PV dataset was partitioned into three splits: training split of 70% of the
dataset, validation split of 15%, and a test split of 15%. This data split was performed
once and reused for all experiments to ensure reproducibility and to avoid the
computational cost of repeated partitioning.

The primary goal of this study was to assess the effect of data variability on
model robustness. Hence, class imbalance was removed as a variable from the

experiments by constructing balanced datasets. The training and validation data for all
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classes was down-sampled to match the smallest class. This ensured all classes had equal
representation in the experiments. The test sets were not down-sampled and remained
unchanged for all experiments to enable direct comparison. Detailed per-class counts for
are provided in Appendix A.

All primary experiments were run using the balanced datasets. The original
imbalanced datasets were used primarily for testing the experimental setup. In these
cases, class weights were applied during training. The results of these validation runs are
not presented in this study.

3.2.3 Data Preprocessing

The PV dataset is a curated collection and therefore no data cleaning was
performed. Images were preprocessed to be compatible with the MobileNet architecture.
The following was done:

e The images were resized to the input shape expected by the base model architecture.
This was determined dynamically at runtime and was 224 x 224 pixels.

e Each pixel value was normalized to [0, 1] range. Normalization helped with
computational stability and reduced the risk of exploding or vanishing gradients.

The models were trained and evaluated on the RGB images. No additional
preprocessing like segmentation, or background removal was performed.

3.2.4 Secondary Datasets

Secondary datasets were used for both training and testing. Synthetic datasets
were created using generative adversarial network (GAN)-based and diffusion-based
generative models. These datasets were used to expand the diversity of the training data

beyond the PV dataset. The generation and usage of synthetic data is discussed in Section
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3.8 below. Field-collected datasets that include images of diseased and healthy leaves
were used for testing the robustness of models.

3.2.5 Data Augmentation

The experiments were designed to evaluate the effect of variability introduced
through traditional augmentation and synthetic data generation on model robustness.
Balanced datasets were used for training to ensure that performance differences were due
to the augmentation strategy and not the class distribution.

Two data augmentation strategies were used. TensorFlow’s built-in
ImageDataGenerator API was used to apply geometric transformations (TensorFlow,
2025). The transformations included rotation, horizontal and vertical shifts, shear, zoom,
and flips. Transformations were applied with a probability to introduce random
variations. Fixed seeds were used for random generation to ensure reproducibility. The
augmentations were performed in-memory during training.

The second approach used Albumentations version 2.0.8 library which provides a
broader range of geometric and photometric transformations (Albumentations, 2025).
The standard geometric transformations provided by the ImageDataGenerator API are
included. In addition, Albumentations library also includes coarse dropout (random
rectangular occlusions), Gaussian blurring, and hue and saturation adjustments. These
transformations were used to provide variability to simulate real-world field imagery.
These augmented datasets were created prior to training. Pre-generation ensured
deterministic augmentation, allowing consistent reuse across experimental runs. A fixed
augmentation factor (N =4) was applied uniformly to all classes. The augmented datasets

included the original image and four Albumentations-generated images.
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Synthetic datasets are discussed as a separate category from traditional data
augmentation strategies in Section 3.8 below.

3.2.6 Class Selection

From the broader PV dataset, tomato was chosen as the target crop to limit the
overall number of classes. The full tomato subset contains ten labeled categories
(Mohanty, Hughes, & Salathé¢, 2016). These include three fungal diseases, two viral
diseases, one pest class, and one healthy class. Two classification configurations were
explored to assess varying task complexity. The ten-class setup included all available
tomato disease categories to assess fine-grained classification. A reduced three-class
setup used a subset of clearly distinguishable diseases to create a more controlled task.
This design allowed for systematic comparison of model performance under both
simplified and detailed labeling schemes. The details of the ten-class and three-class
configurations are listed in Appendix A.

3.2.7 Experimental Configurations

Table 3-1 summarizes the experimental configurations applied to both the
ten-tomato and three-tomato subsets. In the primary (balanced) experiments,
augmentation served solely as a means to achieve variability in the data. Supplementary

experiments incorporated secondary datasets as described in Section 3.8 below.
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Table 3-1. Summary of experimental configurations and evaluation datasets

Dataset Type Augmentation Augmentation Factor Test datasets Used
Strategy (Albumentations /
Synthetic)
PlantVillage None - PV, Field-PV,
(PV) (base) Syn-PV,
PlantWild v2
PV TensorFlow - PV, Field-PV,
On-the-Fly Syn-PV,
PlantWild v2
PV Albumentations N =4 (balanced) PV, Field-PV,
Syn-PV,
PlantWild v2
PV StyleGAN3 Matches Albumentations | PV, Field-PV,
Synthetic output Syn-PV,
PlantWild v2
PV + None / N =4 (where applicable) | PV, Field-PV,
Secondary Augmentation Syn-PV,
Dataset PlantWild_v2

3.3 Model Architecture and Training Strategy

This section describes the model architecture and training strategy adopted for

plant disease classification. The design follows a transfer learning approach based on the

MobileNet architecture. It has been adapted for the specific datasets used in this study.

3.3.1 Base Model

MobileNet architecture was used as the base convolutional neural network (CNN)

classifier because it is lightweight and computationally efficient. ImageNet is a dataset of
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over 14M images from 1000 categories (Deng et al., 2009). Model weights from training
using ImageNet dataset capture generic visual concepts. The base model was initialized
with ImageNet weights. The standard input shape of 224 x 224 pixels was used for
compatibility.

3.3.2 Transfer Learning

A custom classification head was added for transfer learning. The custom
classification head converts the extracted feature maps into predictions for the target plant
diseases classes. The custom head included multiple convolution layers and are described
in the source code listed in Appendix B. The layers helped improve training speed,
prevent overfitting, capture non-linear feature representations, improve generalization
and perform plant-disease class prediction.

The combined network was trained using plant disease datasets. Transfer learning
was performed in two phases: an initial coarse-grained phase and a fine-tuning phase.
During coarse-grain training, only the weights of the custom classification head are
updated. The pre-trained weights of the base model are not changed. The custom head
quickly learns key features of the diseases. During fine-tuning, weights of some of the
base model layers are adjusted to align layers with plant disease features.

To achieve this, selective layers of the model were frozen or unfrozen to control
which model weights are updated. During coarse-grain training, only the newly added
layers were unfrozen. The base model layers were kept frozen and kept their pre-trained

weights. The gradients flowed through the custom head layers and updated their weights.
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For fine-tuning, the first half layers of the base model were kept frozen. In
addition to the classification head, the mid and late layers of the pre-trained base model
were also unfrozen. This allowed their weights to adjust to the plant disease features.

At each training stage, the model was re-compiled for multi-class image
classification. A learning rate of 1e-04 was used during coarse-grained training. A lower
learning rate of 1e-05 was used during fine-tuning. This ensured that weight updates were
gradual and prevented catastrophic forgetting. The model tracked accuracy to measure
the performance.

3.4 Domain Adaptation

Domain adaptation was used to fine-tune the previously trained transfer learning
model to a dataset with different covariates. The goal was to retain what was learned
during transfer learning while learning features specific to the new domain. The
following methods were applied for domain adaptation.

3.4.1 Training Dataset

The goal was for the model to reinforce earlier representations with features from
data which has a different covariate spread. Synthetic dataset was used to minimize the
need for more labeled data while still improving the generalizability of the model. When
the domain was adapted using just synthetic images, the pre-trained model exhibited a
catastrophic loss of previously learned features. This indicated a requirement for a blend
of data samples from both the original PlantVillage (PV) dataset and the synthetic
dataset. A blended dataset was created by mixing the PV images with those generated
through augmentation and diffusion-based synthesis. By using a blended dataset, the

model saw new synthetic data while still keeping it grounded to the original training data.
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This approach avoided any catastrophic loss while learning new features from the
synthetic data.

3.4.2 Model Training

During domain adaptation, the mid-to-late layers of the base model and the
transfer head were unfrozen to allow learning. The earlier layers were kept frozen. The
model was then recompiled with a lower learning rate to allow only finer updates to the
pre-trained weights.

Model training continued from where transfer learning completed. The model
refined its weights due to the covariate shift in the data. The model retained previously
learned feature representations while adapting to new domain features. During training,
performance and training metrics were logged for further analysis.

3.5 Data Generators

Data generators, a convenient mechanism in TensorFlow, were used to prepare
and feed training and validation images into DL-based models. As described in Section
3.2.5, ImageDataGenerator generated batches of augmented images, and reduced the
need to pre-process and store augmented images.

3.5.1 Training and Validation Generators

During training, the data was shuffled so each epoch saw different randomized
samples. For tests requiring TensorFlow-based data augmentation, the data generator
encapsulated the logic described in Section 3.2.5. Steps per epoch were calculated based

on the sample size and batch configuration.
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For the validation dataset, only rescaling was applied to normalize the data. No
other data transformations were done as the model is being evaluated. Also, the
validation data was not shuffled across validation epochs to ensure consistency.

3.5.2 Blended Data Generators

During domain adaptation training, a blend of data samples from PV and
synthetic dataset is required. The blended generator created a unified data pipeline that
combined real, augmented, and synthetic images. The model was fed images from this
blended generator. This design required no change in the training and evaluation pipeline.
It provided a simple pluggable mechanism for evaluating impact of data diversity on
model performance.

First, a data generator was created for each source dataset. A custom data
generator combined the two generators into a single source. Data from each source was
sampled according to a configurable blending ratio. The blended data generator was then
used like any other data generator in the pipeline.

3.6 Data Pipeline for Training

During the transfer learning stage, the training and validation data generators were
created from the pre-split PV dataset. The custom classification head was trained first.
The training pipeline was halted if the accuracy after this initial phase was too low.
Transfer learning continued to a fine-tuning stage with a lower learning rate. On
completion of this stage, the model had learned plant disease features. The model was

saved for later evaluation or domain adaptation training.
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The domain adaptation stage of the data pipeline used a blended data generator
that mixed real, augmented, and synthetic images. This adapted the model to the
additional distributions of the augmented and synthetic datasets.

A callback is a mechanism that allows inspection and/or control during model
training. Early stopping and TensorBoard callbacks were used. Early stopping callback
monitored the validation loss. Validation loss is calculated on unseen data and is a good
indicator of model generalization. Training was halted if validation loss did not decrease
for five consecutive epochs. This prevented the model from overfitting. TensorBoard
callback logged training metrics and model performance for reporting and debugging.
3.7 Model Evaluation

The trained model was evaluated for robustness to multiple real-world test
datasets. No data preprocessing was performed on the test datasets. The images were
used as-is without segmentation or background removal.

3.7.1 Performance Metrics

While the training split was balanced across classes, the test datasets were kept
with their original distributions. Model performance was evaluated using F1-scores with
macro-averaging (Opitz & Burst, 2019). Macro-F1 gives equal importance to each class.
It is less sensitive to dominant classes compared to micro-averaged F1-scores (Opitz &
Burst, 2019). The per-class F1-scores were also reported to show any class-specific

behavior.
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Accuracy, precision, and recall were computed using their standard definitions:

tp +tn
tp+fn+fp+itn

Accuracy =

Equation 1: Formula for accuracy

Note: Equation reproduced from Sokolova & Lapalme (2009).

tp
tp+ fp

Equation 2: Formula for precision

Precision =

Note: Equation reproduced from Sokolova & Lapalme (2009).

Equation 3: Formula for recall
Note: Equation reproduced from Sokolova & Lapalme (2009).

The Fl1-score, F1;, for class i was calculated as per their standard definition

(Opitz & Burst, 2019):

2XP; X R;
Flij=——7—F7—
P; + R;

Equation 4: Formula for per-class F1-score
Note: Equation adapted from Opitz & Burst (2019).

where P; and R; are the precision and recall values for class i.

The overall performance across all classes, represented by the macro F1-score,

F1, was calculated using its standard definition (Opitz & Burst, 2019):

n

F —1><ZF1

1_Tl X
x=1

Equation 5: Formula for macro-averaged F1-score

Note: Equation reproduced from Opitz & Burst (2019).
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3.7.2  Error Analysis
To understand where the model makes mistakes, confusion matrices, and class-
wise prediction probabilities were analyzed.

The confusion matrix was computed following Sokolova & Lapalme (2009):

N
Mij= ) 100 =1 A 9 =)
k=1
Equation 6: Definition of confusion matrix

where:

yi: actual (true) class of the k" sample, and

V.. predicted class label from the model.

A soft confusion matrix looks at the model’s prediction probability densities
instead of the actual prediction (Trajdos & Kurzynski, 2021). The soft confusion matrix

provides a nuanced view of which classes the model is most leaning towards. It is defined

as (Sokolova & Lapalme, 2009):

Equation 7: Definition of soft confusion matrix

where Py ; is the predicted probability for class j for the k" instance with true class i.

A per-class classification report was also generated to understand class level
classification behavior.

3.7.3 Model Explainability

Grad-CAM provided a method to interpret the model’s predictions. Grad-CAM

shows the parts of the input image that most influenced the decision for a given class.
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This technique helps validate if the model is focusing on diseased areas (such as leaf
curling or browning) or not.

Let A¥ € R¥F*Wdenote k" channel’s activation map, and y°¢ denote the model's
pre-softmax score for class c. The Grad-CAM weights aj, for each channel were

computed using the formula from Selvaraju et al. (2017):

ac=lzzﬂwhereZ=HxW
Y zL — 0AY;

Equation 8: Formula for Grad-CAM weights
Note: Equation reproduced from Selvaraju et al. (2017).

where A¥ € R**Wis the k" channel’s activation map, and y° is the model's pre-softmax
score for class c.
The final Grad-CAM heatmap was computed following Selvaraju et al. (2017):

LGraa-cam = ReLU (Z ay Ak)

k

Equation 9: Formula for Grad-CAM heatmap
Note: Equation reproduced from Selvaraju et al. (2017).

The heatmap L%, ,q—cam Was up-sampled and superimposed on the original
image.

Activation heatmaps were created to show how inner layers respond to the input
image and extract patterns. The activation heatmaps were computed as defined by

Selvaraju et al. (2017):

K
1
Heatmap(i,j) = Ez A*(, )
k=1

Equation 10: Formula for activation heatmap

Note: Equation reproduced from Selvaraju et al. (2017).
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Grad-CAM, activation heatmaps, and top-N prediction analysis were used to
interpret the model’s behavior.

3.7.4 Feature Space Analysis

t-SNE was used to visualize high-dimensional feature vectors to examine how the
model groups samples from different classes. The 512-dimensional feature vectors from
the final layer of the model were projected into two dimensions while preserving
neighborhood structures.

The pairwise similarities, p;;, of points x; and x; in the original space and
pairwise similarities q;;, of points y; and y; were calculated as defined by van der Maaten

and Hinton (2008):
2
exp(~ —”x"z;’i"” )
e exp(— l1x — x,12/20,7)

Equation 11: Formula for pairwise similarities

Dij

Note. Equation adapted from van der Maaten and Hinton (2008).

2—1
o (1+ v = 1)
=S @+ e =yt

Equation 12: Pairwise similarities in a low-dimensional space

Note. Equation adapted from van der Maaten and Hinton (2008).

where o; adapts to local data density to include approximately the same number of
neighborhood points.
Finally, the cost, C, or the Kullback-Leibler (KL) divergence was minimized as

defined by van der Maaten and Hinton (2008):
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Pij
€ =KL(PIQ) = ) pylog <q—’)

%) y
Equation 13: Minimizing the KL divergence
Note. Equation adapted from van der Maaten and Hinton (2008).

This minimization ensures that local neighborhood structures from the original
feature space are preserved in the projection.
3.8 Synthetic Data Generation and Usage

Synthetic data was generated to increase the diversity of training images. These
synthetic datasets were used for training in isolation and augmented with other datasets.
Synthetic images were generated using both online prompt-based tools and locally fine-
tuned generative models.

3.8.1 Prompt-Based Image Generation Tools

Prompt engineering is the process of using textual or other inputs to guide
generative models (Liu et al., 2023). Prompt engineering was applied to improve the
quality of generated samples. Different prompt engineering and synthetic data generation
techniques were explored to generate visually realistic plant disease samples.

DALL-E 2 uses CLIP-guided diffusion models (see Section 2.11). DALL-E was
accessed via ChatGPT for generating images of diseased plant leaves. Prompts were
constructed using both disease names and descriptions. However, the generated images
lacked photorealism. Due to their non-natural appearance, these images were not
included in the training dataset.

Gemini Flash is a lightweight variant of Google DeepMind’s Gemini 2.0 (Google,
2024b). It is a multimodal transformer model that can process text, image, and other

modalities. Two prompt strategies were evaluated with Gemini (Google, 2024a). First
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used disease-name prompts (e.g., "tomato early blight leaf"), and the second used
descriptive prompts (e.g., "a tomato leaf with concentric yellow and brown rings").
Gemini produced the most photorealistic synthetic images when prompted with just the
disease name. When textual descriptions of the disease were used, the generated images
lacked realism. The prompts were interpreted too literally or led to exaggerated features.
Synthetic images were generated for all disease types to be used for training and testing.
The prompts included the plant and disease name along with additional context such as
background, lighting conditions, and leaf angle.

3.8.2 Latent Diffusion Model-Based Generation

Stable Diffusion v2.1 (Rombach et al., 2022) is a LDM with CLIP-guided text-to-
image synthesis (see Sections 2.11 and 2.12). The model was used for generating
diseased leaf images using disease and symptom prompts. The images did not show the
fidelity required for model training. Fine-tuning attempts caused the model to collapse.
Experiments were conducted using just a single class and multiple classes during fine-
tuning. Hence, Stable Diffusion was not used for dataset generation.

3.8.3 GAN-Based Generation

A generative adversarial network (GAN) is composed of two networks trained to
compete with each other. A generator produces synthetic images, and a discriminator
attempts to tell real images apart from fake images (Goodfellow et al., 2014). The GAN
is trained using a minimax objective function until the discriminator cannot tell real from
fake data.

StyleGAN is a variant of GANs that uses a style-based generator architecture. It

provides control over high-level features (e.g., leaf shape) and low-level details (Karras et
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al., 2019). StyleGAN3 removes aliasing artifacts and provides better spatial consistency
(Karras et al., 2021). These enhancements make it effective for generating biologically
accurate plant leaf images.

The base StyleGAN3 version 0.2.1 was trained on the PlantVillage (PV) dataset
with class labels supplied to enable conditional generation. The training process used
default hyperparameters, with batch size and regularization strength adjusted to fit
computational constraints and dataset size. Conditional training allowed the generator to
produce class-specific leaf images corresponding to the PV disease categories. Upon
completion of training, the generator was used to sample synthetic images for each class.

3.8.4 Synthetic Datasets Created

Two synthetic datasets were created, one using prompts (Gemini) and another
using a class-conditional GAN (StyleGAN3). The Gemini dataset was constructed using
disease-name-based prompts. Ten images were constructed for each image by using
different prompts to influence the leaf orientation and lighting conditions. To
complement the prompt-generated synthetic datasets, a separate dataset was constructed
using images synthesized with a class-conditional StyleGAN3 model. The number of
images generated per class was equal to the balanced augmentation dataset class size
created through Albumentations. This was done to maintain consistency in experimental
conditions.

3.9 Evaluation Datasets

A range of test datasets were used to assess robustness of models trained on

curated, augmented, synthetic or blended datasets. These test datasets were not used

during training or validation.
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The PlantVillage (PV) test split comprised a held-out test subset of the PV dataset
used as a baseline for in-distribution evaluation. This is 15% of the original PV dataset
and retains the imbalanced class distribution of the original dataset. The Field-PV dataset
contained plant disease images captured in natural environments. It was used to evaluate
model robustness to real-world noise and domain shift. The Syn-PV dataset uses PV
dataset with the backgrounds replaced with synthetic ones. The dataset helped assess
whether background variation alone can degrade performance and provide insight into
the effect of domain adaptation. Finally, the PlantWild v2 dataset consists of real images
of diseased leaves captured in uncontrolled settings.

Table 3-2 provides an overview of all datasets used throughout this study. The
table includes the dataset’s primary purpose (training or testing), its source type (real or
synthetic), and a brief description. This summary is a reference for the detailed

discussions in Sections 3.2 and 3.9.
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Table 3-2. Summary of Datasets Used for Training and Evaluation

Dataset Name Use Type Description

PV (Train/Val) | Training | Real Curated lab images from PV; used for

training and validation.

Gemini Training Synthetic | Synthetic images generated via Gemini

using disease-name prompts.

StyleGAN3 Training | Synthetic | Synthetic images generated using GAN.

PV Test Split Testing Real Held-out PV images; in-distribution test set.

Field-PV Testing Real Images captured in the field.

Syn-PV Testing Real/ Real PV images with synthetic background.
Synthetic

PlantWild v2 Testing Real In-the-wild disease images from

uncontrolled field conditions.

3.10 System Architecture, Performance and Experimentation Setup

This section describes the runtime environment, system optimizations, GPU
usage, data handling strategies, and the development tools used in the experiments.

3.10.1 Runtime Environment

All experiments were conducted using Google Colab with GPU runtimes (e.g.,
NVIDIA A100 or T4) (Google Colab, 2025). TensorFlow version 2.19 was used as the
DL framework (TensorFlow, 2025). The framework includes supporting libraries for data
loading, visualization, and experiment tracking. Details of the code, configurations and
supporting materials are listed in Appendix B.

3.10.2 Efficient Data Handling

ML pipelines run in an environment with multiple levels of storage and memory

architectures. Public datasets are often available in remote repositories with unpredictable
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download speeds. To ensure persistent caching, Google Drive was used to store datasets
and was mounted to Google Colab as a FUSE-based filesystem. However, as repeated
FUSE access during training can become a bottleneck, data was copied into Google
Colab’s local storage before training began. Active datasets and models were transferred
to GPU memory to maximize throughput and efficient usage of GPU.

Pre-splitting the PV dataset into training, validation and test subsets ensured
repeatability and avoided redundant file operations.

3.10.3 GPU and Memory Utilization

TensorFlow automatically uses an available GPU for model training. The
command tf.config.list physical devices ('GPU') was called to verify
whether GPUs were available in the Google Colab environment. The command
tf.device () was called to ensure model training happens on the available GPU. The
command tf.config.experimental.set memory growth () was called to
ensure memory grows dynamically during training to ensure efficiency and to prevent
out-of-memory conditions.

3.10.4 Experiment Tracking and Logging

Experimental configurations were managed as a Python dictionary for easy
configurability. Experiments were grouped by key variables like base model architecture
(e.g., MobileNet), training dataset (e.g. PV_balanced) and disease class subset (e.g.,
three tomato diseases). Each experiment run was saved in a directory named with the
timestamp at the start of the run. Performance metrics and confusion matrices for each

test dataset were logged to this directory. Grad-CAM images and t-SNE plots were also
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logged. Experiment artifacts were captured after both the transfer learning and domain
adaptation phases.

For synthetic data generation, appropriate artifacts were logged to evaluate
training progress. For StyleGAN3, sample images were logged at regular intervals to
track image fidelity. For Stable Diffusion, samples images were logged at every epoch to
assess image fidelity.

TensorBoard was used to log experiment details like model metrics, training
configuration, and epoch metrics. The logs were also used for debugging, reporting and
analysis.

3.10.5 Pipeline Debugging

To help debug or unit test the training pipeline, a small sample of the dataset was
used. Google Colab instances with CPUs were used to save cost. The training and
validation steps were reduced in each epoch and only a subset of plant classes were used.
After completing the unit-tests, the experiments were run with full datasets on Google
Colab instances with GPUs.

3.10.6 Experimental Parameter Grid

A parameter grid was used to organize and run combinations of experiments. The
grid included model hyperparameters such as batch size, learning rate, and number of
epochs. Experiment-level variables like the training dataset (e.g., PV), augmentation
method (e.g., Albumentations), evaluation dataset (e.g., Field-PV), and disease class
subset (e.g., three tomato classes) were included in the parameter grid.

Each parameter combination was considered an instance of an experiment. The

use of a parameter grid, made running and reproducing experiments easier and error-free.
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Chapter 4 - Results

4.1 Overview of Experiments

This chapter presents the results of the experiment conducted in this research. The
research studied the effect of data augmentation and synthetic data on model robustness
in plant disease detection. The baseline experiments used balanced PlantVillage (PV)
datasets with all classes of the same size. Data augmentation and synthetic data
generation strategies used the same class sizes. This removed the effects of class
imbalance from the results. Experiments were conducted for ten-class and three-class
tomato datasets to understand the impact of class overlap. Models were trained and
evaluated on the same number of classes.

Four categories of experiments were conducted to evaluate model performance
under different training datasets. The baseline experiments used the balanced PV dataset
without any augmentation. The augmentation experiments used TensorFlow’s built-in
function and the Albumentations library. The synthetic data experiments used datasets
generated using Gemini and StyleGAN3. Finally, the blended dataset experiments
combined real and synthetic data. The PV dataset was combined with Gemini-only and
StyleGAN3-only. One variation of the experiment used TensorFlow augmentation and a
blend of PV and StyleGAN3 images.

The performance of all models was compared against the same test datasets,
which include both laboratory and field-collected images. Models were evaluated across
four distinct test datasets. The PV test split was the held-out data from the PV dataset and
had the same distribution as the training data. This test dataset served as the baseline for

in-distribution evaluation. The Field-PV dataset consisted of real-world leaf images
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captured. The Syn-PV dataset was derived from the PV test split, where backgrounds
were replaced to emulate real-world settings. Syn-PV images originating from the PV
training or validation splits were excluded. This prevented leakage of augmented versions
of training or validation images into the test set. Finally, the PlantWild v2 dataset
contained images of diseased leaves captured in uncontrolled environments, providing a
benchmark for real-world generalization.

Model performance is primarily evaluated using the macro-weighted F1-score.
Unless otherwise stated, all F1-scores reported below are macro-averaged across classes.
Class-wise F1-score and confusion matrices are used to understand class-level errors.
Section 4.7 presents a detailed class-wise performance analysis. t-SNE analysis is
presented along with the results to illustrate feature space organization and model
behavior. Model interpretability using soft confusion matrix to clarify error patterns and
Grad-CAM to show model focus is presented in section 4.8.

Synthetic data generation was a key part of the experiments and Section 4.4
presents the qualitative and quantitative observations. The results of synthetic data
generation helped shape the strategy for subsequent model training.

4.2 Baseline Model Performance

The model trained on the balanced PlantVillage (PV) dataset without any
augmentation or synthetic data was used as the baseline. The baseline ten-class tomato
model achieved a macro F1-score of 0.8730 on the PV test set. However, performance
dropped sharply on out-of-distribution data, with F1-scores of 0.0.1897 on the Field PV
set and 0.0.1419 on PlantWild_v2. This highlights the model’s inability to predict the

significant covariate shift between laboratory images and real-world conditions (Table
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4-1). For Syn-PV, the model had a moderate F1-score of 0.5261. Syn-PV performance
could be higher compared to other real-world images due to the similarity with PV
dataset. The drop in F1-score compared to PV baseline reflects the impact of addition of
the background. These results show the limitations of models trained on laboratory data.
It reinforces the need for better generalization, and motivates the use of data
augmentation and synthetic data generation.

The baseline three-class tomato model achieved a higher performance on the PV
test set. Higher F1-score of 0.9922 suggests that classification difficulty decreases with a
decrease in the number of disease categories. This could be due to simpler decision
boundaries and less visual overlap between classes. The model performed better for out-
of-distribution test datasets as well.

Confusion matrices were examined for both the three-class and ten-class baseline
models on the PV test set (Figure 4-1 and Figure 4-2). The three-class confusion matrix
showed very few misclassifications and a clean separation between classes. In contrast,
the ten-class model showed more confusion. Diseases with overlapping symptom patterns
showed more confusion. These patterns point to possible ambiguity in learned feature
representations, and explainability techniques are used for deeper insight in Section 4.8
below. Confusion matrices for the out-of-distribution datasets for PlantWild v2 and
Field-PV showed significantly higher confusion between disease classes. Syn-PV showed

better class separation possibly due to similarity in leaf structures to PV.
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Table 4-1. Baseline model performance

Dataset Configuration PV Field-PV | Syn-PV PlantWild v2
Ten-class tomato - Balanced 0.8730 0.1897 0.5261 0.1419
Three-class tomato - Balanced 0.9922 0.4624 0.871 0.4346

Note. Fl-score reported for the baseline model trained on the laboratory-curated PV

dataset of the ten-tomato and three-tomato classes.
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Figure 4-1. Baseline confusion matrix for three-class tomato model.

Note. The model trained on balanced PV dataset shows strong class separation with

limited confusion for the PV test set.

4.3 Impact of Traditional Data Augmentation
Two augmentation strategies were applied to the PlantVillage (PV) dataset during

training: TensorFlow’s on-the-fly augmentation, and Albumentations pre-generated
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augmentation. The results for the augmentation strategies are listed in Table 4-2 for the

ten-class model and Table 4-3 for the three-class model.
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Figure 4-2. Baseline confusion matrix for ten-class tomato model.

Note. Although the model shows strong separation, there is some confusion for

diseases with similar patterns for e.g. septoria leaf spot and bacterial spot.

In the ten-class experiments, TensorFlow on-the-fly augmentation showed modest
improvements over the baseline. PV and Field-PV scores were mostly flat (0.8730 —
0.8772 and 0.1897 — 0.2003). Syn-PV improved from 0.5261 to 0.5378 (+0.0117).
PlantWild v2 worsened 0.1298 showing the model’s limitations. Albumentations

increased the in-distribution PV performance from 0.8730 to 0.9207 (+0.0477), but
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performance dropped for Field-PV (-0.0505), Syn-PV (—0.1221) and PlantWild v2
(—0.0080). The reduction in performance on real-world datasets possibly points to the risk
of stronger transformations. Coarse dropout and hue or saturation alterations could have
impacted lesion visibility or introduced artifacts that confused the model.

Table 4-2. F1 Performance of models trained on ten-class augmented data

Strategy PV Field-PV  Syn-PV  PlantWild v2
Balanced Baseline 0.8730 0.1897 0.5261 0.1419
TensorFlow On-the-Fly 0.8772 0.2003 0.5378 0.1298
Albumentations 0.9207 0.1392 0.404 0.1339

Table 4-3. F1 Performance of models trained on three-class augmented data

Strategy PV Field-PV  Syn-PV  PlantWild v2
Balanced Baseline 0.9922 0.4624 0.871 0.4346
TensorFlow On-the-Fly 0.9931 0.7676 0.866 0.3751
Albumentations 0.9917 0.3203 0.8818 0.3683

The three-class model showed similar but more amplified effects. TensorFlow
augmentations had minor changes to the in-distribution PV given it is already at near
maximum. Field-PV showed a significant improvement going from 0.4624 — 0.7676.
Syn-PV was mostly the same (0.8710 — 0.8660). PlantWild v2 dropped from 0.4346 to
0.3751. Albumentations made a slight improvement to Syn-PV (0.8710 — 0.8818), but

Field-PV showed a large drop from 0.0.4624 to 0.0.3203 (—0.2717). PlantWild v2 also
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dropped from 0.4346 to 0.3683. These results suggest that occlusion-style and color
augmentations may degrade generalization to real-world conditions where lesions may
not be obscured in the same way.

These results indicate that TensorFlow’s basic augmentation pipeline offers some
limited improvements in multi-class settings and more so in simpler scenarios with fewer
classes. However, the inconsistent results for the real-world datasets show the need for
additional augmentation or synthetic data that is domain-specific to achieve improved
robustness. The advanced strategies in Albumentations-based augmentation could be
interfering with leaf lesions or spots and not useful for real-world generalization.

4.4 Synthetic Data Generation: Challenges and Insights

A key focus of this research was the generation of synthetic data. This section
reviews different synthetic data generation techniques for their effectiveness in producing
training data. The results show significant differences in the quality and diversity.

4.4.1 Challenges with Latent Diffusion Models

Experiments with Stable Diffusion v2.1 (Rombach et al., 2022) latent diffusion
model (LDM), revealed that the base model consistently generated biologically
inaccurate images of plant leaves. When prompted with class-specific terms such as
“healthy leaf” or “leaf with blight”, the outputs were often distorted, or misinterpreted the
prompt cues. Healthy leaves often lacked structural coherence, while diseased leaves
displayed unnatural textures and symptom patterns that did not resemble the plant
disease. Disease symptoms were sometimes misinterpreted and placed onto other areas of
the image (for example, ‘two-spotted spider mite’ was shown as a spider web in the

background). These biologically implausible outputs highlight the limitations of using a
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general-purpose generative model for domain-specific tasks in agriculture (see Figure 4-3
for examples of such artifacts).

To address this, LoRA-based fine-tuning was applied on the base Stable Diffusion
model using the leaf images from the PlantVillage (PV) dataset. The critical issue of
catastrophic forgetting emerged during hyperparameter tuning. As training progressed,
the loss curve stabilized (Figure 4-4), but this apparent convergence did not translate into
improved model performance. Instead, the generated images became increasingly
homogenized, with extensive browning and a loss of fine-grained detail. Catastrophic
forgetting is a phenomenon in which neural networks trained sequentially fail to retain
previously learned distributions (Kirkpatrick et al., 2017). This was evident here and it
resulted in a collapse of the model’s capacity to generate diverse and biologically
accurate disease symptoms. Attempts to perform hyperparameter tuning by adjusting the
learning rate, LORA rank, and alternate prompting strategies did not help address the
catastrophic forgetting. Figure 4-5 shows the loss of color and structural fidelity as
training progresses. Experiments were also conducted with one, three and ten classes but
did not yield improvements. This shows the difficulty of adapting general-purpose DMs
to specialized domains.

Effective synthetic data generation for plant disease will likely require improved
conditioning strategies and higher-quality and more diverse training images. This is

outside the scope of research of this work.
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Detailed image of a Tomato leaf affected ~ ON€ Tomato leaf showing circular spots

A close-up of a healthy Tomato leaf on a

aray baékdround by fine yellow speckles from spider mite with concentric rings and tan centers,

feeding, shot on plain gray. on a neutral gray surface.

Figure 4-3. Output of base Stable Diffusion model to disease prompts

Note. The baseline Stable Diffusion model shows limited plant disease knowledge,
producing anatomically incorrect leaves, misplacing symptoms (e.g., spider web

instead of mite, tomato fruit instead of leaf).

Training Loss Over Epochs
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Figure 4-4. Training loss curve during LoRA fine-tuning of Stable Diffusion.

Note. Training loss curve stabilized by epoch six and then showed overfitting.
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Tomato_healthy

Epoch = 1 Loss=0.7271 Epoch = 2 Loss=0.5312 Epoch = 3 L0ss=0.3331 Epoch = 4 Loss=0.2709 Epoch = 5 Loss=0.2438

Epoch = 6 Loss=0.2341 Epoch = 7 Loss=0.2305 Epoch = 8 Loss=0.2301 Epoch = 9 Loss=0.2301 Epoch = 10 Loss=0.2284

Figure 4-5. Color and structural collapse with Stable Diffusion.
Note. As training progressed, images became less detailed and showed loss of color
even while loss curve stabilized.

4.4.2 Limitations of Prompt-Based Online Tools

Online text-to-image models like Gemini, Claude, and DALL.E were also
evaluated but showed severe limitations.

Both Claude and DALL.E systems consistently produced outputs with cartoonish
and unrealistic textures. The images lacked the realism and biological fidelity required
for plant disease research (Figure 4-6). Leaf structures were frequently oversimplified,
and disease symptoms were rendered as generic blotches or stylized patterns rather than
recognizable lesion types. This limited their utility for downstream model training or
evaluation.

In contrast, Gemini generated more photorealistic images. As shown in Figure
4-7, Gemini outputs captured leaf color and overall structure more convincingly than

other models, offering stronger visual realism at the image level. An additional
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observation was that prompting with only the disease name, such as ‘tomato early blight
leaf’, rather than detailed symptom descriptions like ‘a tomato leaf with concentric
yellow and brown rings’ resulted in better image fidelity. This seems to indicate the
underlying Gemini model is aware of plant diseases.

However, quantitative analysis through t-SNE visualizations (Figure 4-8) revealed
that the images were tightly clustered in the feature space. The images exhibited limited
covariate spread compared to real PlantVillage (PV) samples. This narrow distribution
indicated a lack of underlying variability, suggesting that while Gemini can produce

visually compelling outputs, its distribution diversity is limited.

Potato Leaf with Early Blight (Alternaria solani)

Figure 4-6. Examples of images generated by Claude and DALL.E

Note. Claude (left) outputs appear stylized, while DALL-E (right) images

show unrealistic leaf textures and background.

Figure 4-7. Examples of images generated by Gemini

Note. Gemini outputs exhibit realistic lighting, texture, and leaf structure
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4.4.3 Strength of GAN-Based Approaches

Among the synthetic data generation methods evaluated, the GAN-based
approach proved to be the most promising. In contrast to prompt-based generative
models, GAN-based models resulted in samples that better reflected the underlying visual
structures.

Training was conducted using the PV dataset with one million images seen by the
discriminator (kimg = 1000). Snapshots captured during training illustrate the progressive
refinement of the generator’s output (Figure 4-9). Images evolved from blurry structures
to sharper leaves with clearer disease representation and improved color fidelity. For each
stage of training, the same seed was used to see the model’s interpretation of the same
latent vector. The model training was computationally demanding. It took over 10 hours
of wall-clock time on an NVIDIA A100 GPU in the Google Colab environment (Google
Colab, 2025).

To quantify the representational quality of the GAN-generated data, t-SNE was
applied to feature embeddings extracted from the penultimate layer of the classifier. As
shown in Figure 4-8, StyleGAN3 images exhibited a broad spread in feature space,
similar to the distribution of the original PV dataset. GAN-based synthetic data
generation showed diversity and introduced meaningful variability to the data. However,
the data formed tighter clusters within each class compared to the PV dataset. This
indicates there was reduced within-class variation. Qualitatively, the GAN-based method
showed photorealism. It retained disease-relevant structures such as lesions and leaf

veins.
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-100
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Figure 4-8. t-SNE plot for comparing various data sources

Note. Plot showing t-SNE for various datasets. PV (blue) shows the most diversity.
Gemini (light purple) is concentrated in a narrow area in the top-right. Style-GAN3
(light green) exhibits diversity but forms local clusters showing limited within-class

spread. Field-PV (light blue) and PlantWild v2 (red) are test datasets.

Figure 4-9. Progression of GAN training

Note. Panels illustrate snapshots for different diseases at different training stages.
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4.5 Model Performance with Synthetic Data

Models were trained on images generated via two distinct synthetic pipelines:
StyleGAN3 and Gemini. The StyleGAN3-based dataset was generated to match the size
and class distribution of the Albumentations-augmented training set, ensuring consistency
and balance across classes. As the Gemini pipeline was manual and prompt-based, only
10 images per class were generated. Due to its limited size, the Gemini dataset was not
used to train the model independently, but only as part of the blended dataset strategy.

Additional synthetic datasets generated using Claude, DALL-E and Stable
Diffusion were excluded due to poor visual realism. Their limitations were documented
during dataset inspection and discussed further in Section 4.4.2 above.

The results for the macro F1-scores for the experiments are shown in Table 4-4
and Table 4-5.

Table 4-4. F1 Performance of models trained only on ten-class synthetic data

Training Dataset PV Test  Field-PV  Syn-PV  PlantWild v2
Balanced Baseline 0.8730 0.1897 0.5261 0.1419
Gemini 0.0854 0.104 0.0783 0.0552
StyleGAN3 0.8446 0.1308 0.3103 0.1191

Table 4-5. F1 Performance of models trained only on three-class synthetic data

Training Dataset PV Test  Field-PV  Syn-PV  PlantWild v2
Balanced Baseline 0.9922 0.4624 0.871 0.4346
Gemini 0.3316 0.4133 0.3256 0.2429
StyleGAN3 0.9809 0.6299 0.8981 0.3608
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4.5.1 Gemini

The Gemini dataset has a narrow distribution and is limited in size. Models
trained on just the Gemini dataset performed well on a separate Gemini test set. However,
the models failed on both the PV and real-world test datasets. Figure 4-10 shows the
collapse of the Gemini model even for a three-class dataset. Due to the constraints of
prompt-based generation, it was not feasible to produce a large number of training
images, making Gemini an impractical source for standalone model training. Moreover,
the results reinforce that visual realism alone is insufficient for effective generalization,
further limiting the utility of this approach.

4.5.2 StyleGAN3

The StyleGANS3 dataset provided greater diversity than Gemini. The model
trained on the StyleGAN3 dataset showed strong performance on the PV test set, nearly
matching baseline results. The confusion matrix shows good separation of classes for
both three-class and ten-class models (Figure 4 11 and Figure 4 12). As noted in Section
4.4 above, the t-SNE analysis showed that StyleGAN3 data formed tighter clusters than
the PV dataset indicating reduced within-class variation. This limited diversity potentially
constrained generalization, with performance dropping on Syn-PV and PlantWild v2,
and only partial improvement observed on Field-PV. While more effective than Gemini,
these results highlight that image realism and moderate diversity are not sufficient to

achieve robust generalization to real-world conditions.
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Figure 4-10. Confusion matrix for three-class tomato model trained on Gemini

Note. Model trained on Gemini data collapsed with most samples misclassified into a

single class. Ten-class model showed a worse collapse.

4.6 Model Performance with Domain Adaptation

Domain adaptation was performed as described in Section 3.4, to assess whether
combining synthetic and real images improves generalization. MobileNet models were
first trained on the balanced PlantVillage (PV) dataset and then further fit with blended
datasets as described in Section 3.5.2. The dataset balanced the PV training set with
synthetic images from either StyleGAN3 or Gemini. Training used a PV-heavy blend
(three-class: 70% PV, 30% StyleGAN3; ten-class: 80% PV, 20% StyleGAN3). The PV-
heavy blend helped anchor the model in the target domain while adding some synthetic
data diversity. The ratio keeps real-image statistics available for generalization to PV and
field tests, while allowing GAN3 to contribute variations without overfitting to synthetic

artifacts. t-SNE findings of tighter GAN3 clusters relative to PV support limiting the
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synthetic share. For Gemini, given the small size of the dataset, the dataset was cycled
through multiple times in the generator and PV ratio of 90% was used. Validation and

test used the PV balanced split for the respective classes.

Confusion Matrix (pv) F1-Score: 0.9809
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Figure 4-11. Confusion matrix for model trained on StyleGAN3 data

Note. Model shows good separation of classes and performance close to baseline.

Results in Table 4-6 and Table 4-7 show that blending PV with StyleGAN3
yielded consistent but uneven gains for the ten-class test datasets. The in-distribution PV
test rose from 0.8730 to 0.9341 (+0.0611) reflecting a consistent improvement across all
classes. Out-of-distribution gains were smaller (Field-PV +0.0286, Syn-PV +0.0499)
with PlantWild v2 showing a slight decrease of -0.0116.

The three-class model PV test scores were already near the ceiling and showed
little change from 0.9922 to 0.9920, but the out-of-distribution gains were a mixed bag.

Field-PV increased by a small +0.0425 but Syn-PV and PlantWild v2 decreased by

63



-0.079 and -0.0379 respectively. This inconsistency could be explained since there are
only three classes and a single class could influence the score significantly. For this
representative case, the weighted F1-score was calculated (Table 4-8) and the scores
showed a consistent and significant increase across all datasets. The weighted F1-scores
increased by +0.1749, +0.1217, +0.3443 for Field-PV, Syn-PV and PlantWild v2
respectively.

Confusion matrices in Figure 4-13 and Figure 4-14 show strong class separation.
These results show that GAN3 helps the model become more robust to domain shift but it
is not consistent. It improves performance on data that looks different from the training
set. In contrast, blending with Gemini offered less consistent benefit (Figure 4-15), likely
due to its limited variability despite strong visual realism.

Combining PV with TensorFlow augmentations and StyleGAN3 blending
produced the strongest in-distribution performance (PV = 0.9354) for the ten-class model.
Field-PV performance (0.1935) remained similar to the TF-augmentation (0.2002) but
significantly higher than StyleGAN3 alone (0.1308). Overall, the blended configuration
maintained the high PV accuracy and also partial but limited improvements to cross-
domain results. This highlights the trend that higher the variety of data that the model is

trained on, the better it generalizes.
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Figure 4-12. Confusion matrix for model trained on StyleGAN3 data
Note. Model shows good separation and performance slightly below baseline.

Table 4-6. F1 Performance of domain-adaptation models for ten-classes
Training Dataset PV Test | Field-PV | Syn-PV | PlantWild v2
Balanced Baseline 0.8730 0.1897 0.5261 0.1419
Blend PV + Gemini 0.8654 0.2028 0.5079 0.1331
Blend PV + StyleGAN3 0.9341 0.2183 0.576 0.1303
Blend PV + TensorFlow

Augmentation + StyleGAN3 0.9354 0.1935 0.5476 0.1617

Note. The combined PV + TF augmentation + StyleGAN3 experiment achieved the

highest PV F1-score of 0.9354. Modest improvements are seen on cross-domain datasets.
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Table 4-7. F1 Performance of domain-adaptation models for three-classes

Training Dataset PV Test | Field-PV | Syn-PV | PlantWild v2
Balanced Baseline 0.9922 0.4624 0.871 0.4346
Blended PV + Gemini 0.9922 0.3756 0.8754 0.4586
Blended PV + StyleGAN3 0.9920 0.5049 0.7916 0.3967

Note. Macro F1-score shows inconsistent gains possibly due to a single class being able

to influence the overall score.

Table 4-8. Weighted F1-scores for three-class domain-adaptation models

Training Dataset PV Test | Field-PV | Syn-PV | PlantWild v2
Balanced Baseline 0.9914 0.5923 0.8832 0.6643
Blended PV + StyleGAN3 0.9914 0.6798 0.9133 0.741

Note. The F1-score instead of the macro F1-score shows that in the three-class tests there

1s consistent gains across datasets.

4.7 Class-Wise Performance

A class-wise comparison was conducted between the baseline model and the

domain-adaptation model trained with a blended PlantVillage (PV) + StyleGAN3 dataset

for the three-class task. Per-class F1 performance is analyzed on the in-distribution PV

test set (Table 4-9) and on the real-world test datasets (Table 4-10, Table 4-11 and Table

4-12). The differences (A) between the domain adaptation and baseline are reported. A

positive A indicates improvement under domain adaptation.
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Figure 4-13. Confusion matrix for StyleGAN3 domain-adaptation model

Note. Model shows good separation of classes and the same macro performance as

baseline but some confusion spread across different classes.

Overall, domain adaptation with PV + StyleGAN3 showed modest gains for the
three-class tests. Bacterial spot showed a small improvement on Field-PV, suggesting
limited transfer of disease patterns to real-world imagery. Yellow leaf curl virus showed a
small improvement on PlantWild v2. The healthy leaves showed no gain with domain
adaptation. Overall, the benefits from domain adaptation were class-specific and limited,
showing moderate promise but not a comprehensive improvement.

In contrast, in the ten-class tests, domain adaptation with PV + StyleGAN3 did
not materially improve the macro-F1 or the per-class F1 and Syn-PV performance
decreased for several classes. This indicates that any benefit of domain adaptation is

potentially outweighed by the increased inter-class confusion due to visual similarities.
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Figure 4-14. Confusion matrix for StyleGAN3 domain-adaptation model

Note. Domain adaptation shows significant improvement in performance compared to

baseline for PV test set and clean separation of class boundaries
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Confusion Matrix (Dom_Blend PV _GAN 10 pv) F1-Score: 0.9354
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Figure 4-15. Confusion matrix for blended model with TF augmentation

Note. Model with blended PV and StyleGAN3 data and TensorFlow augmentation

showed the best in-distribution performance.

Table 4-9. PV per-class F1 comparison

Class Baseline DA A (DA — Baseline)
Bacterial Spot 0.986 0.991 +0.005
Yellow Leaf Curl Virus 0.991 0.993 +0.002
Healthy 1.0 0.998 -0.002
Overall F1 0.992 0.994 +0.002

Note. Baseline was already strong and shows marginal changes with domain adaptation.
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Table 4-10. Field-PV per-class F1 comparison

Class Baseline DA A (DA — Baseline)
Bacterial Spot 0.308 0.762 +0.454
Yellow Leaf Curl Virus 0.746 0.761 +0.014
Healthy 0.333 0.333 +0.000

Note. The largest improvement was observed for bacterial spot; Yellow leaf curl virus

shows a small positive shift; healthy remained unchanged.

Table 4-11. PlantWild_v2 per-class F1 comparison

Class Baseline DA A (DA — Baseline)
Bacterial Spot 0.800 0.834 +0.034
Yellow Leaf Curl Virus 0.504 0.631 +0.127
Healthy (no data) - - -

Note. Yellow leaf curl virus exhibited a meaningful gain and bacterial spot showed a

modest improvement.

Table 4-12. Syn-PV per-class F1 comparison

Class Baseline DA A (DA — Baseline)
Bacterial Spot 0.840 0.844 +0.003
Yellow Leaf Curl Virus 0.931 0.966 +0.035
Healthy 0.820 0.831 +0.011

Notes: Small improvements were observed for all classes, indicating slightly better

tolerance to synthetic backgrounds.
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4.8 Model Explainability

The standard confusion matrix in Figure 4-14 for the model with domain
adaptation using StyleGAN3 training data showed that the model achieved strong per-
class accuracy. Off-diagonal counts showed misclassifications between visually similar
diseases. For example, late blight was occasionally confused with early blight and leaf
mold, and target spot was confused for septoria leaf spot and spider mite categories. The
soft confusion matrix in Figure 4-16 provides a more nuanced view by looking at the
probability mass distribution instead of the argmax. The diagonal probabilities are strong
(=0.90 for most classes), but some showed probability leakage. Target spot (=0.85)
showed probability mass shifting toward septoria leaf spot and spider mite, which are
visually similar diseases. Classes like mosaic virus, healthy leaves, and yellow leaf curl
virus had strong confidence distributions (>0.95) with minimal probability mass leakage.

These results suggest that while the domain adapted model performed strongly,
fine-grained confusion exists in classes with overlapping visual patterns. The soft
confusion is able to highlight the regions of uncertainty where the probability mass is

shared across classes.
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Figure 4-16. Soft confusion matrix for StyleGAN3 domain-adaptation model

Note. The model shows probability mass leakage to diseases with similar symptoms

like septoria spot and bacterial spot, and target spot and two-spotted spider-mite.

Grad-CAM visualizations were generated for representative test images to better
explain the model’s decision process. In one example from Field-PV, a yellow leaf curl
virus sample was misclassified as late blight by the baseline model. As seen in Figure
4-17, the Grad-CAM activation at conv_pw_5 convolution layer highlighted most of the
leaf surface. This is consistent with late blight’s broad lesion patterns. Grad-CAM
generated with the true class showed lesser activations for the yellow leaf curl virus class.

The domain-adaptation model with StyleGAN3 correctly predicted the leaf to the yellow
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leaf curl virus class. As seen in Figure 4-18, the domain-adaptation model’s earlier layer
(conv_pw_1) shows activations for the general edge features. The deeper conv_pw 5
layer showed activation along leaf veins and edges. This focus is biologically consistent
with yellow leaf curl virus symptoms where yellowing can extend into the veins in the
middle of the leaf rather than just the margins. The comparison shows that the domain-
adaptation model improves both classification accuracy and localization to disease

Ssymptoms.

Original Grad-CAM Grad-CAM
Activation = Predicted Class Activation = True Class

conv_pw_35 conv_pw_5
Figure 4-17. Grad-CAM activation with baseline model
Note. A real-world image of a leaf inflicted with yellow leaf curl virus is shown. The
Grad-CAM activations for the predicted class (late blight) are spread throughout the

leaf compared to the minimal activation for the curled yellow edges for the true class

(yellow leaf curl virus). The model misclassifies the image to the late blight class.
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Original Grad-CAM Grad-CAM

conv_pw_1 conv_pw 5

Figure 4-18. Grad-CAM activation with domain-adaptation model

Note. The same leaf is correctly classified by the domain-adaptation model with

StyleGAN3. The Grad-CAM activations in early layers show the edges and later

layers detect the yellowing along veins (red lines).
4.9 Summary of Hypotheses Evaluation

This section presents an evaluation of the hypotheses introduced in Chapter 1,

based on the experimental results summarized in Figure 4-19. A combination of data
augmentation, synthetic image generation, and blended dataset strategies were tested.
Their impact on model generalization under real-world conditions was noted. While some
hypotheses were fully validated, others showed partial support or were not supported by

the findings.
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Figure 4-19. Consolidated macro F1-scores across all experiments

Note. This summary graph provides a comparative view of ten-class model
performance and supports the evaluation of the stated hypotheses.

H1: Augmented and synthetic data improve real-world robustness.
Partially Supported. Augmented data partially improved generalization performance on
real-world test datasets. However, synthetic data alone did not yield strong real-world
performance improvements. In several cases, models trained only on synthetic data
experienced catastrophic forgetting, failing to retain previously learned representations.

H2: Complex augmentations outperform basic ones.

Partially Supported. Albumentations applies more diverse transformations and it
performed better on the in-distribution, but it performed the same or worse in real-world

tests compared to TensorFlow’s built-in augmentation. This suggests that strategies like
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occlusion and hue and saturation changes might have confused the disease symptoms and
instead reduced generalization.

H3: Synthetic data is more effective than augmentation.

Not Supported. Synthetic data (e.g., from Gemini, diffusion models and GANs) did not
outperform traditional augmentation. Augmented datasets consistently led to higher real-
world accuracy compared to synthetic-only datasets.

H4: Combining real, augmented, and synthetic data improves accuracy.
Partially Supported. Combined datasets yielded the best PlantVillage (PV) test
performance, particularly for the ten-class test. However, the improvement in real-world
generalization was marginal, suggesting that combination strategies require careful
balance and validation.

Table 4-13. Hypotheses Outcomes

Hypothesis Outcome | Notes
HI1 - Augmented/synthetic Partially Augmentation partially helped,
improves generalization vs. Supported | synthetic alone not sufficient.

curated only

H2 - Complex augmentation > | Partially Complex transformations helped in-

basic transforms Supported | distribution but not real-world datasets.

H3 - Synthetic > augmentation | Not Augmented data outperformed

Supported | synthetic-only training.

H4 - Combined data > Partially Produced best PV test score and only

individual sources Supported | modest real-world gains.
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Chapter 5 - Discussion and Conclusions

5.1 Discussion

This research aimed to develop a generalizable DL-based model for plant disease
detection that performs robustly beyond its training domain. A range of experiments were
conducted that explored using real images, data augmentation, synthetic image
generation, and blended approaches for model training. The strategies were intended to
assess the model’s generalizability to real-world leaf images.

The primary training and evaluation datasets were taken from public datasets that
include laboratory curated and field-collected sources like PlantVillage (PV), Field-PV,
Syn-PV, and PlantWild_v2.

GAN-based, prompt-based, and diffusion-based synthetic data generation
techniques were explored. StyleGAN3 learnt latent space representations from source
images and produced class-consistent and biologically realistic leaves, making it the most
effective of the approaches. Online prompt-based tools such as Gemini, Claude, and
DALL-E generated images from disease descriptions. Their underlying architectures are
proprietary and opaque to end users. Gemini achieved moderate realism but limited
variance. Claude and DALL-E yielded structurally distorted images with visible artifacts.
Stable Diffusion with LoRA fine-tuning resulted in both structural and color collapse.

Data augmentation improved in-distribution performance but did not generalize to
real-world datasets. This suggests that while augmentation enriches the training
distribution, it does not bridge the domain gaps on its own. Models trained just on GAN
images showed slight decrease in performance. This suggests that dataset diversity is

important for model generalizability. Gemini-generated images were ineffective to train
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models on their own. Blended datasets with GAN-based images offered the best results
with consistent improvements. Blending with Gemini data provided slightly less
improvements.

Explainability methods helped substantiate these results. t-SNE analysis revealed
the differences in data diversity. PV data were well spread overall and within classes as
well. By contrast, Gemini images were clustered narrowly, and GAN3 images were
distributed but lacked within-class spread. t-SNE analysis also showed that the model
increased the separation in classes with domain adaptation and reduced the cross-domain
confusion. Grad-CAM visualizations showed the improvement in the blended model’s
feature focus and spatial activation to diseased portions of the leaves.

The model performed better on the three-class tests compared to the ten-class
setup. This shows the increase in difficulty of classification with more classes with
limited intra-class variability and overlapping symptoms.

The experiments highlight that neither augmentation nor synthetic data alone help
with model robustness. Blending GAN images with real images can improve model
robustness. This study did not use preprocessing methods such as segmentation or leaf
isolation on the test dataset. These approaches could potentially reduce background noise
and improve model robustness.

5.2 Conclusions

This study indicates that generalization in agricultural Al is not viable through a
single data strategy. It requires combinations of real, augmented, and synthetic data.

Data augmentation is critical for establishing baseline performance. However, it is

not sufficient to address domain gaps between laboratory and real-world imagery. GAN-
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generated synthetic images provide high-quality training data and consistently
outperform online prompt-based methods. Prompt-based synthetic generation techniques
show image realism but not data diversity and accuracy. While Gemini offered moderate
benefit, Claude and DALL-E were ineffective. Blended training pipelines provide an
effective way for developing generalizable models. Finally, explainability techniques
such as Grad-CAM and t-SNE are key for validating model behavior and supporting
model debugging.

These findings reinforce that data engineering is extremely critical in advancing
agricultural Al. A balanced blend of real, augmented, and synthetic data is a promising
research direction to enable laboratory models to become ready for field-ready systems.
5.3 Contributions to the Body of Knowledge

This research makes several empirical contributions to DL, computer vision, and
agricultural AI. GAN-based methods are effective for generating diseased plant images.
Prompt-based or diffusion-based approaches using text prompts show less realism and
exhibit model collapse. The research also shows that advanced augmentations like
occlusion can potentially harm model robustness. The research showed that blending real
and GAN-based synthetic data can improve in-distribution generalization with limited
robustness to field data.

These contributions are backed by a systematic engineering methodology. A
structured framework was developed for training and evaluation of models for different
data strategies. End-to-end pipelines were developed to support fine-tuning, and domain
adaptation. Interpretability methods including Grad-CAM and t-SNE analysis were

integrated into the pipeline. This framework supports training and evaluation with other
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datasets. Synthetic data generation pipelines were built for GANs (StyleGAN3), and
diffusion models (Stable Diffusion with LoRA fine-tuning).
5.4 Recommendations for Future Research

The findings show that building models that are robust to real-world field
conditions is challenging. The limited gains with augmented and synthetic data show the
need for further research. Counter to the objective of this research, expanding datasets to
include more scenarios of real-world data will reduce laboratory bias.

Future synthetic data generation work could focus on developing domain-specific
generative models. Combining biology-driven disease simulation with generative
methods instead of relying on visual patterns alone has great potential to help with
realism. Improvements to backend architectures of online prompt-based tools could
improve access to synthetic images to researchers.

Domain adaptation techniques that include field data in a supervised manner
could help align disease feature spaces better. Research into training strategies like
curriculum learning and ensemble approaches can help reduce confusion among visually
similar diseases. Environmental and temporal variables (e.g., weather conditions,
seasonality, and field history) can potentially provide additional indicators for plant
disease detection. Multimodal models that combine image data with such data can
potentially help with model robustness.

Future Al systems should include a feedback loop from the farmer. Such a system
could enable continuous data collection and human-in-the-loop feedback to help with

iterative model improvement.
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Appendix A - PlantVillage Tomato Dataset Splits

Two sets of dataset configurations were prepared using subsets of the
PlantVillage (PV) dataset, focusing only on tomato-related classes. The original
imbalanced dataset was pre-split into training, validation, and test sets using a 70:15:15
ratio. The original dataset was used to validate the training pipeline only and the results
are not reported. A balanced dataset was derived from the training and validation subsets
by down-sampling each class to match the smallest class size. This ensured compatibility
with the synthetic datasets, which were generated with equal numbers of images per
class. All test sets, including PV, Field-PV, Syn-PV, and PlantWild v2, retained their
original distributions, enabling consistent comparison of model performance across
domains.

Two subsets of tomato classes of the PlantVillage dataset were tested. The ten-
class configuration included all ten disease and healthy categories. The three-class
configuration represented a reduced subset of three classes. The resulting dataset
distributions are summarized in Table A-1 and Table A-2.

Table A-1. Image Counts for PV ten-class tomato experiment

Class Original Balanced

Train | Val | Test | Train | Val | Test

Bacterial Spot 1,488 | 319 | 320 261 |55 | 320
Early Blight 700 | 150 | 150 261 |55 | 150
Late Blight 1,336 | 286 | 287 261 |55 | 287
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Leaf Mold 666 | 142 | 144 261 |55 | 144

Septoria Leaf Spot 1,239 | 265 | 267 261 |55 | 267

Two-Spotted Spider Mites | 1,173 | 251 | 252 261 |55 | 252

Target Spot 982 210|212 261 |55 | 212

Yellow Leaf Curl Virus 2,246 | 481 | 482 261 |55 | 482

Mosaic Virus (smallest) 261 55 |57 261 |55 |57

Healthy 1,113 | 238 | 240 261 |55 | 240

Note. Balanced counts for training and validation splits were set to the smallest available

class (mosaic virus). Imbalanced test split retained for comparability.

Table A-2. Image Counts for PV three-class tomato experiment

Class Imbalanced Balanced

Train | Val Test Train | Val | Test

Bacterial Spot 1,488 | 319 | 320 1,113 | 238 | 320
Yellow Leaf Curl Virus 2,246 | 481 | 482 1,113 | 238 | 482
Healthy (smallest) 1,113 | 238 | 240 1,113 | 238 | 240

Note. Balanced counts for the train and validation splits were set to the smallest available
class (healthy) within the three-tomato subset. Imbalanced test split retained for

comparability.

Table A-3 summarizes the per-class training and validation dataset sizes for each
augmentation strategy used in the balanced configurations of the ten-tomato and
three-tomato experiments. For TensorFlow on-the-fly augmentation, the number of stored

images remains unchanged, with variations applied dynamically during training.
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Albumentations and StyleGAN3 synthetic datasets expand the training set size according
to the augmentation factor while keeping validation counts fixed. The test set size for
each class is the same as in the baseline configuration and remains unchanged across all
augmentation strategies, ensuring direct comparability of results.

Table A-3. Dataset and augmentation strategy counts per class

Strategy Ten-Tomato | Three-Tomato | Notes
(Train /Val) | (Train /Val)

Balanced 261/55 1,113/238 No augmentation

Baseline

TensorFlow 261/55 1,113/238 Augmentation applied during
On-the-Fly (dynamic) (dynamic) training; image count on disk

remains unchanged

Albumentations | 1,305/55 5,565/238 Train count = originals x (1 original
+ 4 variants)

StyleGAN3 1,305/55 5,565/238 Synthetic images generated to match
Synthetic Albumentations train set size

Note. “Dynamic” indicates augmentation applied during training without increasing

stored dataset size.
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Appendix B - Supporting Code for Experiments

The source code for all experiments is made available in a GitHub repository at
https://github.com/kmaps/plant-disease-synthetic-praxis under the MIT License.

The Jupyter notebooks are designed to run in the Google Colab environment. The
notebooks require access to Google Drive.

The repository contains the following modules:

e Main Training and Evaluation Notebook

File: PVTransferLearning.ipynb.

Trains convolutional neural networks (CNNs) on different dataset strategies using
a parameter grid, evaluates performance metrics, and provides Grad-CAM and t-SNE
visualizations.

e Albumentations Augmentation Notebook

File: Albumentations.ipynb.
Generates augmented training datasets using the Albumentations module.

e StyleGAN Synthetic Data Generation Notebook
File: StyleGAN.ipynb.

Trains StyleGAN3 and generates synthetic training datasets.

e Stable Diffusion Image Generation Notebook

File: StableDiffusionlmageGeneration.ipynb.
Trains Stable Diffusion model using LoRA fine-tuning with text prompts and

plant disease images.

96



	Dedication
	Acknowledgements
	Abstract of Praxis
	List of Figures
	List of Tables
	List of Equations
	List of Acronyms
	Glossary of Terms
	Chapter 1 -  Introduction
	1.1 Background
	1.2 Research Motivation
	1.3 Problem Statement
	1.4 Thesis Statement
	1.5 Research Objectives
	1.6 Research Questions and Hypotheses
	1.6.1 Research Questions
	1.6.2 Hypotheses

	1.7 Scope of Research
	1.8 Research Limitations
	1.9 Organization of Praxis

	Chapter 2 -  Literature Review
	2.1 Introduction
	2.2 Public Datasets
	2.3 Data Augmentation
	Table 2-1. Summary of key public and augmented plant disease datasets

	2.4 Convolutional Neural Networks (CNNs) for Plant Disease Detection
	2.4.1 Transfer Learning

	2.5 Object Detection
	2.6 Unsupervised Anomaly detection
	2.7 Model Explainability
	2.8 Vision Transformers
	2.9 Real-world plant disease recognition
	2.10 Cross-domain Few-Shot Learning
	2.11 Multimodal Learning
	2.12 Synthetic Image Generation Techniques
	2.12.1 Diffusion and Latent Diffusion Models
	2.12.2 Generative Adversarial Networks

	2.13 Summary and Conclusion

	Chapter 3 -  Methodology
	3.1 Introduction
	3.2 Training Data Selection and Preprocessing
	3.2.1 Primary Dataset
	3.2.2 Data Splitting Strategy
	3.2.3 Data Preprocessing
	3.2.4 Secondary Datasets
	3.2.5 Data Augmentation
	3.2.6 Class Selection
	3.2.7 Experimental Configurations
	Table 3-1. Summary of experimental configurations and evaluation datasets


	3.3 Model Architecture and Training Strategy
	3.3.1 Base Model
	3.3.2 Transfer Learning

	3.4 Domain Adaptation
	3.4.1 Training Dataset
	3.4.2 Model Training

	3.5 Data Generators
	3.5.1 Training and Validation Generators
	3.5.2 Blended Data Generators

	3.6 Data Pipeline for Training
	3.7 Model Evaluation
	3.7.1 Performance Metrics
	3.7.2 Error Analysis
	3.7.3 Model Explainability
	3.7.4 Feature Space Analysis

	3.8 Synthetic Data Generation and Usage
	3.8.1 Prompt-Based Image Generation Tools
	3.8.2 Latent Diffusion Model-Based Generation
	3.8.3 GAN-Based Generation
	3.8.4 Synthetic Datasets Created

	3.9 Evaluation Datasets
	Table 3-2. Summary of Datasets Used for Training and Evaluation

	3.10 System Architecture, Performance and Experimentation Setup
	3.10.1 Runtime Environment
	3.10.2 Efficient Data Handling
	3.10.3 GPU and Memory Utilization
	3.10.4 Experiment Tracking and Logging
	3.10.5 Pipeline Debugging
	3.10.6 Experimental Parameter Grid


	Chapter 4 -  Results
	4.1 Overview of Experiments
	4.2 Baseline Model Performance
	Table 4-1. Baseline model performance

	4.3 Impact of Traditional Data Augmentation
	Table 4-2. F1 Performance of models trained on ten-class augmented data
	Table 4-3. F1 Performance of models trained on three-class augmented data

	4.4 Synthetic Data Generation: Challenges and Insights
	4.4.1 Challenges with Latent Diffusion Models
	4.4.2 Limitations of Prompt-Based Online Tools
	4.4.3 Strength of GAN-Based Approaches

	4.5 Model Performance with Synthetic Data
	Table 4-4. F1 Performance of models trained only on ten-class synthetic data
	Table 4-5. F1 Performance of models trained only on three-class synthetic data
	4.5.1 Gemini
	4.5.2 StyleGAN3

	4.6 Model Performance with Domain Adaptation
	Table 4-6. F1 Performance of domain-adaptation models for ten-classes
	Table 4-7. F1 Performance of domain-adaptation models for three-classes
	Table 4-8. Weighted F1-scores for three-class domain-adaptation models

	4.7 Class-Wise Performance
	Table 4-9. PV per-class F1 comparison
	Table 4-10. Field-PV per-class F1 comparison
	Table 4-11. PlantWild_v2 per-class F1 comparison
	Table 4-12. Syn-PV per-class F1 comparison

	4.8 Model Explainability
	4.9 Summary of Hypotheses Evaluation
	Table 4-13. Hypotheses Outcomes


	Figure 4-1. Baseline confusion matrix for three-class tomato model.
	Figure 4-2. Baseline confusion matrix for ten-class tomato model.
	Figure 4-3. Output of base Stable Diffusion model to disease prompts
	Figure 4-4. Training loss curve during LoRA fine-tuning of Stable Diffusion.
	Figure 4-5. Color and structural collapse with Stable Diffusion.
	Figure 4-6. Examples of images generated by Claude and DALL.E
	Figure 4-7. Examples of images generated by Gemini
	Figure 4-8. t-SNE plot for comparing various data sources
	Figure 4-9. Progression of GAN training
	Figure 4-10. Confusion matrix for three-class tomato model trained on Gemini
	Figure 4-11. Confusion matrix for model trained on StyleGAN3 data
	Figure 4-12. Confusion matrix for model trained on StyleGAN3 data
	Figure 4-13. Confusion matrix for StyleGAN3 domain-adaptation model
	Figure 4-14. Confusion matrix for StyleGAN3 domain-adaptation model
	Figure 4-15. Confusion matrix for blended model with TF augmentation
	Figure 4-16. Soft confusion matrix for StyleGAN3 domain-adaptation model
	Figure 4-17. Grad-CAM activation with baseline model
	Figure 4-18. Grad-CAM activation with domain-adaptation model
	Figure 4-19. Consolidated macro F1-scores across all experiments
	Chapter 5 -  Discussion and Conclusions
	5.1 Discussion
	5.2 Conclusions
	5.3 Contributions to the Body of Knowledge
	5.4 Recommendations for Future Research

	References
	Appendix A  - PlantVillage Tomato Dataset Splits
	Table A-1. Image Counts for PV ten-class tomato experiment
	Table A-2. Image Counts for PV three-class tomato experiment
	Table A-3. Dataset and augmentation strategy counts per class

	Appendix B  - Supporting Code for Experiments

