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Abstract

Cross-genre, Cross-lingual, and Low-resource Emotion Classification

Emotions can be defined as a natural, instinctive state of mind arising from one’s

circumstances, mood, and relationships with others. It has long been a question to be

answered by psychology that how and what is it that humans feel. Enabling computers to

recognize human emotions has been an of interest to researchers since 1990s (Picard et al.,

1995). Ever since, this area of research has grown significantly and emotion detection is

becoming an important component in many natural language processing tasks.

Several theories exist for defining emotions and are chosen by researchers according to

their needs. For instance, according to appraisal theory, a psychology theory, emotions are

produced by our evaluations (appraisals or estimates) of events that cause a specific reaction

in different people. Some emotions are easy and universal, while others are complex and

nuanced. Emotion classification is generally the process of labeling a piece of text with one

or more corresponding emotion labels.

Psychologists have developed numerous models and taxonomies of emotions. The model

or taxonomy depends on the problem, and thorough study is often required to select the

best model. Early studies of emotion classification focused on building computational

models to classify basic emotion categories. In recent years, increasing volumes of social

media and the digitization of data have opened a new horizon in this area of study, where

emotion classification is a key component of applications, including mood and behavioral

studies, as well as disaster relief, amongst many other applications. Sophisticated models

have been built to detect and classify emotion in text, but few analyze how well a model

is able to learn emotion cues. The ability to learn emotion cues properly and be able to

generalize this learning is very important. This work investigates the robustness of emotion

classification approaches across genres and languages, with a focus on quantifying how well

state-of-the-art models are able to learn emotion cues.
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First, we use multi-task learning and hierarchical models to build emotion models that were

trained on data combined from multiple genres. Our hypothesis is that a multi-genre, noisy

training environment will help the classifier learn emotion cues that are prevalent across

genres. Second, we explore splitting text (i.e. sentence) into its clauses and testing whether

the model’s performance improves. Emotion analysis needs fine-grained annotation and

clause-level annotation can be beneficial to design features to improve emotion detection

performance. Intuitively, clause-level annotations may help the model focus on emotion

cues, while ignoring irrelevant portions of the text. Third, we adopted a transfer learning

approach for cross-lingual/genre emotion classification to focus the classifier’s attention

on emotion cues which are consistent across languages. Fourth, we empirically show how

to combine different genres to be able to build robust models that can be used as source

models for emotion transfer to low-resource target languages. Finally, this study involved

curating and re-annotating popular emotional data sets in different genres, and annotating a

multi-genre corpus of Persian tweets and news, and generating a collection of emotional

sentences for a low-resource language, Azerbaijani, a language spoken in the north west of

Iran.
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Chapter 1: Thesis Introduction

1 Introduction

Emotions are defined as a natural instinctive state of mind derived from one’s circum-

stances, mood, or relationships with others.1 According to a theory from psychology,

appraisal theory (Scherer et al., 2001), emotions are extracted from our evaluations (ap-

praisals or estimates) of events and cause a specific reaction, which can differ from others’

reactions.

Emotion detection and classification is part of a broader task called Affective Computing

(Lisetti, 1998) with the aim of to enabling computers to recognize and express human

emotions. This includes all modalities (i.e., text, speech, and vision). This study is focused

on detecting emotion in text.

The detection of emotion has many applications, such as public health (e.g., detecting

depression), education (e.g., creating the optimal learning environment), analysis of emotion

expressed by people in social media (e.g., disaster relief), and detection of personality

traits (e.g., how people express emotions is a key indicator of personality traits such as

extroversion and neurosis).

The computational aspects of many of these applications have attracted widespread attention

due to advances in technology for digitizing text, speech and video content. This has created

an interdisciplinary community in which researchers can jointly learn and combine their

interests. We combine natural language processing with psychological theories of emotion

and the goal is to build robust models to detect and classify emotion in text across genres

and languages.

1The Oxford Dictionary’s definition of emotion, https://www.lexico.com/definition/
emotion
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Emotion models in psychology and emotion computation approaches are mainly classed

as categorical or dimensional. Basic categorical emotion models such as those of (Ekman,

1971; Plutchik, 1984; Parrott, 2001; Frijda, 1988) are known as categorical models, and

represent emotion in fine-grained categories. (Ekman, 1971) identified six basic emotion

categories (more explained in Section 20cm2) and (Plutchik, 1984) considered eight primary

categories, in which each category contains two intensity subcategories and is therefore

more nuanced. In addition, the latter describes these eight primary emotion categories, as

four pairs of polar opposites, further illustrated in Section 20cm2.

Dimensional models describe each emotion as a point in a three-dimensional space; the PAD

model’s dimensions are Pleasure, Arousal, and Dominance. This emotional state model is

a psychological model developed by Mehrabian and Russel to measure emotional states

(Mehrabian and Russell, 1974). The PAD model is developed to initially be used in a theory

of environmental psychology2 with the key idea being that the physical environment of

people influences them throughout their emotional impact. A further iteration of the PAD

model, the VAD model, uses the following three dimensions: Valence (corresponding to the

positive - negative polarity), Arousal (degree of calmness or excitement), and Dominance

(perceived degree of control over the situation).

These two types of emotion models (i.e., categorical and dimensional) have been mostly

employed by computational methods; the choice of emotion models is made based on the

problem requirements.

In this thesis, we focus on categorical frameworks for modeling emotion. We specifically

ask the following questions: i. Are emotion cues generalizeable across genres, domains, and

languages? Accordingly, can cues be transferred across languages and genres? ii. What level

of emotion granularity is feasible across genres and which one is suited across languages?

2Environmental psychology is an interdisciplinary field that focuses on the interplay between individuals
and their surroundings. It examines the way in which the natural environment and our built environments
shape us as individuals. (Wikipedia)
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To that end, we experiment with the Plutchik eight (PL8) basic emotion categories, because

each emotion can exist on different levels of intensity, e.g. emotion anger at a high level is

rage and in low intensity is expressed as annoyance.

The core of the work presented in this thesis builds on utilizing unified feature engineering

and feature representation in machine learning methods (i.e., multi-task and transfer models)

to investigate whether emotional cues are transferable across genres and languages.

Resource Creation We employ a multigenre corpus tagged with emotion labels. To date,

due to the subjectivity and variety of motivations in emotion detection and classification, the

annotation schemes in existing emotion annotated corpora vary. Accordingly, in attempt to

unify the various annotation schemes, we devised a mapping system that can match different

annotations schemes in dimensional models with the objective of being able to leverage

more data. To that end, we re-annotated two popular emotion tagged corpora and one

sentiment corpus in a unified scheme. We leveraged the crowds for the annotation task. We

annotated the resulting multigenre corpus on two levels of granularity: clause and sentence

levels. To study whether emotion cues are transferable across languages, we collected and

annotated emotion in sentence-level in multilingual corpora.

Cross-genre Investigation Approaches explored in this thesis focus on the English lan-

guage. We built two multi-task frameworks. First, we leveraged the aspect of related tasks

to jointly learn emotion in multiple genres, where each genre is considered a task. Second,

we use multi-task framework to jointly learn emotion and emotion intensity. Further, we

fine-tuned a transformer language model (i.e., BERT) with the aim to study the feasibility of

leveraging noisy-informal-large corpora annotated for emotion. We tune the noisy model by

formal manually annotated small corpora to build robust emotion models.
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Cross-lingual Investigation Emotion detection and classification is learned in a resource-

rich language, source language, and the knowledge is transferred to low-resource target

languages. In this thesis English is used as resource rich language. We leverage the

multigenre corpus we curate in the resource creation phase of the work as the source

(resource rich) language. We utilize transfer learning methods to transfer emotion to target

(low-resource) languages Farsi, Ilocano, Odia, Azerbaijani and two simulated low resource

target languages Arabic and Spanish, where training data is not available, in a zero shot

setting. We note here that Arabic and Spanish are not considered low-resource languages,

we rather use these two languages to expand the number of target languages during the

evaluation of our systems.

2 Research Contribution

This thesis contributes the following to the field of computational linguistic and natural

language processing:

• A new scheme in emotion annotation, obtaining emotion tags on the clause-level for

multi-genre corpora, which analyzes emotion in a more fine-grained level in a span of

a sentence. This level of annotation is shown to have a significant positive impact on

emotional detection at the sentence level;

• Proves the feasibility of leveraging the crowds for emotion annotation for multi-genre

corpora. It provides a curated number of collected emotional resources and providing

annotation on both the clause and sentence levels;

• Two newly curated emotion annotated corpora for two low resource languages Farsi

and Azerbaijani;

• Methods for expanding emotion lexicon dictionaries, and develops an approach to use

word embedding clusters to model semantic similarity among emotion words;
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• Investigates the feasibility of building transferable emotion features for emotion

detection and classification across genres;

• Methods to build robust emotion models by combining different genres and different

sources of data to provide multi-genre corpora to generalize emotion detection and

classification;

• Methods to jointly model emotion and emotion intensity classification with different

ways of presenting features; further designing abstract feature set to represent emotion

intensity, polarity, and subjectivity and evaluating the effectiveness of these novel

features in multi-task frameworks.

• This research studies the robustness of building emotion models in resource rich

languages by augmenting different genres and exploring different neural net models.

• This research analyzes the feasibility of transfer of emotion across languages in low

resource languages and endangered languages.

• Methods to transfer emotion from resource rich language (i.e., English) to low-

resource languages in zero shot settings leveraging efficient context features.

3 Thesis Layout and Overview of the Chapters

• Chapter 2 provides a literature review on the history of affect computation in text

along with an overview of emotion models in psychology and how they are studied in

natural languages in different genres, domains, and languages.

• Chapter 3 describes collecting, annotating, and curating emotional corpora using a

unified annotation schema for different genres and languages:

– Curating/collecting an English corpus in different genres;

– Collecting and annotating Farsi news and tweets;

5



– Azerbaijani (Dialect spoken in northwest Iran) emotional statements collected

from different individuals to build a multi-lingual corpora.

• Chapter 4 presents the impact of designing abstract contextual features to present

emotion across genres by developing machine learning algorithms in English. We

explore both classical machine learning (ML) models and Deep Learning methods:

– Designing effective contextual features to improve emotion models accuracy in

classical machine learning;

– Studying multiple ways of combining different genres;

– Expediting the training time in neural net models by designing effective contex-

tual features.

• Chapter 5 presents the impact of multi-task learning models in cross-genre emotion

classification and we explore different way of feature representations in deep neural

algorithms. Further, we study the robustness of fine-tuning pre-trained language

models (i.e., BERT) across genres:

– Building multi-task models that jointly learn emotion across genres, in which

genres considered as different tasks;

– Building multi-task models that jointly learn emotion and emotion intensity with

the in-genre and out-of-genre training;

– Studying the robustness of fine-tuning pretrained language models in cross genre

emotion classification by using in-genre and out-of-genre data in single/multiple-

step tuning.

• Chapter 6, cross-lingual detection of emotion in low resource languages using direct

transfer learning algorithms and annotation projection:

– Building emotion models in source language to tag parallel corpora in source

language. Then project the annotation to the target language, where no training
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data is available. The outcome of this process is to make training data (usually

out-of genre and domain) for target language to build classifier in target language.

– Developing cross-lingual emotion models. This model learns emotion in source

language and transfers them into target language.

– Using pivoting methods in low-resource languages when digital resources are not

available for the language to transfer emotion from source to the pivot language

and eventually from there to target low-resource language.

• Chapter 7 concludes the thesis with overall observations and lessons learned, and

elucidates assumptions, investigations and limitations of existing resources and tech-

nologies. Finally, we conclude with a list of potential future work and constructive

suggestions for the community of researchers in emotion analysis.

Let’s dive in...
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Chapter 2: Survey Study on Emotion Models and Resources

1 Introduction

In the literature, typically emotion classification systems associate a piece of text (phrase,

clause, sentence, paragraph, document) to a categorical emotion label (e.g, joy, sadness,

disgust, fear) or continuous values in dimensional models (VAD model), where each dimen-

sion is represented by a continuous value. For categorical labels, emotion computing is a

classification problem, while for continuous values in dimensional (VAD) models they are

modeled as a regression problem.

Our core contribution is building robust emotion models by abstracting emotion detection,

to transfer emotion across genres and languages. To our knowledge, no prior studies have

addressed cross genres or cross lingual emotion classification. Several computational ap-

proaches have addressed the problem of emotion classification within genre. There are also

several studies that addressed cross lingual sentiment classification. Relevant to our work,

we will focus on reviewing cross lingual sentiment classification for low resource languages.

2 Prominent Emotion Models in Psychology

There are multiple theories on emotion types. We describe popular emotion models that

have been used in emotion computation tasks. The fundamental idea in emotion research is

that some emotions are primary and others are secondary; this definition was first articulated

by René Descartes (Descartes, 1984). In emotion research, the core research question

is: what are the primary emotions? The hypothesis goes that once primary emotions are

identified, secondary emotion categories can fall into place. Similar to colors, we first need

to identify the primary colors, then secondary colors can be derived by mixing primary
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colors (Cowie and Cornelius, 2003).

There are two popular models in psychology that are widely used in computation of emo-

tion: Categorical and Dimensional. For emotion classification, the focus has been on

primary emotion categories as opposed to secondary ones. Moreover, recently dimensional

models have gained popularity and researchers have done a number of works showing the

benefit of these models on some computational tasks such as cross-lingual emotion detection.

Categorical models — define emotion as distinct emotion classes. Ekman (1971) identifies

six basic categories: {anger, disgust, fear, happiness, sadness, and surprise} by carrying

out a series of cross-cultural studies. He finds high agreement across cohorts of subjects

from diverse Western and Eastern cultures on selecting emotional labels describing facial

expressions.

A more fine-grained categorical model of emotion is proposed by Plutchik (Plutchik, 1984)

through a psycho-evolutionary classification approach for general emotional responses. He

suggested eight primary emotions: {anger, fear, sadness, disgust, surprise, anticipation,

trust, and joy}. These eight primary categories are structured as four pairs of polar opposites

(i.e., joy vs. sadness, anger vs. fear, trust vs. disgust, and surprise vs. anticipation). Each

emotion category has two degrees of intensity or arousal.

Dimensional Models — define emotion in a continuous dimensional space. Osgood (1952)

showed that the three most prominent dimensions of meaning are evaluation (good-bad),

potency (strong-weak), and activity (active-passive). Evaluativeness is roughly the same

dimension as valence (positive-negative). Russell (1980) developed a circumplex model of

affect based on the cognitive structure of affect. He defined emotions in two-dimensional

space: The horizontal (east-west) dimension is pleasure-displeasure states, and the vertical

(north-south) dimension is arousal-sleep states. Another approach in this line of emotion
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models is the work of Mehrabian and Russel (Mehrabian and Russell, 1974). In their model,

emotion is defined in a three-dimensional space: pleasure, arousal, and dominance as three

independent dimensions describing people’s emotional state. They conceived pleasure as

a continuum ranging from extreme pain or unhappiness to extreme happiness and used

adjectives such as happy-unhappy, pleased-annoyed, and satisfied-unsatisfied to define a

person’s level of pleasure. Arousal is conceived as a mental activity describing the state

of feeling along a single dimension ranging from sleep to frantic excitement and linked to

adjectives such as stimulated-relaxed, excited-calm and wide awake-sleepy. Dominance was

related to feelings of control and the extent to which an individual feels restricted in his

behavior. To define the degree of Dominance, continuum is used ranging from dominance

to submissiveness with adjectives such as controlling, influential and autonomous.

3 Computational Approaches for Monolingual Emotion Detection

The vast majority of automation of emotion detection and classification in text are

statistical machine learning, and there are very few studies on rule-based and lexicon-based

approaches.

3.1 Lexicon-based Models

Lexicon-based models are approaches that use one or several lexicon resources to

detect emotions. There are a number of affect and sentiment lexicons such as MPAQ

subjectivity lexicons (Wilson et al., 2005), Linguistic Inquiry and Word Counts (Tausczik

and Pennebaker, 2010), NRC Word-Emotion Association Lexicon (EmoLex) (Mohammad

and Turney, 2013), NRC Emotion Intensity Lexicon (Mohammad, 2018b), NRC Valence,

Arousal, Dominance Lexicon (Mohammad, 2018a) and many more. These lexicons repre-

sent a list of words with an associated emotion or sentiment, and lexicon-based approaches

make use of these lexicons and some rules to detect emotions. In recent years, lexicon-based
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approaches are presented as baselines or additional features to machine learning models.

The most up-to-date and related works to this study were presented in semEval-2018 task-1,

Affect in Tweets, and we refer readers to (Mohammad et al., 2018).

Strapparava and Mihalcea (2008) used WordNet Affect,1 which is an affect lexicon, extended

from the WordNet database (Miller, 1998), and included a subset of synsets suitable to

represent affective concepts. They labeled affective words in their corpus (i.e., news arti-

cles) and used this method as their baseline. They used a large corpus to create a Latent

Semantic Analysis (LSA) vector space and they used this space to represent each document

by summing up all the word vectors. In their model, emotion is represented in three ways:

a) directly using a vector of emotion words, b) a vector representing the emotion synset,

and c) a vector of all the words in the synsets labeled with the emotion. Gill et al. (2008)

creates an emotion model derived from the Plutchik categorical emotion model combined

with the dimensional emotion model by Russel and Mehrabian. Their proposed model is

derived from lists of words associated with emotional states, which then statistically grouped

together using LSA and Hyperspace Analogue to Language (HAL) (Lund, 1995). Among

Ontology-based emotion detection models we recognize EmotiNet (Balahur et al., 2011) – a

knowledge base of concepts with associated affective value. They propose a model based

on appraisal theory, with a component of the situation presented with their relations. They

model the elements on which the appraisal is done in each situation as (agent, action, object).

Sykora et al. (2013) proposed an emotion ontology to detect fine-grained emotion in text.

Their ontology model covers eight basic emotions, negations, intensifiers, conjunctions, and

interjections, and contains information on the perceived strength) also known as activation

level. They use Parts-of-Speech (POS) tags to resolve ambiguity.

1http://wndomains.fbk.eu/
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3.2 Statistical Machine Learning Approaches

Feature engineering approaches The majority of approaches for emotion detection has

revolved around SVM model architectures where performance was shown to be superior

to other modeling approaches. We list here some of the features that are used in several of

these models. Mishne et al. (2005) collected a set of blog posts — online diary entries —

that include an indication of the writers’ mood. Strapparava and Mihalcea (2007) collected

and manually labeled 1,250 headlines (HLN) for emotion classification and valence (i.e.,

positive, negative) using the six basic emotions identified by Ekman (Ekman, 1971) (EK6)

tags. Aman and Szpakowicz (2007) collected and labeled a blog posts corpus (BLG) using

EK6 tags on both the sentence and the phrase levels, then annotated emotion categories,

emotion intensity, and identifying emotion phrases in blog posts. Ghazi et al. (2010)

experimented with hierarchical classification for emotion analysis which considers the

relation between neutrality, polarity and emotion of a text. Kim et al. (2010) presented

a categorical model and dimensional model for recognition of affective states (emotion

cues). Mohammad (2012a) investigated word-level affect lexicons features on sentence-level

emotion detection. Özbal and Pighin (2013) showed the effect of incorporating different

levels of syntactic and semantic information on sentence-level emotion detection. Wang et al.

(2012) harnessed Twitter for big data to provide a rich resource to garner people’s emotion,

the purpose of their work is to understand people’s behavior and actions. Their corpora

consist of seven emotion tags: { joy, sadness, anger, love, fear, thankfulness, surprise}. Their

system is SVM (LIBLINEAR) with number of lexical, syntactic, and semantic features.

They evaluated the benefit of increasing the training set, which yielded better results. Liew

(2014) introduced new emotion taxonomy using grounded theory, which expanded the basic

categorical emotion model (i.e., Ekman and Plutchik) to a fine-grained categorical emotion

tagset. They identify 28 emotion categories. Moreover, they modeled the problem as a

multilabel problem where each tweet can have more than one emotion tag (Liew and Turtle,

2016). (Volkova and Bachrach, 2016) showed that by examining the emotions expressed
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by the users and their immediate neighbors they can predict user perceived demographics.

Buechel and Hahn (2017) created EmoBank, the first large-scale text corpus that builds on

the Valence-Arousal-Dominance (VAD) model of emotion. This data set has both categorical

emotion based on Ekman 6 basic emotions and VAD model; in addition, the data set is

annotated with more adequate models of emotion to distinguish between writer’s vs. reader’s

perspective Katz et al. (2007). Along this line of work, distinguishing between emotion

states of writers vs. emotion evoked in readers is a significant challenge. This was a task

proposed in Semeval 2007 by Katz et al. (2007) as part of the Affective Text semEval 2007,

task 14 (Strapparava and Mihalcea, 2007). One of the challenges in the annotation process

for this task is that the viewpoint of the annotators vs. the emotion states of the writer

(expected to be a professional journalist). Liu et al. (2013) empirically showed that readers’

emotional state on news titles is highly correlated with writer’s emotional state in comments

in coarse-grained emotion classification. They proposed a semi-supervised joint model of

these two tasks, which resulted in more accurate emotion classification for both of these

tasks. In their later approach (Li et al., 2016), they proposed a two-view label propagation

to semi-supervised reader emotion classification. Each view is a bipartite graph. Their

framework is capable of relating source title with its responses, and they improved their

results with this framework.

Feature Representation Approaches Recent work focuses on analysis of emotions and

emotion intensity using deep learning leveraging neural networks. The base for these deep

learning models rely on vector space low dimensional word embedding representations.

Word embeddings are dense, latent representations of words, leveraging large, raw, and

unstructured text, some of the most used word embeddings are GloVe, word2vec, and fasttext

(He et al., 2017; Duppada and Hiray, 2017; Mikolov et al., 2018).

• Emotion Classification

13



Recurrent Neural Networks In semEval 2018 task-1, Affect in Tweets (Mohammad

et al., 2018), six teams reported results on the subtask E-c (emotion classification),

mainly using neural net architectures, features and resources, and emotion lexicons.

Among these works (Baziotis et al., 2018) proposed a Bi-LSTM architecture equipped

with a multi-layer self attention mechanism. The (Meisheri and Dey, 2018) model

learned the representation of each tweet using a mixture of different embeddings.

Abdul-Mageed and Ungar (2017) collected a large number of tweets using hashtags.

The set of hashtags are Plutchik 24 emotion tags which are extended by collecting

synonyms per tag. They observed that the hashtag in the tweets is the emotion tag.

Given this data, they proposed a gated recurrent neural network architecture to classify

emotion in tweets.

Multi-Task Learning Multi-Task learning is inspired by human learning. As hu-

man, when we learn new tasks, we often we apply the knowledge we have gathered

from related tasks. In the literature, multi-task learning comes in different forms: joint

learning, learning to learn, and learning with auxiliary tasks. The following studies

show the benefit of multi-task learning in closely-related or different type of tasks

(Caruna, 1993; Collobert and Weston, 2008; Collobert et al., 2011; Li et al., 2011;

Seltzer and Droppo, 2013; Devries et al., 2014; Xia and Liu, 2017; Luong et al., 2015;

Özbal and Pighin, 2013; Hashimoto et al., 2016; Andor et al., 2016; Godwin et al.,

2016; Miwa and Bansal, 2016). Xia and Liu (2017) proposed a multi-task learning

framework that leverages activation and valence information for acoustic emotion

recognition.

• Emotion Intensity In WASSA 2017 Shared Task on Emotion Intensity (Mohammad and

Bravo-Marquez, 2017), among the proposed approaches, teams used different word

embeddings: GloVe or word2vec (He et al., 2017; Duppada and Hiray, 2017) and

exploit a neural net architecture such as LSTM (Goel et al., 2017; Akhtar et al., 2017),
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LSTM-CNN combinations (Köper et al., 2017; Zhang et al., 2017) and bi-directional

versions (He et al., 2017) to predict emotion intensity.

4 Cross-lingual Emotion Classification

We review here transfer learning approaches for low resource scenarios especially for

languages with no labeled resources.

4.1 Annotation Projection

Annotation projection is a method in which there are parallel resources for the language

pairs (i.e., source – target). The idea is to project the annotation of source language to the

target language. A classifier is built in source language with labeled data, then this classifier

is used to label the source portion of the parallel corpus. Labels are then projected to the

target portion of the parallel corpus. The assumption is that the sentences (units of text) are

aligned hence allowing for the projection. There are several research studies in annotation

projection in the related task of sentiment analysis. Mihalcea et al. (2007), Rasooli et al.

(2018), and Farra (2019) explored this method for sentiment analysis. (Mihalcea et al.,

2007) built a Romanian subjectivity classifier using annotation projections from a parallel

English-Romanian corpus. (Rasooli et al., 2018) and (Farra, 2019) built a sentiment classifier

for low-resource languages.

One of the advantages of this method is that there is no need for machine translation in

any step in the pipeline. In most cases however, the parallel corpora are out-of-domain

or out-of-genre; Such parallel corpora are manually created thereby of high quality. An

example of such parallel corpora are the Quran and the Bible.

4.2 Direct Transfer Learning

The core concept of direct transfer learning in machine learning problems is to store

knowledge gained while solving the problem and apply the knowledge to a different but
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related problem. This thesis takes the approach of direct transfer learning in cross-lingual

emotion classification. This approach takes a single cross-lingual model trained on source

language (which is usually English and has labeled data) and knowledge learned in source

language, is transferred to the target language. In recent years, traditional word embedding

(Mikolov et al., 2013b; Pennington et al., 2014), contextualized word embedding (i.e.,

ELMo) (Peters et al., 2018a), and pre-trained language model representation (i.e., BERT)

(Devlin et al., 2018) have great impact on many multilingual and cross-lingual natural

language processing (NLP) tasks. The key idea in all these approaches is to align these

monolingual embedding spaces into a shared embedding space. Once that is done, sentences

from both source and target languages can be encoded from the same embedding space

and any machine learning technique can be used to learn the task in source language and

directly transfer the learning to target language. Many models for learning cross-lingual

embedding have been proposed in recent years. They all share the same typology: 1) type

of alignment: models use different bilingual signals, such as word alignment, sentence

alignment, and document alignment; 2) comparability: the source of data to train the word

embedding models in both languages, either parallel data, which means translation of the

text, or comparable data, which the data are similar in some manner, such as a similar

topic (e.g, political news). Recent works on cross-lingual embedding models suggest that

choice of bilingual data is more important than the actual architecture (Levy et al., 2016).

Direct transfer models have been applied to document classification (Upadhyay et al., 2016),

named entity recognition (Täckström et al., 2012), parsing (Rasooli and Collins, 2015),

and sentiment analysis. We recognize some of the direct transfer approaches in sentiment

analysis due to these approaches being similar for cross-lingual emotion classification. If

parallel corpora is available sentence representation can be learned from auto-encoders.

Once sentences are represented, a machine learning model can learn sentiment in source

language and transfer to the target language. One such work in English-Chinese is a study by

Zhou et al. (2014). There are approaches that jointly train bilingual sentiment embeddings
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and the classifier in language pair, bilingual sentiment lexicon are used to minimize the

projection matrices in the language pair Barnes et al. (2018). The most related to this

study in sentiment is the work by Farra (2019). This work studies various techniques to

create cross-lingual representations, these representations are on the word level, and in this

study we build word level cross-lingual representation for emotion and we use a single

cross-lingual model trained in source language (i.e., English) and directly transfer emotion

to target languages.
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Chapter 3: Resource Collection, Curation, and Annotation

1 Introduction

Automatic detection and analysis of emotion has wide ranging applications, with a

variety of annotation methods, schemes, and genres of text. Most studies analyze categorical

emotion models compared to dimensional emotion models (VAD). Emotion detection and

classification is an important component for many NLP downstream tasks for which decent

and accurate emotion models can have a significant impact on creating a better outcome for

these tasks.

There are two types of emotion frameworks that are widely studied in NLP annotation tasks:

categorical and dimensional frameworks. In categorical frameworks, each piece of the text is

annotated by one or multiple emotion categories. The most popular frameworks are Ekman’s

six basic emotions (EK6) (Ekman, 1971), or Plutchik’s Wheel of Emotions (Plutchik, 1984)

with 24 emotion categories (PL24). In dimensional frameworks, the most common is VAD

model (Russell, 1980; Russell and Bullock, 1985), where each piece of the text is annotated

by Valence (negative vs. positive), Arousal (calm vs. excited), and Dominance (being

controlled vs. being in control) (Buechel and Hahn, 2018; Preoţiuc-Pietro et al., 2016). To

choose the appropriate emotion framework for particular application, it is important to note

that categorical models associate emotion with one or more categories, while dimensional

models provide affectual states as independent dimensions and provide more fine-grained

emotion analysis. Furthermore, emotion annotation is a challenging task because it is

subjective lending itself to the perspectives and personalities of the annotators, yielding low

inter-annotator agreement (Strapparava and Mihalcea, 2007; Aman and Szpakowicz, 2007).

lastly, obtaining sufficient training set for each genre or language is a labor intensive job

and it is not a fast scaling process. In low-resource languages, language processing tools are

rare. Even if they are available, their performance is low. There is an increased need for
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automated and fast scaling technologies, which motivated us to ask the following research

questions: would a cross-genres or cross-lingual emotion models solve these challenges? If

we build one, how much emotion can be transferred across genres or languages? Does using

crowd sourcing platforms to annotate emotion create quality annotation?

To answer those questions we define a novel scheme for categorical emotion annotation,

we introduce clause-level annotation in a mixed genre corpus curated from previously col-

lected corpora. Clauses are extracted from sentences and different genre of data that are

augmented together. Further, we carry out the annotation in a crowdsourcing setting, on

both levels of granularity, sentences and clauses. Originally, these sets are annotated by a

limited number of annotators in research labs, whose backgrounds are known. In contrast,

in a crowdsourcing platform, annotators can leave at any point during annotation, hence

instances are annotated by a variety of annotators. In addition, the annotators’ identities and

backgrounds remain anonymous. In recent years, crowdsourcing annotation has become the

norm in many NLP downstream tasks including emotion annotation.

In this chapter, we also present our efforts in annotating low resource languages for evalu-

ating the efficacy of our crosslingual classification models. To that end, we collected and

annotated Farsi tweets using both dimensional and categorical emotion frameworks. As an

example of extremely low-resource languages, we collected Azerbaijani, the dialect spoken

in north west Iran. Moreover, we leveraged language packages provided by Appen for

LORELEI evaluations.

2 Motivation

In earlier studies in sentence-level emotion classification, data was collected in one genre

or language and results were reported for a small portion of the collected data, a held-out

set. In all of these studies, the generalization of the model is measured by the performance

of the model on that held-out set, hence of limited scope.
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The aim of our study is to build robust models that can generalize emotion classification

across genres and languages. We hypothesize that combining data from different genres

can create a diverse learning environment, which can create a more robust model. Further,

to analyze emotion, more fine-grained annotation in context is needed. Such annotation in

sentence-level could be annotating emotional phrases, clauses, or emotion cues. In addition,

in some applications (including the one that is studied in this work) the intensity of emotion

is an important factor, which motivated us to choose Plutchik wheel of emotion. This model

has 8 basic emotion categories and every emotion category expands to low and high intensity

categories, which offers total of 24 total emotion categories.

Lack of unified annotation scheme and availability of a benchmark multigenre corpora in

English and languages different from English, to fulfill the aim of our study, motivated

the work in this chapter. Moreover, the feasibility of crowdsourcing emotion annotation

is studied and we had the leverage to compare our annotation study with the ones that are

done in research labs with limited annotators.1 Finally, this chapter investigates how we

can create a multi-genre corpus, and combine these corpora to training machine learning

algorithms and build robust emotion models.

3 Problem Statement

Manually annotating texts for each genre, domain, and language would guarantee a

high performance for emotion systems. However, this is a labor intensive and expensive

process. In addition, creating resources for low-resource languages, and for every single one

1At the time that this study was done, most of the emotion annotation tasks were done at research labs
with limited number of annotators, whom their backgrounds were known. Using crowdsource platforms to do
the annotation tasks is different in characteristic with lab annotation. Both of these methods have their benefit
and shortcoming. None the less, our concern was that crowdsource platform creates lower inter-annotator
agreement compare to lab studies because more people are involved which we have no background information
from them. Our leverage was that some of the datasets had prior lab studies and we were able to compare our
result with these results to check the quality of our annotation. In a different note, author is not pro or against
any of these annotation methods. They both have their benefits and shortcomings. Due to our need to have
salable and cost-effective annotation, we investigated the fisibility of crowdsource platforms.
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of them, requires a great effort.2 Current emotion systems are trained for a specific genre,

domain, or language. When applied across genre, domain, and language, the performance

deteriorates significantly. We use direct transfer learning to learn the task in resource-rich

language (i.e., English in this work) and transfer the knowledge learned into low-resource

languages. To evaluate the direct transfer methods, data is needed in different languages

other than English. Hence, having a multi-lingual corpus is necessary. Further, we want

to analyze which categorical emotion model is more feasible for cross genre and language

when building emotion models. We utilize the available resources, however when needed

we curated, collected and annotated different corpora.

In this chapter, we introduce a new annotation scheme for emotion annotation. We combine

previously collected emotional corpora in different genres and manually annotate them

to produce a unified categorical emotion annotation on the sentence and clause levels.

Annotation on the sentence and clause levels is inspired by Socher et al. (2013), study of

compositionality in sentiment, in which fine-grained annotation is collected for the data. To

build cross-lingual emotion classifiers for low-resource languages, we collect multi-genre

data in Farsi and Azerbaijani (the dialect spoken in north-west of Iran). We annotated this set

using basic categorical emotion models. Hence, the annotation methods presented explore

detection and classification of emotion across genres and languages. We describe the effort

in collecting, annotating, and curating several data sets in English, Spanish, Arabic, Farsi,

and Azerbaijani (dialect spoken in north-west of Iran).

4 Relevant Background

The early work in collection and annotation of emotional text goes back to the availabil-

ity of digital text. The Ekman 6 (EK6) basic emotions is the most popular emotion model

adopted in NLP. The majority of the works in emotion annotation to date has been on English.

2Current methods can require multiple years and tens of millions of dollars per lan-
guage—mostly to construct translated or transcribed corpora. https://www.darpa.mil/program/
low-resource-languages-for-emergent-incidents
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Mishne et al. (2005) collected a blog corpus with the mood reported by its author dur-

ing writing. The advantage of this collection is the availability of authors’ opinion about

his/her state of mind at writing time compared with annotations collected externally. Other

research on annotating blog posts was the work by Aman and Szpakowicz (2007) . Similar

to the previous study, they use the EK6 tag set but they added the additional level of annota-

tion granularity on both the sentence and phrase levels. Moreover, they investigated various

methods for measuring Inter Annotator Agreements (IAA) on the phrasal level. The two

methods they used are Measure of Agreement on Set-valued Items (MASI) and a modified

version of Inside Outside Beginning (IOB) ((Ramshaw and Marcus, 1999)) and only the IO.

One drawback of using MASI method to measure IAA is the varying lengths of the phrase

spans. To simplify the agreement they defined words to be the string span and calculated

Kappa and MASI. Further, they concluded that IAA on the phrase-level is lower than that

sentence-level.

Strapparava and Mihalcea (2007) studied the connection between lexical semantics and

emotion by collecting news headlines. Their hypothesis revolved around the premise that

news headlines are short and consist of a few words and written by journalists who are

professional writers. If the headline meant to provoke emotion, the words in the content are

selected carefully to provoke a general emotion in readers. The annotation leveraged the

EK6 tagset coupled with valance (positive vs. negative). This corpus was used in semEval

2007, shared task on "Affect Text", task 4. Results for all the teams participating in the

task were quite low in general indicating the complexity of the tagging task. Unlimited

access to social media data, such as Twitter enabled the community to have access to a large

amount of data. Further, the growth of crowd sourcing annotation platforms have made it

possible for researchers to easily collect and annotate Twitter data. The following studies

are the most related to this studies mostly in English and one study in Chinese. Roberts
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et al. (2012) analyzed emotions expressed in micro-blogs, as in Twitter data. Particularly,

they analyzed the differences in emotion expressed in micro-blogs, which at that time had a

140-character limit on length, hence resulting in new forms of emotional expression, and

users expressing their daily thoughts in real-time. Wang et al. (2012) harnessed Twitter for

big data to provide a rich resource to garner people’s emotion, the purpose of their work

is to understand people’s behavior and action. Their corpora consists of seven emotion

tags: { joy, sadness, anger, love, fear, thankfulness, surprise} which are different from the

EK6 replacing disgust for love and adding thankfulness. Volkova and Bachrach (2016)

collected a large set of tweets in English and Spanish with the EK6 tagset to predict user

perceived demographics by analyzing the emotion expressed by the user. Many research

initiatives revolved around using hashtags for Twitter data as proxies for manual direct

labeling. Mohammad and Kiritchenko (2015) show that emotion-word hashtags are good

manual labels of emotions in tweets. In addition, in their study they proposed a method

to generate a large lexicon with real-valued word-emotion association scores. They also

showed the impact of this word-emotion association in different genres and domains. Liew

(2014) collected a set of tweets and manually annotated them with a fine-grained emotion

categories. In their work the goal is to show emotion in social media is beyond basic emotion

categories (i.e. EK6 and Plutchik 8). In their studies they showed methodology on how to

collect tweets based different topics and from different users to code the ground truth of the

emotion categories. Different studies mapped these hashtags to various tagsets. For example,

Mohammad (2012b) collected a large number of tweets with hashtags corresponding to

the EK6 tag set. In their study they showed: a) it is possible to collect a large set of tweets

with hashtags, b) the emotion annotation is consistent if we collect tweets with hashtag

and interpret hashtag as potential emotion tag, which means large number of annotators

and there is no control over their socio-economic and cultural background, which is in

contrast with trained judges with known backgrounds in other prior studies, c) they showed

that self-tagged data is matched with the intuition of trained judges. They experimented
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with in-domain and out-of-domain training sets and showed combining domains and us-

ing domain adaptation techniques produce the highest performance. Mohammad et al.

(2018) collected more data with the same method described above for English, Arabic, and

Spanish. They annotated these sets for: emotion intensity regression, emotion intensity

ordinal classification, valence (sentiment) regression, valence ordinal classification, and

multi categorical emotion classification (textiti.e., anger, fear, joy, and sadness). The need to

computer the affectual states of the people motivated their studies. This corpora is used in

SemEval 2018 task 1, Affect in Tweets which includes array of sub-tasks: emotion intensity

regression, emotion intensity ordinal classification, valence (Sentiment) regression, valence

ordinal classification, emotion classification. On the other hand, Tang and Chen (2012)

studied the emotion transition between the poster (writer) and readers who reply to the post

in microblogs to mine sentiment words in Chinese.

For emotion intensity, Mohammad and Bravo-Marquez (2017) collected a set of tweets

for emotion intensity for anger, fear, joy, and sadness. They used best–worst scaling (BWS)

to annotate those tweets. An Empirical study shows that BWS produces reliable fine-grained

intensity scores compared to scaling scores. Tweets are collected using words related to

each emotion category. Words are selected based in the range of low intensity to high

intensity for each category. The words per category are selected from Roget’s Thesaurus

categories. Tweets are collected over the span of three weeks. Then a balanced corpus is

created containing the same number of instances for each search term per emotion category.

The intensity per instance is presented with a numeric number between 0 and 1. This corpus

is used in WASSA 2017 shared task.

Available Emotion, Sentiment, and Subjectivity Lexicon Resources NRC Sentiment

and Emotion Lexicons: The sentiment and emotion lexicons is a collection of seven lexi-

cons that were created entirely by the experts of the National Research Council of Canada.

Developed with a wide range of applications, this lexicon collection can be used in a multi-
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tude of contexts such as sentiment analysis, product marketing, consumer behaviour and

even political campaign analysis. The technology uses a list of words that help identify

emotions, sentiment, as well as analyzing hashtags, emoticons and word-colour associations.

The lexicons contain entries for English words, and can be used to analyze English texts.

Also provided are translations of the entries in the NRC Emotion Lexicon in 40 other

languages, including French, Arabic, Chinese, and Spanish (Mohammad and Turney, 2010).

WordNet-Affect: This is an extension of WordNet Domains, including a subset of synsets

suitable to represent affective concepts correlated with affective words. Similarly to our

method for domain labels, we assigned to a number of WordNet synsets one or more affec-

tive labels (a-labels). In particular, the affective concepts representing emotional state are

individuated by synsets marked with the a-label emotion. There are also other a-labels for

those concepts representing moods, situations eliciting emotions, or emotional responses

(Strapparava et al., 2004).

The NRC Emotion Intensity Lexicon: A list of English words with real-valued scores of

intensity for eight basic emotions (anger, anticipation, disgust, fear, joy, sadness, surprise,

and trust). Words can be associated with different intensities (or degrees) of an emotion. For

a given word and emotion X, the scores range from 0 to 1. A score of 1 means that the word

conveys the highest amount of emotion X. A score of 0 means that the word conveys the

lowest amount of emotion X. The lexicon has close to 10,000 entries for eight emotions that

Robert Plutchik argued to be basic or universal. It also includes common English terms as

well as terms that are more prominent in social media platforms, such as Twitter. It includes

terms that are associated with emotions to various degrees. For a given emotion, this even

includes some terms that may not predominantly convey that emotion (or that convey an

antonymous emotion), and yet tend to co-occur with terms that do (Mohammad, 2018b).
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MPQA Subjectivity Lexicon: A collection of subjectivity clues that are collected from

number of different resources, and some were collected from manually developed resources.

Others were identified automatically using both annotated and untagged data, (Riloff and

Wiebe, 2003) . We observe that motivations in emotion classification in those studies has a

wide range of objectives and applications. As a result, choices of annotation scheme and

granularity of emotion categories are different in most of these studies. This phenomenon

motivated the study in this chapter. We designed an annotation study to bridge the gap

and create a unified annotation in multiple genres and data sources. Our aim is to fulfill

the need of studies like ours which is to select a psychological emotion model that can be

expanded into more fine-grained emotion intensity per emotion tag. Further, most of the

work at the time of this study was carried out in English and very few corpora were available

on different language than English, again with annotation schemes and emotion categories

being different in all of them, and no data to the best of our knowledge were available in

low-resource languages.

5 Multi-genre English Corpus Description

Our objective is to build robust emotion classification systems. To that end, we need to

have annotated resources unified in annotation scheme and tagset granularity across various

domains and genres. Accordingly, one way of achieving such a goal is to combine different

genres and domains to create a multi-genre corpus annotated with a unified categorical

emotion tagset. We further investigate the level of annotation granularity, should it be

the sentence, phrase or clause levels. Toward these goals, we create a unified multi-genre

data set in English that is annotated on the clause and sentence levels. We aimed for

combining genres and domains covering both formal and informal sources. We investigate

the annotation granularity where we compare clause level annotation to sentence level

annotation. The intuition behind choosing clause annotation the emotion expressed on this

level tends to be a single emotion while phrases are two fine grained and too fragmented,
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on the other hand, sentences comprise several clauses rendering assigning a single emotion

annotation too coarse grained. Moreover, we compare EK6 to other tag sets that are more

fine grained but equally established in the psychology literature. We opt for Plutchik’s

Wheel of Emotions.

5.1 Multi-genre Corpus

We combine and annotate several previously annotated data sets on the sentence level

for various types of emotions. Multi-genre corpus comprises emotional blogposts (BLG),

news headlines (HLN), and movie reviews (MOV), detailed as follows:

Blogposts (BLG) – Blogposts is a genre of writing where people typically express their

emotions and opinions about social/personal events, politics, products, etc. They tend to

be very dynamic fora where people reflect varying perspectives. This specific corpus was

curated by searching for a list of emotion words in online blog posts . This corpus, BLG,

comprises 4,115 sentences of informal texts with slang, occasional typos and grammatical

mistakes. BLG curation predates the pervasive use of emojis and emoticons in social media,

hence it is devoid of such meta linguistic emotion cues. This BLG corpus was annotated

using the EK6 tagset both on the sentence and phrase levels (Aman and Szpakowicz, 2007).

Headline News (HLN) Finding expression of emotion in a headline is guaranteed, since the

goal of the news headline is to capture the attention of the readers. This set comprises 1,250

short sentences in formal language (Strapparava and Mihalcea, 2007). News are free of

emojis and emoticons as expression of emotion. HLN was annotated with a scale of 0 to 100

for each EK6 emotion category; 0 means there is no evidence of that emotion in the headline,

and 100 means this headline is highly associated with that emotion. In addition, this set is

annotated for arousal, with a discrete scale between -100 to 100 with the interpretation of

-100 being negative, 0 is neutral, and 100 being positive arousal.
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Movie Reviews (MOV) This set was curated from the Rotten Tomato Website,3 where

people express their opinion about movies, sound tracks, and casts (Pang and Lee, 2005).

This corpus was originally annotated for sentiment analysis, and subsequently it is annotated

for sentiment intensity on sentence and phrase level. The MOV corpus comprises 11,855

annotated sentences of informal text. Accordingly, The total number of sentences in the

collection of BLG, HLN and MOV is 17,220.

Clause Extraction - we extract clauses from the sentences in the three corpora using

the Stanford parser (Klein and Manning, 2003) from the CoreNLP toolkit (Manning et al.,

2014). We identify spans of text corresponding to each of the clause labels within sentence

parse trees. The clause labels were adopted from the Penn Treebank’s clause labels (Marcus

et al., 1993). The followings are the labels we used to segment the sentences into clauses:

• S - simple declarative clause, i.e. one that is not introduced by a (possible empty) sub-

ordinating conjunction or a wh-word and that does not exhibit subject-verb inversion.

• SBAR - Clause introduced by a (possibly empty) subordinating conjunction.

• SBARQ - Direct question introduced by a wh-word or a wh-phrase. Indirect questions

and relative clauses should be bracketed as SBAR, not SBARQ.

• SINV - Inverted declarative sentence, i.e. one in which the subject follows the tensed

verb or modal.

• SQ - Inverted yes/no question, or main clause of a wh-question, following the wh-

phrase in SBARQ.

The total number of clauses corresponding to 17,220 sentences is 29,938, from that, 7,458

of the sentences comprise a single clause. We refer to this sentence-level corpus as SBHM

3https://www.rottentomatoes.com/
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and clause-level corpus as CBHM. Table 3.1 describes the data statistics. Tables 3.2, 3.3,

3.4, and 3.5 show the distribution of number of clauses in each sentence for Multigenre

corpus and for each genre in that corpus.

Annotating emotional data is a challenging task, since people’s evaluation of vari-

Table 3.1: Multi-genre Corpus Statistics

corpora joy trust anti surprise sad fear anger disgust other-emo no-emo
sentence-level

HLN 106 6 56 31 83 68 28 55 0 662
BLG 689 43 260 150 312 132 192 255 13 2051
MOV 4875 26 119 255 258 63 20 5145 13 1081

SBHM (total) 5670 75 435 436 653 263 240 5455 26 3794
clause-level

HLN 93 1 13 7 35 12 14 45 1 1081
BLG 1138 28 278 81 291 148 258 831 16 3665
MOV 8772 26 126 130 228 154 63 9651 9 2743

CBHM (total) 10003 55 417 218 554 314 335 10527 26 7489

Emotion Tag Statistics for our multi-genres corpus for both sentence and clause levels of granularity. Category joy and disgust are
notable in movie review.

Table 3.2: Distribution of Number of Clauses in Sentences - Multigenre

# clauses # of sentence instances
1 clause 7458
2 clauses 7377
3 clauses 1903
4 clauses 415
5 clauses 52
6 clauses 10
7 clauses 4
9 clauses 1

Total: 17220 (29,938 clauses)

Distribution of number of clauses in sentences. Sentences with 1 clause are the entire sentence. One can observe that sentences with 2
or 3 clauses are dominant.

ous emotional situations is different. This is highly expected to be the case, specially when

the data is extracted from social media platforms like fora and blogs. To develop appropriate

emotion categories, we carried out our annotation procedure in two stages: a pilot stage and

a scaled annotation stage.
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Table 3.3: Distribution of Number of Clauses in Sentences - HLN Corpus

# clauses # of sentence instances
1 clause 1198
2 clauses 52

Total: 1250 (1302 clauses)

Distribution of number of clauses in sentences. Sentences with 1 clause are the entire sentence. One can observe that sentences with 2
or 3 clauses are dominant.

Table 3.4: Distribution of Number of Clauses in Sentences - BLG Corpus

# clauses # of sentence instances
1 clause 2261
2 clauses 1295
3 clauses 410
4 clauses 113
5 clauses 27
6 clauses 6

Total: 4115 (6701 clauses)

Distribution of number of clauses in sentences. Sentences with 1 clause are the entire sentence.

Sentences with # of clauses >= 5 - a few instances in this corpora have more clauses than

norm in this corpora. We did not want to alter the integrity of the data points’ segmentation in

the raw data, due to the comfort in comparing the original results with the results in this study.

This was a challenge in our sentence-level annotation due to multiple labels being associated

with these long piece of text. The following sentences are some examples of such data points:

Sentence #1: I’d never been to a comics show in my life, so I’d not known any SPX

other than what was presented to me there: a pretty swank hotel, a table to pay at in the

hall outside, and big ballroom with everyone selling everything inside, and a bunch of other

rooms to have educational and informative events in, though all of those were down the hall,

around the bend, and down an escalator.

Clause-1: I ’d never been to a comics

Clause-2: show in my life , so I ’d not known any SPX other than what was presented to

me there
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Table 3.5: Distribution of Number of Clauses in Sentences - MOV Corpus

# clauses # of sentence instances
1 clause 3999
2 clauses 6030
3 clauses 1494
4 clauses 302
5 clauses 25
6 clauses 4
7 clauses 1
9 clauses 1

Total: 11855 (21,905 clauses)

Distribution of number of clauses in sentences. Sentences with 1 clause are the entire sentence.

Clause-3: : a pretty swank hotel , a table to pay at in the hall outside , and big ballroom

with everyone selling everything inside , and a bunch of other rooms to have

educational and informative events in ,

Clause-4:though all of those were down the hall , around the bend ,

Clause-5: and down an escalator .

Sentence #2: This is the man who gets into the office at 10:30am, leaves by 3pm, takes

20minutes to get to the office, dry cleans all his clothes, has a cleaner, doesn’t have a wife or

family to chase after - and he doesn’t have time?I explained that I travel 1.5 hours each way,

every day to go to work, I go to the gym more than he does, I cook my meals, I have a life,

and I have a house to look after. Clause-1: This is the man

Clause-2: who gets into the office at 10:30 am , leaves by 3pm , takes 20minutes to get to

the office , dry cleans all his clothes , has a cleaner , does n’t have a wife or family to chase

after

Clause-3: - and he does n’t have time

Clause-4: I explained that I travel 1.5 hours each way

Clause-5: , every day

Clause-6: to go to work
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Clause-7: , I go to the gym more

Clause-8: than he does

Clause-9: , I cook my meals , I have a life , and I have a house to look after .

6 English Corpus Annotation

6.1 Annotation Process

Pilot Stage – our work was guided by the following research questions:

(1) what emotion categories should be selected given that the corpus contains different

genres, which were collected for different purposes. Should basic emotion tagsets such as

EK6 or the Plutchik’s 8 basic emotions (PL8) be used, or the combination of basic emotions

(e.g., PL8) and secondary emotions?

(2) In case of clause level annotation, what is the appropriate presentation method to

the annotators? How much context should we reveal to the annotators?

(3) Will crowd sourcing, which means we do not know the background of our annota-

tors, lead to a quality annotation we can trust?

To answer question (1), we set up an online survey. A total of 518 single clause sen-

tences are selected from the BHM corpus (corresponding to the 3 genre corpora BLG, HLN,

MOV). We recruited 3 annotators, NLP graduate students. We provided annotators with

detailed guidelines regarding the task, one with the EK6 tagset and the other with PL8 tagset,

each with additional no-emotion, and other-emotion tags. We ran two pilot annotations: one

asking annotators to use the EK6 tagset and the second where they were asked to use the

PL8 tagset comprising joy, trust, anticipation, surprise, fear, sadness, disgust, anger, plus

no-emotion, and other-emotion. PL8 achieves a Fleiss Kappa K= 0.7 while EK6 achieves a
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Fleiss Kappa of K= 0.59. The output of the pilot stage was an agreement to use the PL8 basic

emotions, since it was a better reflection of the data. In addition, the annotators suggested

adding the labels interest, disappointment, confusion, and frustration, but since these were

not very frequently assigned (less than 2%), as other emotions when asked for feedback on

the other emotion tag. To address question (2), we further randomly selected 20 clauses,

testing how to demonstrate the clauses to the annotators. Based on a survey completed by

10 people, a majority voted for marking clauses within each sentence and asking for an

emotion tag for the clause, as opposed to showing the clauses in isolation without context.

Hence, when annotating clauses, we mark each clause within its sentence, and provide it to

the annotator. Below we demonstrate an example, clauses are marked as underline text:

Clause-1: It takes a really long , slow and dreary time to dope out what TUCK EVERLAST-

ING is about .

Clause-2: It takes a really long , slow and dreary time to dope out

what TUCK EVERLASTING is about .

To answer question (3), we utilize the pilot data as the gold data for seeding in a crowd

source platform. The platform randomly assigns one gold data point per annotation job

annotators should provide the appropriate tag for these gold data points. One can define a

threshold for annotation of gold data, every annotator who is falling behind the threshold is

disregarded from the annotation task. The following instructions are noted in the sentence

and clause annotation guidelines.

• We instruct annotators not to think of words or emotion clauses out of context, rather

they should think about them within the context for annotation;

• We instruct annotators to not annotate sentences and clauses according to their (the

annotators’ subjective) (e.g., cultural, religious) backgrounds;
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• Annotators were free to choose any dictionaries or resources to judge the emotion in

the sentences;

• We provide an example for each emotion label (e.g., "Siri does not pick my accent

and drives me crazy", where the emotion label is anger.).

Annotation Stage: we set up the annotation job in figure eight,4 an online crowdsourcing

platform. We separate the setup for sentence level annotation from clause level, due to dif-

ferences in task objective. As such, to set up the two annotation jobs, we take the following

steps:

• We use the emotion categories and annotation guidelines developed in the pilot stage.

• We provide one example for each emotion label.

• We mix the three corpora together and put every 5 sentences/clauses in one annotation

task with a compensation of $0.07 (7 cents).

We provide 500 gold-labeled sentences randomly from each genre, proportional to the size of

the set, considering multi-genre corpus to obtain the accuracy score of our annotators, which

is described below. We provide 5,000 single clause sentences annotated on the sentence-level

task as gold-labeled data for clause-level annotation. We exclude the remaining single-clause

sentences for clause-level annotation.

6.2 Annotation Evaluation

Each sentence/clause was annotated by three annotators. Figure Eight platform assigns

a ’trust’ score per annotation task. This score is a real number between 0 and 1, and it is

defined by the system as the accuracy score of an annotator. The platform calculates ’trust’

as follows: each annotation task contains one gold item, the trust score is the percentage
4https://make.figure-eight.com
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of correct answers rendered for the gold items. We set a threshold on the trust score to

be above 0.7. Therefore, annotations from annotators with a trust score below 0.7 are

discarded. Inter-Annotator Agreement (IAA) is measured by the Fleiss’s Kappa. Annotators

are varying over the annotation task, since they can leave the task at any point they wish, as

a result, the same set of items are annotated by different people, therefore, Fleiss’s Kappa

is selected to measure the reliability of agreement between the annotators. This statistical

measurement is suited when there are fixed number of annotators assigning categorical

labels to a task. In both annotation tasks, we ask for three judgments per instance and

agreement of a minimum of two judges.

Table 3.6 shows the Fleiss’s Kappa per emotion tags and for all emotion tags. Kappa

value interpretation is presented in Table 3.7 (Landis and Koch, 1977). For all emotion

tags in sentence-level and clause-level annotation we achieved Kappa 71.70% and 60.64%,

respectively. Accordingly, sentence-level annotation achieved substantial agreement and

clause-level achieved a high moderate agreement. These results are inline with other studies,

where researchers find that smaller span of text is a more challenging annotation task with

lower IAA (Aman and Szpakowicz, 2007). In this study clause-level is a more challenging

task compared to sentence-level annotation, hence, it has smaller Kappa value compare to

sentence-level. The highest Kappa values are achieved for emotion tags joy and disgust

on both the sentence and clause granularity levels. These two emotion tags have the most

instances compare to other tags. Trust, anticipation, and surprise reflect the lowest Kappa

values, with trust showing the lowest Kappa agreement. These three tags are among the

lowest presence in the set; It should be noted that the BLG and HLN were collected to reflect

EK6 basic emotion, which did not include the PL8 trust and anticipation tags hence we did

not anticipate finding items from BLG and HLN to be judged with these two tags in this new

annotation protocol. According to Kappa interpretation presented in Table 3.7 we achieve

fair to substantial agreement for all emotion tags except for trust. Further, other-emotion
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category was rarely selected by annotators as a choice, therefore, the Kappa value is not

reported for this category.

Table 3.6: Measuring Annotation Agreement (Fleiss Kappa)

Emotion Fleiss Kappa
sentence clause

anger 0.67 0.42
anticipation 0.61 0.22

disgust 0.78 0.75
fear 0.62 0.42
joy 0.84 0.76

sadness 0.65 0.41
surprise 0.53 0.33

trust 0.52 0.02
no-emotion 0.77 0.71

other-emotion 0.23 -
avg 0.71 0.60

Fleiss Kappa values per emotion label and augmented emotion labels for both sentence and clause level granularity annotations.

Table 3.7: Interpretation of Kappa Values

Kappa Interpretation
< 0 Poor agreement

0.01 – 0.20 Slight agreement
0.21 – 0.40 Fair agreement
0.41 – 0.60 Moderate agreement
0.61 – 0.80 Substantial agreement
0.81 – 1.00 Almost perfect agreement

Interpretation of Kappa values, an arbitrary assessment that offers a benchmark to interpret annotators agreement (Landis and Koch,
1977).

6.3 Comparison of Original EK6 vs. Our PL8 Annotations

We compare the original EK6 and PL8 annotations for the overlapping data between

the two studies. We report IAA results on the data from HLN and BLG corpora. For

this comparison, we use the sentence level annotations collected in our study. We further
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report the HLN Pearson correlation as reported by the creators of the HLN annotated corpus

and Kappa statistic on the BLG corpus. Moreover, we assess and prove the feasibility of

crowdsourcing emotion annotations. The original studies relied on professional annotators.

We compare the metric that is used to calculate inter-annotator-agreement (i.e., Fleiss Kappa)

with Pearson Correlation in HLN and Cohen’s Kappa in BLG since they employed two

annotators. We note that for HLN, the two metrics Fleiss Kappa and Pearson Correlation

are not directly comparable however a higher Pearson Correlation Coefficient is indicative

of a higher agreement among annotators, albeit not accounting for chance as in the Fleiss

Kappa metric. Unfortunately we don’t have access to the raw annotations to calculate the

Fleiss Kappas for the original annotations for HLN. Hence we draw conclusions based on

general relative trends within metrics and across individual emotion tags. In Table 3.8, for

the HLN corpus, we note that on average we find a moderate agreement of 0.548 compared

to 0.537 Pearson correlation in the EK6 tagging scheme. For BLG, we note a drop on

average between the Fleiss Kappa and the Cohen’s Kappa, however, this is attributed to the

significant agreement drop for the emotion tag fear. The rest of the emotion tags reflect

comparable or significant agreement among the annotators above the original annotations

in the crowdsourcing setting. There are not enough evidence to draw a conclusion about

emotion tag fear in this study and the original one. The only fact we can present is we

received a decent number of comments from the annotators that this emotion tag is confusing

and challenging.

These results prove the feasibility of using crowdsourcing effectively for this annotation

task. Moreover, this annotation with 10 tags (PL8) achieves an overall Fleiss Kappa of 0.54

for HLN and 0.72 for BLG, which according to Kappa values interpretation correspond

to moderate agreement and substantial agreement, respectively. This suggests that PL8

is an appropriate level of tagging. Further, agreement among the workers in Figure Eight

platform is higher than what we achieved in the pilot stage. In the pilot stage, the annotators

received significant instructions and we had the opportunity to discuss different aspects of
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the task, while in Figure Eight we do not have knowledge about the annotators background

and we are not able to connect with the annotators. Despite these issues, we achieve a high

general IAA on the sentence level verifying that crowdsourcing is appropriate for curating

annotations for emotion tags. In addition, emotion tags trust, anticipation, fear, anger, and

sadness are controversial. Particularly, we received significant feedback for emotion tags

fear, anger, and sadness, indicating that these emotion tags are confusing, interchangeable,

or can be used together for tagging data points. We further illustrate this in the confusion

matrices below.

Table 3.8: Comparing Annotation using EK6 and PL8 (this study)

HLN Emotion Fleiss Kappa Pearson
anger 0.438 0.496

disgust 0.49 0.445
fear 0.534 0.638
joy 0.654 0.599

sadness 0.61 0.682
surprise 0.565 0.361

avg 0.548 0.537
BLG Emotion Fleiss Kappa Kappa

anger 0.73 0.66
disgust 0.66 0.67

fear 0.68 0.79
joy 0.86 0.77

sadness 0.79 0.68
surprise 0.60 0.60

avg 0.72 0.76

IAA according to two metrics, Fleiss Kappa and Pearson Correlation Coefficient, for single clause items in HLN & BLG corpora.

6.4 Emotion Tags Confusion Matrix

Table 3.9 presents a confusion matrix comparing between the emotion labels in BLG

and HLN corpora using EK6 tags on the sentence level as gold labels (rows) and PL8 labels

(columns) as predicted. We present two sets of agreement numbers per cell (majority tag

agreement percentage/any annotator tagged the emotion percentage), i.e. the first number

indicates agreement based on majority agreement percentage among PL8 annotators on the
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specific row and column emotion, while the second percentage indicates if any of the crowd

sourcing annotators assigned the gold tag to items (mainly including minority annotations).

Looking at majority agreement percentages per emotion, we note higher agreement between

EK6 BLG annotations and PL8 with a small percentage of the items being annotated as the

two additional tags of anticipation and trust. However the picture is different for HLN where

the agreement between EK6 and PL8 is much lower. It is notable that the majority labels for

the HLN data is no-emotion. Results imply that both of the additional tagsets (i.e., trust and

anticipation) are suited for the annotation task in BLG. 8.8% of the BLG sentences, which

previously were annotated as no-emotion, are tagged with trust and anticipation. Total of

21.4% of the data (sum of all emotion tags) are tagged with anticipation in BLG, and 15.8%

in HLN. The same results are achieved for emotion tag trust, 4.1% in BLG corpora and 2.6%

in HLN corpora. These finding suggest that PL8 is an appropriate tagset choice for BLG.

However the results are not conclusive if we consider the original HLN EK6 annotations as

gold. In BLG, we note that the biggest confusion lies among emotion tags anger and disgust,

with additional confusion with sadness. These findings are very much inline with other

emotion tagging studies that is conduct in labs with limited and known annotators. That is

true for HLN corpus, with the difference that anger and disgust in this study are tagged as

no-emotion. Previous study HLN corpus is focused on how emotion words are conducted by

readers, hence, the annotators selected the emotion tags according to their perspective and

they used scale [0, 100] for each emotion. In addition, annotators were allowed to choose

multiple emotions. In this study we use crowdsource, where we asked the annotators to

provide the general perspective that is being invoked by the majority and emotion tags are

given as multiple choice and which is different with scale. The point we want to make here

is, in previous study, annotators had to choose emotions and they did not have the choice of

no emotion, while in our study annotators were given the choice of no-emotion. Further,

text in news can be ambiguous regarding the emotions they revoke, in addition, headlines

are small piece of text. Therefore, therefore, it is challenging to determine which emotion is
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provoked by headlines.

Table 3.9: Annotation Study Confusion Matrix

Emo/corpora joy trust anti surp sad fear anger disg other-emo no-emo
BLG
joy 81.4 1.4 5.2 2.0 1.6 0.5 0.1 1.0 0.1 6.1

surprise 21.1 0.0 0.0 47.4 5.9 2.5 1.6 1.6 0.0 19.4
sadness 3.3 1.1 3.3 0.5 74.3 3.3 1.1 8.9 0.0 4.4

fear 2.5 0.0 0.8 5.9 4.2 65.8 2.5 5.9 0.8 11.1
anger 1.6 0.5 1.6 3.2 9.2 3.8 53.5 17.4 0.0 8.7

disgust 1.1 0.0 2.8 0.5 10.9 1.7 28.3 47.9 0.0 5.7
no-emo 7.2 1.1 7.7 2.4 4.3 1.1 1.3 3.8 0.3 70.3
HLN
joy 21.8 0.6 10.9 4.0 0.9 0.5 0.3 0.0 0.0 61.3

surprise 1.0 0.0 1.0 9.7 0.0 0.0 1.0 3.2 0.0 83.6
sadness 0.5 0.5 0.5 0.0 23.6 4.7 2.3 8.2 0.0 59.1

fear 0.0 0.0 1.9 1.3 7.8 26.1 3.2 5.2 0.0 54.2
anger 0.0 1.5 1.5 1.5 3.0 3.0 13.6 3.0 0.0 72.7

disgust 0.0 0.0 0.0 3.8 3.8 0.0 7.6 34.6 0.0 50.0
no-emo 0.5 0.0 0.0 0.5 2.3 1.1 1.7 4.6 0.0 83.2

Confusion matrix for different emotion labels on the sentence level in BLG & HLN corpora of the BHM corpus and the original tags.
Previous tags are considered as gold (rows). Each emotion tag has majority overlap with itself (joy and joy has 81.4% in BLG corpora)
except in HLN corpora, where no-emotion has the highest percentage. Results are shown in percentage.

6.5 Emotion Tagging Difficulties in the Corpus

Manually annotating emotion data is a challenging task, due to inherent ambiguity in the

data, the same unit of text can evoke multiple emotions and it is very difficult to decouple

the task from the subjectivity and perspective of the annotators despite instructing them to

not be influenced by their cultural or previous/world knowledge. According to appraisal

theory (Öhman, 1999), emotions are extracted from evaluations of events that could trig-

ger various reactions by different people. In this annotation setting annotators could only

choose one emotion tag among the PL8 and no-emotion, and other-emotion labels. This

can be challenging and confusing because in some situations more than one emotion tag

is applicable and it is hard to determine which one is more suited. During the annotation

process, we observe that annotators are confused when they have to pick one of the {anger,

disgust, sadness, or fear} or {trust, joy, anticipation}. As a result, we noted a high number
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of rejected annotations. Below we observe annotation tags provided for three examples from

movie review corpus (MOV) on the sentence-level and one example for clause-level from

blog post data corpus (BLG):

Sentence (a): "Engagingly captures the maddening and magnetic ebb and flow of friend-

ship." Annotated as joy by (2) annotators, as trust by 1 annotator. It is reasonable to interpret

"flow of friendship" as triggering a trust emotion.

Sentence (b): "Rabbit-Proof Fence will probably make you angry." Two annotators tagged

it as anger; One annotator tagged it as anticipation, and one annotator annotated it as

disgust. "Rabbit-Proof Fence" is a drama film with a story line that triggers anger as well

as disgust, but certainly not anticipation, unless it maybe indicating that it is a movie to be

watched. Since annotators do not mark the emotion cues nor provide their reasoning we

cannot provide the reasoning behind selecting anticipation as an emotion choice. It should

be noted that we instructed them not to resort to world knowledge, but this is difficult to

control in this annotation setting (crowdsourcing).

Sentence (c): "Closings and cancellations top advice on flu outbreak." Two annotators

tagged it as no-emotion, One annotator judged it as fear and another as disgust.

For clause level annotations, we present the following:

Clauses (1, 2, 3, 4): "It was crazy, it was drunken, it was new and it was damn fun and I

realized that there is less to learn from happy things but there are important messages you

gain from good experiences." All first 4 clauses: It was crazy, it was drunken, it was new,

and it was damn fun, were annotated by all three annotators as joy.

Clause (5): "It was crazy, it was drunken, it was new and it was damn fun and I realized that there is less to learn from happy things

but there are important messages you gain from good experiences." One annotator tagged the

clause as joy, one annotator tagged it as sadness, and one annotator tagged it as no-emotion.

Clause (6): "It was crazy, it was drunken, it was new and it was damn fun and I real-
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ized that there is less to learn from happy things but there are important messages you

gain from good experiences." all 3 annotators tagged the clause as joy

Using crowdsourcing allows for the creation of potentially multiple plausible labels per data

item especially that we are leveraging a large number of broad perspectives (in our study we

had more than 30 annotators who successfully participated in the annotation tasks). Figure

3.1 presents the percentage of multi-clause sentences that have variant (differing from the

sentence level tag annotation) emotion tags on the clause-level annotation. We present a

chart for each sentence level annotation label. We note that the sentences annotated as trust

have 26% variant clause level annotations, with the highest variant clause level percentage

compared to the other emotion tags. Surprise follows with 25%, then fear and anticipation

with 20% each, sadness sentences with (18%) variant non sadness clause annotations, anger

with 17%, no-emotion with 12%, then disgust with 11% , and last is joy with (8%). Looking

closely at disgust sentences, Sadness clauses are the most popular emotion tag (6%) in

disgust sentences which is more than half of the variant tagged clauses. Looking closely

at the joy sentences, we note the existence of disgust and sadness clauses (1%) each in joy

sentences, which is an interesting finding indicating the variability of possible tags within

a single sentence. Joy clauses are the most popular tag in surprise sentences. In majority

of sentences tagged with an emotion tag, no-emotion tagged clauses was the most popular

rating for clauses.

7 Resources for Cross-lingual Emotion Analysis

This section explains the collection and annotation of different resources for cross-lingual

emotion analysis in low-resource and moderate-resource languages. These resources are

gold labeled corpora for evaluating the cross-lingual model performances - and emotion,

subjectivity, and sentiment lexicons.
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7.1 Languages

We create resources for languages listed in Table 3.10. This table shows the list of

languages that are observed. Arabic and Spanish are collected and annotated at national

research councils of Canada (NRC). Ilocano and Odia are collected by Appen5 for last year

evaluation for LORELEI project. The collection has in-genre, in-domain and out-of-genre

parallel and monolingual data, which is an ideal set for cross-lingual emotion analysis.

These two corpora are used in this study to test cross-lingual emotion system. Annotation

is collected by leveraging the expertise of native informants, which is explained in Sub-

Section 7.30.25in7.3. Farsi is collected by the author using Twitter API and a web crawler,

the annotations are curated from native Farsi speakers who are PhD students at NLP lab,

GWU. Azerbaijani is collected by asking native speakers of this language to describe their

emotional states considering 8 basic emotion from Plutchik wheel of emotion in short and

long sentences. For example, describing situations when they were angry, sad, or happy,

etc.

Table 3.10: List of Languages

Language Name Labeling & Source Genre language family Language Code
Arabic (SemEval 2018) Gold - NRC tweets Afro-Asiatic ar
Spanish (SemEval 2018) Gold - NRC tweets Indo-European sp

Ilocano Gold - Appen tweets, discussion forum, news Austronesian ilo
Odia Gold - Appen tweets, discussion forum, news Indo-European odi

Persian (Farsi) Gold - Crowdsource tweets & news Indo-European fa
Azerbaijani Gold - Crowdsource emotional situations of people Turkic az

7.2 Religious Texts (Bible & Quran)

Religious text is an out-of-genre source of data for training, however it is available in

parallel form and can be used as a training source, extracting dictionaries, or utilized as

source of training data for multi-lingual resources (e.g., multi-lingual embedding). It is an

unusual choice of resource for emotion analysis, as the genre, domain and vocabulary are

5https://appen.com/ is a vendor company that provides data collections and annotations.
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quite different from the choice of vocab, genre, and sentence structure in emotion analysis.

However, such corpora have several advantages because of their size and availability of

languages. We have used the Bible corpus of (Christodouloupoulos and Steedman, 2015),

which contains Bible translations for 100 languages, and the Tanzil translations for the

Quran13 to create a combined parallel corpus. We only used this parallel corpora for Arabic,

Spanish, and Farsi, because Ilocano and Odia have overlap-genre parallel corpora provide

by Appen, and Azerbaijani does not have translated Quran or Bible available digitally.6

7.3 Native Informant (NI)

To develop resources for low-resource languages, having access to one/two hour(s) of a

native speaker’s can be quite valuable. This was available during the LORELEI evaluation

for the language packages. The type of information we were collecting from a native person

are sentiment, emotion, urgency, and intensity of a sentence in the native language. To create

the form and collect the data,7 we use a trained emotion English model to tag the English

data (the English emotion model is introduced in chapter 70cm7). Data sources are language

packages that are provided by Linguistic Data Consortium8 or Appen, in the form of parallel

or monolingual corpora. Then we collect the sentences with higher model confidence scores,

and ask the native informant to provide emotion labels of the sentence during the allotted

time with the native informant. Later, we used the form and the methodology to collect

emotion words for Azerbaijani corpora as described in Section 7.40.25in7.4 . Figure 3.2

shows the instructions and format of the form we used to collect these annotations.

7.4 Persian (Farsi) and Azerbaijani Collections and Annotation

Persian, also known by its endonym Farsi, is a Western Iranian language belonging to

the Iranian branch of the Indo-Iranian subdivision of the Indo-European languages. It is a

6Azerbaijani that is spoken in Iran has different script than Azerbaijani that is spoken in Republic of
Azerbaijan, hence, in written form there is no cross-usability for digital language resources.

7this is a joint effort with Columbia University
8They provided data for three years in LORELEI project. https://www.ldc.upenn.edu/
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pluricentric language predominantly spoken and used officially within Iran, Afghanistan

and Tajikistan in three mutually intelligible standard varieties, namely Iranian Persian, Dari

Persian (officially named Dari since 1958) (Olesen, 2013) and Tajiki Persian (officially

named Tajik since the Soviet era) (Baker and Saldanha, 2019). Azerbaijani or Azeri, also

known as Azerbaijani Turkic or Azerbaijani Turkish, is a Turkic language spoken primarily

by the Azerbaijani people, who live mainly in the Republic of Azerbaijan, whereas the North

Azerbaijani variety is spoken in Iranian Azerbaijan where the South Azerbaijani variety is

spoken.9 Our collection is from Iranian Azerbaijani, which is written in Persian script, and

it is mixed with Persian words.

Persian (Farsi) collection: This corpus is collected via an emotion collection of keywords

and popular emojis from Twitter over two months, July and August 2018, using Ekman 6

basic emotion.10 The data undergoes an intense cleaning process, to be able to get a slice of

this data ready for annotation. Tweets with less than 6 tokens are disregarded, and some

efforts are done to study the association of emojis with the emotion tags, and only tweets

with certain emojis are kept and the rest are discarded. A classifier is trained with this data,

ten-fold cross validation method is used to tag all the data. Then from these machine labeled

data, a very small collection, 800 tweets are selected for the annotation task. These tweets are

the ones with a high confidence score. Each tweet is labeled by three annotators. A total of

five annotators annotated 800 tweets using the EK6 tagset. For another genre of data, News

data are collected from Mashregh news, which is a non-governmental news website in Iran.11

Azerbaijani Collection: We collect Azerbaijani data from native speakers of this lan-

guage. Azerbaijani is a language spoken in the northwest of Iran, in the Azerbaijan province;

it is similar to the Azerbaijani spoken by the country Azerbaijan, but influenced by Farsi

9Wikipedia
10Tweets are collected by Sahab Pardaz Data Mining. http://www.intellitext.ir
11https://en.wikipedia.org/wiki/Mashregh_News
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words. In prior work (Scherer and Wallbott, 1994), annotators were given a set of sentences

and asked to describe their experiences of certain emotions. The emotion categories are the

EK6 basic emotions (happiness, sadness, surprise, fear, disgust, and anger). We examine

the emotion ’surprise’ in a pilot study. According to three of our annotators, Persian people

separate negative-surprise from positive-surprise, associating negative surprise with ’shock’

or translation of this emotion category in Farsi, and positive surprise with ’surprise’, this is

a borrowed word from English. This collection has 300 data points as of now, and it is an

ongoing process to expand this corpus to 1000 instances.12

Persian Pilot Study: This pilot study is designed and conducted in CARE4lang 13 lab

at GWU. Annotators are grad students with NLP focus, and knowledgeable for this partic-

ular task, and native speakers of Farsi. A complete instruction with sufficient explanation

about the task and examples per emotion tags are provided to each annotator (the author is

one of the annotators). Each tweet is tagged by three judges. Fleiss’s kappa is calculated

for overall IAA, we achieved 0.42% Kappa which is interpreted as Moderate agreement

according to Table 3.7. Total of 800 tweets are annotated in this pilot study, from which

emotions anger, fear, and joy are used for this study.

12This collection is the effort of Sevil Safarnavadeh and Parvin Nasouhi, who provided sentences to express
their emotions on different situations. They both have university degrees and are born and grew up in the
northwestern region in Iran, where this is their native language.

13http://www.care4lang.seas.gwu.edu/
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Figure 3.1: Distribution of variant clause-level Annotations in Sentence-level tagged data
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Figure 3.2: Native Informant Form

Native informant form: this figure illustrates a snapshot of the form we presented to the native informant to collect annotation per
sentence during the allotted informant time.
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8 Summary

In this chapter, we study the benefit of unified emotion annotation across genres and

feasibility of using a crowdsource platform to annotate emotional sentences and clauses.

We introduce clause-level annotation as a new scheme in emotion annotation. Slicing the

sentence into clauses is useful to highlight emotion boundaries as well as the span of different

combination of emotions. This is specially useful in long sentences in which emotion cues

are embedded in a different part of the sentence. In a later chapter, we show that clause

annotation has a great impact on sentence-level emotion detection and classification. We

show the benefit gain in the pilot study to decide for PL8 vs. EK6; higher and comparable

IAA show that collecting emotion label using crowdsource platforms can lead to quality

annotation. We ended this chapter by discussing emotion annotation difficulties. We show

that some emotions are interchangeable and confusing for annotators (e.g., anger and

disgust), which makes it difficult to select only one most suited emotion tag. We further

show how we collected and curated annotations for low resource languages.
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Chapter 4: Monolingual Emotion Detection Systems

1 Introduction

Affect computing, which first rose to prominence in 1995, is to give computers the ability

to recognize, express, and even have emotions, with the objective of making computers

more intelligent and capable of naturally interacting with people (Picard et al., 1995).

Over the past decades digitally available data has made it possible to solve different but

related problems by analyzing and automatically categorizing emotions. For example, in

first response in emergency situations (e.g, natural disaster, terrorist attack, civil unrest)

analyzing emotional states in social feeds of effected people, can be correlated with state of

urgency. In most applications of affect computing, emotion is associated with text, voice, or

images, or combinations of the three modalities, Multi-Modal Emotion Detection.

For the purpose of this study we choose to include Plutchik’s 8 basic emotions, i.e., joy,

anticipation, trust, surprise, anger, fear, sadness, disgust, in English. The objective is to

quantify how much is emotion transferable across different genres and within genres.

2 Motivation

Emotion classification and recognition has been studied for two decades, and different

studies investigated how people express emotions in different genres. Work on emotion

classification has mostly focused on collecting and annotating and modeling within genre.

Due to nuanced characteristic of emotion, even emotion theorists have no clear answer

in regard to defining emotions. As a result, the classification of emotion and obtaining

quality labeled data are both challenging tasks. Building models that can be trained to detect

emotion reliably across genres would save a lot of efforts in creating tailored annotated

resources.
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3 Problem Statement

Generalization in natural language processing text classification tasks is challenging

because languages in form of text are dynamic and ambiguous. In literature, supervised

emotion models have been trained using single genre and evaluated on the same genre.

However, the same model performs poorly on a different genre or on the same genre but a

different data source.

In this chapter we will introduce two machine learning approaches to detect emotions in

different genres (i.e., news, blog posts, movie reviews, tweets). These two methods exploit

abstract contextual features across the genres and when different genres are combined. These

genres are differ mainly in feature representation. The first method is traditional machine

learning where genre portable features are utilized to test the feasibility of combining genres

and learn emotion cues across them. The second method explores performance of different

neural net models in these genres with the objective to create a faster training time along

with utilizing contextual and pragmatic features extracted from text.

4 Relevant Background

Emotion classification aims to automatically predict emotion in a piece of text. Emotions

are nuanced and hard to define, hence, obtaining quality labeled data is challenging (Aman

and Szpakowicz, 2007; Strapparava and Mihalcea, 2007; Tafreshi and Diab, 2018a; Bostan

et al., 2019). Studies on automating emotion classification are focused on one genre and in

recent years are on extracting large scale text from social media and obtaining self-tagged

labeling mostly from social media (Wang et al., 2012; Roberts et al., 2012; Mohammad

and Kiritchenko, 2015; Mohammad and Bravo-Marquez, 2017; Abdul-Mageed and Ungar,

2017; Mohammad et al., 2018). The major limitation of these studies is a collection of noisy

data which creates great results on the same genre and resource, but yield poor performance

on other resources and genres (Abdul-Mageed and Ungar, 2017). There are some work
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in cross-domain sentiment analysis which we recognize, although there are not discussing

emotions, sentiment is the most relevant task to emotion. The most popular approaches in

cross-domain sentiment analysis is to extract domain invariant features, whose distributions

are close in both source and target domains (Blitzer et al., 2007; Glorot et al., 2011; Kingma

and Welling, 2013; Aljundi et al., 2015; Sun et al., 2015; Long et al., 2014; Ganin et al.,

2016; Zellinger et al., 2017; Peng et al., 2018).

The work we present in this chapter is different in scope and aim from approaches in

cross-domain sentiment analysis. We explore the impact of unified annotations in cross-

genre emotion classification. In addition, we study the augmentation of genres and explore

different methods and design abstract features to represent emotions and build robust models

across genres.

5 Classical Machine Learning Emotion Detection & Classification

Emotions are familiar and ordinary but they are expressed differently in different genres.

In tweets, people can use emoticons and hashtags to express emotions, while, in more formal

text like news articles and blog posts, people use emotional expressions like words, phrases,

etc. Automation of learning emotion across different genres from context alone is possible,

however, maintaining performance when topics or genres are far apart is a challenging task.

Building models to detect emotion, across genres or by combining multiple genres for data

augmentation, requires abstract level lexicon, semantic, and syntactic features. In addition,

unified annotations can be helpful specifically in granularity level such as phrase, emotion

cues, emotion causation. In this section, we engineer abstract semantic, syntactic, and

lexicon features to test this hypothesis that emotion can be detected across genres and when

genres are augmented using these features. We further investigate the impact of explicitly

modeling emotions on the clause level.
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5.1 Emotion Detection and Classification(EDC) System

System Description - emotion detection is cast as a classification problem, where a

machine learning algorithm is used to classify different emotion tags. In classical machine

learning algorithms (e.g., SVM family) designing features are important when building

robust models. Two different systems are developed in this sections for clause and sentence

level emotion detection and classification. The same experiment structure is then utilized to

predict emotion on both granularity levels: sentence and clause. There are 9 classes in the

corpora that is used for this experiments, the Plutchik 8 basic emotions (PL8) which are joy,

trust, anticipation, surprise, fear, anger, sadness, disgust, and no-emotion. The experiments

are developed in two platforms: a single-step multiway classification (SINGLE) vs. a

two-Step classification process (TWO). SINGLE set up carries out a 9-way classification of

the data. In the TWO set up, first it detects whether a unit of tagging (sentence or clause)

has emotion or does not (an emotion detection phase), then in second step, it applies an

8-way classification into one of the PL8 emotion tags. The following features are designed

for these two sets of experiments and split into two groups:

Lexical Features:

• N-gram comprising unigram (uni) and bigram (bi) and units on the token level;

• Part of Speech (pos) as derived from the Stanford CoreNLP toolkit (Manning et al.,

2014). The tagset comprises the 46 POS tags;

• Syntax Features (syn) we leverage dependency parsing extracting advmod, amode,

and neg tags, corresponding to the presence of adverb, adjective, and negation in each

unit of tagging, respectively. Adverbs and adjectives are strong indicators of emotion.

Each of the three tags was a binary feature.
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Semantic Features:

•

Stanford Sentiment (semantic feature) - Stanford Sentiment system from the CoreNLP

toolkit (Manning et al., 2014) provides 5 sentiment tags: very negative, negative, neutral,

positive, very positive. Sentiment is positively correlated with emotion. Each sentiment tag

represents a feature with a binary feature value 0 or 1; 0 being the presence of the sentiment

tag and 1 otherwise. This feature is referred to as ss.

Word2vec Cluster ids (semantic feature) - Modeling word semantic similarities can have

a great impact on emotion models, particularly when this information cannot be designed

as feature from context. The intuition for building such feature is to define semantic rela-

tionship among the emotional words. In that regard, we select words that convey emotion

(i.e., verbs, nouns, adjectives, and adverbs). We collect those words from the corpus, and

we run k-means clustering algorithm on their pre-trained vector representations.1 Training

set for the pre-trained word2vec model is Wikipedia + Gigaword 5th (6B) with 400,000

vocabulary size.2 The vector size is 300 dimensions. K empirically set to 689 for 23160

word vectors based on solo performance of this feature presenting the data and random

manual evaluation of the clusters. We replace each word (none, verb, adjective, adverb) in

the corpus with its cluster IDs (cid). In total we replaced 689 cluster IDs in the corpus. This

feature is presented with binary values, 0 indicates the absence and 1 the presence of the

feature. Table 4.1 shows sample of clusters. The following is an example to illustrate this

feature, where both of the following sentences have emotion tag joy:

(a) I ran during sunset, it was fabulous.

(b) This movie is amazing.

1https://github.com/3Top/word2vec-api
2https://catalog.ldc.upenn.edu/LDC2011T07
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fabulous, amazing

is replaced with their corresponding ’cid’ in the corpus to build the feature set. We refer to

this feature as w2v-ci.

Affect Lexicon Feature (semantic feature) - Two affect lexicons are used to tag emo-

tion words in each unit. The WordNet-Affect Lexicon (Strapparava et al., 2004) which is

comprised of 1536 words is annotated with the EK6 labels.3 It was created manually by

identifying the emotions for a few seed words and then labeling all their WordNet synonyms

with the same emotion. The second affect lexicon resource, the NRC word-emotion lexicon

(EmoLex) version 0.91 by Mohammad and Turney (2010) comprised manual annotations for

PL8 as well as positive or negative sentiment. The lexicon was created by crowdsourcing

annotations using Mechanical Turk. EmoLex is comprised of 14,000 non-distinct words,

where every word has 8 entries indicating the association of that word with emotion tags

from Plutchik’s middle tier Wheel of Emotion.4 This feature is referred to as af.

Expanding Affect Lexicons with word2vec Clusters (semantic feature) - EmoLex and

WordNet-Affect are two lexicon dictionaries, where every word has associated emotion tags.

Together these two dictionaries have 7213 distinct emotion words, which do not cover all the

emotion words in the corpus. To address this problem we expanded these two dictionaries

using the following procedure: we took each word in the clusters that we introduced in the

previous feature (’cid’) and looked them up in emotion dictionaries and tagged them if they

existed in the dictionary. In each cluster we have some words with emotion tags we select

the majority emotion tag to represent the cluster emotion tag and all other words, i.e. the

ones with no emotion tag inherit the cluster emotion tag. Next, we dismissed words within

each cluster that had different emotion tag. For each emotional sentence, if any noun, adj,

adv, or verb, are left with no emotion label we looked them up in the clusters, and if we

3http://wndomains.fbk.eu/wnaffect.html
4http://saifmohammad.com/WebPages/lexicons.html
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found the word, we tag it with the correct/appropriate emotion tag. The following examples

demonstrate the impact of this feature:

(a) The little girls understand , and McCracken knows that’s all that matters .

(b) A very funny movie .

Each emotion tag is represented by one dimension. We refer to this feature as abstract affect

feature (aaf). Each sentence has a binary ’aaf’ feature. An aaf has a value of 1 for each

sentence if any noun, adj., adv., or verb in that sentence has that emotion tag and 0 otherwise.

In sentence (a) word understand tagged with emotion trust in word2vec clusters, thus the

affect feature trust obtained a value of 1. In sentence (b), word funny tagged with joy, and

affect feature joy gained a value of 1. Both of those affect features had a value of 0 before

using word2vec clusters emotion tag. This feature is referred to as w2v-ae.

Subordinate Clauses in each Sentence (semantic feature) - This feature is for sentence

modeling only, it doesn’t apply to clause level EDC. For this feature - we studied the dis-

tribution of multi-clausal sentences, which have an emotion associated with the sentence

as a whole. We note that the majority of sentences that have multiple clauses tend to have

clauses with specific emotion labels. For example, within the sentence emotion label joy, the

multiple labels associated with the sub-sentential clauses are the emotion tags {trust, antici-

pation, no-emotion, and surprise}. For surprise we note that the other emotions associated

with the multiple clauses are {sadness, fear, and no-emotion}. This feature is presented as a

single dimension with a binary value: 1 indicates the presence of a sub-sentential clause and

0 otherwise. We refer to this feature as scla. Table 4.2 shows the percentage of multi-label

and single-label phrases.
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w2v-ci Sample words
4 statement, asked, reporters, interview

sources, comments, stated, acknowledged
13 newcomers, outsiders, lure, capitalize

flock, reluctant
514 amazing, remarkable, tremendous, spectacle

sheer, fabulous, miracle, stunning, sensational, astonishing, staggering

Table 4.1: Word2vec Clusters

Table 4.2: Percentage of multi-label, single-label, no-emotion & multi-label clauses

emo-tag multi-label no-emo & multi-label single-label (same-label)
joy 13.4% 20.2% 66.3% (66.1%)

trust 45.3% 24.0% 30.6% (2.6%)
anti 8.6% 58.3% 33.0% (12.8%)

surprise 33.8% 24.1% 42.0% (7.0%)
sadness 13.6% 37.2% 49.1%(20.2%)

fear 41.1% 15.7% 43.0% (25.0%)
disgust 9.6% 15.5% 74.7% (72.2%)
anger 10.1% 29.5% 60.3% (37.5%)

no-emo 3.1% 9.6% 87.1% (68.7%)

Percentage of multi-label, single-label, no-emotion & multi-label clauses in each emotion tag. Same-label represents clauses with the
same label as sentences in each emotion category.

5.2 EDC Experimental Setup

We used WEKA classifiers,5 we experimented with LIBLINEAR, BayseNet, SVMlight,

and J48. The split of the data is (80%,10%,10%) for training, dev, test, respectively. Each

classifier parameters are tuned on the dev set, and the best classifier which is LIBLINEAR

is selected and results are presented on the test set. The experiments are done in two manner,

SINGLE step and TWO-step. In SINGLE step, all 9 emotion tags are classified, while

designed features are added one at a time to observe their impacts. In TWO-step experiments,

step 1 (Step1) is a binary classification (emotion-no-emotion), then results from step 1 is

used in step 2 (Step2), where PL8 emotion tags are classified. The intuition behind this setup

is to observe the impacts of emotion inclusive features on emotion classification. Further,

5http://www.cs.waikato.ac.nz/ ml/weka/
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when the task is to separate emotional text from non-emotional text, TWO-step method

creates more accurate result, especially for the no-emotion tag. Lastly, better results in step

1 in TWO-step setup indicates that the no-emotion data instances are separated from emotion

class.

5.3 Rule-Based System

The Impact of clause model in EDC motivated us to try a simple yet effective rule-based

model to study the importance of clause annotation and modeling in emotion detection and

classification. Below we describe the rule-based model and the results we achieved with it:

Rule-Based model (RULEBASE): for sentence-level classification, we chose one of the

clause tags as a sentence emotion tag. The rule is as follows: counting the clauses emotion

tag per sentence, if there is a majority emotion tag, that is the sentence emotion tag; if there

is no majority, one of the tags are selected randomly. If the sentence has one clause, then the

tag of the clause is the tag of the sentence.

5.4 EDC Results

The impact of these features is shown in tables 4.3 and 4.4 using two metrics: accuracy

and f-score of the trained model on the held-out data set (i.e., test set).

Baseline - We use the presence of emotion words indicating a specific emotion to tag the

unit of annotation: sentence or clause. Table 4.3 presents the results obtained by applying

the SINGLE step 9-way labeling for both clause level and sentence level tagging.

All designed features have positive impact on model performances in both systems, i.e.,

SINGLE step and TWO-step. Particularly, clause-level feature (scla) has significant impact

on TWO-step. Since, in step 2 there are only emotional data, we can observe the impact of

this feature in detection of emotion cues.

58



Table 4.3: SINGLE step EDC LIBLINEAR Results

Features Clause Sentence
acc. f1-score acc. f1-score

Baseline 0.462 0.453 0.473 0.462
uni,bi,pos 0.614 0.607 0.608 0.592

uni,bi,pos,af 0.656 0.651 0.655 0.643
uni,bi,pos,af,w2v-ae 0.689 0.682 0.683 0.673

uni,bi,pos,af,w2v-ae,w2v-ci 0.698 0.69 0.714 0.705
uni,bi,pos,af,w2v-ae,w2v-ci,ss 0.713 0.708 - -

uni,bi,pos,af,w2v-ae,w2v-ci,scla - - 0.757 0.744
uni,bi,pos,af,w2v-ae,w2v-ci,scla,ss - - 0.764 0.754
uni,bi,pos,af,w2v-ae,w2v-ci,ss,syn 0.713 0.709 0.764 0.757

SINGLE step EDC LIBLINEAR results using different combination of features on both clause and sentence levels

Table 4.4: TWO step EDC LIBLINEAR Results

Features Clause Sentence
acc. f1-score acc. f1-score

Baseline 0.462 0.453 0.473 0.462
Step1 0.843 0.837 0.855 0.851
Step2

uni,bi,pos 0.685 0.676 0.645 0.637
uni,bi,pos,af 0.723 0.714 0.681 0.675

uni,bi,pos,af,w2v-ae 0.756 0.748 0.712 0.696
uni,bi,pos,af,w2v-ae,w2v-ci 0.762 0.756 0.731 0.724

uni,bi,pos,af,w2v-ae,w2v-ci,scla - - 0.790 0.792
uni,bi,pos,af,w2v-ae,w2v-ci,scla,ss - - 0.800 0.775

uni,bi,pos,af,w2v-ae,w2v-ci,ss 0.782 0.776 - -
uni,bi,pos,af,w2v-ae,w2v-ci,ss,syn 78.0 77.4

uni,bi,pos,af,w2v-ae,w2v-ci,scla,ss,syn - - 0.80 0.776

TWO-step EDC LIBLINEAR results using different combination of features on both clause and sentence levels.

5.5 EDC Discussion

N-gram language models are effective and they capture context information, but they are

not capable of capturing semantic similarities. Generalization of emotion models relies on

capturing the semantic similarities of emotion cues. A general-purpose language model such

as n-gram models are not able to capture these similarities, hence, semantic, syntactic, and

pragmatic features are crucial for an emotion models to diverge and be able to generalize
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successfully.

Table 4.5 shows a summary of the results. Affect lexicon features are an abstract summary

of the potential emotion cues in a sentence. The implicit presence of emotion cues (i.e.,

when there is a word, phrase, or clause that indicates a specific emotion) is an abstract

concept of the potential emotion label of the sentence. It should be noted that despite the

fact that we expanded the emotion dictionary (i.e., EmoLex), there are emotion words in the

corpus that their information that have not been presented for the model. We hypothesis,

that if we expanded the dictionary to cover more emotion words, this feature should have

more impact on emotion models. However, too many words covered per sentence can be

quiet noisy since not all the emotional words have the same tag or the impact on sentence’s

emotion tag. We elaborate more on this in chapter 5 by presenting a few examples from

model output. Below we illustrate some examples to clarify this point:

(a) Take Care of My Cat offers a refreshingly different slice of Asian cinema . (emo-

tion tag: joy)

(b) Sometimes , that ’s enough . (emotion tag: sadness)

(c) The second day I went in and I was so paranoid . (emotion tag: fear)

In sentence (a) take care or refreshingly (weakly) are both indications of the emotion tag

joy. In sentence (b) enough is the indication of sadness, however, this particular word does

not have a strong association with the emotion tag sadness, and mostly, the indication is

coming from this word being surrounded by its context that ’s. In sentence (c) paranoid is a

strong indication of fear. None of these words have an entry in the dictionary and have been

misclassified.

Overall, rule-based model has higher performance compare to machine learning models.

In future, We aim to test this further with different genres and corpora to show the gener-

alization of this approach. Significant improvements in both SINGLE step and TWO-step
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systems using semantic and syntactic features suggest that encoding features using language

models like n-grams alone cannot capture every emotion signals. To further improve model

performances, we need abstract features to present emotion cues to the model. Notable

impact of clause-level annotation and modeling in both of These two systems indicate the

significance of clause-level annotation in sentence-level classification.

Table 4.5: EDC LIBLINEAR Results

Features Clause Sentence
acc. f1-score acc. f1-score

Baseline (presence of emotion words) 0.462 0.453 0.473 0.462
LIBLINEAR 0.713 0.709 0.722 0.713

LIBLINEAR+scla - - 0.764 0.757
RULEBASE - - 0.811 0.804

EDC LIBLINEAR results using different combination of features on both clause and sentence levels and RULEBASE using rule-base
algorithm.

5.6 EDC Compare to Other Systems

Comparisons to other systems - We compare EDC and RULEBASE on PL8 and no-

emotion with previously reported results on two sets, i.e. NLH and BLG. However, The

results are only compared with systems, which is reported on EK6 in other studies. This

comparison is on sentence-level, since clause-level emotion system is the contribution of this

thesis. Table 4.6 shows the comparison of LIBLINEAR and RULEBASE with other reported

systems: Aman and Szpakowicz (2007), SEMEVAL 2007 Strapparava and Mihalcea (2007),

Ghazi et al. (2010)6, Mohammad (2012a), Özbal and Pighin (2013). We can observe

that RULEBASE outperforms other results for BLG, and both of my systems outperform

other results for NLH. This indicates a) clause-level annotation improves sentence-level

classification; b) PL8 is a better reflection for both NLH and BLG sets.

6They reported two different results, one is flat classification and the other is hierarchical classification.
Flat classification is comparable to EDC.
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Table 4.6: Comparing EDC: LIBLINEAR and RULEBASE Results

Method Corpus
NLH BLG
acc. acc.

Aman - 0.738
SEMEVAL 2007 0.175 -

Ghazi 0.574 0.616
Mohammad 0.524 0.314

Özbal 0.207 0.436
LIBLINEAR 0.745 0.661
RULEBASE 0.697 0.755

Comparing EDC: LIBLINEAR and RULEBASE results with previously reported results on two NLH and BLG sets. EDC and RULE-
BASE results are on PL8 and no-emotion. SEMEVAL 2007 reported results only on NLH, Aman collected BLG and reported their
results only on BLG.

5.7 Advantages and Disadvantages of EDC

Advantages of EDC system is the short training time (a few hours) and with a small

training set (a few thousands) we can train the model. This is in comparison with NN models

which need a large scale training set and computing power, otherwise it takes a long time to

train a model. EDC is capable of achieving more accurate cross-genre results only through

unified annotation and portable features that can be used across genres. Further, due to

the reasonable EDC training time it is possible to use this system during the evaluation for

LORELEI project. In LORELEI project the task is to detect emergent incidents (e.g., natural

disaster) in a low-resource languages. During the first 24 hours of any incidents that happen

on earth, it is critical for the first responders to be able to detect the need of affected people.

Therefore, during LORELEI evaluation, the first output of every system was expected in

24 hours. This indicates that results of the emotion system as one of the component in the

pipeline should be ready in couple hours. In addition, training such model does not need a

huge computation power. Based on the available resources sometimes designing all of EDC

features is not possible for test corpus, however, in some low-resource languages availability

of unstructured data, even a very small amount, make it possible to train a word vector

model and design monolingual affect (w2v-ae) and cluster ID (w2v-ci) features for higher
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model performance.7

Disadvantages of EDC - it is expensive to obtain unified annotation for every genres of

interests, in addition, to add more genre specific features causes a sparse feature representa-

tion and it is challenging to generalize semantic similarity across genres. Example of such

genres is joint modeling of news and Tweets. Emoji, hashtags, repeating characters are

contextual information driven from tweets and they are meaningful for tweets, while they

mean nothing for news. We have just shown the importance of these contextual information

and their impact on emotion models, which it should not be ignored or by passed. Hence,

we need to design the model architecture differently to incorporate the impact of contextual

and semantic specific features per genres. In next section we observe the impact of genre

portable features using different neural network architectures and we discuss the results

achieved from these models.

6 Portable Features Across Genres in RNN and CNN Models

The following two sections explain the model architecture of two neural net architectures

which have shown promising results in text classification, i.e. Recurrent Neural Network

(RNN) and Convectional Neural Network (CNN). The reason we experiment with different

neural net is to achieve a fast training time while preserving the performance and experi-

menting with different feature representation to model emotions across genres and when

augmenting genres . Further, we present an overview of sequential models like RNN with

different word embeddings (contextualized vs. non-contextualized) to compare and contrast

if different word embeddings have significant impact on model performances. We show that

contextualized embedding models work better, however, they are not always available for

all languages, and they have longer training time and they are not available for all languages.

7Low Resource Languages for Emergent Incidents (LORELEI) project objective is to create human
language capability during emergency situations for first responders. As a result, rapid and low-cost tech-
nologies are the first objective in this project. Basically, producing results in 24 hours was expected from all
technologies that are developed for this project. As such, short training time with respect to higher model
accuracy is the objective that has been studied in part in this chapter.
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To achieve comparable results with non-contextualized embeddings we design contextual

features driven from data to preserve performance of the model when contextualized embed-

ding is not available. Further, replacing CNN models in place for RNN models achieves

faster training time, however, in some genres CNN model loses performance. We show that

contextual features can improve these models performances and create comparable results

considering the best model performance. We note that non-contextualized embedding is

available for more languages compare to contextualized embeddings.8

6.1 Impact of Contextual Information Features

Two models are utilized to show the impact of designed contextual features: a) Gated

Recurrent Neural Network (GRU) (Cho et al., 2014; Chung et al., 2015), b) Convolutional

Neural Net (CNN) architecture (LeCun et al., 1988). These two NN models have the follow-

ing architecture. Both models have an embedding layer of 300 dimensions using fasttext

embedding, and 1024 dimensions using ELMo (Peters et al., 2018a) embedding. GRU has

70 hidden unites, and CNN has 3 filters with size 2, 3, and 5. 3 fully connected layers with

size 100 and 200 for smaller sets (i.e. MULTI and AIT) and 300 for EmoNet set. Last layer

is a softmax layer to predict emotion tags. Textual information layers (explained below) are

concatenated with GRU or CNN as auxiliary layers. All models have a dropout (Graves

et al., 2013) layer after the first fully connected layer for regularization.

Training the Models - The input size for each sentence is 70, contextual features have 140

dimensions. We provide detail explanation about the design of these features. These con-

textual features are concatenated with the GRU or CNN layer. We observed that 20 epochs

is sufficient in each experiment, however, training stops early if 3 consecutive larger-loss

values are seen upon evaluation of the dev set. The Adam optimizer (Kingma and Ba, 2014)

is used with a learning rate of 0.001. We use dropout with a rate of 0.3 for EmoNet and 0.2

for other sets. The loss function is a categorical cross entropy function. We use a mini batch

8https://fasttext.cc/docs/en/crawl-vectors.html
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(Cotter et al., 2011) of size 65 for EmoNet and 32 for other sets.

baseline system - is a lexical-based system, we mark all emotion words in a sentence, if

there is a any majority that is selected as emotion tag, otherwise we randomly select one

emotion word to represent the emotion tag, when there is none we randomly choose a tag

from labels set.

Sentiment, objective, and affect (emotion) lexicon Information (SOE)- These features

are designed using two lexicons: a) SentiwordNet (Baccianella et al., 2010) to create a

sentiment and objective score per token and b) NRC Emotion Lexicon (Mohammad and

Turney, 2013). Sentiment and objective scores are presented per sentence, we concatenate

these scores per token, hence the lengths of these features are equal to the length of each

sentence. Emotion words are represented by a vector of size 8, each dimension presented as

binary value of 1 for presence of the emotion and 0.001 otherwise.

Clause Information (CLAU) - Some of the corpora we use in these experiment (i.e.,

MULTI) corpus is manually labeled for emotion at clause-level. We studied the distribution

of clauses and noted that the majority of multi-clausal sentences tend to have clauses with

specific emotion labels (e.g., sentence with emotion tag joy, have clauses with tags joy,

trust, anticipation, and no-emotion). We model this feature as an 8-dimension vector per

sentence, where each dimension represent one emotion tag with a binary value, 1 indicates

the presence of sub-sentential emotion clause and 0.001 otherwise.

The advantage of these features is their portability in transferring emotion learning across

genres. Moreover, they improve emotion binary classification (emotion vs. no-emotion)

6.2 Experiments

Performances of these NN models are compared in 3 corpora (i.e, MULTI, EmoNet,

AIT) performances using 2 different NN architectures: CNN (LeCun et al., 1988) and

RNN (GRU) (Cho et al., 2014; Chung et al., 2015). These two NN were selected due
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to consistency of their results on all these three corpora. Figures 4.1 and 4.2 show the

diagram of these two NN architectures. Data is broken down in MULTI and EmoNet sets to

represent each emotion category into 80%,10%,10% for train, dev, and test sets respectively.

AIT corpus original split that is given by SemEval 2018 is used in these experiments. All

experiments are implemented using Keras 9 and Tensorflow 10 in the backend.

Data Description - The corpora that are used in these experiments are as follows: a)

Figure 4.1: Gated Recurrent Neural Network (GRNN) Architecture
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Gated Recurrent Neural Network (GRNN) architecture, the diagram shows the architecture with feature. The version with no feature
has the same NN architecture, only the features are eliminated. The layers are as follows: Embedding: fasttext (300 units) ELMo
concatenated (.) with features (in with features version): sentiment (pos, neg), objective, clause-level/word-level emotion tag; total
dim: 148; GRNN: 70 units; Fully connected layers: 3 layers, 300 units; Softmax: predicting the emotion tags; Training: batch size of
32, dropout 0.2, epoch: vary depending on the 3 consecutive no-change/higher loss.

a multigenre corpus created by (Tafreshi and Diab, 2018b) with the following genres: blog

post (Aman and Szpakowicz, 2007), headlines corpus from SemEval 2007-task 14 (Strappa-

rava and Mihalcea, 2007), movie review corpus (Pang and Lee, 2005) (MULTI), annotated

on the sentence and clause level using the 8 middle tier emotions from Plutchik (Arnold,

1964) (PL8) and a no-emotion category, b) EmoNet (Abdul-Mageed and Ungar, 2017) PL8

tweet collection, c) SemEval-2018 Affect in Tweets corpus (Mohammad et al., 2018) (AIT)
9https://keras.io/

10https://www.tensorflow.org/
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Figure 4.2: CNN Architecture
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CNN architecture, the diagram shows the architecture with feature. The version with no feature has the same NN architecture, only
the features are eliminated. The layers are as follows: Embedding: fasttext (300 units) ELMo concatenated (.) with features (in with
features version): sentiment (pos, neg), objective, clause-level/word-level emotion tag; total dim: 148; CNN: 3 max-pooling; Fully
connected layers: 3 layers, 300 units; Softmax: predicting the emotion tags; Training: batch size of 32, dropout 0.2, epoch: vary
depending on the 3 consecutive no-change/higher loss.

Table 4.7: CNN and GRNN Data Statistics

corpus #train #dev #test total
MULTI 13776 1722 1722 17220
EmoNet 437937 54742 54743 541650

AIT 6839 887 4072 11798

Data statistics illustrating the distributions of the train, dev, and test sets across different corpora.

with most popular emotion tags: anger, fear, joy, and sadness. The summary statistic of the

data is illustrated in table 4.7.

6.3 RNN and CNN Discussion and Error Analysis

Results are shown in 4.8. Our results across all these three corpora are comparable,

better, or original version in regard to state-of-the-art.

MULTI corpus - An overall improvement on all emotion tags but sadness and trust, with

anger, fear, joy and disgust improving 16% on average. anger and disgust (20 and 27 data
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points respectively out of 1722 total test data points) are tiny tagsets and joy and disgust are

the most populated ones. Classifying these three tags: fear, anger, and disgust is a challenge

in single-label emotion tagging models. The model had 10% improvement on no-emotion

label, which shows the effectiveness of these features in binary classification (emotion vs

no-emotion). There is a small drop (3%) in sadness and no change in trust, which in part

is due to lack of training data and feature sparsity. Adding these features achieve 12.57%

improvement in f-score using GRU-ELMo+F compare to worst model being CNN-fasttext.

The best speed, 5 sec. and 15 epochs is achieved by CNN-ELMo+F, which takes only 9.56

minutes clock training time. Features we used in these experiments are SOE and CLAU.

EmoNet - we use only SOE feature for this set. Tagsets anger, joy, surprise have 2%

improvement, given that these tagsets are among less populated ones, indicates the success

of these features. disgust has 3% drop, which is due to data being noisy. Previous results

reported on EmoNet is higher that what I show, however, this set is much smaller in size 11,

hence, these results are their own state-of-the-art. Best f-score is created by CNN-ELMo+F,

which is 4.16% improvement in f-score compare to CNN-fasttext. The best speed is created

by CNN-ELMo+F, 1849s and 8 epochs for the model to converge, this means 154.08 minute

in clock time.

AIT- This set is boosted by SOE feature. An overall improvement in all labels, particularly

anger is the most improved label. One notable success of these features are demonstrated

in CNN-fasttext+F with improvement of 13.89% in f-score, being the best results for this

set, compare to the worst model being CNN-fasttext. The best speed is reported by CNN-

fasttext+F, 3 sec. per epochs and model converges in 8 epochs. Previous results are reported

on multi-label subtask E-c in semEval 2018 task-1 and is not comparable with our results

due to different metric.

Word Embedding - using different word embedding or end to end models where word

representation learned from local context create different results in emotion detection. We

11Due to licensing issues, exact tweets can’t be shared, only IDs, hence when retrieving the actual tweets, I
noted that I can only retrieve 75% of the exact tweets.
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Table 4.8: CNN and GRNN Results

corpus/Methods MULTI EmoNet AIT
pr. re. f. Time(min) pr. re. f. Time(min) pr. re. f. Time(min)

Baseline - - 46.20 n.a. - - 41.90 n.a. - - 39.50 n.a.
CNN-fasttext 60.67 59.67 59.67 3.00 54.26 55.66 54.26 50.1 50.20 47.60 48.00 1.80

CNN-fasttext+F 71.72 71.92 71.32 3.00 55.96 57.36 55.56 50.1 63.89 62.09 61.89 1.80
GRU-fasttext 59.84 59.24 59.44 7.20 54.55 55.55 54.75 139.88 62.92 60.72 60.52 3.11

GRU-fasttext+F 71.27 71.47 71.27 4.13 56.25 57.25 55.65 96.66 63.46 60.06 60.26 4.81
CNN-ELMo 65.00 64.00 64.20 9.56 57.80 58.30 57.30 154.08 60.25 59.25 59.25 9.00

CNN-ELMo+F 70.40 70.80 70.60 8.16 58.82 59.42 58.42 246.53 61.33 59.33 59.33 8.00
GRU-ELMo 66.85 65.65 66.05 8.16 58.83 60.03 57.83 208.58 61.45 60.25 59.80 9.06

GRU-ELMo+F 71.84 72.64 72.24 19.6 59.90 61.34 60.73 333.73 62.18 60.38 60.98 7.93

Results on the test sets. We report the mean score over 5 runs. Standard deviations in score are around 0.6 in MULTI, 0.8 in EmoNet,
and 1.4 in AIT. The experiments are demonstrating different embedding (i.e. ELMo and fasttext), with different features (F), which
are CLAU and SOE explained in section 6.10.25in6.1

noted that pre-trained word embeddings need to be tuned with local context during our

experiments or it causes the model to not converge. We experimented with different word

embedding methods such as word2vec, GloVe (Pennington et al., 2014), fasttext (Mikolov

et al., 2018), and ELMo. Among these methods fasttext and ELMo perform better.

6.4 Contextual Features Decreasing Training Time

- using contextualized embeddings (i.e., ELMo in this work) in a RNN model creates the

best results for MULTI corpora and comparable results to the best performed model for AIT

(best performed model for AIT is CNN and fasttext). Figure 4.3 illustrate the results. RNN is

known for better performance in text classification specially when data is not noisy, however,

RNN is very slow due to building all those hidden states during training time. To reduce the

training time CNN can replace RNN, since CNN does not create hidden state calculation,

but with the cost of performance drop for some genres. To remedy the performance drop for

CNN we use features we introduced in section 6.10.25in6.1 to expedite the training speed.

In MULTI corpora results of using CNN and features are comparable to the best results and

in AIT, which is a collection of tweets, it is the best model. Therefore, contextual features

help to expedite training time, specially when mid-size data is available for training this

setup is very useful to preserve the performance and have a rapid training time.
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Figure 4.3: Training time
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Model performances for two corpora AIT and MULTI and to show how much emotion specific features described in section
6.10.25in6.1 can expedite training time. ELMo and RNN model has the best performance for MULTI, while it has comparable re-
sults for AIT. When augmenting the data to have more robust models, a model with best or comparable results for all corpora has to be
selected. As such, ELMo and RNN will be selected, while this model computationally is very expensive. CNN and fasttext is a faster
model, however, results are dropped in both corpora, but when features are added to this model results are comparable with best for
MULTI corpus and is the best for AIT corpus.

70



7 Summary

The feasibility of augmenting genres to learn emotion and designing genre portable

features to build models across genres is a new way to expand the horizon of emotion

analysis. Genres can be augmented; we showed the benefit of unified annotation in, also,

the impact of more fine-grained annotation, i.e., clause-level annotation, in emotion model

performance. Further, we experimented with two NN architectures (i.e., RNN and CNN)

and the impact of contextual emotion features to reduce the training time, while preserving

the model performance. These features are designed from presence of emotion words,

polarity, and subjectivity of words in context of sentences or clauses. We then explored

the impact of traditional word embeddings and contextual (i.e. ELMo) word embedding to

present features to deep neural net architectures. This study shows the significant impact of

contextual features in different neural net architectures which makes it possible to expedite

training time. This is crucial when fast results are expected in some applications.12 We have

concluded that contextual embedding and designing features from context creates the best

results across different genres.

12In an application like first responders in emergent incidents (LORELEI project), it is important to be able
to respond in the first 24 hours, therefore, it is crucial to have a fast training time while the performance of the
model is preserved.
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Chapter 5: Multi-tasks Models for Emotion Classification Within and Across

Genres

1 Introduction

Several studies have shown the benefit of multi-task learning in emotion classification.

Mainly this method is used when there are several related tasks that can share the learning

efforts. Several research have studied multi-task learning emotions in 2D or 3D continuous

values of valence, arousal, and dominant (VAD) models. These dimensions are described as

affective states.

This chapter explores multi-task learning models in discrete emotion categories in two

platforms: joint modeling of multiple genres, and joint modeling of emotion and emotion

intensity. First platform takes a different use of multi-task learning, which it exploits the

transfer learning characteristic of multi-task learning to enforce emotion classification across

genres. Second platform, joint modeling of emotion and emotion intensity, where emotion

and emotion intensity of the same instance is jointly learnt. This is similar in principle to

2D dimensional, VAD, models, where valence and arousal is jointly learned. Further, we

explore the impact of pre-trained embeddings and language models in cross-genre and in-

genre settings. Different granularities of emotions are selected to observe how successfully

emotion cues can be transferred in each emotion categories.

2 Motivation

Emotional expressions are ambiguous and lack of standard annotation schema makes this

task challenging. Further, training data is not available in large scale per genre, therefore,

genre adaptation and building robust models can bridge this gap. In addition, building

models that can generalize within and across genres is the objective of every NLP tasks.
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Several different tasks have shown the benefit of augmenting different domains and sources

to build more generalized models by continuing the training of a pretrained language models.

Different genres of text have differences in writing style, expressions of emotions are varied,

and format of text is in a spectrum of informal to formal. Considering these challenges,

we aim to build emotion models that can generalize emotion detection across genres. We

hypothesize that emotion cues are considered as unified pieces that can be learned in multi-

task learning platforms by jointly learning emotion and emotion intensity in addition to a

multi-genre modeling of emotions.

3 Problem Statement

Single-genre training in emotion classification does not create a model that can generalize

emotion cues on unseen data. Genre augmentation and abstract characteristics of emotions

is one solution to build a model that can generalize detection of emotion cues. To date, most

studies are formatted on building features and models that can perform best in single-genre

setting.

In this chapter we explore joint modeling of multiple genres in a multi-task platform with

neural net architecture, which aims to learn emotion cues across these multiple genres. This

is a new attempt of using multi-task learning to jointly learn one task but in a multi-genre

setting. Another platform we build jointly model emotion and emotion intensity with the

aim to improve emotion detection and classification. This platform is used for in-genre and

out-of-genre setting and aims to jointly learn emotion cues and emotion intensity, which is a

relevant task to emotion and one of the important characteristic of emotion. We elaborate on

this relevancy later in this chapter. Ultimately, we explore the benefits and shortcomings

of multiple pretrained embeddings and language models in different granularities of basic

emotions. Further, we present context information in an efficient way across genres and

explore which emotion categories are more suitable for cross-genre settings.
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4 Relevant Background

Multi-Task learning is inspired by human learning. As human, when we learn new

tasks, often we apply the knowledge we have gathered from related tasks. In the literature,

multi-task learning comes in different forms: joint learning, learning to learn, and learning

with auxiliary tasks. The following studies show the benefit of multi-task learning in closely-

related or different type of tasks (Caruna, 1993; Collobert and Weston, 2008; Collobert et al.,

2011; Li et al., 2011; Seltzer and Droppo, 2013; Devries et al., 2014; Xia and Liu, 2017;

Luong et al., 2015; Özbal and Pighin, 2013; Hashimoto et al., 2016; Andor et al., 2016;

Godwin et al., 2016; Miwa and Bansal, 2016). (Xia and Liu, 2017) proposed a multi-task

learning framework that leverages activation and valence information for acoustic emotion

recognition.

Related work from methodology and conceptual point of view are the ones in the following

studies (Howard and Ruder, 2018; Phang et al., 2018; Sun et al., 2019), which they continued

training LM on unlabeled data for classification tasks. Cross-domain adaptation between

training and test data are studied in the following works (Logeswaran et al., 2019; Han

and Eisenstein, 2019). Related approaches to fine-tuning towards a specific task in domain

shifting is studied in these works (Chronopoulou et al., 2019; Radford et al., 2018). A more

general study which combined task and domain adaptation together is done in this work

(Gururangan et al., 2020).

Our work is different in scope and task from above work. Our work engages and leverage

genre’s features and we build abstract features to do cross-genres emotion classification.

Further, we leverage the fine-tuning method to tune with noisy set and further tune with a

very small gold-labeled set. This method shows a robust
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5 Joint Multi-genre Emotion Model with Neural Net Architecture (JMGE)

As discussed in chapter 4 there are disadvantages and shortcomings in classical machine

learning models with feature engineering for building a model that can jointly learn emotion

in multiple genres. Despite the strength and robustness of portable features across genres,

it is not feasible to unify annotations across them to be able to create contextual and

pragmatic features based on these annotation. Furthermore, some genres have specific

contextual or semantic characteristic, which can further improve the model performance

and need to be considered in emotion modeling. Therefore, in this chapter, we build a

joint multi-genre model with deep neural net architecture, which is a multi-task model.

Traditionally multi-task models are characterized to accommodate transfer learning of a

pair of source-target tasks, or a few similar tasks. The later characteristic is used to build

the Joint Multi-Genre Emotion (JMGE) model. In this model each genre is considered as a

task. Multiple combinations of genres are put together to observe which combination(s) are

more beneficial and creates mutual impact for all genres. First genre itself is combination

of several genres and resources, i.e., news, blog posts, and movie reviews, in which movie

review has the majority of the instances. This corpora is described in details in section

50cm5. The Second genre is Tweets and every tweet in this corpus is self-tagged, where

hashtag in the end of the tweet or the last quarter of the tweet context indicates the emotion

tag for the tweet.1.

It is noteworthy that both of these tasks are the same; they are emotion classifications. We

define and use multi-task architecture for these tasks that are in principle the same task.

Traditionally multi-task models are defined as related and similar few tasks. In this model,

similarity is defined as unifying the learning of emotion cues across genres and relatedness

which is defined as emotion classification with genre-specific context or semantic features.

This creates differences in the objectives of both of these tasks. The Joint Multi-Genre

1Detail of the collection and annotation of this corpora is describe in this study (Abdul-Mageed and Ungar,
2017)
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Emotion (JMGE), illustrated in figure 5.1, trains on emotions in four genres of data: Blog

Posts, News Headlines, Movie Reviews, and Tweets.

Data Description - BHM corresponds to BLG (blog), HLN (news headlines), and MOV

Figure 5.1: Joint Multi-Genres Emotion Neural Net Architecture
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Joint Multi-Genres Emotion neural net architecture. In this multi-task framework, Task-E and Task-BHM (explained in section
5.10.25in5.1) demonstrate different genres.

(movie reviews) with a fourth corpus from Twitter. From the EmoNet (Abdul-Mageed

and Ungar, 2017) tweet collection we randomly selected tweets 13,227 to match the BHM

collection size. EmoNet tweet corpus has a total of 1 million tweets tagged with 24 emotion

tags from Plutchik wheel of emotions. EmoNet is labeled using distant supervision, namely

relying on hashtag information to render the emotion tag. We selected tweets that had

emotion tags corresponding to the middle tier basic emotion tags (PL8) emotions. This
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Table 5.1: JMGE Data statistics

corpus joy trust anti surprise sad fear anger disgust
BLG 689 43 260 150 312 132 192 255
HLN 106 6 56 31 83 68 28 55
MOV 4875 26 119 255 258 63 20 5145

EmoNet 5670 75 435 436 653 263 240 5455
BHMT 11340 150 870 872 1306 526 480 10910

Data statistics illustrating the distributions of the various emotion tags from PL8 across the different genres.

collection has no no-emotion tag. This data set refer to as TweetEN. Accordingly, the

annotated multigenre corpus includes: BLG, HLN, MOV, and TweetEN, comprising a total

of 26,454 annotated sentences with PL8 labels. This combined corpus referred to as BHMT.

Data statistics are demonstrated at table 5.1.

5.1 JMGE Experimental Setup

Gated Recurrent Neural Network architecture (GRU) is used to conduct the experiments

in this section. Two tasks are defined in JMGE, one trained on the TweetEN data set

(Task-E) and the other trained on the BHM data (Task-BHM). The reason to model them

separately is that they are annotated in very different ways: TweetEN is annotated using

distant supervision relying on hashtags while BHM is annotated completely manually. We

selected a balance distribution of labeled data per emotion tag across the two tasks.

Shared layers - these two tasks, Task-E and Task-BHM, have shared word embedding (i.e.

Keras embedding) layer. This layer is setup in two different ways: a) initiating random

weights for each word vector and tuning these weights using the training set, and b) initiating

the weights from pretrained word embedding model, which is tuned during the training

time. The task-specific GRU layers share parameters between each of the two layers. Shared

GRU takes advantage of the underlying emotion cues structure shared among the genres

(e.g. presence of adjective and adverbs) as well as semantic and syntactic emotion features

that improve emotion detection and classification in different genres.
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Genre Specific Layers - each task has 3 hidden dense layers and a softmax layer for

prediction, this setup allows for freedom for each task to have auxiliary input layers and be

optimized per task.

Training JMGE Model - the input of embedding layer is 300, coming from fasttext, and

the hidden GRU is 70. We concatenate context features which we explained in section

5.20.25in5.2 with Task-BHM embedding layer. At each training epoch, the model is trained

in the following order: first shared embedding, then shared soft parameters of the hidden

GRU, and next 3 specified hidden dense layers for each task. We experimented with different

numbers of units in dense layers and the results on dev set suggest the following setup

for dense layers: 300 units for Task-E and 200 units for Task-BHM. softmax layer is the

last layer and the output of this layer is used for predicting emotion tags. The input layer

has maximum length of 70, 10 epochs are used for training, and Adam (Kingma and Ba,

2014) optimizer is utilized with a learning rate of 0.001. Dropout (Graves et al., 2013)

is employed for regularization, with a rate of 0.3 for both tasks. The loss function is a

categorical-cross-entropy function. The batch size is 65 (Cotter et al., 2011).

Data Split - Data is sliced to represent each emotion category and this is done per genre.

Then, we split the data into 70%,10%,20% for train, dev, and test, respectively.

Baseline Models - JMGE is compared to two baselines: a feature engineering architecture

LIBLINEAR from the SVM family. We leverage LIBLINEAR architecture implementation

in Weka.2 and a single GRU model architecture where all data is utilized from both TweetEN

and BHM in a single model.

2https://www.cs.waikato.ac.nz/ml/weka/
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Table 5.2: LIBLINEAR weighted Results

Condition Training set TweetEN BLG+HLN MOV
LL1 TweetEN 0.21 0.06 0.35
LL2 BLG+HLN 0.37 0.38 0.62
LL3 MOV 0.25 0.17 0.32
LL4 BHMT 0.43 0.21 0.79

LIBLINEAR weighted F1 scores for different experimental conditions where we train on various training data set combinations and
test within and across genres. It should be noted that we did not balance the size of the training data across the different experimental
conditions, since the aim is to estimate closer to the real-world data size and condition. These conditions show overlap-genre training
(LL4), which has the best results for tweets (TweetEN) and movie review (MOV) corpora. We recognize the best out-of-genre training
per corpus (each column). The in-genre training condition is marked with italic for each corpus in condition LL1, LL2, and LL3.

Feature Engineering Baseline: For the LIBLINEAR setting, models are built by com-

bining a number of features: character and word n-grams (uni-gram and bi-gram); POS:

presence of POS tags taken from PennTreebank; syntactic features like the presence of

adjective, adverbs, or negation; and semantic features like presence of emotion words based

on EmoLex (Mohammad and Turney, 2010), and clause feature, which is explained in

section 5.20.25in5.2. We report weighted F1 scores across the 8 PL8 emotion tags.

Table 5.2 illustrates the results from the LIBLINEAR models in different conditions.

We combined the test sets for BLG and HLN as both of these corpora in isolation are

relatively small. In LL1, training with TweetEN yields the worst results on all 3 data sets

even on the TweetEN test set (in-genre setting). In LL3, training with MOV yields the

lowest in-genre results compared to the other sets. In LL4, training with a combination of

BLG+HLN+MOV and TweetEN yields the best results on TweetEN and MOV data sets,

which is due to the overlap-genre training. In addition, in this condition we combine the

gold annotated corpora, BHM, with distant supervision set TweetEN. The assumption is

gold labeled data are less noisy compare to self-tagged and distant supervised data. In

LL2, training with BLG+HLN, which is the smallest training set yields the best results on

BLG+HLN, and compare to LL1, yields better results on TweetEN and MOV. This indicates

that a combination of news (HLN) and blog posts (BLG) creates best out-of-genre training
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for the other corpora, TweetEN and MOV.

Single Task NN Learning Baseline - we experimented with a GRNN (GRU) architec-

ture as a single task. This architecture is similar to the JMGE framework with an embedding

layer, followed by a GRU, then 3 dense layers followed by a softmax classification layer.

Both the GRNN and JMGE are implemented using Keras.3 Table 5.3 shows the results

for the single task GRU baseline. We mentioned earlier about embedding layer setup in

the model, we experiment with two different setups, a) initiating random weights for word

vectors b) initiating the weights using pre-trained word embedding (these models are marked

with -pt); in both of these settings we tuned the word vectors using the training set.

We experimented with different word embedding models, mainly to have better cover-

age for these 4 genres. Common training sets for word embedding models are wiki+news,

news, tweets, and common crawl, and the methods are Word2Vec (Mikolov et al., 2013a),

GloVe (Pennington et al., 2014), and fasttext (Bojanowski et al., 2017). Our results suggest

that common crawl corpus with 2 million tokens, trained using fasttext model, has the most

word coverage among these genres.4

The best results are obtained in GRNN5-pt, which is trained on all the labeled data, and

pretrained word embedding are used to initialize the wights for the embedding layer, basi-

cally suggesting that overlap-genre training creates the best results for all these genres. The

results yielded by the deep learning model surpass those of the LIBLINEAR baseline by

a significant margin compared to GRNN5-pt (f1-score of: 0.78, 0.83, 0.91, for TweetEN,

BLG+HLN, MOV, respectively) compared with LL5 (F1 scores of: 0.43, 0.21, 0.79, for

TweetEN, BLG+HLN, MOV, respectively).

3https://www.tensorflow.org/
4https://fasttext.cc/docs/en/english-vectors.html
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GRNN1-pt and GRNN3-pt indicate that in-genre training and testing yields the best results.

Even when there is more data available for training, comparing GRNN1-pt (more training

data) to GRNN3-pt condition, the GRNN3-pt yields higher results on the MOV, which is

in-genre training, test data at 0.69 vs. 0.47 f1-score as yielded from GRNN1-pt condition.

GRNN1-pt consistently beats LL1 across all test sets, likewise for GRNN3-pt and LL3.

Joint Multi-genre Learning of Emotion Model - table 5.4 shows the performance of

the JMGE model against the two baselines GRNN (GRNN5-pt) and LIBLINEAR (LL5)

when using all the data for training. Overall, the JMGE-pt yields the best results across all

test data sets, significantly outperforming the LIBLINEAR baseline as well as beating the

single-task GRNN architecture.

Table 5.3: Single Task GRNN Results

Condition training set TweetEN BLG+HLN MOV
GRNN1 TweetEN 0.61 0.27 0.36

GRNN1-pt 0.65 0.29 0.45
GRNN2 BLG+HLN 0.33 0.31 0.27

GRNN2-pt 0.40 0.37 0.38
GRNN3 MOV 0.45 0.26 0.66

GRNN3-pt 0.46 0.28 0.69
GRNN5 BHMT 0.76 0.81 0.89

GRNN5-pt 0.78 0.83 0.91

Single task GRNN f1-score results on all the test data sets. Using pretrained (GRNN-pt) word embeddings to initiate the weights for
embedding layers creates better results across all conditions vs. using end-to-end model with random initialization (GRNN). The best
out-of-genre training results are highlighted. In-genre training results are italicized. Overlap-genre training creates the best results
consistent among all sets. These results are demonstrated by conditions GRNN5 and GRNN5-pt.

5.2 JMGE Discussion and Error Analysis

We observe that LIBLINEAR has shortcoming when we add TweetEN to the training

set, and when we train LIBLINEAR with different genres than TweetEN. JMGE and GRNN
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Table 5.4: JMGE Results

Model TweetEN BLG+HLN MOV
LL5 0.43 0.21 0.79

GRNN5-pt 0.78 0.83 0.91
JMGE 0.78 0.82 0.92

JMGE-pt 0.80 0.84 0.92

Weighted macro f1-score yielded by baseline models using all the training data BHMT compared against the JMGE model.

Table 5.5: Comparing Results: LIBLINEAR and JMGE

Test set Model joy trust anti surprise sad fear anger disgust
TweetEN JMGE-pt 0.86 0.31 0.57 0.52 0.69 0.29 0.26 0.86

GRNN5-pt 0.85 0.22 0.54 0.48 0.53 0.39 0.39 0.85
LL5 0.42 0.0 0.0 0.0 0.0 0.0 0.0 0.63

MOV JMGE-pt 0.93 0.29 0.68 0.50 0.66 0.64 0.0 0.93
GRNN5-pt 0.92 0.29 0.68 0.50 0.65 0.63 0.0 0.93

LL5 0.88 0.01 0.34 0.39 0.48 0.20 0.0 0.90
BLG+HLN JMGE-pt 0.88 0.53 0.83 0.87 0.84 0.86 0.83 0.83

GRNN5-pt 0.87 0.52 0.83 0.87 0.84 0.86 0.82 0.82
LL5 0.22 0.28 0.19 0.25 0.20 0.20 0.19 0.15

f1-score results with LIBLINEAR and JMGE across different emotion tags, per genre. Emotion tags anger and trust are the minority
in MOV, hence, the model could not predict correct instances in these two emotion categories.

overcome this shortcoming across all genres, and for some genres the improvement is

significant (i.e. BLG+HLN and TweetEN).

GRNN produces close results to JMGE, however JMGE has the advantage of being special-

ized per genre by adding auxiliary layers and genre specific layers.

LIBLINEAR trained on BLG+HLN+MOV performed poorly on TweetsEN. This model

can only classify joy and disgust, with f1-score of 0.42 and 0.63 respectively and these two

emotion tags are the most populated tags in this set.

Although JMGE is able to generalize emotion classification across genres and create the

best results. GRNN trained on BLG+HLN+MOV created better results for HLN, which

indicates that JMGE needs auxiliary layer (i.e. specific) for different genres. Particularly if

the genre has lower amount of test and train data (HLN) or genre is very different compare
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to other genres (MOV). In our setup HLN has the minimum number of instances in the

multigenre corpus (training: 825 and test: 425) and MOV is very different to compare to

tweets, BLG, and HLN. Adding specific layers for these genres can improve the results.

Another challenge is pretrained word embedding model. We observed that pretrained

word embeddings create better results, however, none are trained using different genres

to correspond to multi-genre or cross-genre models. We observe the results in table 5.3

using pretrained word embeddings, and the significance of better coverage for all the genres.

Comparing GRNN4 to GRNN4-pt on TweetEN 0.31 to 0.32, which has only 1% improve-

ment, that compare to: GRNN2 to GRNN2-pt on TweetEN 0.33 to 0.40 which has 7%

improvement. This is an indication that an effective word embedding can improve the results

by a large margin, as GRNN2-pt has less training data compare to GRNN-4.

Furthermore, we observed that most of the instances that are misclassified in BLG, HLN, and

MOV are the ones with lower confidence score annotations, as these corpora are manually

annotated. In addition, observing the confusion matrix in JMGE suggests that in both tasks

data points are separable, since misclassified data points are not skewed towards particular

or the most popular classes. However, the emotion tag surprise is mainly misclassified with

joy and disgust. We further observed the data points to address this issue and noticed most

of these data points imply surprise and even as humans it was difficult for us to categorize

them as surprise. Below we provide some examples:

(a) It ’s a gag that ’s worn a bit thin over the years , though Do n’t Ask still finds a few

chuckles . Gold: surprise; Predicted: joy; Genre: movie review.

(b) Didn’t think she would do it, but hey. Gold: surprise; Predicted: disgust; Genre:

blog.
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(c) you mean it ’ s not really live ! Gold: surprise; Predicted: joy; Genre: tweets.

6 Joint Multi-task Learning Framework for Emotion and Emotion Intensity (JMEI)

Emotions are expressed with different levels of intensity within a genre or across genres.

The research question we want to answer is: if emotion cues are variant across genres or

within genre, what coarse-level emotion cues are transferable and to what extend. If an

emotion cue is expressed with a different level of intensity, is there a signature of emotion

that is transferable? To find the answers we selected 3 corpora in different genres with

intensity annotations, to show that jointly learning emotion and emotion intensity have

a great impact on learning emotion cues across and within genres. Further, we use this

platform to explore joint learning of emotion and emotion intensity in a corpus with all 24

Plutchik Wheel of Emotion tags (PL-24) shown in figure 5.3. In this Wheel of Emotion,

the middle tier is the basic emotion categories and each category is expanded in 2 intensity

levels: high and low, which are the inner and outer tier respectively. According to Plutchik’s

original study the middle tier is the basic emotion which we consider that as a medium

level of intensity. For each middle tier emotion category, the upper tier is the low-intensity

and inner tier is the high-intensity emotion category. For instance, annoyance and rage are

the low-intensity and high-intensity level for the emotion tag anger. We combine these

three tiers per emotion category together and present them as one tag during training. For

example, emotion tag serenity and ecstasy is presented as emotion tang joy with high and

low intensity respectively and joy presented as medium intensity. The NN models that are

used to carry out the experiments are: a single task model for each emotion, and a multi-task

emotion and intensity (JMEI) framework.

6.1 JMEI Experiments Setup

This section describes a set of experiments to show the impact of joint modeling of

emotion and emotion intensity and presenting emotion intensity as features in in-genre and
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Figure 5.2: Plutchik Wheel of Emotion

The middle tier in this wheel illustrates basic bipolar emotions that are suggested by Robert Plutchik. Each basic emotion can exist in
varying degrees of intensity or levels of arousal, which are illustrated in the upper tier and inner tier.

out-of-genre training for emotion classification. The key idea is to jointly model emotion

and emotion intensity in a multi-task framework with NN architecture and particularly show

that joint modeling has more robustness in out-of-genre training. Imperially we show that

emotion can be better transferred from formal text (i.e., news) to informal text (i.e., tweets)

even with a smaller training set compare to in-genre training. To compare and contrast with

a multi-task framework, we built a single-task model, which is trained to predict emotion

tags. Context features in all models are presented by fasttext word vectors and 4th layer

of pretrained language model, i.e. BERT. Empirically we discover that extracting features

from 4th layer of pretrained language model works best over any other layers. The NRC

Emotion Intensity Lexicon (NRC-EIL) (Mohammad, 2017) is utilized to build the affect

lexicon features described in section 5.10.25in5.1; and in this set of experiments we expand

it to represent emotion intensity, which is described in JMEI Multi-task model below.
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Data Description - A detail description of the data can be found in chapter 3. Table

5.7 illustrates the data statistics for AIT, GoodNews, and Blog Post corpora. The Goodnews

corpus is annotated with Plutchik 8 basic emotion and 3 intensity level: low, medium, high.

AIT: 4 basic emotions for intensity levels: low, medium, high, and no-intensity. Each tweet

has an ordinal intensity value and a categorical emotion tag. Blog Posts corpus is annotated

with 6 Ekman basic emotion and intensity levels: low, medium, high, and no-intensity.

Table 5.6: Data Statistic for Multi-task JMEI (Part-1)

Corpora Genre # anger # fear # joy # sadness Data Split
Goodnews (Bostan et al., 2019) News 885 419 265 386 train(3248),dev(697),test(696)
AIT (Mohammad et al., 2018) Tweets 4553 2119 4957 3708 train(7102),dev(1444),test(4068)

Blog Posts (Aman and Szpakowicz, 2007) Blog 149 91 479 157 test(876)

Data Statistic for Goodnews (news titles), AIT (Tweets, manually annotated), and Blog posts (posts collected from blogs).

Table 5.7: Data Statistic for Multi-task JMEI (Part-2)

tier-1 tier-2 tier-3
emo-tag # of instances emo-tag # of instances emo-tag # of instances

rage 2846 anger 9722 annoyance 8885
amazement 16757 surprise 9593 distraction 525

ecstasy 13061 joy 10338 serenity 8495
grief 7242 sadness 9416 pensiveness 2812

loathing 255 disgust 7895 boredom 9478
admiration 18820 trust 9867 acceptance 7211

terror 9255 fear 8788 apprehension 5965
vigilance 467 anticipation 9943 interest 10646

Data Statistic for Plutchik wheel of emotion with 24 emotion tags.

EmoNet: Plutchik wheel of emotion with 24 tags - data split: train(132848), dev(32717),

test(32717); according to Plutchik wheel of emotion the middle tier is medium level of

intensity, the inner tier is high intensity and outer layer is low intensity. 5

JMEI Multi-task model - The JMEI NN model architecture is bi-rnn with an attention

mechanism for this series of experiments. The architecture is presented in figure 5.3. Task

emo predicts emotion tags which are either 4 basic emotion tags (anger, fear, joy, sadness)
5This version of emoNet is curated using NRC intensity emotion lexicon (Mohammad, 2017). Tweets

with at least mention of one emotion word and 15 tokens or above are kept, this version is more suited for this
experiment.
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or Plutchik 8 emotion tags from the middle tier, or the full 24 emotion tags from Plutchik

Wheel of Emotion. Features are presented with fasttext embedding, 300 dimension with 1

M words or from 4th layer of pretrained language model, i.e. BERT. Emotion intensity cues

are represented by affect lexicon features (af24) as a binary feature. This feature presents

the emotion intensity of each word that is appeared in the context of each data point it has

24 dimensions, each representing one emotion tag from 8 basic emotion categories from

Plutchik Wheel of Emotion in 3 intensity levels (low, medium, high). The single task model

presented in 5.4. This single task model is designed to predict emotion tags.

Out-of-genres experiments - these experiments are out-of-genre training. We train with

the AIT corpus (tweets) and Goodnews (news title). Blog is a very small set and we use this

set for testing only.

In-genres experiments - in this series of experiments three corpora are utilized: AIT,

emoNet, and Goodnews. AIT and Goodnews are corpora collected for intensity and emotion,

while intensity for emoNet is driven based on definition of Plutchik wheel of emotion, where

the first tier (inner tier) is high intensity, the middle tier is medium intensity, and the third

tier is low intensity.

For the emoNet corpus we first build a model experimenting with 24 emotion tags, then first,

middle, and third tiers are combined per emotion tags and we trained the model presenting

only 8 emotion tags for this experiment. For instance, data instances in emotion tags rage

and annoyance are combined with anger and presented as one emotion tag (middle one).

The aim of this experiment is to analyze if the intensity per emotion tag is just a range in

languages and still a signature per emotion tag. The list of combined emotion tags are as

follows:
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• annoyance, anger, rage: anger

• interest, anticipation, vigilance: anticipation

• apprehension, fear, terror: fear

• boredom , disgust, loathing: disgust

• serenity, joy, ecstasy: joy

• pensiveness, sadness, grief: sadness

• distraction, surprise, amazement: surprise

• acceptance, trust, admiration: trust

6.2 JMEI Results

Out-of-genre results - the most notable insight from these series of experiments is that

JMEI has superior results over single-task models (SME) to transfer emotion across genres.

The second most notable finding is that presenting features from pretrained language models,

i.e. BERT, have to be in domain with the training corpora in our platform for positive effect

on model performances. Observing lower results when models are trained with AIT (tweets)

compare to when they are trained with Goodnews (news titles) prove this claim 6. Third

most notable finding is the impact of binary emotion intensity feature (af-24, which creates

superior results across all corpora. This abstract lexical feature can be very effective when

the emotion cues are annotated in the corpora (e.g., blog post). Otherwise, this feature can

get noisy when there are many emotional words in the content or useless if no emotion

words is found. Despite this limitation we can observe the superior results using this feature

in JMEI models across all corpora. Below we describe the results obtained per corpus.

Lastly, models trained with formal text (i.e., news) have better performance across genres
6In 70cm7 section we tune and extract features from pretrained BERT model using emonet corpus and we

observe the same results, similar to our finding here.
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Figure 5.3: Joint Multi-Task Emotion and Intensity (JMEI)
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Joint Multi-Task Emotion and Intensity (JMEI) neural net architecture. This multi-task framework consists of two tasks: Task-Emo
and Task-Intensity. Task-emo predicts emotion tag, Task-Intensity predicts emotion intensity of the same input. This diagram shows
the architecture with feature. The version with no features has the same NN architecture, only the features are eliminated. The layers
are as follows: Embedding: fasttext (300 units) concatenated (.) with features (in with features version): word-level intensity emotion
tag; total dim: 24; B-RNN: 70 units; Perceptron: 3 layers, 300 units on larger sets and 50 units on smaller sets; Softmax: predicting
the emotion tags; Training: batch size of 32 for smallet sets and 62 for larger sets, dropout 0.1 for smaller sets and 0.2 for larger sets,
epoch: vary depending on the 3 consecutive no-change/higher loss.

compare to models that are trained with infromal text (i.e., tweets). This behavior could

be caused by the choice of feature representations in all models, training sources for both

BERT and fasttext are formal text 7.

AIT corpus - results from this corpus are shown in table 5.8. All models are trained

by Goodnews. Superior results are achieved using BERT features in single model. SME-

7In future work it is worth to test this hypothesis with replacing the embedding and language models that
are trained with informal text such as tweets.
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Figure 5.4: Solo model Emotion/Intensity Neural Net Architecture
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Solo model Emotion/Intensity neural net architecture. The diagram shows the architecture with features. The version with no features
has the same NN architecture, only the features are eliminated. The layers are as follows: Embedding: fasttext (300 units) concatenated
(.) with features (in with features version): word-level intensity emotion tag; total dim: 24; B-RNN: 70 units; Attention machanism,
Perceptron: 3 layers, 300 units on larger sets and 50 units on smaller sets; Softmax: predicting the emotion tags; Training: batch
size of 32 for smallet sets and 62 for larger sets, dropout 0.1 for smaller sets and 0.2 for larger sets, epoch: vary depending on the 3
consecutive no-change/higher loss.

BERT-features achieved a 0.32% f1-score, then JMEI-fasttext-af24 model achieved a 0.44%

f1-score which is a significant improvement compare to SME-BERT-features and the best

model performance. Observing balanced results for each emotion tags achieved in all JMEI

models in contrast to low results for at least one of the emotion tags in SME models show

that JMEI is a better platform to learn emotions. Lastly, the out-of-genre training achieved

comparable result to in-genre with 0.58% f1-score by the same model.

Goodnews corpus - The AIT(collection of tweets) corpus is used for out-of-genre training

in this experiment. Superior results are achieved using fasttext and (af24) to represent the

features. Best results in single model is achieved by SME-fasttext-features with 0.26%

f1-score. Then JMEI-fasttext-af24 model achieved a 0.32% f1-score which is a significant

improvement compare to SME-fasttext-features and the best model performance. Both

JMEI-BERT-features and SME-BERT-features have poor model perfromance which indi-

cates that BERT does not create a meaningful feature representation for tweets. One notable
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observation is model performance between JMEI-fasttext-af24 and JMEI-fasttext. Signifi-

cant gain for emotion tag anger in JMEI-fasttext-af24 and loss for emotion tag sadness is

due to consistent pattern represented by af24 for anger in contrast to sadness. Lastly, the

out-of-genre training achieved comparable result to in-genre with 0.51% f1-score by the

same model.

Blog Posts corpus - out-of-genre training for blog post corpus are AIT and Goodnews

corpora. Superior result is achieved by JMEI-fasttext-af24 trained by Goodnews with 0.53%

f1-score, the same model trained by AIT achieved comparable result to this model with

with 0.49% f1-score. Although, Goodnews has smaller number of data, our result suggest

that News is a better out-of-genre training for Blog post. This is expected, since Blog posts

are not quite informal text, hence, a formal text can generalize better compare to informal

text. Other notable insight is to observe poor performance in SME-BERT-features and

JMEI-BERT-features that are trained with AIT, which have skewed results. This indicates

that BERT features, which in this case are not generated from the same domain as tweets

cannot generalize emotion classification across the genres. In contrast, Goodnews create

better results in the same conditions. We tested this findings with other tweet datasets and

we observe the same behavior in out-of-genre training experiments. This is discussed more

in section 70cm7.

In-genre results - tables 5.9, 5.10, and 5.8 show the results obtained from the emoNet,

AIT, and Goodnews corpora. All of these corpora contain annotation for emotion and

emotion intensity. We should note a special characteristic in emoNet corpus and special set

of experiments that is done in with this particular corpus. Each of the 8 basic middle-tier

emotion categories in Plutchik wheel of emotion (figure 5.3), are expanded to low and

high intensity. In one experiment we combine the low-, high-, and medium-level intensity

data points per emotion categories together and present them as one emotion tag in order
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to observe if emotion cues can be learned in each basic emotion category in the span of

low, medium, and high intensity. For instance, we want to observe if emotion cues are

semantically similar in emotion tags serenity, joy, and ecstasy. To compare and contrast

with the 8-way classification, we build a model to classify all 24 Plutchik wheel of emotion

categories. AIT and Goodnews corpora has 4 basic emotion with 4 levels intensity: none,

low, medium, high. None means it is still presenting emotion, but no intensity is detected.

We observe the role of intensity in emotion from these three bodies of corpora (AIT, Good-

news, and emoNet), which are different in structure but conceptually similar in representing

intensity and emotion.

emoNet - The results for classifying the 24 emotion tags from Plutchik Wheel of Emotion

is presented at table 5.9. The first model is a bi-rnn-attention model with features extracted

from fasttext embedding. When the model objective is to predict emotion, this model called

Solo-Emo. The second model, has the NN architecture of the first model with the additional

features, af24, added as an auxiliary input layer. This model is called SME-fasttext-af24.

Figure 5.4 shows the diagram. The third model is JMEI-fasttext, which is a multi-task

model with bi-rnn attention NN architecture, with the tasks being emotion and intensity,

af24 is added as auxiliary input layer. The Solo-Emo model achieved a macro-avg f1-score

of 0.40%, then the af24 feature is added and model performance improved by 0.02% in

SME-fasttext-af24; this model achieved 0.42% overall f1-score. The JMEI-fasttext model

achieved a 0.44% f1-score, which is the best result for this model. We can observe that all

emotion categories are benefited evenly from adding the feature af24, but some emotion

tags receive more benefit than the others. For instance, the category annoyance and anger

improved by 0.6% and 0.12% respectively. In the low-intensity tier, the emotion tag annoy-

ance achieved the best result, a 0.67% f1-score. In medium-intensity tier the emotion tag joy

has the best result, a 0.58% f1-score, and in high-intensity tier, the emotion tag admiration

achieved a 0.62% f1-score to be the best result for that tier. Furthermore, we observe if there
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is a coarse-grained level of emotion that can be detected by this model. By combining the

emotion categories in one column, we presented them to the model with their middle tier

tag, this was just to represent them as one emotion tag. Table 5.10 summarizes the model

outcome. The results of 8-way classification is better than 24-way, in part because model

deals with less classes, but for most part, we observe that each emotion category keep its

performance compare to 24-way. This indicates that intensity is one aspect of emotion,

however, there is a signature of emotion that is identifiable and it connects the data points

together based on emotion tag.

AIT and Goodnews- These series of experiments are done for two purposes, first, to com-

pare the out-of-genre training results with these results to observe the model performance

in out-of-genre training. Second, to observe the best way of feature representation per

genre. For the first purpose, the insight gain from the experiment is emotion cues are better

generalized when formal text is used for training. We expand this finding in the next section

to fine-tuning transformer models, i.e. BERT, to observe this in more corpora. For second

purpose, we fine that when source of training data for word vectors or transformer language

models are almost in domain with training set, features from pretrained language models

(i.e., BERT) create better results. Such result is achieved in Goodnews in-genre training,

and comparable results (in contrast to the best result) is achieved in Blog posts out-of-genre

training with Goodnews corpus. In next section we show more results for both in-genre and

out-of-genre training for these corpora.

By further analysis of these results, we observe that intensity is an important aspect of

emotion classification. Words are freely used by people to express their emotional states, the

information about the intensity level of an emotion word helps to design more meaningful

features from context which improves the models’ performance.
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Table 5.8: AIT, Blog Post, Goodnews Corpora out-of-genre and in-genre Results

Methods AIT (out-of-genre - Goodnews)
anger fear joy sadness macro-avg

SME-fasttext-af24 0.09 0.25 0.29 0.24 0.24
SME-BERT-features 0.44 0.07 0.54 0.24 0.32

JMEI-fasttext 0.40 0.31 0.57 0.31 0.43
JMEI-fasttext-af24 0.41 0.36 0.58 0.34 0.44

JMEI-BERT-features 0.44 0.25 0.57 0.26 0.38
AIT(in-genre)

SME-fasttext-af24 0.27 0.20 0.22 0.24 0.23
SME-BERT-features 0.00 0.00 0.01 0.39 0.10

JMEI-fasttext 0.50 0.54 0.60 0.49 0.53
JMEI-fasttext-af24 0.59 0.56 0.66 0.49 0.58

JMEI-BERT-features 0.00 0.00 0.43 0.00 0.11
Blog posts (out-of-genre - AIT)

SME-fasttext-af24 0.31 0.33 0.59 0.39 0.45
SME-BERT-features 0.00 0.00 0.01 0.30 0.08

JMEI-fasttext 0.24 0.47 0.41 0.37 0.38
JMEI-fasttext-af24 0.47 0.34 0.63 0.37 0.49

JMEI-BERT-features 0.00 0.00 0.71 0.00 0.18
Blog posts (out-of-genre - Goodnews)

SME-fasttext-af24 0.29 0.23 0.70 0.42 0.41
SME-BERT-features 0.29 0.23 0.70 0.42 0.41

JMEI-fasttext 0.32 0.22 0.42 0.28 0.31
JMEI-fasttext-af24 0.51 0.37 0.68 0.40 0.53

JMEI-BERT-features 0.44 0.35 0.73 0.42 0.49
Goodnews (out-of-genre - AIT)

SME-fasttext-af24 0.12 0.34 0.25 0.27 0.26
SME-BERT-features 0.00 0.00 0.00 0.33 0.08

JMEI-fasttext 0.15 0.37 0.22 0.35 0.29
JMEI-fasttext-af24 0.35 0.35 0.28 0.17 0.32

JMEI-BERT-features 0.00 0.35 0.07 0.00 0.11
Goodnews (in-genre)

SME-fasttext-af24 0.67 0.42 0.48 0.37 0.49
SME-BERT-features 0.70 0.29 0.32 0.41 0.43

JMEI-fasttext 0.60 0.37 0.32 0.39 0.42
JMEI-fasttext-af24 0.69 0.44 0.40 0.35 0.47

JMEI-BERT-features 0.68 0.48 0.39 0.47 0.51

Micro average f-score results obtained from bi-rnn-attention neural net model. SME is a single task network and JMEI is a joint
multi-task model of emotion and emotion intensity. Additional intensity feature af24 extracted from an emotion dictionary as auxiliary
layer. Trained models are testes in in-genre and out-of-genre settings.

6.3 JMEI Discussion and Error Analysis

Joint modeling of emotion and intensity is a powerful model and benefits the results

of modeling for both emotion and emotion intensity. Particularly, the feature af24 has a

great impact on both tasks, however, in some cases it is challenging to set the af24 feature

accurately to reflect the emotion that is expressed by the text. The current rule considers all

emotion words, while in some cases not all the emotional words contribute to the emotion

expressed by the text. More information from context, such as the target of the emotion

and emotion cues, are important and can help to properly eliminate non-relevant emotional

words. The following is an example to demonstrate the incorrect assessment of this feature:
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Table 5.9: 24-Plutchik Wheel of Emotions Classification Results

Emo/NN-model SME-fasttext SME-fasttext-af24 JMEI-fasttext-af24
annoyance 0.61 0.63 0.67

interest 0.30 0.30 0.31
apprehension 0.52 0.52 0.55

boredom 0.23 0.24 0.25
serenity 0.38 0.38 0.41

pensiveness 0.17 0.21 0.24
distraction 0.06 0.09 0.07
acceptance 0.20 0.18 0.20

anger 0.36 0.45 0.48
anticipation 0.41 0.46 0.47

fear 0.42 0.44 0.45
disgust 0.44 0.45 0.47

joy 0.60 0.64 0.66
sadness 0.40 0.41 0.43
surprise 0.25 0.27 0.30

trust 0.55 0.58 0.58
rage 0.14 0.17 0.16

vigilance 0.07 0.10 0.07
terror 0.00 0.00 0.00

loathing 0.34 0.37 0.38
ecstasy 0.40 0.42 0.42
grief 0.30 0.32 0.32

amazement 0.30 0.32 0.32
admiration 0.59 0.61 0.62
macro-avg 0.40 0.42 0.44

EmoNet Corpus Results - this table shows the results of a bi-rnn-attention neural net model trained with the emoNet corpus, a
collection of a million tweets with 24 emotion tags from Plutchik Wheel of Emotion. Solo-Emo is a single task network which is
trained with these tweets to learn these 24 emotions. SME-fasttext-af24 has previous NN architecture, with an additional intensity
feature af24 extracted from an emotion dictionary as an auxiliary layer. JMEI-af24 is a joint multi-task model with the same NN
architecture from SME-fasttext-af24; one task is emotion and other is intensity.

Table 5.10: Combining 24-Plutchik Wheel of Emotions to 8 Emotion - Results

Emo/NN-model SME-fasttext SME-fasttext-af24 JMEI-fasttext-af24
annoyance-anger-rage 0.57 0.60 0.60

interest-anticipation-vigilance 0.39 0.46 0.42
apprehension-fear-terror 0.51 0.52 0.52
boredom-disgust-loathing 0.47 0.46 0.47

serenity-joy-ecstasy 0.59 0.59 0.62
pensiveness-sadness-grief 0.37 0.40 0.40

distraction-surprise-amazement 0.37 0.38 0.38
acceptance-trust-admiration 0.57 0.57 0.59

macro-avg 0.49 0.50 0.51

Emonet corpus results - This table shows the results of a bi-rnn-attention neural net model trained with emoNet corpus, a collection
of a million tweets with 24 emotion tags from Plutchik wheel of emotion. Each low intense and high intense version of each middle
tier emotion tag is collapsed together and represented to the model as one tag. Solo-Emo is a single task network which is trained
with these tweets to learn these 8 emotions. SME-fasttext-af24 has previous nn architecture, with additional intensity feature af24
extracted from an emotion dictionary as auxiliary layer. JMEI-af24 is a join multi-task model with the same NN architecture from
SME-fasttext-af24, one task is emotion and other is intensity.
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(a) tweet from AIT corpus: my phone battery has been dying way too quickly lately;

’dying’ in sentence (a) is the emotional word, and this word in the emotion lexicon has the

emotion tags fear and sadness and high intensity, while the gold emotion tag is annoyance,

which is low intensity of the emotion tag anger.

The remaining part of this section discusses the errors of in-genre and out-of-genre models

for the best system outcome, JMEI-af24 for each corpus.

AIT in-genre error analysis - anger, fear, and sadness are mostly confused with joy, in

part because of sarcastic tweets that are mixed in this corpus. Others occure because of

mix emotional words in the context, due to not have enough restriction to select related

emotional words. The following instances are some examples that are misclassified:

(a) how i drink two 40s and im still somewhat sober ?; Predicted: joy; Gold: anger

(b) dont sink to the level of those who insult you . rather , rise to the level of those

who inspire you . deliver result , not insult; Predicted: joy; Gold: anger

(c) happy birthday arsehole . hope you have an average day; Predicted: joy; Gold:

anger

Sentence (a) has no emotion word marked, since there is no sign of emotion anger either,

the model predict this as joy because joy is the default prediction of the model. Sentence (b)

has a mix of emotional words, level has the emotion tag trust, insult has multiple emotion

tags: anger, disgust, sadness, and surprise, and inspire has the emotion tag joy, this multiple

mark of emotion makes the model to choose, what model has bias, which is emotion tag joy.

Sentence (c) sounds sarcastic, both the words happy and birthday have the emotion tags

joy, while the feature is set to signal for joy, and therefore, the emotion tag for the sentence
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is joy.

AIT corpus out-of-genre error analysis - The first thing to note is that the out-of-genre

training corpus for these results is much smaller than the in-genre training corpus. However,

the results are comparable with in-genre training. All emotion tags performance are benefit

evenly from this model. Tweets have many misspelled words, therefore, an emotion dic-

tionary does not cover some of the words. Plus, emotions are expressed with hashtags or

emojis and not in the Tweet content. These results indicates that transferring emotion from

formal to semi-formal text is more accurate compared to transferring emotion from informal

text to formal. 8. Emotion tags anger, fear, sadness are mostly confused by emotion tag joy.

The following instances are some examples that are misclassified:

(a) prepare to suffer the sting of ghost rider ’ s power ! prepare to know the true meaning of

hell !; Predicted: fear; Gold: anger

(b) i coloured my hair bright red and had a dodgy fringe . dreadful no photos thank

goodness better blonde; Predicted: joy; Gold: fear

(c) love getting them calls; Predicted: anger; Gold: joy

(d) just finished playing mystic messenger . and i didnt expect the amount of angst

in it mystic messenger feels; Predicted: fear; Gold: sadness

In sentence (a) all three entries from the dictionary have the emotion tag fear, sentence (b)

has the cross-emotion tag anticipation, sentence (c) emotional word is correctly marked as

joy, however, the model is confused or perhaps biased towards other words in the context.

8This is the empirical findings of this work and should not be taken as a fact.
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Sentence (d) has a mix of emotions: mystic:surprise, messenger: trust, expect: anticipation,

angst: sadness.

Blog post corpus out-of-genre error analysis - Blog posts are a great resource for ex-

pressing emotion. Results indicates that all emotion tags in this corpus can benefit evenly

from this social media platform. The emotion tags anger, joy, and sadness are confused

with the emotion tag fear. These errors are caused in part by a mix emotional words or

cross-emotional words. There are instances where even though this feature is correctly set

for them, they are still miscalssified; this could be caused by the biases induced from the

training set towards particular words. The following instances are selected from misclassi-

fied tweets by the best model:

(a) By stating our feelings and needs to others we avoid blaming and criticizing them .;

Predicted: fear; Gold: anger

(b) the dance was awsome . The music was really cool .; Predicted: fear; Gold: joy

(c) if you read history instead of fucking dogma all the god damn time you ’d realize

we ’re perfectly capable of raining destruction upon ourselves in a very effective manner ,

thank you very much .; Predicted: fear; Gold: anger

(d) so fuck off .; Predicted: fear; Gold: anger

(e) No matter the pain is may cause the rest of the family .; Predicted: fear; Gold: sadness

In sentence (a), the word avoid has the emotion tag fear, which could cause confusion

for model. In sentence (b), although the correct words are marked for joy, this instance is

still misclassified. Sentence (c) has a mix of emotion words. Sentence (d) does not have any
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entry in the dictionary. Instance (e) has the same problem as instance (b), where emotional

words are correctly marked, but perhaps the model has some biases towards particular words.

Goodnews corpus out-of-genre error analysis - this set gets the least benefit from the

emotion dictionary. News titles are short texts and sometimes emotion is implied from

context, rather than flagged by emotional words. Overall, the joint model created the best

results, however, it seems that joint model causes the result in emotion tag sadness to drop.

After investigation, we found that this was due to limitation of the emotion dictionary; no

emotion words are marked for most instances of sadness, hence JMEI-fasttext could detect

them correctly, but JMEI-fasttext-af24 predicted them as other emotions. Furthermore,

there are cases with emotion words marked correctly where the model did classify them

incorrectly. That is usually the fault of the training set being biased towards certain words.

The following instances are selected from miscalssified tweets by the best model:

(a) Nobody ’s Asking for Trump to Be a Genius; Predicted: fear; Gold: sadness

(b) Sri Lanka Easter Attack Leader Died In Hotel Bombing , Officials Say; Predicted:

fear; Gold: sadness

(c) HERE WE GO AGAIN : Gillibrand Revives The Tired “ War On Women ” Trope;

Predicted: sadness; Gold: anger

(d) We Hear You : When Transgender Athletes Crush the Girls; Predicted: sadness; Gold:

fear

(e) A Celebration Of Nipsey Hussle ’s Life Takes Place In Los Angeles; Predicted: anger;

Gold: joy
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In sentence (a) although the word died is marked with the emotion tag sadness, it is

predicted as fear. All other sentence examples do not have any entry in the emotion lexicon.

It is worth noting that the mishap of the model is not because this feature is not set, news

have many name entities, and emotion systems sometimes are sometimes biased towards

certain female ‘ or male names.

Confusion Matrix for in-genre AIT (Emotion and Intensity)

Figure 5.5: Left picture shows emotion task confusion matrix, right picture shows intensity task confusion matrix. Sadness has the
lowest results, mostly instances are confused with joy. Emotion intensity high is confused with medium.

7 Cross-Genres emotion detection, which emotion tags combination can sufficiently

be transferred from context?

Emotion classification across genres is a challenging task because the expressions of

emotions are different in various genres. The objective of this section it to give an overview

of the current available machine learning deep neural net methods and an analysis of benefit

of each of these methods to learn the common and general emotion cues that is used by peo-

ple to convey emotion in different genres. Further, an analysis is done to test the feasibility

to jointly learning these emotion cues in an overlap-training setting, where we combine

genres together during training. The inspiration for such analysis is coming from Appraisal
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Figure 5.6: emoNet Corpus - PL8 Confusion Matrix

Confusion matrix for 24 emotions from Plutchik wheel of emotions to collapse into 8 basic emotion (PL8). Joy, disgust, and anger
categories have the highest true positive results. Anticipation category has the lowest results, which is due to low results in category
vigilance, same with sadness, due to category pensiveness having low result.

Figure 5.7: Confusion matrix for out-of-genre Training (AIT, Goodnews, Blog Posts)

Out-of-genre training for 3 corpora: AIT, Goodnews, Blog Posts. Figure on the left illustrate the confusion matrix for AIT set, emotion
tag fear has the highest result. Middle figure illustrates result for Goodnews corpus, and emotion tag fear has the best result. Figure
on the right shows results for Blog post corpus, and emotion tag joy has the highest results.

theory. According to Appraisal theory, a theory in psychology, emotions are extracted

from our evaluations (appraisals or estimates) of events that cause specific reactions in
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different people. Essentially, our appraisal of a situation causes an emotional or affective

response that is going to be based on that appraisal. In this dissertation we want to observe

if it is possible for machines to learn emotions based on a unique evaluation of events

regardless of the writing style. A series of experiments are done with a number of popular

corpora from previously-collected and old sets to newly-collected ones. These corpora

are vary in genre and annotation methods. These corpora are annotated either manually

using crowdsource platforms or using weakly supervised method, such as hashtags in tweets.

7.1 Cross-Genres Experiments Setup

In cross-genres experiments we want to evaluate the transfer of emotion cues across

genres. A round of experiments is done to select emotion categories for categorical emotion

models. The objective is to show which model creates better results and is more suitable

for a cross-genre setting. The options we explore in categorical emotion models are basic 4

(B4) emotion: {anger, fear, sadness, joy}; the Ekman 6 basic emotion categories (EK6):

{anger, fear, sadness, joy, surprise, disgust}; middle-tier Plutchik Wheel of Emotion (illus-

trated in figure 5.3), which is 8 basic emotion categories (PL8): {anger, fear, sadness, joy,

surprise, disgust, trust, anticipation}. Below we explain feature representation and neural

net architectures:

fasttext word embedding features - word vectors are taken from pretrained fasttext model,

vectors are learned from wikipedia and news. This model has 1 million words.9

ELMo contextual language embedding features - ELMo, (Peters et al., 2018b), gives

contextualized representations of words, where every word is represented by its entire

context. ELMo representation advantage is to encode rich syntax and semantic characteristic

9https://fasttext.cc/docs/en/english-vectors.html
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and different senses of the words are learned, ELMo has bi_LSTM NN architecture which

concatenate left-to-right and right-to-left context of every word during training.

BERT features - features from BERT (Devlin et al., 2018) come from a pretrained BERT

model (BERT-base, uncased, 12-layer, 768-hidden, 12-heads, 110M parameters), where

each word representation is learned via a bi-directional training of transformers with a

language model being the objective. This is a bi-directional model that learns each word

while having the context information from both the history and future of the word at the

same time during training time. We experimented with the output from different layers of

BERT, the empirical results suggest that the output of the last layer of BERT model for

emotion classification is less accurate compare to the output of layer 4, and onward layers do

not change the results. Therefore, in all the experiments, we selected layer 4 and extracted

the features from this layer.

In these experiments features are presented from fasttext, ELMo, and BERT to present

emotional sentences to a bi-directional GRNN model with attention mechanism. In addition,

the BERT model is fine-tuned to these corpora with the objective of predicting emotion

categories for 4, 6, and 8 emotions. Insights that these round of experiments share are the

best augmentation of different genres. The objective of conducting these experiments is

to empirically show which genre augmentation is effective to better generalize detection

of emotion cues. Essentially, from early results in this chapter, we hypothesize that the

augmentation of different genres creates more robust emotion models because emotion cues

are learned from different data sources. This is important especially because some genres

have limited or no training data, while emotion classification might be of necessity for that

genre. Later, we show how effective this training is when we demonstrate the cross-lingual

emotion models. The next section explains the results and the insights driven from them.
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Data Description - detail descriptions of the data can be found in chapter 3. The statistic of

the data is demonstrated in table 5.11 as an overview to provide the number of instances in

training, dev, and test sets:

Table 5.11: Data Description for Cross-Genres Emotion Experiments

Corpora Genre 4B Data Split 6EK Data Split 8PL Data Split
Goodnews (Bostan et al., 2019) News train(1129),dev(228),test(234) train(2417),dev(514),test(518) train(3248),dev(697),test(696)

MOV (Tafreshi and Diab, 2018a) Movie Reviews train(4148),dev(522),test(546) train(8482),dev(1063),test(1071) train(8605), dev(1072),test(1084)
Saif15 (Mohammad and Kiritchenko, 2015) Tweets train(11538),dev(2431),test(2472) train(14734),dev(3158),test(3159) -
EmoNet (Abdul-Mageed and Ungar, 2017) Tweets train(331032),dev(41572),test(41406) train(387652),dev(48472),test(48404) train(419770),dev(52537),test(52480)

Data Statistic

7.2 Cross-Genres Results

Table 5.12, table 5.13, and table 5.14 summarize the results achieved from this series of

experiments. We experiment with two categories of different neural net architectures: bi-rnn

with attention mechanism (bi-rnn) and tuning pre-trained language models (i.e. BERT-

base). Both of these NN architectures (i.e., bi-rnn transformers) are trained on 4 corpora:

Goodnews, MOV, Saif15, and EmoNet. The model parameters are tuned on the dev set

of each of these sets; the results of each model from different test sets are presented in

each column. We provide in-genre training result in italic format and the best out-of-genre

result is highlighted for each test set. Each row shows the results for different condition

(i.e. training set is different) on different test sets, i.e. in-genre and out-of-genre model

performances.

B4 scenario: table 5.12 shows the results for feature-based bi-rnn models and fine-tuning

transformer models, i.e. BERT-based. The aim is to compare and contrast in-genre vs.

out-of-genre results per model conditions for each corpus, and observe which pretrained

language model can sufficiently present contextual features for emotion classification mod-

els. General observation indicates that both out-of-genre training with less noisy data (i.e.,
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Goodnews, MOV, Saif15), even a small corpus, creates better results compare to large

corpus with noisy annotation (i.e., EmoNet). In addition, we should consider that these small

corpora are manually annotated, and even Saif15 (a collection of tweets with hashtags),

are collected in a way that reduce the number of noisy instances. From the results we can

observe that BERT-based features in bi-rnn model creates the best results for in-genre and

out-of-genre training across all corpora, compare to bi-rnn-ELMo and and bi-rnn-fasttext.

Fine-tune-BERT model creates the best overall results in in-genre and out-of-genre training

for all corpora. In addition, for two corpora with formal text (i.e., Goodnews (news) and

MOV (movie review)), out-of-genre training creates comparable results to in-genre training.

This is due in part to BERT-based model being trained with wikipedia and books, which are

formal genres and more similar text formats to these two corpora. In contrast, we do not see

this impact on both Tweets corpora (i.e., Saif15 EmoNet).

Insights obtained from this series of experiments:

• When a small amount of data is available to train the model, with sufficient computa-

tional power, tuning BERT with this small set creates significantly better results for

both in-genre and out-of-genre training.

• Training with less noisy informal text creates better out-of-genre results for formal

and semi-formal text.

EK6 scenario: table 5.13 shows the results for feature-based bi-rnn models and fine-tuning

transformer models, i.e. BERT-based. Similar to the B4 scenario, we compare and contrast

in-genre and out-of-genre training for different conditions and models for each corpus.

Overall, results obtained from these experiments are very similar for both in-genre and

out-of-genre training across all corpora. One observation for these experiments is a larger

gap between model performances for in-genre and out-of-genre training, which indicates that

more fine-grain emotion categories can be challenging for cross-genre emotion classification.

We can observe that in all conditions across all corpora.
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Table 5.12: Cross-genre Results for 4 Basic Emotion

NN-model training set Goodnews MOV Saif15 EmoNet
Goodnews 0.53 0.47 0.41 0.41

bi-rnn-fasttext-B4 MOV 0.24 0.93 0.51 0.49
Saif15 0.32 0.58 0.64 0.48

EmoNet 0.23 0.38 0.31 0.37
Goodnews 0.57 0.26 0.35 0.53

bi-rnn-ELMo-B4 MOV 0.26 0.94 0.50 0.50
Saif15 0.35 0.39 0.69 0.52

EmoNet 0.33 0.39 0.44 0.57
Goodnews 0.53 0.52 0.52 0.49

bi-rnn-BERT-B4 MOV 0.36 0.94 0.54 0.52
Saif15 0.44 0.53 0.71 0.53

EmoNet 0.32 0.28 0.39 0.52
Goodnews 0.68 0.82 0.56 0.56

fine-tune-BERT-B4 MOV 0.31 0.95 0.56 0.55
Saif15 0.56 0.59 0.75 0.57

EmoNet 0.39 0.31 0.57 0.77

Micro average f1-score results for different test sets (i.e., Goodnews, MOV, Saif15, EmoNet). Features for bi-rnn models are presented
by fasttext, ELMo, and 4th layer of BERT-base and fine-tuning BERT-base model with training set of these corpora with the objective
to learn emotion labels for 4 emotion tags (anger, fear, sadness, joy). Columns show in-genre training result in italic format and the
best out-of-genre result is highlighted for each test set. Each row shows results for different condition (i.e. training set is different)
on different test sets, i.e., in-genre and out-of-genre model performance. We note that both Saif15 and EmoNet corpora are tweets
and they are not considered as out-of-genre training for each other, therefore, we highlight the best out-of-genre training for these two
corpora, this is to clarify why in some conditions the higher f1-score is not highlighted. We provide all results for each corpora, it is
worth observing the comparable results which are obtained by training with Saif15 training set on EmoNet test set, which indicates
less-noisy-training, even with small corpora, can impact the model performance.

Insights obtained from these series of experiments:

• model performance drops significantly for out-of-genre training, which indicates that

fine-grained cross-genre emotion classification is a challenging task, and need more

contextual signals to be designed as features for each emotion.

PL8 scenario: table 5.14 summarizes results for 8 basic emotion from Plutchik middle tier

wheel of emotion. Overall observation across different systems shows that fine-grained

emotion classification across genres is a challenging task and need more contextual signals

for different emotions. In addition more training data can impact the results for in-genre and

out-of-genre training conditions. Interesting out-of-genre results are obtained for EmoNet

and Goodnews corpora, in contrast to a really low performance in MOV corpus. Particularly,
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Table 5.13: Cross-genre Results for Ekman 6 Basic Emotion

NN-model training set Goodnews MOV Saif15 EmoNet
Goodnews 0.39 0.15 0.28 0.31

bi-rnn-fasttext-EK6 MOV 0.12 0.72 0.22 0.28
Saif15 0.22 0.21 0.55 0.37

EmoNet 0.16 0.20 0.42 0.59
Goodnews 0.42 0.13 0.30 0.35

bi-rnn-ELmo-EK6 MOV 0.19 0.77 0.13 0.31
Saif15 0.30 0.23 0.56 0.34

EmoNet 0.26 0.22 0.27 0.57
Goodnews 0.45 0.19 0.31 0.29

bi-rnn-BERT-EK6 MOV 0.15 0.81 0.26 0.36
Saif15 0.32 0.22 0.60 0.38

EmoNet 0.21 0.19 0.40 0.56
Goodnews 0.55 0.29 0.40 0.39

fine-tune-BERT-EK6 MOV 0.17 0.78 0.21 0.33
Saif15 0.32 0.26 0.67 0.42

EmoNet 0.27 0.13 0.45 0.58

Micro average f1-score results for different test sets (i.e., Goodnews, MOV, Saif15, EmoNet). Features for bi-rnn models are presented
by fasttext, ELMo, and 4th layer of BERT-base and fine-tuning BERT-base model with training set of these corpora with the objective
to learn emotion labels for 6 emotion tags anger, disgust, fear, joy sadness, surprise). Columns show in-genre training result in italic
format and the best out-of-genre result is highlighted for each test set. Each row shows results for different condition (i.e. training set
is different) on different test sets, i.e., in-genre and out-of-genre model performance.

out-of-genre training for EmoNet is a much smaller training set compared to in-genre

training scenario.

Findings from these experiments:

• Cross-genre fine-grain emotion classification is a challenging task. Particularly, some

emotion tags do not have enough data in small sets, and that causes low results in

these conditions. Large set out-of-genre training lead to better results, however, we

can still observe a significant model performance drop.

7.3 Cross-Genres Error Analysis and Discussion

The first question that come to mind is if all emotion labels effected equally in out-of-

genre setting? Second, if there are classes that out-of-genre training creates better f1-score.

Third, is there any pattern that causes these data points to miscalssify? To answer the first

107



Table 5.14: Cross-genre Results for 8 Basic Emotion (Plutchik)

NN-model training set Goodnews MOV EmoNet
bi-rnn-fasttext-PL8 Goodnews 0.29 0.11 0.28

MOV 0.08 0.72 0.23
EmoNet 0.13 0.15 0.58

bi-rnn-ELmo-PL8 Goodnews 0.29 0.11 0.31
MOV 0.15 0.72 0.27

EmoNet 0.18 0.13 0.56
bi-rnn-BERT-PL8 Goodnews 0.31 0.23 0.27

MOV 0.12 0.79 0.28
EmoNet 0.15 0.18 0.53

fine-tune-BERT-PL8 Goodnews 0.43 0.25 0.32
MOV 0.11 0.79 0.30

EmoNet 0.21 0.10 0.57

Micro average f1-score results for different test sets (i.e., Goodnews, MOV, Saif15, EmoNet). Features for bi-rnn models are presented
by fasttetx, ELMo, and 4th layer of BERT-base and fine-tuning BERT-base model with training set of these corpora with the objective
to learn emotion labels for 8 emotion tags (anger, anticipation, disgust, fear, joy sadness, surprise, trust). Columns show in-genre
training result in italic format and the best out-of-genre result is highlighted for each test set. Each row shows results for different
condition (i.e. training set is different) on different test sets, i.e. in-genre and out-of-genre model performance.

question we show a comparison between the in-genre and out-of-genre best performance

which comes from fine-tuned pre-trained BERT model. To answer the second question

we augment the corpora in different genres that are explained in section 7.40.25in7.4 and

observe matrix confusions from in-genre and out-of-genre results, which are discussed per

emotion models (basic 4, Ekman 6, and Plutchik 8).

B4 scenario: figure 5.8 shows the cross-genres f1-score per emotion tag (i.e., anger, fear,

joy, and sadness) for each test set (emoNet, MOV, Saif15, and Goodnews). Highlighted

results are from the best out-of-genre model and they are compared with the in-genre model

of the same architecture. For instance, for the fine-tuned BERT model with Saif15 has the

best out-of-genre f1-score for the emoNet test set, then these results are compared with the

same model from in-genre training. The genre pairs are as follows: corpusemoNet: out-of-

genre: Saif15 (top-left); corpus MOV: out-of-genre Goodnews (top-right); corpus Saif15:

out-of-genre emoNet (bottom-left); corpus Goodnews: out-of-genre Saif15 (bottom-right).

For all 4 corpora, we have performance drops in all 4 emotion tags. Results are explained
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clockwise, starting from top-right. The emotion tag joy with a 0.07% drop in performance

and sadness with 0.10%) drop have the smallest drop in MOV corpus; emotion tags anger

and fear have fewer less data points in the test set, which is the reason for 0.0% f1-score

and 0.25% drop in performance for these two tags respectively. In addition, the emotion

tags fear and anger are among the low populated categories in MOV (movie reviews) data.

The model that is trained with tweets (i.e., Saif15) and tested on news (i.e., Goodnews)

have comparable results on emotion tags fear and sadness with 0.03% and 0.04% drop

consequently. The emotion tag joy has the most significant drop of 0.20% and anger 0.19%.

Out-of-genre training results for Saif15 corpus are comparable (Goodnews: 0.56%, MOV:

0.56% and emoNet: 0.57%) to in-genre training results and so for emoNet. Out-of-genre

training for both of these sets have the same impact across all the emotion tags. Emotion tag

joy has the least drop in results, in part because joy has more data points in both of these

sets. Significant drop in emotion tag sadness in emoNet is due to smaller training data being

available in Saif15. These results indicates that weakly-supervised and self-tagged data are

consistently noisy. The advantage of this characteristic is that combining noisy data with

gold labeled data to have more training resources, in addition model performance can be

boosted by designing some abstract features from the data; example of such features are

hashtags and emojis for data that is coming from social media resources.

Ek6 scenario: figure 5.9 illustrates the cross-genres f1-scores per emotion tag (i.e., anger,

disgust, fear, joy, sadness, and surprise) for each test set (emoNet, MOV, Saif15, Goodnews).

One noticeable pattern compared to b4 scenario is consistency of results even by adding

two more emotion tags, disgust and surprise. The genre pairs are as follows: corpusemoNet:

out-of-genre: Saif15 (top-left); corpus MOV: out-of-genre Goodnews (top-right); corpus

Saif15: out-of-genre emoNet (bottom-left); corpus Goodnews: out-of-genre Saif15 (bottom-

right). We explain the results clockwise, starting from the top-right. Starting with MOV

corpus, first, this set has the most data points being tagged with disgust and joy which makes
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emotion tag fear to be confused with any of those two classes, the reason for goodnews to

perform better. The same scenario is true for the emotion tag sadness; in addition sadness

and disgust are confused with each other by humans and machines most of the time and

remains a challenge when one of these tags need to be predicted. Results for Goodnews

corpus with best cross-genre being Saif15, notable drop in performance is for emotion tag

surprise with 40% drop, which also is the cause for drop in average f1-score. For Saif15

fear has the worst drop in performance 0.15%, which is consistent with precious results in

b4 scenarios, performances of all other emotion tags have evenly dropped. EmoNet results

remain unchanged, the emotion tags joy, fear, sadness, and anger compare to b4 scenario.

Emotion tag surprise has an 0.18% drop in performance.

pl8 scenario: figure 5.10 illustrates the cross-genres f1-scores per emotion tag (i.e., anger,

anticipation, disgust, fear, joy, sadness, surprise, and trust) for each test set (emoNet,

MOV, Goodnews). The genre pairs are as follows: corpusemoNet: out-of-genre: Goodnews

(top-left); corpus Goodnews: out-of-genre emoNet (top-right); corpus MOV: out-of-genre

Goodnews (bottom-left); Saif15 corpus is only tagged for 6 basic emotions. One noticeable

low performances are the emotion tags trust and anticipation, which are the two most

challenging emotion tags, mostly due to a lack of data. In the emoNet set, emotion tag

trust is challenging to for out-of-genre model, (0.0%) of f-scores result is the indication that

model did not learn to categorize this motion tag, and anticipation has a significant drop in

performance, 0.35%. Other ones are fear and sadness. In the Goodnews corpus, the emotion

tag anger drops to 0.0% being the worst result among all the emotion tags. Both models

cannot predict emotion tag trust.

7.4 Fine-tuning BERT with Pair of Genres

Taking advantage of more training data is beneficial in every NLP task. In section 50cm5,

we show the impact of Multigenre training. The objective in that section was to adapt and
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Figure 5.8: Cross-genre in-genre and out-of-genre Results (parts 1)
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This figure presents best in-genre and out-of-genre f1-score from cross-genre experiments with fine-tuning BERT and evaluate the
model on test sets (i.e., emoNet, MOV, Saif15, Goodnews). Results from in-genre are presented by blue bars, and results from out-
of-genre are presented by orange bars. In all 4 test sets emotion tag joy has the most consistent drops. We can observe even drops in
performance from 10-20 percent for all emotion tags.

bootstrap the model performance, as each genre’s specific features can be concatenated

to further improve the results. In this section we show the impact of using multiple gen-

res to fine-tune pretrained BERT models. The goal here is to test the benefit of multiple

fine-tunings and the use of more training data, while we observe model performance in

overlap-genre training scenarios. Therefore, different pairs of genres are selected to observe

the performance of multiple tunings. This series of experiments follows these two aims: a)

fine-tuning BERT with a large and noisy set, then take the model from the previous step and

fine-tune it further with a small, manually annotated corpus, and b) fine-tuning BERT with a

genre from a small corpus, then taking the model from the previous step and fine-tuning it

with a large, noisy, and informal corpus.
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Figure 5.9: Cross-genre in-genre and out-of-genre Results (parts 2)
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This figure presents best in-genre and out-of-genre results from cross-genre experiments on for test sets (i.e., emoNet, MOV, Saif15,
Goodnews). Best results are from fine-tune BERT pre-trained models which is explained in that section. Results from in-genre are
presented by blue bars, and results from out-of-genre are presented by orange bars. In all 4 test sets emotion tag joy has the most
consistent drops. We can observe even drops in performance from 10-20 percent for all emotion tags.

(a) Multiple fine-tuned pretrained language models with informal large corpus and

small formal corpus - mainly in this series of experiments we focus on answering how

much pretrained language models can benefit from a large-scale noisy training, which is

tuned further with a small, manually-annotated formal text. We note that the trained model

has overlap-genre training conditions for the two corpora that are involved in the training

and out-of-genre for the others, however, depending on which genre is the last training set,

the results can vary for overlap-genre corpora.

In this series of experiments, we fine-tune BERT-based with EmoNet corpora, which is a
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Figure 5.10: Cross-genre in-genre and out-of-genre Results (parts 3)
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This picture present best in-genre and out-of-genre results from cross-genre experiments on for test sets (i.e., emoNet, MOV, Saif15,
Goodnews). Best results are from fine-tune BERT pre-trained models which is explained in that section. Results from in-genre are
presented by blue bars, and results from out-of-genre are presented by orange bars. In all 4 test sets emotion tag joy has the most
consistent drops. We can observe even drops in performance from 10-20 percent for all emotion tags.

large corpus of Tweets, then we further fine-tune the model output from previous step with

Goodnews corpora, which is a small set of news and manually annotated. Results are shown

in table 5.15.

For some test sets this condition is overlap-genre training, we compare those results with

in-genre training (marked as italic) and out-of-genre training (marked with underline) results.

For some corpora this condition is out-of-genre training and it can be observed how much

this condition impact the model performance compare to training only with one genre. For

the Goodnews corpus, this is overlap-genre training condition, in which the last tuning

is done with the training set of this corpus. Hence, we can observe that the results are
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comparable to in-genre training. For the MOV corpus, training with a noisy set like Tweets

is not so beneficial, therefore, formal out-of-genre or overlap-genre training (scenario b

result) is more suited to this condition. Different results obtained for Saif15 and EmoNet

corpora, which this condition is overlap-genre training; however, results indicate that this

condition has a worse effect on both of these test sets, almost like a catastrophic forgetting,

especially in B4 and PL8 experiment series. We should note that the original BERT-based

model is also out-of-genre for these two sets, make this training an unsuitable for these two

corpora. Much better results are obtained in the scenario b condition, which we will discuss

next.

Insights achieved from this section:

• Multiple fine-tuning of pre-trained language models are beneficial to have better

model performance, particularly for overlap-genre training scenario and out-of-genre

in some conditions.

• It is important to prevent catastrophic forgetting, in this regard the last tuning plays a

major role in models performances.

(b) Multiple fine-tuning pre-trained language models - in this series of experiments, first,

we fine-tune with a small and formal corpus (i.e., Goodnews), then we take the output model

from this step and we further fine-tune it with a semi-noisy corpus, i.e., Saif15 or MOV.

Saif15 corpus has only Ekman 6 basic emotions, hence, for PL8 series we tune with MOV

corpus. The results of these experiments are shown in tables 5.15.

This training condition causes significant model improvement for overlap-genre training

for semi-formal and informal text like MOV (movie review) and tweets. We have not

experimented with base pre-trained language models to be trained with informal text like

tweets, and we speculate this might change the order of fine-tuning accordingly. Based on

results that are achieved in this study, if the base pre-trained language model is out-of-genre

for a particular genre, to achieve better results, we should align the last step (fine-tuning)
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with the majority of genres we have during prediction. Further, if it is possible, it is beneficial

to have several models. Particularly, Tweets are one of those challenging text style, and

usually large-scale corpora in this genre are noisy. In addition, most of the pre-trained

language models are trained with formal text, which are considered to be out-of-genre

language models for Tweets. Therefore, to achieve better model performance for tweets

and noisy data, we should set the last step in fine-tuning to be aligned with the noisy genre.

Further, we perform this scenario on more corpora (AIT, Blog posts) and we used Goodnews

as one of the out-of-genre training corpus and we observe the same scenario with both of

these corpora.

Insights achieved from this section:

• when dealing with noisy data, it is important to carefully avoid catastrophic forgetting.

From the results, we can conclude that overlap-genre training can have a significant

impact on noisy, informal, or semi-informal text. This is specially true, if we fine-

tune with a formal text and further continue the training with the noisy, informal, or

semi-formal corpora.
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Table 5.15: Pair of Genre Results for 4 basic, Ekman 6 basic, Plutchik 8 basic emotions

NN-model training set Goodnews MOV Saif15 EmoNet
Goodnews 0.68 0.82 0.56 0.56

MOV 0.31 0.95 0.56 0.55
fine-tune-BERT-B4 Saif15 0.56 0.59 0.75 0.57

EmoNet 0.39 0.31 0.57 0.77
EmoNet+Goodnews 0.65 0.75 0.59 0.42
Goodnews+Saif15 0.63 0.61 0.76 0.51

Goodnews 0.55 0.29 0.40 0.39
MOV 0.17 0.78 0.21 0.33

fine-tune-BERT-EK6 Saif15 0.32 0.26 0.67 0.42
EmoNet 0.27 0.13 0.45 0.58

EmoNet+Goodnews 0.53 0.27 0.40 0.40
Goodnews+Saif15 0.41 0.31 0.66 0.41

Goodnews 0.43 0.25 n.a. 0.32
MOV 0.11 0.79 n.a. 0.30

fine-tune-BERT-PL8 EmoNet 0.21 0.10 n.a. 0.57
EmoNet+Goodnews 0.39 0.22 n.a. 0.41

Goodnews+MOV 0.20 0.80 n.a. 0.32

Micro average f1-score results for different test sets (i.e., Goodnews, MOV, Saif15, emoNet). Results are obtained by fine-tuning pre-
trained language model BERT-based with scenario a: EmoNet then Goodnews (EmoNet+Goodnews), and scenario b: Goodnews and
Saif15/MOV (Goodnews+Saif15) and (Goodnews+MOV), with emotion classification to be the objective of the fine-tuning. Emotion
labels are B4: (anger, fear, joy sadness), EK6: (anger, disgust, fear, joy sadness, surprise), PL8: (anger, anticipation, disgust, fear,
joy sadness, surprise, trust). Results are reported for in-genres marked with italic font and out-of-genres, where we marked the best
results with underline font and we highlight the best overlap-genre (when applicable) or out-of-genre multiple genre training condition
per test set (columns). Each row shows results for different condition (i.e. training set is different) on different test sets, i.e. in-genre,
out-of-genre, and overlap-genre model performances.

Table 5.16: Single Genre and Pair of Genre BERT fine-tuning Results

NN-model training set Goodnews Blog posts AIT
fine-tune-BERT Goodnews 0.68 0.71 0.49

AIT 0.10 0.08 0.10
EmoNet+Goodnews 0.65 0.82 0.56
Goodnews+Saif15 0.63 0.77 0.52

Micro average f-score results for different test sets (i.e., Goodnews, MOV, Saif15, emoNet). results are obtained by fine-tuning
pretrained language model BERT-base with emoNet, then with Goodnews, for emotion classification task. Emotion labels are 4 basic
(B4): (anger, fear, joy sadness). All models are tested for in-genres and out-of-genres training. Columns show different training set.
Rows show performances of different test sets.
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8 Summary

In this chapter we presented two multi-task platforms as a way to build emotion models

that can exploit multi-genre and cross-genre training. These models achieve comparable

results for out-of-genre training in compare and contrast with in-genre training. These

results highlight the feasibility of learning emotion cues across genres and which allows for

genre augmenting and adaptation. Furthermore, we showed the benefit of fine-tuning LM

in out-of-genre and overlap-genre training to create more robust models across-genres. In

the next chapter, chapter 6, we use the work from this chapter as a foundation for a robust

models to transfer emotion across languages.
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Chapter 6: Cross-lingual Emotion Detection and Classification

1 Introduction

The sparse availability of resources for different languages creates challenges for textual

analysis. Emotion classification is a standard task that is hindered by the limited availability

of labeled data in different languages. It is important to be able to analyze emotions around

the globe, however, it takes a long time and it requires a large number of resources to create

an accurate emotion-analysis system for each language. There are 7100+ languages spoken

around the globe and they are categorized into 14 language families. Out of these many

different languages, only a few ( 100) have been studied and there is no universal solution

for a particular task. The challenge is that most of these languages do not have sufficient

resources such as monolingual, parallel corpora, manually crafted linguistic resources to

build statistical models. These languages are called low-resource languages.

In this chapter we present an empirical study on how to build emotion models in resource-

rich languages, English in this study, which are called source languages, and then use this

model to analyze emotion in low-resource languages, which are called target languages. In

order to do so, the model is trained in source language are then used in two methods that

we experiment with in this study: (1) annotation projection, and (2) cross-lingual transfer

learning, to analyze emotion in low-resource languages. Further, because digitized data is

not available for one of the low-resource languages in this study, this requires to pivot to a

language with more resources, then using a direct transfer model to classify emotion. These

methods are explained in the corresponding sections in this chapter.
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2 Motivation

Why should we care about analysis of emotion in low-resource languages? It is important

to be able to analyze the emotional states of people around the world during emergency

situations. During natural disasters or social unrest, social media is a major channel to

express the needs and urgency that happens as consequence of disturbing events. Another

important motivation is social or individual well-being during difficult times like pandemics.

Therefore, it is important to be able to analyze human emotions all around the globe.

However, training data is not available for every spoken language and in some cases the

language does not have digitized resources. The objective in the LORELEI project is

to create low-cost and rapid technologies for low-resource languages, with the ultimate

expectation of these technologies are capabilities to provide situational awareness for the

incidental language, in support of emergent missions such as humanitarian assistance/disaster

relief, peacekeeping or infectious disease response. To clarify the role of emotion in these

technologies, we note that detecting urgency is correlated with emotional states expressed

by humans on social media channels, therefore, sentiment, emotion, and cognition are

necessary components of measuring the level of urgency during an emergency event. This

gives enough motivation to build resources to be able to analyze emotion across languages.

This study is focused on universal and cross-cultural emotion models that have been studied

by a number of psychologists, mainly because of the focus of the LORELEI project, and the

availability of the data to evaluate the models. As a result, the emotion tags that are studied

in this work are: anger, fear, and joy.

3 Problem Statement

In literature, emotion across languages has been studied on word and phrase-level; this

research is the first study on cross-lingual emotion classification with a focus on sentence-

level. First question to ask is which emotion tags to select. Are universal emotions that have
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been studied in psychology actually universal? The availability of digital data makes this task

more about to analyze all people’s expressions of emotions. Are these emotions universal

and conveyed the same way by people around the globe? The well-known psychological

emotion model that has been adopted by NLP tasks is the Ekman 6 basic emotions. Ekman’s

study found that there are 6 basic emotions that are recognizable by people around the globe.

The conclusion was that these emotions are basic universal emotions. However, the stories

that are used along with the faces in the stories to collect data in his study, are general stories

about sadness, fear, anger, joy, disgust, surprise, while social media data or the news can

be different from general emotional stories.1 Moreover, linguistic resources like emotion,

sentiment, and subjectivity lexicons are mostly translated from English to other languages,

and not evaluated by natives of the languages. Hence, the evaluation of cross-lingual study

should be done carefully.

In this chapter we explore different methods for classifying emotion across languages. These

methods aim to use different resources to transfer emotions from resource-rich languages to

low-resource languages. One primarily method utilizes parallel corpora, mixture of in-genre

and out-of-genre, for source-target language pairs by projecting the tags to parallel corpora.

When parallel corpora are not available, our second methods transfer emotions directly from

the source language to target language. In this study, we experiment with both of these

methods for languages we explore in this thesis, to compare and contrast the results for both

of these methods in emotion detection and classification.

1Prof. Lisa Feldman-Barrett in her book: how emotions are made, provides a different study about
universality of emotions. One of her PhD students travelled to a small village in Africa and showed posed
pictures demonstrating Ekamn 6 basic emotions to the subjects, asking them to sort the pictures based on the
emotion expressed in the picture. Unlike Ekman’s study they did not provide any emotion tagsets nor they
associated the pictures with any stories. Their study concluded that these emotions are not universal since the
subjects categorized them differently from Ekman’s basic emotions. For example, all happy faces categorized
as ’laughing’. Author of this dissertation agrees with the finding of Prof. Feldman-Barrett, that emotions are
not universal. However, universality of expression of emotions in text has not been studied before, and author
wants to show if there is any semantic similarity in written forms among the languages. Further, this study is
an engineering attempt and certainly needs to consider cultural aspects into the calculation, which is a future
study of this dissertation.
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4 Relevant Background

There are not prior work in cross-lingual emotion classification in sentence-level, we

recognize some related work in sentiment analysis. There are two major methods that are

built in this chapter, we review some of the studies that used these two methods.

Annotation projection - is used when parallel corpora are available for the language pair

and source language have labeled data to to be used to learn the task. The following works

(Mihalcea et al., 2007) and (Rasooli et al., 2018) and (Farra, 2019) explored this method

for sentiment analysis. Mihalcea built a Romanian subjectivity classifier using annotation

projections from a parallel English-Romanian corpus. Rasooli and Farra built sentiment

classifier for low-resource languages using religious text as parallel resource for the language

pairs.

Direct Transfer Learning - If parallel corpora is available sentence representation can be

learned from auto-encoders, once sentences are represented a machine learning model can

learn sentiment in source language and transfer to the target language. One such work

in English-Chinese is a study by (Zhou et al., 2014). There are approaches that jointly

train bilingual sentiment embeddings and the classifier in language pair, bilingual sentiment

lexicon are used to minimize the projection matrices in language pair (Barnes et al., 2018).

The most related to this study in sentiment is the work by (Farra, 2019). This work studies

various techniques to create cross-lingual representations and we report the best results,

these representations are in word level (Aldarmaki et al., 2018; Conneau et al., 2017; Bérard

et al., 2016). In addition, we also recognize the recent model such as Multilingual BERT

(M-BERT) (Devlin et al., 2018), however, currently, M-BERT is only available for 104

languages, hence, not the best candidate for low-resource languages.
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5 Overview of Methods and Data

This chapter focuses on building cross-lingual emotion models. This research studies 3

basic emotions: anger, fear, and joy, mainly because of resources available for this study

and the objective of the study to be aligned with LORELEI project. The methods that

have been developed to transfer emotion from resource-rich languages (source language) to

low-resource languages (target languages) are: a) annotation projection, b) direct transfer

learning. We explain these methods in details in the corresponding sections.

The transfer of emotion is analyzed in 6 target languages: Farsi, Arabic, Spanish, Ilocano,

Oria, and Azerbaijani.2 All these languages have digital unstructured texts, except for

Azerbaijani. To combat this we pivot to a language with the same script and overlapping

words, Farsi, with more available resources, mainly to mark emotion words. Azerbaijani,

which is spoken in North-West Iran is considered to be an endangered language, since, it

does not have scaled digitized text available for this language. The script of this language

is the Perso-Arabic alphabet, which is directly derived and developed from Arabic script.

Azerbaijani naturally shares some words with Farsi, and native annotator, who provided

most of the emotional sentences and helped with partial translation, is fluent in Farsi. Details

about the collection and annotation of this language is explained in 7.40.25in7.4.

Arabic and Spanish are taken from the Semeval 2018 (Affect in Tweet) collection (Moham-

mad et al., 2018). Ilocano and Odia are provided as 4th year evaluation language packages

for LORELEI. Both of these corpora are provided by Appen,3 an online platform used to

create data for machine learning tasks. Native speaker of these languages are also provided

by Appen to annotate the data, which are used during evaluation of different methods. Data

statistic is shown in table 3.10 and 6.3. We should note that Arabic, Spanish, and Farsi are

not considered low-resource languages. However, due to lack of availability of resources
2Azerbaijani or Azeri, also known as Azerbaijani Turkic or Azerbaijani Turkish is a Turkic language

spoken primarily by the Azerbaijani people, who live mainly in the Republic of Azerbaijan where the North
Azerbaijani variety is spoken and in Iranian Azerbaijan where the South Azerbaijani variety is spoken.
(Wikipedia)

3appen.com
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to sufficiently evaluate developed methods in this chapter, we used these three languages

as target languages. In addition, We did not not use the training sets that are available for

Arabic and Spanish to produce consistent results for all target languages.

Table 6.1: Number of Emotion Labels Per Languages

Language Name/# of Emo Instances anger fear joy no-emotion
Arabic (SemEval 2018) train(878); dev(151); test(374) train(883); dev(147); test(373) train(729); dev(225); test(449) -
Spanish (SemEval 2018) train(1166); dev(194); test(628) train(1166); dev(203); test(618) train(1058); dev(203); test(730) -

Ilocano test(24) test(12) test(83) test(700)
Odia test(63) test(64) test(200) test(204)

Persian (Farsi) test(15) test(50) test(148) -
Azerbaijani test(24) test(36) test(50) -

Data statistics are illustrated in this table per language and per emotion tag. Low-resource languages have no train or dev set, all label
data are used as test set.

In low-resource languages the assumption is that access to translation or bilingual

dictionaries are not possible; therefore, alignment and finding sufficient resource to train

the monolingual word embedding are challenging. We recognize some of the studies on

building cross-lingual embeddings, including the one we used in this study. In addition,

we also recognize the recent model such as Multilingual BERT (M-BERT) (Devlin et al.,

2018); however, currently, M-BERT is only available for 104 languages, hence, not the best

candidate for low-resource languages.

Aligning Monolingual Spaces – the key idea in these approaches is to have monolingual

embedding available for language pair, then a linear or non-linear transformation is learned,

which maps the two monolingual embeddings to a shared space. There are several ap-

proaches to learn this transformation. Some uses manual bilingual dictionary or parallel

corpora to create a bilingual dictionary, then this dictionary is used to learn the transfor-

mation matrix. Other approaches do not rely on manual dictionaries to be available. We

recognize some of these approaches based on their relevance to low-resource tasks or popu-

larity of the approach.

(Conneau et al., 2017) proposed an unsupervised method to build a bilingual dictionaries

between two languages without using any parallel corpora. They used adversarial training

to learn a linear mapping from source to target in two steps. First, in a two player game, a
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discriminator is trained to distinguish between the mapped source embedding and the target

embedding, while the mapping (which can be seen as a generator) is jointly trained to fool

the discriminator. Second, they extracted a synthetic dictionary from the resulting shared

embedding space and fine-tuned the mapping with the closed-form Procrustes solution from

(Schönemann, 1966). Lample et al. (2017) proposed an unsupervised model for machine

translation without any parallel corpora. This model takes sentences from monolingual

corpora in two different languages and maps them into the same latent space. By learning to

reconstruct in both languages from this shared feature space, the model effectively learns

to translate without using any labeled data. The creates a bilingual dictionary without any

parallel data. Aldarmaki et al. (2018) proposed an unsupervised method to automatically in-

duct the bilingual dictionary to rely on independently learned monolingual word embedding.

The proposed method exploits local and global structures in monolingual vector spaces

to align them, such that similar words are mapped to each other. Their method creates

results comparable to supervised approaches for bilingual dictionary induction. Canonical

correlation analysis (CCA) method is used to project cross-lingual word vectors (Faruqui

and Dyer, 2014; Ammar et al., 2016). Both of these methods rely on availability of bilingual

dictionaries.

Bootstrapping from few seed entries – these approaches assume that there are a few bilingual

seed words are available, which iteratively expand to a bigger set. Artetxe et al. (2017)

propose a mapping model that relies only on a small set of shared words (e.g., words with

exact spelling or only shared numbers) to seed the procedure. This process is repeated,

so eventually more and more bilingual pairs are added to the set. Smith et al. (2017) and

Hauer et al. (2017) proposed a method that creates seed lexicons by identifying cognates

in the vocabularies of related languages. Their method learns transformation matrix that

transforms embedding of source language to embedding of target language, but also a matrix

that transforms embedding in the opposite direction (target to source).

Multilingual BERT – is a single language model trained from monolingual corpora for 104
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languages. This model can be used for zero-shot cross-lingual transfer in natural language

processing tasks, in which labeled data from source language is used to fine-tune the model,

then this model can then be evaluated on target language Devlin et al. (2018).

6 Annotation Projection in Emotion Classification

Parallel corpora have been used for multilingual and cross-lingual natural language

processing tasks by many studies over a long period of time. Text classification is among

those standard tasks that can utilize parallel corpora to relieve the effort involved in creating

annotations for new languages. One important paradigm of annotation projection is mono-

lingual resources by transferring annotation from resource-rich languages (e.g. English) into

low-resource languages. This approach is suited for LORELEI scenarios, where a language

model must be developed within one day. Figure 6.3 shows the process pipeline.

Single-Source annotation projection - the assumption is that in parallel corpora every

piece of text (word, sentence, document) in the source language is aligned with the target

language. In the data sources that were available for this study and explained in 70cm7,

sentences in the source-language are aligned with sentences in the target language. Further,

the assumption is that there is a model trained with labeled data, that can predict the labels

in source language sentences. In the previous section we describe the monolingual emotion

detection model for English (en_mono), which is used as a trained model that can predict

emotion at the sentence-level in resource-rich languages, such as English in this study. The

projection method steps are as follows:

1. Using en_mono to tag the English portion of the parallel corpora with emotion labels.

2. Project the labels to the target language (i.e. sentences).

3. Tune the neural net architecture of the en_mono model to the target language. We

refer to these models as target_mono models.
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4. Train the target_mono model with the training set developed in step 2.

5. Use target_mono trained model to tag the target test corpus

The parallel corpora that are used for these series of experiments are as follows: a) religious

texts (Bible and Quran) available for Arabic, Spanish, and Persian.4 and b) parallel corpora

that Appen has provided for Ilocano and Odia (explained in section ??). For Azerbaijani,

there is no parallel corpora available. The key idea here is to test how successful emotion is

transferred from out-of-genre or out-of-domain corpora, and how much emotion cues can be

transferred through in-genre or in-domain, but noisy corpora.

Figure 6.1: Annotation Projection
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I am happy
I am sad
I am angry
I am scared
I am disgusted

متسھ لاحشوخ نم  
متسھ تحاران نم  
متسھ ینابصع نم  
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This figure presents annotation projection process. There is a parallel corpus in both Farsi and English. With a model that is trained
in English to label emotion at the sentence-level, all the English sentences are labeled, then these labels are projected to sentences in
Farsi. The outcome is machine-label data, which is used to train a classifier to create labels for unseen and unlabeled Farsi data.

4we use Bible text in this study due to low results obtained from Quran. The corpora is explained in
section 7.20.25in7.2.
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6.1 Annotation Projection Experiment Setup

In annotation projection the assumption is that there is a model trained in a source

language and can be used to label the source language. One of the goals of Chapters 4 and

5 was to discover how to combine different genres or sources to build sufficient training

sources that can be robust towards unseen data. The results from section 70cm7 and 60cm6

across genres suggest that a combination of news, blog posts, and semi-noisy Tweets can

create robust emotion models. Experiments are done with other combinations such as large

noisy Tweets combined with small blog posts and news, however, the results suggest that a

balanced combination of formal and non-formal text is better choice to build robust models

across languages. Therefore, to tag the parallel corpora the following corpora combination

are used to train a classifier in English (source language) to tag the English portion of the

parallel corpora:

Goodnews: 3 emotions from this corpus, the following is the data statistic: anger(885),

fear(419), joy(264).

Blog Posts: 3 emotions: anger, fear, joy. The data statistic for 3 basic emotions: anger(149),

fear(91), joy(479).

Saif15: 3 emotions: anger, fear, joy. The data statistic for 3 basic emotions: anger(1118),

fear(1938), joy(5775).

Statistic rom parallel corpora are illustrated in table 6.2. All parallel corpora have an equal

number of instances for all 3 emotion labels.

The monolingual emotion model that is used for these experiments is a bi-rnn model with

an attention mechanism and the features are represented by fasttext embedding. Figure 6.2

shows the NN architecture diagram.

Baseline model - tags are randomly assigned to each instance.
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Table 6.2: Parallel Corpora Statistic

Language Name # of Emo Instances data source
Arabic (SemEval 2018) 12679 Bible
Spanish (SemEval 2018) 12679 Bible

Ilocano 12457 Mix genre
Odia 11654 Mix genre

Persian (Farsi) 12679 Bible
Azerbaijani - -

Data statistics are illustrated in this table per language and per emotion tag. Low-resource languages have no train or dev set, all label
data are used as test set. Bible corpora source is explained in 7.20.25in7.2, and they are available for Arabic, Spanish, and Persian,
parallel corpora that Appen provided for two languages Ilocano and Odia, explained in section ??. Azeri does not have any parallel
corpora.

Table 6.3: Number of Emotion Labels Per Languages

Language Name/# of Emo Instances anger fear joy
Arabic (SemEval 2018) 374 373 449
Spanish (SemEval 2018) 628 618 730

Ilocano 24 12 83
Odia 63 64 200

Persian (Farsi) 15 50 148
Azerbaijani 24 36 50

Data statistics are illustrated in this table per language and per emotion tag. Low-resource languages have no train or dev set. All label
data is used as a test set.

Figure 6.2: Monolingual Emotion Models
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The diagram shows the architecture of the NN architecture. The layers are as follows: Embedding: fasttext (300 units); Bi-RNN:
70 units; Attention layer; Perceptron: 3 layers, 50 units; Softmax: predicting the emotion tags; Training: batch size of 32, dropout
0.1, epoch: vary depending on the 3 consecutive no-change/higher loss. This NN architecture is used for labeling the English por-
tion (source language) of the parallel corpora. Further, when labels are projected to other language in the parallel corpora, this NN
architecture is used to be trained and label the unlabeled data in that language.
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6.2 Annotation Projection Results and Discussion

Learning emotion cues within a genre or a language is a challenging task due to the

ambiguity nature of expression of the emotions in text. In some cases emotion is implied in

the text without any presence of emotion cues. We note that in the annotation projection

method, labels for parallel corpora in the source language are obtained from a model that is

trained out-of-genre from the parallel corpora. Furthermore, predicting tags for unlabeled

data in the target language is also out-of-genre for the model in that language, which is

trained with the labeled data obtained by projecting the tags from the source language to

parallel corpora. In previous chapter, we observed the challenges and model performance

drop in out-of-genre training for some number of genres and we concluded that it is really

challenging to obtain reasonable results for unlabeled data. As a result, annotation projection

errors can propagate through the pipeline as early as first step, which is using labeled data

from the source language (English) to tag the parallel corpora that is out-of-genre for this

model. Another type of error is during the prediction in unlabeled data in target language.

Furthermore, the assumption is that segments (i.e., sentences) in parallel corpora have the

same emotion tag, which may not always be the case.

To obtain quality label in source language, it is crucial to have a system that can generalize

emotion detection, thus, making it possible to tag the target language accurately as the model

can generalize. The second error is harder to address, since, if the parallel resource is not

sufficient for the task, we cannot usually change the source of the data. This is actually the

challenge for low-resource languages, which resources are limited. Furthermore, to verify if

two pieces of parallel corpora evoke the same emotion we need to have the native speakers

in the process. In this study, a great amount of effort is done to build a robust training set in

English and the second and third challenges are kept as future directions of this study.

The results are illustrated in Table 6.4 and 6.5. Parallel corpora for Farsi, Spanish, and

Arabic are out-of-genre which is the reason for relatively low results in these three languages.

In contrast, parallel corpora in Ilocano and Odia is an overlap-genre training scenario for
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these two languages, therefore we can observe relatively better results for these languages.

The annotation projection method have significant improvement over baseline method for all

languages but Persian. This indicates that out-of-genre and overlap-genre training is feasible

as an emotion classification task. The emotion tag anger For most of the languages drop

significantly compared to baseline results. Since parallel corpora for 3 languages, Arabic,

Spanish, and Farsi are from the same source and identical instances, it is possible that this

emotion tag has noisy instances. We cannot verify this without having a native speaker in

the process, however, because there is a consistent drop in this tag across all languages,

we can speculate that the training set has noisy instances. It is also possible that this is the

fault of the target language. To test this, we could verify that in Persian language, sentences

with anger tag have longer length and mix emotional phrases. Observation from previous

chapter indicates that these instances are usually challenging for emotion models to predict

correctly.

Insights from this section:

• Both out-of-genre and overlap-genre training are feasible models for classifying

emotions across languages.

• Results empirically suggests that a combination of different genres with a balanced

number of instances can create a robust emotion models that can be used as source

language to predict emotion in different genre.

Table 6.4: Annotation Projection Results (Arabic & Spanish)

Language Arabic Spanish
anger fear joy w-avg anger fear joy w-avg

Baseline (random) 0.31 0.29 0.30 0.30 0.33 0.30 0.33 0.32
bi-rnn-attention 0.05 0.45 0.20 0.33 0.30 0.32 0.57 0.39

This table illustrates the results for two languages: Arabic and Spanish. These are the results of training with parallel corpora. The
genre of the corpora, Bible, is out-of-genre for both of these corpora. The metrics are f-score for emotion tags and micro-avg for
overall results. All of the emotion tags are balanced.
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Table 6.5: Annotation Projection Results (Ilocano, Odia, Persian)

Language Ilocano Odia Persian (Farsi)
anger fear joy w-avg anger fear joy w-avg anger fear joy w-avg

Baseline (random) 0.31 0.18 0.46 0.40 0.29 0.23 0.45 0.38 0.42 0.05 0.21 0.35
bi-rnn-attention 0.22 0.15 0.74 0.57 0.21 0.25 0.57 0.51 0.26 0.11 0.45 0.30

This table illustrates the results for three languages: Ilocano, Odia, and Farsi. These are the results of training with parallel corpora.
The genre of the corpora, Bible, is out-of-genre for Farsi and overlap-genre for Ilocano and Odia. Metric of the results are f-score for
emotion tags and micro-avg for overall results. Emotion tags are very unbalanced for these corpora.

7 Direct Cross-lingual Transfer of Emotion

Cross-lingual emotion classification aims to employ labeled data from a source language

(typically English) to tag the data in a target language, which has no annotated data to train

a classifier. Cross-lingual transfer models have been studied for different but similar tasks in

natural language processing. This study is the first to attempt using a direct transfer method

for low-resource setting on sentence-level emotion detection and classification. The aim

of the direct cross-lingual transfer model is to learn the task with available resources in

resource-rich languages and transfer the learning to low-resource languages. We explain in

details what this process means and what steps are involved to develop this method. The

first step is to learn the task through supervised approaches, meaning we need labeled data

to train an emotion model, which can generalize the learning in a robust way. In previous

chapters, we experimented with different methodologies on how to select multiple resources

and genres to combine together to create a robust emotion model in the source language,

English. Then we use this model to directly transfer emotion to the target language. This in-

volves creating unified features in both the source and target languages. Over the past years,

pre-trained embedding models have become the most effective way to present contextual

features to NN models and several methods have been developed to map the embeddings

of different languages to the same shared space. The output of this process is cross-lingual

or bilingual embeddings, in which similar words are close together. This technology has

created a new horizons in all cross-lingual NLP tasks. Cross-lingual embeddings allow
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contextual features to be presented in a unified manner, therefore, it is possible to directly

transfer the learning from a source language to a target language.

There are several methods for building cross-lingual embeddings, but all of them follow

these protocols: a) signal for alignment from a source and target languages, this signal can

be a word, phrase, clause, sentences, or paragraph, b) training methods for alignment, the

objective is to reduce errors for both languages while it is aligning (loss function is sum-

mation of both languages error), c) training resources, which can be parallel or comparable

corpora. In models that are developed for cross-lingual emotion classification, we use a

monolingual embedding alignment (see section 7.10.25in7.1) to present the features for

language pairs. In addition, results from previous chapters suggest that designing features to

model the presence of emotion words has a significant impact on model performance. Deep

NN models are used to learn these feature representations and emotion is transferred from

the source language, English, to the target languages: Arabic, Spanish, Ilocano, Odia, Farsi,

and Azerbaijani. From the standpoint of linguistic typology and language families, source

and target languages are different and they categorized as follows:

• Source language, English: Indo-European.

• Target languages

– Arabic: Afro-Asiatic

– Spanish: Indo-European

– Ilocano: Austronesian

– Odia: Indo-European

– Persian: Indo-European

– Azerbaijani: Turkic
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Figure 6.3: Cross-lingual Emotion Pipeline
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This figure presents cross-lingual emotion pipelines. The cross-lingual emotion model (deep NN model) is trained with labeled data
in the source language (i.e., English), and features are represented by aligning source and target language monolingual embeddings
(section 7.10.25in7.1). The trained model from the previous step is used to classify emotion in the target language. In this diagram the
target language is Farsi and the cross-lingual emotion model generates emotion tags for this sentence.

Farsi (Persian) and Azerbaijani - Azerbaijani is a Western Iranian language belonging

to the Iranian branch of the Indo-Iranian subdivision of the Indo-European languages. It is a

pluricentric language predominantly spoken and used officially within Iran, Afghanistan

and Tajikistan in three mutually intelligible standard varieties, namely Iranian Persian, Dari

Persian (officially named Dari since 1958) (Olesen, 2013) and Tajiki Persian (officially

named Tajik since the Soviet era) (Baker and Saldanha, 2019). Azerbaijani or Azeri, also

known as Azerbaijani Turkic or Azerbaijani Turkish, is a Turkic language spoken primarily

by the Azerbaijani people, who live mainly in the Republic of Azerbaijan where the North

Azerbaijani variety is spoken and in Iranian Azerbaijan where the South Azerbaijani variety

is spoken.5 This corpus is from Iranian Azerbaijani, which is written in Persian script and

mixed with Persian words.

5Wikipedia
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Ilocano and Odia Collection - Appen 6 is a platform that provides data to companies and

academics for their machine learning projects. Two data collections: Ilocano and Odia are

collected and annotated for the last year evaluation in LORELEI project. The collection have

in-genre, in-domain and out-of-genre parallel and monolingual data, which is an ideal set for

cross-lingual emotion analysis. These two corpora are used in this study to test cross-lingual

emotion systems. Genres for these two languages are a mixture of news, discussion forums,

and Tweets. All text segments are in sentence form. Ilocano is from the Austronesian

language family spoken in the Philippines. Odia is from the Indo-Aryan language family

spoken in the Indian state of Odisha. Odia appears to have been influence relatively little by

Persian and Arabic. These languages are considered low-resource languages.

Arabic and Spanish Collection - Arabic and Spanish are taken from the Semeval 2018

(Affect in Tweet) collection (Mohammad et al., 2018). Both of these languages are among

moderate-resource languages. Arabic is morphologically rich and it has both derivative and

inflectional morphology. Spanish is typologically similar to other Romance languages and it

is an inflectional language.

7.1 Monolingual Word Embedding Alignment

To create a cross-lingual vector space, we use pre-trained mono-lingual vector spaces for

a language pair (i.e., fasttext) and apply an unsupervised approach introduced in Multilingual

Unsupervised and Supervised Embedding (MUSE) (Conneau et al., 2017). This work used

adversarial training to align two mono-lingual distributions. This method does not need

a bilingual dictionary or parallel corpora to align the two mono-lingual vector spaces

in contrast to other methods (e.g., multi-lingual CCA or M-BERT), which need manual

bilingual dictionaries. Therefore, it is well-suited for low-resource languages, where we

may not have access to a ground truth bilingual dictionary or sufficient parallel corpora.

Monolingual embedding for all 5 languages, excluding Azerbaijani, are trained on Wikipedia,
6APPEN,http://appen.com
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and Wikipedia is a comparable corpora resource for training such monolingual embeddings.

Azerbaijani does not have public-available unstructured text, hence, we could not build

mono-lingual embeddings for this language. Figure 6.4 shows the alignment process (the

picture is borrowed from that study). The outcome of this process is a shared embedding

between the two monolingual embeddings which can be used to present unified features for

language pairs. Several other attempts to align monolingual embeddings (e.g., small parallel

corpora) or change the choice of mapping methods either resulted in a drop in performance

or no change. Therefore, MUSE method is best used for mapping the two monolingual

embeddings to build cross-lingual emotion models. The monolingual embedding model

in English is 1 million word vectors trained on Wikipedia 2017, the UMBC webbase

corpus and the statmt.org news corpora (16B tokens). For all other languages (excluding

Azerbaijani), we use fasttext multilingual word vectors, which have pre-trained monolingual

word embedding for 157 languages. The training set for all these languages are Wikipedia.

Table 6.6 shows the number of tokens per word embeddings.

Table 6.6: Number of Tokens in Monolingual Word Embedding per Language

Language Name Arabic Spanish Ilocano Odia Persian (Farsi)
# of tokens 610605 40280 42163 25709 420042

Data statistics are illustrated in this table per language and per emotion tag. Low-resource languages have no train or dev set, all label
data are used as test set.

7.2 Direct Cross-lingual Experiments

All cross-lingual emotion models developed in this study have NN architecture. Con-

textual features are presented via aligned monolingual embedding, which we explained in

previous section and emotion cues are represented via the PL24 feature which we explained

in the previous chapter. To provide a swift reading we explain this feature here again:

PL24 (af-pl24) - this feature represent the distribution of emotional words and their inten-

sity level in the context. This feature has 24 dimensions and each dimension presents one
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Figure 6.4: Monolingual Word Embedding Alignment
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This figure presents alignment process in method that is presented in MUSE (Conneau et al., 2017). Details of the method is explained
in their work. Each language pair is separately aligned using the method, which is introduced in this work. They use adversarial
training to learn the transformer matrix to map two languages to the same shared space.

emotion from the Plutchik 8 basic emotion categories in 3 intensity levels: high, medium,

and low. To design this feature, we utilized NRC emotion intensity lexicon (Mohammad and

Turney, 2010). This dictionary presents 8 basic Plutchik emotion categories and intensity

level of high, medium, or low for each entry word in the dictionary. The emotional words in

each sentence are extracted using this dictionary and this feature is populated accordingly

with 1 for presence and 0 for absence of the emotion category. On the case of multiple

entries per word in the dictionary, the emotion tag is selected based on the frequency of the

word associated with a particular emotion tag in the training set. The following example

demonstrates the design of this feature:

(a) I ran during sunrise, it was the most joyful thing ever.

In the lexicon dictionary, joyful in the above sentence has the emotion tag joy with high

intensity, therefore this feature is represented by 1, and every other dimension is represented

by 0.

The NRC lexicon in English is manually annotated but the Arabic, Spanish, and Persian

versions of this lexicon are machine translated. As a result, some of the emotion words are

noisy. 7

Designing af-pl24 for Ilocano and Odia - The NRC is not translated for these two lan-

7The Persian version of NRC translation is cleaned up by author w.r.t. to words in Persian corpus.
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guages. We utilized the parallel corpora provided by Appen to create bi-lingual dictionaries

for both Ilocano and Odia. We used GIZA++ (Och and Ney, 2003) to align the parallel

corpora. Then, these dictionaries were cleaned and the intersection of these two dictionaries

and the NRC English lexicon were extracted as emotion lexicon for both of these languages.

Two models were developed to evaluate the impact of each of the following features: a)

features that were represented with cross-lingual embedding for language pair (CL-pair), b)

cross-lingual embeddings for language pair concatenated with af-pl24 (CL-pair-af-pl24).

Figure 6.5: Cross-lingual Emotion Models - Part 1
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This figure presents cross-lingual emotion model NN architecture. Diagram (a): embedding layer is cross-lingual pre-trained model
for language pair, af-pl24 is concatenated with embedding feature. Bi-Grnn layer is gated RNN model with 70 units and attention
layer, then these encoded sentences are represented to number of perceptron layer with 50 units. Last layer is a softmax which predicts
the 3 emotion tags: anger, joy, fear. Diagram (b) has the same NN architecture but af-pl24 feature is not concatenated with embedding
layer.

137



7.3 Direct Cross-lingual Results and Discussion

The results of the cross-lingual models are illustrated in Tables 6.7 and 6.8. We discuss

which model performs better for each language and present our observation about model

performance on every emotion tag. For Arabic, the results suggest that cross-lingual

embedding combined with the emotion word feature af-pl24 is the best combination to

present features in this language. The af-pl24 feature has particularly great impact on

emotion tag anger. The best cross-lingual model in Arabic achieved a 0.38% f-score, which

is the best result for this language. The same system achieved the best results for the Spanish

language, as well, particularly the emotion tags fear and joy which received the most effect

from this model. Unfortunately the emotion tag anger had very low results, and observing

the af-pl24 feature suggests there are not many anger words in the Spanish NRC dictionary

for this emotion tag. That can be an effect of the mistakes in the context given that the genre

is tweets.

Persian (Farsi) is collected when economy crises happened 2 years ago in Iran, so angry

tweets are so lengthy, and content of each tweet contains continuous mix of many emotional

states, yet, the most dominated emotion is anger. This is the reason for the huge drop in the

emotion tag anger in this language. Overall, af-pl24 feature does not have any impact on

Persian tweets, in part because the informal version of the Persian language is very different

from the formal version both in writing and sentence structure.8 The best results for Persian

(Farsi) is achieved by CL-pair with a 0.61% f-score, which is the best overall result. The

results for Ilocano suggest that CL-pair-af-pl24 with an f-score of 0.58% is the best model

for this language. Other results are also comparable, which makes cross-lingual an overall a

suited model for this language. The af-pl24 feature in Ilocano has a significant impact on

the emotion tags anger and joy. Lastly, the results in Odia indicate a negative impact on the

emotion tag fear and no impact on the emotion tag anger, which makes the CL-pair model

the best candidate for this language. However, other cross-lingual models have comparable

8Author is fluent in Persian and can speak basic level Azerbaijani.
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results. Overall, the best model in this language achieved a 0.54% f-score, which also is the

best model for this language.

There are no digital resource available for the Azerbaijani language, only the corpora for

testing purposes. As a result, it is not possible to build a monolingual embedding for

this language. To be able to detect emotion in this language, we pivot to a language with

more available resources. Script of this language is the same as Persian (Farsi) and there

are some overlap in word level. We utilized a native speaker for four hours to provide

emotional words per sentence and mark the emotional words that are mentioned as cause of

emotion situation. Then, these words are replaced in the corpora with Persian (Farsi) words.

Then Persian-English cross-lingual model is used to predict emotion tags in this corpus.

The results are illustrated in table 6.8. Overall, this method achieved a 0.41% f-score and

performance improvement for fear and joy. The emotion tag anger did not have much word

coverage in the Farsi dictionary. The intuition behind marking emotion causal words in

this language is to answer this research question: would emotion detection become more

meaningful and accurate if span of emotion causation or emotion cues are marked in the

text? We believe this experiment is among the ones in this study to show it is important to

be able to detect these information and use them to build more accurate emotion models.

Insight from this section:

• Cross-lingual emotion models overall achieve better results in low-resource setting

compare to the baseline model.

• af-pl24 has a great impacts on improving model performances for 4 languages out of

6, therefore, it is a significant features to represent emotion.

• The emotion lexicon dictionary is extracted from parallel corpora for two low-resource

languages, which can be used in emotion detection and classification.

• When digitized resources were not available, we pivoted to another language with

more resources, i.e. marking causal emotional words in context, which indicates even

139



with a very few words from the context, which are the emotion cues in text span,

emotion detection is possible even in a very low-resource language with no digital

resources available to it.

Table 6.7: Cross-lingual Emotion Results (Arabic, Spanish, Farsi)

Language Arabic Spanish Persian (Farsi)
anger fear joy w-avg anger fear joy w-avg anger fear joy w-avg

Baseline (random) 0.31 0.29 0.30 0.30 0.33 0.30 0.33 0.32 0.42 0.05 0.21 0.35
CL-pair 0.12 0.23 0.52 0.37 0.03 0.38 0.49 0.38 0.70 0.14 0.43 0.61

CL-pair-af-pl24 0.21 0.26 0.51 0.38 0.02 0.39 0.51 0.39 0.42 0.10 0.42 0.40

This table illustrates the results of cross-lingual emotion models for three languages: Arabic, Spanish, and Farsi. CL-en-af-pl24 system
did not create reasonable results for Arabic and Farsi, hence, it is excluded from these results. Metric of the results are f-score for
emotion tags, and micro-avg for overall results for Arabic and Spanish and weighted-avg for Farsi due to an unbalanced tags in this
corpora.

Table 6.8: Cross-lingual Emotion Results (Ilocano, Odia, Azerbaijani)

Language Ilocano Odia Azerbaijani
anger fear joy w-avg anger fear joy w-avg anger fear joy w-avg

Baseline (random) 0.31 0.18 0.46 0.40 0.29 0.23 0.45 0.38 0.21 0.26 0.44 0.33
CL-pair 0.20 0.10 0.68 0.53 0.26 0.22 0.73 0.54 - - - -

CL-pair-af-pl24 0.24 0.15 0.72 0.58 0.06 0.16 0.71 0.47 0.11 0.48 0.34 0.41

This table illustrates the results for three languages: Ilocano, Odia, and Farsi. These are the results of training with parallel corpora.
The genre of the corpora, Bible, is out-of-genre for Farsi and in-genre for Ilocano and Odia. Metric of the results are f-score for
emotion tags and micro-avg for overall results. Emotion tags are very unbalanced for these corpora.

8 Direct Cross-lingual Error Analysis

In order to maximize the understanding about the results from different methods, cross-

lingual and annotation projection, we provide some statistical analysis based on the results

from the cross-lingual and annotation projection. The results are shown in table 6.10 and

6.11. the emotion tag anger in Arabic, Ilocano, and Persian, have significant gains when the

cross-lingual system is used, especially Persian with a 0.46% improvement. The emotion

words feature (af-pl24) specifically improved Arabic results by a large margin. In contrast,

results for this emotion tag dropped for Spanish and Odia, specially in Spanish with a 0.27%

drop in f-score. The emotion tag fear in Spanish, Persian, and Ilocano also had significant
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Table 6.9: Annotation Projection and Cross-lingual Overall Results

Method Languages
Arabic Spanish Persian Ilocano Odia Azerbaijan

Annotation Projection 0.33 0.44 0.30 0.57 0.51 -
CL-Pair 0.37 0.38 0.61 0.53 0.54 -

CL-E-af-pl24 - 0.41 - 0.45 0.47 -
CL-Pair-af-pl24 0.38 0.39 0.40 0.58 0.47 0.41

This table illustrates the overall results for these 6 Languages. Emotion word feature af-pl24 has the highest impact on Arabic and
Ilocano languages. This feature makes Persian language result to greatly suffer. Odia’s result suggests that this feature does not
help this language. In contrast, this feature creates the best result for Spanish in cross-lingual model, and makes it possible to classify
emotion in Azerbaijani, which is a very low-resource language. Metrics for Arabic and Spanish is micro-avg and for others is weighted-
avg

gains, especially for Spanish, while the results dropped for Arabic and Odia. The emotion

tag joy experienced significant gains in Arabic and Odia, especially for Arabic with a 0.30%

improvement. For other languages results dropped with a minor change in f-score.

Arabic and Spanish are the two corpora with decent and balanced amount of instances

in test set per emotion tag. In contrast, other languages have a very small number of in-

stances and the corpora are unbalanced. Yet both of these methods are able to produce better

results than baseline (random).

Figure 6.6 illustrates a comparison of each model’s prediction per language. We used

google translation, so the area that marked by red are somewhat aligned with the English

translations when they are available.

Arabic - first sentence despite the fact that ’like’ (marked in red) has emotion tag joy in

dictionary, none of the models could predict this sentence correctly, since the only com-

mon factor among them is word embedding hence, that could be a result of bias in those

models. The second sentence has enough flag for fear at least for CL-pair-af-pl24, however,

cross-lingual predict this sentence wrong, while parallel has correct assessment. The last

sentence has the wrong flag for CL-pair-af-pl24, ’security’ in the dictionary has the emotion

tag ’trust’, however, the cross-lingual predicts this sentence wrong, while the parallel system
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predicts it correctly.

Persian (Farsi) - The first sentence has no emotion word marked, but the fact that both

cross-lingual models have the same wrong prediction indicates that the context encoding

does confuses the model. In contrast, the second sentence is predicted correctly by the cross-

lingual models and wrong by the parallel system. Also, the second part includes a slang, but

has words with positive connotations. Since both systems have the same prediction, we can

speculate that the cross-lingual encoding is correct. The last sentence has two flags for joy

(marked in red) with positive connotations.

Spanish - The first sentences has ambiguity and it is difficult to judge whether this is the

fault of feature representation or model bias, although the word ’resentful’ (resentido) is

classified as an anger word in the dictionary, all three models predict this sentence as joy. In

the second sentence, the word ’prefer’ (prefiero) is tagged as trust in the dictionary, which

confuses the cross-lingual model, CL-pair-af-pl24. For other models it is hard to judge the

models predictions.

Ilocano and Odia - unfortunately, sentence-level translations for these two low resource

language on sentence level is not available. Words in all 6 sentences have no entries in

neither of emotion dictionaries in these two languages, which could be the reason why these

sentences are misclasssified.

Azerbaijani - in the first sentence ’angry’ (marked in red) is code switched with Farsi,

which is sign for anger, however the model could not predict this sentence correctly. The

second sentence has no common words with Farsi and no emotion cues. The third sentence

has one word in common with Farsi (marked in red) and in dictionary this word is marked

as joy, however, the predicted tag is incorrect.
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Table 6.10: Overall Results per Emotion Tag (Arabic & Spanish)

Language Arabic Spanish
anger fear joy anger fear joy

Annotation Projection 0.05 0.45 0.20 0.30 0.32 0.57
CL-pair 0.12 0.23 0.52 0.03 0.38 0.49

CL-pair-af-pl24 0.21 0.26 0.51 0.02 0.39 0.51

Results of emotion tags for cross-lingual emotion and annotation projection. Languages: Arabic and Spanish

Table 6.11: Overall Results per Emotion Tag (Ilocano, Odia, & Persian)

Language Ilocano Odia Persian (Farsi)
anger fear joy anger fear joy anger fear joy

Annotation Projection 0.22 0.15 0.74 0.21 0.25 0.57 0.26 0.11 0.45
CL-pair 0.20 0.10 0.68 0.26 0.22 0.73 0.70 0.14 0.43

CL-pair-af-pl24 0.24 0.15 0.72 0.06 0.16 0.71 0.42 0.10 0.42

Results of emotion tags for cross-lingual emotion and annotation projection. Languages: Ilocano, Odia, and Farsi
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Figure 6.6: Comparing Models Predictions per Language

This figure illustrates samples of different models, annotation projection (parallel) and cross-lingual model CL-pair and CL-pair-af-
PL24, predictions per language.
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9 Summary

In chapter presents we present 2 methods to analyze emotions in 6 low-resource lan-

guages: Farsi, Arabic, Spanish, Ilocano, Oria, and Azerbaijani, without any machine

translation. These emotion models are built from parallel resources (Bible or Quran) when

they were available. Two emotion lexicons are extracted from these resources for the 2

languages that did not have any emotion lexicon resources. Deep neural net models are

built to directly transfer emotion from a source language (i.e., English) to a target language

for all these 6 languages. When no unstructured digital resource were unavailable for the

target language, we pivoted to a language with more resources available to analyze emotions

in a very low-resource language (endangered language). This study is the first attempt at

emotions analysis and classification in low-resource languages at the sentence-level. Our

findings suggest that cross-lingual emotion classification need more fine-grained annotation

to create more accurate models. Model generalization in source language reminds as an

ongoing study of this dissertation, as we observe more low-resource languages. Further,

in this study we uses English as source language, it is worth trying languages which have

rich morphology (e.g. Arabic) to figure out if they can better generalize emotion across

languages compare to English.
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Chapter 7: Conclusion & Future Direction

1 Conclusion

The overall theme in this thesis is to analyze the transfer of emotions and emotions

intensity across genres, languages, and unseen corpora. The core assumption of this study

is to model emotion cues abstractly across genres and languages. To that end, we inves-

tigate the feasibility or multi-genre emotion analysis, with the assumption that common

emotional cues can be learned in this linguistically diverse corpora and differences can be

unionized and make a robust emotion model. We utilized unified annotation of emotion in

multi-genre corpora (i.e., news titles, blog posts, and movie reviews; a total of 17k instances)

on sentence and clause level, which is a new approach for emotion annotation. Further,

using crowdsourcing for annotation is a parallel effort with the state-of-the mind to take

annotation of emotion outside of lab study. Clause-level annotation is investigated as a new

level of granularity of annotation in emotion analysis by this study. We assume that emotion

is similar to context analysis and it is important to mark the emotional segments in the span

of a sentence. The results of this study are illustrated in the following table 7.1:

Several, genre portable contextual features (ContF) are built in this thesis to model emo-

tions across genres and languages. (a) modeling the distribution of emotion words across

genres. In this regard we develop methods to use word embedding to expand dictionaries,

particularly to cover dialect words that are used in social media, (b) building cluster-id

feature to model semantic similarity across emotional words in the corpora. This method

builds features to represent semantic similarity among verbs, adjectives, and adverbs using

word vectors, (c) another very important affectual state for emotion analysis is sentiment

or polarity of emotion, mainly this study focuses on general sentiment (positive, negative,

neutral) that is conveyed from different text span (word and sentence), (d) subjectivity is an-

other important feature for emotion analysis, this feature is designed on word level. Shallow
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Table 7.1: Fleiss’s Kappa Annotation Agreements

Emotion Fleiss’s Kappa
sentence clause

anger 0.67 0.42
anticipation 0.61 0.22

disgust 0.78 0.75
fear 0.62 0.42
joy 0.84 0.76

sadness 0.65 0.41
surprise 0.53 0.33

trust 0.52 0.02
no-emotion 0.77 0.71

other-emotion 0.23 -
avg 0.71 0.60

Fleiss’s Kappa values per emotion label and augmented emotion labels in both sentence-level and clause-level annotations. Emotion
model that is investigated is Plutchik middle tier wheel of emotion.

syntactic features like POS and presence of adjective, adverb, or negation is designed as

syntactic features. The impact of combination of all these features [a-d] is presented in table

7.2 as (contextF). (e) the role of clauses as features in sentence-level emotion classification is

studied in this thesis (scla). We built a feature to represent clauses distribution. Further, the

clauses tags are used in a rule-based model to obtain sentence-level emotion tag, The impact

of these designed features are evaluated using an SVM classifier. Results are illustrated in

table 7.2.

Deep models made cross-genre and the idea of multiple-source training a necessity.

Table 7.2: Impact of Genre Portable Features

Features Clause Sentence
acc. f1-score acc. f1-score

Baseline (presence of emotion words) 0.462 0.453 0.473 0.462
SVM+ngram 0.614 0.607 0.608 0.592

SVM+ngram+contextF 0.713 0.708 0.714 0.705
SVM+ngram+contextF+scla - - 0.764 0.757

RULEBASE - - 0.811 0.804

Impact of genre portable features using SVM classifier for both clause and sentence levels classification and RULEBASE using rule-
base algorithm.
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This study explored two different objectives in this regard: a) how to present features in

deep emotion NN models, b) how to reduce training time while preserving the performance.

To select the effective features to present to NN models this study investigates in different

pre-trained word embeddings (contextual and non-contextual) and contextual knowledge

regarding emotion analysis. Further, the benefit of joint modeling of intensity and emotion

within genres and across genres, and multi-genre modeling using joint modeling architecture

are studied. Emotional features that are used in NN models are as follows: (a) emotion

words model (emotion and emotion intensity), (b) sentiment, and subjectivity. To reduce

training time, we use CNN models that can produce comparable results w.r.t. RNN and

bi-RNN models that have higher performance. Further, a study is done to investigate model

performances when different word embeddings are used compare to transformer models and

to observe which emotion categories are transferred better across genres, this study utilized

non-contextualized (i.e., fasttext) and contextualized (i.e., ELMo and BERT) embeddings.

Results are compared with transformer models and the conclusion is transformers have

better performance. Further, empirical results suggest that 4 basic emotions (anger, fear, joy,

sadness) is more feasible than other combination in cross-genre setting. We should mention

that these findings are based on results from machine learning methods, and if cross-genre

emotions analysis is studied based on linguistic or social aspects, we should expect a differ-

ent outcome. We may speculate, but we want to bring this point, that automation needs to

consider different aspects to not generate skewed and bias results. However, these aspects

were not in the scope of this thesis. Hence, this statement is said based on training a machine

learning classifier to teach it to generalize the detection of emotional cues. Besides, with a

different data source, the outcome can change, however, observing the collected corpora,

and recent studies, researchers are focused on these 4 basic emotions, which is aligned with

the finding in this study and with the author’s opinion. Results are discussed and illustrated

in chapter 4 and 5.
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Table 7.3: Annotation Projection and Cross-lingual Overall Results

Method Languages
Arabic Spanish Persian Ilocano Odia Azerbaijan

Annotation Projection 0.33 0.44 0.30 0.57 0.51 -
CL-Pair 0.37 0.38 0.61 0.53 0.54 -

CL-Pair-af-pl24 0.38 0.39 0.40 0.58 0.47 0.41

This table illustrates the overall results for the 6 Languages that are studied in this dissertation. Emotion word feature af-pl24 has the
highest impact on Arabic and Ilocano languages. This feature makes Persian language result to greatly suffer. Odia’s result suggests
that this feature does not help this language. In contrast, this feature creates the best result for Spanish in cross-lingual model, and
makes it possible to classify emotion in Azerbaijani, which is a very low-resource language. Metrics for these results are weighted-avg

One of the aims for building emotion models across genres is to build a model that can

generalize the detection of emotion cues across languages when no training data is available

to build a model in a language. This thesis explored the feasibility of the transfer of emotion

across languages in sentence level. Two methods are developed to fulfill this aim: (a)

annotation projection, (b) cross-lingual emotion models. The results of these methods are

summarized in the table 7.3. Details of these methods are described in Chapter 6. When dig-

itized data was not available, this thesis explored the possibility to pivot to a language with

more available resources to transfer emotion from source language to the target language

with no digitized text. Table 7.3 summarizes the results achieved with different systems.

2 Problems & Limitations

Most humans by nature prefer to have definitions for every single phenomenon. Dynamic

phenomenons are difficult to be defined and they are challenging. Emotion is one of those

phenomena, it is dynamic, nuanced, and sometimes complex. Particularly, in this era, in

which we can have access to emotional data that is generated by people from different

ethnicity, race, culture, and personality. One of the problems I was dealing with for the

entire time of this study is to try to get a high inter-annotation-agreement for data that are

annotated in this work. This is challenging, particularly because emotion annotation in most

cases is not a lab study with a limited number of annotators anymore, nowadays, annotations

are done in crowdsourcing platforms, including the study that is done on English and Farsi
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corpora in this thesis. This means that at least 30-40 different people would annotate the

data, and we do not know any information about their background, education, or culture.

Expecting to receive high annotation inter-agreement, given that there is no ground truth,

and we are collecting judgments from a dynamic platform to a dynamic phenomenon, was a

high expectation.

Another limitation was to assume emotion can be learned from a noisy corpus and be

transferred across languages. In cross-lingual emotion detection, the data in source language

should be diverse, but should not be noisy. This causes the model to have induction bias or

bias towards one emotion tag, and this is usually emotion tag joy since most of the noisy

corpora, especially social media data are mixed with sarcasm that is mislabeled in certain

emotion categories.

Lastly, limited resources available for emotion analysis across languages, some of the

corpora that are studied in this research has less than 300 instances in total.

3 Research Contribution

This thesis contributes the following to the field of computational linguistic and natural

language processing:

• A new scheme in emotion annotation, obtaining emotion tags on the clause-level for

multi-genre corpora, which analyzes emotion in a more fine-grained level in a span of

a sentence. This level of annotation is shown to have a significant positive impact on

emotional detection at the sentence level;

• Proves the feasibility of leveraging the crowds for emotion annotation for multi-genre

corpora. It provides a curated number of collected emotional resources and providing

annotation on both the clause and sentence levels;
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• Two newly curated emotion annotated corpora for two low resource languages Farsi

and Azerbaijani;

• Methods for expanding emotion lexicon dictionaries, and develops an approach to use

word embedding clusters to model semantic similarity among emotion words;

• Investigates the feasibility of building transferable emotion features for emotion

detection and classification across genres;

• Methods to build robust emotion models by combining different genres and different

sources of data to provide multi-genre corpora to generalize emotion detection and

classification;

• Methods to jointly model emotion and emotion intensity classification with different

ways of presenting features; further designing abstract feature set to represent emotion

intensity, polarity, and subjectivity and evaluating the effectiveness of these novel

features in multi-task frameworks.

• This research studies the robustness of building emotion models in resource rich

languages by augmenting different genres and exploring different neural net models.

• This research analyzes the feasibility of transfer of emotion across languages in low

resource languages and endangered languages.

• Methods to transfer emotion from resource rich language (i.e., English) to low-

resource languages in zero shot settings leveraging efficient context features.

4 Future Direction

Great studies have been done to collect data from different resources and genres and

robust neural net models have been built to detect and classify emotions, however, emotion

analysis needs more fine-grain annotation in context. Lack of a standard annotation scheme
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and corpora with emotional situations is a huge gap in this field of study. This scheme needs

to include categorical emotion tags (e.g., basic emotion EK6 or PL8), dimensional model

(VAD), readers vs. writers perspectives, emotion intensity, source and target, the span of

emotion cues, and causation. Further, this benchmark corpora should be a multi-lingual

and multi-genre, and domain corpora. It is important to use native or fluent speakers of

the language, if available, to annotate the instances. Utterances should not be failed to

identify because the annotator is not familiar enough with the language. Another fact is to

select diverse personalities for the annotation task. Study shows different emotions have a

stronger correlation with different personalities, ignoring this fact could result in a biased

annotation. The gender of the annotators is another aspect that should be considered in the

emotion annotation task, due to the same reason that is discussed in diversity in personalities.

I believe creating such emotional corpora can have a huge impact on the detection and

classification of emotion. As of today, we do not know if we, NLP emotion community,

have created a girl or a boy, an introvert, or an extrovert emotional model.

As much as basic emotion models have been adopted by NLP applications, secondary

emotions remained invisible. Sparse studies have been done based on the need for different

applications, but resources like emotion lexicon dictionary are not available, nor annotated

corpora. Further, no emotional theory is adapted to support the definition of each of these

emotions, while it is crucial for some applications such as measuring depression, to have

access to such resources.

Stances and topics are barely studied in emotion analysis. We do not know the diver-

sity of (or not) the current collections of emotion corpora w.r.t. stances and topics. As a

result, it is difficult to evaluate the current state-of-the-art models. There is no measure

on how much emotion models can generalize the prediction of emotion from A to Z, and

it is crucial to have these measurements to have more accurate use for emotion analysis.
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Therefore, one of the future directions of this study is to address the above issues if possible.

Emotion analysis is a challenging task in part because of the dynamic definition of hu-

mans about emotional situations. Cross-genre and cross-lingual emotion analysis adds a

new angel of complexity to this already challenging task. Most of the adopted psychological

emotion models by this field are defined long before today’s need, which is to analyze all

people’s emotions. As a result, selecting emotions that can transfer across languages may no

longer be selected based on the statement that says: every human being can associate with

Ekman 6 basic emotion or Plutchik wheel of emotions. When these models were evaluated

to be introduced as universal emotions, there was no Tweeter or Facebook with everyone’s

emotional states being presented. Surely everyone can associate with sadness if their mother

passed away, but emotional corpora are not as easy as general emotional statements.

Another issue is caused by incomplete annotation of most of the emotion corpora that

are available for academic research. Many large corpora are only annotated on the sentence

level, while annotation of emotion cues, emotion cause, source, and target of emotion is

crucial for emotion analysis. Further, clause-level and phrase-level can help in creating more

meaningful emotion analysis. Future work of this study is to analyze emotion across genres

in one language when these fine-grained granularity of emotion annotation are available

and can be crafted as features for emotion models. As of today, who does what to whom

is missing in emotion analysis and it causes the emotion models to suffer greatly. While

still when it comes to analyzing emotion in low-resource languages we cannot expect these

fine-grained annotations to be available, however, building models based on these schemes

of annotations can help improve the results across genres and to build more robust emotion

models across languages. Lastly, I think emotion should be defined as an entailment problem,

emotion analysis is an evaluation of a situation, which the situation and emotional statement

can be defined as a pair. Then further these situations are evaluated to be associated with
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proper emotion categories.

When the LORELEI project finished and we presented our final work to the program

officer, in the end, he asked: "If we give you a language do you know what to do with it?".

We all gave some answers and expressed our thoughts and opinions, but ever since, this

is what I ask myself: "Do we know the answer?" Are we able to build technology in less

than 24 hours when a language is in need. In this regard, one of the future areas of study

for me is to investigate the semantic similarity of languages and figure out how much of

that improves emotion classification cross-lingual? The assumption is emotion cues are

learned, but we do not know to what extend. What has been analyzed in this study is to

test the feasibility of cross-lingual emotion analysis in the sentence-level, while still, the

evaluation of whether emotion cues are learned across languages is a mystery. This is mostly

because of the choice of the method, a back box called NN, to evaluate the results, and the

limitation in the granularity level of annotations that were available for this study. Therefore,

measuring the number of emotional cues that can be transferred across languages is the most

important future work of this study. Besides, to build and craft AI methods, the cultural

study is an important angel that should not be forgotten.

This study shows that rich general embedding combined with emotion features can create the

highest results in cross-lingual emotion models. Polyglot learning has not been studied in

Emotion analysis, this is the second future direction of this study to analyze which languages

are useful to be combined. Last, one-shot-learning, maybe adding only a very small portion

of machine labeled data from the target language, during training, can create a huge impact

on the cross-lingual model performances. Future work of this study is a way to find out

whether this is true.

Thank you for reading my work...
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