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Abstract of Praxis

Advancing Anomaly Detection in Banking Transactions: Leveraging Natural
Language Processing and Artificial Neural Network Methods.

With the rise of technology and the convenience of making payments today across
the world, it’s easy to fall victim to a scam and make payments that may seem legitimate.
As the fraudsters evolve using modern technologies to commit fraud, financial
organizations are being pushed to figure out ways to identify such anomalous transactions
and stop or review such payments. Governments across the world are addressing payment
fraud issues through legislative efforts to hold financial institutions accountable for
reimbursing money lost in fraudulent transactions to customers, unless the customer was
clearly neglectful.

The complexity for financial transactions along with sophisticated fraudulent
techniques, the need for advanced approaches for anomaly detections is high. Advanced
anomaly detection techniques should adopt modern methods to improve the detection of
fraudulent activities. The research uses a modern technique leveraging Natural Language
Processing (NLP) model —Bidirectional Encoder Representations from Transformers
(BERT), combined with Artificial Neural Network (ANN) models for hybrid learning
and refinement with fraud and legitimate customer profiles, to produce a robust and
dynamic model for anomaly detection in cybersecurity within the banking domain.
Additionally, a Generative Adversarial Network (GAN) will be used to address the
imbalance of minority data during training of the model.

The robust anomaly model will be evaluated on the performance metrics like
precision, recall, and F1-score to assess model efficacy. These measures will determine

the feasibility of the model for practical implementation in the finance domain.
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At the end, the research delivers a detailed research report, a trained BERT and
ANN based anomaly detection model, and recommendations for practical implementation

of the solution in banking cybersecurity systems.
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Chapter 1—Introduction
1.1 Background

With technological advancement and ongoing economic expansion, fraudulent
activity has become increasingly common within the financial sector, resulting in annual
losses of hundreds of billions of dollars to both institutions and consumers (Hilal et al.,
2022). The 2025 State of Fraud report by Alloy indicates that large banks have
experienced the greatest rise in fraud, with nearly 70% of enterprise institutions noting
higher fraud levels over the past year (Alloy, 2025).Almost one-third of financial firms
reported direct fraud losses exceeding $1 million (Alloy, 2025). As fraud schemes grow
more advanced, the number and severity of attacks continue to escalate. Alloy projects
that by 2027, developments in generative Al will create an estimated $40 billion in fraud-
related costs for banks (Alloy, 2025).

Governments across the world are addressing payment fraud issues through
legislative efforts to hold financial institutions accountable for reimbursing money lost in
fraudulent transactions to customers, unless the customer was clearly negligent. The
United Kingdom (U.K) Authorised Push Payment (APP) Fraud Reimbursement Scheme

has been in force since October 7, 2024.

“It requires in-scope payment service providers (PSPs) sending
payments through either the Faster Payment System (FPS) or the
Clearing House Automated Payment System (CHAPS) to reimburse their
customers if they are the victim of an APP scam, subject to certain

exceptions” (Rory Copeland et al., 2025).



In the United States (US) there are similar legislative efforts in the works. United
States (U.S) Senator Mike Crapo introduced Taskforce for Recognizing and Averting
Payment Scams (TRAPS) act (Sen. Mike Crapo, 2019), which would create a federal
task force to combat payment scams. U.S Senator Richard Blumenthal introduced
Protecting Consumers from Payment Scams act (Sen. Richard Blumenthal, 2024) , which
aims to expand protections for consumers in the digital payment landscape. These types
of legislations will drive the design of fraud detection models to align for a higher recall,
ensuring there is very little to no chance of allowing fraudulent transactions.

Fraudsters targeting financial sector are always figuring out new ways including
usage of Artificial Intelligence (Al) to exploit current vulnerabilities of the fraud
preventive systems. Chandola et al., (2009) describe anomaly detection as a wide-
ranging discipline focused on recognizing data points or events that deviate from what is
normally anticipated.

Financial anomaly detection has evolved over the years, moving from simple
statistical methods to advanced machine learning and deep learning methods. Anomaly
detection in early systems was of statistical in nature. Such systems identified unusual
patterns or outliers in a given dataset that deviated from the expected behavior. Often,
these systems leveraged straightforward rules and computationally less intensive
methods.

Machine learning introduced clustering-based techniques, classification-based
methods, and distance-based methods to detect anomalies. Probabilistic models like

Bayesian Networks and Hidden Markov models are also used to compute the likelihood



of financial anomalies and detect them. Some of the challenges with machine learning
and probabilistic modes is they tend to struggle with high-dimensional and large-scale
data. NLP techniques may address this challenge owing to their capability to process
large text quickly.
1.2 Research Motivation

Over the past several decades, researchers have explored anomaly detection
extensively, using a range of approaches that include statistical methods, artificial
intelligence techniques, and various machine learning models (Hilal et al., 2022).
Anomaly detection has a wide scope and applicability in several domain areas that can be
addressed by several methodologies both traditional as well as modern cutting-edge
techniques. Until recently, supervised learning methods have dominated as the primary
models examined in research (Hilal et al., 2022) . Supervised learning models are great at
detecting anomalies but often face challenges with limited labeled data and evolving
fraud tactics like unusual transaction patterns or new account activity that can be
addressed by semi-supervised and unsupervised learning models. While supervised
learning models have their place in fraud detection, semi-supervised and unsupervised
learning models can adapt to new fraud methods without requiring pre-labeled examples,
making it effective against sophisticated and evolving threats. By using these semi-
supervised and unsupervised learning models, financial organizations will be able detect
fraudulent activities more effectively, even with less manual effort and fewer labeled
cases.

One such unsupervised model is Bidirectional Encoder Representations from

Transformers (BERT). BERT is built to learn deep, bidirectional representations from



unlabeled text by taking into account both the preceding and following context
throughout all of its layers (Devlin et al., 2019). BERT’s pre-training tasks—Masked
Language Modeling (MLM) and Next Sentence Prediction (NSP) do not require
manually annotated labels. BERT learns directly from large amounts of unstructured text
by leveraging inherent patterns in the text. This ability to train without explicit labels
makes BERT unsupervised or more accurately, self-supervised during the pre-training
phase. While BERT is pretrained in a self-supervised manner, it is typically fine-tuned on
specific tasks —classification, anomaly detection, named entity recognition using
supervised learning. For fine tuning, Artificial Neural Networks (ANN) can be used to
build a robust anomaly detection model. This combination of unsupervised pre-training
and semi-supervised fine-tuning makes Bidirectional Encoder Representations from
Transformers (BERT) a versatile and robust model for a wide range of domain use cases
around anomaly detection.

The motivation behind this work is to contribute to the area of research around anomaly
detection by developing a new solution based on BERT fine-tuned with ANN, aimed at

effectively identifying fraudulent transactions in banking.

1.3 Problem Statement

Financial fraud has drawn significantly greater focus over the past decade because
unnoticed irregularities can have serious impacts on both the financial sector and
individuals’ daily lives (Hilal et al., 2022).

Undetected anomalies in financial transactions have a huge impact to both

organization and to the end-customer. The rapid growth of digital banking and online



payments increased the difficulty around detecting in unusual activity or patterns. Also,
the governments are shifting the focus to make financial institutions responsible for any
fraudulent transactions. These have potential impact on the financial organization’s day
to day business operations and not detecting anomalies may have them pay hefty fines to
regulatory bodies or in reimbursing the end-customer.

In order to get around the above stated issues, the need for anomaly detection
models is on the rise, and new methods have been attempted to detect anomalies.
Traditionally supervised learning models were used in detecting anomalies, however with
the success of Natural Language Processing (NLP) methods in other domains,
unsupervised learning models combined with fine-tuning will offer better models for

detecting anomalies / fraudulent transactions in banking.

1.4 Thesis Statement

This research proposes that fine-tuning Bidirectional Encoder
Representations from Transformers (BERT) for anomaly detection can effectively
improve the model’s recall in identifying fraudulent activities and the resulting anomalies

in banking transactions.

Early detection of abnormal patterns in financial transactions aids in preventing
fraud-related monetary losses. Fine-tuned BERT model can be used by banking firms real
time to detect anomalies early and save significant resources both effort and monetary-

wise.



The focus of the research would be to integrate BERT's deep contextual
understanding with domain-specific fine-tuning and transfer learning using Artificial
Neural Network (ANN) resulting in a robust model. The resulting model will improve
recall of fraud detection systems in the banking sector. The model will detect more than
99% of fraudulent transactions for better protection of financial assets and customer data,
thereby adhering to laws around Payment Fraud without any monetary losses to the

organization.

1.5 Research Objectives

The research objective is to implement Bidirectional Encoder Representations
from Transformers (BERT) based model and fine-tune it by using Artificial Neural
Networks (ANN), fraud and legitimate customer profiles and apply it for anomaly
detection. The goal is to improve the anomaly detection by enhancing the recall (Fraud
label) closer to 1, in identifying fraudulent activities by analyzing transaction patterns,
and user behavior.

The focus of the research would be to utilize BERT's masked modelling
techniques to capture the contextual relationships inherent in transaction data, including
user behaviour patterns, transaction sequences, customer profiles, and temporal

dependencies, thereby improving recall in detecting anomalous transactions.



1.6 Research Questions and Hypotheses

Below are the research questions and hypotheses the research will address:
RQ1: What pre-processing techniques are most effective for preparing banking
transaction data for fine-tuning Bidirectional Encoder Representations from
Transformers (BERT)?
This question focuses on identifying the best practices and practical methods for
data pre-processing to ensure Model has data that would help in learning about
data and not have skewness.
RQ2: How effective is BERT in identifying anomalous patterns in banking
transactions compared to traditional fraud detection methods?
This question aims to assess the comparative performance of the BERT-based
model against existing machine learning systems, proving BERT model would
result in detecting all the anomalies.
RQ3: How does the performance metrics (precision, recall, F1-score) achieved by
the BERT-based anomaly detection model compare with those of existing fraud
detection systems?
This question evaluates the efficacy of the BERT model using standard

performance metrics and compares it with other systems.

H1: Preprocessing of banking transaction data will improve the performance of
the BERT-based anomaly detection model.
Exploratory Data Analysis (EDA), Feature engineering, Principal Component

Analysis (PCA) techniques will be used to test this hypothesis.



H2: Fine-tuning BERT for anomaly detection will result in a higher recall in
identifying fraudulent transactions.
This hypothesis proves that BERT's advanced modeling capabilities will

outperform conventional techniques in detecting fraud.

H3: The BERT-based anomaly detection model after fine tuning will achieve
higher recall (>0.98) on the fraudulent transactions, when compared to traditional
models.

Recall would be used to compare against all the models.

1.7 Scope of Research

The main goal of the research is focused on leveraging the capabilities of

Bidirectional Encoder Representations from Transformers (BERT) and fine-tuning the

resulting model with Artificial Neural Network (ANN) for anomaly detection. The

research is using synthetic financial data shared by JP Morgan and Chase, that was

provided on request.

The scope includes the below:

1.

2.

Training BERT on the financial dataset and extract embeddings.
Fine-tuning the BERT model using ANN to improve the recall and address the
imbalance around labeled data for minority class using Generative Adversarial

Network (GAN).



3. Assessing the model's effectiveness with particular attention to improve recall on
fraud transactions to ensure most of the fraudulent transactions are detected.
By focusing on these areas, the research attempts to implement and contribute to the
advancement of fraud detection systems by demonstrating how Bidirectional Encoder
Representations from Transformers (BERT) capabilities can be harnessed to improve
anomaly detection in the banking sector. The results of the research will provide useful

insights into the usage of transformer-based models in financial anomaly detection.

1.8 Research Limitations

This research has few limitations that would impact the implementation of the
solution for real world scenarios. The limitations are listed below:
1. Access to high-quality, labeled transaction data is critical for fine-tuning
Bidirectional Encoder Representations from Transformers (BERT). Owing to data
privacy and regulatory laws, the research was not performed on a real dataset instead the
research used synthetic data that was prepared and shared by a JP Morgan and Chase

Bank.

2. The dataset used in the research is generated synthetically. It may not represent real-
time anomalous patterns one hundred percent. The resulting model at the end of the
research would need additional fine tuning for usage on real financial datasets.

3. BERT architecture mandates computationally intensive resources, particularly during

training and fine-tuning on large datasets.



1. Infrastructure budget would be essential for deploying the solution in real-
world.
2. Additional Model elucidation tools (Shapley or Lime curves) may be required
as to why a transaction is flagged as fraudulent by the end model.
By acknowledging the above limitations, future research can further refine and contribute
to BERT based Anomaly detection models for domains both inside and outside financial

industry.

1.9 Organization of Praxis

This research implements a Bidirectional Encoder Representations from Transformers
(BERT) fine-tuned with Artificial Neural Network (ANN) Anomaly detection model for
identifying fraudulent transactions. The findings of research in the praxis are divided into

five chapters, and each chapter addresses specific task, as shown in the tile cards below.

Chapter 1: Introduction

. Chapter 3: Methodology
. Research Introduction and

Chapter 2: Literature Review

goals

Overview of Anomaly
detection in Financial
Transactions

Research motivation
Research questions and
Hypothesis

Proposed solution using NLP
technique specifically BERT.

Review of existing research .

on Anomaly detection in
financial transactions.

Key papers, and sources that
establish the foundation for
the research study.

Solution using NLP
techniques specifically BERT
and fine-tuning using ANN.

Methodology used for research
Source of data & exploratory
data analysis

Feature Engineering

Solution architecture

Building BERT model and
fine-tuning the model with
ANN.

Produce and save test results.

Chapter 4: Results
Model results
Training and validation
Data Balancing
Performance Metrics
Comparison with machine
learning models.
. Research questions and

hypothesis validation

Chapter 5: Discussions &
Conclusions
. Implications and
limitations of findings.
. Conclusions
. Contributions to body
of knowledge.
Recommendations for
future research.
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Chapter 2—Literature Review

2.1 Introduction

The most widely recognized definition for anomaly is by Hawkins. “An outlier is
an observation which deviates so much from the other observations as to arouse
suspicions that it was generated by a different mechanism” (Hawkins, 1980). Primarily,
this definition is based on a statistic-based insight that can define what data seems normal
and what’s anomalous. Aggarwal and Aggarwal, (2017) note that anomalies can provide
important insights into unusual system behaviors that influence the underlying processes.

Hilal et al., (2022) explain that anomalies fall into three main categories, and
identifying the specific type is essential when selecting an appropriate anomaly detection
method. Point anomalies are individual data points that deviate from the norm like an
outlier. Contextual anomalies are data points that are anomalous only within a specific
context, like high water usage during summers. Collective anomalies involve a group of
data points that collectively deviate from the expected pattern such as a sequence of
failed login attempts during a security breach. Identifying the anomaly types will
contribute for effective design of detection systems tailored to specific data scenarios.
According to Ahmed et al., (2016) anomaly detection plays a vital role in identifying
unusual patterns across a wide range of fields, such as financial fraud prevention, network

intrusion monitoring, human behavior analysis, gene expression studies, and others.
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2.2 Challenges in Anomaly detection in Banking/Financial Systems

Anomaly detection in financial systems is hindered by challenges such as the
inherent complexity of financial data, large data volumes, poor data quality, false
positives. In addition, anomalies caused by malicious behavior tend to evolve and adapt,
as adversaries work to make abnormal events appear legitimate, which makes them
increasingly challenging to detect (Hilal et al., 2022). This challenge keeps anomaly
detection models on the edge to self-learn or adjust to evolving threats and update the
mechanism to detect them. Class imbalance is a major problem in using any financial
dataset, owing to the normal transactions outnumbering abnormal or anomalous
transactions. Models tend to be biased towards normal transactions leading to missed
anomalies. Anomalies are diverse and inconsistent, different types of anomalies can
exhibit distinct traits, with each class showing abnormality in its own way (Pang et al.,
2021). Poor data quality is also a significant factor that would lead to missed anomalies
or false alerts. The models during training need high quality data to learn and identify
patterns. And in most organizations, high quality data is often tough to get.

An additional challenge in anomaly detection is the limited availability of labelled
data for model training and validation, which occurs for several reasons (Hilal et al.,
2022). Labelled data in financial systems is a rare commodity as the data itself is
governed by regulations and laws that prevent sharing or usage of the data for research
both internal and external to the organization. According to Domingues et al., (2018) one
contributing factor is that sensitive data often cannot be shared due to privacy issues, and
when human annotation is required, the labelling process can become expensive. The

data when available may also have noise that may seem like anomalies and needs to be
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handled. According to Hilal et al., (2022), in typical datasets, noise can resemble
anomalies, which complicates the process of identifying clear boundaries or forming

reliable decision rules.

2.3 Anomaly Detection use cases in Banking
In banking, anomaly detection is used to identify unusual patterns in financial data, such
as fraudulent transactions, money laundering, and any unusual customer behaviour. These
activities must be proactively identified to prevent financial crimes and maintain system
integrity and customer’s trust. In banking anomaly detection encompasses use cases
around Fraudulent transaction monitoring, customer verification, risk assessment and
management and regulatory compliance. There are several indictors— such as sudden
large withdrawal, frequent transfers, unusual spending patterns, account password reset
attempts, sudden purchase of high value item, that can all contribute to anomaly
detection.

Identifying anomalies can help financial organizations to detect and
prevent fraud, money laundering, and other financial crimes. It is worth noting that
there’s been a shifting trend in using unsupervised and semi-supervised models for

anomaly detection use cases, as opposed to using supervised models (Hilal et al., 2022).

2.4 Traditional Methods of Anomaly Detection
Traditional approaches to anomaly detection, including rule-based systems and
statistical models, have long served as the foundation for fraud detection. However, these

techniques frequently struggle to address the dynamic and adaptive nature of fraudulent
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behavior, which often mimics legitimate transaction patterns. Consequently, traditional
approaches tend to exhibit high false positive rates (Peng & Wang, 2022). Anomaly
detection by using statistical methods often begins with classical fitting methods, but
these methods can be heavily influenced by outliers, leading to two key issues. The
masking effect, where anomalies skew the model so much that they are no longer
identifiable, and swamping, where valid data points are misclassified as anomalies.
Robust statistical methods mitigate these challenges by producing model estimates that
are not influenced by outliers, making it possible to detect anomalies through their
substantial departures such as large distances or residuals from the robust model
(Rousseeuw & Hubert, 2018).

Statistical approaches typically examine event count vectors or extract invariants
to identify anomalies, but by ignoring the temporal structure of the sequence, they reduce
the model’s capacity to generalize effectively (Niu et al., 2024). Temporal information
not used in the statistical approach would provide a great deal of information about the
transaction patterns and user behaviour. Anomaly detection can also be framed as a
statistical hypothesis testing problem, where performance is assessed by examining the
essential trade-off between false positives and false negatives (Soule et al., 2005).
However, it can be challenging to determine thresholds that help to balance the likelihood
of false positives with the likelihood of false negatives. Hypothesis testing provides
guidance on selecting decision thresholds when managing this trade-off between false
positives and false negatives (Soule et al., 2005). Statistical methods fundamentally rely
on accurate statistical distributions, but not all transaction patterns and user behaviours

can be modeled using purely statistical methods.
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2.5 Machine Learning (Supervised) Methods of Anomaly Detection

Bakumenko et al., (2024) mentions conventional financial anomaly detection methods
have had difficulty keeping up with increasingly complex, large-scale data and the
evolving sophistication of fraudulent activities. Supervised learning approaches are
broadly utilized in anomaly detection due to the effectiveness these approaches offer in
identifying known patterns by leveraging labeled datasets. Among the supervised models,
support vector machines (SVMs), decision trees, and neural networks are commonly used
(Rekha et al., 2024).

Support Vector Machines (SVMs), with their strong generalization capabilities, have
proven effective in distinguishing between normal and abnormal network traffic, even in
high-dimensional spaces. SVMs function by identifying the separating boundary that
maximizes the margin between two classes in the training data (Dinalankara & Bravo,
2013). Maximizing the margin helps to prevent over-fitting and hence the models will
work well with unseen data. The other advantage of SVMs is the model’s capability to
deliver accurate and reliable classification performance, which is supported by strong
theoretical foundations, even when the input data are non-monotonic or not linearly
separable (Auria et al., 2008).

Decision trees are more traditionally used for classification and regression; however,
they offer a simple yet powerful way to classify anomalies by learning from past
anomalies and constructing interpretable models. Understanding why anomalies occur
from the history and the mechanism behind their appearance is crucial across many

different domains (Crupi et al., 2024). Tree based models like isolation forests and
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standard decision trees offer naturally interpretable results that help understand why
something is flagged as anomaly. Isolation Forest has become one of the most widely
used anomaly detection methods, owing to its strong performance across diverse
benchmarks and its excellent scalability (Xu et al., 2023). Isolation Forest is a tree-based
ensemble method that can identify anomalies by recursively partitioning data points until
each anomaly is uniquely separated. Anomalies in this approach generally need
significantly fewer partitions to isolate, making them easily distinguishable from the
normal data points.

Additionally, Supervised learning models though not as complex as deep learning
architectures, can detect anomalies by learning decision boundaries from labeled data.
Despite the phenomenal success and its various implementations, supervised learning
methods tend to perform poorly when handling vast volumes of data and adapting to new
data, especially in scenarios where data patterns change over time. This forces to re-train

the supervised models to learn and adapt to new data patterns.

2.6 Machine Learning (Un-supervised) Methods of Anomaly Detection

The adoption of unsupervised machine learning techniques for anomaly detection
has increased in anomaly detection. Unsupervised models offer capabilities for
identifying fraudulent transactions, irregular trading activity, and atypical account
behaviours all without the necessity of labeled datasets. Supervised learning relies on
predefined labels whereas unsupervised models learn the underlying structure of normal

data and detect deviations that highlight anomalies.
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This specific feature is advantageous in financial contexts, where data with labeled
instances of anomalous behaviour are difficult to obtain for privacy and other legal
reasons.

Foundational unsupervised learning methods include K-means, Density-Based
Spatial Clustering of Applications with Noise (DBSCAN), and hierarchical clustering.
Clustering methods group data points based on similarity, with anomalies typically
ending as points that do not belong to any cluster. While K-means and its variants are
widely used unsupervised clustering methods in pattern recognition and machine
learning, their results are consistently affected by the initial cluster settings and the need
to specify the number of clusters in advance (Sinaga & Yang, 2020). K-means clustering
is often applied on credit card transactions to identify anomalous data points. Data points
that lie in sparse clusters and are distant from their cluster centroids are much more likely
to be anomalies, which makes clustering a strong initial approach for detecting fraud
(Dutta, 2016).

Density-Based Spatial Clustering of Applications with Noise (DBSCAN) excels
in identifying anomalies in non-linear and noisy datasets by isolating data points in low-
density regions. DBSCAN groups together points that are closely packed (dense regions)
and labels points in sparse regions as outliers (noise). Unlike K-means, it does not require
specifying the number of clusters in advance and can find clusters of arbitrary shape.
DBSCAN struggles to identify clusters when the dataset contains regions with varying
densities (Wang et al., 2015).

Clustering methods may struggle with high-dimensional financial data, which

often requires dimensionality reduction techniques, such as Principal Component
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Analysis (PCA) to improve performance. Dimensionality reduction methods like PCA
and Isolation Forest are widely used for anomaly detection in high-dimensional financial
datasets. PCA identifies anomalies by projecting data onto principal components and
analyzing variance, with outliers often lying far from the primary distribution.

Isolation Forest isolates anomalies based on their rarity and susceptibility to
partitioning. Isolation Forest has been particularly impactful in financial fraud detection.
Its efficiency and scalability make it especially well-suited for large datasets, such as
transaction records or trading data, where anomalies are scarce and difficult to detect,
making it particularly valuable for financial fraud detection (Liu, 2008). It’s tree-based
structure allows for computational efficiency, making it ideal for real-time applications in
financial systems.

Probabilistic Models like Gaussian Mixture Models (GMMs) and Hidden Markov
Models (HMMs) are probabilistic approaches that have been used in unsupervised
anomaly detection for financial data. GMMs assume data points are generated from a
mixture of Gaussian distributions and identify anomalies as points with low likelihood
under the learned model. HMMs are particularly useful for sequential data, such as time-
stamped financial transactions or stock prices. HMMs are very effective in detecting
insider trading. HMMs can model sequences, allowing them to identify subtle
irregularities in temporal trading patterns, which makes them highly effective for
detecting financial anomalies (Wei, 2018). These models, however, may require careful
parameter tuning and face scalability issues with large datasets.

Graph-based unsupervised methods, such as Graph Neural Networks (GNNs) and

Spectral Clustering, have shown promise in analyzing relational financial data, including
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payment networks and customer relationships. Graph-based methods are particularly
suited for scenarios where relationships between entities carry critical information for
anomaly detection. Graph neural networks (GNNs) are mathematical frameworks
designed to learn functions on graph-structured data, making them a leading method for

developing predictive models in such contexts (Corso et al., 2024). Spectral Clustering

detects anomalies by analyzing the eigenvalues of the graph Laplacian, while GNNs
leverage node embeddings to identify irregularities in graph-structured data. Researchers
have tried using GNNSs in fraud detection within payment networks. GNNs efficiently
model relational structures and can identify anomalous nodes or edges, which frequently
correspond to fraudulent accounts or transactions (M. Liu et al., 2021).

Ensemble methods combine multiple unsupervised models to improve robustness
and accuracy. Techniques such as bagging, boosting, or hybrid frameworks can mitigate
the limitations of individual models. For instance, combining clustering with
autoencoders can leverage the strengths of both methods to capture diverse anomaly
patterns in financial datasets better. An ensemble approach combining Isolation Forest
and PCA is often used to detect anomalies in banking transaction data. Ensemble
methods offer a robust approach that identifies both overarching trends and localized

anomalies, improving the accuracy of detection (Zhao et al., 2019).

2.7 Deep Learning Methods of Anomaly Detection
Deep learning solves some of the problems with traditional methods like high
dimensionality, time-based relationships, and noise. Deep learning and neural networks

can learn from data without manual feature selection. Auto-encoders, recurrent neural
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networks (RNNs), and graph neural networks (GNNs) are some of the deep learning
models used to identify complex trends in financial records. RNNs provide a way to
establish continuity in data by retaining memory from previous inputs, a critical aspect
for tracking fraudulent activities. RNNs provide a way to establish continuity in data by
retaining memory from previous inputs, a critical aspect for tracking fraudulent activities
over a period (Yang et al., 2023). Long Short-Term Memory Models (LSTMs), are
basically extension of RNNs address some of the RNN’s inherent limitations, specifically
around the long-term dependencies. Leveraging temporal landscapes of financial
transactions, will be of significant help to see if repeat fraudulent attempts like penny or
high value transactions are being made like transactions that were flagged in the past.
LSTMs leverage this approach by using the temporal patterns from the past transactions.
Multilayer Perceptron (MLP) is a foundational type of deep learning neural
network composed of an input layer, one or more hidden layers, and an output layer, with
all neurons in one layer connected to every neuron in the next. MLPs are trained using a
supervised learning method called backpropagation to adjust connection strengths based
on feedback, enabling them to learn complex, non-linear patterns in data that simpler
models cannot handle. Graph neural networks (GNNs) use the structure of graphs and the
attributes of nodes to identify suspicious activities that conventional methods may fail to
detect (M. Liu et al., 2021). GNNs have unique features that can be leveraged for
anomaly detection in financial data with graph based relational structures, such as
payment networks or social graphs of customers. Any activity in an anomalous node in

the network would indicate potential fraudulent accounts or money-laundering.
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2.8 Natural Language Processing (NLP) Method of Anomaly Detection

Bidirectional Encoder Representations from Transformers (BERT), is a
language model developed by Google researchers and released in October 2018 (Devlin
et al., 2018). BERT is a self-supervised learning model and uses text as a sequence of
vectors for learning using Encoder-only transformer architecture. A key benefit of this
model is its simplicity, requiring only the addition of a single output layer to the existing
neural architecture to achieve text models that outperform previous approaches across
multiple natural language processing tasks (Koroteev MV, 2021).

BERT model training process includes two stages: pre-training on
unlabeled data, and additional training on labeled data for a specific application problem
like in this study anomaly detection. Depending on the task, the retraining process and the
architectures used may differ, although they are all based on the same model with the
same set of parameters.

Motivated by BERT’s success in natural language processing, researchers have
applied BERT models to sequence anomaly detection tasks to take advantage of their
contextual understanding (Niu et al., 2024). Bidirectional Encoder Representations from
Transformers (BERT) based models will help to advance financial anomaly detection by
leveraging their contextual understanding of language, specifically on financial terms like
deposit, withdrawal, transfer that infer type or nature of the transaction.

FinChain-BERT (Yang et al., 2023) addresses the complexities of financial
language by leveraging concepts like the Fraud Focus Filter, Keywords Loss Function,
and Stable-Momentum Adam Optimizer thereby achieving superior performance. The

authors demonstrated the usage of keywords loss function which resulted in a model
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achieving 0.97 in terms of accuracy (Yang et al., 2023). The authors proved BERT
techniques when combined with a proper selection of loss functions would result in a
model that has accuracy over 97% for anomaly detection in financial transactions. This
paper motivated to try and use different loss functions during the model training.

FinBERT (Araci, 2019) a model built for financial sentimental analysis mentions
financial sentiment analysis as a challenging task due to specialized language and lack of
labeled data in the financial domain. FinBERT is a fine-tuned version of Bidirectional
Encoder Representations from Transformers (BERT) tailored for the financial domain.
The model addresses the need for sentiment analysis in financial texts, where general-
purpose sentiment models fail to capture domain-specific nuances. Despite the scarcity of
labeled data in the financial domain, FinBERT showed robust performance. Partial fine-
tuning of the model reduced computational demands while maintaining accuracy. There
are few drawbacks the author mentioned that could be potentially addressed by further
research. Although FInBERT performs well with limited labeled data, its effectiveness is
still constrained by the availability and quality of domain-specific labeled datasets. The
model is fine-tuned for financial sentiment analysis, which limits its application to
broader or different domains without additional fine-tuning. Fine-tuning and running
FinBERT can be resource-intensive, which might limit its accessibility for smaller
organizations. As with other deep learning models, the internal mechanisms of FinBERT
can be challenging to interpret, which might reduce trust in its outputs for critical
decision-making.

Overall, this paper demonstrated significant advancements in applying pre-trained

language models to a specialized domain. It also highlighted challenges like
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computational costs and data dependency that need to be addressed for broader adoption
across different domains. The performance and predictions of FinBERT are influenced by
the biases inherent in the training datasets. If the training data is skewed, the model's
outputs may also be biased. In the research study, we tried to minimize the skewness by
using methods like contextual relevance, using metadata as auxiliary features, minority
data sampling methods, keyword and phrase analysis on the synthetic financial dataset
that spans over 30 years of transactions.

Financial Activity News Alerting Language (FANAL) (Patel et al., 2024). is
another Bidirectional Encoder Representations from Transformers (BERT) based
framework designed for real-time financial event detection from news sources. It uses
Odds Ratio Preference Optimization BERT (ORBERT). ORBERT is a fine-tuned
version of BERT optimized for financial event detection and improves class-wise
probability calibration and semi-supervised data labeling to categorize financial news into
twelve distinct financial categories with high accuracy and efficiency. ORBERT
combines gold-standard labeled data with silver-labeled data generated using XGBoost,
reducing dependency on costly manual annotations and improving scalability. FANAL
had outperformed prominent language models like GPT-40, Llama-3.1, and Phi-3 in
accuracy while being more resource-efficient and cost-effective. The framework provides
a robust tool for financial professionals to monitor and interpret market developments
effectively.

Financial Activity News Alerting Language (FANAL) framework has certain
downsides too. The reliance on silver-labeled data, while expanding training data,

introduces potential noise and biases, which might affect the model's performance
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compared to training on purely gold-standard data. Despite Odds Ratio Preference
Optimization (ORPO) addressing class imbalances, underrepresented categories may still
experience lower recall or precision, limiting the model's effectiveness for these events.
The framework focuses on twelve predefined categories, which may not fully capture the
breadth of financial news, reducing its flexibility in handling less common or new types
of events. Like the other BERT based models, ORBERT's decision-making process is
complex and less interpretable, which might reduce trust in critical applications.

Overall, Financial Activity News Alerting Language (FANAL) represents a
significant advancement in financial news analysis, offering a domain-specific, cost-
efficient, and high-performing solution for timely financial event detection. However,
addressing its reliance on silver-labeled data, extending its category scope, and further
improving interpretability and class balance could enhance its robustness and
applicability. Though the research does not use twelve categories, but a key takeaway it
would address would be to see if Odds Ratio Preference Optimization (ORPO) can
improve the performance metrics for two categories (Fraudulent and non-Fraudulent
transactions).

Financial audits are increasingly using machine learning algorithms to detect
irregular or potentially fraudulent journal entries, which may consist of varying numbers
of transactions (Bakumenko et al., 2024). In the paper ‘Advancing Anomaly Detection:
Non-Semantic Financial Data Encoding with LLMs’ the authors’ work addresses the
challenges in efficiently detecting anomalies in general ledger data. The paper focuses on
the issues of feature dimension heterogeneity and feature sparsity, which typically hinder

anomaly detection in financial audits. The paper demonstrated usage of pre-trained
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sentence-transformer models to encode categorical financial data into dense vector
embeddings, effectively addressing data heterogeneity and sparsity challenges in
financial datasets. The authors proved that Models utilizing LLM-generated embeddings
achieved higher recall rates in detecting anomalies in financial journal entries compared
to traditional encoding methods like one-hot encoding. Principal Component Analysis
(PCA) showed that embeddings from LLMs retained significant variance with far fewer
components than one-hot encoding. While the focus in the paper was on financial data,
the proposed encoding strategy has potential applications in other domains that often deal
with categorical data challenges.

With regards to the downsides, the embeddings generated by LLMs are sensitive
to the order and formatting of concatenated input features. Variations in how the data is
structured may impact model consistency and performance. The study focuses primarily
on categorical data and does not consider numerical attributes, which are critical in
financial data analysis. A combined approach could provide a more holistic anomaly
detection framework. The research used an anonymized general ledger dataset with only
148 labeled anomalies out of 32,100 entries. This imbalance might limit the
generalizability of the findings and increase the risk of overfitting. With limited labeled
anomalies, the models might overfit to the existing patterns, reducing their effectiveness
on new and diverse datasets.

Overall, the paper highlights a novel approach to anomaly detection by leveraging
LLMs for encoding non-semantic categorical data. This method significantly improves
Anomaly detection performance and efficiency while opening avenues for cross-domain

applications. However, its limitations, including sensitivity to input formatting, exclusion
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of numerical data, and dataset constraints, suggest areas for further refinement and
broader validation. To overcome the shortage of labeled anomalies which is typically the
case in any financial datasets, the model in the research would be trained on a very large
dataset that is synthetically produced by a major US Bank consisting of 1.4 M

transactions spanning across 30 years.

2.8: Explainable AI and Compliance implications in financial domain

Financial institutions are heavily regulated and hence Artificial Intelligence (AI)
systems that leverage unsupervised learning must provide clear, auditable reasoning
behind the model outputs. Most recently Explainable Al (XAI) has some work done on
this front and supports the regulatory requirements by enabling the model behavior
interpretable to regulators and auditors. Clear, transparent and succinct explanations help
demonstrate the decisions around fraud/anomaly alerts or credit approval/rejection
decisions are very much grounded in lawful, non-discriminatory factors.

From a compliance and risk perspective, XAl mitigates risks associated with
opaque, highly complex models. Regulations such as the European Union’s Al Act (Eprs
& Rapporteurs, 2024), the U.S. Equal Credit Opportunity Act (Heckler, 1974) and Basel
guidance on model risk management increasingly require institutions to justify automated
decisions, document model logic, and detect potential sources of bias. Integrating XAl
methods into financial Al workflows to detect anomalies or make credit decisions
strengthens governance by enabling effective monitoring, facilitating model validation,

and increasing trust among stakeholders and consumers.
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2.9 Comparative analysis of anomaly detection methods.

Anomaly detection in financial systems has evolved significantly over time,

transitioning from traditional statistical approaches to advanced deep learning and hybrid

frameworks. Each approach exhibits distinct strengths, weaknesses, and suitability

depending on the characteristics of the data and the complexity of fraud patterns.

Table 2-1 lists anomaly detection features and compares it across all the models.

Table 2-1. Comparative synthesis of anomaly detection approaches

Traditional Machine Learning Hybrid / Ensemble
Feature Methods and Deep Learning Methods NLP-Based Methods
Small, Moderate, Large datasets, Very large datasets. Requires
Dataset structured supervised learning combines labeled  text data, pre-training on large
datasets. needs labeled data. and unlabeled data. corpus of data.
Very good.
. GOOd.' Deep Ensemble models  Excellent. Embeddings
. . . Struggles with learning handles . . . .
Dimensionality . . ) leverage multiple  reduce dimensionality and
many features. high-dimensional . . o
data dimensional capture semantic info.
’ perspectives.
Limited; Strong; . .
Temporal & usually RNNs/LSTMs Very strong; Strong; sequence models
. . . combines deep and (BERT, transformers) capture
Sequential Data ignores capture time
. graph models. contextual order.
sequences. dependencies.
High; Moderate; tree- ) Low to moderate;
.. Moderate; .
..., rules/statistics based models embeddings are hard to
Interpretability . ensemble ) . .
easy to interpretable, deep . . interpret but attention weights
. . complexity varies. L
explain. learning less so. offer partial insights.

Robustness to
Noise &
Evolving Fraud

Computational
Requirements

Key Advantages

Limitations

Low; sensitive
to outliers and
masking.

-

Oow.

Easy to
implement,
interpretable.

Poor
adaptability,
high false
positives.

Moderate to high;
deep learning
handles complex
patterns.

Moderate to high;
resource intensive.

Learns complex
patterns, adapts to
numeric/sequential
data.

Needs labeled data
(supervised),
retraining required.

High; ensembles
mitigate
weaknesses of
individual models.
High; multiple
models increase
complexity.

Combines
strengths, reduces
individual model
weaknesses.

High complexity,
computational cost.

High; contextual
understanding allows
detection of subtle anomalies
in text.

Very high; training/fine-
tuning transformer models is
resource intensive.

Understands domain-specific
language, captures semantic
relationships, can detect
textual anomalies in
transactions, logs, or news.

Requires large pre-trained
models, high computation,
limited interpretability,
domain-specific fine-tuning
required.
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2.9.1. Traditional Methods

Traditional anomaly detection techniques lay the foundational work for anomaly
detection and leverage proven statistical models and rule-based systems. Traditional
methods define normal behavior and identify any potential deviations as anomalies.
Statistical methods offer interpretable solutions making them valuable for regulatory
compliance and auditing purposes. These methods often ignore temporal patterns and
interdependencies among transactions and hence face significant limitations in the
modern complex financial environments. They also tend to not work with high-
dimensional and time-dependent transaction data. Also, these methods struggle with
expanding fraud schemes that tend to mimic legitimate behaviors, leading to high false
positive rates. Traditional methods rely on statistical distributions, but not all real time

transactions and user behavior can be modelled using statistical distributions.

2.9.2 Machine Learning and Deep Learning Methods

Both supervised and unsupervised models can handle complex, high-dimensional,
and evolving financial datasets. Supervised models leverage labeled datasets to learn
decision boundaries that separate normal and anomalous behaviors. These include
support vector machines (SVMs), decision trees, and neural networks. For large datasets,
Isolation Forest a tree-based ensemble technique is often used to efficiently isolate
anomalies.

Unsupervised learning approaches detect deviations and do not need labeled data.
There are several models including K-means clustering, DBSCAN, Gaussian Mixture
Models (GMMs), Hidden Markov Models (HMMs), and graph-based methods like Graph

Neural Networks (GNNs). Unsupervised learning approaches do not need labeled data
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and tend to address the limited availability of labeled anomalous data in financial systems
owing to regulatory restrictions or privacy concerns. To capture the temporal
dependencies and sequential patterns along with high-dimensional relationships in
transaction data, deep learning models come handy. These include Recurring Neural
Networks (RNNs), Long Short-Term Memory (LSTM), and autoencoders. A significant
leverage deep learning models have are their adaptability to evolving fraud strategies and
learn complex patterns automatically. Deep learning models leverage graph or sequence
structures present in data to uncover subtle anomalies that traditional models often tend to

miss.

2.9.3 Natural language processing (NLP) methods

Natural language processing (NLP) methods, owing to the overwhelming success
of Bidirectional Encoder Representations from Transformers (BERT), extend anomaly
detection in financial domain. There are several pre-trained language models such as
FinChain-BERT (Yang et al., 2023), FinBERT (Araci, 2019), and FANAL (Patel et al.,
2024) that are based on BERT and utilize contextual embeddings to detect anomalies in
financial transaction descriptions or financial news alerts. These models combine self-
supervised pre-training with task-specific fine-tuning, effectively detecting semantic and
syntactic irregularities in textual data. NLP methods require significant computational
resources and high-quality domain-specific data. NLP results are treated as black box and
often termed as less interpretable. SHAP and LIME reports are used to elucidate the NLP

model results but need resources to produce them.
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2.9.4. Hybrid and Ensemble Methods

Hybrid approaches involve combining multiple models and leverage their
complementary strengths, thereby addressing limitations inherent in individual models.
These methods are particularly valuable in financial applications where anomalies would
manifest differently across transaction sequences, account behaviors.

Furthermore, hybrid approaches using Bidirectional Encoder Representations
from Transformers (BERT) based embeddings have shown promising results in financial
audits. BERT encodes categorical and non-semantic transaction data into dense vector
representations. These embeddings enable hybrid models to detect subtle anomalies even
in datasets with high sparsity or limited labeled anomalies, improving recall in identifying

anomalous transactions.

2.10 Hybrid Models are the future of anomaly detection

Machine learning (ML) models despite their advantages, are not without
limitations. A major concern is the class imbalance inherent in financial datasets, where
legitimate transactions overwhelmingly outnumber fraudulent transactions. This
imbalance often leads to skewed model performance, resulting in a high rate of false
negatives in which fraudulent transactions remain undetected and continue to be a major
cause of financial losses, and audit issues. There is good amount of data pre-processing
work to use ML models for training as these models demand extensive feature
engineering and frequently struggle to generalize across datasets because of variations in

consumer behavior (concept drift) and transaction patterns(Sulaiman et al., 2024). The
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scarcity of accurately labelled fraudulent transactions further complicates the training
process, as acquiring such labels is challenging in real-world settings (Zheng et al., 2024).

Hybrid approaches have emerged as promising solutions for mitigating these
issues. By combining different methodologies, researchers have been able to enhance the
detection accuracy and reduce false positives (Maheshwari et al., 2023). For example,
hybrid models that integrate convolutional neural networks with support vector machines
have demonstrated improved performance in identifying anomalies in financial datasets
(Berhane et al., 2023). These methods exploit the strengths of diverse algorithms and
contribute more robust and generalizable detection capabilities. Moreover, similar hybrid
strategies have shown effectiveness in other domains facing anomaly detection

challenges, including healthcare, communications and cybersecurity.

2.11 Anomaly Detection Literature Comparison and key takeaways

Table 2-2. lists the key papers, that have motivated the research study. The table
lists the authors info, title of the paper, datasets used, core methodology for anomaly
detection, challenges and mitigation strategies used, and takeaways for the current
research study.

The papers considered for literature review use various approaches for anomaly
detection including review of recent anomaly detection approaches, Supervised and Un-
Supervised models, Bidirectional Encoder Representations from Transformers (BERT)
for logs, Hybrid model approaches — Recurring Neural Network (RNN) with Long Short-

Term Memory (LSTM), Convolutional Neural Networks (CNN) with Support Vector
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Machine (SVM). The key takeaways listed at the end of the table motivated the research

study and ultimately the resulting end model for detection of anomalous transactions.

Table 2-2. Anomaly Detection Literature Comparison and key takeaways

(Hilal et al., 2022)

(Wang Haitao and Zheng,

(Zhou et al., 2024)

(Maheshwari et al., 2023)

(Berhane et al., 2023)

Author 2023)

Paper Title Financial Fraud: A Financial Fraud Leveraging Large A Hybrid Approach A Hybrid Convolutional
Review of Anomaly Detection Based on Deep Language Models and Adopted for Credit Card Neural Network and
Detection Techniques Learning: Towards BERT for Log Parsing Fraud Detection Based on Support Vector

Dataset used

Supervised
and Un-
supervised
Learning

Anomaly
Detection

Challenges
and
Mitigation
Strategies

Key
Takeaways

and Recent Advances

Not applicable

Supervised learning
models are associated
with many challenges
that have been and can
be addressed by semi-
supervised and un-
supervised
learning models
proposed in recently
published literature

The most prominent of
these unsupervised models
are deep

learning architectures such
as convolutional neural
networks

(CNN), autoencoders (AE)
and generative adversarial
networks (GAN).

False alarm rates will be
higher than what
expected, need to focus
on reducing false
positives.

The paper motivated to
tryout unsupervised
learning models for
anomaly detection.

Large-Scale Pre-training
Transformer Models

Not applicable

Deep learning techniques
learn the intrinsic
knowledge of huge data,
build explainable
transaction knowledge
graphs, and effectively
predict potential
fraudulent transactions,
making it an essential
technique in financial
fraud detection.

The authors work
systematically introduce
financial fraud detection
methods based on
transformer models,
including the most recent
pre-training transformer
models, which can be
thought of as parametric
knowledge

Handling the natural
imbalance in financial
fraud datasets remains a
challenge, though
mitigated partially with
advanced sampling
techniques.

This challenge motivates
future work to explore if
embeddings can be
directly generated for
training without the need
to sample minority data.

and Anomaly Detection

Hadoop Distributed
File System (HDES):
11,175,629 log
messages

BlueGene/L (BGL)
Supercomputer System:
4,747,963 log messages

BERT, an embedded
transformer encoder,
with a self-attention
mechanism can better
handle context-
dependent tasks such as
anomaly log detection.

This study introduced a
BERT-based log
anomaly detection
model: LogBERT. By
learning the patterns of
normal log sequences,
LogBERT is capable of
identifying anomalous
logs which deviate
from these patterns.

Log event features are
extracted using
identifier-based or
timestamp-based
methods, and machine
learning techniques,
either supervised or
unsupervised, are
employed to detect
system anomalies.

This paper motivated to
use unsupervised
models for initial
training and hybrid
learning for detection
of anomalies.

Deep Neural Networks and
Attention Mechanism.

European cardholders data
in September 2013. The
dataset spans a two-day
duration and encompasses a
total of 284,807
transactions, including 492
fraudulent transactions.

This paper aimed to create a
model using deep learning
and SMOTE oversampling
technique to anticipate
credit card fraud. A
Recurrent Neural Network
with Long Short-

Term Memory (RNN-
LSTM) and an attention
mechanism was suggested
for detecting fraud by the
authors.

This model is known to be
effective for processing
sequential data with
complex relationships
between vectors. The
suggested model has the
potential to decrease
financial losses worldwide
by identifying instances of
credit card scams or frauds.

The authors highlighted the
challenge of concept drift in
fraud

detection. As a result, they
suggested that assessing
incremental learning
methods would be useful.

This paper motivated to use
an incremental architecture
to build a high recall model
for detection of fraudulent
transactions or anomalies.

Machine-Based Credit
Card Fraud Detection
Model

European users credit card
data

(https://www kaggle.com)
for the purposes of this
study.

Dataset has a total of
284,809 transactions,
including 492

fraudulent transactions.

The author developed a
hybrid CNN-SVM model
for detecting fraud in credit
card transactions.

This paper discusses about
a hybrid anomaly detection
model using CNN and
SVM.

CNN's final output module
was replaced by a SVM
classifier. The first
classifier is a fully
connected layer with
softmax that is trained
using an end-to-end
approach, whereas the
second classifier is a
support vector machine
that is piled on top by
deleting the final fully
connected and softmax
layer.

This paper motivated to
use a deep learning model
on top of a base BERT
model and use the
embeddings both real and
synthetic data to train a
model and achieve a higher
recall of 0.98 or more.

32



2.12 Summary and Conclusion

Anomaly detection has come across a long way evolving from traditional methods
to advanced machine learning, deep learning and Al methods. Each method has its own
distinct feature that separates it from rest. A practical implementation will not always rely
on one model outcome but leverages a series of models with each model figuring out a
unique pattern of anomalies.

In text-heavy domains, Natural Language Processing (NLP) plays a crucial role.
Bidirectional Encoder Representations from Transformers (BERT) can aid in detecting
anomalies structured data as a text. BERT’s ability to understand context and semantics
enables it to detect anomalies in transaction narratives and subtle fraudulent patterns that
traditional methods might miss.

All the Financial BERT models and frameworks discussed in the section 2.8
indicate a strong adoption of using BERT techniques and highlight the transformative
impact of BERT in addressing complex financial challenges around detecting fraud.
There is much promising work that could be done in fraud detection area by leveraging
BERT and hence will be the focus in this research topic —Advancing Anomaly Detection
in Banking Transactions: Leveraging Natural Language Processing and Artificial Neural

Network Methods.
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Chapter 3—Methodology

3.1 Introduction

The chapter lists the methodologies used in detect anomalies in financial
transactions using Bidirectional Encoder Representations from Transformers (BERT)
and Artificial Neural Networks (ANN). In this chapter the concept of BERT and how it
can be applied to detect anomalies in financial transactions is introduced. The research
then describes key principles, underlying architecture approaches and lists the advantages
BERT and ANN offer to detect anomalies in financial transactions, as compared to state-
of-the-art Machine Learning models used for anomaly detection like Random Forests and

Gradient Boosting.

3.2 Dataset Metadata and License:

It’s very difficult to obtain a real-world financial transactions data owing to the
legal and privacy restrictions around handling and sharing customers data. Existing
datasets on Kaggle or other public platforms were not suitable as they had limited
information and often needed an extensive cleanup routine and were small in terms of
volume. So, a decision was made to leverage synthetic data for building and training the
model to detect anomalies.

The synthetic dataset used in the research was last updated on August 1, 2022.
Based on the information shared by JP Morgan & Chase, Artificial Intelligence Research
(AIR) team, the dataset titled ‘Payment Data for Fraud Detection’ cannot be used without
permission from the AIR team. A request was submitted to the AIR team at the link

below to seek dataset and permission to use it.
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https://www.jpmorgan.com/technology/artificial-intelligence/initiatives/synthetic-

data/request-synthetic-data

3.3 About the Dataset:

The dataset utilized in this study comprises of synthetic financial data, generated by the

Artificial Intelligence (AI) Research team at JP Morgan and Chase on request. The

dataset contains data representing normal and fraudulent activities across various

transaction types that were synthetically generated using pre-defined probabilities (JP

Morgan & Chase AIR team, 2022). The data spread is about 32 years starting from March

2022 to September 2054.

“The data was generated by running an Al planning-execution

simulator and translating the output planning traces into tabular format.

Parameters of the data generation model include the number of clients,

time duration and probabilities of fraud” (JP Morgan & Chase AIR team,

2022).

Figure 3.1 lists sample data below to get an idea of the dataset’s metadata.

Time_step Transaction_Id Sender_Id Sender Account  Sender_Country Sender_Sector Sender_lob Bene_ld Bene_Country USD_amount Label Transaction_Type
2022-03-15 10:24| EXCHANGE-10115 JPMC-CLIENT-10098 [ACCOUNT-10108 _|USA 35537|CCB 558.43 |WITHDRAWAL
2022-03-16 10:24|QUICK-PAYMENT-10116 _ |JPMC-CLIENT-10098 [ACCOUNT-10109  |USA 15287|CCB CLIENT-10100 CANADA 622.78 QUICK-PAYMENT
2022-03-15 10:24| DEPOSIT-CASH-9833 | JPMC-CLIENT-9812 USA 802.54 DEPOSIT-CASH
2022-03-15 10:24| PAY-CHECK-9832 JPMC-CLIENT-9812 [ACCOUNT-9825  [USA 38145[CCB JPMC-CLIENT-9814 USA 989.09 PAY-CHECK
2022-03-15 10:24| DEPOSIT-CHECK-9806 JPMC-CLIENT-9789 USA 786.78 DEPOSIT-CHECK
2022-03-15 10:24| PAY-CHECK-9780 JPMC-CLIENT-9763 [ACCOUNT-9773  [USA 14645|CCB JPMC-COMPANY-9765 |BELARUS 543.87 PAY-CHECK
2022-03-15 10:24| DEPOSIT-CASH-9781 JPMC-CLIENT-9763 USA 792.19 DEPOSIT-CASH
2022-03-15 10:24| DEPOSIT-CHECK-9504 JPMC-CLIENT-9483 USA 942.83| DEPOSIT-CHECK
2022-03-15 10:24| MAKE-PAYMENT-9501 CLIENT-9502 ACCOUNT-9503 _|ANGUILLA 25040|CCB JPMC-CLIENT-9483 USA 336.55 MAKE-PAYMENT
2022-03-15 10:24|QUICK-PAYMENT-9249 _[JPMC-CLIENT-9229 |ACCOUNT-9239  |USA 34576|CCB COMPANY-9231 QATAR 265.66 QUICK-PAYMENT
2022-03-15 10:24| MOVE-FUNDS-9246 JPMC-CLIENT-9220 [ACCOUNT-9240  [USA 39807|CCB CLIENT-9247 TANZANIA 682.5) MOVE-FUNDS
2022-03-15 10:24{QUICK-PAYMENT-8964 __[JPMC-CLIENT-8947 |ACCOUNT-8957  [USA 23505|CCB CLIENT-8965 BENIN 857.13 QUICK-PAYMENT
2022-03-15 10:24|QUICK-PAYMENT-8968 __[JPMC-CLIENT-8947 |ACCOUNT-8958 [USA 42571|CCB CLIENT-8965 BENIN 214.24 QUICK-PAYMENT
2022-03-1510:24| QUICK-PAYMENT-8757 __[JPMC-CLIENT-8738 |ACCOUNT-8753 _ |USA 31927|cCB JPMC-CLIENT-8736 USA 687.76 QUICK-PAYMENT

Figure 3.1 Synthetic financial data.

Generated by the Artificial Intelligence (AI) Research team at JP Morgan and Chase on request.
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https://www.jpmorgan.com/technology/artificial-intelligence/initiatives/synthetic-data/request-synthetic-data
https://www.jpmorgan.com/technology/artificial-intelligence/initiatives/synthetic-data/request-synthetic-data

The dataset sample above shows data for various elements in the dataset. A quick

glance would indicate this is all synthetic data. Some of the initial observations from the

sample dataset are as below.

All the Id columns are non-numeric.

‘Time_step’ column indicates the timestamp of the transactions, in chronological
sequence made by the sender account, starting from March 2022.
‘Transaction_Type’and ‘Transaction_Id’ list similar information around the type
of transaction.

‘Sender LOB’ has only one value ‘CCB’ acronym for Corporate Core Banking

which indicates that this data is all about wire transfers and not personal

payments.

The transaction base currency is in United States Dollar (USD)

The dataset has labels indicating if the transaction is fraudulent or not.

Lastly, there are missing values in the dataset, that need to be handled during

analysis.

36



Table 3.1 lists the metadata and descriptions for each element in the dataset This table

helps to get an overall idea of the data used for model building and training.

Table 3-1. Synthetic Financial Dataset - Elements and their descriptions

Element

Description

Time step

Transaction_Id

Sender Id

Sender Account

Sender Country
Sender Sector

Sender LOB

Bene Id

Bene Country
Bene Account
USD_Amount
Label

Transaction Type

It represents a single transaction in a chronological sequence of
transactions made by a user or account.

Unique identifier assigned to each transaction. It ensures
traceability and helps in distinguishing one transaction from
another in the dataset.

Unique identifier for the individual or entity initiating the
transaction. This ID is used to link transactions to specific
senders for behavioral analysis.

The bank account number or identifier from which the funds are
being transferred.

The country in which the sender’s account is registered.

The economic sector (e.g., retail, manufacturing, finance) to
which the sender belongs.

Specifies Line of Business. The dataset contains only 1 value,
CCB (Corporate core Banking).

A unique identifier for the recipient of the transaction.

The country where the beneficiary’s account is located.
The account number or identifier of the recipient.
Transaction amount in U.S. dollars.

The classification of the transaction as either fraudulent —
labeled as 1 or legitimate — labeled as 0.

The type of the transaction— Make Payment, Cash Deposit,
Quick Payment etc.
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3.4 Solution Architecture:

Model refinement with low-risk
customer profiles

Profile Model

Model refinement with
high-risk fraud customer
profiles

Semi-supervised
with GAN and CV

Unsupervised Learning

-

High Recall (> 0.98)
Fraud detection model

Figure 3.2 Incremental Architecture to build a high recall model

The methodology involves using an incremental architecture that begins with

Unsupervised learning using Bidirectional Encoder Representations from Transformers
(BERT), followed by Semi-supervised training using Generative Adversarial Network
(GAN) for augmenting minority class (fraudulent/anomalous) data and Artificial Neural

Network (ANN) deep learning model Multi-Layer Perceptron (MLP) with Cross-fold

Validation (CV), followed by refinement of resulting model with high-risk customer

profiles, and final refinement of the resulting model with low-risk customer profiles to

build a high recall fraud detection model with recall value equal or greater than 0.98.

Model refinements with high-risk and low-risk customer profiles extend

flexibility and capability to choose and fine-tune based on real-world use cases to detect

anomalous/fraudulent transactions or reduce false positives.
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Transformer architectures facilitate building higher capacity models by leveraging
pretraining capabilities that allow to effectively use such capacity for a wide variety of
tasks (Wolf et al., 2020). In this study transformer architecture is used for anomaly

detection. Figure 3.3 lists details of each step of the incremental architecture approach.

Dataset Dataset

BERT Transformer
BERT Transformer

Embeddings

Artificial Neural Network (ANN)
Multi Layer Perceptron (MCP)
Transfor learning with CV

BERT + MLP Classifier
Model

Artificial Neural Network (ANN)
Multi Layer Perceptron (MLP)
Transfer learning with CV.

BERT + MLP Classifier Model

FviId Nm-Fiaud

BERT Classifier Model
with weight loss functions

Fli'd th-ilaud

BERT + MLP + Refined Fraud Model

(a) (b) (c) (d)
Figure 3.3 Detailed Solution Architecture

a) Unsupervised Learning — BERT Classification Model

b) Semi-supervised Learning — BERT Embeddings, GAN with ANN MLP.

c) Fine-tuning #1 — Classification Model refined with fraudulent customer
profiles

d) Fine-tuning #2 — Classification Model refined with good customer
profiles

The architecture uses a pre-trained Bidirectional Encoder Representations from
Transformers (BERT). BERT’s Next Sentence Prediction (NSP) and Masked Language
Modeling (MDM) features are used to train and classify financial transactions as

fraudulent or legitimate accurately. Figure 3.2 explains the solution architecture used for
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building BERT based fraud detection model. The solution architecture proposed has few
different approaches to arrive at the end anomaly detection model.

The first architecture (a) leverages a pre-trained BERT model grounded on the
BERT-base-uncased architecture, which is part of the Hugging Face Transformers
Library released in 2019 (Wolf et al., 2020) and inspired by Bidirectional Encoder
Representations from Transformers (Devlin et al., 2018) from Google Research, that
encodes input texts into low-dimensional embeddings. In the subsequent architecture (b)
BERT embeddings will be used to train Generative Adversarial Networks (GAN) to learn
existing distribution of minority class and synthetically produce minority class
embeddings. Real and synthetic embeddings would be passed to Multi-Layer Perceptron
(MLP) classifier that trains the model, tests and then validates the model using the reserve
dataset. The subsequent architectures (c) and (d) train the BERT + GAN + MCP model
with fraud and good customer profiles in order to attain a high-recall fraud detection

model but also balance the false positives on the legitimate transactions.

3.5 Hardware Configuration and Environment:
Google Colab environment was used for the model building, training and testing. Google
Colab environment offers specialized hardware accelerators for optimizing different
stages of model building pipelines and testing. The study used two different hardware
configurations to generate embeddings and training and testing the model.
1. Generation of Embeddings: Tensor Processing Unit (TPU) v2-8 configuration.
This configuration allowed for large-scale matrix operation that helped accelerate

the generation of embeddings for the engineered column ‘text representation’.
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2. Model Training: The training of the BERT-based classification model was
performed on an NVIDIA A100 Tensor Core GPU, based on the Ampere
architecture (NVDIA, 2021).

Together, the TPU v2-8 and A100 GPU configurations contributed to have a reliable

environment facilitating embedding generation and model training at a high-

performance, for building and fine-tuning a robust model to detect anomalies.

3.6 Methodology Details:
The following are the six high-level steps to address the hypothesis research.
1. Exploratory Data Analysis (EDA)
2. Data Pre-Processing
3. Feature Selection
4. BERT Model Development
5. Model Parameter Tuning

6. Evaluate and Validate Model

3.6.1 Exploratory Data Analysis (EDA)

EDA for Bidirectional Encoder Representations from Transformers (BERT)
training to detect anomalies in financial transactions involved several activities. The
dataset was imported into the Google Colab environment using the pandas library. The
dataset had 1.49 million rows and contained several columns with null values. These null
values were handled during the data pre-processing stage. Since the data is synthetically
generated, the minimum transaction date was in March 2022, and the maximum

transaction date was in future September 2054.
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Descriptive statistics summary of the dataset was obtained by using the describe
function in pandas library. These statistics helped to understand count, unique, top and
frequency values for the categorical columns, and count, mean, maximum, minimum,
mean, standard deviation and quartiles values for the numerical columns in the dataset.

A heatmap was used to perform correlation analysis between numerical columns —
‘Sender_Sector’, ‘USD amount’ and ‘Label’ to see if ‘Label’ that indicates a transaction
is fraudulent or not, is having any direct relationship with either of the two columns.
‘Time_step’ column has Timestamp values of the transactions. The ‘Time step’ column
contains Timestamp values of the transactions, which had the potential to be further split
into granular components — year, month, date, hour, minute, second, and day of the
week to analyze user behaviour against fraudulent transaction attempts.

The ‘Sender LOB’ column had only one value, ‘CCB’, which is short for
corporate core banking, and had the potential to be excluded from further analysis and
modeling. Outlier analysis was performed on the columns — ‘USD_amount’,
‘Transaction_Type’, and ‘Sender Sector’ — to see if there were any outliers that could be
dropped from analysis. Box plots were leveraged to identify the outliers visually. Label
column analysis indicated that the dataset is heavily imbalanced, with a minority data of

about 2% in the dataset.

3.6.2 Data Pre-Processing:
Data Pre-Processing is crucial for Bidirectional Encoder Representations from
Transformers (BERT) models by performing several key steps before the data is used for

training the model. (Juliana Schmalz et al., 2021). Based on the exploratory data analysis

42



(EDA) in the previous section, several tasks are required to prepare the data for model
training. The first task is data cleaning. Within data cleaning, the first task is to address
missing data. Handling missing data can be challenging in a highly imbalanced dataset. If
there are missing values on the transactions that are labeled as fraudulent, our approach is
to retain those transactions and substitute nulls with mean values for numeric columns,
and mode for categorical columns. If the mode returned multiple values, the first value is
chosen to replace missing values. Considering the dataset had no null values on Label
column and had1.49 million records in total, the same approach was used for transactions
that were labeled as legitimate. Handling missing values in this way ensured that the
entire dataset is considered for model training and evaluation. A duplicate data check was
also performed to identify opportunities to drop duplicate records and avoid any
skewness during model training.

The ‘Sender LOB’ column has only one value, indicating the dataset was
completely created for one line of business, so it was dropped from further analysis.
Outlier analysis on the numeric and categorical columns did not result in any potential
data that could be dropped. As the data will be processed by BERT, a new column,
‘text_representation’, must be created to pass the structured data columns as text. The
dataset was divided into 90% training and validation (10%) subsets, using sklearn’s
train_test_split function, ensuring consistent label distribution with the stratify parameter.
During the model training 10% of training data is used for testing and evaluation of the
trained model. The validation dataset was kept separate and reserved for validation tasks
only, and it did not interfere with any training or synthetic data generation tasks used to

handle the imbalanced dataset during model building and training.
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The ‘text_representation’ column is treated as a natural language sentence and
undergoes BERT tokenization. The data contained on the ‘text representation’ columns
is converted to numerical IDs and enhanced with special tokens, CLS for classification
and SEP for separation. Resulting Sequences from the previous step are adjusted to a
uniform length through truncation, and attention masks are generated to direct the
model's focus during training. Weighted loss functions, which penalize errors on the

minority class was used to handle imbalance nature of the dataset.

3.6.3 Feature Selection & Engineering:

Feature Selection focuses on identifying the most relevant indicators for anomaly
detection in financial transactions to balance accuracy, recall and efficiency. There are
several ways to look at feature selection — domain expertise like specific sector,
contextual relevance, keyword analysis, metadata and comparing any existing customer
profile.

Often, financial data includes transaction specific features like transaction
amount, transaction type and transaction time, which are useful in identifying regular
patterns over time and hence help identify any deviations as anomalies. Contextual
relevance can be used to include features like country/location of the transaction or
Sender’s/Receiver’s Account ID and analysing their impact using ablation studies.
Metadata columns transaction amounts and timestamps are normalized and concatenated
with Bidirectional Encoder Representations from Transformers (BERT) embeddings to
enrich the feature set. Fraud-indicative features, such as terms like ‘refund’, ‘dispute’ or

‘fraud’ does help to include a column as a feature, however the dataset used in this praxis
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does not hold this data that could be leveraged as a feature that impacts the end model.
Finally, selected features are validated through analysis to ensure they are the most
impactful for anomaly detection.

Feature engineering assists in effective detection of transaction anomalies, for
identifying fraudulent activities, errors, or irregular patterns in financial systems. (Barnty
& Barnabas, 2025). Based on the Feature analysis the columns —‘Sender Country’,
‘Sender_Sector’, ‘Transaction_Type’, ‘Transaction Id’, ‘Bene Country’,
‘USD_amount’were initially picked to be part of the new engineered column
‘text_representation’. The ‘Time step’ column was broken down into granular elements.
On performing feature importance analysis, it was evident that USD_amount, and
Transaction_Type have the most impact on identifying if the transaction was legitimate

or not and were used to build and train the model.

3.6.4 BERT model development:

Based on the solution architecture proposed, the model to detect anomalies goes
through incremental solution architecture with four different approaches, sequentially
building upon each approach resulting in a high recall model for identifying fraudulent
transactions. Model development begins with unsupervised learning leveraging BERT,
then moves onto semi supervised learning leveraging Artificial Neural Networks (ANN)
Multi-Layer Perceptron (MLP) techniques and then goes through couple of fine-tuning

model refinements with fraud and good customer profiles.
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3.6.4.1 Unsupervised Learning:

+ Merges Transaction_Type, USD_amount fields into
a single text string and tokenizes them with a BERT
tokenizer to create input IDs, attention masks, and
labels.

A
BERT Transformer

A

¢ Performs a stratified train/validation split and builds
PyTorch DatalLoaders for batching encoded inputs.

« Configures and trains a BERT classifier
(BertForSequenceClassification) using AdamW, LR
scheduling, gradient clipping, and full epoch-by-
epoch training loops.

Embeddings

A
BERT Classifier Model
with weight loss functions

* Evaluates each epoch with a validation loop,
generating accuracy, predictions, labels, and a
detailed classification report.

A
Fraud Not-Fraud
. * Saves the trained model/tokenizer and produces

evaluation visualizations including confusion matrix,
loss curve, and ROC-AUC.

Figure 3.4 Unsupervised Learning Solution Architecture

The study uses BERT model for a binary classification task using PyTorch and
the Hugging Face Transformers library. The BERT tokenizer converts text in the column
‘text_representation’ into token IDs and attention masks. The model training uses
AdamW optimizer and a learning rate scheduler, and trains over multiple epochs with
GPU acceleration. During training, the model processes batches of tokenized data,
computes loss, performs backpropagation, and updates its parameters. After each epoch,
it evaluates performance on the validation set and prints a classification report with
precision, recall, and F1-scores.

Weighted loss functions are used to handle minority class imbalance, where higher
weights are assigned to underrepresented classes in the loss calculation. This helps the

model put focus and pay more attention to minority classes.
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3.6.4.2 Semi-supervised / Hybrid learning:

* Uses frozen BERT pooled embeddings as
fixed input features across all datasets.

Dataset

BERTTransiormer * Trains a Deep MLP classifier (with

lightweight self-attention) on these
Embeddings embeddings.

* Employs a lightweight GAN to generate
GAN synthetic minority-class embeddings for
To address imbalance .
fraud oversampling.

Artificial Neural Network (ANN)
Multi Layer Perceptron (MLP) * MLP uses stacked dense layers

— (512->256->128) with ReLU + dropout for
nonlinear learning and regularization.

[ BERT + MLP Classifier Model ]

* Trains with Adam (LR = 2e-4) and
: BCEWithLogitsLoss, producing a single logit
F% NOﬁud for fraud-probability scoring.

Figure 3.5 Semi-supervised/Hybrid Learning Architecture

Note: Star indicates the beginning of the process

As part of the fine-tuning BERT model, the research uses semi-supervised
learning approach. Bidirectional Encoder Representations from Transformers (BERT)
embeddings will be used to train Generative Adversarial Networks (GAN) to model and
synthetically produce minority class embeddings. GANs learn complex and high-
dimensional distributions implicitly over data (Saxena & Cao, 2021). During GAN
training, the generator learns to produce synthetic embeddings, that resemble true fraud
patterns, while discriminator learns to distinguish between real and fake embeddings.
This type of adversarial training helps GAN to produce plausible fraud samples, that can

balance the dataset used in model training without duplicating minority entries. Figure
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3.6 lists the detailed steps used in transfer learning using the BERT embeddings from the
previous step.

This combined approach leverages BERT’s contextual understanding to convert
raw transaction patterns into rich, sequence-aware embeddings. GAN’s generative ability
to enhance the minority class and prevent model bias. Multi-Layer Perceptron’s (MLP)
discriminative features will be used to perform final classification based on both real and

synthetic embeddings.

BERT Embeddings (Frozen)

|

Cross Validation (CV) with Generative Adversarial Network
(GAN) Oversampling
CV with GAN powered minority synthesis

|

Generate Synthetic Fraud Embeddings
Generate synthetic fraud embeddings to rebalance.

y

Combine for Final Training Set
Real Non-Fraud data, Real Fraud data, Synthetic Fraud data (GAN)

A 4
Initialize Deep MLP with Self-Attention
Focus on transaction Importance,
capture interaction effects between features

y

Train Hybrid Classifier with Early Stopping
Evaluate Binary Cross Entropy (BCE) Loss, save best performing weights

A 4

Output Layer
Determines if a transaction is fraudulent or not

Figure 3.6 Fine-tune BERT model using transfer learning along with

Overall, this approach integrates representation learning, data synthesis, and
supervised classification, improving fraud detection robustness even with highly

imbalanced transaction dataset.
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3.6.4.3 Fine-Tuning #1: Model refinement with fraud customers profile

Dataset

* Uses a fraud-enriched dataset and re-extracts frozen
BERT embeddings to focus training on high-risk
patterns.

BERT Transformer

Embeddings

* Loads the original BERT+MLP model but fine-tunes
= only the MLP-with-attention head (BERT stays frozen).
To address imbalance
o * Trains with a very small learning rate (1e-5), batch
Artificial Neural Network (ANN) . . . .
Multi Layer Perceptron (MCP) size 16, for 5 epochs using BCEWithLogitsLoss to
S B avoid forgetting while improving fraud sensitivity.

Model
T * Updates apply solely to MLP parameters each batch,

[ Refine Model with fraud profiles ] gradually shifting the decision boundary toward
1 better fraud detection.

[ BERT + MLP + Refined Fraud Model ]

» Saves the refined model and evaluates it on the
Fraud  Not-Fraud global test set to measure anomaly-detection
improvements.

Figure 3.7 Model refinement with fraud/high risk customers profile

Note: Star indicates the beginning of the process

The model from the previous step is refined using the fraudulent transaction
dataset, which contains transactions primarily associated with fraudulent behavior. This
dataset is prepared by identify the senders and receivers with the most fraudulent
transactions. At this stage, the model is fine tuned to precisely focus on the fraud patterns.
Refining the model on this fraud-dense data help improve the sensitivity to rare fraud
indicators that may have been not picked in the earlier approaches. The trained model
from the Semi-supervised learning phase is loaded and new BERT embeddings for the

fraudulent dataset are extracted and supervised training is continued over several epochs.
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This refining process will ensure the model learns and re-aligns its decision
boundaries to capture fraudulent characteristics and patterns, from the confirmed
fraudulent transactions. This will give scope to identify any patterns that reflect unusual
transaction amounts, recurring transactions, or multiple instances of similar amounts
either penny transactions or high dollar amounts. This refinement phase is expected to

boost model’s recall and precision for the fraudulent class.

3.6.4.4 Fine-Tuning #2: Model refinement with good customers profile

Dataset * Uses a low-risk, mostly legitimate transactions dataset
to rebalance the classifier after the fraud-heavy
BERT Transformer refinement stage.
S * Generates fresh frozen-BERT embeddings and fine-
tunes starting from the “BERT + MLP + Refined Fraud”
To addre‘::l:balance mo de I .
Artificial Neural Network (ANN)
Multi Layer Perceptron (MCP) * Trains for 5 epochs with a very small learning rate (1le-
S B 5) and BCEWithLogitsLoss to preserve fraud-detection
signals while improving non-fraud recognition.

(URefine Model with fraud profiles )

* Adjusts only the MLP head, shifting the decision
({BERT + MLP + Refined Fraud Mode! ] boundary toward fewer false positives and better
calibration.

(_Refine Model with good profiles |

[ BERT + MLP + Refined Fraud + Refined Good customer Model ]

* Produces a final refined model with improved
Fraud  Not-Fraud precision, reduced false positives, and stronger overall
. . metrics (F1, confusion matrix, ROC, PR).

Figure 3.8 Model refinement with good/low risk customers profile

Note: Star indicates the beginning of the process

This refinement is targeted to address the recall dominant behaviour and restore
class balance and improve model generalization. For this, the research uses good

customers profile and their transactions. This refinement improves the model’s sensitivity
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toward the legitimate class by learning from patterns observed in confirmed legitimate

transactions, while retaining sufficient sensitivity to fraud.

Technically, this step reloads the previously refined model (post—fraud training),
extracts BERT embeddings for the good customers’ transactions, and continues
supervised training for a few epochs. The goal isn’t to make the model forget fraud cues
but to teach it clearer boundaries between fraudulent and legitimate activity. As a result,
the refined model becomes more robust, generalizes better across diverse transaction
types, and maintains high accuracy with fewer false positives in real-world banking

scenarios.

These model training approaches are taken considering the practical implementations
of fraud detection models in Banks and Financial organizations. Practical fraud model
implementations do not use a single model to identify fraud but leverage a series of
models, with each model tackling specific element of fraud. The model built in this study

focusses on identifying most if not all the fraudulent transactions at a high recall.
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3.7 Evaluate and Validate model:

In this research study, various evaluation metrics were employed to assess the
performance of the models. These metrics include accuracy, precision, recall, F1-score,
and area under the receiver operating characteristic curve (AUC-ROC). Each metric
provides unique insights into the effectiveness of the model in identifying fraudulent

activity.

Training and Testing

l l | l

L Semi-supervised Model refinement Model Refinement
Tralnlng and Unsupervised Learning Model training with fraud with Good

Testing data BERT Model training BERT + MCP customers’ profile customers' profile

Validation
data

Validation data

Dataset

Validation Metrics
( Precision, Recall, Accuracy, F1-score, PR, AUC, ROC score)

Figure 3.9 Stage-wise evaluation of model using reserved data

As shown in the Figure 3.9, a consistent dataset is reserved for evaluation of the
model at various learning and refining phases. This ensures the models are validated with
the same data and thereby avoid any skewness on the final metrics.

Precision, recall, and F1-score are particularly significant in the context of
anomaly detection. Precision measures the proportion of true positive predictions among

all positive predictions, indicating the number of flagged instances that were fraudulent.
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However, recall assesses the proportion of true positives among all actual positives,
reflecting the model’s ability to identify all relevant instances. The F1-score is the
harmonic mean of the precision and recall, providing a single metric that balances both
concerns.

In anomaly detection false positives can lead to unnecessary investigations and
false negatives can result in fraud being undetected. Precision, recall, and F1-score
metrics are crucial for evaluating the anomaly detection model performance (Liao et al.,
2022). The trade-off between accuracy and computational efficiency is critical for fraud
detection. While accuracy provides a straightforward measure of overall performance, it
can also be misleading in imbalanced datasets, which are quite common in fraud-
detection scenarios where fraudulent or anomalous cases are rare compared with
legitimate ones.

Computational efficiency, on the other hand, refers to the time and resources
required to train and deploy models. Models that achieve high accuracy may require
extensive computational resources, making them less practical for real-time fraud
detection applications. Therefore, it is necessary to strike a balance must be struck
between achieving high accuracy and maintaining computational efficiency to ensure that
the models can operate effectively in real-world environments.

AUC-ROC curves are instrumental in assessing model performance, particularly
in binary classification tasks such as fraud detection. The ROC (Receiver Operating
Characteristic) curve plots the true positive rate against the false positive rate at various
threshold settings, allowing for visualization of the trade-off between sensitivity and

specificity. The AUC (Area Under the Curve) quantifies the overall ability of the model
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to discriminate between the positive and negative classes, with values closer to 1
indicating better performance. AUC-ROC is particularly useful in fraud detection because
it provides a comprehensive view of the model’s performance across different decision
thresholds, aiding in the selection of an optimal threshold for deployment.

In summary, the evaluation metrics commonly used in fraud-detection studies
include precision, recall, F1-score, and AUC-ROC. Each metric offers valuable insights
into the model performance, particularly in the context of imbalanced datasets. The trade-
off between accuracy and computational efficiency highlights the need for practical
solutions for real-time applications. AUC-ROC curves serve as vital tools for assessing
model discrimination capabilities. The research used predominantly precision, recall, and
F1-score to evaluate the performance of the high recall model. Additionally, AUC-ROC

values were calculated to obtain insights into the final model results.

The evaluation metrics will qualify and validate the hypothesis statements
(Hypothesis 2 and Hypothesis 3) defined for this study, using confusion matrix

assessment, and performance metrics.

1 Confusion Matrix Assessment: Confusion matrix from validation data is used
to analyze BERT's recall and precision on Fraudulent transactions. The results
will be compared against traditional machine learning models to verify if the
end model demonstrates the capability in identifying more fraudulent
transactions compared to traditional fraud detection methods. (Validates

Hypothesis 2).
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2 Performance Metric Validation: Core evaluation metrics—accuracy,
precision, recall, F1-score, and AUC-ROC are generated using sklearn library.
Couple of metrics specifically recall, and precision scores on fraudulent
transactions are compared relative to the traditional models to confirm BERT’s
capability in identifying anomalous fraudulent transactions. (Validates

Hypothesis 3).

Table 3-2 lists the binary confusion matrix used in the study. This matrix helps us
calculate the metrics used to compare and evaluate the models. Table 3-3 lists the

equations that help derive the metrics for evaluation of the models.

Table 3-2. Binary Confusion Matrix

Predicted Label
Normal Fraud
Normal True Negative False
Actual (TN) Positive (FP)
Label Fraud False True Positive
Negative (FN) (TP)

Table 3-3. Model Evaluation Measures and Formulas

Evaluation Measure Formula
Precision =_T
TP+FP
Recall _ TP
~ TP+FN
F-1 Score Precision * Recall
F —1Score =2« —
Precision + Recall
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Chapter 4—Results

4.1 Introduction

Imbalanced nature of transaction data is central challenge in fraud detection,
where fraudulent events represent only a very small fraction of the total. In the synthetic
dataset used in this study shared by JP Morgan & Chase, this ratio is about 2%. This
imbalance poses significant difficulties for machine learning models, and transformer-
based architectures such as BERT are no exception. The imbalance tends to bias
predictions toward the majority (non-fraudulent) class.

As the primary objective of this study is to advance fraud detection, special
attention was given to the strategies that improve the model’s performance on the
minority class. As detailed out on the solution architecture the research adopted several
complementary approaches—including class weights into the loss function ensuring
misclassifications of fraud transactions incur a higher penalty, adjusting the threshold to a
lower value to allow more coverage of fraudulent transactions, using Generative
Adversarial Network (GAN) to produce synthetic data samples during semi-supervised
training with Artificial Neural Networks and refining the model with fraud customers
data subsets. Alternative loss functions, such as focal loss are also considered to reduce
the influence of well-classified majority examples on the model and emphasize hard-to-
classify fraud transactions.

In this study Model evaluation prioritizes metrics that are robust to class
imbalance. Traditional accuracy falls short in this context, therefore, we report class-
specific recall, precision, and F1-scores, with a particular emphasis on recall for the fraud

class, as missing fraudulent events is costlier to financial institutions than dealing with

56



false positives. Confusion matrices using heatmaps are analyzed to track false negatives
and true positives explicitly.
Precision—Recall AUC and ROC AUC are also evaluated as they provide more

reliable representation of classifier performance under skewed distributions.

4.2 Exploratory Data Analysis (EDA) Results:

4.2.1: Summary statistics and Correlation among Numerical Features:
Table 4-1 lists the summary statistics for numerical features ‘Sender Sector’ and
‘USD_amount’indicated have full ranges matching the counts, but ‘Sender Sector’ based
has missing values. ‘USD amount’shows evidence of high-value outliers. The
‘Label’column clearly indicates a significant class imbalance, with fraudulent

transactions being a small minority of about 2%.

Table 4-1. Summary statistics of Numerical Features

Sender Sector USD amount Label

count 1279291.00 1498177.00 1498177.00
mean 25021.33 513.47 0.02
std 14431.71 539.81 0.14
min 0.00 0.00 0.00
25% 12534.00 138.69 0.00

50% 25023.00 404.16 0.00

75% 37530.50 734.07 0.00

max 49999.00 19998.94 1.00

Correlation matrix was used to identify the strength and direction of the
relationship for the numerical features. All the three columns seem to have weak

correlation. The correlation coefficients indicated feeble direct relationship between
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‘USD_amount’and ‘Label’and feeble indirect relationship between ‘Sender Sector’ and
‘USD_amount’. Further, the relationship with the Label seems to be complex and
indicates any Linear models may fall short during classification specifically on an

imbalanced dataset.

Table 4-2. Correlation of numerical features

Sender_Sector USD_amount Label
Sender_Sector 1 -0.00075 0.000546
USD_amount -0.00075 1 0.089663
Label 0.000546 0.089663 1

4.2.2: Temporal Analysis— ‘Time_step’ and its impact on Label:

Cumulative Fraud Transactions Over Time - " -
Time-based Analysis of Fraudulent Transactions

sactions.

Cumulative Fraud Trans

Number of Fraudulent Tr:
s

H H
o 50 100 150 200 250 300 350 2024 2028 2032 2036 2040 2044 2048 2052 2056
Date

Cumulative Day of Year

Figure 4.1 Temporal analysis of Fraudulent Transactions - Yearly

‘Time_step’ column lists transactions in a chronological sequence of transactions
made by an account user. Exploratory analysis was performed by splitting the
‘Time_step’ column into granular elements— year, month, date, hour, minute, second,
and day of the week. Yearly analysis indicated that the number of fraudulent transactions
is not more than 30 in any given year. There are some spikes in fraudulent transactions
for some years, however there is no direct or indirect linear relationship between Label

and Year. The input dataset was analysed to find out if there are any seasonal trends for
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the fraudulent transactions. From the analysis, Q3— Period between July and September,

saw a spike in the number of fraudulent transactions.

Fraudulent by Weekday Fraudulent Transactions by Hour of Day

>
Hewr of Dy

S
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Figure 4.2 Temporal analysis of Fraudulent Transactions — Weekdays &
Hours

Insights from the yearly and seasonal analysis directed us to do a more granular
analysis of weekday and hour of the day. This analysis was performed to identify patterns
of attempted fraud during any specific day of the week or time during the day. The
weekday analysis suggested there were more fraudulent transactions on Saturday, but
there is no clear trend of a particular day being prevalent among the fraudulent
transactions. The hourly analysis suggested there are spikes in fraudulent transactions
early in the morning and later in the evening, but nothing unusual during normal business
hours. Based on the temporal analysis so far, it is evident ‘Time_step’ column may not be
impacting the end label, and further analysis is required on the dataset to figure out the

impacting columns.
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4.3 Feature selection and Engineering — Results

To figure out the variables that can help in identifying fraud, feature importance
analysis was performed using random forest classifier. To capture time-based transaction
patterns, temporal features Year, Month, Day, Hour, Minute, Second, and Weekday —
were extracted from ‘Time step’ column. Sine and cosine transformations were applied
to the Month and Hour fields to learn periodic trends Categorical variables are encoded
numerically using Label Encoder.

Random Forest Classifier has been trained, and the model’s feature importance is
evaluated using permutation importance. Permutation importance method measures how
randomizing each feature’s values affects model accuracy, thereby quantifying the
feature’s predictive contribution. Figure 4.3 shows the results, and it’s clear that variable

‘USD_amount’has huge impact in determining the end fraud label.

Top 15 Feature Importance for Fraud Detection

usp_amount | |
|
|
|

Transaction_Type
Bene_Country -
Sender_Country -
Month_cos 1
Sender_lob
Month_sin 1
Month -
Hour_cos
Hour_sin -
Weekday
Bene_Account
Year

Second -

Hour -

0.0000 0.0002 0.0004 0.0006 0.0008 0.0010
Mean Importance (Permutation)

Figure 4.3 Feature importance Results
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Violin plots were used to compare the distribution of ‘USD _amount’on the

‘Label’values. Figure 4.4 shows the plot to understand the distribution of fraudulent

transactions.

Violin Plot of USD_amount by Label
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{

USD Amount
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Label (0: Non-Fraud, 1: Fraud)

Figure 4.4 Violin Plot USD_amount by Label

From the plot, the distribution of ‘USD_amount’ for Label 1 looks different from
that of non-fraudulent Label 0. The fraudulent transactions have a different median and a
wider spread of amounts compared to the non-fraudulent ones. This also suggests that
‘USD_amount’is a potentially useful feature for distinguishing between the two classes

and is included in the model training.
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On continuing to explore additional columns that might have importance,
‘Transaction_Type’column was further analysed as it was second in the feature
importance list. Table 4-3 lists the ‘Transaction Type’and ‘Label’values info, separately
for fraud and non-fraud. It looks like the labels are spread across different transaction

types, and certain transaction types have higher number of fraudulent transaction count

Table 4-3. Transaction_Type and Label Analysis

Transaction_Type Label count mean std min max
DEPOSIT-CASH 0 106637  506.602186  281.402373 100 999.98
DEPOSIT-CASH 1 2772 1466.63657  3391.62994 100 19998.94
DEPOSIT-CHECK 0 108128  516.950373 473.01794 100 19854.49
DEPOSIT-CHECK 1 1349  1378.56644  3261.03515 100 19939.73
EXCHANGE 0 105641  505.704944  281.448943 100 999.98
EXCHANGE 1 2526  947.718844  2271.67772 100 19854.39
MAKE-PAYMENT 0 550192 312.307042 288.77326 0 999.99
MAKE-PAYMENT 1 7543 724905188  1509.18846 100 19921.43
MOVE-FUNDS 0 177166  1110.95217  765.534038 100 2000.99
MOVE-FUNDS 1 3039  752.183577 1659.15671 100 19072.08
PAY-CHECK 0 104806  502.968806  280.965461 100 999.99
PAY-CHECK 1 3045 780.547826  1824.56985 100 19700.91
QUICK-PAYMENT 0 209672 503.42199 280.97084 100 999.99
QUICK-

PAYMENT 1 7935  728.615957 1604.43851 100 19927.99
WITHDRAWAL 0 105116  503.152118 281.0867 100 999.98
WITHDRAWAL 1 2610  722.603207  1590.12983 100.02 19706.66
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Distribution of USD Amount by Transaction Type and Label (Violin Plot)
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Figure 4.5 Transaction_Type Violin plot

Violin plots were used to analyze the distribution of ‘Transaction Type’on the
label. There is a noticeable difference in the distribution of fraudulent transactions against
each type, with different mean and wider spread of amount ranges. This indicates, the
type of transaction would also impact the model. Figure 4.5 shows the violin plot for

transaction types and labels.

4.4 Data Preparation:

Data preparation for the model training begins with handling null values in the
dataset.
Summary statistics indicated, there are no nulls in the dataset for label columns, so it was
best to
substitute the missing values with mean for numerical columns and for the categorical

columns with the mode values. If the mode returned multiple values for any categorical
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column, the first value is chosen to replace missing values. Figure 4.6 shows the missing

values before and after handling null values.
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Figure

Based on the results of Feature analysis and engineering, it was evident that the
variables impacting the final Label outcome was ‘USD amount’ and ‘Transaction Type’.
So, these two variables were used to engineer a new column ‘text representation’ that

would concatenate both the values before using it to train the BERT model.

4.5 Machine learning approaches on a subset of data
A subset of the dataset was used to test several tree-based models, including
Random Forest, Gradient Boosting, AdaBoost, XGBoost, and LightGBM, and the results

were evaluated as part of the experimental pipeline for fraud detection.
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To summarize the observations from this testing, All the machine learning models
achieved very high overall accuracy (0.97) and strong weighted F1-scores (<0.97),
largely due to the dominance of the majority class. However, macro-averaged metrics
(~0.50-0.51) highlighted poor performance on the minority class. Specifically, when
evaluating fraud detection, these models exhibited very low precision (0.03—0.06), recall
(0.02-0.03), and F1-score (0.02—0.04), indicating difficulty in identifying fraudulent
transactions. Among them, Gradient Boosting achieved slightly higher precision and F1
for fraud, but overall, all tree-based models demonstrated limited effectiveness for
detecting the minority class despite their high accuracy on the overall dataset. Table 4-4

lists the metrics from the test.

Table 4-4. Initial Metrics - Machine Learning Models

Model Accuracy Precision Recall F1-score Precision Recall F1-score Precision Recall F1-
(Macro) (Macro) (Macro) (Weighted) (Weighted) (Weighted) (Fraud) (Fraud) score
(Fraud)

Random 0.97 0.51 0.50 0.50 0.96 0.97 0.97 0.04 0.02 0.02
Forest
Gradient 0.97 0.52 0.51 0.51 0.96 0.97 0.97 0.06 0.03 0.04
Boosting
AdaBoost 0.97 0.51 0.51 0.51 0.96 0.97 0.97 0.04 0.02 0.03
XGBoost 0.97 0.51 0.50 0.50 0.96 0.97 0.97 0.03 0.02 0.02
LightGBM 0.97 0.51 0.51 0.51 0.96 0.97 0.97 0.05 0.02 0.03

Note. Results from subset (3-year data from Mar 2022 to Dec 2024)

Machine learning models were also compared using the area under the curve
(AUC), a common metric to quantify a model's overall ability to distinguish between

classes. In general, a higher AUC meant better performance.
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Receiver Operating Characteristic (ROC) Curve Comparison

ROC Curve (Validation)
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Figure 4.7 ROC Curves for Machine learning and BERT Models

Receiver Operating Characteristic (ROC) curves for all the models were not close

to top-left corner of the plot, which indicated relevantly low AUC values. Machine

learning models seem to be struggling to classify the minority values. The same data

subset was run through a BERT with weighted loss functions. The results were promising

in terms of detecting fraud despite the classifier’s low accuracy. ROC curve boasts an

area of 0.75 significantly higher than rest of the machine learning models. Table 4-5 lists

the metrics with BERT.

Table 4-5. Initial Metrics - Machine Learning Models with BERT

Model Accuracy Macro Weighted Precision Recall F1- TP FN AUC
F1 F1 (Class1) (Class score (Class (Class
1) (Class 1) 1)
1

Random 0.97 0.50 0.97 0.04 0.02 0.02 6 364 0.57
Forest
Gradient 0.97 0.51 0.97 0.06 0.03 0.04 10 360 0.50
Boosting
AdaBoost 0.97 0.51 0.97 0.04 0.02 0.03 9 361 0.62
XGBoost 0.97 0.50 0.97 0.03 0.02 0.02 6 364 0.63
LightGBM  0.97 0.51 0.97 0.05 0.02 0.03 9 361 0.62
BERT 0.50 0.363 0.647 0.035 0.895 0.067 351 41 0.750

Note. Results from subset (3-year data from Mar 2022 to Dec 2024)
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This test with a subset of data, primed and pushed us to build a BERT model by

using the full dataset, capture more fraud patterns and eventually build a robust model for

detecting fraudulent transactions.

4.6 BERT Model, Model fine-tuning Results

4.6.1 Unsupervised Learning

Table 4-6. Fraud Detection Metrics — BERT

Class Precision Recall Fl-score Support

0 (Legitimate) 0.98 1 0.99 146736
1 (Fraudulent) 0.83 0.02 0.04 3082
Accuracy 0.98 149818
Macro Avg 0.91 0.51 0.52 149818
Weighted Avg 0.98 0.98 0.97 149818

Note: Results from full data set

The initial experiment using the Base BERT model established the baseline

performance for transaction classification without data augmentation or refinement. The

results, summarized in Table 4-6, show that the model achieved a high precision of 0.98

and perfect recall for legitimate transactions, indicating excellent recognition of non-

fraudulent cases. However, performance on the fraudulent class remained limited, with a

recall of only 0.02 and an F1-score of 0.04, signifying that the model struggled to identify

fraudulent transactions effectively.

Confusion matrix and ROC curves are listed on Figure 4.8. From the confusion

matrix, it is evident that out of 3082 fraudulent transactions, only 64 were captured as
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true positives, which indicates a poor recall. Out of 146736 legitimate transactions only
13 were predicted as false positives. The ROC area under the curve at about 0.67
indicates the model is struggling to differentiate fraudulent transactions, from the normal

legitimate transactions.

Receiver Operating Characteristic (ROC) Curve Confusion Matrix
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Figure 4.8 Base BERT Model Metrics — Confusion Matrix & ROC Curve

The model needs refinement such as threshold tuning, increasing minority data using
oversampling and cost-sensitive training. These methods could help balance precision

and recall for the fraud class.

Of all the methods to oversample minority data, the research used Generative
Adversarial Networks (GAN). GAN produces realistic samples based on the distribution

of the existing minority data without merely duplicating the minority data entries. This
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approach effectively balances the dataset during training making sure the number of

legitimate and fraudulent transactions remain same during training.

4.6.2 Semi-supervised Learning

Table 4-7. Fraud Detection Metrics - Semi-supervised Learning with GAN

Class Precision Recall Fl-score Support

0 (Legitimate) 0.991 0.421 0.591 146736
1 (Fraudulent) 0.029 0.825 0.056 3082
Accuracy 0.42 0.42
Macro Avg 0.510 0.623 0.323 149818
Weighted Avg 0.972 0.429 0.580 149818

Note: Results from full data set

The summary of classification report on Table 4-7 indicate that the model has a

precision of 0.991 for legitimate class. This indicates the model continues to identify

legitimate transactions but based on the recall 0.421 a good chunk of the legitimate

transactions was flagged as fraudulent, indicating an increase in false positives.
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Figure 4.9 Bert Embeddings + GAN + MLP — Confusion Matrix & ROC
Curve
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For the fraudulent class, the model obtained a recall of 0.825. Based on the
confusion matrix in the Figure 4.9, 2543 transactions were captured as true positives, a
significant jump from the previous stage. This demonstrates the model capability to
identify anomalous transactions and effective detection of most fraudulent transactions.
The precision at about 0.029, indicating rise in the false positives.

The high recall is helpful in financial fraud detection applications, where the cost
of missing a fraudulent transaction is higher than that of generating a false alarm. Also,
the advantage at this point in the research is the model can detect most of the fraudulent
transactions. So, the resulting false positives can be treated as a trade-off in highly
imbalanced datasets.

These results are promising high recall; however, the goal of the research was to
improve the recall to 0.98 or more. So far, the approach enables improved detection of
anomalous activity. The model needs further refinement to meet the target recall goal.
The next two refinements will be done using the customer profiles both fraudulent and
good customers. These two refinements will achieve more balanced and operationally

efficient fraud detection model.
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Table 4-8. Fraud Detection Metrics — Model refinement with fraud customers

4.6.3 Fine-Tuning #1: Model refinement with fraud customers profile

profile
Class Precision Recall Fl-score Support
0 (Legitimate) 0.999 0.010 0.020 146736
1 (Fraudulent) 0.021 0.999 0.041 3082
Accuracy 0.031 0.031 0.031
Macro Avg 0.51 0.505 0.031 149818
Weighted Avg 0.979 0.031 0.021 149818

Note: Results from full data set
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Figure 4.10 Model refinement fraud customers— Confusion Matrix & ROC
Curve

Table 4-8 lists the performance metrics after refining the model using the fraud
customer profiles. This refinement was done using the fraudulent senders and receivers
profile and their transactions. This refinement improves the model’s sensitivity toward
the fraudulent class by learning from patterns observed in confirmed fraudulent

transactions.
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The model achieved the target recall of 0.999 (> 0.98) for the fraudulent class,
indicating that nearly all fraudulent transactions were successfully detected. 3080
fraudulent transactions were predicted right out of 3082 fraudulent transactions in the
reserved dataset. However, such high recall came at the expense of precision at about
0.021 indicating an increase again in picking up legitimate transactions as fraudulent.

For the legitimate class, the model continued to maintain high precision (0.999)
but demonstrated minimal recall (0.010). This indicates that almost all legitimate cases
were misclassified as fraudulent.

This model behaviour is intentional and beneficial in the context of fraud
detection, where missed fraudulent records are more costly than false positives. Overall,
the results confirm that fine tuning using fraudulent customer subset effectively improves

anomaly detection.

4.6.4 Fine-Tuning #2: Model refinement with good customers profile

Table 4-9. Fraud Detection Metrics - Model refinement with good customers profile

Class Precision Recall Fl-score Support

0 (Legitimate) 0.990 0.251 0.546 146736
1 (Fraudulent) 0.027 0.985 0.052 3082
Accuracy 0.386 0.386
Macro Avg 0.509 0.601 0.299 149818
Weighted Avg 0.971 0.386 0.535 149818

Note: Results from full data set

This refinement is targeted to address the recall dominant behaviour and restore

class balance and improve model generalization. For this, the research uses good
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customers profile and their transactions. This refinement improves the model’s sensitivity
toward the legitimate class by learning from patterns observed in confirmed legitimate
transactions, while retaining sufficient sensitivity to fraud. Table 4-9 lists the metrics

from the resulting model after refinement.

The model achieved a precision of 0.990 and recall of 0.251 for the legitimate
class, indicating recovery in correctly identifying genuine transactions. For the fraudulent
class, the recall dropped a bit but still high (0.985). This indicates that that the model
continued to detect the majority of fraudulent cases. The precision (0.027) slightly

improved compared to the previous refinement, owing to the reduction of false positives.
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Figure 4.11 Model refinement with good customers— Confusion Matrix &
ROC Curve

Figure 4.11 shows the heatmap AND ROC curves. The number of false positives
dropped to 109799 from 145230 indicating the model has learned to segregate legitimate
transactions with the confirmed legitimate transactions dataset. The number of true

positives dropped a bit, but the recall (0.985) is still more than the target goal of (0.98).
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This two-stage refinement pipeline framework promotes improved precision—
recall balancing, leveraging the customer profiles ensuring the model remains highly
sensitive to fraudulent activity while improving discriminative capabilities for legitimate

transactions.

4.6 Comparison of BERT and traditional models.

The resulting metrics of the model testing on the reserved dataset are captured in
Table 4-10. The results indicate the progress the model made, based on the solution
architecture proposed in the methodology section.

The Base BERT Model when tried on the full dataset achieved high precision and
recall for legitimate transactions —0.98 and 1.00, respectively, but resulted in poor recall
— 0.02 for the fraudulent transactions, detecting only a small fraction of anomalies. This
is owing to the severe imbalance of the minority class, and the weight loss functions

didn’t necessarily help handle the imbalanced nature of data.
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Table 4-10. Fraud Detection Metrics - Overall Summary

» FI-
Model Class Precision  Recall score Support
Base BERT Model 0 (Legitimate) 0.98 1 0.99 146736
Base BERT Model 1 (Fraudulent) 0.83 0.02 0.04 3082
BERT Embeddings + "
GAN + MLP 0 (Legitimate) 0.991 0.421 0.591 146736
BERT Embeddings +
CAN LD I (Fraudulent) 0029 0825 0056 3082
Refined_HighFraud 0 (Legitimate) 0999 0010 0020 146736
Model
LGS, ST 1\ (Fraudulent) 0021 0999 0041 3082
Model
&e(ggd—(}o‘)dc“smme“ 0 (Legitimate) 0990 0251 0546 146736
Refined_GoodCustomers . qujent) 0010 0985  0.052 3082
Model
Random Forest ..
Classifier 0 (Legitimate) 0.98 0.98 097 149818
Random Forest
Classifier I (Fraudulent) 0.89 0.04 007 08
Gradient Boosting .
Classifier 0 (Legitimate) 0.98 1 0.99 146736
Gradient Boosting
Classifier I (Fraudulent) 0.97 0.04 0.07 3082

Note: These Metrics are produced by testing the various models on the reserved
dataset.

Semi-supervised learning by using BERT embeddings with Generative
Adversarial Network (GAN) augmentation and a Multi-Layer Perceptron (MLP)
classifier improved minority class recall to 0.825. This improvement in recall started
building confidence in the model to capture more fraudulent transactions. Also, GAN
synthetic data generation exposed the model to learn from a wider range of fraud patterns.

BERT model from the semi-supervised learning is refined using fraudulent
customer profiles, to produce a model that achieved near-perfect recall —0.999 for fraud
detection. BERT model produced after this refinement, was refined on the good customer

profiles which resulted in restoring performance balance. Fraud recall remained high
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(0.985) while legitimate recall increased to 0.251. Figure 4.12 lists the performance

metrics for the fraudulent class across the models used in the research.

Model Performance Comparison by Metric

0.99 Model Stage
1o 0970 hass = Base Bert Model
mm BERT Embedding with GAN and MLP Model
BERT Refined model with Fraud Customers profile
0.89g W= BERT Refined model with Good Customers profile
mmm Random Forest Classifier
0830 0825 Gradient Boosting Classifier

08

06700673

1 Precision Recall ROC_AUC

Figure 4.12 Metrics comparison for Fraudulent class

Model Performance Heatmap by Stage and Metric
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0.2

Gradient Boosting Classifier 0.970
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Figure 4.13 Metrics Heatmap for Fraudulent Class
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Figure 4.13 lists the heatmap of the metrics across the various models used in the
research. Both Random Forest and Gradient Boosting Classifiers demonstrated high
precision and recall for legitimate transactions but limited sensitivity to fraudulent cases
with recall at about 0.04. At the same time, BERT + GAN + Refinement pipeline
captured higher proportion of fraudulent transactions, with higher recall under-scoring the
superiority of the end model produced in the research.

Overall, the results in this research confirm that the new pipeline of integrating
BERT embeddings, GAN-based data augmentation with MLP classifier and staged

refinement improves anomaly detection performance.

4.7 Practical Implementation using the refinement framework

Anomaly detection systems in banking in general prioritize higher recall model
and are good with handling alerts around false positives. The model refinement
framework used in the research, manages the trade-off between recall and precision
through staged model refinements. The model refined with fraudulent customer profiles,
maximized recall for detecting most of the fraudulent transactions, while the model
refined with good customer profiles improved precision and restored the balance around
classification. Together, these two refinements provided a way to define a control
framework for balancing precision—recall, for practical implementation of the model in

any financial or banking organization.
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4.8 Research findings and validation of Hypothesis

The research study addressed the following research questions and hypothesis.
RQ1: What pre-processing techniques are most effective for preparing banking
transaction data for fine-tuning Bidirectional Encoder Representations from

Transformers (BERT)?

RQ2: How effective is BERT in identifying anomalous patterns in banking

transactions compared to traditional fraud detection methods?

RQ3: How does the performance metrics (precision, recall, F1-score) achieved by
the BERT-based anomaly detection model compare with those of existing fraud

detection systems?

H1: Preprocessing of banking transaction data will significantly improve the

performance of the BERT-based anomaly detection model.

H2: Fine-tuning BERT for anomaly detection will result in a higher recall in

identifying fraudulent transactions compared to traditional fraud detection

methods.

H3: The BERT-based anomaly detection model after fine tuning will achieve

higher recall (>0.98) compared to existing fraud detection systems.
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4.8.1 Research Question One:

Our analysis demonstrates that combining variables and using them as text inputs
to generate Bidirectional Encoder Representations from Transformers (BERT)
embeddings followed by BERT classification is an effective way of using Natural
Language Processing (NLP) methods for anomaly detection. This approach gives
potential to combine any unstructured and structured data for effective analysis of

transactions and identify anomalies with higher confidence.

4.8.2 Research Question Two:

Our analysis demonstrates BERT Model fine-tuned with Semi-supervised
learning using Generative Adversarial Networks (GAN) to generate synthetic data for
training of Multi-Layer Perceptron (MCP) to train, followed by refining the end model
with fraudulent customer profile produces a very high recall model that’s effective in

detecting fraud.

4.8.3 Research Question Three:

Our analysis demonstrates that the resulting Bidirectional Encoder
Representations from Transformers (BERT) Model after tuning, effectively captures a
very high number of fraudulent transactions when compared to the existing models. This
is owing to the BERT’s capability in capturing nuances between the transaction amount
and transaction types and training the model effectively with the anomalous patterns

identified.
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Overall, the analysis demonstrated that combining BERT embeddings with

Generative Adversarial Network (GAN) to address imbalance of the typical financial

datasets during training, along with semi-supervised learning— Artificial Neural

networks (ANN) and Multi-Layer Perceptron (MLP) has captured more anomalies than

traditional approaches. The resulting model after semi-supervised learning, when refined

with the fraud customers profile (which is typically the case in all practical

implementation of fraud detection models), model’s recall increases significantly (>0.99)

and ensures most of the anomalies are identified.

4.8.4 Hypothesis one validation:

After comparing the results, to achieve a very high recall it would be good to concatenate

the columns and use the embeddings for identifying the transaction patterns and detect

anomalies.
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Figure 4.14 Confusion Matrix to compare True Positives (BERT and
Random Forest)

80



Comparing the end results on the recall and the fraudulent transactions predicted,
Natural Language Processing techniques (NLP) methods seem to help to identify more
anomalies in the fraudulent transactions. Using the new feature engineered column
‘text_representation’ a higher recall was obtained by capturing more fraudulent
transactions (True Positives, about 3080 out of 3082 by BERT, 116 out of 3082 by

Random Forest) as shown in the confusion matrix heat maps.

4.8.5 Hypothesis two validation:

Our analysis demonstrated that fine tuning Bidirectional Encoder Representations
from Transformers (BERT) model would result in a better recall when compared with the
traditional machine learning models. The model started with unsupervised learning using
BERT from hugging face, then semi-supervised learning leveraging BERT embeddings,
GAN, MLP techniques to produce a sound model that has a recall of about .825. This
model on further refinement with fraud customers profile, increased the recall on
fraudulent transactions to .99. Table 4.10 lists the metrics comparison summary across all
the models, and the record highlighted in green indicates the model with highest recall on
the fraudulent transactions. Figure 4.15 lists the confusion heatmap for all the models,

with notes on the models that validate the hypothesis 2 and 3 specifically.
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Figure 4.15 Heatmap plots for all the models with hypothesis validation notes

4.8.6 Hypothesis three validation:

For the last and final hypothesis, our study demonstrated Bidirectional Encoder

Representations from Transformers (BERT) based anomaly detection after fine tuning

using semi-supervised learning techniques achieved a recall of and refining with the

fraud customers profile, achieved a recall of greater than 0.98, to be precise its 0.999.

The model was further refined using good customers profile, the resulting recall on the

fraudulent label dropped to .985, which is still higher than the hypothesis goal.
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Chapter 5—Discussion and Conclusions

5.1 Discussion

Banks and financial institutions deploy teams such as Anti-Money Laundering
and fraud monitoring to prevent fraud along with adopting near real-time analysis
leveraging artificial intelligence and machine learning models, to understand customers
behaviour. Customer profiles are leveraged in a great extent in the process of validating
the transactions that may seem suspicious or an outlier.

Governments across the world are addressing payment fraud issues through
legislative efforts. The (United Kingdom) U.K.’s Authorised Push Payment (APP) Fraud
Reimbursement Scheme came into force on October 7, 2024. In the United States (US)
there are legislative efforts in the works like Taskforce for Recognizing and Averting
Payment Scams (TRAPS) act and Protecting Consumers from Payment Scams Act
(PCPS) act, which aim to expand protections for consumers in the digital payment
landscape. These laws drive fraud detection models to achieve a higher recall, ensuring
there is very little to no chance of allowing fraudulent transactions, thus benefitting the
customer as well as the financial organization. To address the issues around detecting
anomalies and regulations around missed fraudulent transactions, our research was focused
on implementing a high recall model leveraging Natural Language Processing (NLP) and
Artificial Neural Networks (ANN) approach to identify anomalies in transactions. Through
the implementation of Bidirectional Encoder Representations from Transformers (BERT)
model, we have proven its ability to in building a high recall model that can identifying most

of the fraudulent transactions within banking and financial systems.
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5.2 Conclusions

The research successfully demonstrated the effectiveness of utilizing Bidirectional

Encoder Representations from Transformers (BERT) model for anomaly threat detection.

After initial unsupervised learning using BERT, followed by adopting semi-supervised

learning techniques and refinements using customer profiles, BERT model was able to

achieve a very high recall. By implementing BERT model for identifying anomalous

transactions, we have showcased its capability as a robust model to detect anomalies in

financial transactions. Here are the key conclusions from the research:

The first hypothesis —Effective preprocessing of banking transaction data
will significantly improve the performance of the BERT based anomaly
detection model, has been demonstrated by pre-processing the data to combine
the most important variables and pass it as a text to BERT model training.
This approach effectively captured the nuances and patterns between the most
important variables and hence improved the performance of the model in

finding anomalies.

The second hypothesis—Fine-tuning BERT for anomaly detection will result
in a higher recall in identifying fraudulent transactions compared to traditional
fraud detection methods has been demonstrated by fine tuning the base BERT
model with Artificial Neural Network (ANN) along with fraudulent and good
customer profiles, resulted in a high recall model for capturing most of the
fraudulent transactions— 3080 out of the 3082 fraudulent transactions in the

dataset reserved for testing.
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The third and the final hypothesis —The BERT-based anomaly detection
model after fine tuning will achieve higher recall (>0.98) compared to existing
fraud detection systems has been demonstrated using the model refinements
with good and fraud customer profiles, which resulted in a recall of 0.999 and

0.985 respectively.

The research also discovered Natural Language (NLP) processing techniques
like BERT can be effectively used for anomaly detection. BERT model
outperformed some of the existing machine learning models —Random

Forest & Gradient Boosting in detecting anomalies / fraudulent transactions.

The study also revealed that Generative Adversarial Networks (GAN) is a
better approach to produce synthetic transactions to counter the imbalance
nature of fraudulent transactions in a financial dataset, while building NLP

based models for detecting anomalies.

BERT based model achieves a higher recall when compared with traditional
machine learning models. When the organization goal is to maximize
detection of anomalies, then BERT model edges out other models, by

achieving high recall.
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5.3 Contributions to Body of Knowledge

The research has shown how Natural Language Processing (NLP) and anomaly detection
through the use of Bidirectional Encoder Representations from Transformers (BERT) can
help in identifying fraudulent transactions. The major contributions of this research are as
below:

1. BERT-based NLP pipeline capable of processing structured transactional data:

The proposed solution architecture introduces a new NLP Pipeline that integrates
BERT, Generative Adversarial Network (GAN), Multi-Layer Perceptron (MLP) along
with two stage refinement with fraudulent and legitimate customer profiles. The end
model based on this architecture demonstrates superior sensitivity to rare fraudulent
activities compared to conventional machine learning models such as Random Forest and
Gradient Boosting classifiers. Additionally, using adversarial generated embeddings and
staged refinement approach establishes a scalable framework for high-recall anomaly

detection.

2. Two-stage refinement strategy:

A key contribution of this work also lies in the two-stage refinement strategy
employing GAN-based data augmentation and progressive fine-tuning using both
fraudulent and legitimate customer profiles. This hybrid training sequence enhances the

model’s ability to balance recall and precision.
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3. GAN generated Embeddings to handle data imbalance during training.

The research study demonstrated that GAN-generated embeddings help address
class imbalance and improve detection of rare fraudulent activities. GAN’s generator
learns to produce new embedding vectors that mimic the minority distribution and
directly augments BERT’s representation space thereby avoiding generating text
entirely. This approach saves resources by generating embedding vectors. Also, GAN
produces continuous vectors and ensures stable training, so embeddings become
denser and more separable thereby assisting the model to learn and classify the

transactions accurately.

5.4 Recommendations for Future Research

Based on the challenges encountered in the research, here are some of the

recommendations for future research.

1. Using Masked financial data as opposed to synthetic data:

The research study used synthetic data, but real-world data would include
far more nuances and patterns that Natural Language Processing (NLP) models can
easily learn. Instead of synthetic data, financial organizations may provide
masked data that will not reveal customer info, but the data itself will represent
the true nature of financial transactions and hence models will learn and detect

anomalies in them.
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2. Enhanced Data Representations:

The research was around the effectiveness of transforming structured
variables into textual representations for BERT embeddings. Future work could
combine structured variables, transaction logs and temporal data as textual
representations. LogBERT can identify anomalous logs by learning the patterns of
normal log sequences (Zhou et al., 2024). According to Rottger and
Pierrehumbert, (2021) including temporality to BERT training improves both
learning (upstream) and classification (downstream) tasks. Future work can
combine structured variables, transaction logs and temporal data as textual
representations for BERT training to build an effective anomaly detection model

in financial domain.

3. New Deployment Strategies:

Future research can focus on assessing real-time deployment strategies,
including model compression and latency optimization, to support production-

level anomaly detection in financial systems.
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Appendix A

Code:
The code used for the research can be accessed at the GitHub Repository:
https://github.com/KeshGWU/Praxis-2025

Dataset:
The dataset used in the research was provided by JP Morgan & Chase AIR team
on request. The dataset and the associated information, license can be found here.

Dataset
Note: Since GitHub does not allow to hold files more than 100 MB, the dataset is

hosted on OneDrive and anyone within GWU should be able to open this link and
access this link and files.
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