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Abstract

Visualizing and Validating Learned Image Embeddings

Image embeddings have become a core representational tool in Computer

Vision, vital for image retrieval and recognition in domains with millions of

categories, and integral to the translations between image and language.

Currently, learning these embeddings is based on Deep Learning archi-

tecture trained to map images into a space where semantically similar

images are mapped to similar locations and semantically different images

are mapped to distant locations. It is not often clear exactly what features

are extracted from the images when doing this mapping, and work on vi-

sualization tools in this domain is very limited. This proposal asks four

questions to improve these visualizations. First, how could we used such

visualization? Second, how can we better visualize the structure of the

mapping? Third, can we better show which parts of images are related to

each other when images are judged to be similar or dissimilar? Fourth,

for multi-modal embeddings that relate text and imagery, can we measure

the representational consistency between images and text embeddings to

predict text-driven image classification?
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Chapter 1: Introduction

Machine learning is becoming central to many parts of science and engi-

neering. As a branch of arti�cial intelligence, machine learning algorithms

analyze data samples (training data) to build a model used to predict unseen

data without a priori knowledge of those data. With the accessibility of more

extensive datasets and the development of faster hardware, the application

scenarios and prediction accuracy of machine learning are rapidly growing,

making machine learning a dominant study in arti�cial intelligence.

The most common machine learning task might be classi�cation. Classi-

�cation tasks, such as face recognition or handwriting recognition, involve

predicting the category of new data. Machine learning models classify un-

seen data by learning patterns from the training data. This removes the

need for explicit programming, which makes these models easier to create.

It also e�ectively explores a much larger set of possible features than were

ever explored with hand-crafted features, which allows models to be more

accurate.

However, classi�cation faces limitations, particularly in predicting unseen

classes and handling large class numbers due to hardware constraints. If

a new class become relevant (for example, because a new person needs to

be recognized in a face recognition task), the natural approach requires

that one re-train the whole model, and this is not feasible if this is a

frequent occurance. If there are very large numbers of classes (for example,

recognizing millions of di�erent people), then natural network architectures

that are trained to make one �nal node most active to indicate their output

because computationally infeasible to train, and practically infeasible to

1



Figure 1.1: A diagram highlights the idea of DML, mapping same class
together and di�erent class far apart.

implement on current hardware. Solving these two problems is the aim of

the sub-�eld of Machine Learning called Metric Learning.

Metric learning seeks to automatically learn a distance metric between

data points. Classic approaches [ 1, 2, 3], start with input features and make

(relatively simple) changes to how the distance between those features are

computed. Most often, they solve for functions (usually linear or low-degree

polynomials) that map the input features into a new space and then use

standard distance metrics (like Euclidean distance) in that space. Current

approaches use deep neural networks, usually convolutional neural network

(CNN) to learn more complicated, and more interesting transformations of

the input space. These approaches are highly non-linear, but still result

in each image being mapped to a location in a new space, and standard

distance functions are used to measure distances in this new space. A

simple example diagram is shown in Fig 1.1. They have achieved superb

performance and shows powerful representative ability on visual tasks, like

image classi�cation, detection, segmentation, and retrieval.

More precisely, deep metric learning treats the CNN as a mapping func-

2



tion. For the visual task, it tries to map each training sample from in-

put space (e.g., a 224� 224� 3 image) to an embedding space (e.g., a 512-

dimensional feature). The CNN is trained to follow the rule that semantically

similar images are mapped in nearby locations while the dissimilar images

are embedded in distant places.

There are many areas in deep metric learning worthy of exploration.

Recently, research has focused on:

ˆ Designing loss functions that e�ectively measure the representational

accuracy of embeddings,

ˆ Designing strategies that optimize which subsets of the training data

are optimized in each step, and

ˆ Designing the topology of the embedding space (for example, hyperbolic

embeddings and embeddings onto the hyper-sphere)

All of these research directions try to help the CNN learn better dis-

criminative features and boost the retrieval accuracy. Relatively less e�ort

has been focused on questions like: what is the di�erence in the extracted

features created by these methods? Why do some methods generalize better

to unseen data than others? In the thesis, we try to create visualizations

that help answer such questions.

For above questions, we plan to visualize what the embedding space looks

like. As the de�nition of deep metric learning, a well-designed algorithm

should put semantically similar images nearby in embedding space while far

from dissimilar images. It is hard to observe and visualize high-dimensional

data (more than 3). However, many dimensional reduction methods are

widely used in visualization, like [ 4, 5, 6]. The most common current

approach, t-SNE [ 4], is widely used to give intuition about embeddings.

3



This method can help to understand the embedding space, and show if

semantically similar images really are mapped to nearby points in the

embedding space, or if points from di�erent classes are mixed together. Such

visualization can be used to give an intuitive comparison of two di�erent

algorithms. In this thesis, we introduce such a new visualization method

and its enhanced version.

Beyond considering the topology of embedding space, we can also create

visualizations to describe the features that the CNN is extracting from each

image. Most previous work on visualization, like Class Activation Mapping

(CAM) [7], Grad-CAM [ 8], mainly focus on the classi�cation task. These

approaches highlight which parts of images contribute to this prediction by

computing the gradient of the prediction score as a function of each pixel

value, with the idea that the important pixels are the ones where a change in

their values would lead to a change in the prediction. While in deep metric

learning domain, current papers [ 9, 10 , 11 ] provides methods that compare a

pair of images in deep metric learning. For a pair of images, they use di�erent

methods to highlight which parts in images-pairs contribute lead the images

to be considered more or less similar in the embedding space. This helps

us understand how a CNN describes the similarity(or dissimilarity) between

a pair of images. And such visualization gives a qualitative evaluation of a

metric learning method. A good metric learning method should focus on

semantically important image regions when computing semantic similarity

(or dissimilarity) between image pairs. In this thesis, we enhance existing

visualization techniques to more e�ectively highlight the regions of similarity

or dissimilarity between pairs of images in deep metric learning.

A very compelling newer application of embeddings spaces comes from

visual-language models (VLM). VLMs are broadly de�ned as multi-modal

4



models that can map image or text into a shared latent space. These models

are trained on massive datasets, comprising trillions of pairs of images and

related text (like captions). The most popular paper VLM is CLIP [12].

In CLIP, the approach trains a image encoder and a text encoder simulta-

neously by the classic metric learning approaches. For each pair of related

image and text inputs, two encoders are trained so that the image and text

are mapped to similar locations in the embedding space, while other images

and text are embedded father away.

This works to generate a shared representation where both visual and

language data are mapped to a semantically consistent embedding space.

This gives CLIP (and other VLMs) exciting potential for downstream appli-

cations; one well-known version of this is Dall-E [ 13 ]. Dall-E allows users

to specify a target image by giving a text description, then embeds that

description into CLIP space, and performs an optimization process to create

an image that has a similar embedding.

A more common downstream task is zero-shot classi�cation. In computer

vision, this refers to de�ning an image class not with examples, but by some

other means, such as giving a text description [ 14 , 15 , 16 , 17 ]. With CLIP,

this can be as simple as de�ning target image classes with descriptions like,

"An image of a German Shephard", and the original CLIP paper showed that

using this approach to zero-shot classi�cation out-performed state of the

art image classi�cation for many datasets.

VLMs are already widely used, and likely to become more widely used,

because they o�er an approach to customized vision processing simply by

giving relevant English prompts and descriptions. Therefore, understanding

when VLMs give an imperfect and limited representation of visual concepts

will help to understand which applications are likely to work best. Our intu-

5



ition is that VLMs will give good performance for zero-shot learning in cases

where CLIP has a consistent understanding of corresponding variations in

both the image and text. We propose a measure of this representational

consistency, and demonstrate that this allows us to partially predict CLIP

performance in zero-shot learning, without using any labelled data from

the domain of interest.

In this dissertation, we make several key contributions designed to en-

hance the analysis and understanding of deep learning models. These

contributions cover various areas, including the analysis of embedding

spaces, highlighting similarities and unique aspects in image pairs, and

evaluating visual language model performance. Speci�cally, our contribu-

tions are as follows:

ˆ Visualizing How Embeddings Generalize : We develop and evaluate

a visualization of how new-classes are embedded relative to training

classes, and see that this visualization gives intuition about why some

metric-learning models generalize better than others.

ˆ Aligning Visualizations for Comparison of High-Dimensional Point

Sets : We propose an algorithm, 2-MAP that aligns multiple low dimen-

sional UMAP visualizations of high dimensional point sets (like image

embeddings). This helps highlight the similarities and di�erences

between those embeddings, which is useful to compare di�erent deep

metric learning methods.

ˆ Visualizing salient image regions in image embeddings : We gen-

eralize Grad-CAM style "salience" map visualizations (widely used to

show image regions important for classi�cation results) to embedding

network. Two algorithms are developed, the �rst �nds regions in a

6



pair of images most important for those images to be judged to be

similar, and the second highlights the regions that are most important

to di�erentiate classes that are embedded very close to each other.

ˆ Predicting Zero-Shot Classi�cation Performance Without Any La-

belled Data : I propose an approach to directly query the consistency

of the text and image embeddings in di�erent parts of CLIP space, by

evaluating the representational consistency of relevant local variations

in the text and image space. We index classes of image variations that

seem to have high and low representational consistency, and illustrate

how to use this to predict the e�ectiveness of zero-shot learning tasks.

7



Chapter 2: Datasets

Datasets are the core of much machine learning research. This disserta-

tion research has been substantially supported by the tradition of making

and sharing datasets. Several datasets are of particular importance in this

work and come up several times. Chapters 3, 4, and 5, which focus on

visualization techniques for Convolutional Neural Networks, leverage several

well-known deep metric learning image datasets as detailed below:

The MNIST database [ 18 ] comprises a large collection of handwritten

digits, including a training set of 60,000 examples and a test set of 10,000

examples. This dataset is relatively simple for a Convolutional Neural

Networks, making it a good toy dataset for Chapter 4.

The Stanford Cars dataset (CAR196) [ 19 ] includes 16,185 images across

196 car classes, primarily photographed from the rear. This dataset is

nearly evenly split into 8,144 training images and 8,041 testing images.

This dataset is popular as a �ne-grained visual recognition task because

some of the car varieties are visually quite similar to each other.

The Caltech-UCSD Birds-200-2011 (CUB200) dataset [ 20 ], a standard for

�ne-grained visual categorization tasks, contains 11,788 images of 200 bird

subcategories, split into 5,994 training images and 5,794 testing images.

This dataset is widely used by research in deep metric learning, image

classi�cation or retrieval. It also has classes that are quite similar to each

other, along with background variations and pose variations more extreme

than the car dataset.

The Hotels-50K dataset [ 21 ] aggregates images from various hotels

sourced from travel websites, featuring 1,027,871 training images from

8



Figure 2.1: Sample images from MNIST datasets

Figure 2.2: Sample images from CAR196 datasets

Figure 2.3: Sample images from CUB200 datasets

Figure 2.4: Sample images from Hotel-50k datasets
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Figure 2.5: Sample images from University1652 datasets

50,000 hotels and 92 major hotel chains. The testing dataset includes

17,954 Tra�ckCam images from 5,000 di�erent hotels. Searching these

image is important for real sex-tra�cking investigations, and this dataset

is also relevant because of the number of di�erent classes in the set.

The University-1652 dataset [ 22 ] comprises images from three plat-

forms�synthetic drones, satellites, and ground cameras�of 1,652 uni-

versity buildings from 72 universities around the world. It contains 50,218

training images from 33 universities and testing datasets with 37,855 drone-

view images, 701 satellite images, and 2,579 ground-view images from 39

universities as query images, plus 51,355 drone-view images, 951 satellite

images, and 2,921 ground-view images from 39 universities as gallery im-

ages. This dataset contains images from di�erent views, so matching image

regions across views is likely to require real semantic understanding.

These datasets are traditional benchmarks for classi�cation or retrieval

tasks in the computer vision domain, making them valuable resources for

us because we can compare results to prior work. Also, it means there is

an audience for our visualizations and understanding of these datasets.

10



Chapter 3: Visualizing How Embeddings Generalize

To �nd a general way to observe di�erent metric learning strategies, in

this chapter, we introduce visualization tools to illustrate how an embedding

generalizes beyond measuring accuracy on validation data, and we illustrate

the behavior of a range of triplet selection strategies.

3.1 Introduction

Deep Metric Learning works to �nd embeddings that map semantically

similar points to be nearby in an embedding space. Many imaging tasks

start with datasets that include many classes and many images per class,

and embeddings are trained to map images from the same class to be near

each other and far from images of di�erent classes. A key area of research

is �nding approaches that learn embeddings that satisfy this constraint

and also generalize to new data so that this constraint also holds when new

image classes are introduced.

A popular approach to learning these embeddings is based on triplets of

data: an anchor, another example from the same class, and an example from

a di�erent class. A deep convolutional neural network is then optimized via

a loss function that encourages the anchor image to be closer to the positive

example than the negative example. While there is a large and growing

literature of variations to this idea, a recent trend shows that approaches

that are more selective about which triplets are considered in the training

tend to generalize better.

We consider a set of approaches to selecting triplets from a batch of

training data. These approaches are described in Section 3.2.1, and range

11



(a)

(b)

Figure 3.1: We introduce several visualizations to characterize how embed-
dings generalize to new data. For features extracted from the fully connected
(FC) layer of a network trained on the CAR dataset with N-Pairs loss, (a)
shows a joint t-SNE embedding showing (top-left) training data, (top-center)
test data, and (top-right) both together; collectively, these show how the
test data is embedded relative to the training data. At a �ner scale, scatter
plots showing the distance to the most similar example from the same and
di�erent classes in (bottom-left) training and (bottom-right) testing data,
highlight that an embedding trained by N-Pairs may fail to generalize to
new classes because new class images may not be embedded to similar
locations.

12



from considering all possible triplets in a single batch to considering only

a single, carefully selected triplet per example. We found it surprising

that approaches that consider a single more carefully selected triplet per

training example yield superior performance in generalizing to new classes.

This was surprising because, compared to approaches that consider all

possible triplets, these approaches seemingly lose much of the e�ciency of

optimizing based on the large numbers of possible triplets in a batch.

Furthermore, beyond reporting results on validation data that include

new classes, there is a lack of tools to understand this generalization.

Therefore, we contribute in this paper simple visualizations to help highlight

how embedding approaches generalize to new data. We also include a

discussion about what these visualizations tell us about why di�erent

embedding approaches are more or less able to give good results when

generalizing to new data classes.

3.2 Methods

We train a selection of recently introduced approaches for Deep Metric

Learning. In this section, we de�ne the speci�cs of how we train these

methods, and the details of the visualization approaches we use to compare

them.

3.2.1 Embedding Methods

Triplet loss is trained with triplets of images, (xa;xp;xn), where xa is an

anchor image, xp is a positive image of the same class as the anchor, and

xn is a negative image of a di�erent class, and the convolutional neural

network, f (�), embeds the images on a unit sphere, ( f (xa); f (xp); f (xn)) . The

target is to learn an embedding such that the anchor-positive pair are closer

13



together than the anchor-negative pair.

In this work we compare di�erent approaches to constructing triplets

within a batch. The �rst set of approaches start with each example in a

batch and construct all or many possible triplets for that example. Batch

All [23] considers all possible triplets in a batch, and N-pair loss [24] adds

more negative examples into triplets and turns the triplet into an N-tuple,

(xa;xp;xn1; :::;xni ). The second set of approaches considers each example, and

constructs a single, carefully selected triplet for that example. Semi-Hard

Negative [ 25 ] chooses a random anchor-positive pair and an anchor-negative

pair that is farther than the anchor-positive pair, but within a margin so

that its similarity is comparable. The recently introduced Easy Positive

Semi-Hard Negative (EPSHN) [ 26 ] constructs a single triplet per image in a

batch from its most similar same class example and a semi-hard negative

example, and is the best performing single network (non-ensemble) approach

to date. In all cases, we modify the standard triplet loss function from a

margin based loss to an NCA loss [ 27 ], which we have found to give better

performance.

3.2.2 Network Details

All tests are run on the PyTorch platform [ 28 ], using the ResNet18 [ 29 ]

architecture, pre-trained on ILSVRC 2012-CLS data [ 30 ], to output a 64-

dimensional representation. Training images are re-sized to 256 by 256

pixels. We adopt a standard data augmentation scheme (random horizontal

�ip and random crops padded by 10 pixels on each side). For pre-processing,

we normalize the images using the channel means and standard deviations.

All networks are trained using stochastic gradient descent (SGD). On all

datasets we train using a batch size of 128.

14



3.2.3 Variations on t-SNE

We introduce a �exible extension of t-SNE showing training and testing

data jointly in this section, and use Dynamic t-SNE [ 31 ] to �yoke�, or align,

di�erent t-SNE embeddings of the same data. Taken together, these t-

SNE visualizations provide a intuitive view to compare and visualize high

dimensional data.

Joint Embedding t-SNE [ 32 ] is commonly used to show a 2D representa-

tion of high-dimensional data, such as the embedding results of a dataset

like CAR [ 19 ]. To explore how embeddings generalize, we suggest running

t-SNE to �nd 2-D visualization for all points in both training and testing

dataset. This creates a uni�ed embedding of both. Figure 3.1a visualizes

this in 3 parts, showing the training data, color coded by class, the testing

data, color coded by class, and the two overlayed, color coded by whether

they come from training data (red) or testing data (blue).

Yoked t-SNE In order to directly compare between di�erent t-SNE embed-

dings, we use the approach described in [ 31 ] to �yoke� the t-SNE embeddings

of related high-D point sets together. For related embeddings (such as the

embeddings of the CAR data set with two di�erent networks), they suggest

simultaneously optimizing the standard t-SNE on each one and including

an alignment error term that penalizes the Euclidean distance between

where the same point is mapped in each t-SNE embedding. By giving a

very small weight to this alignment error, the t-SNE representation of each

embedding remains similar, but when possible, the two embeddings are

encouraged to place points in similar locations. All of the t-SNE plots in

Figures 3.1 and 3.2 have been aligned in this way.
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Method BatchAll Npair SHN EPSHN
FC (train) 70.75 96.65 94.31 86.88

GAP (train) 73.69 85.47 91.93 84.79
FC (test) 33.72 53.13 60.61 73.22

GAP (test) 46.66 74.85 80.20 81.85

Table 3.1: Recall@1 Performance on the CAR dataset

3.2.4 Same vs. Di�erent Similarity Plots

t-SNE is known to have limitations [ 33 ] arising from mapping a high-

dimensional space down to two dimensions, so we also propose to view

the embedding that explicitly focuses on the exact similarity between a

point and its closest same class and di�erent class image in the original

embedding space. Speci�cally, for all points in the dataset we create a

scatter plot that shows the similarity to the closest same class image vs.

the similarity to the closest di�erent class image. Points that are below the

y = x diagonal, are closest to the same class, and (if used as a query) would

be classi�ed correctly with a nearest neighbor classi�er.

3.3 Discussion

Table 3.1 shows the Recall@1 accuracy for each of the di�erent triplet

selection approaches on the CAR [ 19 ] dataset. Figure 3.2 shows each of our

visualizations for the di�erent approaches. In this section we share what

these visualizations tell us.

Batch All The t-SNE of the training data shows that the representation

clusters the training classes, but often multiple classes partially overlap.

The testing data shows a few clear clusters, but is much more scattered,

and the joint embedding picture shows that the test data is often mapped
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