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Abstract of Dissertation 
 

A Simulation-Based Assessment of Downtown Traffic and Parking Systems 

Curb access in dense downtown street networks is a recurring source of operational 
friction because multiple users rely on the same limited space for fundamentally different 
activities. In Washington, DC’s Chinatown–Penn Quarter area, passenger parking 
demand, commercial activity, and frequent delivery activity intersect within a constrained 
street network where parking search and curb conflicts can propagate into measurable 
traffic delay. This thesis develops an agent-based microsimulation framework to evaluate 
curb-management interventions under these mixed-user conditions, with an emphasis on 
how behavioral responses and limited curb capacity jointly shape both parking outcomes 
and network performance. 

The model is implemented in the traffic microsimulation software SUMO 
(Simulation of Urban MObility) with the Python TraCI (Traffic Control Interface) 
package and represents a real-world street network and curb inventory for the study area, 
including on-street parking supply and off-street garages used as an alternative for 
general parkers. Two agent classes are simulated. General parkers choose between curb 
search, early parking, and garage diversion based on perceived curb availability that 
evolves over the course of a trip. Delivery vehicles execute multi-stop tours and face a 
distinct constraint set, including a limited willingness or ability to use off-street options, 
and a fallback strategy when legal curb parking is unavailable (continued cruising versus 
illegal parking). To establish a baseline behavioral and traffic regime prior to policy tests, 
the thesis evaluates a large parameter grid spanning traffic and parking demand levels, 
curb and garage pricing regimes, and delivery fallback strategies. Because these 
simulations initialize from an empty network, the analysis also implements an explicit 
equilibrium workflow, using a time-series warm-up detection approach with additional 
safeguards to distinguish genuine steady-state behavior from late stabilization and jam-
state artifacts. 

Baseline results show that stable operating conditions occupy a relatively narrow 
region of the tested parameter space, with gridlock emerging as the dominant failure 
mode as curb demand rises and when the curb–garage price gap induces additional curb 
search. Within runs that converge to equilibrium, delivery fallback behavior plays a 
central role in network performance: allowing illegal parking increases delay and can 
push marginal scenarios into instability, while cruising shifts impacts toward additional 
VMT and longer travel times for delivery tours. 

Two curb-management interventions are then evaluated. The first intervention 
introduces delivery bays by converting selected on-street spaces on edges identified as 
frequent locations of delivery parking difficulty. Bay implementations at multiple scales 
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(15, 30, and 45 bays) consistently reduce delivery vehicle illegal-parking time in the 
scenarios where illegal parking is otherwise prevalent, with benefits that increase as bay 
supply expands and evidence of diminishing marginal gains at higher demand levels. 
Network-delay effects are more context-dependent, reflecting the tradeoff between 
improved delivery outcomes and the loss of general curb capacity in a constrained 
network. The second intervention introduces a perfect parking information scenario 
within a defined radius, allowing vehicles to route directly toward available parking 
based on known occupancy. For delivery vehicles in cruising-fallback scenarios, parking 
information reduces tour lengths and improves operational efficiency by enabling more 
direct access to legal curb space. At the same time, the intervention increases route 
lengths for general curb-parkers and reduces the likelihood of convergence to equilibrium 
in several settings, consistent with a behavioral shift toward additional curb search travel 
and away from garage diversion. Combined scenarios suggest that information provision 
can dominate delay outcomes in some regimes, while targeted bays provide a more direct 
and reliable reduction in delivery-specific parking difficulty. 

Overall, the thesis demonstrates that curb interventions in mixed-user downtown 
systems produce coupled effects that are not well captured by single-user or purely static 
representations of parking. The proposed modeling framework provides a way to test 
pricing, space reallocation, and information strategies under heterogeneous behavior 
while explicitly accounting for network feedbacks and stability. The results support 
designing delivery accommodations, information provision, and pricing policy as an 
integrated package, with attention to behavioral response, capacity tradeoffs, and the 
conditions under which the network remains within a stable operating regime. 
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Chapter 1 – Introduction 
 
 

Curb space is a near-invisible piece of urban infrastructure with an outsized role 
in how downtown streets function. It allows for parking, deliveries, transit operations, 
ride-hailing pickups, street maintenance, access for people with disabilities, and 
increasingly commercial uses such as streateries, all while sitting directly adjacent to 
moving traffic. In many U.S. downtowns, that curb is also where a growing volume of 
logistics activity meets the street network. The result is a familiar set of problems: drivers 
circling blocks in search of scarce spaces, delivery vehicles stopping in travel lanes when 
legal curb spaces are unavailable, and congestion that is shaped as much by parking and 
loading conditions as by traffic demand alone. 

Washington, DC’s Chinatown–Penn Quarter neighborhood is a useful case study 
for these dynamics because it combines dense land uses, high turnover destinations, 
limited curb supply, garages that compete with street parking, and recurring delivery 
activity throughout the day. Commercial vehicles can represent a substantial share of curb 
demand in dense cores, and their parking constraints often spill directly into traffic 
operations when vehicles double-park or block loading zones (Ramirez-Rios et al., 2023). 
At the same time, many parking management tools are still implemented in ways that 
treat passenger parking and commercial loading as separate problems, even though they 
compete for the same space and create shared network effects through congestion. 

Pricing is one of the most prominent levers available to cities, and it has a long 
intellectual lineage in transportation planning and urban economics. Donald Shoup’s The 
High Cost of Free Parking made an insightful intervention into the discourse: when curb 
parking is underpriced, cities invite excess demand, cruising, and spillovers that are 
costly but politically easy to ignore. Shoup’s reform package emphasizes setting prices 
that target an occupancy rate consistent with availability, returning meter revenue to the 
neighborhoods that generate it, and reducing or removing off-street parking minimums 
that distort land use and travel (Shoup, 2011). Subsequent work has highlighted why 
these reforms remain difficult to implement at scale. Manville and Pinski (2021) argue 
that curb management is often trapped in a “low-payment, low-quality” equilibrium, 
where political incentives and administrative constraints keep prices low, service quality 
poor, and reform efforts fragile even when the welfare case for better pricing is strong.  

Despite that, some cities across the US have begun to implement smarter parking 
management systems, including demand-based pricing and new information systems. San 
Francisco’s SFpark program is a prominent case of performance-oriented meter 
adjustments intended to reduce cruising and improve space availability (Millard-Ball et 
al., 2014; Shoup, 2011). Washington, DC’s parkDC pilot similarly used Penn 
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Quarter/Chinatown as a testbed for demand-based pricing and real-time parking 
availability information (Pochowski et al., 2019). Further, after Zohran Mamdani’s 
triumph in the New York City mayoral election, discussions of pricing curb parking in 
NYC have re-entered public debate as a proposal to fund the new mayor’s ambitious free 
bus program (Rohatyn, 2025; Yaruss, 2025). Whether or not one accepts any particular 
destination for curb meter revenues, this renewed attention underscores the underlying 
policy problem: cities are asked to manage scarce, high-value curb space with tools that 
often produce predictable scarcity, predictable cruising, and predictable conflict over 
enforcement. 

The freight and delivery side of the curb raises an additional set of policy and 
modeling challenges. Deliveries have hard service requirements and schedule constraints 
that differ from discretionary passenger trips, and the costs of searching for parking can 
directly translate into time lost, route disruption, and safety risks when vehicles stop in 
travel lanes. Many cities have responded with targeted tools such as loading zones and 
delivery bays, time windows, and curb regulations that reserve space for commercial 
activity at specific times. A growing empirical and modeling literature suggests that 
better-designed loading space can reduce double-parking and improve traffic flow, but 
that these benefits depend on placement, enforcement, and the broader parking 
environment in which delivery vehicles operate (Ramirez-Rios et al., 2023). The practical 
question for planners is not simply whether delivery bays “work” in principle, but how 
they perform under realistic, mixed-demand conditions where passenger vehicles and 
delivery vehicles jointly shape curb availability. 

This thesis responds to that gap by developing a neighborhood-scale, agent-based 
simulation that represents curbside parking and traffic operations as a coupled system 
with heterogeneous users. The model is implemented as a microscopic traffic simulation 
in SUMO and TraCI and is built around two interacting agent classes: (1) general parkers 
and (2) delivery vehicles completing multi-stop tours. General parkers make a parking 
decision using a utility formulation that incorporates both price and time, implemented 
through a logit decision structure. Delivery vehicles are modeled as tour-based agents 
who must secure curb access near each stop, either searching for legal parking or 
stopping illegally in a travel lane. Because these decisions occur on the network and feed 
back into congestion, the simulation can capture how small changes in curb availability 
or pricing conditions propagate into system-level outcomes. 

Our model is then deployed for two policy experiments that reflect common 
interventions under active consideration by cities: 

1) Delivery bays: The first experiment introduces dedicated delivery bays and 
evaluates how their number and placement affect delivery outcomes and broader 
traffic performance in the Chinatown–Penn Quarter network. 
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2) Parking information: The second experiment provides drivers with information 
about available parking within a defined radius, allowing agents to change their 
search and routing behavior based on perceived availability. This captures a class 
of “smart parking” interventions that rely on sensing and information provision, 
while also recognizing that information can shift demand across blocks rather 
than simply reducing search time. 

Across both experiments, we evaluate outcomes that are meaningful for both planning 
and operations, including parking search time, illegal stopping behavior, and traffic 
performance measures that reflect congestion impacts. The broader contribution is 
methodological as well as substantive: the thesis provides a framework for testing curb 
management policies in a setting where passenger parking, delivery behavior, and traffic 
dynamics are co-determined, and where policy effects may be nonlinear, contingent, and 
sensitive to local network structure. 

The remainder of the thesis is organized as follows. Chapter 2 reviews relevant 
literature on parking economics, cruising and congestion externalities, curb management, 
freight loading, and simulation approaches. Chapter 3 describes the study area, data 
inputs, agent decision logic, and model implementation in SUMO. Chapter 4 establishes 
baseline system behavior across a structured set of model conditions and validates that 
the model produces interpretable dynamics before policy interventions are introduced. 
Chapter 5 presents and analyzes the delivery bay and parking information experiments, 
including how their effects vary across demand and pricing conditions. Chapter 6 
concludes by summarizing key findings, discussing policy implications for curb 
management in dense downtown settings, and outlining directions for future research. 
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Chapter 2 – Literature Review 
 
 

2.1 Parking Economics 

A central critique of how cities manage curbside parking comes from Donald Shoup's 
2006 paper, Cruising for Parking, which formalizes the trade-off between paying for off-
street parking and spending time to find a curb space. Underpriced curb parking induces 
rational cruising—observationally 8–74% of traffic in case studies—producing 
congestion, pollution, and excess VMT. The mechanism is generalized cost minimization: 
drivers weigh the price differential (curb vs. garage) against expected search time and its 
opportunity cost. The policy implication is straightforward but politically difficult: align 
curb prices with demand so occupancy is high but not saturated. 

Further equilibrium models sharpen this logic. Arnott and Inci (2006) show that in 
a downtown with underpriced curb space, cruising emerges endogenously; curb price 
increases (holding high occupancy) are welfare-improving, whereas supply expansion is 
at best a second-best substitute when pricing is constrained. Anderson and De Palma 
(2004) embed parking within a broader traffic system where cruising imposes congestion 
externalities even when garages price optimally—so managing curb behavior is a 
network problem, not merely a curb problem. Arnott and Rowse (2009) analyze curb–
garage interactions with market power on the garage side; underpriced curb use can 
cannibalize garage demand and amplify street congestion. Inci and Lindsey (2015) then 
model strategic garage responses (e.g., pricing short-term users to divert them curbside) 
implying that regulating curb prices can indirectly discipline private garage behavior. 

Recent work adds time dynamics and heterogeneity to the decision structure. 
Zakharenko (2016) models drivers’ joint choice over where to park and how long to stay; 
optimal prices depend on both arrival rates and turnover, cautioning against one-size-fits-
all occupancy targets (such as the 85% benchmark) and motivating simulation approaches 
that represent time dynamics without assuming perfect foresight. Qian and Rajagopal 
(2014) link cruising time nonlinearly to occupancy, showing sharp search time increases 
near saturation and supporting time- and location-sensitive pricing. Gu et al. (2020) move 
to a macroscopic systems view (driving, cruising, parked states) to show feedbacks 
between search and flow on the network fundamental diagram. 

Information modifies these same trade-offs by compressing the uncertainty in 
expected search time. In a driving-simulator study of a downtown Washington, DC 
network, Ahangari et al. (2018) report that individualized, app-based information 
substantially reduces circulation (cruising) time, while variable message signs reduce 
total driving time but do not significantly change cruising. Within the generalized-cost 
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framework, price sets the monetary component, while information shifts the 
distribution—and, critically, the variance—of expected search time, making price signals 
more effective and reducing wasteful search. This thesis adopts precisely this joint 
framing: pricing and information are complements that jointly determine generalized cost 
and, in turn, behavior at the curb. 

2.2 Urban Freight, Commercial Vehicles, and Dedicated Curb Space 

Freight activity intensifies curb competition and reshapes congestion externalities in ways 
that differ from passenger parking because deliveries are time-bound and destination-
constrained. Empirical studies first clarify the mechanisms at street level. Butrina et al. 
(2017) shift the analytic lens from the “last mile” to the last 800 ft, decomposing delivery 
into walking, search, service, and access geometry. Each stage responds to different 
features of the built and regulatory environment; missing or poorly configured loading 
space inflates search times and stimulates illegal parking, exporting delay to the network. 
In downtown Seattle, where commercial vehicles have access to dedicated loading zones, 
Girón-Valderrama et al. (2019) document mixed and often unauthorized use of the curb: 
commercial vehicles occupied loading zones only ~35% of the time, while passenger 
vehicles made up ~52% of loading zones users; across 3×3-block grids, 27–65% of 
commercial vehicle parking occurred in unauthorized spaces. Dwell times are polarized 
(≈54% ≤15 minutes; ≈28% ≥30 minutes; ≈44% ≥30 minutes for service vehicles). The 
placement of dedicated loading zones strongly predicts where commercial vehicles park, 
implying that rebalancing designations and enforcement can matter as much as adding 
supply. 

A complementary empirical strand quantifies search itself. Dalla Chiara and 
Goodchild (2020) show that commercial vehicles do cruise for parking, using GPS–
Google travel-time deviations to estimate a median ≈2.3 minutes of cruising per stop 
(≈28% of total trip time). Introducing either a loading zone or an accessible off-street 
option yields the largest reductions in cruising time; once such options exist, measured 
passenger occupancy levels become less predictive of commercial cruising, underscoring 
the primacy of freight-viable options and their placement. Moving from observation to 
intervention, Fransoo et al. (2022) report a field experiment in Querétaro’s UNESCO 
center in which visibly marked unloading bays paired with strong enforcement make bays 
reliably usable. GPS-parsed routes show large per-delivery gains—both parking time and 
travel time fall—despite little change in store-to-bay proximity, indicating that improved 
parking availability rather than siting explains most of the benefit. The study’s scope (one 
district, two weeks) and bundled treatment (designation plus intensive enforcement) limit 
external validity but demonstrate the order-of-magnitude effects that well-operated 
loading space can deliver. 
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These empirical regularities motivate formal models that parse trade-offs among 
pricing, allocation, and fallback behavior. Amer and Chow (2017) build an analytical 
downtown equilibrium model with price-responsive passenger demand and delivery 
vehicles that double-park when curb is constrained, emphasizing lane blockage and flow 
disruption rather than search. In freight-intensive cores, low curb prices lead to high 
occupancy which displaces deliveries into travel lanes and degrades throughput; raising 
curb prices can redirect passengers to garages, but without workable freight 
accommodations, the model predicts persistent lane occupation by trucks. Xu and Sun 
(2024) instead analyze a shared curb under allocation and admission rules, with delivery 
vehicles necessarily parking in a legal spot. Scarcity can trigger a feedback loop: trucks 
park farther from destinations, driving their own parking time up, leading there to be even 
less availability. Their comparative statics characterize welfare-optimal pricing and 
allocation: when freight is peaky and service times are long, reserving even a small share 
of curb for freight reduces total delay by shortening freight curb times and limiting 
spillovers to passenger search; when freight demand is light, shared access with pricing 
may dominate. Read together, the two frameworks highlight how the form of the freight 
fallback—double-parking versus cruising/queuing—critically determines network 
impacts and the returns to price, designation, and enforcement. 

Queueing and operations models then connect these mechanisms to 
implementable policies. Shanthikumar and Yao (1987) show diminishing returns in 
optimal server allocation across stations, explaining why “the first few” loading bays 
often yield the largest delay reductions. Applying this to the curb, Abhishek et al. (2021) 
couple dedicated bays with general on-street parking in a calibrated loss system and show 
that increasing the number of bays reduces blocking and overall curb pressure. Building 
on both the empirical and analytical insights, Legros and Fransoo (2024) derive state-
dependent admission and pricing rules, with pricing as the primary lever and minimal 
reservation—often one or two spaces—sufficient to meet delivery service targets under 
many conditions. Taken together with the field evidence from Querétaro and the Seattle 
studies, these results point to a practical bundle: targeted siting of a small number of 
bays, paired with pricing and enforcement, can materially lower freight search and lane 
blockage while preserving passenger access. 

This thesis builds on that integrated understanding in three ways. First, it models 
both freight fallback scenarios, where agents may cruise or stop illegally. Second, it 
evaluates designation and pricing jointly, varying bay counts, curb–garage price 
differentials, and information regimes that alter the uncertainty component of search. 
Third, it measures outcomes that the literature flags as decisive—search time, violations, 
and network delays—within a single SUMO framework that captures localized 
spillbacks. This allows us to quantify when and why a small number of well-placed 
delivery bays, in combination with pricing and enforcement, improve both freight 
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performance and passenger outcomes, and when alternative allocations or prices suffice 
without reservation. 

2.3 Simulation-Based Parking Models 

2.3.1 Passenger Cars 

Early microsimulations moved parking from facility-level abstractions to street-resolved, 
adaptive behavior. PARKAGENT (Benenson et al., 2008) couples real-world GIS with 
driver-level rules so agents respond to block-face fullness and reroute as they encounter 
congestion, revealing how street form and local heterogeneity shape cruising. Fulman and 
Benenson (2017) extend this with the Nearest Pocket for Prices Algorithm (NPPA), 
which assigns spaces using income-sensitive willingness-to-pay and distance penalties, 
then iteratively adjusts curb prices to hit target occupancies without real-time sensors. 
Pushing adaptation into the search itself, Rodríguez et al.’s (2022) DYNAPARK lets 
drivers re-evaluate mid-search, showing that dynamic rates and information can 
materially reduce cruising, failed attempts, and emissions when supply–demand 
imbalances are localized. 

A parallel strand highlights how changing vehicle operations and multimodal use 
reshape curb pressure. Using SUMO, Chai et al. (2023) show that replacing parking with 
pick-up/drop-off (PUDO) can lower overall delay yet create new curb bottlenecks when 
PUDO activity concentrates, underscoring the need to model dwell, queuing, and lane 
encroachment explicitly. Jaller et al. (2020) evaluate time-based and mode-priority curb 
sharing among passenger parking, ride-hailing, and freight, providing a policy testbed for 
mixed-demand corridors. Together these studies motivate our choices to (i) model in-
route re-evaluation and explicit on-street search, (ii) treat information as changing the 
distribution of expected success (not just mean occupancy), and (iii) embed passenger 
behavior within a multimodal curb where interactions between delivery vehicles and 
passenger cars actively shape cruising, dwell, and spillbacks. 

2.3.2 Commercial Vehicles and Freight 

Nourinejad et al. (2014) embed a logit parking-choice model for trucks estimated from 
driver interviews within a microsimulation, with alternatives spanning on-street options 
and dedicated loading facilities. Utility components include walking distance, expected 
search, and expected fines. The study shows that freight-only access streets and loading 
bays materially improve delivery performance with limited adverse effects on other 
traffic when well placed. Conceptually, the paper establishes a template for combining 
estimated freight utilities with dynamic network interactions; our approach mirrors this 
structure by specifying decision rules for delivery agents and then measuring system 
outcomes. 
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López et al. (2019) restrict trucks to freight loading zones and vary availability 
and spatial density. Both levers reduce search time, but availability dominates density in 
reducing the mean and variance of search. This matters for mixed-user environments: 
even with fixed density, policies that increase effective availability (designation, 
enforcement, pricing) can stabilize freight search and reduce variability—benefits that 
propagate to network performance. 

2.3.3 Modeling Passenger and Commercial Vehicles 

Zhao et al. (2025) develop a SUMO-based microsimulation that co-represents passenger 
cars, delivery vehicles, and other curb users with explicit heterogeneity in user type, 
destination, service length, maximum cruising time, risk attitude (risk-averse vs. risk-
prone), and compliance, and they allow illegal parking within those behavioral rules. The 
curb is partitioned into heterogeneous zones from Ann Arbor observations, each with 
distinct allowances, capacities, and temporal rules. Two space-allocation schemes are 
compared—(i) randomized assignment and (ii) a demand-proportional MILP—and the 
authors vary one axis at a time (background traffic, allocation rule, or behavioral mix) 
while assessing outcomes with hypothesis tests (e.g., t-tests). 

Three findings recur. First, higher background traffic degrades curb accessibility 
and operational efficiency even when curb supply is fixed, reinforcing the need to 
analyze curb policy in network context. Second, the allocation mechanism redistributes 
delay and reliability across user classes: demand-proportional assignment improves 
access for demand-intensive users but shifts waiting and walking penalties to others. 
Third, behavioral parameters (risk-prone share, compliance) can dominate policy effects, 
with non-compliance propagating spillovers that erode gains from better allocation. 

This thesis adopts Zhao et al.’s emphasis on heterogeneity, mixed users, and the 
possibility of illegal parking, but extends the analysis along three dimensions: (i) pricing, 
by explicitly varying curb–garage price differentials to quantify price elasticities and 
cross-user interactions; (ii) information, by contrasting simulation scenarios with and 
without parking information provision to isolate how reduced search uncertainty alters 
cruising and lane blockage; and (iii) network scale, by operating on a larger, grid-like 
downtown with localized spillbacks and corridor interactions, enabling assessment of 
policy effects that depend on spatial propagation rather than single-corridor dynamics. 

2.4 Simulation Analysis 

2.4.1 Simulation Initialization and Warm-up Detection 

Non-terminating traffic simulations require principled deletion of the initial transient 
before steady-state statistics can be estimated. Conway (1963) frames equilibrium as a 
property of the distribution of system states rather than any single realization and argues 
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that early observations often “contribute more bias than information,” motivating 
transparent warm-up rules and precision reporting. Within the transportation field, Taylor 
(2010) compares Welch’s moving-average method, MSER-5, and the FHWA/CORSIM 
volume-balancing heuristic. Welch’s method is simple but replication-intensive and 
somewhat subjective; MSER-5 offers an objective mean-squared-error-motivated rule 
implemented on batch means; and the CORSIM heuristic is easy to apply but sensitive to 
analyst-chosen intervals. A practical lesson follows: because different outputs stabilize on 
different horizons, analysts should select a truncation rule suited to the output of interest 
and their precision budget. 

White and Robinson (2010) provide a theoretical rationale for MSER by 
formalizing mean-squared-error minimization for steady-state estimators and showing 
conditions under which long-run, batch-means estimators dominate replication-deletion 
on efficiency grounds. For spiky or intermittently trending series, automated rolling-
window approaches further reduce analyst discretion. Nellis et al. (2018) propose F-t-Pj-
RG, advancing the candidate warm-up point until variance equality (F-test), mean 
equality (t-test), and an oscillating-slope projection criterion are jointly satisfied; the 
method yields both warm-up detection and converged window sizing, offering 
diagnostics that complement MSER when stationarity is doubtful. 

For complex agent-based systems, Camargo (2020) emphasizes that different 
outputs can converge on different time scales and that averaging across seeds can obscure 
meaningful heterogeneity. This cautions against a single global warm-up and supports 
variable-specific equilibrium checks and cautious aggregation, especially when outcomes 
such as cruising, violations, and throughput may stabilize at distinct rates.  

Finally, recent tooling operationalizes these ideas at scale. Oliveira et al. (2024) 
present pyMSER, an open-source library that automates MSER (and batch variants), 
integrates optional stationarity tests (e.g., ADF), and is designed for rapid workflow 
integration. In high-throughput evaluations, on-the-fly pyMSER achieves results 
comparable to fixed-cycle approaches at a fraction of the compute time and demonstrates 
scalability in post-processing large ensembles. For this thesis, we use MSER-style 
detection with an additional heuristic for robustness against jam conditions to determine 
which model runs reach equilibrium states and when, which is essential for the 
metamodel stage. 

2.4.2 Metamodels for Policy Inference 

Metamodels condense rich simulation input–output relationships into interpretable, low-
dimensional summaries. Classic guidance treats regression metamodels as “models of a 
model,” yielding response surfaces with main effects and interactions that support 
sensitivity analysis and “what-if” queries; careful design of experiments helps avoid ad 
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hoc scenario sampling and improves statistical power (Kleijnen, 1979, 2008). Practical 
diagnostics include distribution checks, attention to common random numbers, and 
heteroskedasticity-robust inference; the main limitation is familiar—low-order forms can 
miss strong nonlinearities or thresholds if interactions are underspecified or the explored 
region is too broad. 

For continuous outcomes (e.g., mean cruising time or violation rates), linear 
regression metamodels quantify marginal effects and interaction terms in a transparent 
way. For discrete/threshold outcomes (e.g., equilibrium vs. instability), logistic regression 
provides an interpretable, low-overhead alternative to heavier surrogates, with 
coefficients and average marginal effects mapping cleanly to policy levers (Ferguson and 
Belt, 2012). Because large experiment grids can inflate false discoveries, multiple-
comparison awareness and rank-based summaries improve decision robustness (Gill et 
al., 2018). Accordingly, this thesis employs linear and logistic regression metamodels 
with interaction terms and practical-effect thresholds to present concise, policy-relevant 
evidence. 
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Chapter 3 – Simulation Framework 
 
 

The simulation model developed in this thesis is designed to represent the coupled 
parking and traffic system of Washington, D.C.’s Chinatown–Penn Quarter neighborhood 
at a level of detail that is rich enough to capture cruising, double-parking, and garage use, 
while still being tractable for large experiment grids. Building on the parking economics 
and urban freight literature reviewed in Chapter 2, the model combines a spatially 
heterogeneous downtown street network, mixed traffic and parking demands, and varying 
prices for curbside and garage parking.  

While much of the theoretical ground for this thesis is well-trodden, our 
contribution is in integrating all these different factors into a single model for policy 
analysis. It is, to our knowledge, the first neighborhood-level traffic microsimulation that 
includes both general parkers and commercial vehicles searching for parking in a context 
shaped by priced street parking; past models have either had simpler parking demands 
when they were simulation studies or used homogenizing assumptions to make more 
complex problems tractable for an analytical approach. By representing heterogeneous 
parking and traffic demand in a unified model, we can examine how these systems 
interact and how different policy interventions affect the coupled curb–traffic system. 

The remainder of this chapter unpacks the simulation in more detail. Section 3.1 
presents an overview of the simulation and the interrelationships between its components. 
Section 3.2 describes the utility-informed decision-making process of general parkers, 
and Section 3.3 details the decision process for delivery vehicles. Section 3.4 then 
explains the SUMO simulation environment, and Section 3.5 outlines the model 
parameters and experimental design.  
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3.1 Simulation Overview 
 

 
 

Figure 3.1 Stock and Flow diagram representing the flow of vehicles through the 
Chinatown-Penn Quarter network, as well as the interrelationship between different 
variables. Boxes represent inventory quantities, while the thicker black arrows between 
them represent flows between these inventories. Arrows in red relate to the decision 
process of general parkers, arrows in purple relate to congestion, arrows in blue relate to 
the availability of curb parking, and arrows in green relate to the behavior of delivery 
vehicles. 

Figure 3.1 provides a system-dynamics abstraction of the simulation. At a high 
level, different sources of demand (general parkers, background traffic, and delivery 
vehicles) enter the street network and either exit the network (in the case of background 
traffic) or flow into different parking options. Focusing on the upper-right corner, we can 
see that congestion is closely linked to several stocks and flows. At this level of 
abstraction, congestion is determined by (1) the number of vehicles in the network, (2) 
the road capacity of the network, and (3) the number of delivery vehicles that are double-
parking. In turn, congestion affects the rate at which vehicles can leave the network, as 
traffic slows. In extreme cases, vehicles accumulate until congestion reduces outflows 
below inflows, producing the most basic failure mode of the system. Congestion is also 
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an input to the search cost that general parkers face in their decision-making process. 

Another key system variable is the curb parking availability, seen in the center of 
Figure 3.1. Intuitively, it is determined by the number of general parkers and delivery 
vehicles parked on the curb. In turn, curb availability influences the parking processes of 
both groups. For general parkers, availability is the second input into search cost, along 
with congestion, and helps determine how many choose curb parking versus garages. The 
curb parking availability will also in part determine the rate at which those general 
parkers which do choose to park on the curb will actually be able to do so, as it takes 
longer to find parking when it is more scarce; when the share of general parkers choosing 
to park on the curb is relatively inelastic, this can lead to what Xu and Sun (2024) refer to 
as a general-parker dominant instability. A similar process may occur with delivery 
vehicles as well, as scarcer parking leads them to park further from their destination, 
which drives up their parking time, and thus makes parking even scarcer; Xu and Sun 
(2024) refer to this as deliverer dominant instability. Both forms of instability 
additionally interact with the congestion, since they impact the rate at which vehicles 
come off the street and into a parking spot.  

Finally, we have the decision processes of general parkers and delivery vehicles. 
For general parkers, the inputs into this process will be the search cost for street parking 
(already defined as a function of congestion and curb parking availability), along with the 
prices of curb and garage parking. Taken together, these will determine (1) the share of 
general parkers who choose to park in a garage as opposed to the curb, influencing the 
rates at which vehicles leave the street network through those two flows and (2) how 
general parkers with heterogeneous desired parking times will distribute themselves 
between the two parking options, which in turn will impact the rate at which they leave 
the garage or curb. If the garage price is much greater than the curb price, the decision of 
general parkers to park on the curb will be much less sensitive to the search cost, and as 
such is more prone to a general-parker dominant instability.  

Delivery vehicles have a simpler decision process, as we will see later on in this 
chapter, which is fundamentally determined by the availability of parking at their 
destination and their fallback strategy (i.e., whether they will cruise for parking or park 
illegally when their desired spot is not available). And to close the loop for us here, by 
influencing the amount of delivery drivers parked illegally, the delivery decision process 
influences the congestion. 

3.2 General Parker Behavior 

3.2.1 Utility Functions 

In the model, parkers are treated as rational, utility-maximizing agents. Following 
Zakharenko (2016), the marginal utility of parking time is assumed to decrease linearly. 
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Each parker has a preferred maximum parking duration, at which point additional time 
yields no extra utility. Given a general parker 𝑣 with a maximum utility received from 

parking 𝑈௠,௩ and a preferred maximum parking time 𝜏௣,௩, at which 
ௗ௎

ௗఛ
= 0, the utility of 

parking for time 𝜏 is:  

𝑈(𝜏)  =  −(
௎೘,ೡ

ఛ೛,ೡ
మ ) 𝜏ଶ + (

ଶ௎೘,ೡ

ఛ೛,ೡ
)𝜏               (3.1)  

Given a unit-time street parking price  𝑐௣, the cost of parking for time 𝜏 is:  

𝑝(𝜏)  =  𝑐௣𝜏             (3.2) 

The optimal street parking time, 𝜏௩
∗, of general parker 𝑣 will be where 

ௗ௎

ௗఛ
= 𝑐௣, so the 

formulas for  𝜏௩
∗ and subsequently realized utility 𝑈௣,௩

∗  will be as follows: 

𝜏௩
∗ = 𝜏௣,௩ − 𝑐௣

ఛ೛,ೡ
మ

ଶ௎೘,ೡ
             (3.3) 

𝑈௣,௩௖
∗ = −

௎೘,ೡ

ఛ೛,ೡ
మ  𝜏௩

∗మ
+ (

ଶ௎೘

ఛ೛
− 𝑐௣) 𝜏௩

∗           (3.4) 

Because 𝜏௩
∗ decreases linearly as 𝑐௣ increases, the coefficient 

ఛ೛,ೡ
మ

ଶ௎೘,ೡ
 can be understood as 

the sensitivity of parking time with respect to parking price for parker 𝑣, or 𝜎௣,௩.  

𝜎௣,௩ =
ఛ೛,ೡ

మ

ଶ௎೘,ೡ
              (3.5) 

When comparing street parking to garage parking, however, 𝑈௣,௩
∗  is not the sole 

determinant of the utility of finding street parking. Parkers also consider the estimated 
cost of parking search. The cost per minute of searching for parking is based on the 
marginal utility of parking at 𝜏 = 0 (Zakharenko, 2016), which serves as a proxy for the 
urgency of the activity for which the driver is seeking parking, added to a minimum value 
of time 𝑐௦,௠௜௡:  

𝑐௦,௩ =
ଶ௎೘

ఛ೛
+ 𝑐௦,௠௜௡             (3.6) 

The estimated cost of parking search, 𝑆௣, will thus be defined as:  

𝑆௣(𝑛௣) =
௖ೞ,ೡ

௥ೞ,ೡ × ௡೛,ೡ
               (3.7) 
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where 𝑟௦,௩ denotes the rate at which parker 𝑣 samples parking spots, calculated as the 

product of the density of parking spaces per unit distance, 𝜌௣ ,and the parker’s average 

speed 𝑠௩. The term 𝑛௣,௩ represents the parker’s perceived parking availability, which 

evolves dynamically based on observed occupancy. This formulation captures how search 
costs rise under low perceived availability or slower traffic speeds. 

When evaluating the on-street option, the parker assesses its value as: 

𝑈௣,௩
∗ (𝑐௣)  − 𝑆௣(𝑟௦,௩ , 𝑛௣,௩).            (3.8) 

The utility of garage parking is simpler to compute. Given a fixed fee 𝑐௚, it is assumed 

that drivers will park for the maximum parking time 𝜏௣,௩. Thus the garage utility is: 

𝑈௚,௩ = 𝑈௠,௩ − 𝑐௚              (3.9) 

However, this is adjusted by the cost of driving to the garage, defined as, 

𝑆௚ = 𝜂௚
௖ೞ,ೡ×ௗ೒

 ௦ೡ
           (3.10) 

where 𝑑௚ is the distance to the nearest garage and 𝜂௚ is a coefficient less than 1, 

representing that particularly in slow traffic scenarios, the time to drive to the garage is 
more certain than the time to find parking. In the case that both 𝑈௣,௩

∗  and 𝑈௚,௩ are 

negative, parker 𝑣 is assumed to have balked, electing not to make the trip under the 
prevailing conditions. 
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3.2.2 General Parker Decision Process 

Figure 3.2 General Parker Decision Logic Flowchart 

The decision-making process each driver follows upon arriving at a new block in 
the simulation is illustrated in Figure 3.2. The parker begins by updating their perceived 

availability of street parking, 𝑛௣,௩, which is initialized at 
ଵ

ଶ
 and has its numerator and 

denominator updated as an exponentially discounted running sum of the observed free 
parking spots and total parking spots, respectively. Based on this updated belief, the 
parker evaluates four possible strategies: (1) proceed directly to the destination and cruise 
for parking if necessary; (2) attempt to park opportunistically before reaching the 
destination; (3) reroute to a garage; or (4) while en route to the garage, opportunistically 
park at an available street spot. 
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The decision to reroute to a garage is modeled using a logit choice framework that 
compares the expected utility of garage parking with continued street parking search. 
This probability is given by: 

𝑃(Garage)  =  
௘ೆ೒,ೡషೄ೒

௘ೆ೒,ೡషೄ೒ା௘
 ೆ೛,ೡ

∗  షೄ೛
.                  (3.11) 

In cases where the parker is already en route to the garage and unexpectedly finds a street 
space, the decision is again modeled probabilistically, this time weighing the utility of 
garage parking against the unadjusted utility of the curb space: 

𝑃(Garage)  =  
௘ೆ೒,ೡషೄ೒

௘ೆ೒,ೡషೄ೒ା௘
 ೆ೛,ೡ

∗  
.         (3.12) 

The decision to park early, before reaching the final destination, is also probabilistic and 
applies only during the approach phase. Drawing on the approach of PARKAGENT 
(Benenson et al., 2008), the parker estimates the expected number of remaining available 
spots before the destination, 

𝐹ா௫௣ = 𝑑௣ × 𝜌௣ × 𝑛௣,௩          (3.13) 

 

 

Figure 3.3 Probability of Early Parking (Benenson et al., 2008) 

The probability of switching parking strategies to allow for early parking is then: 

𝑃(𝑃𝑎𝑟𝑘 𝐸𝑎𝑟𝑙𝑦)  =  1 −
ிಶೣ೛ି ிభ

ிమ.ೡିிభ
         (3.14) 

where 𝐹ଵ = 1 and 𝐹ଶ.௩ is heterogeneous parameter representing the individual parker's 
conservatism—how likely they are to seek parking early rather than risk continued 
searching closer to the destination.  
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3.3 Delivery Vehicle Behavior 

 

Figure 3.4 Delivery Vehicle Logic Flowchart 

The logic for delivery vehicles is simpler than for general parkers. A delivery 
vehicle first drives to its delivery destination. If a delivery bay is present, it preferentially 
parks there; otherwise, it checks for available curb spaces on the block. If no legal spaces 
are available, the vehicle resorts to one of two fallback strategies, specified as a model 
input. Under the illegal parking strategy, it stops in the rightmost travel lane for the 
duration of its planned parking time. Under the cruising strategy, the vehicle records its 
original destination, cruises until it finds an available space, and then adds an extra 
parking time to reflect the walking distance back to the destination (assuming a walking 
speed of 1.2 m/s). Once the delivery is complete, the vehicle proceeds to the next stop on 
its tour. 
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3.4 Simulation Environment 

To construct the agent-based parking model, this study uses the open-source traffic 
microsimulation platform SUMO (Simulation of Urban MObility) (Lopez et al., 2018), 
along with the TraCI (Traffic Control Interface) Python package. TraCI enables real-time 
control and observation of vehicle behavior within SUMO and has been widely adopted 
in related studies of parking dynamics (Chai et al., 2023; Jaller et al., 2020).  

 

Figure 3.5 Chinatown–Penn Quarter Street Network, as seen in SUMO 

The simulation takes place in a reconstruction of Washington, D.C.’s Chinatown–
Penn Quarter street network, shown in Figure 3.5. The network is imported via SUMO’s 
Open Street Map converter, with a visual inspection being performed using Google’s 
Street View to ensure that the lane and intersection geometry was correct. This means that 
the network has streets of varying widths, as well as having both one- and two-way 
streets. Additionally, for intersection control, actuated traffic lights were used at locations 
that have traffic lights in the real world, while stop signs were used otherwise.  

For computational tractability, the number of on-street parking spaces was 
reduced to 621 across the network, distributed over 256 edges with parking. Each block’s 
capacity was scaled down by the same factor and rounded, while preserving at least one 
parking space on any edge that originally featured parking. The network also includes 22 
garages, located at the real-world locations of commercial parking facilities. Garages are 
modeled with unlimited capacity, a simplifying assumption intended to isolate the effects 
of street-parking search and pricing. The baseline network contains no delivery bays. 
Unless otherwise noted, all distances in the model (e.g., walking distance of delivery 
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vehicles, distance to garage of general parkers, etc.) are measured as Manhattan (L1) 
distances, rather than straight-line (Euclidean) distances, to closer approximate the travel 
distance without having to consider whether streets are one-way.  

 

Figure 3.6 Location of parking garages in the Chinatown–Penn Quarter network, marked 
with the dark blue edges. 

In order to generate passenger car trips, SUMO’s built-in randomTrips.py tool is 
used, creating various flows of vehicles, each with a shared O/D pair and a 120 second 
period Poisson distribution for headways. For background traffic, origins and destinations 
are set at the fringes of the road network, with a minimum distance of 200 m. For general 
parker traffic, destinations are set at in-network edges, with edge choice being weighted 
by number of lanes and edge length, to approximate real-world trip attraction. Once all 
the passenger cars have been generated with an O/D pair and network arrival time, they 
then have SUMO’s iterative dynamic traffic assignment applied. This prevents all of the 
vehicles with the same O/D pair from just following each other, instead approximating a 
user-equilibrium traffic scenario.  

Delivery vehicle trips are generated with a custom script. First, the number of 
stops they have is chosen from a uniform distribution between 5 and 15. The edges that 
they will be stopping on are then chosen, with a weighting similar to that used for the 
passenger cars. These destinations are then ordered with a greedy nearest-neighbor 
heuristic, starting from the stop closest to the vehicle’s entry point to the network. Their 
baseline parking times at each destination are chosen from a uniform distribution between 
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60 and 120 seconds. For both passenger cars and delivery vehicles, four hours of vehicle 
arrivals are generated.  

When a general parker or delivery vehicle has completed its parking stop(s), it is 
removed from the network. This simplification prevents a previous issue in SUMO 
whereby a vehicle that had parked at a second-choice location after cruising or visiting a 
garage would subsequently drive back to its original destination once done parking. 

3.5 Model Parameters and Experimental Design 

Each general parker is assigned a preferred parking duration  𝜏௣,௩ drawn from a uniform 

distribution between 15 and 120 minutes. The maximum utility derived from parking, 
𝑈௠,௩, is generated indirectly: the sensitivity parameter 𝜎௣,௩ is first drawn from a uniform 

distribution between 10 and 100 min2/$, and utility is then computed as 

𝑈௠,௩ =
ఛ೛,ೡ

మ

ଶఙ೛,ೡ
            (3.15) 

This formulation ensures that parkers exhibit some responsiveness to price. For instance, 
at the lowest sensitivity value of 10 min2/$, a $6/hour increase in curb pricing leads to a 
modest reduction of one minute in the parker’s optimal parking duration 𝜏௩

∗ . 

Additionally, each general parker is assigned a conservatism parameter 𝐹ଶ.௩ drawn 
from a uniform distribution between 2 and 6 blocks. This parameter reflects the parker’s 
propensity to seek parking before arriving at their destination, and directly influences the 
probability that they will switch to an early parking strategy mid-search. Through some 
initial model calibration, seeking to avoid unreasonably long cruising times (25+ 
minutes), the garage drive cost reduction 𝜂௚ was set equal to 0.25, the minimum value of 

time 𝑐௦,௠௜௡  to $0.50/min, and the exponential decay factor for past parking-availability 

observations to 0.9. 

To explore the dynamics of the baseline model (without delivery bays or parking 
information), the following parameter grid is used. For each specific combination of 
model input variables, eight simulation runs are completed, using four traffic-generation 
seeds, each reused twice. In total, the baseline experiment comprises 20,480 simulation 
runs, the results of which we will analyze in Chapter 4. 
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Table 3.1 Parameter grid for simulation experiment 

Variable Meaning Values 

back Background Traffic 
Demand (vehicles per hour) 

[1500, 1950, 2400, 2850] 

stop General Parking Demand 
(vehicles per hour) 

[450, 600, 750, 900, 1050] 

dels Delivery Vehicle Demand 
(vehicles per hour) 

[156, 192, 228, 266] 

𝑐௣ Curbside Parking Price 
(dollars per hour) 

[0, 3, 6, 9] 

𝑐௚ Garage Parking Price 
(dollars) 

[5, 10, 15, 20] 

IL Delivery Vehicle Fallback 
Strategy 

[Cruising, Illegal Parking] 
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Chapter 4 – Baseline Model Analysis 
 
 

The previous chapter laid out the construction of the Chinatown–Penn Quarter simulation 
model, including the network, demand patterns, and curb- and garage-parking decision 
rules. In this chapter, we turn from model design to model behavior. The goal is to 
understand how the baseline system operates under different demand and pricing 
conditions, and in particular when it reaches a steady state versus when it collapses into a 
congested, unstable regime. We also seek to identify the mechanisms by which general 
parkers and delivery vehicles jointly stress the curb and the road network, and how these 
mechanisms translate into system-level performance measures such as mean delay, 
cruising time, delivery tour lengths, and illegal parking. 

Section 4.1 begins by formalizing what it means for a simulation run to “reach 
equilibrium.” Using MSER-based warm-up detection on the numbers of vehicles 
searching for parking and vehicles parked, supplemented with heuristic criteria, we 
classify each run as either reaching or failing to reach a steady state. A logistic 
metamodel is then used to relate the probability of equilibrium to the main model inputs: 
parking demands from general parkers and delivery vehicles, background traffic, curb–
garage price differences and means, and the presence or absence of illegal parking as a 
delivery fallback. This provides a first quantitative map of which parts of the parameter 
space are structurally fragile. 

Sections 4.2–4.4 then dig deeper into the behavior that underlies these stability 
patterns. Section 4.2 examines parking times and cruising distances by vehicle class and 
studies how general parkers sort between curb and garage in response to prices and 
congestion. Section 4.3 focuses on delivery vehicles, relating curbside vacancy to the 
distance from the delivery destination at which vehicles ultimately park and comparing 
the resulting vacancy–distance relationship to theoretical expectations. Finally, Section 
4.4 regresses key performance variables—mean delay, median and 90th percentile 
cruising time, delivery tour length, and illegal parking time—on the same demand and 
price parameters, building a coherent picture of how curb-side frictions and delivery 
operations shape overall network performance. Together, these baseline results provide 
the backdrop for the curb-management experiments in Chapter 5, where we introduce 
delivery bays and parking information as policy interventions. 

4.1 Model Warm-up and Equilibrium  
Since, despite Conway’s (1963) best warnings, the simulation starts in an “empty and 
idle” state for ease of set-up, it has a lengthy warm-up period, in which it has not yet 
reached a steady-state distribution. Because variables such as the total share of general 
parkers choosing to park on the street or the average cruising distance may change over 
the course of a simulation without indicating an unstable dynamic, we choose to use the 
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total number of vehicles searching for parking as well as the total number of vehicles 
parked as our model outputs that will be tested to decide whether and when a model run 
reaches equilibrium. In part, we can think of this as looking at the traffic network and 
parking system as essentially consisting of two different queues (parking search and 
parking occupancy), and our analysis is looking to see when these queues reach a steady 
state distribution. 

Building on this framing, stabilization is treated as a warm-up detection problem 
on the cruising and parked series. Consistent with pyMSER’s (Oliveira et al., 2024) 
implementation, a batch-means MSER-5 procedure (batch size = 5) is applied to the 
parked series and, separately, to the searching series to estimate the earliest timestep 
(each step is a simulation second) after which the running mean is effectively steady. 
Operationally, pyMSER computes the moving mean-squared error of batch means and 
returns the index minimizing the estimated error of the steady-state estimator. To guard 
against truncations that arrive only at the end of the horizon, two timeliness tiers are used: 
“late” cutoffs (parked > 11,000 steps; searching > 10,000 steps) and stricter “late-flag” 
indicators (parked > 10,000; searching > 9,000). Additionally, because the simulation also 
has a cool-down period, the series are truncated to end at 13,500. If pyMSER cannot 
identify a credible cutoff on either series, the run is not classified as having reached 
equilibrium. This design follows the literature’s guidance to use objective, output-specific 
truncation rules while limiting analyst discretion and preserving comparability across 
runs. 

Because MSER presumes the eventual existence of a steady regime, 
supplementary safeguards emphasize an overcruising veto and explicit late-stabilization 
flags. The overcruising veto treats large maxima in the searching queue as evidence of 
systemic imbalance; peaks at or above 400 searching vehicles disqualify a run outright, 
with a warning band beginning at 325. Timeliness is further enforced by the late and late-
flag thresholds: any breach of the late criteria (parked > 11,000 or searching > 10,000) 
leads to a non-equilibrium classification; in addition, concurrent breaches of the stricter 
late-flag thresholds (parked > 10,000 and searching > 9,000) also preclude equilibrium, 
even when pyMSER reports formal cutoffs. 

The final classification requires timely and concurrent stabilization of both queues 
without evidence of latent instability. A run is labeled as reaching equilibrium only if (i) 
pyMSER identifies MSER-5 cutoffs on both series, (ii) neither series breaches the late 
criteria and the pair of stricter late-flag thresholds is not jointly breached, and (iii) no 
overcruising condition is observed. To give an idea as to what these criteria look like in 
practice, two examples follow. 
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(a) 

 

(b) 

Figure 4.1 Examples of simulation runs that are considered to have (a) and have not (b) 
reached an equilibrium state, as defined by the MSER analysis on the total vehicles 
searching and total vehicles parked vs time curves.  

Figure 4.1(a) shows a rather typical example of a late-stabilizing scenario, 
wherein for the first two hours there is a steep incline in the number of vehicles parked 
throughout the network, with approximately another hour where the simulation is 
reaching a plateau just above 800 vehicles. The number of vehicles searching stabilizes 
much more quickly at around 200 vehicles, reaching that point after around an hour. The 
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MSER analysis results mark simulation step 10385 as when the number of vehicles 
parked stabilize, and simulation step 4075 as when the number of vehicles searching for 
parking stabilizes. Figure 4.1(b) shows a characteristic example of an unstable scenario. 
While the total number of vehicles searching does eventually plateau, this is because the 
road network enters a totally gridlocked state, wherein no more vehicles can enter it.  

Figure 4.2 Equilibrium-run proportion for different model parameter combinations. Each 
cell represents a specific combination of values of curbside parking price, garage parking 
price, general parking demand, and delivery vehicle demand, with the value in the cell 
being the percentage of the 64 model runs (collapsing along the delivery vehicle fallback, 
background traffic demand, seed, and trial dimensions) which result in an equilibrium 
state. Within each of the 4 by 5 grids, the horizontal dimension represents the general 
parking demand, while the vertical represents the delivery vehicle demand. Between 
grids, the horizontal dimension represents the price of curbside parking, with the vertical 
representing the price of garage parking. 
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Figure 4.2 allows us to begin to explore how different model parameters impact 
the probability that a given scenario reaches equilibrium, showing a 4-dimensional 
projection of our parameter space. Looking at any of the individual grids, it’s clear (as 
can be reasonably expected) that adding more demand for either general parkers or 
delivery vehicles tends to make a scenario less stable. Further, looking along the bottom-
left to top-right diagonals, the grids tend to look similar to each other; for example, 
compare (𝑐௣ = $3/ℎ𝑟, 𝑐௚ = $5) to (𝑐௣ = $9/ℎ𝑟, 𝑐௚ = $15). While the gap between the 

price of curbside and garage parking is not identical in these two cases, those diagonals 
are where the gap remains most constant, as moving along them both prices either 
increase or decrease. It makes sense that, at least through this visual inspection, the price 
gap seems to matter much more than the absolute value of either. After all, the 
fundamental pricing issue highlighted by Shoup (2006) and others comes from the gap 
between the prices and the incentive for cruising it creates; on a model level, the logit 
function that decides whether general parkers choose curbside or garage parking is also 
agnostic to the magnitude of the price, instead only caring about the difference between 
the two utilities. 

To get a more quantitative understanding of how different model parameters 
impact the stability of the traffic network and parking system, a logistic regression 
metamodel is constructed, with the variable to predict being whether a given simulation 
run produces an equilibrium outcome. Let 

Pr(𝑌௜ = 1|𝒙௜) = logitିଵ(𝜂௜), 𝜂௜ = 𝛽଴ + 𝒙௜
்𝜷                                           (4.1) 

where 𝑙𝑜𝑔𝑖𝑡ିଵ(𝑧) = 1/(1 + 𝑒ି௭). The logistic link maps linear predictors to 
probabilities in [0,1] and yields coefficients interpretable as log-odds effects; 
exponentiated coefficients are odds ratios, while marginal effects translate to percentage-
point changes in probability. 

 As both parking economic theory and the qualitative analysis of Figure 4.2 
showed that the relative gap between curbside and garage parking price plays a 
significant role in driving parker behavior, the prices are reparametrized for the purpose 
of the logistic regression. In order to make the prices comparable, the curbside parking is 
converted to its hourly price; given that the desired parking time of general parkers 
ranges on a uniform distribution between 15 and 120 minutes, one hour approximates the 
mean parking time of a given vehicle. To further avoid collinearities in having both the 
prices and the difference between them present, the original prices are done away with, 
instead having the difference between the prices be complemented by their mean. The 
transformed parameters are thus: 

𝐷 =  𝑐௚ − 60𝑐௣ , 𝑀 =
ଵ

ଶ
(𝑐௚ + 60𝑐௣)           (4.2) 
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 Additionally, the parking demand variables are scaled into hundreds of vehicles 
per hour, so that all regression variables are of generally the same magnitude; the ability 
for delivery vehicles to park illegally is included as a binary fixed effect as well. Each 
numerical variable is centered around its mean to improve numerical stability and 
simplify interpretation, with the notation for the centered version of a given variable 𝑣𝑎𝑟 
being 𝑣𝑎𝑟௖. This yields the main-effects formulation:  

logit Pr(Y = 1) = 𝛽଴ + 𝛽஽𝐷௖ + 𝛽ெ𝑀௖ + 𝛽ௗ௘௟௦𝐝𝐞𝐥𝐬௖ + 𝛽௦௧௢௣𝐬𝐭𝐨𝐩௖ + 𝛽௕௔௖௞𝐛𝐚𝐜𝐤௖ +

𝛽ூ௅𝐈𝐋                 (4.3) 

The model is fit by maximum likelihood on an 80/20 test/train split, using 
heteroskedasticity-robust (HC3) standard errors and other standard diagnostics such as 
McFadden R2 and Akaike information criteria (AIC). As the logit link is nonlinear, both 
odds ratios (ORs) and Average Marginal Effects (AMEs) are used to interpret parameter 
impacts on equilibrium.  

Table 4.1 Main effects logistic regression. Log-loss 0.2135, McFadden R2  = 0.3494 

Effect Estimate SE 

95% CI 

p-value LL UL 
Intercept -3.2828 0.053 -3.387 -3.178 <0.001 

stop -0.6415 0.019 -0.678 -0.605 <0.001 

dels -1.6142 0.082 -1.776 -1.453 <0.001 

back -0.1042 0.007 -0.117        -0.091 <0.001 

𝐷௖ -0.2129 0.007 -0.226       -0.200 <0.001 

𝑀௖ 0.0834 0.011 0.061 0.106 <0.001 

IL -0.5809 0.065 -0.709      -0.453 <0.001 

 

To examine possible nonlinearities, the main-effects logit was augmented with candidate 
interactions and evaluated using a two-step forward screen on a 20% hold-out set. Each 
interaction was added individually and retained only if it (i) reduced hold-out log loss by 
at least 0.001 and (ii) produced a change in predicted equilibrium probability of at least 
one percentage point, computed as the maximum absolute change over a small grid 
(binary×continuous terms toggled 0→1; continuous×continuous terms varied over {−1, 0, 
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+1, +2} in centered units). The seven interaction terms tested were 𝐷௖ × 𝑑𝑒𝑙𝑠௖, 
𝐷௖ × 𝑠𝑡𝑜𝑝௖, IL × 𝑑𝑒𝑙𝑠௖, IL × 𝑏𝑎𝑐𝑘௖, 𝑑𝑒𝑙𝑠௖ × 𝑏𝑎𝑐𝑘௖ , 𝑀௖ × 𝑠𝑡𝑜𝑝௖ , 𝑑𝑒𝑙𝑠௖ × 𝑠𝑡𝑜𝑝௖ . The 
procedure limits the model to interactions that improve out-of-sample fit and have 
measurable effects on predicted probabilities. 

Table 4.2 Effect of interaction terms on model performance 

Candidate 
Interaction Term 

Δ log-loss max |ΔP| (pp) Term Kept? 

𝐷௖ × 𝑑𝑒𝑙𝑠௖ -0.0030 0.0340 True 
𝐷௖ × 𝑠𝑡𝑜𝑝௖ -0.0021 0.0165 True 
IL × 𝑑𝑒𝑙𝑠௖ 0.0002 0.0722 False 
IL × 𝑏𝑎𝑐𝑘௖ -0.0012 0.0148 True 

𝑑𝑒𝑙𝑠௖ × 𝑏𝑎𝑐𝑘௖ -0.0003 0.0237 False 
𝑀௖ × 𝑠𝑡𝑜𝑝௖ 0.0001 0.0155 False 

𝑑𝑒𝑙𝑠௖ × 𝑠𝑡𝑜𝑝௖ -0.0006 0.0931 False 
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Table 4.3 Final Logistic Regression Results, presented as Odds Ratios. Log-loss 0.2072 
McFadden R2 = 0.3494 

  95% CI 

Term Odds Ratio (OR) LL UL 

Intercept 0.026 0.023 0.030 

𝑀௖ 1.084 1.059 1.110 

𝐷௖ 0.764 0.752 0.775 

stopc 0.469 0.447 0.491 

delsc 0.952 0.937 0.968 

backc 0.109 0.089 0.134 

IL 0.464 0.406 0.531 

𝐷௖ × delsc 0.886 0.862 0.910 

𝐷௖ × stopc 0.980 0.975 0.986 

IL × backc 0.874 0.852 0.897 

 

As seen in Table 4.3, the largest fixed-effect contributions to the instability of the parking 
and traffic system logically come from increases in demand for parking. Of the two types 
of parking demand simulated, delivery vehicles have a much greater per-vehicle impact 
than general parkers. This is likely the combination of a variety of features of the delivery 
vehicles, such as that they must either park on the curbside or in the roadway, and that 
due to their multi-stop nature they contribute significantly more VMT than other vehicles. 
It is possible also that, despite having a minimum total parking time that is lower than the 
general parkers, they are parking for comparable or greater amounts of time due to the 
added parking time for walking distance. 

One result which is not necessarily intuitive to guess beforehand is the impact of 
delivery drivers parking illegally (IL) as a fixed effect, as well as the interaction term 
between allowing illegal parking and the delivery vehicle demand. Thinking back to the 
parking behavior of the delivery drivers under the two policies, in the illegal parking case 
the drivers are both driving for less time (as they don’t search for parking when they can’t 
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find it) and parking for less time (since they don’t have the additional walking distance to 
their delivery) than in the legal parking case. Yet, the metamodel results seem to show 
that the traffic network impacts of delivery vehicles blocking a lane entirely are more 
destabilizing than the added VMT and parking usage from them finding a legal parking 
spot further from their destination. This is further validated by the negative impact of the 
interaction term between background traffic and the illegal parking policy. As the system 
generally gets more congested, the disruptions that the delivery vehicles double-parking 
cause becomes even more destabilizing. 

The impact of the price difference (𝐷௖) comes from the parking decision model 
for general parkers, as an increase in the gap between the prices will mean that general 
parkers have to be faced with a greater search cost to make parking in the garage 
worthwhile. It is important, however, to recall that the curb parking price (𝑐௣) is a per-

minute rate while the garage parking price (𝑐௚) is a flat cost; as such 𝐷௖ is only accurately 

the difference in prices that a median vehicle with approximately 60 minute parking time 
may face. This helps illustrate one of the mechanisms by which the price mean (𝑀௖) is 
influencing the model results: if both 𝑐௣ and 𝑐௚ increase such that 𝐷௖ remains constant, 

the ratio between them shrinks, meaning that the garage option becomes a more favorable 
choice to general parkers with a lower preferred parking time (𝜏௣,௩) than before the 

increase in 𝑀௖, thus lowering the share of general parkers parking on the curb and 
reducing the amount of time that the average general parker is parking for. Additionally, 
an increase in 𝑐௣ causes a decrease in the realized parking time (𝜏௩

∗) (Zakharenko, 2016), 

which also decreases the utilization of curbside parking.  
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4.2 Parking Behavior Analysis 

 

 

(a) 

(b) 

Figure 4.3 Box and whisker plots of median parking times (a) and route lengths (b) by 
scenario, separated between equilibrium and non-equilibrium cases as well by vehicle 
category 

To get a better understanding of the underlying model dynamics hinted at by the 
metamodel, more concrete simulation output statistics are studied. The parking time and 
route length medians seen in Figure 4.3 help illustrate how the delivery vehicles are 
putting stress on the traffic and parking system: they tend to spend less time on the curb, 
but due to their multi-stop nature an individual delivery driver has a much longer route 
length than their general parker peer. This trend is true both in the simulations which 
reach an equilibrium steady-state and in those that do not. Combined with the earlier 
equilibrium metamodel results, it seems that the primary failure mode of the Chinatown–
Penn Quarter parking model constructed is a collapse of the traffic network, as opposed 
to the divergent increase in delivery parking times detailed in Xu and Sun (2024). 
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Further, the difference between the median parking times for general parkers on the curb 
as opposed to the garage seen in Figure 4.3(a) confirms that the simulation model is in 
line with utility-maximizing theoretical predictions. However, it is unclear to what extent 
the difference in parking time on the curb is due to the self-selection of general parkers 
with lower values of 𝜏௣,௩ as opposed to the reduction in 𝜏௩

∗ which occurs when there are 

non-zero curb prices.  

To try and tease out this difference, two regressions are constructed; one aimed at 
studying how model parameters impact the choice of vehicles to go to the garage and 
another aimed at how they shape the parking time on the curb. These regressions use only 
model runs which reach equilibrium (n=1950), and only data from between the respective 
MSER cut-off of each run and cool-down. For studying the curbside parking time, the 
dependent variable is the log of the run-level median for general parkers. The regressors 
are a dummy variable FREE when 𝑐௣ = 0 (n=154), log (𝑐௣) for positive values of 𝑐௣ 

(n=1796), log (𝑐௚/𝑐௣), and model demand parameters. The impact of log (𝑐௣) in the 

regression is taken to be the 𝜏௩
∗ reduction effect, while the impact of log (𝑐௚/𝑐௣) is 

interpreted as the sorting effect of vehicles by 𝜏௣,௩.  

Table 4.4 Key regression results for median curb parking time. R2 = 0.645 

   95% CI  

Effect Estimate SE LL UL p-value 

Intercept 7.579 0.016 7.727 7.789 <0.001 

log (𝑐௣) -0.0534 0.008 -0.069 -0.038 <0.001 

log (𝑐௚/𝑐௣) 0.2409 0.007 0.227 0.255 <0.001 

stopc 0.5090 0.057 0.397 0.621 <0.001 

 

It is consistent with theoretical predictions that aside from the prices, stopc has a large 
influence (𝛽௦௧௢௣ = 0.509) on the median parking time; as more general parkers enter the 

network, the greater competition between them drives up search costs and thus leads 
drivers with a greater desired parking time to see the curb as a favorable option. The 
coefficient for log (𝑐௣) makes sense when compared to the theoretical impacts of the 

sensitivity 𝜎௣,௩. With 𝛽௖೛
= −0.0534, one would expect a doubling of the curbside cost 

to lead to roughly a 3.6% (𝑒ି଴.଴ହଷସ ୪୬ (ଶ)-1) decrease in the median curb parking time; 
meanwhile a median general parker with 𝜏௣,௩ = 67.5 minutes and 𝜎௣,௩ = 55 min2/$ 
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would see their 𝜏௩
∗ drop by 4.1% as 𝑐௣ doubles from $3/hr to $6/hr. So it can be seen then 

that while 𝑐௣ does shape 𝜏௩
∗ to some extent, the previously observed results showing the 

impact of increasing 𝑀௖ are primarily driven by the shifting ratio of prices changing how 
general parkers sort between the garage and curb according to their preferred parking 
times.  

However, we expect that due to the interrelated network of the parking and traffic 
systems in the Chinatown–Penn Quarter model, more factors than just the prices may 
shape the decision for general parkers to choose whether they park on the curb or in a 
garage. 

Table 4.5 Binomial logit regression on proportion of vehicles which go to the garage.             
Log-loss 0.639297 McFadden R2 = 0.113715 

   95% CI  

Effect Estimate SE LL UL p-value 

Intercept -0.0527 0.008 -0.068 -0.037 <0.001 

𝑀௖  0.0165 0.002 0.012 0.021 <0.001 

𝐷௖ -0.1411 0.002 -0.146 -0.137 <0.001 

stopc 0.401 0.005 0.031 0.049 <0.001 

delsc -0.0571 0.018 -0.093 -0.022 0.002 

backc -0.0112 0.001 -0.014 -0.008 <0.001 

IL -0.0314 0.013 -0.057 -0.006 0.015 

𝐷௖ × stopc 0.0297 0.001 0.028 0.032 <0.001 

 

The price coefficients in Table 4.5 behave largely as expected. Increases in the overall 
level of parking prices, captured by the centered mean price 𝑀௖, raise the probability that 
general parkers choose the garage, while increases in the curb–garage price difference 𝐷௖ 
substantially reduce the garage share. Together with the small intercept, this suggests that 
at baseline values of the covariates the system sits near a knife-edge where curb and 
garage are similarly attractive, with higher average prices nudging drivers toward the 
garage and a wider price gap pulling them back to the street. The strong positive 
coefficient on stop further fits the intuition that when general parking demand is high, 
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competition for curb spaces intensifies and a larger fraction of vehicles divert to the 
garages. The positive 𝐷௖ × stopc interaction indicates that this price-difference effect is 
attenuated under heavier general-parking demand: as curb competition grows, even 
relatively unfavorable garage prices are partially offset by scarcity, so the ability of 𝐷௖ 
alone to push drivers away from the garage is diminished. 

The remaining coefficients point to a more nuanced and somewhat 
counterintuitive relationship between network conditions and garage use. Higher delivery 
demand dels, higher background traffic back, and the presence of illegal parking as a 
delivery fallback (IL) all carry negative coefficients, implying that, conditional on 
reaching equilibrium, heavier network traffic and more disruptive delivery behavior are 
associated with a lower garage share. This runs against a simple search-cost story, 
especially given that the model slightly subsidizes the time cost of driving to the garage. 
A plausible explanation is the opportunistic-parking mechanism embedded in the general 
parker decision rules, where a vehicle may first choose to go to the garage due to search 
costs but then select an available on-street parking spot if they find one on their way 
there. At the same time, the modest McFadden pseudo-(R^2) (≈0.11) signals that this 
regression only captures a portion of the variation in garage usage. The signs and 
significances of the coefficients are informative about broad tendencies, but a substantial 
share of the run-to-run differences in garage choice likely reflects interactions and within-
run dynamics that are not fully summarized by the aggregate demand and price 
parameters alone. 

4.3 Delivery Vehicle Behavior 
The behavior of delivery vehicles, and especially how they search for and occupy curb 
space, plays a central role in the dynamics of our simulation model. In Xu and Sun 
(2024), the simplifying assumption is made that delivery vehicles search for parking in a 
spiral shape, which leads to them having an expected walking distance between their 

parking and access points of 𝑤(𝑝) =
ଵ

ଶ√௣
, where 𝑝 is the density of unoccupied parking 

spaces. Given that the positive feedback loop that Xu and Sun outline as leading to the 
deliverer dominant unstable regime is driven by 𝑤(𝑝) and its relationship to delivery 
vehicle parking time, studying the nature of the parking availability-distance to 
destination relationship in our model is of significant interest, and might help illuminate 
as to why it seems that we don’t observe the same failure mode in our simulation study. 
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Figure 4.4 Map of the Chinatown–Penn Quarter Street Network, with a red bounding box 
denoting what is defined as the “center” of the network for purposes of parking 
availability. 

To study this relationship, we construct a log-log regression for the equation:  

log 𝑤௜ = 𝛼 + 𝐼௖௧௥,௜𝛽௖௧௥ log 𝑣௖௧௥(𝑡௜) + (1 − 𝐼௖௧௥,௜)𝛽௣௘௥௜ log 𝑣௔௟௟(𝑡௜) + 𝜀௜           (4.4) 

𝐼௖௧௥,௜ is a dummy variable which indicates whether the deliverer’s destination was within 

the center of the network, where there tends to be a higher occupancy of curbside parking 
than on the peripheries of the network. Then 𝑣௖௧௥(𝑡௜) and 𝑣௔௟௟(𝑡௜) represent the vacancy 
rate of curbside parking in the center of the network and across the whole network, 
respectively, averaged over the 120 seconds preceding the deliverer starting to cruise. The 
regression is performed all instances of delivery vehicle cruising that occur after the 
warm-up period of runs which reach equilibrium; all logarithms are natural logs.  

  

Center 
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Table 4.6 Parking availability – parking distance log-log regression results. Standard 
errors are clustered by destination edge. Adj. R2 = 0.079 n = 1,267,688. 

   95% CI  

Effect Estimate SE LL UL p-value 

𝛼 4.8528 0.029 4.796 4.910 <0.001 

𝛽௖௧௥ -0.2238 0.012 -0.248 -0.199 <0.001 

𝛽௣௘௥௜ -0.2593 0.020 -0.298 -0.221 <0.001 

 

While the low R2 value reflects the relatively random nature of parking search in our 
simulation and somewhat coarse calculation of vacancy, the elasticities found do provide 
an interesting contrast to that predicted by Xu and Sun. If our simulation results had the 
same relationship between vacancy and distance, we would have 𝛽௖௧௥ = 𝛽௣௘௥௜ = −0.5. 

Instead, the smaller elasticities found by the regression imply that, insofar as 𝑣 can be 
used to predict 𝑤, the distance-to-destination (and thus the delivery vehicle parking time) 
is less sensitive to parking vacancy than maybe thought. To give a brief numerical 
example, consider a case where 𝑣௖௧௥ = 0.10, a vacancy already below the 15% vacancy 
target that traffic engineers aim for to prevent large amounts of cruising. With 𝛼 =

4.8528 and 𝛽௖௧௥ = −0.2238, the predicted distance that a deliverer will park at would be 
214.5 m, or roughly two blocks, away. If  𝛽௖௧௥ was instead -0.5, the result would instead 
be 405.2 m, a near doubling.  

4.4 Network Performance Variables 
Now that we understand a bit better what makes our model tick, we are interested in 
understanding how the different parameter values such as price regime, traffic demand, 
and delivery vehicle fallback strategy impact different performance measures for the 
network.  

To understand how the different performance variables relate to these parameters, 
a similar regression approach is used as in the construction of the equilibrium metamodel, 
where values are centered on the means present in the data (in this case restricted to runs 
which reach equilibrium), and from there testing different interactions in a one-at-a-time 
screen. For each augmented fit, the interaction’s HC3 𝑝-value and changes in adjusted 
𝑅ଶ, AIC, and BIC are recorded. Interactions advance only if they pass Benjamini–
Hochberg false-discovery control at 𝑞 = 0.05 and yield a positive gain in adjusted 𝑅ଶ. 
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Interactions that pass screening are then entered jointly and refit with HC3 errors. 
A backward elimination step removes any interaction with 𝑝 ≥ 0.05, while retaining all 
main effects to preserve model hierarchy. The final specification, the full screening table, 
and the centering constants used for each predictor are reported to support interpretation 
at the centered baseline. 

Table 4.7 OLS Regression on Mean delay per vehicle (s) as a function of run parameters. 
Values are centered as follows: 𝐷௖௘௡௧௘௥ = 2.796, 𝑀௖௘௡௧௘௥ = 7.730, stopcenter= 5.757, 
backcenter= 19.989, delscenter= 1.935. n = 1950 Adj. R2= 0.676 

   95% CI  

Effect Estimate SE LL UL 
p-

value 

Intercept 166.370 0.658 165.080 167.660 <0.001 

𝐷௖ 5.073 0.160 4.760 5.386 <0.001 

𝑀௖ -1.640 0.193 -2.018 -1.263 <0.001 

stopc 10.585 0.513 9.579 11.590 <0.001 

backc -0.450 0.103 -0.651 -0.249 <0.001 

delsc 43.369 1.524 40.382 46.356 <0.001 

IL 39.626 1.178 37.316 41.935 <0.001 

IL × delsc 26.107 3.392 19.458 32.755 <0.001 

𝐷௖ × stopc  0.513 0.111 0.296 0.730 <0.001 

stopc × delsc 4.335 1.137 2.106 6.563 <0.001 
 

By and large, the results on mean delay shown in Table 4.7 parallel the previous 
regression on model equilibrium from Table 4.3. For example, 𝐷௖ previously was 
correlated to a reduction of the probability that a model run reaches equilibrium, and it 
now correlates to an increase in the mean delay per vehicle. Further, delsc and IL both 
had impacts of greater magnitude than and of the same sign as 𝐷௖ in the equilibrium 
regression, and the same is true for the mean delay regression. In some sense, this has a 
general logic to it. After all, the disequilibrium state that we find tends to be associated 
with a traffic jam, and increases in mean vehicle delay are results of vehicles on average 
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being in the network for longer due to having a longer travel distance or travelling slower 
through the network; the former would contribute to a jam condition, and the second is a 
manifestation of the network slowing and approaching a jam condition.  

There are some interesting differences, however. For one, there is an IL × delsc 
interaction which appears here as passing the interaction tests, which didn’t happen 
previously; the interaction between the two clearly has to do with how the illegal parking 
of delivery vehicles slows down traffic across the network, since if anything the route 
length of an individual delivery vehicle is shorter when they resort to illegal parking as 
opposed to cruising. Additionally, stopc seems here to be less impactful; whereas in the 
equilibrium metamodel it had a coefficient of approximately the same magnitude as IL, it 
is now roughly a quarter (10.585 compared to 39.626). It is possible that part of that 
difference comes from the fact that this regression is performed only on runs which reach 
equilibrium in the first place, where added general parker demand is still capable of being 
absorbed by the system effectively without causing dramatic spillover effects; that is 
ultimately a limitation that all of the results shown here have. Also, since these results are 
averages across multiple vehicle types, they do in some ways obscure differences 
between those types. 

Table 4.8 OLS regression on run-level median cruising time (s) of general parkers based 
on model parameters. The same interaction test used for Table 4.6 is used here, and the 
same centered values are used as well. n = 1950, Adj. R2 = 0.801. 

   95% CI  

Effect Estimate SE LL UL 
p-

value 

Intercept 104.233 0.492 103.269 105.198 <0.001 

𝐷௖ 7.189 0.134 6.927 7.451 <0.001 

𝑀௖ -1.464 0.176 -1.809 -1.118 <0.001 

stopc 4.837 0.342 4.168 5.507 <0.001 

backc -0.256 0.099 -0.445 -0.062 0.010 

delsc 3.638 1.049 1.581 5.694 0.001 

IL 17.888 0.875 16.173 19.604 <0.001 

𝐷௖ × stopc  0.428 0.082 0.267 0.589 <0.001 
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backc × delsc 0.726 0.209 0.316 1.137 0.001 

IL × backc -0.471 0.185 -0.833 -0.109 0.011 
 

Table 4.8 shows regression results on the run-level median cruising time of 
general parkers, where the cruising time here is defined as the amount of time between 
when they enter the network and when they park, regardless of whether or not they park 
in a garage or on the curbside. One of the results which stands out the most starkly, 
aligning clearly with theoretical predictions, is that increasing the gap between the cost of 
garage parking and the cost of street parking incentivizes vehicles to cruise for longer, 
and that this effect becomes more pronounced as there are more general parkers in the 
system.  

We additionally perform an OLS regression on the run-level 90th percentile 
cruising time for general parkers (Adj. R2 = 0.661). The signs of the coefficients are all 
the same, as is to be expected, but there are a few interesting things to point out. The 
coefficient for 𝐷௖ increases only by roughly a factor of 2 (𝛽஽= 14.716, p < 0.001, 95% CI 
[13.886, 15.546]) which is similar to the increase in the intercept (𝛽଴= 225.865, p < 
0.001, 95% CI [222.678, 229.051]), while the coefficient for stopc increases by a factor 
of about 4.5 (𝛽stop = 21.951, p < 0.001, 95% CI [20.107, 23.796]). So when we were 
talking about the median cruising time, the price gap had a greater impact than the 
demand from general parkers, but the story flips for the 90th percentile. It’s also of note 
that an 𝑀௖ × stopc interaction term appears for the 90th percentile regression (𝛽ெ×stop = 
1.244, p = 0.002, 95% CI [0.471, 2.017]), which is of similar magnitude and opposite 
sign to the term for the mean price in general (𝛽ெ = -2.361, p < 0.001, 95% CI [-3.406, -
1.316]); in other words, as the parking demand increases, the slight reductions in cruising 
time seen under higher mean price conditions are cancelled out. Taken together with the 
median cruising time regression results, we start to see an outline that while the prices of 
parking are influential in governing the amount of time that general parkers will cruise, 
particularly in terms of the median value, the 90th percentile outliers are more determined 
by the amount of general parkers, and thus the demand for curbside parking.   
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Table 4.9 Run-level mean tour length per delivery vehicle (m) for runs with IL = 0. 
Values are centered as follows: 𝐷௖௘௡௧௘௥ = 2.886, 𝑀௖௘௡௧௘௥ = 7.715, stopcenter= 5.655, 
backcenter= 20.852, delscenter= 1.986. n = 1158, Adj. R2 = 0.835  

   95% CI  

Effect Estimate SE LL UL p-value 

Intercept 5318.750 11.631 5295.954 5341.546 <0.001 

𝐷௖ 166.815 3.034 160.869 172.761 <0.001 

𝑀௖ -62.946 4.434 -71.636 -54.256 <0.001 

stopc 368.759 9.542 350.057 387.460 <0.001 

backc -0.433 1.873 -4.104 3.238 0.817 

delsc 143.033 22.590 98.757 187.310 <0.001 

𝐷௖ × stopc 14.232 2.376 9.575 18.889 <0.001 

𝑀௖ × stopc 6.977 3.418 0.278 13.676 0.041 

stopc × delsc -39.449 17.180 -73.122 -5.777 0.022 
 

Table 4.9 shows regression results for the mean tour length per delivery vehicle, for runs 
where delivery vehicles have to cruise for parking when they can’t find it (with IL = 1, 
the regression becomes trivial since the route length is not impacted by any outside 
factors). Increases in route length can thus be interpreted as a measure for how hard it is 
for delivery vehicles to find parking, both at their original destination as well as once they 
begin searching. We can see clearly here how even though delivery vehicles themselves 
don’t consider the price of parking in their outlined logic, how those prices impact the 
efficiency of the delivery operation by shaping the broader conditions on the curb; 
increasing the difference between garage and curb parking by $1 increases the mean tour 
length by 166.82 meters, while increasing the mean of the prices by $1 holding the 
difference constant reduces the mean tour length by 62.95 meters.  

The regression coefficients for the different sorts of traffic demands are generally 
intuitive. General parkers, per capita, have twice the impact on the mean tour length than 
delivery vehicles do; to do a crude comparison, this is roughly the same proportion as 
between the median parking times of the two classes of vehicles illustrated in Figure 
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4.3(a). The amount of background traffic, on the other hand, has no statistically 
significant impact on the tour length; whatever subtle influence it may provide through 
how it shapes the parking decisions of general parkers is lost in noise.  

 

 

Figure 4.5 An example of the illegal parking events over time curve, in this case showing 
the period after MSER warm-up and before cooldown shaded in red. The shaded area can 
be understood as the total amount of vehicle-seconds of illegal parking. 

Quantifying how delivery vehicle operations are influenced by other model 
parameters when they resort to parking illegally requires a bit more statistical creativity. 
Figure 4.5 shows the amount of delivery vehicles parked illegally at a given time; in 
getting the integral of this curve, we obtain the total vehicle-seconds of illegal parking in 
a given simulation. Dividing this by the length of the observation period provides the 
average amount of vehicles parked illegally at a time, which when then divided by the 
dels flow rate provides the illegal parking time per delivery vehicle.  

We then construct an OLS regression (Adj. R2=0.894) for this illegal parking time 
per delivery vehicle term as a function of the various model parameters and possible 
interaction terms. Compared to the IL = 0 case where we were studying tour lengths, the 
signs and relative magnitudes of the coefficients remain the same. The main difference is 
in the impact of dels; whereas in the tour length regression the coefficient was roughly ½ 
that of stop, in this case the coefficient for dels (𝛽dels = 13.837, p = 0.165, 95% CI [-
5.696, 33.371]) is now ⅒ the magnitude that of stop (𝛽stop = 106.175, p < 0.001, 95% 
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CI [101.522, 110.828]), as well as no longer being statistically significant in the first 
place. When given a moment of consideration, this change makes sense. When delivery 
vehicles all have to park legally, they directly compete with each other for curb space; 
when they park illegally, they only compete with each other for curb space in the 
occasion that a delivery vehicle does find curbside parking at its destination, leaving no 
other space available, and thus pushing another one with the exact same destination to 
park illegally. However, when illegal parking is allowed, delivery vehicles instead 
impose congestion costs on the whole network by blocking travel lanes. 

4.5 Summary of Baseline Findings 
Taken together, the baseline analyses in this chapter show that the Chinatown–Penn 
Quarter system is most fragile when curbside demand is high and the curb–garage price 
gap is large, especially when delivery vehicles are allowed to double-park. Higher 
general-parker and delivery demands, greater background traffic, and larger price gaps all 
reduce the probability that a run reaches equilibrium, while higher mean prices tend to 
stabilize the system by shifting some parkers away from the curb. When the system does 
fail, it does so primarily via gridlock in the road network—reflected in large searching 
queues and elevated mean delay—rather than through an unbounded explosion in 
delivery parking times. 

Within the runs that do reach equilibrium, general parkers and delivery vehicles 
play distinct roles. General parkers experience longer curb parking times and cruising 
distances when competition for curb space intensifies and when the curb is priced 
substantially below the garage, but their behavior remains broadly consistent with utility-
maximizing theory: higher curb prices, higher mean prices, and greater competition shift 
some demand toward the garage. Delivery vehicles, by contrast, contribute 
disproportionately to VMT and network delay, and their operations are highly sensitive to 
both curb availability and the fallback strategy. When required to cruise, delivery tour 
lengths grow with stronger curb competition and larger price gaps; when allowed to park 
illegally, their tour lengths become less responsive to demand, but the resulting double-
parking substantially increases mean delay and destabilizes the network. The estimated 
vacancy–distance elasticities indicate a weaker sensitivity of walking distance to vacancy 
than in theoretical spiral-search models, helping to explain why the system tilts toward 
traffic jams rather than the delivery-driven runaway regime emphasized by Xu and Sun 
(2024). Importantly, all regression results in this chapter are restricted to runs that reach 
equilibrium, so they should be interpreted as conditional on the system avoiding gridlock 
in the first place; the coefficients describe how performance varies within the stable 
regime, not across the full space of possible failures. 

Finally, the parameter ranges explored here focus on moderate to high demand 
levels and discrete price regimes that are broadly representative of a busy downtown 
environment, rather than very low-demand or extreme-pricing conditions. As a result, the 
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findings are most directly informative for urban peak or near-peak operations, and 
extrapolation to off-peak or fundamentally different pricing structures should be made 
with caution. Within this domain, the regression results for mean delay, cruising time, 
delivery tour length, and illegal parking time highlight that both average conditions and 
tail outcomes are shaped by the same core drivers: demand levels, price differentials, and 
illegal parking. Median cruising times of general parkers respond strongly to the curb–
garage price gap, whereas the upper tail of cruising times is more tightly tied to general-
parker demand, underscoring the role of curb scarcity in producing extreme search 
experiences. Delivery tour lengths and illegal parking times respond differently to the 
same parameters depending on whether cruising or illegal parking is the fallback, 
pointing to important trade-offs between curb accessibility, network delay, and double-
parking externalities. These baseline findings motivate the experiments in Chapter 5, 
where we evaluate how targeted curb interventions, in this case delivery bays and parking 
information, can alleviate (or in some cases exacerbate) the vulnerabilities identified 
here. 

  



45 
 

Chapter 5 – Curb Management Experiments 
 
 

The baseline model analysis in Chapter 4 showed that the Chinatown–Penn Quarter 
system is most fragile when curbside demand is high, the curb–garage price gap is large, 
and delivery vehicles are allowed to double-park. Under those conditions, the model 
tends to fail not through a gradual explosion in delivery parking times, but through 
gridlock in the traffic network, with large search queues and high mean delay. Within the 
subset of runs that do reach equilibrium, we also saw that general parkers and delivery 
vehicles play distinct roles: general parkers respond in broadly utility-maximizing ways 
to price differentials and congestion, while delivery vehicles generate disproportionate 
VMT and delay, especially when they fall back on illegal parking. These baseline 
findings highlight both the sources of stress in the system and the levers that policy can 
plausibly act on: prices, curb allocation, and information.  

Chapter 2 argued that these levers are tightly intertwined in practice. Parking 
economics models emphasize that underpriced curb space and large curb–garage price 
gaps incentivize cruising and can destabilize downtown traffic (Shoup, 2006; Arnott and 
Inci, 2006), while the freight literature shows how time-constrained deliveries, missing 
loading space, and lane-blocking behavior reshape congestion externalities (Butrina et al., 
2017; Amer and Chow, 2017; Xu and Sun, 2024). At the same time, queueing and 
operations work suggests that a small number of well-placed loading bays can deliver 
most of the delay reductions, and that high-quality information can compress search 
uncertainty and support more efficient use of existing curb resources. The simulation 
studies reviewed in Chapter 2, particularly those that co-represent passenger and 
commercial vehicles with heterogeneous behavior, motivate precisely the kind of 
integrated, network-scale policy experiments pursued here. 

This chapter brings those strands together by evaluating two curb-management 
interventions—delivery bays and parking information—within the simulation framework 
developed in Chapter 3 and the parameter regimes identified as most relevant in Chapter 
4. For delivery bays, we first use baseline runs to identify “difficult” edges where 
deliveries most often arrive to find no curb space, and then reallocate a small number of 
curb spaces on those edges into dedicated bays. The experiment grid is narrowed relative 
to the baseline exploration, focusing on a core combination of background traffic and 
parking demands and on price regimes that are likely to produce equilibrium, and then 
varying one factor at a time around that core. This design allows us to measure how many 
bays are “enough,” to quantify the trade-off between improved delivery operations and 
reduced general-parker curb supply, and to map the conditions under which delivery bays 
help versus when they risk pushing the system toward gridlock. 
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We then examine parking information as a behavioral intervention that changes 
how agents use the same physical curb and garage resources. Building on the utility 
framework in Chapter 3, we update general parker and delivery decision rules so that, 
once within range of their destinations, drivers have perfect information about the 
availability of each curb space and the garage. Within this setting, we assess how 
information alters cruising times, garage use, delivery tour lengths, and illegal parking, 
and how these effects vary across demand and price conditions. Finally, we combine 
delivery bays and parking information to ask whether they act as complements or 
substitutes: do bays continue to deliver large marginal gains once information is 
available, or does information alone capture most of the benefit? Throughout, the analysis 
remains conditional on runs that reach equilibrium and on parameter ranges 
representative of a busy downtown peak, so the results should be interpreted as 
describing performance differences within the stable regime under realistic but relatively 
high levels of demand. 

5.1 Experiment #1: Delivery Bays 

5.1.1 Placement of Delivery Bays 
Due to both the differing levels of parking available on each edge, as well as the 
differences in how edges attract delivery vehicles discussed in the traffic generation 
section, one could imagine that different edges may be more or less problematic in terms 
of facing shortages of parking when a delivery driver arrives. We define “delivery 
difficulty” as an event where a delivery driver cannot find an available spot at their 
intended destination; depending on the fallback method chosen in the simulation 
parameters, this will result in either cruising for parking or illegally double-parking. If 
there are in fact edges which are more consistently having delivery difficulties than 
others, it would make sense to prioritize those edges when choosing locations for delivery 
bays.  
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Figure 5.1 Heatmap showing the proportion of all delivery difficulties that an edge 
represents for baseline model simulation results grouped by (dels | IL). The 33 edges 
shown are the union of the list of top 30 edges in terms of share of delivery difficulties 
for each (dels | IL) combination. Final 7 columns represent further aggregations along 
one or both of the dels and IL axes. 

Figure 5.1 shows that despite varying model conditions, the most problematic 
delivery destinations tend to have a similar proportion of delivery difficulties; in fact 
these shares are so consistent that the union of the top 30 problematic edges across 
different model parameters consists of only 33 edges. But even this set of edges is rather 
stratified, with the most problematic edges still having roughly twice as many difficulties 
as the ones towards the bottom of this list.  As such, one could imagine that in 
implementing delivery bays, there may be diminishing returns as additional delivery bays 
are added to less problematic edges. To test the various model impacts that these delivery 
bay interventions may have, three different delivery bay schemes are studied: one with 15 
delivery bays, one with 30, and one with 45. In each case, the top-n edges by share of 
delivery difficulties are selected for the installation of a delivery bay, with that delivery 
bay replacing one of the usual curbside parking spots.  
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(a) 

 

(b) 

 

(c) 

Figure 5.2 Maps of the Chinatown–Penn Quarter Network with 15 (a), 30 (b), and 45 (c) 
delivery bays. Edges marked in red are those with a delivery bay, while the cream edges 
remain as solely having curbside parking. 
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5.1.2 Experimental Design 
To maximize computational efficiency and focus on performance differences in stable 
scenarios, the simulation runs conducted for Experiment 1 use a smaller parameter space 
than was used for the baseline model exploration, centered around model parameters 
corresponding to a region of the parameter space that the equilibrium metamodel in 
Chapter 4 identified as relatively stable. The core values, listed in Table 5.1, contain a 
single combination of the different demand values but feature two different options of 𝑐௣ 

and 𝑐௚, allowing for different governing price conditions for those demand conditions. 

From there, all deviations outside of those values happen in a one-factor-at-a-time 
manner, with the OFAT testing values listed in Table 5.2. All statistical tests conducted 
except for the equilibrium metamodel are restricted to simulation runs which reach 
equilibrium. 

Table 5.1 Experimental core variable values  

Variable Meaning Values 

back 
Background Traffic 

Demand (vehicles per 
hour) 

[1500] 

stop General Parking Demand 
(vehicles per hour) 

[600] 

dels Delivery Vehicle Demand 
(vehicles per hour) 

[156] 

𝑐௣ Curbside Parking Price 
(dollars per hour) 

[3, 6] 

𝑐௚ Garage Parking Price 
(dollars) 

[5, 10] 

IL Delivery Vehicle Fallback  [Cruising, Illegal Parking] 

DB Delivery Bay [0,15,30,45] 
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Table 5.2 One-factor-at-a-time values 

Variable Meaning Values 

back Background Traffic 
Demand (vehicles per hour) 

[1950, 2400] 

stop General Parking Demand 
(vehicles per hour) 

[450, 750, 900] 

dels Delivery Vehicle Demand 
(vehicles per hour) 

[192, 228, 266] 

𝑐௣ Curbside Parking Price 
(dollars per hour) 

[0, 9] 

𝑐௚ Garage Parking Price 
(dollars) 

[15, 20] 

 

5.1.3 Experimental Results 
With the simulation runs complete, an equilibrium metamodel is constructed with a 
similar logit regression as used earlier, but with the exception that we center the 
regression around the baseline values (and DB = 0) rather than the grand means. In 
general the coefficients for other model parameters are similar to those found in the 
baseline model explanation, and so not particularly worth reporting, but it’s worthwhile to 
note that DB has a destabilizing result in the regression (𝛽 = −0.144, 𝑝 ≤ 0.001, 𝑛 =

2240).  
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Figure 5.3 Tukey-style box-and-whisker plots of per-vehicle delay (s), pooled across 
equilibrium simulation runs on a fixed set of demand conditions (stop = 600 veh/hr, 
back = 1500 veh/hr, dels =  192 veh/hr). Rows vary price settings (Curbside price = 
$3/hr or $6/hr; Garage price = $5 or $10). Within each row, pairs of boxes are grouped by 
delivery bays (DB = 0, 15, 30, 45); color encodes the delivery fallback indicator (IL: 0 = 
cruising, 1 = illegal parking). Outliers are suppressed; whiskers extend to Q1 − 1.5·IQR 
and Q3 + 1.5·IQR. “No data” indicates no run at that setting reached equilibrium. 

To move beyond the somewhat abstract measure of whether model runs reach an 
equilibrium state, the delays that all vehicles in the network face is a useful measure that 
addresses the question of general social benefit of a policy. Figure 5.3 plots out a 
reasonable, slightly delivery-vehicle heavy demand scenario from our experiment and 
shows the delay distributions under different governing price conditions, delivery vehicle 
fallback, and amounts of delivery bays. The first clearly visible result is a concrete 
manifestation of the previously discussed equilibrium impact: in the 𝑐௣ = $3/hr, 𝑐௚= $10 

row, there is no data for the IL = 0 case when DB = [30, 45] since those model runs never 
reach equilibrium. The governing price conditions for that scenario, with 𝑐௚ being over 3 
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times the hourly 𝑐௣, make it so that no vehicles have the garage as a preferable option to 

curbside parking without accounting for search cost. It makes sense then that in this case, 
where the demand for curbside parking is stickier, reducing the availability of curbside 
parking has its most negative effect. Otherwise, the effects are less evident to visual 
inspection.  

Table 5.3 Within each price/fallback setting (𝑝௖ , 𝑔௖ , IL), we tested whether delivery bays 
(DB) change the mean delay by making many-to-one contrasts of DB = 15, 30, 45 against 
the control DB = 0. Vehicle-level delays were pooled across equilibrium runs to obtain 
group sizes, means, and unbiased variances, and contrasts were evaluated with pooled-
variance t-tests (common MSE across DB levels; two-sided tests). To control the family-
wise error rate within each (𝑝௖ , 𝑔௖ , IL) family of up to three comparisons, p-values were 
adjusted using Holm’s step-down method; results are reported as Holm-adjusted p-values 
with 𝛼 = 0.05. Differences are shown as Δ𝑥̄ =mean(DB) − mean(DB = 0) in seconds 
(negative values indicate lower delay); settings with no equilibrium runs were omitted. 

(𝑐௣, 𝑐௚) IL DB Δ𝑥̅  
% of 

𝑥̅௖௢௡௧௥௢௟ 
p-value 

(3,5) 

0 
15 -2.223 -1.38% 0.863 
30 -3.096 -1.92% 0.516 
45 -1.528 -0.95% 0.863 

1 
15 -2.612 -1.32% 0.629 
30 0.807 0.41% 0.785 
45 -3.569 -1.80% 0.462 

(3,10) 

0 
15 7.714 3.84% 0.168 
30 — — — 
45 — — — 

1 
15 1.996 0.83% 0.936 
30 -3.629 -1.51% 0.936 
45 13.493 5.60% 0.022 

(6,5) 

0 
15 -0.599 -0.40% 1.000 
30 0.535 0.35% 1.000 
45 -0.659 -0.44% 1.000 

1 
15 10.350 5.95% 0.024 
30 3.387 1.95% 0.196 
45 9.574 5.50% 0.001 

(6,10) 

0 
15 0.527 0.30% 0.914 
30 -5.458 -3.14% 0.797 
45 -5.092 -2.93% 0.797 

1 
15 -13.935 -6.91% 0.004 
30 -3.655 -1.81% 0.214 
45 -3.224 -1.60% 0.237 
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The results in Table 5.3 show that overall, the impact of delivery bays on the mean 
vehicle delay is rarely significant. In the 4 cases that do have p < 0.05, 3 constitute 
increases of the mean delay; one of these is in the previously discussed 𝑐௣ = $3/hr, 𝑐௚= 

$10 condition, while the other two are in the 𝑐௣ = $6/hr, 𝑐௚= $5. In this latter case, where 

garage parking is actually a cheaper option for the majority of general parkers 
(discounting search costs), it’s likely that the delivery bays contributed negatively due to 
there already being a pricing scheme that leaves a good amount of curbside parking 
available to delivery drivers without bays. Where the delivery bays do show a significant 
reduction in the mean delay is 𝑐௣ = $6/hr, 𝑐௚= $10, with DB = 15 and IL = 1. In this case, 

the pricing conditions do lead to generally high curb utilization, but with the difference in 
prices being less dramatic general parkers are more able to switch over to the garage in 
reaction to changing availability. Additionally, as previously discussed, illegal parking of 
delivery vehicles is particularly disruptive; it makes sense that a curb management 
intervention aimed at reducing delivery difficulties is particularly effective when those 
difficulties are particularly disruptive. 
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(a) 

              

(b) 

Figure 5.4 Mean illegal parking time per delivery vehicle, as a function of demand and 
delivery bay provision. Each point represents the mean from a single simulation run; the 
amount of points per parameter combination may differ due to runs not reaching 
equilibrium. While varying general parker demand, delivery demand is held constant at 
156 veh/hr; in the reverse case general parker demand is held constant at 600 veh/hr. All 
runs are done with 𝑐௣ = $6/hr, 𝑐௚= $10, and back = 1500 veh/hr. 

Figure 5.4 shows that the impact of delivery bays on the illegal parking time of 
delivery vehicles, at least under the governing prices explored, appears as a monotonic 
benefit, consistently decreasing as DB increases. However, as can be seen in Figure 
5.4(a), there seems to be a diminishing returns effect as the general parker demand 
increases, with the DB = 30 and DB = 45 points overlapping in the two higher demand 
cases. 
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Table 5.4 Baseline-centered OLS with DB-only interaction screening, with a target of 
mean illegal parking time (s) (Adjusted R2 = 0.921). A main-effects base model is fit first 
and then DB interactions are tested one-at-a-time; terms are centered around their 
baseline values. Terms were retained if they passed Benjamini–Hochberg FDR within the 
DB family at 𝑞 = 0.05 and improved adjusted 𝑅ଶ. Coefficients presented here are only 
the ones relevant to discussion 

   95% CI  

Effect Estimate SE LL UL p-value 

𝐷௖ 50.162 2.079 46.088 54.236 <0.001 

delsc 10.321 14.370 -17.844 38.486 0.473 

DB -60.735 2.885 -66.390 -55.080 <0.001 

𝐷௖ × DB  -3.734 1.180 -6.047 -1.421 0.002 

DB × delsc 17.458 7.257 3.234 31.682 0.016 

 

The intuition given to us by Figure 5.4 is validated with the regression results shown in 
Table 5.4. Delivery bays reduce on average a minute of illegal parking time per delivery 
vehicle for every 15 bays. This reduction increases with D, which makes sense as the 
increase in D drives up the general parker utilization of the curb. On the other hand, the 
mean benefit decreases with increases in dels as the delivery bays stop being able to 
benefit all of them. 
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Figure 5.5 Tukey-style box-and-whisker plots of aggregate cruising time per delivery 
vehicle (s), pooled across equilibrium simulation runs on a fixed set of demand 
conditions (stop = 600 veh/hr, back = 1500 veh/hr, dels =  192 veh/hr). Rows vary 
price settings (Curbside price = $3/hr or $6/hr; Garage price = $5 or $10). Within each 
row, pairs of boxes are grouped by delivery bays (DB = 0, 15, 30, 45. Outliers are 
suppressed; whiskers extend to Q1 − 1.5·IQR and Q3 + 1.5·IQR. “No data” indicates no 
run at that setting reached equilibrium. 

In addition to the reductions in mean illegal parking time where the delivery 
drivers resort to parking illegally as a fallback, Figure 5.5 shows that the introduction of 
delivery bays also manages to reduce the aggregate cruising time of delivery vehicles 
when they must search for parking instead. The effect again appears to be monotonic; the 
DB = 45 have the lowest averages in each of their respective price combinations, except 
for in the already discussed 𝑐௣ = $3/hr, 𝑐௚= $10 where the reduction in curbside parking 

causes an unstable scenario. F-tests show all of these reductions in the average as being 
very significant (p<0.001) except for the DB = 15 case in the 2nd (p=0.849) and 4th  
(p=0.442) row. 
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Figure 5.6 Tukey-style box-and-whisker plots of cruising time for general parkers (s), 
pooled across equilibrium simulation runs on a fixed set of demand conditions (stop = 
600 veh/hr, back = 1500 veh/hr, dels = 192 veh/hr). Rows vary price settings (Curbside 
price = $3/hr or $6/hr; Garage price = $5 or $10). Within each row, pairs of boxes are 
grouped by delivery bays (DB = 0, 15, 30, 45); color encodes the delivery fallback 
indicator (IL: 0 = cruising, 1 = illegal parking). Outliers are suppressed; whiskers extend 
to Q1 − 1.5·IQR and Q3 + 1.5·IQR. “No data” indicates no run at that setting reached 
equilibrium. 

Given the mixed impacts of delivery bays on the system level noted earlier, the 
results in Figure 5.6 showing increases in cruising time make sense, with the change in 
mean being about 5-10%. There are a few scenarios where the mean decreases, however, 
all of which are in cases where IL = 1 and delivery difficulties thus have a greater impact 
on traffic in general. 

Overall, we find that delivery bays can be an effective intervention, but their 
benefits are conditional on the broader price and demand environment. The negative 
impact on general parkers of removing previously available curbside parking spots 
depends on the price regime, and thus how sticky their demand for curbside parking is; 
this is particularly problematic when the price gap is so large that for all vehicles 𝑈௣,௩

∗ −

𝜏௩
∗𝑐௣ > 𝑈௠,௩ − 𝑐௚. In those cases, the reduction in curbside parking supply pushes the 

system into a jam condition. This was observable both through the equilibrium 
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metamodel results, as well as the missing equilibrium runs in our boxplots. In the cases 
that the introduction of delivery bays did not destabilize the traffic and parking system, 
the results on mean vehicle delays throughout the network were generally ambivalent. 
However, there was a monotonic benefit to delivery driver operations, both in the illegal 
parking and cruising cases. In cases where delivery drivers were parking illegally, the 
reductions in double-parking could have significant social benefit that may outweigh the 
increased difficulty of finding parking for general parkers. In conclusion, the impacts of 
introducing delivery bays to a network depend on a range of factors, such as the 
demands, governing prices, and fallback strategy of delivery vehicles.  
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5.2 Experiment #2: Parking Information 
While a curb-management intervention such as providing delivery bays looks to 
accommodate the network to the existing behavior and demands, the provision of parking 
information changes the behavior of drivers altogether. In our case, drivers are modelled 
as having perfect information about the availability of every parking spot in the 
Chinatown–Penn Quarter network; we thus need to update our parking decision models 
accordingly. 

5.2.1 General Parker Decisions with Parking Information 

 

 

Figure 5.7 General Parker Decision Logic Flowchart with Parking Information 

As the flowchart in Figure 5.7 shows, the parking decision process is simplified 
when general parkers have perfect information as to the availability of parking. There are 
also some simplifying assumptions made for ease of modeling. First, the vehicles drive 
directly toward their destination until they are within 350 meters. Once they are within 
that distance, their main decision to weigh is between parking on the street (at a location 
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which could be their original one, or a different one if they see their original one is 
occupied) or in the garage. No longer is there the strategy of “searching for parking 
early”, instead one can think of the model as beginning its parking search with perfect 
information as soon as the vehicles are within range. The SUMO rerouters used for the 
vehicles weigh their options such that open parking spots closest to the original 
destination will be prioritized.  

Additionally, two changes are made to the calculation of search costs. First, the 
cost of searching for curb parking, 𝑆௣, becomes: 

𝑆௣ =
௖ೞ,ೡ×ௗ೛

 ௦ೡ
              (5.1) 

where 𝑑௣ is the known distance to their current target parking destination and 𝑠௩ is the 

average speed of the vehicle. Secondly, the 𝜂௚ term in Equation 3.10 is set to 1, such that 

the cost of searching for curb parking, 𝑆௚, becomes: 

𝑆௚ =
௖ೞ,ೡ×ௗ೒

 ௦ೡ
              (5.2) 

where 𝑑௚ is the distance to the closest parking garage. This change to 𝜂௚ reflects that the 

two search costs being compared are now both determinate costs of traveling to a 
particular spot. 
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5.2.2 Delivery Vehicle Decisions with Parking Information 

 

Figure 5.8 Delivery Vehicle Decision Logic Flowchart with Parking Information 

The integration of parking information into the delivery vehicle logic takes a bit 
more reworking than the general parker case. For simplicity of modeling, if the fallback 
strategy of the delivery vehicle is parking illegally, the same logic applies with or without 
parking information. However, in the case that the delivery vehicles would cruise to find 
parking, their strategy is changed significantly. Instead of driving to their destination and 
then beginning to search for parking, delivery vehicles are given the ability to see the 
status of all the parking spots once they are within 350m of their delivery destination. At 
that point, they may continue driving to their destination if parking is available there, or 
otherwise reroute to a different available spot, weighing locations by their distance to the 
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original destination. If the delivery vehicle parks away from their destination, there is still 
the added parking time for the driver to walk over and make the delivery. Once the 
delivery is complete, the delivery vehicle will then continue to its next stop on its list, 
again blind to the state of parking availability until it is within 350 m of that destination. 

5.2.3 Experimental Design 
The same baseline and OFAT values are used in Experiment #2 as Experiment #1, except 
that rather than test different values of DB for all of the parameter combinations, we test 
toggling parking information (PI) for them. All statistical tests conducted except for the 
equilibrium metamodel are restricted to simulation runs which reach equilibrium. 

5.2.4 Experimental Results 
Again the equilibrium metamodel regression shows PI having a negative impact on 
model equilibrium (𝛽 = −0.8700, 𝑝 ≤ 0.001, 𝑛 = 1120), as well as having negative 
interaction terms with the difference in parking prices (𝛽 = −0.1600, 𝑝 ≤ 0.001) and the 
demand of general parkers (𝛽 = −0.3746, 𝑝 = 0.025). The interaction terms both imply 
that the instability parking information provision brings somehow relates to the decision-
making process of the general parkers.  

Figure 5.9 Median delay (s) by vehicle type under a one-factor-at-a-time (OFAT) design. 
The top row varies general-parker demand holding delivery demand at 156 veh/hr; the 
bottom row varies delivery demand holding the general parker demand at 600 veh/hr. 
Prices are fixed at curb $3/hr and garage $5 and the delivery fallback is restricted solely 
to cruising (IL = 0); each panel overlays PI = 0 vs PI = 1 series. Columns correspond to 
vehicle groups—general parkers, delivery vehicles, and background traffic—with 
independent y-axes showing median time loss. 
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The trends shown in Figure 5.9 help illustrate how PI influences the outcomes for 
different sorts of vehicles. Here, we choose to analyze cases that have IL = 0 so as to best 
capture the positive impacts of PI on delivery operations. We can observe rather clearly 
that there is a near doubling of the delays faced by general parkers, while delivery 
vehicles see proportionally smaller reductions in their delays. Notably, there seems to be 
relatively little impact on the delays faced by background traffic. That implies that the 
changes in delay seen by general parkers and delivery vehicles has less to do with the 
traffic conditions themselves, and more to do with the amount of time that those vehicles 
are driving for. 

Table 5.5 Paired sample t-test results on differences in mean delivery vehicle route length 
for IL = 0 cases. Reported delta is PI minus control, meaning negative values indicate 
reductions in route length. 

(𝑐௣, 𝑐௚) n Δ𝑥̅  % of 𝑥̅௖௢௡௧௥௢௟ p-value 

(3,5) 13 -873.13 -16.97% <0.001 

(6,5) 20 -762.85 -16.39% <0.001 

(6,10) 12 -1092.25 -19.10% <0.001 
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Table 5.6 Logistic regression results on the relationship between the distance that 
delivery vehicles park from their destination and the occupancy, with a fixed effect and 
interaction terms for PI. Center and Periphery represent two different measures of the 
parking occupancy, as explained in Chapter 4. Adjusted R2 = 0.319, n = 374,797. 
Disaggregated R2 values for PI = 0 and PI = 1 are also calculated; R2

PI=0 = 0.085, R2
PI=1 = 

0.084. 

   95% CI  

Effect Estimate SE LL UL p-value 

Intercept 4.8385      0.030 4.779 4.898 <0.001 

Center -0.2263 0.012 -0.250 -0.203 <0.001 

Periphery -0.2748 0.019 -0.313 -0.237 <0.001 

PI -0.7923      0.030 -0.852 -0.733 <0.001 

PI × Center -0.1959 0.023 -0.241 -0.151  <0.001 

PI × Periphery -0.0978 0.032 -0.161 -0.035 0.002 

 

The results in Tables 5.5 and 5.6 help illustrate why delivery vehicles are having shorter 
trip durations; simply put, the provision of parking information increases the efficiency of 
the delivery operation. Table 5.5 shows how across different parameter combinations, PI 
consistently leads to large reductions in the mean route length of delivery vehicles. 
Notably, the biggest reduction occurs when the garage price is highest relative to the curb 
(𝑐௣ = $6/ℎ𝑟, 𝑐௚ = $10), which is when we would also imagine there to be the most 

general parkers on the curb, implying a particular benefit under scarce availability.  

Unfortunately, we cannot compare the cruising time across PI = 0 and PI = 1 cases 
due to the difference in the vehicle logic, but Table 5.6 helps to illustrate why the routes 
are shorter. The table shows the results of a 𝑤 vs. vacancy regression similar to the one 
performed in Chapter 4, but with an added fixed effect term for PI as well as interactions 
with the central and peripheral vacancy rates. The fact that the R2 value for the regression 
(0.319) was greater than that of the one performed in Chapter 4 (0.079) was interesting, 
but disaggregating the R2 results shows that the improvement is primarily a result of 
being able to identify well the proportion of variance caused by providing parking 
information, rather than PI changing how strong of a predictor vacancy is for 𝑤. The 
regression shows PI as lowering the intercept by -0.7923, which in the context of a log-
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log regression means an average multiplicative reduction of 𝑒ି଴.଻ଽଶଷ = 0.453. The 
interaction terms do, on the other hand, show PI as making 𝑤 more sensitive to vacancy. 
But given the reduction in intercept, it would take a vacancy of 1.75% (otherwise written 
as a parking occupancy of 98.25%) to have the predicted value of 𝑤 be greater with 
parking information than without for a delivery attempt in the center of the network. We 
see then that providing parking information allows for delivery vehicles to park much 
closer to their destinations than they otherwise would.  

Table 5.7 Paired sample t-test results on differences in mean general parker route length 
for IL = 0 and IL = 1 cases. Reported delta is PI minus control, meaning positive values 
indicate increases in route length. Sparse price bins (very small n) are omitted here and 
discussed in the text. 

(𝑐௣, 𝑐௚) n Δ𝑥̅  % of 𝑥̅௖௢௡௧௥௢௟ p-value 

(3,5) 24 339.07 67.12% <0.001 

(6,5) 27 370.65 87.48% <0.001 

(6,10) 19 363.26 72.35% <0.001 

 

The results in Table 5.7 give insight as to the increased delay of general parkers, showing 
that parking information (PI) increases mean route length for general curb-parkers by 
roughly 0.22–0.37 km across price regimes, with a pooled mean delta of +0.35 km per 
vehicle (all paired t tests highly significant). In relative terms, the typical pairwise 
increase is large (on the order of +70–90%), and the 90th percentile route length also 
rises (≈ +0.35 km on average), indicating a lengthening of the upper tail of tours. It is 
likely that this increase is occurring for two related reasons. The first is that the change in 
how search costs are evaluated is leading to a shift of general parkers towards the curb, 
which in turn leads to more scarce curb parking and longer search distances. The second 
is that these longer search distances are more tolerated by general parkers; whereas 
previously, as parkers went searching without finding parking, their perceived 
availabilities (𝑛௣,௩) would trend towards 0 and their curbside search costs (𝑆௣) thus 

increase until they far outweighed the cost of parking itself, with PI the value of  𝑆௣ 

remains on the same order of magnitude as 𝑆௚.  
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Table 5.8 Select regression results on median garage parking occupancy (i.e., the number 
of vehicles parked in a garage at a given timestep). R² = 0.906, n = 177. 

   95% CI  

Effect Estimate SE LL UL p-value 

PI -6.5919   3.774 -13.988 0.804 0.081 

𝐷௖ -18.5596 1.530 -21.559 -15.560 <0.001 

PI x Dc -8.4644 1.676 -11.750 -5.179 <0.001 

 

 

Figure 5.10 Stacked bars show average number of garage parkers under different price 
regimes, holding demand values fixed at stop = 600 veh/hr, back = 1500 veh/hr, dels = 
192 veh/hr. Vehicles for which 𝑈௠,௩ − 𝑐௚ > 𝑈௣,௩

∗ − 𝜏௩
∗𝑐௣ are coded as choosing the garage 

because it is the “strictly cheaper” option, whereas for other vehicles it is assumed that 
the search costs played a role in their decision.  

Table 5.8 and Figure 5.10 corroborate our earlier speculation on what is causing 
the increase in route length of delivery vehicles. Table 5.8 shows in regression form that 
not only does PI lower the amount of general parkers choosing to go to the garage, but it 
also makes price gaps between the garage and curb have an even stronger reducing effect 
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than they would otherwise. Figure 5.10 confirms that (1) the reduction in garage parking 
is most dramatic in cases with a larger gap between 𝑐௣ and 𝑐௚, and (2) that the reduction 

in garage parking comes from vehicles reevaluating search costs. 

Viewed alongside the delivery results, we can see that parking information, much 
like delivery bays, is an intervention which can have contradictory effects on the system. 
On the one hand, PI can greatly shorten delivery tours by increasing the efficiency of 
parking search, allowing for delivery vehicles to park closer to their intended 
destinations. On the other hand, the shifting decisions of general parkers also put 
significant excess stress on the road network in the form of hundreds more VMT per 
hour. It is possible that the magnitude of the results is in part a product of modeling 
decisions, but it seems plausible that general parkers would be much more likely to 
search for curbside parking if they could know that a spot is available; this is consistent 
with the results that Ahangari et al. (2018) found in their study of driver behavior, where 
the provision of parking information reduced the rate of garage parking. In our case, the 
equilibrium metamodel results imply that the negative impacts of the additional VMT 
from general parkers outweigh the increased efficiency of delivery operations, but this is 
likely dependent on the price and demand conditions that a given location faces. 

5.3 Interaction between Parking Information Provision and Delivery Bays  
In addition to testing the impacts of providing parking information and delivery bays 
separately, we thought it worthwhile to try and observe any interactions between the two 
of interventions. Starting again with the equilibrium metamodel, we see similar 
coefficient values for DB (𝛽 = −0.1722, 𝑝 ≤ 0.001, 𝑛 = 4496) and PI (𝛽 =

−0.6603, 𝑝 ≤ 0.001) when compared to their standalone cases, but PI × DB has a rather 
inconclusive result (𝛽 = 0.0652, 𝑝 = 0.334). 
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Table 5.9 OLS model of run-level mean delay per vehicle as a function of Parking 
Information (PI), Delivery Bays (DB), traffic demands (not reported), and the pricing 
environment, with heteroscedasticity-robust (HC3) standard errors. Only runs where the 
delivery vehicle fallback is cruising (IL = 0) are used for the regression. Negative 
coefficients denote reductions in mean delay; n = 780 runs. Adj. R2 = 0.767 

   95% CI  

Effect Estimate SE LL UL p-value 

Intercept 157.604 0.972 155.699 159.508 <0.001 

PI -5.794 1.393 -8.524 -3.064 <0.001 

DB -1.125 0.718 -2.533 0.283 0.117 

PI × DB 1.831 0.959 -0.048 3.710 0.056 

𝐷௖ 4.642 0.258 4.136 5.148  <0.001 

𝐷௖ × PI  -1.820 0.464 -2.729 -0.911 <0.001 

𝐷௖ × DB  -0.417 0.159 -0.729 -0.104 0.009 

𝐷௖ × PI × DB  0.348 0.233 -0.1092 0.805 0.136 

 

Table 5.9 demonstrates that in terms of mean delay per vehicle, there is no 
significant interaction between PI and DB. The regression is done with IL = 0 to avoid 
having a PI × IL interaction term for every appearance of PI, since IL = 1 leads to a 
totally different dynamic for PI (the same regression performed with IL = 1 shows 𝛽PI = 
27.460 instead of –5.794).  
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Figure 5.11 Predicted mean route length of general parkers by policy scenario at a fixed 
price regime (𝑐௣ = $3/hr, 𝑐௚ = $5). Bars show model-based point predictions (with 95% 

CI error bars) for all general parkers and for general parkers who specifically choose 
curbside parking. Predictions come from an OLS regression fit on the IL = 0 scenario-
means sample (n = 249), with terms for delivery of Parking Information (PI), Delivery 
Bays (DB), traffic demands (not reported), and the pricing environment. The results 
shown are for at stop = 600 veh/hr, back = 1500 veh/hr, dels = 156 veh/hr. Values 
plotted for four cases: Baseline (PI=0, DB=0), PI only (PI=1, DB=0), DB only (PI=0, 
DB=30), and PI + DB (PI=1, DB=30). 

Figure 5.11 shows visually the results of an OLS regression that shows how little 
effect delivery bays have on general parker route length. All of the DB regression terms 
had p > 0.3, absolute values less than 5 and having 95% CI intervals that range include 
both positive and negative values. It also makes sense that removing a few parking spots 
in the form of delivery bays is not very impactful, even under the scarcer availability 
conditions caused by more vehicles parking on the curb when they have parking 
information, since that information can also guide the general parkers to where there are 
spots available.  
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Table 5.10 OLS regression results on run-level mean delivery vehicle route length (m). 
Adj. R2 = 0.661, n = 1408. Demand variables are used for regression not presented, only 
runs with IL = 0 are selected for the regression. 

   95% CI  

Effect Estimate SE LL UL p-value 

Intercept 5663.00 92.611 5481.486 5844.513 <0.001 

PI -1613.07 105.629 -1820.102 -1406.044 <0.001 

DB -324.866 23.450 -370.827 -278.906 <0.001 

PI × DB 278.736 28.571 222.738 334.734 <0.001 

𝐷௖ 154.186 30.952 93.520 214.851  <0.001 

𝐷௖ × PI  -184.367 31.359 -245.829 -122.905 <0.001 

𝐷௖ × DB  -42.2447 7.507 -56.957 -27.532 <0.001 

𝐷௖ × PI × DB 47.3239 8.013 31.618 63.029 <0.001 

 

Both PI and DB previously were shown to increase the efficiency of delivery vehicle 
operations; the regression results presented in Table 5.10 show as much, with both policy 
interventions reducing the mean delivery vehicle route length, but they also point to 
possible redundancies when jointly introduced. The estimates for the interaction terms PI 
× DB and 𝐷௖ × PI × DB are close in magnitude and opposite in sign to DB and 𝐷௖ × DB, 
respectively, and once the absolute values of their 95% CI intervals greatly overlap. 
These results imply that when PI and DB are implemented simultaneously, the benefits of 
substituting curb parking spots for delivery bays are essentially cancelled out. This makes 
sense, as the increased chances of a particular parking spot being available for delivery 
vehicles that bays provide are less impactful when parking information allows for 
delivery vehicles to always route to the nearest available parking spot to their destination. 
Further, the delivery bays as an intervention are spatially heterogeneous in nature, 
triaging the locations with the most delivery difficulties, while parking information 
provision provides a network-wide benefit.  
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Chapter 6 – Conclusions and Future Research 
 
 

6.1 Conclusions 
While the field of parking economics and curb management has been examined 

extensively over the past two decades, this thesis presents an original contribution to the 
literature by developing an agent-based simulation model where the effects of pricing 
parking and other curb management interventions in a context of heterogeneous curb 
users can be evaluated. By simulating individual delivery vehicles and general parkers in 
a real-world street network, we can move beyond the various simplifying and 
homogenizing assumptions that many theoretical models rely on for analytical 
tractability. 

To make sense of what this model is actually doing, and to ensure that later policy 
experiments are interpretable, we first establish how the system behaves in its baseline 
form, before introducing any targeted curb interventions. To do so, we tested a large grid 
of model parameters, resulting in 2,560 unique combinations of traffic demands, parking 
prices, and delivery vehicle fallback strategies. For each unique parameter combination, 
eight simulation runs were completed (four traffic-generation seeds, each reused twice), 
for a total of 20,480 baseline runs. 

A central methodological challenge in analyzing these outputs is that, because the 
simulation begins from an “empty and idle” state, many system variables exhibit long 
transients that are not themselves evidence of instability. As Chapter 4 argues, it is 
therefore most useful to think of the model as containing two coupled queues, vehicles 
searching for parking and vehicles parked, and to evaluate whether and when those 
queues stabilize. Building on the simulation-analysis literature, we implement an MSER-
5 warm-up detection procedure on both time series and supplement it with safeguards 
that (i) reject “late” stabilization and (ii) veto scenarios with which only reach an 
equilibrium due to the network filling up entirely in a jam state. This MSER-based 
heuristic approach provides a transparent way to categorize runs as reaching equilibrium 
or failing to do so, while limiting analyst discretion and ensuring comparability across the 
parameter grid. 

That does, however, bring us to the first limitation of our model; of those 20,480 
simulation runs, only 1,950 (9.52% of total) reached equilibrium. While this is in part a 
result of testing an overly large parameter space, with many parameter combinations 
tested resulting in 0 equilibrium runs, even the demand-price parameter combinations 
with the highest equilibrium percentages only had about 60% of their runs reach 
equilibrium. The main failure mode observed for the network is a jam, even though in 
many of these cases the total traffic demand is significantly below what the Chinatown-
Penn Quarter network experiences in the real world. This is an issue that has been 
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observed in previous traffic simulation studies (Rieser and Nagel, 2008), but is worth 
drawing out as something which conditions the rest of our results.  

Taking into account the caveat that the following findings describe behavior 
within the stable regime, the baseline results nonetheless largely align with the 
mechanisms emphasized in the literature, and they clarify how those mechanisms express 
themselves when general parkers and delivery vehicles interact in a shared curb-and-
network system. First, both the qualitative stability patterns and the equilibrium 
metamodel reinforce the primacy of the curb–garage price gap over the absolute level of 
either price: scenarios with similar price differentials behave similarly, reflecting the 
generalized-cost logic that the incentive to cruise arises from relative savings rather than 
the nominal level of prices (Shoup, 2006). Demand still matters though, with higher 
general parker and delivery demands reducing stability and increasing delay, with 
increased demand having a particularly strong effect on the 90th percentile of cruising 
durations. 

Second, within equilibrium runs, general parkers and delivery vehicles play 
distinct roles. General parkers’ behavior remains broadly consistent with the utility-
maximizing logic built into the model: as curb prices rise (or as average prices rise 
holding the price gap fixed), a larger share of demand shifts toward garages, and the 
pressure on curb occupancy and search tends to ease. Delivery vehicles, by contrast, 
contribute disproportionately to VMT and to network delay, due to their multi-stop nature 
and their sensitivity to curb availability at each stop. The most policy-relevant baseline 
finding here, one that ran counter to our pre-experiment intuition, is that allowing illegal 
parking is, in this model, more destabilizing than forcing delivery vehicles to cruise and 
park legally farther from their destination. The metamodel results indicate that lane-
blocking from double-parking imposes congestion costs on the entire network that 
outweigh the added VMT and curb competition implied by legal cruising. In other words, 
when illegal parking is available as a fallback, delivery vehicles may reduce their own 
search burdens, but they do so by shifting costs outward through travel-lane obstruction, 
especially under already-congested conditions. 

Taken together, the baseline model exploration identifies a fairly coherent set of 
vulnerabilities that structure the rest of the thesis: the Chinatown–Penn Quarter system is 
most fragile when curbside demand is high and the curb–garage price gap is large, and 
that fragility is amplified when delivery vehicles are permitted to double-park rather than 
cruise. Further, when the system fails, it most often does so through road-network 
gridlock. This baseline diagnosis motivates Chapter 5: we test whether targeted policies 
(delivery bays and parking information) can alleviate the specific vulnerabilities 
identified in Chapter 4, and under what price-and-demand conditions they might instead 
exacerbate them. 
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The experiments in Chapter 5 provide further insight into how targeted curb-
management strategies interact with the same underlying vulnerability identified in the 
baseline: a high curb–garage price gap can keep demand for curbside parking inelastic, so 
that small changes in curb supply or search behavior can push the system toward 
instability. It has previously been observed in parking economics discussions that carving 
out restricted curb spaces is often a suboptimal approach compared to pricing parking in a 
way that lowers occupancy and prevents the curb from operating at saturation (Xu and 
Sun, 2024). Our experimental results extend that argument further: the efficacies of both 
delivery bays and parking information are highly dependent on narrowing the curb–
garage price gap, a dependence that appears directly in the equilibrium metamodels 
through negative interaction terms between each intervention and the price gap. 

In the case of delivery bays, this mechanism is intuitive. Delivery bays are 
implemented as a targeted reallocation of curb supply, placed on edges that consistently 
account for the largest share of delivery difficulties, and therefore necessarily remove 
general-parker curb spaces at precisely the locations where curb pressure is already high. 
When the price gap is large enough that general parkers have little incentive to shift 
toward garages, this reduction in curb supply can simply intensify competition for the 
remaining spaces, increasing cruising and pushing the system into a jam condition; this 
effect is visible both in the equilibrium metamodel and in the missing equilibrium runs in 
distributional plots. At the same time, when delivery bays do not destabilize the system, 
they can still be an effective intervention in the dimension they most directly target: 
delivery difficulty. Particularly in scenarios where delivery vehicles may park illegally, 
increasing delivery bays monotonically reduces double-parking, and those reductions can 
plausibly generate social benefits that outweigh the added difficulty experienced by 
general parkers, since illegal parking imposes network-wide congestion costs through 
lane obstruction. 

Parking information operates through changing behavior rather than curb 
allocation, but it is similarly conditioned by the governing prices of parking. With 
information, drivers are modeled as having perfect knowledge of curb parking 
availability once they are within 350 meters of their destination; the model therefore 
removes “searching early” as a strategy and treats search costs as determinate travel-to-
target costs, with routing that prioritizes open spaces closest to the destination. In high 
price-gap settings, this can have a perverse effect on general parkers: instead of being 
discouraged by perceived scarcity, they may remain searching for parking longer because 
information makes the possibility of capturing curbside savings seemingly more 
realizable, even if the available space is several blocks away. However, parking 
information provision also results in an increased efficiency of delivery vehicle 
operations, resulting in them being able to consistently park closer to their destination 
than they would otherwise. This is reflected in the mean-delay regressions: when delivery 
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vehicles are forced to cruise (IL = 0), parking information reduces mean delay per vehicle 
(−5.794 seconds), but the same regression run with IL = 1 produces a fundamentally 
different dynamic (+27.460 seconds), due to delivery vehicle operations not being any 
more efficient from information provision in the illegal parking case. Finally, while both 
delivery bays and parking information can increase the efficiency of delivery operations 
when introduced individually—most clearly through shorter delivery route lengths—our 
results also show that implementing both is redundant in that dimension: the interaction 
terms are close in magnitude and opposite in sign to the delivery-bay terms, implying that 
once parking information is provided, the marginal benefit of substituting curb spaces for 
delivery bays is essentially cancelled out. Taken together, these Chapter 5 findings 
reinforce a practical policy implication: non-price curb interventions can complement 
pricing, but they are not reliable substitutes for narrowing the curb–garage price gap, and 
in regimes where the curb is already operating at the edge of instability, such 
interventions can inadvertently increase the risk of gridlock rather than relieve it. 

More broadly, this thesis suggests a central lesson that is easy to lose in curb-
policy debates that focus on one lever at a time: curb management is a system problem. 
The baseline experiments show that the system’s fragility is shaped by the interaction of 
demand, the curb–garage price gap, and delivery fallback behavior, and that the dominant 
failure mode in this setting is network gridlock rather than a purely parking-side runaway 
process. The Chapter 5 experiments then show that targeted interventions like delivery 
bays and parking information can improve specific outcomes, particularly delivery 
operation efficiency, but that they are not reliable substitutes for narrowing the underlying 
price differential that governs curb competition. Taken together, these results underscore 
why agent-based simulation is valuable in this domain: it allows us to study not only 
average outcomes, but how heterogeneous agents making utility-maximizing decisions 
shape system behaviors, and how different policies can shift costs between user groups or 
move the system closer to (or farther from) gridlock. 

6.2 Future Research 
These results also clarify where the present modeling framework is most 

informative, and where extending it would most improve what can be learned about curb 
management in practice. In addition to the tendency of the simulation network to jam 
more easily than in reality, there are three primary directions along which further research 
can extend this work. 

The first is to deal with the limitation discussed in Section 6.1: the low traffic 
capacity of the network limits our object of study.  A study conducted with an increased 
network capacity could better investigate other failure modes, such as the deliverer-
dominant instability described by Xu and Sun (2024). In addition, future studies could 
integrate the MSER equilibrium analysis directly into the simulation rather than applying 
it post-hoc, allowing computational resources to be reallocated away from clearly non-
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convergent runs and ensuring that all convergent runs yield a consistent duration of 
steady-state observation time for analysis. 

The second is to add greater subtlety to the decision processes of both general 
parkers and delivery vehicles by making them fully utility-informed. For delivery 
vehicles, the most important extension would be to replace the current binary illegal-
parking fallback with an endogenous choice that depends on expected search costs, 
expected penalties, and heterogeneity across drivers and stops. Doing so would allow 
illegal parking to emerge as a behavior under particular price and scarcity conditions, 
rather than being imposed as a scenario toggle, and it would enable more realistic 
experiments involving enforcement intensity, ticketing risk, or time-window pressure. On 
the general-parker side, a more explicitly utility-based search model could improve the 
representation of how drivers respond to parking information. Rather than relying on a 
fixed 350-meter radius rule, future work could model “parking early” as an endogenous 
decision that depends on the expected value of continued searching, walking disutility, 
and the perceived probability of finding a space closer to the destination. This would 
allow the model to represent more nuanced behavioral responses to information 
provision, including heterogeneous tolerance for walking and heterogeneity in value of 
time. 

The third direction is to move from static scenarios toward explicitly dynamic 
ones. The experiments in this thesis treat demand and interventions as fixed over the 
simulated period, which is useful for isolating mechanisms, but real downtown systems 
are characterized by waves of arrivals, short-lived surges, and feedback between 
congestion and search. Extending the model to dynamic demand profiles, with peak-hour 
pulses followed by lulls or time-varying mixes of delivery and passenger traffic, would 
make it possible to study not only whether the system reaches a steady state, but also how 
it absorbs shocks and dissipates queues. This also opens the door to evaluating policies as 
dynamic controls rather than static settings: time-of-day pricing, adaptive curb allocation, 
or information provision that turns on only under specific occupancy thresholds.  

Taken together, these three extensions would shift the model from a useful 
mechanism-testing sandbox toward a more policy-informative representation of how 
downtown curb systems actually operate under changing day-to-day conditions. 
Increasing network capacity would expand the variety of stable traffic demands enough 
to study additional failure modes and would make the equilibrium workflow itself more 
directly comparable across scenarios; utility-informed decision rules would let key 
behaviors like double-parking and early parking emerge endogenously rather than being 
imposed as toggles; and dynamic demand profiles would allow interventions to be 
evaluated not just as static settings, but as time-varying controls applied when and where 
the curb is most stressed. The common thread is to treat curb access, parking search, and 
traffic operations as jointly determined, and to build a framework that can better quantify 
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the tradeoffs cities care about: how policies redistribute delay and access costs across user 
groups, how they change the likelihood of gridlock, and which combinations of pricing, 
allocation, enforcement, and information provision are robust across conditions rather 
than effective only in narrow circumstances. 
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