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Abstract of Praxis 

 

     The financial stock market is recognized as one of the most challenging domains for 

time-series forecasting, because the stock data always presents high volatility, non-

stationarity nature, and complex temporal dependencies. Deep learning has emerged as a 

promising solution, thanks to its advantages in large-scale data processing and automatic 

feature selection. However, deep learning models are limited in explicitly capturing 

known data pattern, such as recency bias and temporal dependencies. This study 

examines two advanced techniques, Importance Weighting and Transfer Learning, to 

enhance the performance of deep learning models in stock market prediction. 

     For Importance Weighting, we introduce a novel application of the Cumulative 

Importance Weighting (CIW) method and compare its effectiveness to the widely used 

Attention mechanism. Surprisingly, despite its conceptual simplicity, CIW consistently 

outperforms Attention in forecasting stock time-series. We also experiment with various 

ways to combine CIW and Attention, and find that one fusion approach significantly 

boosts accuracy beyond CIW alone, demonstrating the strength of a dual learning 

framework. 

     For Transfer Learning, our experiments reveal that while training a model from 

scratch can occasionally match performance, the pretrain-and-unfreeze approach leads to 

far more stable and reliable fine-tuning, especially when the data is noisy or perturbed. 

This study further proposes a novel method using Wasserstein distance to trace 

distribution evolution in latent feature space. It finds that the effectiveness of Transfer 

Learning stems from the internal mechanism of pretrained models, which transforms 

inputs into generalizable internal representations in a consistent manner across all hidden 
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layers. This finding provides a unifying explanation for the established theoretical 

perspectives such as feature reuse and domain alignment. 
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CHAPTER 1: INTRODUCTION 
 

1.1. Background 

     Time-series forecasting is widely applied and serves a crucial purpose in numerous 

domains, including climate forecasting, wildfire prediction, healthcare and stock market 

prediction, etc. Stock market is one of the most difficult domains to predict (Rana et al., 

2019; Pang et al., 2020; Lakshminarayanan et al., 2019; Yu et al., 2020) owing to its large 

number of participants and the long list of internal and external impacting variables, such 

as corporate performance, monetary and administrative policies, socioeconomic 

environments, political conditions, and natural variables etc. (M. Ballings et al., 2015; 

Zhao et al., 2017). Stock time-series data is inherently complex, characterized by non-

stationarity, noise, and incompleteness. A variety of data sources further complicates the 

situation, adding more disorder and unpredictability to the prediction process.  

     However, stock market forecasting represents a very important function at 

both micro- and macro-economic levels. For market participants, acquiring informed 

knowledge offers a competitive edge, enabling them to outperform their competition and 

harvest lucrative gains. For economists and policy makers, the stock market represents 

the economy's barometer; Understanding stock market trends offers a valuable glimpse 

into economic health and conditions, hence enabling them to anticipate imminent 

economic downturns and foster stability and development at the macroeconomic level. 

     Therefore, numerous efforts have been devoted in the past to predicting the trend of 

the stock market. Financial professionals, on the basis of financial theory, employed 

fundamental analysis, technical analysis, and quantitative engineering to predict stock 
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prices. Statisticians have established statistical models such as ARIMA (Autoregressive 

Integrated Moving Average) and GARCH (Generalized Autoregressive Conditional 

Heteroskedasticity) to extract features of stock price movements. Machine learning 

practitioners, on the other hand, employ complex algorithms, including SVM (support 

vector machines), ensemble learning, and neural networks, to capture higher-

order nonlinear features of the stock data. Despite these efforts, a thoroughly satisfactory 

solution still remains elusive, and the results to date yet continue to fall short 

of expectations (Ratto et al., 2018; Zhao et al., 2017), due to the inherent complexity and 

volatility of the stock market that continue to affect forecasting accuracy. 

 

1.2. Research Motivation 

     Among all the time-series prediction algorithms of machine learning, deep learning 

has proven to be one of the most effective approaches and has drawn significant scientific 

interest. This success can mainly be attributed to its ability to process large datasets and 

automatically extract meaningful features from complex inputs. The performance of deep 

learning has been noted in image classification and natural language processing (NLP), 

demonstrating the model's ability to capture the spatial and sequential aspect of 

relationships. Numerous studies have further established that deep learning performs 

effectively in time-series prediction (Nabipour et al., 2020) and, in many cases, 

outperform traditional algorithms, such as SVM, Random Forest, and ensemble methods, 

and Multi-Layer Perceptrons (MLP). 

     However, deep learning models encounter substantial challenges in time-series 

forecasting, including weighting temporal relevance (Zhao et al. and Fang et al. (2020), 
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Byrd et al. (2019), and Merello et al. in 2019), data distributions shifts (Silva et al., 2012; 

Hendrycks et al., 2020, 2021) and generalization constrains across different assets. These 

challenges also become more problematic in stock market, where new data are subject to 

high volatility, non-stationarity and complex temporal dependencies, all severely 

impacting model robustness. As such, if deep learning wants to advance further, the 

implementation of powerful optimization techniques is therefore warranted. This study is 

motivated by that demand: to examine and advance established techniques to improve 

deep learning performance in stock market forecasting. 

 

1.3. Problem Statement 

     Many argue that the stock market is one of the most complicated and difficult areas 

for time-series forecasting due to the number of factors that can influence the predictions, 

along with the complex nonstationary stock data (Rana et al., 2019; Pang et al., 2020; 

Lakshminarayanan et al., 2019; Yu et al., 2020). 

     Deep learning has shown promising potentials for stock market prediction because it 

can work with large-scale datasets and selects meaningful features automatically. 

Nonetheless, standard deep learning methods are not effective in accounting for specific 

behaviors of stock time series such as the non-stationarity, inductive bias, and regime 

shifts. 

 

1.4. Thesis Statement 
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     These obstacles have constrained the potential of deep learning applications in 

predictions of the stock market. Therefore, powerful optimization techniques are required 

to address these primary issues and improve deep learning performance in this domain. 

     This study addresses these gaps with the examination of two emerging techniques: 

Importance Weighting and Transfer Learning. Importance Weighting focuses on 

designing methods that better reflect the underlying inductive effects present in stock 

data, while Transfer Learning seeks to verify the source of effectiveness that generically 

produces internal representations for generalizability. The two techniques in synergy 

represent a pathway towards solving the fundamental challenges in stock market 

forecasting. 

 

1.5. Research Objectives 

     The overarching goal of this study is to improve the performance and robustness of 

deep learning models for predicting the stock market. This study is designed to offer 

valuable insights to academic researchers how look to develop their methodological 

understanding, and to industry practitioners who grapple with building an adequate and 

adaptable forecasting system in real-world trading environments. 

To achieve that, this study focuses on advancing two well-established techniques, 

Importance Weighting and Transfer Learning, with specific research objectives as 

follows: 

1. Develop Novel Importance Weighting Algorithms: This objective is to develop 

a novel method, Cumulative Importance Weighting (CIW), to captures the 
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recency bias present in stock market data and analyzes the output of the CIW 

model by contrasting its predictive performance with the popular Attention 

mechanism, using the Mean Absolute Percentage Error (MAPE) metric as the 

comparative measure. 

2. Identify Effective Importance Weighting Techniques: This study proposes 

several dual learning frameworks that integrate Cumulative Importance Weighting 

(CIW) and Attention through various fusion strategies. It then systematically 

compares the performance of these combined approaches, including the 

standalone CIW and Attention, to determine the most effective method. The goal 

is to examine the potential benefits of combining inductive priors (CIW) with 

data-driven mechanisms (Attention) to better capture meaningful patterns in the 

data. Moreover, identifying the optimal weighting scheme enhances transparency 

regarding the contribution of different time steps, thereby improving the model’s 

interpretability. 

3. Examine if Transfer Learning Is Really Effective: Although transfer learning 

has demonstrated potential across various domains, questions remain about its 

true effectiveness, primarily because some research find that models trained from 

scratch have, in some cases, achieved similar levels of predictive accuracy. This 

objective aims to apply transfer learning techniques to stock market data and 

conduct a comprehensive evaluation against non-pre-trained models. The goal is 

to determine whether transfer learning offers predictive advantages in stock 

market forecasting and to understand how it contributes to improved model 

performance. 
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4. Investigate the Role of Pre-trained Weights in Performance Improvement: 

This objective is to address the doubts from some previous research about the 

effectiveness of Transfer Learning, because they find that a randomly initialized 

model can achieve comparable predictive accuracy. The study designs two fine-

tuning methods, one using a pre-trained model head and the other using a 

randomly initialized model head, so that the difference in performance can be 

directly attributed to the pre-trained weights. 

5. Identify the Source of Effectiveness within Model’s Internal Mechanism:  

This objective aims to identify the underlying sources of transfer learning 

effectiveness by examining the model's internal dynamics. Rather than relying 

solely on external evaluation metrics, the study proposes a new approach to detect 

the distributional evolution of feature representations within the model’s latent 

space. By tracking how these internal distributions shift within the pre-trained 

models during fine-tuning, the research seeks to understand how pre-trained 

models generalize feature learnings and why they adapt to new tasks. 

 

1.6. Research Questions 

1.6.1. Questions for Importance Weighting 

IW-RQ1: To what extent does Importance Weighting methods improve predictive 

performance in stock market forecasting? 

IW-RQ2: How does CIW compare to the widely adopted attention mechanisms in 

terms of effectiveness for stock time-series forecasting? 
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IW-RQ3: Does a dual learning framework that integrates CIW with Attention 

mechanisms achieve superior predictive performance compared to using 

either technique alone? 

 

1.6.2. Questions for Transfer Learning 

When a model is pretrained and enters into fine-tuning phase, the frozen layers produce 

internal representations 𝑧, which is used as an input to unfrozen layers for fine-tuning. 

Therefore, the effectiveness of pre-training, if it exists, should reside in either the 

representations 𝑧 or the fine-tuning function. Therefore, the research questions for 

transfer learning are formulated as follows. 

TL-RQ1: How do the pre-trained weights contribute to the performance gains 

observed in transfer learning? 

TL-RQ2: Do the frozen layers in a pre-trained model generate stable and 

transferable internal representations that provide useful latent features for 

effective fine-tuning on new tasks? 

TL-RQ3: Does the effectiveness of transfer learning stem from the model’s 

internal mechanism for consistently transforming inputs into a latent feature 

space that supports generalization across tasks? 

 

1.7. Research Hypotheses 

1.7.1. Importance Weighting Hypotheses 
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IW-H1: Importance weighting significantly improves predictive performance in 

stock market forecasting compared to models that do not incorporate it. 

IW-H2: Importance weighting is more effective than Attention mechanisms in 

enhancing predictive accuracy for stock time-series forecasting. 

IW-H3: A dual learning framework that integrates CIW and Attention mechanisms 

outperforms models that use either technique independently in stock market 

forecasting. 

 

1.7.2. Transfer Learning Hypotheses 

TL-H1: The unfrozen layers initialized with pre-trained weights enable a faster 

and more stable fine-tuning process, thereby improving the model's 

adaptability to new tasks and data. 

TL-H2: Frozen layers in a pre-trained model produce generalizable internal 

representations z in a consistent manner, thus providing useful latent features 

for fine-tuning to effectively adapt to new tasks and data. 

TL-H3: The effectiveness of transfer learning stems from the internal mechanism 

of pre-trained models to transform inputs into a latent feature space in a 

consistent manner, enabling strong generalization across diverse inputs. 

 

1.8. Scope of Research 

     This research seeks to push the boundaries of how deep learning can be applied to 

stock market prediction, a notoriously complex and volatile task. It focuses on two main 
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aspects: first, to assign meaningful temporal importance to the model inputs through 

importance weighting techniques and thereafter dual learning frameworks; and second, to 

identify the source of the effectiveness of transfer learning, especially to find out how 

pre-trained components help models generalize and adapt more easily to new data. 

By narrowing its scope to these targeted strategies and mechanisms within deep neural 

networks, this research seeks to produce practical, interpretable, and generalizable 

improvements in stock time-series forecasting using deep learning. 

 

1.9. Research Limitations 

     While this study aims to contribute to the advancement of deep learning techniques for 

stock market forecasting, several limitations must be acknowledged. 

 

1.9.1. Domain-Specific Focus 

     This study exclusively focuses on the stock market as the application domain. 

Although Importance Weighting and Transfer Learning are broadly applicable across 

various fields, the findings of this study may require validation before being generalized 

to other domains. In particular, the dual learning framework that integrates Importance 

Weighting with Attention mechanisms demonstrates superior performance in stock price 

prediction; however, its effectiveness in other domains, such as NLP, remains 

unexamined. Domain-specific adaptations, including alternative fusion strategies, may be 

necessary to effectively integrate these components in different contexts. 

 

1.9.2. Model Interpretability 
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     While this research works toward improving model interpretability through 

importance weighting and transfer learning, deep learning models still operate like black 

boxes. The knowledge gained from temporal importance assignments and internal 

representation analysis is helpful for understanding model behaviors, but still fail to 

provide the degree of transparency required in financial decision-making and regulatory 

compliance. Interpretability and transparency are critically important in the financial 

sector, where both are often a mandatory requirement for model auditability in the 

deployment phase.   

 

1.9.3. Computational Constraints 

     Deep learning and transfer learning experiments often demand substantial 

computational resources, particularly when training and comparing multiple large-scale 

models. However, this study is conducted on relatively small datasets and models 

compared to those used in real-world production environments. As a result, 

considerations such as runtime optimization, computational constraints, and hardware 

limitations are not addressed in this research. These factors, while critical in practical 

deployment scenarios, fall outside the scope of this study and remain important areas for 

future investigation. 

 

1.9.4. Not Taking Practical Considerations into Account 

     In evaluating model performance, the study used a widely recognized measure for 

forecasting, Mean Absolute Percentage Error (MAPE). However, this metric does not 

match the practical measure of success in trading activities, such as financial risk 
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exposure and return on investment. Furthermore, the study focuses solely on forecasting 

individual stock prices, without incorporating portfolio-level simulations that would 

better reflect actual investment strategies. Finally, the prediction of price movement is 

solely based on the stock price itself, without consideration of real-world factors, such as 

trading costs and transaction volumes, both of which could lead to substantial movements 

in stock prices. Such variables should be taken into account before applying the findings 

to real-world financial modeling. 

 

1.10. Organization of Praxis  

     Chapter 1 begins with the background and the research motivation and then outlines 

the research objectives, research questions, and hypotheses. It ends with the scope and 

limitations of this research. 

     Chapter 2 offers a broad overview of existing research, starting with key finance 

theories and traditional forecasting methods before moving into modern machine learning 

techniques. It then zooms in on the two core methods explored in this study, Importance 

Weighting and Transfer Learning, laying the groundwork for the research that follows. 

     Chapter 3 presents the methodology used in this research. It starts with a high-level 

overview, followed by a detailed explanation of the methodology used in each 

experiment. 

     Chapter 4 details the experiments and the results, organized by Importance Weighting 

and Transfer Learning respectively. The results part includes analyses and interpretations 

of the experiment data, which finally are linked back to the hypotheses. 
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     Chapter 5 summarizes the main points of this paper and formulates them in discussion 

and conclusion. It also highlights the potential contributions of this work to the body of 

knowledge and suggests recommendations for future work. 
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CHAPTER 2: LITERATURE REVIEW 
 

2.1. Introduction 

     The primary objective of this research is to improve the predictive performance of 

deep learning on stock time-series data, using Importance Weighting and Transfer 

Learning techniques. Therefore, this review begins with an overview of foundational 

financial theories and modeling methodologies, providing context for the stock pricing in 

finance. 

     The review then turns to discussing traditional forecasting approaches in finance to 

provide context for understanding the evolution of stock price forecasting. It goes on to 

preview the application of machine learning techniques in the stock price forecasts while 

noting growing consensus in current literature that deep learning provides a very strong 

and effective approach to modeling complicated financial time-series data. 

     Ultimately, the review culminates with an in-depth discussion of Importance 

Weighting and Transfer Learning in the context of stock time-series prediction, aiming to 

provide a theoretical and practical foundation for the proposed methodologies, and 

highlighting the sources of some techniques adopted in the experiments of this study. 

 

2.2.  Finance Theories and Methods 

     As a foundational concept in finance, the Efficient Market Hypothesis (EMH) assumes 

that financial markets are "informationally efficient," meaning that all available 

information is already reflected in asset prices, making it impossible for investors to 

consistently achieve higher returns than average market returns on a risk-adjusted basis 
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(Fama, E. F., 1970). Nonetheless, it is widely accepted that investors who are prepared to 

take on more risk still can achieve greater returns (Fama et al., 1993). Even though the 

EMH has been widely accepted as a foundational financial theory, it has drawn a lot of 

criticism, especially from the supporters of behavioral finance, who advocate for 

psychological and emotional factors in financial practices. Issues of cognitive bias such 

as overconfidence, loss aversion, and herding may influence the asset price fluctuations, 

therefore impacting underlying value (Barberis et al., 2003). They also cited numerous 

examples of observable market anomalies which further serve to substantiate the ascribed 

arguments for behavioral finance, such as: the January effect, day-of-the-week effect, the 

sub-prime mortgage crisis of 2008 (Shiller, 2003), and the COVID-19 market sell-offs, 

among others. This suggests that there are ways to exploit the cognitive bias and market 

anomalies with data-driven strategies in an effort to earn excess return on investment. 

     One of the most well-established finance-theoretic methods is fundamental valuation. 

This approach evaluates a stock’s intrinsic value through key factors that impacts 

shareholders, such as the financial well-being of the company, the growth potential of the 

company, its competitive positioning, relevant potential competing industry trends, and 

broader economic conditions at play (Investopedia, 2024). Investors assess value while 

determining if the stock is fairly priced related to its long-term true value. 

     Another important form of valuation is called technical analysis. Technical analysis 

identifies patterns and trends in historical market data and utilizes them to determine 

predictable future price movements. This method is based on the belief that: (1) the 

behavior of market price is cyclical, (2) current price is reflective of the collective 

information of the market, which may include: impactful news and events, investor 
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sentiment, as well as all aspects of fundamental information (Investopedia, 2024). Not 

surprisingly, technical analysis is often cited as a way for traders to make short-term 

decisions, I.e., when is the best time to buy/sell one position or another? 

     In recent times, quantitative analysis has gained broad acceptance across academic 

research and real-world applications. This is mainly driven by the advances in computing 

speeds and big data explosion financial markets. Quantitative methods exploit 

mathematical models and statistical tools to uncover patterns, detect relationships, and 

capture complex temporal dependencies underlying in financial data (Investopedia, 

2023). This field covers a spectrum of genuine techniques, including: Capital Asset 

Pricing Model (CAPM), traditional time-series statistical models, such as Auto-

Regressive Moving Average (ARMA), and modern machine learning solutions such as 

Support Vector Machines (SVM) and deep learning, etc. (Rundo et al., 2019; Vogl et al., 

2022). The deep learning method is the research focus in this study. 

 

2.3.  Predictive Models and Approaches 

2.3.1. Traditional Time-series Forecast 

     For many years, traditional time-series forecasting has resided predominantly in the 

realm of statistics. The Autoregressive (AR) and Moving Average (MA) models are two 

of the core methods in this area, as they are easy to work with, while being able to 

capture the linear pattern present in data (Skehin et al., 2018). The two models can be 

brought together to formulate the Autoregressive Moving Average (ARMA) model, 

which models past values and past errors in a stationary time series. A major limitation of 

the ARMA model is that it assumes stationarity. To handle nonstationary data patterns, 
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differencing operations are required to incorporate into the ARMA model, resulting in the 

development of the ARIMA model (George et al., 1970). 

     In addition to non-stationarity, financial time series often contains heteroskedasticity, 

which denotes the changing variance of the error terms over time. Heteroskedasticity can 

be modeled with the introduction of the Autoregressive Conditional Heteroskedasticity 

(ARCH) model, which treats variance as a dependent on past squared residuals. Another 

approach of modeling volatility is the Stochastic Volatility (SV), which models volatility 

as a latent random process. The Generalised ARCH model (GARCH) extends ARCH by 

incorporating both autoregressive and moving average terms in the variance equation. 

When volatility shows persistence (i.e., has a unit root), the Integrated GARCH 

(IGARCH) model is often more appropriate (Vogl et al., 2022). 

     As forecasting methods keeps evolving, machine learning techniques have gained 

significant momentum, offering new opportunities for both researchers and practitioners. 

For example, the neural network gains energy for its flexibility, ease of use, and strong 

predictive capacity. Neural networks offer advantages over traditional approaches by 

capturing complex relationships without relying on the strict prior assumptions required 

by statistical models, such as assumptions around stationarity and distributions. Qian et 

al. (2019) demonstrate that Long Short-Term Memory (LSTM) networks perform 

significantly better than ARIMA in predicting stock prices, especially in handling non-

stationary data. Similarly, Ma (2020) compare ARIMA with artificial neural networks 

(ANN) and LSTM models, and find that both neural approaches consistently deliver 

higher accuracy. 
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     Although statistical models do not match deep learning models, the former still 

produce utility when assessed in hybrid approaches. For example, Kim et al. (2018) 

combine LSTM with GARCH and MA models, and achieve the best performance among 

all tested methods. Also, Zhang (2003), suggested a hybrid approach by first estimating 

the linear parameters of ARIMA, and then estimating the nonlinear components with 

ANN. The hybrid approaches consistently deliver better performance than the single 

alternatives, likely because they are able to complement strengths from the components: 

statistical models are effective at modeling linear patterns, while deep learning models 

excel at capturing complex, nonlinear dynamics. 

 

2.3.2. Machine Learning Approach 

     As computational intelligence continues to advance quickly, machine learning has 

become a strong and practical alternative to traditional statistical methods for forecasting 

time-series data. More specifically, deep learning models have gained increased research 

interest in recent years as a means of modelling complex, nonlinear relationships in data. 

     For example, Gupta et al. (2024) examine statistical models and deep learning 

architectures and find that LSTM had the best predictive performance among models 

tested, such as, RNN, CNN, and ARIMA. Similarly, Lakshminarayanan et al. (2019) 

assess Support Vector Machines (SVM) and LSTM using various feature engineering 

configurations and observe that LSTM prediction accuracy consistently outperformed 

SVM. These favorable results of LSTM are likely due to its ability to learn on long-term 

dependencies across time in an optimized way. However, Selvin et al. (2017) deliver a 

different finding. They train LSTM, RNN, and CNN on the same stock data, and observe 
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that CNN delivers the highest prediction accuracy. They attribute CNN's superior 

performance to its strength in capturing localized patterns without relying on memory 

mechanisms like those in LSTM or RNN. The conflicting finding highlights the need for 

further investigation, especially into the results reported by Selvin et al. (2017), to better 

understand model behavior across different market conditions. 

     Another research direction for stock market prediction is hybrid models, where models 

aim to use the strengths of more than one approach to generate more accurate forecasts. 

For example, Zeng et al. (2020) propose an architecture that fused ARIMA with an 

Attention based Recurrent Neural Network (ARNN hybrid). In this design, ARIMA 

identifies the linear components of the time series, while ARNN identifies the potential 

nonlinear relationships. Similarly, Liu et al. (2017) introduce a CNN-LSTM hybrid 

framework for quantitative trading, in which a CNN manages the selection of stocks and 

the LSTM model generates trading signals that are temporal in nature. Eapen et al. (2019) 

design a multi-pipeline architecture that included CNN and Bi-Directional LSTM (Bi-

LSTM). In the architecture, the CNN is responsible or extracting high-level features 

while the Bi-LSTM captures temporal dependence in both the forward and reverse 

direction. In an empirical evaluation, the hybrid architecture improves predictive 

performance by 9% over the single-pipeline model and surpasses an SVM baseline by 

6%. These results showcase the effectiveness of integrating diverse learning techniques. 

     Another important area of study is Wavelet Transformation, an established method 

used to break apart time-series into its components by frequency. Wavelet Transformation 

has been typically studied in combination with deep learning, particularly with LSTM 

models, to advance prediction accuracy. For example, Li et al. (2017) present a real-time 
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wavelet denoising process, which is implemented with a two-layer LSTM for temporal 

forecasting. Their experiments show better performance than the same LSTM model 

without wavelet pre-processing, especially when dealing with highly volatile data. Also, 

Zeng et al. (2022) employe Wavelet Transformation to eliminate the noise and then feed 

the purified signals into a hybrid model combining an Attention-based RNN (ARNN) 

with ARIMA. The authors state the hybrid model performs better than the standalone 

recurrent models, such as RNN, GRU, LSTM and ARNN. On the other hand, Skehin et 

al. (2018) find a different result. They employ wavelet decomposition to decompose 

stock price into many components and use them as input features to train an LSTM 

model. They do not see any substantial performance gains with this approach. The mixed 

findings of these studies indicate that the value of wavelet pre-processing may be based 

on the decomposition techniques applied, which needs future studies. 

     Finally, the rapid progress of Natural Language Processing (NLP) makes sentiment 

analysis highly appealing for stock market prediction as you can leverage unstructured 

text data. The sentiment features extracted from unstructured text improve model 

performance significantly by offering additional contributions to the feature space. For 

example, El-Youssef (2022) use pre-trained NLP models, BERT and FinBERT, to extract 

sentiment scores from tweets and news surrounding Bitcoin, and feed them as an 

additional input feature for Bitcoin price forecasts. Jin et al. (2020) and Wu et al. (2022) 

construct daily sentiment indices learned from short text stock reviews using CNN 

models with embeddings from Word2vec representations. The authors then combine 

these indices with traditional numeric features and send them to the LSTM models for 

prediction. Most studies in this area conclude that sentiment analysis offers identifiable 
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improvements to the forecasts. This emphasizes the importance of integrating textual data 

(with proper and valid constructs) with numeric signals, especially as NLP continue to 

evolve and gain more nuance to untangle complexities in financial market. 

 

2.4. Importance Weighting 

2.4.1. Attention Mechanism 

     Selective attention is a psychological process that has an important influence on how 

humans think. Selective attention allows human to prioritize attending to certain stimuli, 

necessitating the filtering out of others (Posner et al., 1990; Corbetta et al., 2002; 

Buschman et al., 2015). However, traditional machine learning models tend to treat all 

training data evenly without distinguishing between what part of the training data might 

matter more (Ratto et al., 2018; Zhao et al., 2017). 

     A significant advancement to overcome this limitation has been the introduction of the 

Attention mechanism, which has been a central part of the vastly popular Transformer 

architecture. Attention works by calculating similarity scores, generally as a dot product 

of a query and a key, and then using SoftMax normalization to assign weights to different 

elements in the input sequence (the values) (Bahdanau et al., 2022; Vaswani et al., 2017). 

Attention enables the model to focus more on the relevant parts of the data, making it a 

useful computational analogy to human selective attention (Zhao et al., 2024). 

     One notable application of Attention in time-series forecasting is from Qin et al. 

(2017), who introduce the dual-stage Attention-based recurrent neural network (DA-

RNN). This model had attention mechanisms applied at two levels, the input features and 

the hidden representations. The experiments result in substantial improvements in 
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forecasting accuracy across multiple datasets (including the SML 2010 and NASDAQ-

100), demonstrating the effectiveness of attention mechanisms for modeling complex 

temporal dynamics.  

 

2.4.2. Cumulative Importance Weighting  

     This study proposes a new weighting method called Cumulative Importance 

Weighting (CIW), aimed at accounting for recency effects in time-series forecasting. 

Recency effects, a cognitive phenomenon in which human tend to give more weight to 

more recent information than the older in perception and decision-making, are well 

established in cognitive psychology (Wallace et al., 1969; Baddeley et al., 1993; 

Morrison et al., 2014; Giesen et al., 2020). The concept is similarly presented in the 

theory of limited attention in behavioral finance, which suggests investor behavior is 

primarily influenced by recent data when making a trading decision (Barber et al., 2013). 

Empirical evidence suggests this phenomenon is commonplace across financial markets, 

influencing investor trading activities and contributing to changes in market price 

(Gandré et al., 2020; Cakici et al., 2023; Chen et al., 2024). 

     To accommodate recency effects, machine learning researchers have suggested 

recency ''bias'' through various methods. For example, Abdelwali et al. (2024) use a 

cumulative weighted moving average to assign more importance to recent observations. 

Zhao et al. (2017) apply hand-picked incremental functions, e.g., logarithmic and 

quadratic, to generate scaler increasing values to directly associate with recent samples. 

Wang et al. (2021) implement the weighting on loss functions by multiplying it with an 
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exponential function, encouraging the model to pay more attention to recent data during 

backpropagation. (Wang et al., 2021). 

     While these studies claim improvements with their approaches, their methods heavily 

rely on the predetermined formulas which do not vary with the sample and therefore do 

not reflect the underlying temporal process. In contrast, the CIW method introduced in 

this study employs trainable neural network layers to adaptively learn importance weights 

from the data during training, providing a more fluid framework to capture the evolving 

recency dynamics present in financial time-series. 

 

2.4.3. Importance Weighting Implementations 

     Weighting by importance can be implemented in two primary ways, based on whether 

the weighting is to the loss or to the sample. The first is loss weighting, which weights 

the loss function using the ratio of the probability density of training and test data, 

Ptrain(x) /Ptest (x), an approach outlined by Sugiyama et al. (2007). The second is 

sample weighting, which assigns weights to individual training examples often using pre- 

defined formulas (Zhao et al., 2017; Wang et al., 2021; Abdelwali et al., 2024). Each 

weighting also has its shortcomings. The loss weighting constrains on the searching for 

accurate density estimation functions, which is a difficult and error-prone task in theory 

(Sugiyama et al., 2007). Sample weighting through deterministic weighting schemes has 

very limited empirical support, because the pre-defined weighting functions raise the 

question whether these functions really capture the actual underlying temporal relevance 

in the data.  
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     To address these issues, this study adopts the sample weighting approach using a 

learnable neural network module to dynamically adjusts weights during training. This 

design offers greater adaptability and allows domain-specific knowledge, such as recency 

effects, to be naturally integrated into the learning process. 

 

2.5. Transfer Learning 

2.5.1. The Effectiveness of Transfer Learning 

     Transfer learning is a technique in which a model is first trained on a large, general-

purpose dataset and then fine-tuned on a smaller, task-specific dataset. The goal is to 

transfer the knowledge learned, typically in the form of pre-trained weights, from a 

broad, data-rich source domain to a more specialized target task. This method is 

particularly effective in situations where the target task lack labeled data for effective 

training but a related usually broader task has abundant of labeled data available for 

pretrain. Transfer learning is one of the key principles that has enabled some of the most 

important advances in modern machine learning, particularly in LLMs, computer vision, 

and multimodal learning. In these areas, models are often pretrained on huge datasets and 

only need to be fined-tuned for a particular task with relatively few additional training 

runs, making transfer learning a practical and agnostic strategy. 

     The success of transfer learning has brought renewed attention to two fundamental 

questions: (1) Does transfer learning truly improve performance across tasks? and (2) 

What underlying factors contribute to its success? 

     As for the first question, He et al. (2019) argue that although pre-training can speed up 

model convergence, it does not lead to performance gains over training from scratch. 
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Kornblith et al. (2019) observe that pre-trained features are not universally transferable, 

particularly when the source and target tasks differ in distribution. In contrast, other 

studies (e.g., Hendrycks et al., 2019, 2020) show that pre-training yields significant 

performance and robustness boosts, especially under conditions of label noise, adversarial 

perturbations, and out-of-distribution shifts, highlighting a more nuanced view of its 

effectiveness. 

     Regarding the second question, Bengio et al. (2011 & 2012) point out that the deep 

learning architectures learn feature representations in a hierarchy of multiple levels, with 

higher-level learned features defined in terms of lower-level features. The higher-level 

features learned in lower layers are more invariant to factors of variation in the training 

distribution, while still collectively preserving as much information as possible. This 

abstraction and generalization enabled these features to be transferred and learned across 

tasks or across variants of the input distributions. Raghu et al. (2019) find that feature 

reuse is the dominant factor in the success of meta-learning. In a separate study (Raghu et 

al., 2019), they further demonstrate that even reusing only the scaling of pre-trained 

weights, that is, resampling with the same distribution parameters, without transferring 

the learned features, can lead to large gains in convergence speed. Neyshabur et al. 

(2020) identify three major sources of transferability: reuse of features, reuse of pre-

trained weights, and transfer of low-level data statistics. Finally, Mensink et al. (2021) 

underscore the importance of domain alignment, showing that positive transfer is most 

likely when the source domain sufficiently overlaps with the target domain. Domain 

adaptation methods have been extensively studied; and several effective techniques have 
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been proposed, including those by Herath et al. (2019), Chen et al. (2019), Zhang et al. 

(2022), Li et al. (2021) and Xu et al. (2023).  

 

2.5.2. Challenges and Solutions 

     Iman et al. (2023) conduct a comprehensive survey on Deep Transfer Learning (DTL) 

and identify two major challenges: catastrophic forgetting and pre-training bias. 

Catastrophic forgetting arises when fine-tuning significantly alters the pre-trained 

weights, causing the model to lose previously acquired knowledge, especially when many 

layers are unfrozen. On the other hand, freezing too many layers can result in pre-training 

bias, making the model too reliant on the source domain and struggles to learn to the 

new-task-specific features.  

     To balance retaining previous knowledge and learning new information, Iman et al. 

(2022; 2023) propose a progressive learning framework that incorporates new layers to a 

frozen pre-trained model. The additional layers learn task-related features while keeping 

the feature learning in the frozen layers untouched. While this approach benefits the 

model when the source and target domains are close, Iman et al. (2022) provide an 

alternative method by adding new neurons to the frozen layers. This approach allowed 

the model slot in new information in a more flexible manner by not altering the initial 

pretrained features. 

     We will use the progressive learning approach as one of the fine-tuning methods in 

transfer learning analysis. It is compared with a more conventional approach that 

unfreezes some pretrained top layers for fine-tuning, with the goal of understanding how 

the reuse of pretrained parameters contributes to model performance. 
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2.6. Summary 

     This literature review explores a range of approaches to stock price prediction, 

including financial theory-based models, statistical techniques, traditional machine 

learning methods, and more recent deep learning frameworks. While deep learning has 

emerged as a promising solution, but it still has limitations because it is unable to 

explicitly account for known temporal patterns in financial data, such as recency effects, 

temporal dependencies, and regime shifts. Therefore, two important techniques, 

Importance Weighting and Transfer Learning, have been introduced and rigorously 

studied in prior research work. Although significant progress has been made, this paper 

seeks to advance current understanding and applications by introducing novel weighting 

algorithms and through using distribution-tracking method. 

     For Importance Weighting, existing studies acknowledge the presence of recency bias 

in stock data but often rely on manually designed, deterministic schemes to assign 

increasing weights over time. In contrast, this study proposes a Cumulative Importance 

Weighting algorithm that uses neural network layers to adaptively learn optimal weight 

increments during training. Additionally, a novel dual learning framework is introduced, 

which integrates CIW with Attention mechanisms and yields superior predictive 

performance. 

     For Transfer Learning, doubts and debates persists on whether it is truly effective. 

This study offers empirical support for its effectiveness through carefully designed 

experiments. While prior research has proposed various theories, such as feature reuse, 

domain alignment, and convergence basin, to explain the effectiveness of Transfer 

Learning, this study adopts a more fundamental approach that uses Wasserstein-1 
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distance to trace distributional changes in latent feature representations. The finding 

provides a unified explanation to the existing theories. 
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CHAPTER 3: METHODOLOGY 
 

3.1. Data Preparation 

3.1.1. Optimizer – Adam 

     The Adam optimizer is selected for experiments in both Importance Weighting and 

Transfer Learning.  Adam integrates the benefits of momentum, which helps accelerate 

convergence in relevant directions, and RMSProp, which stabilizes learning through per-

parameter scaling. It computes adaptive learning rates for each parameter by maintaining 

running estimates of both the first moment (mean) and the second moment (uncentered 

variance) of the gradients. The update rules are summarized as follows, given gradients 

𝑔௧ at time step t: 

1) Compute biased first and second moment estimates: 

𝑚௧ = 𝛽ଵ𝑚௧ିଵ + (1 − 𝛽ଵ)𝑔௧ 

𝑣௧ = 𝛽ଶ𝑣௧ିଵ + (1 − 𝛽ଶ)𝑔௧
ଶ 

2) Bias correction: 

𝑚ෝ௧ =
𝑚௧

1 − 𝛽ଵ
௧ ,     𝑣ො௧ =

𝑣௧

1 − 𝛽ଶ
௧ 

3) Parameter update 

𝜃௧ = 𝜃௧ିଵ − 𝛼 ∙
𝑚ෝ௧

ඥ𝑣௧ෝ + 𝜖
 

Where: 

 α is the learning rate, 
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 β1, β2 are decay rates for the moment estimates (commonly 0.9 and 0.999), 

 ϵ is a small constant (e.g., 10-8) to prevent division by zero. 

     By combining the advantages of momentum and RMSProp, Adam can automatically 

tune the learning rate for each parameter during training, which makes it highly 

advantageous for time-series data with non-stationary patterns, and is very effective for 

training deep architectures like LSTMs that can suffer from vanishing/exploding 

gradients. In comparison to traditional optimizers, such as SGD, Adam usually converges 

faster to a shorter training time, which is an important consideration when the training is 

performed on long historical time-series data or across various datasets of differing 

characteristics, such as in transfer learning. 

 

3.1.2. Data Source 

     Due to the necessity for extensive pretraining across collections of datasets with 

common characteristics, this research has aptly determined that the stock market is a 

sufficient and ideal data source. The historical trading data for each stock fully 

encapsulates the aspects of an individual company, essentially acting as an independent 

dataset; whereas stocks in the same industry tend to respond similarly to macroeconomic 

trends, regulatory policies, and market conditions. This layered structure provides two 

primary advantages for the research: 1) it supplies dynamic stock-specific data that lends 

itself well to testing the viability of importance weighting, and 2) it illustrates salient 

trends across datasets, which is essential for testing how well transfer learning 

generalizes. These characteristics make the stock market a challenging, yet useful to test 

for evaluating the performance and robustness of new predictive methods. Each dataset 
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used in this research is publicly available through the Yahoo Finance website and 

accessible using the yfinance API, ensuring transparency and reproducibility of the 

experiments. 

 

3.1.3. Data Processing  

     To ensure effective model training, this study focuses on the U.S. financial sector, 

collecting historical trading data for 937 publicly listed stocks, spanning from each 

stock’s initial listing up to August 2, 2024. This targeted selection is consistent with the 

findings of Mensink et al. (2021), who highlight that transfer learning is typically more 

successful when the pretraining and target tasks are drawn from the same domain. In 

addition, daily historical data for the Finance Index (Ticker: ^NYKTR) and the S&P 500 

Index (Ticker: ^GSPC) was also downloaded from their initial launch date to the same 

ending date, August 2, 2024. 

     The data are cleaned and processed as follows: 

1) Initial Trading Days Filter: For each stock, early trading days are excluded if the 

daily trading volume continuously remained below 100 shares. This is to mitigate 

the irregular price movements and illiquidity effects commonly observed in the 

early stages following an initial public offering (IPO). 

2) Interpolation of Missing Values: Missing values in the time-series are linearly 

interpolated to maintain continuity without introducing significant bias.  

     After the above data processing, the final data selection time period is set from 

January 2, 2003, to August 2, 2024, a relatively recent market phase following the 
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disruptions of the Dot-com bubble. After applying these criteria, the data processing 

results in a curated dataset of 336 stocks, each as a standalone dataset containing 5,433 

daily trading records, totaling more than 1.8 million data samples. The same selection and 

preprocessing criteria are applied to the Finance Index and S&P 500 datasets to maintain 

consistency across all inputs. 

 

3.2. Feature Selection 

     With the common objective of enhancing time-series prediction performance, both 

Importance Weighting and Transfer Learning approaches utilize the same set of features 

identified with the strongest predictive power. The feature selection process is described 

below. 

     All datasets of the 336 stocks contain five fields: Open, High, Low, Close, and Volume 

(OHLCV), which are the primary candidates for feature selection. To enrich the feature 

set and incorporate a broader market context, these features are supplemented with the 

corresponding daily Close prices extracted from the Finance Index and S&P 500 Index, 

resulting in a total of seven initial feature bases for selection (OHLCV + Close price from 

2 Indexes). 

     The predictive target variable is defined as the one-day-ahead Close price of each 

corresponding stock, formulated relative to its available features. For feature selection, 

this study employs the Backward Elimination method, an iterative procedure that begins 

with the full set of seven features and progressively removes the least significant feature 

at each step, based on the change of prediction performance. As a result, it is found that 

the four OHLC features (Open, High, Low, and Close) derived directly from each stock 
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consistently retain the strongest predictive power for the target. Surprisingly, the Volume 

feature, as well as the Close price of external market indicators (Close price of Finance 

Index and S&P 500), does not contribute to improving predictive performance in this 

context. 

     This result coincidentally aligns with the findings from Lakshminarayanan et al. 

(2019), who observe that integrating external features with core internal features can 

inadvertently introduce noise into the input space, which could ultimately degrade 

prediction accuracy.  As part of their study, moving average is applied as a smoothing 

technique to the features in order to mitigate noises for performance improvement. 

However, as smoothing techniques are beyond the scope of the research focus, this study 

does not apply the moving average method. 

 

3.3. Datasets Construction 

     Since recurrent networks are employed to predict sequential dependencies in time-

series data, the input datasets must be formatted into framed sequences with fixed time 

windows. Accordingly, each of the 336 stock-specific datasets is transformed into 

window-framed dataset, using a window size of 7 days and a shift step of 1 day. In this 

structure, each training sample consists of 7 consecutive trading days of records, which 

are used to predict the target value, the next day's Close price. Notably, although shuffled 

datasets can also be used in sequential prediction with recurrent networks, this study 

prefers preserving temporal dependencies at the window level. Therefore, unshuffled 

datasets are prioritized in the experiments, with unshuffled datasets used as a 

complementary validation of experimental results.  
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     For transfer learning, 15 datasets are first reserved for testing and fine-tuning purposes 

(hereafter referred to as “reserved datasets”). The selection process is conducted by 

ranking the 336 stocks according to the volatility of their historical price, categorizing 

them into three groups: high, medium and low volatility, and finally selecting five stocks 

from each group. The remaining 321 datasets are used for pre-training (referred to as 

"pre-training datasets" later), with the training-to-validation split at 70/30. 

     For importance weighting, the same 15 reserved datasets are applied to the model to 

evaluate algorithm performance. The number of datasets showing improved accuracy is 

compared against those showing degraded prediction. A high count of improvements 

indicates stronger algorithmic performance. Each dataset is split by 70/20/10 for training, 

validation, and testing. 

l 

3.3.1. LSTM Layer 

     The Long Short-Term Memory (LSTM) layer is selected as the fundamental building 

block in predictive models for both importance weighting and transfer learning. This 

selection is motivated by extensive previous research that has systematically investigated 

optimal algorithms for stock market prediction, as a significant majority of them (Shah et 

al., 2018, Xiao et al., 2024, Ma et al., 2020, Nabipour et al., 2020) have consistently 

concluded that LSTM exhibits superior performance over both traditional statistical 

models and modern machine learning models (as detailed in the literature review), in 

handling time-series forecasting tasks.  

     The superior performance of LSTM networks mainly stems from their gated memory 

structure that allows the model to remember, update and forget long-term historical 
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information, and meanwhile diminish the risk of vanishing gradients, making them 

particularly well suited to model long-term temporal dependencies and capture non-

stationary behaviors that are often present in stock market data. 

     The fundamental mechanism of LSTM is illustrated below. 

     Forget gate:    𝑓௧ = 𝜎 (𝑊௙ [ℎ௧ିଵ; 𝑥௧] +  𝑏௙) 

     Input gate:      𝑖௧ = 𝜎 (𝑊௜ [ℎ௧ିଵ; 𝑥௧] +  𝑏௜) 

     Output gate:   𝑜௧ = 𝜎 (𝑊௢ [ℎ௧ିଵ; 𝑥௧] +  𝑏௢) 

     The cell state and hidden state are computed as follows: 

     Cell State:       𝐶௧ = 𝑓௧  ⨂ 𝐶௧ିଵ +  𝑖௧ ⨂ tanh(𝑊௦ [ℎ௧ିଵ; 𝑥௧] + 𝑏௦) 

     Hidden State:  ℎ௧ = 𝑜௧ ⨂ tanh(𝐶௧) 

Where: 

 [ℎ௧ିଵ; 𝑥௧]  ∈ ℝ௠ା௡ is a concatenation of the previous hidden state ℎ௧ିଵ and the 

current input 𝑥௧. 

 𝑊௙ , 𝑊௜ , 𝑊௢ , 𝑊௦  ∈ ℝ௠𝘹(௠ା௡) are the learnable weights. 

 𝑏௙ , 𝑏௜ , 𝑏௢ , 𝑏௦  ∈ ℝ௠ are the learnable bias terms.  

 𝐶௧ିଵ represents the previous cell state.  

 𝜎 is the logistic sigmoid activation function. 

 ⨂ denotes element-wise multiplication. 

     Moreover, Qian et al. (2019) reveal that LSTM exhibits a notable degree of robustness 

to data instability, further solidifying the selection of LSTM layer as the foundational 
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building block of the predictive models. This robustness is especially pertinent to one of 

the research focuses, Transfer Learning, which involves considerable pre-training on a 

number of datasets with a wide variety of distributional shifts. Furthermore, the other 

research focus of Importance Weighting would also benefit from this robustness, since it 

requires stable model performance across datasets with different distributions to 

accurately adjust and reweight training samples. 

 

3.4. Model Construction 

3.4.1. Construction Principles 

     The research objectives require performance testing of various techniques and 

algorithms within a consistent model framework; therefore, full customization of the 

model structure is important for an apple-to-apple comparison. Therefore, all models in 

this study are constructed from scratch using TensorFlow, with specific designs being 

adjusted to draw conclusions for this study. Developing a well-functioning neural 

network requires careful consideration of size, depth, and width of the network, all of 

which should be appropriate for the task complexity, total dataset size, and computational 

resources. Larger models can capture more complex patterns but have a risk of 

overfitting, while smaller models may fail to learn critical relationships, resulting in 

underfitting. 

     The main goal of model development is to obtain strong predictive accuracy and 

robustness across datasets. This study develops models based on its needs from scratch, 

guided by well-established principles as follows: 

1) Scaling Parameter Size.  
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Previous research (Neyshabur et al., 2017; Zhang et al., 2021; Choromanska et al., 

2015) has claimed neural networks can generalize well even when the parameters 

size is larger than the sample size, provided that regularization is available to 

avoid overfitting. Building on this insight, this study develops larger models in the 

Transfer Learning setting, with larger parameters size compared to samples. 

While training, we monitor overfitting closely to ensure the model performance. 

2) Balancing Depth and Width. 

Finding the best trade-off in the depth versus width is relevant for constructing 

effective model architectures. The empirical work (Safran et al., 2017, Li et al., 

2018) has reported that model depth exerts more impacts on model performance 

than model width. Besides, deep models can also benefit more from Transfer 

Learning (Bengio et al, 2011), reinforcing that depth is a particularly salient focus 

of this study. 

3) Generalization vs. Transferability. 

Zhang et al. (2021) assert that the generalizability of a model is essentially 

determined by the model structure, and that the application of external 

regularization techniques (e.g. dropout and weight decay) play a supporting role 

in fighting against overfitting (Zhang et al., 2021; Krogh et al., 1991). This study 

does not apply regularizers in Transfer Learning as no overfitting has been 

diagnosed. While regularization generally provides little advantage during 

pretraining, it can also distort learned representations, potentially diminishing 

transferability of pretrained knowledge to downstream prediction. 

4) Normalization. 
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This study intentionally omits normalization layers (such as batch normalization) 

in the model structure because normalization operations can potentially disrupt 

the temporal dependencies inherent in time-series data. Furthermore, following 

the studies by Keskar et al. (2016), this study employs small batch sizes during 

training, where normalization techniques are less effective or even detrimental. 

Based on the experiment results shown in Figure 3-1 (the original experiment data 

in Appendix A), adding normalization layers does not consistently improve model 

performance in the research task, as only Only 9 of 15 datasets show improved 

results with normalization, insufficient to draw a definitive conclusion about 

effectiveness of applying normalization for this task. 

 

 

Figure 3-1. Effects of Applying Normalization Layer 

 

3.4.2. Importance Weighting Model 

     For Importance Weighting, the task is to train models with 15 reserved datasets 

independently, each with 5,433 samples. Therefore, lightweight models are constructed to 
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meet the needs of research objectives. Although a one-LSTM-layer model with broader 

width can accomplish this task, this study prefers using a two-LSTM-layer model with a 

narrower width (16 and 8 neurons respectively) to promote model expressiveness (Safran 

et al., 2017; Li et al., 2018), while also monitoring overfitting risk. This compact design 

ensures sufficient learning capacity for the importance weighting task while minimizing 

unnecessary complexity, which is especially important for detecting performance gains 

attributable to the weighting mechanism itself. The model structure is illustrated in Figure 

3-2. 

 

Figure 3-2. Model Structure for Importance Weighting Experiment 

 

3.4.3. Transfer Learning Model 

     A valid model for transfer learning needs to be sufficiently large and adequately deep 

to be effectively pre-trained with 1.8 million data samples from 321 stocks, but it 

becomes prone to overfitting when trained on a small, single stock dataset of 5,433 

samples. Four LSTM-based models are developed, each differing in the number of layers 

(ranging from six to eight) and in the distribution of neurons across the LSTM layers. 

These architectural variations are intended to explore the trade-offs between model depth 
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and width, as well as between prediction accuracy and model robustness. With extensive 

experiments, the seven-layer LSTM model is selected as the baseline architecture, due to 

its performance, robustness, and alignment with the research objectives. The remaining 3 

candidate models are retained in the experiments for comparative analysis to obtain a 

better understanding of how model structure variations impact the research objectives in 

Transfer Learning. The structures of the four models are summarized as follows and 

visualized in Figure 3-3. 

 Baseline model: 7 LSTM layers, maximum layer width of 512 neurons, 3.06 

million parameters in total. 

 DiffNeuron: 7 LSTM layers (same as baseline model), different neuron 

distribution among layers, approximately the same model size as the Baseline 

model. 

 LessLayer: 6 LSTM layers (versus 7 layers in baseline model), different neuron 

distribution among layers, approximately the same model size as the Baseline 

model. 

 MoreLayer: 8 LSTM layers (versus 7 layers in baseline model), different neuron 

distribution among layers, approximately the same model size as the Baseline 

model. 
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I. Baseline 

 

 

II. LessLayer 
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III. DiffNeuron 

 

 

IV. MoreLayer 

 
 
 

Figure 3-3. Model Structures for Transfer Learning Experiments 
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3.4.4. Loss Function – MAPE 

     Mean Absolute Percentage Error (MAPE) is applied as the loss function in all models 

for both Importance Weighting and Transfer Learning. MAPE expresses the average 

absolute difference between predicted and actual values as a percentage of the actual 

values, as shown in the formula below. Although MAPE has the known limitation of 

being undefined when actual values are zero, this issue does not affect this study, as stock 

prices are strictly positive by nature.  

MAPE =
1

𝑛
෍ ฬ

𝑦௜ − 𝑦ො௜

𝑦௜
ฬ  x 100

௡

௜ୀଵ

 

Where: 

 n is the number of data points, 

 𝑦௜ is the actual value for the 𝑖௧௛ observation, 

 𝑦ො௜ is the predicted value for the 𝑖௧௛ observation. 

     Since MAPE expresses prediction errors as percentages of actual values, it is a scale-

independent metric, making it particularly well-suited for the research objectives. In both 

Transfer Learning and Importance Weighting, models have to be trained with multiple 

datasets from different stocks, whose price levels can vary widely from a few dollars to 

several thousand dollars. Using a scale sensitive metric like Mean Squared Error (MSE) 

could introduce bias and penalize stocks of high prices. In contrast, Mean Absolute 

Percentage Error (MAPE) gets rid of this bias by expressing errors as a percentage of the 

true value, making it easier to compare prediction accuracy across stocks with different 

price ranges. 
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3.5. Method: Transfer Learning 

3.5.1. Probabilistic Analysis 

     The research in transfer learning begins with a probabilistic reasoning framework that 

models input features 𝑥, target 𝑦, and latent representations z in the feature space of the model.  

Start with the joint probability rule: 

𝑝௧௥௔௜௡(𝑦, 𝑥) = 𝑝(𝑥) 𝑝௧௥௔௜௡ (𝑦 | 𝑥)                                    (EquaƟon 1)           

Marginalize over latent variable z: 

 𝑝௧௥௔௜௡ (𝑦 | 𝑥) = ∫  𝑝௧௥௔௜௡(𝑦 | 𝑧) 𝑝(𝑧 | 𝑥)𝑑𝑧                (EquaƟon 2)           

Replace Equation 2 in Equation 1: 

 𝑝௧௥௔௜௡ (𝑦, 𝑥) = 𝑝(𝑥) ∫  𝑝௧௥௔௜௡(𝑦 | 𝑧) 𝑝(𝑧 | 𝑥)𝑑𝑧       (EquaƟon 3)           

For a given sample dataset, 𝑝(𝑥) is available and known. Therefore: 

 𝑝௧௥௔௜௡ (𝑦, 𝑥)  ∝  ∫  𝑝௧௥௔௜௡(𝑦 | 𝑧) 𝑝(𝑧 | 𝑥)𝑑𝑧                (EquaƟon 4)           

     Neural networks assume that the true input distribution 𝑝(𝑦, 𝑥) can be approximated 

from finite observable training samples 𝑝௧௥௔௜௡(𝑦, 𝑥) and that latent feature spaces can be 

learned to map the input distribution to useful internal representations 𝑝(𝑧 | 𝑥)for 

predicting  𝑝௧௥௔௜௡ (𝑦 | 𝑥) with the mapping function  𝑝௧௥௔௜௡(𝑦 | 𝑧) (Equation 2). 

Therefore, in the end, the training samples 𝑝௧௥௔௜௡(𝑦, 𝑥) is determined by the internal 

representations 𝑝(𝑧 | 𝑥) and the mapping function  𝑝௧௥௔௜௡(𝑦 | 𝑧) (Equation 4). 

     In pre-train-then-tune paradigm, 𝑝(𝑧 | 𝑥) represents the internal representations 𝑧 

generated by the frozen layers, while the mapping function  𝑝௧௥௔௜௡(𝑦 | 𝑧) denotes the 



44 
 

unfrozen layers which are initialized with pre-trained weights. These two components the 

generator of the final results, and therefore should directly relate to the effectiveness of 

pre-training.  

 

3.5.2. Wasserstein Distance 

     This study introduces a novel use of the Wasserstein-1 distance, also known as Earth 

Mover’s Distance (EMD), to monitor changes in the distribution of latent features. 

Wasserstein distance measures the minimum "work" required to transform one 

distribution into another by redistributing "mass," where "work" is defined as the amount 

of mass moved multiplied by the distance it is moved. The Wasserstein-1 distance is 

defined as follows. 

                                      

Where: 

 Γ (P, Q) is the set of all couplings (joint distributions) of P and Q that have 

marginals P and Q (i.e., γ(x) = P(x) and γ(y) = Q(y)).  

 d(x,y) denotes the distance between points x and y in the metric space χ, which is 

defined as the Euclidean distance in this study.  

 d(⋅,⋅) is instantiated as the Euclidean distance in this study. 

 inf (infimum) is taken over all possible couplings γ, ensuring that the minimal 

transport cost between the two distributions is computed.  
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     The Wasserstein distance operates directly on sample data without requiring any 

explicit knowledge or assumptions of the underlying probability distributions being 

compared. This property is critically important to research in Transfer Learning, where 

tracking distributional changes in latent feature spaces is essential, but the true underlying 

distributions are typically unknown. Unlike traditional distribution estimation methods, 

which require knowledge of data distributions and thus may introduce biases or 

information loss, the Wasserstein distance provides a direct, distribution-free measure of 

differences between internal representations. 

     In this study, distance refers to the difference measured by the Wasserstein-1 distance, 

between two sets of internal representations across layers, generated by two subsets split 

from the same input dataset, as shown in Figure 3-4. The two subsets are split from the 

same larger dataset at 70/30.  

The code function of Wasserstein distance is enclosed as follows: 

import numpy as np 
import ot 
 
def wasserstein_distance(data1, data2): 
    # Generate uniform weights for each point (probabilities sum to 1) 
    weights1 = np.ones((data1.shape[0],))/data1.shape[0] 
    weights2 = np.ones((data2.shape[0],))/data2.shape[0] 
 
    distances = np.zeros((data1.shape[0], data2.shape[0])) 
 

# Compute distances between corresponding 2D matrices (slices) in X and Y, 
# keep 3D array 

    for i in range(data1.shape[0]): 
        for j in range(data2.shape[0]): 
            # Calculate Frobenius norm (Euclidean distance for matrices)  

     # between corresponding matrices 
            distances[i, j] = np.linalg.norm(data1[i] - data2[j]) 
 
    # Solve the Optimal Transport problem 
    optimal_transport_plan = ot.emd(weights1, weights2, distances) 
 
    # Compute the Wasserstein distance (Earth Mover's Distance) 
    wasserstein_distance = np.sum(optimal_transport_plan * distances) 
 

return wasserstein_distance 
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Figure 3-4. Concept of Distance 

 

3.5.3. Test Hypothesis 1 

     To test Hypothesis 1, a set of controlled experiments is designed using the same pre-

trained baseline model but with two distinct fine-tuning techniques, as summarized in 

Table 3-1. 

     Both techniques utilize the same pre-trained hidden layers with frozen weights, 

ensuring that the internal representations 𝑧, generated by the frozen layers, remain 

identical. These frozen representations are then fed into the model head for further 

training during fine-tuning. Therefore, the sole difference between the two fine-tuning 

techniques lies in how the model head is handled: 

 ft-Progressive: The pre-trained model head is replaced with a newly initialized 

head of the same structure. 

 ft-Unfrozen: The model head starts with the pre-trained weights which are 

unfrozen for fine-tuning. 
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     This design ensures that any observed differences in fine-tuning performance can be 

directly attributed to the difference in the model head, isolating the impacts from other 

parts of the model. 

     To evaluate the effectiveness of transfer learning with these settings, this study 

employs two metrics obtained from the fine-tuning process: 

1) Stability of Loss Convergence: 

As a critical measure of training stability, the variations of the loss trajectories are 

assessed across multiple fine-tuning runs on the same dataset. A stable and 

smooth convergence curve suggests that the trainable layers (specifically the 

model head) are initialized with well-informed weights, allowing the model to 

map the fixed latent representations 𝑧 to the target outputs without erratic 

fluctuations during training. 

2) L2 Distance of Fine-Tuned Weights: 

As a measure of pre-training effectiveness, the L2 (Euclidean) distances between 

the model head weights are evaluated after fine-tuning with different datasets. A 

smaller L2 distance indicates that pre-training has successfully encoded useful 

and generalizable representations 𝑧, thus requiring only minimal adjustments to 

the model head across different downstream tasks. 

 

Table 3-1. Fine-tuning Configuration 

Fine-tuning Model Fine-tuning Method Hidden Layers Model Head 
ft-Unfrozen Baseline Unfreeze model head Frozen Pre-trained Weights 

ft-Progressive Baseline Replaced with new Frozen Randomly Initiated 
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3.5.4. Test Hypothesis 2 & 3 

     To test Hypotheses 2 & 3, this study focuses on analyzing the distribution of internal 

representations, commonly referred to as logits, within the model’s latent feature space. 

However, directly estimating or interpreting the true distribution of logits is inherently 

challenging, as these representations are dynamically shaped by the network's 

architecture, activation functions, and the optimization process during training. The 

resulting distributions are high-dimensional, complex, and nonstationary, making explicit 

modeling both impractical and potentially misleading. 

     Instead, this study employs the Wasserstein-1 Distance to quantify differences 

between the internal representations respectively generated by two input datasets. The 

results are then used as a proxy into gain insights to the distributional changes in the 

latent feature space across layers. Specifically, the Wasserstein Distance is calculated in 

two key contexts: 

 Between two input subsets split from a larger dataset (input space). 

 Between their corresponding logits at each frozen layer (latent feature space) as 

they propagate through the model. 

     By tracking how distances change across layers during training, we get a clearer 

picture of how latent features evolve throughout the model. This layer-wise analysis 

reveals how pre-training influences internal representations and helps explain why 

transfer learning allows models to adapt to new tasks with minimal parameter changes.  

 

3.6. Method: Importance Weighting 
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     This research focuses on importance weighting with the goal of evaluating how 

different weighting algorithms impact predictive performance. 

 

3.6.1. Cumulative Importance Weighting. 

     Dash et al. (2022) emphasize that incorporating domain expertise into model design 

can meaningfully improve predictive performance. Building on this insight, the study 

introduces a novel Cumulative Importance Weighting (CIW) mechanism, illustrated in 

Figure 3-5(A). The algorithm design is as follows: 

 First, the input features are passed through dense layers to generate raw 

importance scores (logits) for each time step. 

 Next, these logits are normalized using a dedicated normalization layer, ensuring 

they maintain a stable scale throughout training. 

 Then the normalized outputs are passed through to a SoftMax layer, resulting in a 

probability distribution denoted as 𝑤 = [𝑤ଵ, 𝑤ଶ, … , 𝑤்], where T is the sequence 

length. 

 Finally, a Lambda layer applies a cumulative summation operation to enforce the 

recency-aware weighting scheme, generating the final cumulative importance 

weights c = [𝑐ଵ, 𝑐ଶ, … , 𝑐்], where 𝑐் is always equal to 1. 

     The cumulative operation is defined as: 

𝑐௧ = ෍ 𝑤௜ ,        𝑓𝑜𝑟 𝑡 = 1,2, … , 𝑇

௧

௜ୀଵ

 

 

3.6.2. Attention in Time-series Prediction 
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     Since time-series prediction involves numeric operations, self-attention is adequate to 

capture inter-dependencies among time steps. The algorithm is illustrated in Figure 3-

5(B) and summarized as follows.  

 Input features are projected into query and key representations via dedicated 

dense layers. 

 These projected vectors are passed into the self-attention module, which is a dot 

product operation to compute relevance scores among all time step elements. 

 Attention scores are normalized using a SoftMax layer to generate a probability 

distribution that acts as dynamic weighting factors over the input values. 

 

                                  (A)                                                               (B) 

 

 

 

 

 

3.6.3. Integrating Attention and CIW 

     To further explore the relationship between the knowledge-guided and data-driven 

weighting mechanisms, this study develops three hybrid algorithms that integrate CIW 

and Attention in different structural configurations, as illustrated in Figure 3-6(A–C). 

 Attention-to-CIW (ATT-CIW)  

Dense 
NormalizaƟon 
SoŌMax 
Lambda 

AƩenƟon 
SoŌMax 

Figure 3-5. Diagram for CIW & Attention 
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As shown in Figure 3-6(A), the Attention module is applied first, which computes 

attention scores and then produces a probability distribution through SoftMax 

normalization. A subsequent Lambda layer then performs a cumulative summation 

over the attention-derived probabilities, transforming them into cumulative 

weights. This design infuses the Attention mechanism with recency-aware 

weighting, effectively combining data-driven relevance with a temporal bias. 

 Attention-Plus-CIW (ATT⨁CIW)  

As shown in Figure 3-6(B), the inputs proceed through CIW and Attention 

modules in parallel, each module independently generating an importance 

weighting vector of equal dimension. These two vectors are then combined 

through element-wise addition (⊕), resulting in a fused importance weighting 

vector that reflects both cumulative temporal trends and contextual relevance 

derived from attention. 

 Attention-Multiply-CIW (ATT⨂CIW)  

As shown in Figure 3-6(C), this structure is similar to ATT ⊕ CIW, except that the 

CIW and Attention are fused together with element-wise multiplication (⊗) 

instead of addition. This configuration allows the CIW and Attention mechanisms 

to interact multiplicatively, reinforcing signals where both modules assign high 

importance and suppressing weights where either module assigns low importance. 

     These schemes aim to harness the complementary strengths of both CIW’s structured, 

recency-aware weighting and Attention’s adaptive, data-driven focusing capabilities.  
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Figure 3-6. Dual Learning Frameworks 
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CHAPTER 4: EXPERIMENTS & RESULTS 
 

4.1. Importance Weighting 

4.1.1. Experiments (IW-H1 & 2 & 3) 

     As detailed in Sections 3.1 Data, 15 stocks are selected for the Importance Weighting 

experiments. The datasets are framed into sliding windows with a window size of 7 and a 

shift of 1, prepared for the LSTM model training.  With a training-validation-testing split 

at 70/20/10, each subset is batched at a small size of 32. Using small batch sizes during 

training acts as a form of implicit regularization, introducing gradient noise that helps the 

model avoid overfitting and escape sharp local minima, ultimately leading to better 

generalization (Keskar et al., 2016).  

     For all experiments, we utilize a two-layer LSTM model described in Section 3.1 as a 

baseline architecture. Our five weighting strategies are then applied individually to this 

base to assess their influence on model performance. The models are trained using the 

Adam optimizer with a learning rate of 0.0001, and Leaky ReLU as the activation 

function. Model accuracy is evaluated with Mean Absolute Percentage Error (MAPE), 

which provides consistent comparisons across stocks even with different price scales. 

Early stopping is applied with a maximum of 200 epochs and a patience threshold of 10, 

while the experiments are observed to converge within 20 to 60 epochs. Each of the 15 

selected stock datasets is used to train a newly initialized model. To ensure statistical 

robustness, all experiments are repeated multiple times with different random weight 

initializations. This repetition allows for assessment of the impact of initialization 
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variance and strengthens the validity of the performance gains reported in Figures 4-1 

and 4-2. 

     The experiments are first conducted using unshuffled datasets to establish baseline 

outcomes, followed by repeated trials with shuffled data to validate the findings. 

 

4.1.2. Results & Analysis (IW-H1 & H2 & H3) 

     The experiment data is presented in the Appendix B and C, and the summary for 

analysis is shown in Figures 4-1 and 4-2. As commonly observed in model training, no 

single method achieves universal improvement across all datasets. Nevertheless, all five 

mechanisms reduce MAPE loss in the majority of datasets, as evidenced by the number 

of improvements. 

     Hypothesis IW-H1. Figure 4-1 shows that all five weighting methods enhance 

predictive performance in at least 11 of 15 datasets. Therefore, all weighting schemes 

show an important improvement relative to the case of no weighting, either Attention, 

CIW or their combined variants. Notably, CIW improves performance in 13 of 15 

datasets, suggesting that recency effects represent a significant inductive bias in stock 

market data. This observation aligns with a broad body of work in behavioral finance and 

stock market research, which shows that recent information often exerts a 

disproportionate influence on investor behavior and price formation (Gandré et al., 2020; 

Cakici et al., 2023; Chen et al., 2024). 

     Hypothesis IW-H2. Figure 4-2 provides a more nuanced view by evaluating the 

incremental value of alternative mechanisms relative to CIW, which explicitly models 

recency. Notably, standard Attention underperforms CIW in 10 out of 15 datasets, with 
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some differences being substantial. This result reveals a limitation of the Attention 

mechanism in financial time-series domains, where temporal locality, defined as the 

relative importance of more recent observations, is often significant. While Attention is 

designed to dynamically attend to dependencies across all time steps, it may overlook the 

recency effects where short-term memory implicitly has more influence on investors’ 

decision-making in securities trading activities, especially in the volatile and rapidly 

evolving stock markets. These findings suggest that, in domains where recency is a 

dominant predictive factor, explicit temporal weighting schemes like CIW may offer 

more effective and interpretable modeling capacity than Attention. 

     Hypothesis IW-H3. Furthermore, Figure 4-2 illustrates that Attention-Plus-CIW (ATT

⊕CIW) model achieves the strongest overall performance, outperforming CIW alone on 

11 of the 15 datasets. This supports Hypothesis IW-H3, which proposes that dual learning 

frameworks combining inductive priors with data-driven mechanism could better model 

complex temporal patterns. In particular, CIW introduces a purposeful bias toward recent 

observations, explicitly emphasizing short-term relevance, while Attention provides data-

driven adaptability for the model to learn long-range nonlinear dependencies not captured 

by CIW. When integrated together, these two methods complement each other, enhancing 

the model’s ability to capture the underlying data patterns in a more expressive and 

nuanced way.  

     In addition, the experiments also demonstrate that the fusion strategy has a significant 

impact on the hybridization performance, evidenced by the results that while the 

Attention-Plus-CIW (ATT⊕CIW) outperforms CIW in majority of datasets, the other 
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two dual learning frameworks, Attention-to-CIW (ATT-CIW) and Attention-Multiply-

CIW (ATT⨂CIW), underperform CIW in 11 of the 15 testing datasets. 

 

 

Figure 4-1. Gains/Losses vs. No-weighting 

Note: Each bar represents the count of datasets where the algorithm improved (Gain, 

blue) or worsened (Loss, orange) in performance relative to using no weighting 

mechanism (No-weighting). 

 

 

Figure 4-2. Gains/Losses vs. CIW 
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Note: Each bar shows the number of datasets in which the algorithm either outperforms 

(Gain, blue) or underperforms (Loss, orange) in performance relative to using CIW 

(Cumulative Importance Weighting). 

 

4.2. Transfer Learning 

4.2.1. Hypothesis TL-H1: Effectiveness of Pre-trained Weights 

     This experiment tests Transfer Learning Hypothesis 1 (TL-H1): whether the reuse of 

pre-trained weights enables faster and more stable fine-tuning, thereby contributing to the 

overall effectiveness of transfer learning. 

     Experiment. The experiment begins with pre-training a 7-layer LSTM baseline model 

according to the configuration parameters detailed in Table 4-5, using the 321 pre-

training datasets. During the process, models are saved at the point of minimum 

validation loss so that they have the optimal weight initialization for subsequent fine-

tuning stages. These pre-trained models then serve as the basis for the evaluation of 

transfer learning performance.  

     Two fine-tuning techniques, as detailed in Section 2.4, are applied to adapt the pre-

trained model to downstream tasks, with the parameters specified in Table 4-5. The 

training of both techniques uses the same 15 reserved target datasets, each split at 

70/20/10 for training, validation, and evaluation. The experiment results demonstrate 

consistency among all of these datasets. For presentation purposes, the paper only shows 

results from five representative datasets [CET, CFFN, VABK, BUSE, HGBL], selected at 

three-step intervals along the volatility ranking of the full 15 datasets. These datasets span 

a range of volatility conditions to ensure diversity in model evaluation.  
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     For each dataset, the pre-trained model is fine-tuned using the optimal learning rate, 

determined via grid search to maximize performance. To ensure robustness and account 

for variability due to random initialization and training dynamics, each fine-tuning 

process is repeated multiple times per dataset. For each run, the trainable weights, 

training loss per epoch, and evaluation loss are saved and subsequently used for the 

following analyses: 

 Trainable weights are saved at the end of each run and later used to compute L2 

distances between runs for indications of weight stability and convergence 

behavior. 

 Training loss is tracked across epochs, to analyze learning trajectories and 

convergence speed across repeated runs.  

 Evaluation loss is used to evaluate predictive performance and assess the 

consistency of fine-tuned models.  

     Results & Analysis. Table 4-1 presents the evaluation loss of five repeated runs for 

each of the two fine-tuning strategies: ft-Unfrozen, which leverages pre-trained weights, 

and ft-Progressive, which starts from random initialization. The results yield some 

meaningful insights about the impact of weight initialization on fine-tuning stability and 

performance. 

     First, ft-Progressive shows the potential of matching, or outperforming ft-Unfrozen in 

some of the runs (highlighted in the light grey cells of Table 4-1). This indicates that, 

when sufficiently good random initialization occurs, training from random can sometimes 

find competitive or better minima. This concurs with the findings from He et al. (2019), 
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who note that randomly initialized models, in some cases, may achieve predictive 

performance comparable to that of pre-trained models. 

     Regardless, the ft-Progressive performance is volatile, as evidenced by large 

fluctuations in evaluation loss across runs even on the same dataset. For instance, the 

evaluation loss for CET ranges from 2.9107 (Run 1) to 0.6941 (Run 5), demonstrating 

that the optimizer is failing to achieve stable convergence on many of the datasets. This 

phenomenon is particularly evident in volatile or noisy datasets like HGBL, which has 

extremely high losses across all runs, implying that the optimizer has a difficult time 

converging to a satisfying minimum. 

     In comparison, the ft-Unfrozen implementation, which uses pre-trained weights, had 

remarkably stable dynamics across all runs and datasets. The evaluation loss curves were 

almost the same, which can be attributed to the stabilizing benefits of initializing the 

model with pre-trained parameters. This finding supports Hendrycks et al. (2019, 2020) 

who show that pre-training produces models that are notably more robust, especially 

when dealing with noisy and perturbed datasets, such as HGBL. 

     The strong and stable performances of ft-Unfrozen are demonstrated even further in 

Tables 4-2, 4-3, 4-4, and Figure 4-3. Collectively, these results highlight the consistency, 

reliability, and training efficiency gained when leveraging pre-trained weights. Analyses 

in more details are present as follows: 

1) Parameters Stability Across Datasets 

It can be seen in Table 4-2 that each model fine-tuned with ft-Unfrozen produced 

nearly identical L2 distances in parameter space across datasets. By comparison, 
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the ft-progressive results show larger and more variable distances. These results 

indicate that pre-trained weights are helpful to constrain the optimization path and 

encourage the model to converge on the same basin of minima (Neyshabur et al., 

2020). The L2 distance reported with ft-Unfrozen suggests that models effectively 

reuse the knowledge previously learned during pre-training, thus requiring fewer 

updates during fine-tuning, contributing to both training stability and fast 

convergence. 

2) Parameter Stability Across Repeated Runs 

Table 4-3 reinforces the conclusions drawn from Point 1 by highlighting intra-

dataset variability. Specifically, ft-Progressive yields high L2 distances between 

runs even when fine-tuned on the same dataset, indicating that random 

initialization leads to inconsistent parameter learnings. In contrast, Table 4-4 

shows that ft-Unfrozen achieves zero L2 distance between runs on the same 

dataset, confirming that pre-trained fine-tuning consistently converges to the same 

basin of minima on the landscape of loss function given fixed inputs. This 

deterministic behavior is reasonable, because both the representation z from the 

final frozen layer and the initial weights in the pre-trained model head are fixed, 

making the input dataset the only variable that has an impact on the fine-tuning. 

Therefore, as far as the inputs remain the same, the optimization would yield 

identical weight updates no matter how many times the experiment is repeated. 

3) Training Trajectory Consistency 

As illustrated in Figure 4-3, loss trajectories of ft-Unfrozen are almost identical 

across all runs in a given dataset, indicating high consistency and reproducibility 
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in the learning process. In contrast, ft-Progressive shows highly variable training 

curves, with different convergence speeds and final loss sizes. This variability 

exists because of the random weights initialization of the model head, resulting in 

very different optimization paths and hence very different convergence behavior 

in each run. Furthermore, ft-Unfrozen converges in fewer epochs, highlighting 

efficient optimization, a direct benefit of starting from a well-informed parameter 

space shaped by pre-training. 

     In summary, the use of pre-trained weights yields the following advantages. 

 Greater convergence stability, as shown by near-zero L2 distances across 

datasets and across runs. 

 Improved optimization efficiency, reflected in faster convergence and smoother 

training curves. 

 Higher robustness to initialization variance, minimizing unpredictable 

performance outcomes. 

     Since the only difference between ft-Unfrozen and ft-Progressive lies in the 

initialization of the model head, the improvements in performance, stability, and 

convergence can be directly attributed to the use of pre-trained weights. Therefore, these 

findings provide strong empirical support for Hypothesis 1, which posits that the reuse of 

pre-trained weights in unfrozen layers facilitate faster and more stable convergence, thus 

improving the model’s ability to adapt efficiently to new tasks and datasets. However, the 

underlying mechanism remains unclear, which will be explored in Experiments 2 and 3. 
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Table 4-1. Evaluation Loss by Dataset 

ft-Unfrozen 
Ticker Run1 Run2 Run3 Run4 Run5 

CET 0.69 0.69 0.69 0.69 0.69 
CFFN 2.00 2.00 2.00 2.00 2.00 
VABK 1.53 1.53 1.53 1.53 1.53 
BUSE 1.43 1.43 1.43 1.43 1.43 
HGBL 5.08 5.08 5.08 5.08 5.08 

            

ft-Progressive 
Ticker Run1 Run2 Run3 Run4 Run5 

CET 2.91 0.93 0.89 0.74 0.69 
CFFN 2.37 1.68 4.07 4.37 1.66 
VABK 1.63 1.62 1.50 2.34 1.51 
BUSE 1.37 1.47 1.38 1.39 1.38 
HGBL 26.57 62.64 35.57 28.10 30.07 

Note: ft_Unfrozen (unfrozen) remain consistent across all runs, while ft_Progressive 

(randomly initialized) varies due to random weights initiation. Although ft-Progressive 

can produce better results (marked in gray), this is not guaranteed. For some datasets, 

such as HGBL, ft-Progressive has difficulties converging to a good minima. 

 

Table 4-2. L2 Distances of Weights between Datasets 

 ft-Unfrozen  ft-Progressive 
             

Run1 CET  CFFN   VABK   BUSE   HGBL   Run1 CET  CFFN   VABK   BUSE   HGBL  
CET         -      0.00     0.00     0.01     0.24   CET         -      3.08     3.13     2.37   11.17  
CFFN          -      0.00     0.01     0.24   CFFN          -      2.37     2.40   11.24  
VABK           -      0.01     0.24   VABK           -      2.33   10.36  
BUSE            -      0.23   BUSE            -    11.31  
HGBL             -    HGBL             -   

             
Run2 CET  CFFN   VABK   BUSE   HGBL   Run2 CET  CFFN   VABK   BUSE   HGBL  
CET         -      0.00     0.00     0.01     0.24   CET         -      2.24     1.74     2.54     6.45  
CFFN          -      0.00     0.01     0.24   CFFN          -      1.88     2.68     5.76  
VABK           -      0.01     0.24   VABK           -      2.60     6.65  
BUSE            -      0.23   BUSE            -      6.57  
HGBL             -    HGBL             -   
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Note: The table is organized by runs, with both row and column indices representing 

stock tickers (datasets). ft_Unfrozen (unfrozen model head) produces idential L2 

distances between runs (Run1 vs. Run2), while ft_Progressive (randomly initialized 

model head) yields in varying L2 distances between runs. Moreover, the distances under 

ft_Unfrozen are significantly lower (near zero), highlighting the stability and 

repeatability afforded by pre-trained weights. 

 

Table 4Error! No text of specified style in document.-3. L2 Distances of Weights Using 

ft_Progressive Method 

ft-Progressive 
             

 CET  Run1 Run2 Run3 Run4 Run5   CFFN  Run1 Run2 Run3 Run4 Run5 
Run1         -      2.75     2.75     2.47     2.91    Run1          -       2.26     2.70     2.65     2.19  
Run2          -       2.13     1.80     2.04    Run2           -       2.57     2.38     2.27  
Run3           -       1.57     1.76    Run3            -       2.47     1.90  
Run4            -       1.85    Run4             -       2.23  
Run5             -      Run5              -    

             
 BUSE   R1   R2   R3   R4   R5    VABK   Run1   Run2   Run3   Run4   Run5  
Run1         -      2.56     2.07     1.90     1.97    Run1          -       2.15     2.32     2.52     2.35  
Run2          -       2.36     2.58     2.43    Run2           -       1.60     2.24     2.05  
Run3           -       2.37     2.00    Run3            -       2.00     1.82  
Run4            -       1.88    Run4             -       2.30  
Run5             -      Run5              -    

Note: The L2 distances of weights is obtained between runs based on the same input 

dataset. The table is organized by stock tickers (datasets), with columns and rows 

representing repeated runs. ft_Progressive (randomly initialized model head) results in 

non-zero and varying L2 distances between runs, indicating inconsistency in weight 

updates due to random initialization. 
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Table 4-4. L2 Distances of Weights Using ft_Unfrozen Method 

ft-Unfrozen 
      

 Runs  Run1 Run2 Run3 Run4 Run5 
Run1         -            -            -            -            -    
Run2          -            -            -            -    
Run3           -            -            -    
Run4            -            -    
Run5             -    

Note: The L2 distances of weights is between runs based on the same input dataset. The 

results consistently show zero distances, indicating that fine-tuning with the ft_Unfrozen 

method (unfrozen model head with pre-trained initialization) produces identical weights 

across runs, demonstrating deterministic and stable training behavior. 

 

 

Figure 4-3. Training Loss Trajectory 

Note: The graph is organized by stock tickers (datasets). Under ft_Unfrozen (unfrozen 

model head), all training trajectories overlaps into a single line due to identical results 

across runs. In contrast, ft_Progressive (randomly initialized model head) displays 

diverse training paths, reflecting variability caused by different random weight 

initializations in each run. 

 

4.2.2. Hypothesis TL-H2: Transformation in the Last Frozen Layer 
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     This experiment tests Transfer Learning Hypothesis 2 (TL-H2): whether the frozen 

layers can generate the final representations 𝑧 in a consistent manner across different 

inputs, enabling fine-tuning to effectively adapt to new tasks and data. Such consistency 

is critical for effective fine-tuning, as it allows the unfrozen model head to generalize 

reliably from pre-trained knowledge to new downstream tasks with minimal adaptation. 

     Experiment. To obtain an unbiased understanding of the final representations 𝑧, this 

study trains all four pre-training models detailed in Section 2.2, using the same datasets, 

methods, and parameter settings as shown in Table 4-5. For each of these four models, 

three training statuses are saved, resulting in a total of 12 model instances.  

 models ∈ [Baseline, DiffNeuron, LessLayer, MoreLayer] 

 status ∈ [No-training, Optimal, Fully-trained] 

     Each instance is evaluated using a 70/30 split of the 15 reserved datasets unshuffled, 

and the process is repeated with shuffled inputs to assess generalizability.  

For each run, logits are extracted from the final frozen layer (before the model head), and 

the Wasserstein distances are computed between the logits generated from the two dataset 

partitions on the same layer. These distances serve as a proxy for the consistency of the 

latent representation z within each model.  

     Results & Analysis. The experiment data and transformation are presented in the 

Appendices D&E. The summary for analysis and discussion is shown in Figures 4-4 and 

4-5. 

     As shown in Appendix D and E, the raw experiment data in the first tables exhibits 

significant variation across datasets due to price scale differences among stocks. To 
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eliminate this confounding factor, each logits distance is normalized by its corresponding 

input distance (from the Input_Data column), resulting in the second tables. This 

normalization results in significantly reduced variation in column-wise values across the 

15 stocks, providing a more meaningful comparison across datasets. 

     To quantify the dispersion of column-wise values, the coefficient of variation (CV) is 

computed, defined as the ratio of standard deviation to mean, for each model instance. A 

lower CV value indicates reduced dispersion in distance distributions.  

     Key observations from Figures 4-4 and 4-5 include: 

 For Fully-trained and Optimal models, the normalized distances show low CV 

values (typically between 0.08 and 0.20) across both shuffled and nonshuffled 

settings. This suggests that these models generate highly consistent latent 

representations 𝑧, regardless of input variations. 

 In contrast, the No-training models show greater CV values and much higher 

variability, ranging from 0.30 to 0.50 for nonshuffled inputs and up to 0.80 for 

shuffled ones. This implies that randomly initialized models lack the internal 

mechanism to consistently generate the final representation z for effective transfer 

learning. 

 Notably, Optimal models (trained with early stopping) often match or exceed 

Fully-trained models in consistency, suggesting that over-fitting does not happen 

when achieving stable internal representations.      

     These findings provide strong empirical support for Hypothesis TL-H2. Pre-trained 

frozen layers are not only capable of capturing meaningful input distributions, but they 
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also transform inputs into consistent latent representations 𝑧, even when inputs are 

perturbed, such as HGBL. This transformation consistency is essential for preserving the 

functionality of the pre-trained model head, which is trained to map the final 

representations 𝑧 to target outputs. The more consistent the representations 𝑧 are, the less 

adjustment is required during fine-tuning, reducing the risk of large gradient updates that 

could move the model away from well-optimized pre-training. 

     Although these results strongly validate TL-H2, the underlying mechanism through 

which pre-trained layers achieve such representational stability remains unexplored. 

These open questions are the focus of Experiment 3, which aims to examine the internal 

dynamics of pre-trained models during adaptation. 

 

 

Figure 4-4. CVs from Non-shuffled Input Data 

Note: Compare CVs (Coefficient of Variations) across different model configurations 

(Standard, DiffNeuron, LessLayer, MoreLayer), each evaluated under three training 

status: Fully-trained, Optimal Model, and No-training. 
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Figure 4-5. CVs from Shuffled Input Data 

Note: Compare CVs (Coefficient of Variations) across different model configurations 

(Standard, DiffNeuron, LessLayer, MoreLayer), each evaluated under three training 

conditions: Fully-trained, Optimal Model, and No-training. 

 

Table Error! No text of specified style in document.-5. Summary of Training 

Hyperparameters 

Hyper-parameter Pre-training ft_Progressive ft_Unfrozen 
optimizer Adam Adam Adam 
activation (LSTM) leaky_relu N/A N/A 
activation (Dense) linear linear linear 
kernel_initializer (LSTM) he_normal N/A N/A 
kernel_initializer (Dense) glorot_uniform glorot_uniform glorot_uniform 
learning_rate 0.0005 varies varies 
loss_func MAPE MAPE MAPE 
batch_size 100 100 100 
epochs 200 300 300 
convergence Earlystopping Earlystopping Earlystopping 
patience 10 10 10 
monitor MAPE MAPE MAPE 

Note: The optimal learning rates of ft_Progressive (randomly initialized model head) and 

ft_Unfrozen (unfrozen model head) are determined through grid search during model 

training. 
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4.2.3. Hypothesis TL-H3: Transformation Across All Frozen Layers 

     This experiment is designed to evaluate Transfer Learning Hypothesis 3 (TL-H3), 

which posits that pre-trained models produce consistent and generalizable 

transformations across all frozen layers, thereby constituting the source of the 

effectiveness of transfer learning. Verifying this hypothesis is essential for understanding 

how pre-trained weights shape internal representations throughout the network and 

facilitate effective transfer learning. 

     Experiment. This experiment is based on the methodology of Experiment 2, with two 

important extensions: 

1) Layer-wise Logits Extraction 

Rather than limiting the analysis to the final representation z, logits are extracted 

from each frozen layer within the model to trace how the distribution of internal 

logits evolves through the network. By computing the Wasserstein distance 

between matching layer logits generated by input subsets, this study is able to 

evaluate the transformation consistency within the latent feature spaces of 

networks. 

2) Expanded Dataset Coverage 

To evaluate robustness and generalizability, two additional datasets are added into 

the analysis. 

 The S&P 500 dataset shares common market dynamics with the 15 reserved 

stocks, so it provides a natural test for in-domain generalization. 
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 A synthetic dataset, generated from a uniform distribution over the range 

[1,100], serves as a perturbation test from out-of-distribution data. 

     As in the previous experiment, logit distances are first computed and then normalized 

distances by dividing each logits distance by the corresponding input distance to 

eliminate the influence of input scale variations. This ensures fair and consistent 

comparisons across layers, stocks, and datasets.  

     Results & Analysis. The results are shown in Figure 4-6 which plots the normalized 

layer-wise distances for five representative datasets ∊ [CET, CFFN, VABK, BUSE, 

HGBL], selected using the same volatility-based sampling method as in Experiment 1. 

SP500 and the Random dataset are plotted together with the representative datasets. 

     The degree of line clustering in Figure 4-6 measures distributional consistency, which 

represents dispersion of latent feature transformations across layers, the same concept 

defined by the coefficient of variation (CV). The key patterns observed in Figure 4-6 

include: 

 For pre-trained models (both Fully-trained and Optimal), the logit distances 

across layers exhibit tight clustering, indicating low variation and high 

consistency in the transformation paths across different datasets. This pattern is 

reflected in low coefficients of variation (CVs), suggesting consistent 

representational transformation within the latent feature space. 

 In contrast, No-training models exhibit dispersed and erratic trajectories, 

suggesting that transformation pathways are highly sensitive to input variations. 
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This instability likely stems from unstructured or unlearned weights, which result 

in inconsistent internal representations. 

 Another notable observation is that the S&P 500 (SP500) line clusters closely 

with the lines of the stock datasets. The clustering suggests that the SP500 dataset 

shares some common underlying distributional characteristics with individual 

stocks, likely due to SP500 representing the broader market structures that are 

inherently part of the stock data. 

 In contrast, the Random dataset exhibits no meaningful clustering with the stock 

datasets. The clear separation suggests that the Random dataset doesn’t share any 

underlying statistical structure with the others, no surprise, given that it was 

generated from a uniform distribution. This contrast reinforces that the model has 

indeed learned the common distributional patterns present in real financial data. 

     The contrasting clustering patterns between the SP500 and Random datasets suggest 

that, during pre-training, the model learns to capture distribution patterns shared across 

datasets while filtering out dataset-specific noise, within its capacity. This supports the 

theories of feature reuse (Raghu et al., 2019; Neyshabur et al., 2020) and domain 

alignment (Mensink et al., 2021), both of which explain how pre-trained representations 

can generalize effectively to new inputs. 

     These experiment results strongly support Hypothesis 3, suggesting that the success of 

transfer learning is driven by the model’s internal mechanisms. The results show that pre-

training consistently transforms input distributions into latent feature space across all 

frozen layers. This consistency of the pre-training process allows the model to adapt 

previously learned latent representations for new data and new tasks. 



72 
 

 

 

 

 

 

Figure 4-6. Distances by layers 

Note: The graphs are organized by model (row-wise) and training status (column wise). 

Each line in the graph corresponds to the distances obtained from a specific dataset. The 

stock lines cluster closely together in Fully trained and Optimal models, while they are 

randomly dispersed in No-training models. 

 

4.2.4. Future Work: Clustering-Performance Alignment 

     A second intriguing observation relates to the clustering of logit distances in the Fully-

trained models versus the Optimal models. While both exhibit similar clustering patterns, 

the Optimal models show overall tighter and more coherent clustering, indicating greater 
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internal coherence in representation formation, across datasets. This raises a thoughtful 

question: Does closer internal clustering indicate better model performance? 

     To explore this possibility, this study conducts a comparative evaluation of prediction 

accuracy between Fully-trained and Optimal models using the 15 reserved datasets, with 

evaluation loss as the primary performance metric. The overall performance of the Fully-

trained models is measured by the count of datasets showing positive delta 

(underperformance) and negative delta (overperformance). Figure 4-7 presents the overall 

performance of the Fully-trained versus Optimal models by the count of datasets. The 

original experiment data is in Appendix F. Key observations are as follows: 

 While Fully-trained models underperform Optimal models in Standard and 

DeffNeuron instances, evidenced by large numbers of positive delta, the former 

outperform the latter in LessLayer and MoreLayer instances, evidenced by large 

numbers of negative delta. These inconsistent results make it difficult to establish 

a definitive correlation between clustering tightness and predictive performance. 

 The presence of performance outliers, such as HGBL and WT, where both Fully-

trained and Optimal models suffer from large loss values, complicates 

interpretation. These extreme cases introduce skewed deltas and raise concerns 

about the robustness of generalization. 

     Given these mixed and inconclusive findings, a more rigorous and statistically 

grounded investigation is needed to validate this relationship. As this question falls 

outside the central scope of this study, it is recognized as an important avenue for future 

research. In particular, investigating specific model training configurations, input data 

characteristics, and other unknown aspects could provide important insights into how, 
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and more importantly, how much, the clustering of the internal representations correlates 

to the predictive performance. 

 

 

Figure 4-7. Evaluation Loss Comparison by Dataset Counts 

Note: Positive delta (blue) represents higher evaluation loss in the Fully-trained model 

over Optimal model, indicating underperformance, and vice versa. 
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CHAPTER 5: DISCUSSION AND CONCLUSION 
 

5.1. Discussion 

5.1.1. Key Findings 

     This study presents a detailed exploration into the impact of Importance Weighting 

and Transfer Learning on stock time-series forecasting. The first important finding is that 

the Cumulative Importance Weighting (CIW) is effective in capturing recency effects. 

Across the 15 selected financial datasets, CIW delivers better performance compared to 

the unweighted baseline and even the Attention mechanism in most datasets. These 

results are in line with previous research findings that recency effects are one of the major 

influencing factors present inl the financial stock market (Gandré et al., 2020; Cakici et 

al., 2023; Chen et al., 2024). The findings are further supported by the widely established 

behavioral finance theory and empirical observations of individual investor behavior 

(Barber et al., 2013). 

     The second important finding verifies the effectiveness of Transfer Learning. Pre-

training on a larger dataset not only improves forecasting accuracy, especially on 

perturbed datasets, but also enhances training stability and reduces convergence time. 

Experiments conducted for Hypotheses TL-H1 through TL-H3 demonstrate that pre-

trained weights on the frozen layers facilitate the consistent transformation of input 

samples into latent feature spaces, both across different datasets and among repeating 

runs of experiments. This finding is as revealed by tracking distributional evolution 

through the hidden layers using the Wasserstein distance, which empirically verifies that 
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representational transformation consistency is the central enabler of transferability and 

generalizability. 

     The third significant finding is about the dual learning framework constructed via the 

integration of CIW and Attention. This strategy outperforms each standalone component, 

highlighting that while the Attention mechanism captures complex dependencies, CIW 

incorporates the learning of recency effects into the model. The complementary learning 

effects reflect a more general perspective that introducing domain-specific heuristics into 

predictive models yields more effective representational learning, offering a promising 

direction to enhance Attention mechanism through inductive-bias–aware design. 

 

5.1.2.  Interpretation and Implications 

     The key element of this study has to do with investigation of the model’s internal 

mechanism. The analysis based on Wasserstein distance show that the hidden layers of 

pre-trained networks express transformations in a consistent manner, regardless the 

disparities within the input datasets. This transformation consistency enables the 

pretrained frozen layers to generate meaningful, stable, and generalizable internal 

representations. Therefore, the trainable unfrozen layers only need to make minor 

adjustments in the pretrained parameter space to map the internal representations to the 

target. These findings provide fundamental explanations to some well-known theories 

about transfer learning, namely feature reusability (Nejshabur et al., 2020; Raghu et al., 

2019) and domain alignment (Mensink et al., 2021), all emphasizing the value of 

transferable internal representations learned during pretraining. 
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     With respect to Importance Weighting, this study points out that though Attention 

excels at modeling long-range dependencies, it lacks an inherent mechanism to capture 

short-term influence. Therefore, a new weighting method CIW is developed to explicitly 

express the recency bias present in the stock data. The superior performance of CIW over 

Attention indicates that recent information is often more predictive than long-term 

temporal dependencies.   The validity of CIW also offers strong support for behavioral 

finance theories such as limited attention and investor recency bias. By incorporating 

recency-based weighting into the model architecture, CIW models human psychological 

tendency to overweight recent incidents over priors within financial judgment. Such a 

connection indicates a prospect of combining data-based modeling (Attention) with 

psychologically driven postulates (CIW) to improve financial forecasting. Therefore, the 

study constructs dual learning frameworks and demonstrates that the Attention-Plus-CIW 

(Att ⊕ CIW) mechanism can effectively extract and complement the strengths from 

Attention and CIW and achieve superior performance.  

     Finally, in Importance Weighting experiments, the three dual learning frameworks, 

specifically Attention-to-CIW (ATT-CIW), Attention-Multiply-CIW (ATT ⊗ CIW) and 

Attention-Plus-CIW (ATT ⊕ CIW), produce very different results, highlighting that the 

choice of fusion strategy has a significant impact on predictive performance. This 

discrepancy suggests that the interaction between inductive bias (e.g., recency effects) 

and adaptive learning mechanisms (e.g., attention) is sensitive to how they are 

architecturally combined. A possible root cause may relate to the specific nature of the 

task itself or the degree to which inductive bias is embedded in the data, both of which 

need further investigation, a task beyond the scope of this study.  



78 
 

 

5.2. Conclusions 

     This study investigates the application of Importance Weighting and Transfer Learning 

in deep learning to improve predictive performance and interpretability in stock time-

series forecasting.  

     Experiment results demonstrate that all proposed Importance Weighting methods 

contribute positively to forecasting accuracy. Among them, Cumulative Importance 

Weighting (CIW) outperforms the standard Attention, suggesting that CIW could 

effectively encode recency effects, an influential inductive bias in financial markets, and 

that Attention alone is limited to capture it. More importantly, the study develops a novel 

dual learning framework by integrating CIW and Attention through an additive operation. 

This hybrid mechanism achieves the superior performance, surpassing both CIW and 

Attention when used independently. These findings highlight the potential of combining 

domain-specific inductive biases with adaptive learning capabilities. 

     Transfer learning further contributes by enhancing model generalization, stability, and 

convergence. The study introduces a novel method to trace the distribution evolution 

within the latent feature space using the Wasserstein distance. Experiments demonstrate 

that pretrained models can transform variable inputs into generalizable internal 

representations in a consistent manner, which is identified as the core enabler of 

effectiveness of transfer learning. This finding provides fundamental explanations to 

previously studied theories, such as feature reuse, domain alignment, and basin 

convergence. In addition, the perturbation test using SP500 and Random datasets 

validates that pre-training allows the model to internalize generalizable patterns shared 
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among input datasets and minimize dataset-specific distributions, within the constraints 

of model capacity. 

 

5.3. Contribution to the Body of Knowledge 

     This study demonstrates that Importance Weighting and Transfer Learning are 

effective techniques to improve predictive performance in stock time-series forecasting. 

The key contributions to the body of knowledge are summarized as follows. 

 

5.3.1. Contribution to Importance Weighting 

     This study introduces Cumulative Importance Weighting (CIW) and demonstrates that 

it is an effective weighting scheme that consistently outperforms the standard Attention 

method in stock time-series prediction, which in turn reflects that recency bias is a major 

influencing factor in the stock market and that CIW can effectively capture it.  

     Another notable contribution of this research is the proposed dual learning framework 

which demonstrates superior performance over the standalone components. The strong 

performance of this hybrid approach points to a promising direction: introducing 

inductive bias to Attention mechanism could improve the overall model performance. 

This philosophy can be potentially applied to other domains, such as NLP and LLM, 

where more than two learning mechanisms may need to fuse together to capture more 

complex data patterns.  

 

5.3.2. Contribution to Transfer Learning 
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     This study provides empirical evidence for the benefit of transfer learning over 

random initialization-based training, even though the latter may occasionally achieve 

comparable predictive accuracy. These findings offer a strong experimental answer to the 

academic debate regarding whether transfer learning consistently outperforms training 

from scratch. By demonstrating greater stability, faster convergence, and more 

generalizable internal representations, this study reinforces the practical advantages of 

leveraging pretrained models in time-series forecasting. 

     This study provides a fundamental explanation for the effectiveness of transfer 

learning, attributing it to the internal mechanism of the pretrained model that consistently 

transforms the variable input into generalizable representations within the latent feature 

space. This finding bridges several well-established theoretical perspectives from prior 

research, including feature reuse, domain alignment, and basin convergence. 

Furthermore, the perturbation experiments illustrate how pretraining abstracts the internal 

representations by learning from different inputs and why the learned weights are able to 

generalize the latent features to new downstream tasks.  

     To enable such analysis, a novel method is introduced using the Wasserstein distance 

to trace the evolution of logit distributions within the latent feature space. This approach 

potentially provides a quantitative tool to measure the consistency, stability, and 

generalizability of pretrained models.  

 

5.4. Recommendation for Future Work 

     The primary goal of this praxis is to improve the predictive accuracy of stock price 

movements using deep neural networks, with a focus on Importance Weighting and 
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Transfer Learning. While the results show promising improvements, several areas remain 

open for further research.  

     First, the dual learning framework developed in this study is evaluated solely within 

the context of financial time-series forecasting; an important direction for future work 

would be to examine its applicability to other domains, such as in NLP, where recency 

effects can also be relevant. For instance, in many languages, the subject and verb 

typically appear close together. Applying the dual learning framework to a new domain 

may require adjustments to algorithmic designs. For example, Importance Weighting may 

need to adopt a matrix-based weighting formulation to integrate with the Key-Query 

matrix generated by Attention. Understanding how inductive biases and adaptive learning 

interact across different types of datasets could lead to broader applications of this dual 

learning approach. 

     Second, future studies are needed to understand how different fusion methods affect 

the performance of the dual learning framework. Rather than simply relating 

mathematical operations (e.g., addition, multiplication, or projection) to accuracy results, 

research efforts should focus on identifying the underlying factors driving the 

performance of fusion methods. Is the choice of fusion method driven by task domains, 

data distributions, or other unidentified factors? Such exploration could extend beyond 

finance to other domains such as NLP or healthcare, where introducing domain-specific 

priors into attention-based models may enhance performance. These insights, if obtained, 

could contribute to generalizable principles for designing dual or even multi-component 

learning architectures. 
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     Lastly, future work is needed to investigate the relationship between internal feature 

clustering and model performance. The clustering shown in Figure 4-6 does not seem to 

align well with the evaluation losses in Appendix F (or the summary in Figure 4-7), 

making it difficult to draw a definitive conclusion that the tighter clusters represent better 

predictions. This discrepancy may arise from a variety of factors such as data noise, 

quality issues, or inherent distributional characteristics such as volatility. It may also just 

be that clustering cannot adequately express the space of generalization behaviors. This 

open question warrants further exploration. 
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Appendix A 

This table presents the evaluation results for each dataset using the same two-LSTM-

layer model for Importance Weighting, with (B) and without (A) Normalization. The 

tickers are sorted in ascending order of volatility.  Delta (A-B) represents performance 

difference, indicating the impact of normalization for each dataset. 

MAPE Loss (%)    

  A B  
Ticker Volatility Standard Normalization Delta (A-B) 
CET 1.2%  0.95   1.35   (0.40) 
AJG 1.4%  2.30   10.03   (7.73) 
FNWD 1.5%  1.85   1.74   0.11  
CFFN 1.5%  8.19   4.60   3.58  
RY 1.5%  1.21   1.29   (0.08) 
FDBC 2.4%  2.35   1.93   0.42  
VABK 2.4%  1.64   1.64   0.00  
FCF 2.4%  1.53   1.55   (0.01) 
PFC 2.4%  1.85   1.78   0.07  
BUSE 2.4%  1.39   1.60   (0.21) 
SLNH 8.8%  9.77   7.66   2.11  
CARV 9.0%  5.92   4.25   1.67  
HGBL 13.9%  4.74   4.79   (0.05) 
KINS 16.5%  5.25   4.03   1.21  
WT 49.8%  1.75   1.39   0.35  

positive delta      9 
negative delta      6 
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Appendix B 

The evaluation MAPE loss is obtained from the 2-LSTM-layer model without 

Normalization and is used for assessing Importance Weighting methods. The left table 

(MAPE loss) presents the results of each weighting mechanism applied to the model. The 

right table (vs. None) shows the loss differences between each mechanism and the 

baseline model without any weighting schemes. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

MAPE Loss vs. None

Ticker None CIW ATT ATT-CIW ATT⨁CIW ATT⨂CIW None CIW ATT ATT-CIW ATT⨁CIW ATT⨂CIW
CET 1.45 2.77 2.12 1.22 1.21 2.51 0.00 1.32 0.68 -0.23 -0.24 1.06
AJG 16.14 11.68 13.37 9.59 13.82 6.23 0.00 -4.46 -2.77 -6.55 -2.33 -9.91
FNWD 2.23 1.60 1.75 2.08 1.67 1.87 0.00 -0.64 -0.48 -0.15 -0.57 -0.36
CFFN 238.14 4.84 13.19 120.08 2.05 3.63 0.00 -233.30 -224.96 -118.07 -236.09 -234.51
RY 1.56 1.62 2.13 1.48 1.06 1.77 0.00 0.06 0.58 -0.08 -0.50 0.22
FDBC 2.86 2.33 2.21 2.25 1.76 2.28 0.00 -0.53 -0.65 -0.62 -1.10 -0.58
VABK 2.75 1.93 2.26 2.16 1.55 2.36 0.00 -0.82 -0.49 -0.58 -1.20 -0.38
FCF 2.44 1.50 1.66 2.20 1.46 1.73 0.00 -0.94 -0.77 -0.24 -0.98 -0.71
PFC 2.78 2.08 2.06 2.44 1.77 2.16 0.00 -0.70 -0.72 -0.34 -1.02 -0.62
BUSE 2.13 1.46 1.61 1.98 1.39 1.64 0.00 -0.67 -0.52 -0.15 -0.75 -0.49
SLNH 14.14 12.86 8.70 15.84 7.04 15.99 0.00 -1.27 -5.44 1.70 -7.10 1.85
CARV 7.61 6.92 4.29 45.72 3.42 8.92 0.00 -0.70 -3.32 38.11 -4.19 1.31
HGBL 3.49 2.39 2.62 3.14 2.44 2.72 0.00 -1.11 -0.87 -0.35 -1.05 -0.77
KINS 5.22 3.72 4.59 6.37 3.70 3.82 0.00 -1.50 -0.62 1.16 -1.52 -1.39
WT 1.83 1.40 1.70 1.95 1.50 1.45 0.00 -0.43 -0.13 0.12 -0.33 -0.38

Gain 13 13 11 15 11
Loss 2 2 4 0 4
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Appendix C 

This table is the same as Appendix B, except that the right table ("vs. CIW") presents the 

performance differences relative to CIW, which serves as the new baseline. 

 
 

 

 

 

 

 

 

 

 

 

 

MAPE Loss vs. CIW

Ticker CIW ATT ATT-CIW ATT⨁CIW ATT⨂CIW CIW ATT ATT-CIW ATT⨁CIW ATT⨂CIW
CET 2.77 2.12 1.22 1.21 2.51 0.00 -0.65 -1.55 -1.56 -0.26
AJG 11.68 13.37 9.59 13.82 6.23 0.00 1.69 -2.09 2.14 -5.45
FNWD 1.60 1.75 2.08 1.67 1.87 0.00 0.16 0.48 0.07 0.27
CFFN 4.84 13.19 120.08 2.05 3.63 0.00 8.35 115.23 -2.79 -1.21
RY 1.62 2.13 1.48 1.06 1.77 0.00 0.51 -0.14 -0.56 0.16
FDBC 2.33 2.21 2.25 1.76 2.28 0.00 -0.12 -0.08 -0.57 -0.05
VABK 1.93 2.26 2.16 1.55 2.36 0.00 0.34 0.24 -0.38 0.44
FCF 1.50 1.66 2.20 1.46 1.73 0.00 0.17 0.70 -0.04 0.23
PFC 2.08 2.06 2.44 1.77 2.16 0.00 -0.02 0.36 -0.31 0.08
BUSE 1.46 1.61 1.98 1.39 1.64 0.00 0.15 0.52 -0.07 0.18
SLNH 12.86 8.70 15.84 7.04 15.99 0.00 -4.16 2.98 -5.83 3.12
CARV 6.92 4.29 45.72 3.42 8.92 0.00 -2.62 38.80 -3.49 2.00
HGBL 2.39 2.62 3.14 2.44 2.72 0.00 0.24 0.76 0.05 0.34
KINS 3.72 4.59 6.37 3.70 3.82 0.00 0.88 2.65 -0.02 0.11
WT 1.40 1.70 1.95 1.50 1.45 0.00 0.30 0.55 0.10 0.05

Gain 5 4 11 4
Loss 10 11 4 11
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Appendix D 

Experiments are conducted using four pretrained models ∈ [Baseline, DiffNeuron, 

LessLayer, MoreLayer], each saved with 3 training statuses ∈ [No-training , Optimal , 

Fully-trained], resulting in a total of 12 model instances. Logit distances are computed 

between two corresponding sets of logits, each generated from one of two input subsets 

split from the non-shuffled dataset using a 70/30. 

The first table reports the raw logit distances, which inherently contain price scale 

variations across different stocks. To eliminate this scale effect, each logit distance is 

normalized by the corresponding input distance, calculated directly from the two input 

subsets prior to model processing. The second table presents these normalized results. 

The coefficient of variation (CV), defined as the ratio of the standard deviation to the 

mean (std/mean), is used to assess the dispersion of distance values. A lower CV indicates 

the distance values are more consistent and less dispersed. 
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Appendix E 

This experiment follows the same design as Appendix D, with the only difference being 

that the input data is shuffled. 
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Appendix F 

The evaluation MAPE loss is obtained from the experiment presented in Appendix D, 

where the input data is non-shuffled. 

 

 

 

 


